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Summary Report
The 16th International Conference on Accelerator and Large Experimental Control Systems
(ICALEPCS 2017) was held in Barcelona, Catalunya, Spain at the Palau de Congressos de Catalunya
from the 7th to the 13th of October 2017, hosted by the ALBA Synchrotron. The conference was
endorsed by the European Physics Society (EPS), The Physical Society of Japan (JPS), the
Association of Asia Pacific Physical Societies (AAPPS), the American Physical Society (APS) and the
Nuclear & Plasma Sciences Society (NPSS-IEEE).
An International Scientific Advisory Committee (ISAC) with 40 members and chaired by Andy
Götz (ESRF, France) advised the organization. The ISAC met the year before the conference to
define the tracks and themes and during the conference to review bids and conclude on hosting
ICALEPCS 2021, which will be held in Shanghai (China) hosted by the Shanghai Synchrotron
Radiation Facility (SSRF). The Program Committee (PC) with 43 members met together five months
before the conference to finalize the scientific program and was chaired by Oscar Matilla from the
ALBA Synchrotron. Both committees worked constructively to encourage participation from
experts around the world.
Parallel sessions were held on Tuesday and Thursday to schedule 111 oral talks, in addition to
keynotes, miniorals and speakers’ corners. This new type of presentation -speaker’s corner- was
included in the program with a very good acceptance and an excellent feedback. A total of 17
contributions were presented in this format, where presenters could setup an interactive live demo
of their work on a big screen addressed to the audience surrounding the speaker.
A total of 600 abstracts were submitted of which 450 were finally accepted and processed to be
published in the proceedings book. ICALEPCS 2017 had an excellent attendance of 607 registered
participants of which there were 468 full conference delegates. The ten workshops held on the
weekend prior to the conference got an excellent participation with 560 total number of registrants.
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The workshops were: EPICS Satellite Meeting, TANGO workshop, White Rabbit Tutorial Workshop,
PLC based control systems, HDF5 data format, Control System Cyber-security Workshop, Motion
Control Workshop, Sardana Scientific SCADA Suite, User Experience in MicroTCA, MRF Timing
Protocol Users Workshop.
Javier Serrano (CERN, Switzerland) has been awarded the ICALEPCS Lifetime Achievement
Award for his major contributions to the creation of the Open Hardware movement. The ICALEPCS
Early Career award and a price money was awarded to Daniel Tavares (LNLS, Brazil) for his excellent
work on the BPM and Orbit Feedback system hardware designs and his involvement in the Open
Hardware movement.
I would like to thank Oscar Matilla, the Program Chair and our colleagues of the Local
Organizing Committe, Guifré Cuní, Concepció Girbau and Isidre Costa for their involvement and
hard work over these years and in particular during the last weeks. This is of course extensive to
the local organizing team comprising more than 30 persons for their commitment and priceless
help for the success of this conference.
On behalf of this local organizing team, I would like to thank as well, the International Scientific
Advisory Committee and in particular the chair Andy Götz for his availability and his extraordinary
commitment, the Program Committee, the editorial team and everyone involved for their
invaluable contribution which made ICALEPCS2017 a great conference. I would like as well to thank
Gloria Casanova and her team (PCO) for their remarkable investment and dedication.
I would like to wish Kevin Brown, Richard Farnsworth, Seth Nemesure and their team at BNL all
the best for the organization of ICALEPCS 2019, and our best wishes as well for Shanghai 2021.
David Fernández.
ICALEPCS 2017 Conference Chair
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THE CONTROL SYSTEM FOR THE LINEAR ACCELERATOR AT
THE EUROPEAN XFEL - STATUS AND FIRST EXPERIENCES
T. Wilksen†, A. Aghababyan, R. Bacher, P. Bartkiewicz, C. Behrens, T. Delfs, P. Duval,
L. Fröhlich, W. Gerhardt, C. Gindler, O. Hensler, J. M. Jäger, R. Kammering, S. Karstensen,
H. Kay, V. Kocharyan, A. Labudda, T. Limberg, S. Meykopff, A. Petrosyan, G. Petrosyan,
L. Petrosyan, V. Petrosyan, P. Pototzki, K. Rehlich, G. Schleßelmann, E. Sombrowski,
M. Staack, J. Szczesny, M. Walla, J. Wilgen, H.-G. Wu, DESY, Hamburg, Germany
S. Abeghyan, S. Karabekyan, European XFEL GmbH, Hamburg, Germany
Abstract
The European XFEL is a 3.4 km long X-ray FreeElectron Laser facility with a superconducting, linear
accelerator and initially three undulator beam lines. First
user run with two experiments has started in September
this year at the first photon beamline while the final installation and commissioning of the other, two photon
beam lines is well underway. This paper will focus on
control system parts of the linear accelerator and highlight
briefly its design and implementation. Namely the hardware framework based on the MTCA.4 standard, testing
software concepts and components at real and virtual
accelerator facilities. A well-established method for integrating high-level controls into the middle layer by means
of a shot-synchronized data acquisition allows for rapid
deployment and commissioning of the accelerator controls. Status of the final installations, of the commissioning phase and some first experiences from a technical and
an operational point-of-view will be presented.

INTRODUCTION
The European XFEL (EuXFEL) is a 3.4 km long
X-ray Free-Electron Laser starting in Hamburg,
Germany, and ending south of Schenefeld, a city in the
neighbourhood of Hamburg. It comprises of an injector, a
linear accelerator section, a beam distribution system,
undulators,
photon
beam
lines
and
experimental stations. The geometry of the facility is
basically a straight line with a northern and a southern
branch in the last third for the undulator sections and
photon beam lines. The injector produces an electron
beam by extracting electron bunches with a laser beam
from a photo cathode, which is focused and accelerated
by a normal-conducting RF gun to beam energies of 5
MeV. The accelerator will provide up to 2700 electron
bunches at repetition rates varying from 1 Hz to 10 Hz
with
10
Hz
being
the
default
rate.
The RF pulse length (flat top) is 600 µs long and the
bunch charge can be chosen within a range
of 0.02 – 1 nC.
A first cryogenic 1.3 GHz RF module accelerates the
beam to 150 MeV followed by a 3.9 GHz module linearizing the energy profile. The beam is fed at a beam energy
of 130 MeV into a 1.6 km long linear accelerator section
___________________________________________
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with 96 cryogenic modules installed. These modules are
utilizing superconducting RF-technology and accelerate
the electron bunches up to 14 GeV and with four more
modules installed eventually up to 17.5 GeV.
Additionally, the linear accelerator section has two bunch
compressor sections installed at locations corresponding
to energies of 0.7 GeV and 2.4 GeV for maximizing peak
currents. A collimation section followed by a flexible
kicker system at the end of the linear accelerator section
can distribute configurable bunch trains into two electron
beam lines with undulator systems. On the northern
branch two undulator sections with a tunable, planar
undulator system and second tunable, helical undulator
system will provide two different hard X-ray photon
beams produced by the self-amplified spontaneous
emission process (SASE). On the southern branch only
one tunable, planar undulator system has been installed
for now. Each of the three undulator sections will provide
a photon beam for two experiments, serving six stations
in total. The undulator sections are supposed to deliver
photon pulses within a wavelength range of 0.05 – 0.4
nm, resp. 0.4 – 4.7 nm, a pulse length between 10 – 100 fs
and a peak brilliance of 1032 – 1034 photons/s/mm2/mrad2/0.1% bandwidth. The schematic overview of the European XFEL accelerator is shown in
Fig. 1.

Figure 1: Schematic overview of the overall European
XFEL accelerator with injector (I1), linear accelerator
tunnel (L1 – L3), the collimation and distribution section
(CL and TL) and the various SASE beam lines with its
undulators (T1 – T10, SA1 – SA3).
The overall control system used at the EuXFEL
facility is a common effort by of various groups at DESY
MOAPL01

Project Status Reports
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and the European XFEL GmbH. While the cryogenic and
utility controls, the photon beam line and experiment
controls are based on different approaches the interoperability of all the systems with the accelerator controls has
been established and discussed here [1].
This paper is focusing on the electron beam controls for
the linear accelerator, its design and implementation. The
status of the final installation work, the commissioning of
the controls and experiences from commissioning and
first operations delivering photon beam to user experiments will be presented in the following sections.

ACCELERATOR CONTROL SYSTEM
The design of the accelerator control system for the European XFEL was highly driven by the existence of the
smaller but technically similar accelerator facility
FLASH, the Free-Electron Laser in Hamburg. FLASH is
a 260 m long Free-Electron Laser in the ultraviolet vacuum (VUV) regime located on the DESY campus in Hamburg, Germany. It is based on the same superconducting
RF-technology used for the cryogenic modules at the
European XFEL and covers similar concepts for the machine layout. Specifically, the control system architecture
and software framework had been proven to be a very
suitable solution for a linear accelerator driving a freeelectron laser. New technologies like the MicroTCA.4
standard [2] and the MicroTCA-based timing system [3]
had been introduced to the FLASH accelerator already
and tested successfully.

Concepts and Layout
For the European XFEL project the following key
components had been determined to be essential to the
accelerator control system layout:
- Using a standard hardware platform for fast front-end
device controls. Here the new embedded system technology based on the MicroTCA.4 standard was chosen. Key
requirements had to be a simple and remote management
of a large number of devices as well as hot-swap capabilities of electronic components.
- A well supported open-source based operating system
as standard for front-end computing nodes i.e. MicroTCA
systems, embedded systems as well as for server and
computing nodes for the backbone of the control system
infrastructure.
- A software framework suitable for a linear accelerator
driving a free-electron laser. For this both DOOCS [4]
and TINE [5] have been chosen since both frameworks
had been deployed successfully already at FLASH.
DOOCS has TINE integrated by default so that interoperability works seamlessly for all standard solutions. Furthermore, both frameworks are able to connect to EPICS
[6] easily, which made interfacing the cryogenic and
utility controls system for the European XFEL accelerator
possible. While DOOCS is used as the basic software
framework for the accelerator controls, all vacuum and
magnet controls are implemented with TINE. For highlevel application libraries TINE is used as internal
communication protocol.
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- Synchronization of all accelerator beam diagnostics
data and RF- resp. LLRF information for diagnostic displays and higher physics applications. A shotsynchronized bunch-resolved data acquisition had been
successfully deployed in the past at FLASH [7]. Because
of the experience with this system at FLASH and the
scalability of this approach, the decision to use it for the
European XFEL accelerator control system had been
made early on in the conceptual design phase. The tight
integration of the acquisition system directly into the
middle layer allows for an efficient online access to all
shot-related data, process it and feed it back into the middle layer for other applications like software-based feedbacks or online measurement programs. This layout is
shown in Fig. 2.

Figure 2: Accelerator control system layout with three
layers and integrated data acquisition system on the
middle layer.

Key Components
MTCA.4 Systems About 220 MicroTCA systems adhering to the MTCA.4 standard are installed at the European XFEL accelerator und used to perform various readout tasks for standard beam diagnostics like beam position, charge readings or beam losses, to run low-level RF
control algorithms, to process camera images for screens,
perform wire-scanner measurements and many other
special diagnostics tasks. All MicroTCA systems are
equipped with the same basic MTCA.4 modules as there
are a power-supply, a Management-Controller Hub
(MCH), CPU as an Advanced Mezzanine Card (AMC), a
Timing System AMC, optionally a Timing System Rear
Transition Module (RTM) if required and Machine Protection System modules (AMC/RTM pair). This forms the
base for a standard MicroTCA system as used for the
linear accelerator control system. Further MTCA.4 modules equipped with more than 2500 FPGA devices for
read-out, measurement and control tasks are installed
depending on the required subsystem support at a given
location in the accelerator. All of these modules can be
managed remotely via Intelligent Platform Management
Interface (IPMI) interfaces and the MCH. Linux drivers
with hot-swap support allow for PCIe access of the various AMC and RTM modules from applications running
on the CPU AMC. DOOCS servers provide the data via
those drivers to the higher control system layers, triggered
by an interrupt provided by the timing system via
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ZeroMQ [8]. The data is attributed with a unique event
identification number, which is essentially the shot or RF
pulse number of the linear accelerator.
Timing System The timing system has been developed
with a strong focus on pulsed, linear accelerators. With
the repetition rate of the RF pulse at 10 Hz the timing
system distributes information to all front-end modules
via a dedicated optical fibre system. It is driftcompensated to minimize temperature-related variations
in traveling times and allows for a precision of 10 ps
RMS jitter. Next to clock signals, event trigger, the unique
shot number, the timing system provides bunch-related
information as a so-called “bunch pattern”. It defines the
number of bunches and the bunch spacing of the bunch
train at a given section. It is sent out before the first bunch
arrives there. The timing system synchronizes the 50 Hz
mains frequency with the base frequency of 1.3 GHz as
delivered by the RF system master oscillator. Clock
signals with several synchronized, frequencies are provided for the various subsystems.
Machine Protection System The Machine Protection
System (MPS) is tightly linked with the timing system.
While the operator asks for desired beam parameters the
MPS evaluates continuously all status signals provided by
MPS relevant components and sends the resulting beam
limits to the timing system. The timing system combines
these limits with the requested beam parameters and creates section-wise bunch patterns to be distributed. A direct
connection to the laser controller and dump kicker allows
an immediate response.
The MPS has been implemented using MTCA.4 modules developed in-house at DESY. About 150 modules
have been installed along the accelerator beam line and
are connected via a dedicated fibre optic network.
Data Acquisition System The data acquisition system
(DAQ) is designed to collect all front-end data via UDPbased multicast-enabled push protocol. The front-ends
receive an interrupt from the timing system and send the
data together with the timing system information i.e. the
shot number to the data acquisition instance. The data is
collected in event structures synchronized by the shot
number and stored in a large shared memory area. From
there it is available for immediate online processing by
middle layer servers through a dedicated interface. Results of this processing are not only available for standard
DOOCS client processes for display but can be written
back to shared memory and therefore included into the
corresponding event structure. Once the event structure is
considered to be complete, it is written to disk for later
offline analysis and can be saved on tape by request.
For test purposes a test data acquisition instance had
been available for quite some time. When the software
development started for the European XFEL accelerator
control system software, not only the need for testing the
basics of the acquisition framework arose but also testing
high-level controls applications using the DAQ framework. Therefore an additional virtual DAQ instance was
setup using simulated data and real data from test
equipment. This “Virtual XFEL” instance functions as a
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test-bed for the general control system framework and to
evaluate new concepts and paradigms. Furthermore, it
allowed testing tools - like higher-level physics
applications and other software required for operations prior to the first commissioning stages [8].
Graphical User Interface For accelerator operations
and expert usage several options for a graphical user
interface to the accelerator control system exists. While
MATLAB- and Python-based applications are used
primarily for dedicated purposes like machine studies or
experiments, the standard interface was chosen to be the
Java DOOCS Data Display, in short JDDD [9]. This tool
is an editor for creating graphical user interfaces, also
called panels, to the control system without having to use
a programming language. At the same time it can function
as a runtime to start and run panels. The control systems
group usually provides generic panels while the experts
themselves create subsystem panels. Operators contribute
to the panel design for operation-specific purposes. The
runtime can be either launched via Java Webstart as a
Java application or started as an HTML5-based interface
remotely through a secured web server access. Status
panels as used for operations in the central control room
for the accelerator at DESY are made with JDDD. An
example is shown in Fig. 3.

Figure 3: Status screen for the injector section of the European XFEL linear accelerator created with JDDD.
The panels are stored as XML files on a central repository for general availability but can be saved for individual use also locally.

PROJECT STATUS
Staging the Commissioning
One of the challenges while the installation stage of the
European XFEL accelerator still went on was to put a
completed section into operation as soon as possible to
allow for an early commissioning. This plan was actually
followed upon for the RF-gun, the injector beam line with
its first cryogenic RF-module, the superconducting linear
accelerator section and the first photon beam line SASE1.
For the linear accelerator control system this required in
consequence to have the basic control system components
and infrastructure in place and working long before the
actual installation and commissioning of all subsystems
was done. Furthermore it had to be available and operable
MOAPL01
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for commissioning while sections downstream still had to
be integrated into the overall structure.

Status of the Installation and Commissioning
The RF-gun had been taken into operation for first tests
and conditioning end of December 2013. At that time the
initial control system infrastructure as well as the timing
system were already operational. In the following two
years the installation of the injector took place including
the first accelerating 1.3 GHz module and the thirdharmonic 3.9 GHz linearizer module.
At the end of 2015 first beam was transported through
the complete injector beamline up to the injector dump.
All basic components of the control system existed
already in one or the other kind in the injector area.
Therefore operating the injector allowed for testing and
operating all relevant components to prepare for the later
commissioning of the linear accelerator section. This was
done throughout 2016 while the installation in the linear
accelerator tunnel was proceeding. In 2016 the accelerator
control system infrastructure was completed by adding
more DAQ instances to the system, setting up and
configuring tools for remote managing of the over 300
systems and implementing first high-level controls applications. At the same time the installation in the northern
tunnels was progressing well covering both undulator
sections SASE1 and SASE3. The commissioning of the
injector proved to be able to deliver 2700 electron
bunches at a repetition rate of 10 Hz using the 4 kW highpower beam absorber at the end of the injector. In total, a
beam charge of about 3 C was produced during the
injector commissioning.
In April 2017 first beam was successfully transported at
6 GeV through the full linear accelerator and collimation
beam line. In the meantime the photon diagnostics for
SASE1 was integrated into the control system and the
installation for the northern tunnels completed.
Only two months later in June 2017 the first production
of photon light was seen at the end of the first photon
beam line and shortly after photon beam production be
means of SASE. Commissioning of the undulators and
photon diagnostics took place late this summer together
with experts from the XFEL GmbH responsible for the
photon diagnostics systems.
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The first undulator beam line SASE1 is now in production mode since September this year and provides up to
30 bunches with photon pulse energies of 9.3 keV and
typically 500 µJ to 700 µJ for two individual experiments.
That is, the first undulator beam line is running successfully now for the first users only after less than half a year
the linear accelerator sections had been taken into
operation the first time. Operations of the European
XFEL are now on a regular schedule and headed from the
accelerator control room on the DESY site as shown in
Fig. 4.
The current controls system status for the linear accelerator (without photon diagnostics as it is the
responsibility of the European XFEL GmbH) comprises
more than 300 UNIX-based systems, embedded ones,
MicroTCA and server nodes. Almost 9 million control
system parameters1 are visible within the European XFEL
accelerator control system namespace and about 600 k
DOOCS archives – histories of parameters – are online to
date. More than 800 different device types are registered
and about 38 k locations are known to the system.
The data acquisition with its three instances i.e. without
the virtual XFEL instance operates at a sustained input
rate of about 1.5 GB/s collecting more than 40 k of
individual parameters, mainly form standard diagnostics,
LLRF controllers and coupler interlock systems. The
compressed data files are archived at a rate of up to 30 TB
per day. About one week worth of data is kept online on
disk retrievable through various tools after which it is
either being removed or taped on request. Subsets of the
archived data can be extracted by users and stored locally.
The graphical user interface JDDD keeps about 11 k of
different panels i.e. XML files in a central repository and
has about 200 different users. User interfaces created with
JDDD can be quite elaborate. The overview and controls
panel e.g. for all magnet power supplies of the European
XFEL linear accelerator counts more than 26 k widget
components and makes more than 4 k calls per second to
device server. This is shown in Fig. 5.

Figure 5: Example of a complex JDDD panel as used for
magnet controls at the European XFEL linear accelerator.

Final Installation and Commissioning

Figure 4: Accelerator control room on DESY campus
showing the European XFEL accelerator area with its
consoles and status displays.
MOAPL01
4

The installation of the southern branches serving the
second undulator beam line SASE2 will be finished by
end of fall. Commissioning of this branch will not happen
___________________________________________

1

This number includes not only parameters used for controlling a
device parameter but also “meta” properties required for e.g. user
interfaces to the proper display the error state or engineering units.
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until next year, while the already completed third undulator beam line, SASE3, will be commissioned later this
fall. This beamline is located in the same electron beam
branch as SASE1. Therefore the commissioning of control system components will be focusing on the additional
undulator section, photon diagnostics and the parallel
bunch train operations.

EXPERIENCES
Staging the installation and specifically the commissioning process was to some extent a challenge for getting
the accelerator components deployed because it required
to keep the backbone of the infrastructure always in a
reliable operational state. Modifications could only be
done during maintenance windows for the sections already in production mode. On the other hand this allowed
for an early commissioning and testing at real conditions
of almost all basic accelerator system components. Problems, missing features, design issues could be caught
early on and improved or modified. This enabled a quite
rapid deployment of accelerator diagnostics, tools and
applications for the later stages and sections of the accelerator.
Decisions to use already well-known and proven software frameworks for accelerators like TINE and DOOCS
enabled us to focus on the development of applications
rather than debugging fundamental conceptual issues as it
would have been likely the case with a framework started
from scratch.
The FLASH facility not only acted as a prototype for
the European XFEL but also served as an excellent testbed for hardware and the software framework. The similarity of this facility and the choice to use the same control system architecture with more than 10 years of experience proved to be of great benefit.
The Virtual XFEL framework has been shown to be
very valuable, too. Accompanied by the guidance and
expertise of a specifically for this purpose formed highlevel controls team with machine physicists and control
system experts, this idea has paid off well. Because it is
available all the time, contrary to FLASH facility, it is
used to test new concepts, enhancements or just modified
and improved applications before they will be put into the
field. That can potentially save significant machine
studies time.
Using a hardware platform based on the MicroTCA.4
standard throughout all subsystems has been proven to be
an excellent decision, too. Sharing common hardware
modules among the various subsystems for diagnostics,
RF-controls and regulation, vacuum and magnet controls
allowed for standardized solutions in hardware as well as
for software components. The hot-swap and remote management capabilities already came in very helpful when
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trying to keep the downtime of the machine as low as
possible during all the commissioning runs because an
access to the hardware and hence accelerator tunnel could
be avoided.
For all commissioning stages, the control system for
the European XFEL linear accelerator has been operable
from day one without any trouble. Though it might not be
feature-complete with respect to upcoming challenges
prompted for by photon beam users and their experiments, all of the commissioning goals were fulfilled quite
well by the control system so far.

OUTLOOK
It is expected that after mid next year the installation of
the final four cryogenic modules the European XFEL
accelerator will be finished. At that time the accelerator
control system installation and commissioning for the last
undulator beam line will be completed and supposed to be
in full operation.
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M. Lindberg, Z. Matej, J.J. Jamroz, P. Sjöblom, M. Sjöström, D. Spruce
MAX IV Laboratory, Lund University, Lund, Sweden
Abstract
On 21st of June 2016 the MAX IV Laboratory was inaugurated in the presence of the officials and has since then
welcomed the first external researchers to the new experimental stations. The MAX IV facility is the largest and
most ambitious Swedish investment in research infrastructure and designed to be one of the brightest source of X-rays
worldwide. The current achievements, progress, collaborations and vision of the facility will be described from the
perspective of the control and IT systems.

FIRST OPERATION
MAX IV Laboratory is a synchrotron based research facility which will operate one full energy linear accelerator
at 3.2 GeV, two storage ring at 3 GeV and 1.5 GeV, and 14
beamlines (see Fig. 1).
The last 2 years most of the effort was made to bring the
storages ring in operation while targeting at least 2 beamlines for user operation. The KITS group, being responsible
for all IT infrastructure, information management, control
system hardware/software and the scientific software, has
supported all subsystem, beamline and accelerator scientists
in their projects. The KITS has established a working guideline to balance the constraint of limited resources, in order
to achieve this objective and help the stakeholder for their
success.

the new design of the 3 GeV ring and especially the optics
parameters defined by simulation. As soon as the 3 GeV
storage ring reach 50 mA, which is consider as the minimal
to start the commissioning of the beamlines, the 3 GeV accelerator entered in operation mode. For the IT system it was
the confirmation that the choice of technology, previously
deployed for the Linac, could scale for the new accelerators.
Some important date of the facility:
• 5 November 2015, the first synchrotron light of the
3 GeV was detected on the diagnostic beamline.
• 31 January 2016, the 3 GeV in operation.
• 9 June 2016, the first protein diffraction detected at
Biomax; first light on the sample at Nanomax.
• 21 June 2016, the inauguration of the facility.
• 31 December 2016, the end of the MAXLAB building
decommissioning.
• Dec 2016, the first expert users.
• Between March and June 2017, the first user
• June 2017, R1 commissioned.
The facility welcomed the first expert users at the end
of 2017. Although 3 beamlines are already in operation
not all the first phase beamlines of the original plan are
commissioned, especially the 5 Soft X-Ray beamlines of
the 1.5 GeV Ring. MAX IV will still continue to expand as
well in the next 5 years to 14 beamlines. A project of Soft
X-Ray Free Electron Laser, recommended by the Machine
Advisory Council in Spring 2017, has now the necessary
resource to propose a conceptual design before 2020.

ACCELERATOR STATUS

Figure 1: The Machine Status web application accessible
for the public, showing all accelerators and beamlines in
operation.
Several milestones have been passed since the last report
of the MAX IV status [1]. One of the major intermediate
milestone happen end of 2015 when the 3 GeV ring could
stack for the first time at 4 mA. This event has validated

The commissioning of the 3 GeV have been achieved in
5 months, in spite of few unstable systems, especially the diagnostic. Meanwhile the total user experience of the control
system improves quite a lot. Actually the system was made
primary for the expert user in order to fine tune it or diagnose
the system in details during the installation and subsystem
test phases. With the coming operation mode the control
system has quickly evolve to reduce the 300 000 parameters
and signals of the Machine to a most comprehensive and
high level view in order for the operator to quickly identify
warning and fault of the equipment and recover as soon as
possible for the beam delivery.

1.5 GeV Ring Commissioning
The R1 subsystem test went fast thanks to the experience
acquired with the 3 GeV [1]. To reach high current was
important to condition the ring. This process is slow and
the important parameter is number of hours with beam, i.e.
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time*current. When fully conditioned the stored current
should be the same as in the 3 GeV storage ring, i.e. 500 mA.
The insertion devices for the beamlines have been installed
during the 2017 summer shutdown. And the remaining
work to be done concerns mainly the optics to be fine-tuned
together with insertion device commissioning with beam.

Figure 2: The figure shows top-up operation for a number
of hours at the present maximum current. Plotted alongside
the current is the product of current and lifetime.

Top-up
Top-up has been used for a year already and it works very
well (Figure 2). In present top-up operation we use a single dipole kicker, which disturbs the stored beam for a very
short time at each injection. A more sophisticated injection
scheme will be soon possible thanks to the Multipole Inection kicker (MIK), a synchrotron SOLEIL collaboration,
which should make top-up invisible for the beamlines.

STATUS OF BEAMLINES
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resource accommodating multiple cutting edge experimental
possibilities.
In June 2017 the first diffraction experiment with a protein
crystal (Figure 3) has been performed at the BioMAX beamline, after 5 years of designing, building and commissioning of MAX IV LABORATORY. This is a very important
milestone for the entire MAX IV project as this shows that
everything from the source to the detector is working. The
instruments that prepare the beam (undulator, monochromator and focusing mirrors) produce a 40 x 20 µm X-ray
beam that reaches the protein crystal in the diffractometer
producing the diffraction patterns that the detector records.
All these parts are not only working but are working together
by careful control by the beamline control system.
Earlier weeks the BioMAX and KITS teams could successfully install and start the operation of the Eiger X 16M
(Dectris, Switzerland) hybrid pixel X-ray detector. This is
a high performance x-ray camera which allows for the collection up to 133 diffraction images consisting of 16 million
pixels per images or up to 750 images of 4 million pixels per
second. With the hybrid pixel detector technology, the data
can be recorded faster and with less noise giving improved
data quality. One challenge of this project is the design of the
required IT infrastructure, for example the network and the
data collection software, which is required to guide the very
large and rapidly created data safely to the data evaluation
computers.
The whole project is a nice example of the close collaboration between various MAX IV teams, and with the vendor.
NanoMAX the hard X-Ray nanoprobe of MAX IV is
designed to take full advantage of MAX IV’s exceptionally
low emittance and the resulting coherence properties of the
X-ray beam.

The First monochromatic undulator light in experimental hutch was observed 12 May 2016. The User operation
has started early in 2017 and will continue in parallel with
commissioning activities until 2018.

Figure 4: The results are discussed and interpreted in the
NanoMAX control room.

Figure 3: Diffraction patterns from crystals of the protein
thaumatin exposed to X-rays produced by the new MAX IV
3 GeV storage ring. Collected with a Eiger XX M.
Biomax is the first X-ray macromolecular crystallography beamline of MAX IV Laboratory, which begins its
user operations in December 2017 [2]. It is a state-of-the-art

The First monochromatic undulator light in experimental
hutch was observed 12 May 2016. And in the very last days
and hours of beam before the inauguration NanoMAX managed to put a sample in the focal position, concluding the
same fact about the stability of the photon beam. The beamline has had its first successful user experiment,achieving a
full ptychographic reconstruction with a resolution of about
50 nm. Nanomax is design to have 2 End Station (ES1
and ES2). ES1 prototyping is ongoing since 2012 within a
SOLEIL-MAX IV collaboration between NanoMAX and
MOAPL02
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Nanoscopium. The gained experience is used for an inhouse development to realise the instrument (Fig. 4). ES2
is realised almost completely as an internal MAX IV development. All components of the focusing optics and the
sample goniometer have been assembled during SeptemberDecember 2016. Procurement of detectors has been proceed.
The installation and test of the XPress3 and Merlin detectors
started early 2017. Both came with the Tango [3] LIMA
devices implemented. Most of the KITS development was
done on the time driven continuous acquisition [4] with the
Sardana framework [5].
FemtoMAX makes first time-resolved X-ray diffraction
measurement in April 2017. The studied sample is an indium
antimonide (InSb) coated with 60 nanometres of gold. This
type of structure is called photo-acoustic transducer which is
a device that can convert the energy in light to a sound wave.
A lot of work still remains before FemtoMAX is a fully upand-running beamline ready for user experiments. The most
important improvement is that the new in-vacuum undulators
from Hitachi will be installed in Autumn 2017. These are
anticipated to give more than a factor 100 higher flux at this
photon energy (5 keV) compared to the present undulator.
The performance will also be enhanced by increasing the
repetition rate of the electron pulses in the Linear accelerator
from 2 Hz to 10 Hz and eventually 100 Hz. In order to
accommodate higher repetition rates the data acquisition [6]
and storage speed needs to be increased.

KITS VISION
The KITS group requires a well-designed formal communication structure in the organisation, both internally within
the different domains of IT expertise and based on the IT
requirements of the MAX IV organisation. Communication
between KITS and the rest of the organisation is crucial, in
order to facilitate efficient communication of requirements
which leads to the delivery of appropriate solutions. It is
important that the responsibility for choosing the appropriate technical solutions and for the consequences of those
choices is shared by the KITS group and others. A number of
standards have been adopted which maximise the impact of
technical solutions, making them more generally applicable
and simplifying their overall complexity. A number of values are applied by the team, resulting in high efficiency and
effectiveness and subsequently high motivation and therefore
productivity:
Lean Management is an approach used to maximise
customer value while minimising waste. The approach needs
to be tailored to each organisation and requires continuous
refinement. In software development, this overcomes a tendency to over-engineer solutions and anticipate needs that do
not turn out to be required. Lean Management also includes
automating tasks which take significant time and provide
little value or that are so complex as to generate a high risk
of human error.
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Knowledge Spread is a value which is integrated into
the work of the group by promoting a sharing of projects.
Over time, the expertise acquired when working on a single
project is continuously disseminated to others in the group,
to prevent knowledge from being restricted to certain individuals and productivity from being contingent on key
individuals.
User Autonomy is a value which focuses on making
IT systems more accessible to users. A user can be a KITS
member from a different domain, another staff member or a
visiting user of MAX IV. This value includes all potential
users of any IT system at MAX IV. The aim is to follow
the Lean Management principle of minimising waste by
reducing the number of key people needed to complete a
process. There is a tendency to deliver solutions where the
user is dependent on the provider, and cannot maintain or
deliver any part of it themselves. We want to make sure
that the user is able to participate in development and also
have access to troubleshooting in any situation in which they
have the capacity to do so. This kind of partnership allows a
closer mutual understanding and leads to win-win situations.
Continuous Improvement is a value about analysing
current solutions with a view to make improvements. It is
a behaviour which can lead to inspiring new ways of doing
things, and helps sustain a high level of motivation. All
group members are always welcome to propose improvements at any time.
Flexibility is a value about adapting to people’s needs,
while maintaining a high standard of delivering effective
solutions and staying efficient. Standards can be bypassed
or changed, as long as it doesn’t compromise the overall
efficiency of the group.

CONTROL SYSTEM/SOFTWARE
The software development of the control system has progressively shifted from the accelerators to the beamlines
experimental station, especially on the data collection [7].
The experience with the Sardana Framework started to ramp
up with the continuous acquisition system [4].
Meanwhile the maintenance of the existing system received lot of attention i.e upgrade to Tango 9 and CentOS
7. To improve and deploy every where the new standard is
considered part of the refactoring phase of our agile development. The current major campaign concerns the migration
of 80 % of our python 2.7 Tango devices to python 3.4 since
Red Hat announced its deprecation for the next CentOS 8. In
these cases our configuration management was a key player.
Defined 5 years ago [8] it becomes a indispensable tool in
our process. Thanks to Ansible in particular, the development time take advantage of the low workload maintenance
by keeping coherent and standard the systems. This time is
invested to increase the part of the web development continue, mainly for the general services. One of the direct
benefit helps to increase the user friendliness of the control
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system. Today tens of web application are part of our port
folio [9]. Our project management continue with the Agile
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be more and more on the user experience of the MAX IV
Users.

Automatic Machine

Figure 5: Workload of the control software along the different Scrum sprint, based on the initial estimation of the task
complexity.
method and the Lean Management [1] as they current works
very well. The expected outcome are pretty stable along
the Scrum sprints. Time to time the tasks accumulate at the
validation step by lack of stakeholders’ time; the pic on the
Figure 5 alarms us to keep contact with them.

The automatic machine project aims to have self driving
accelerators during the beamlines operation. One of the idea
is to streamline the transition between the different state of
the machine e.g 3 GeV to SPF injection mode. In order to
understand the feasibility of the project a special advisory
council has been hold end of 2016. The robustness and
the development resources were the main controversy in
connection to the control system. An audit has been proceed
regarding the current resource and the main show-stoppers.
In this context the role of the machine operators and the
control system became more than relevant. How to identify
repetitive action? How accurate and reliable the metrics for
the diagnostic are? How to replace human decision making
by computer?
At this occasion an internal audit on the control software
was done end of 2016 while the 3 GeV ring where in commissioning, using a categorisation following ISO 9126 [10].
The audit reveals that the infrastructure is ready for automaTable 1: Functionality
Attributes

Pro

Cons

Suitability

300 000 channels
R/W @HW and
Computation
level

Lack Feedback,
Correction, Compensation
and
diagnostic

Accurateness

Functions always Not enough test
validated and re- coverage
viewed

Interoperability Between accelera- Has to be intertors, Tango bind- face with Tango
ing and MML

Figure 6: Workload of the control software along the different Scrum sprint, based on the initial estimation of the task
complexity.
The priority given by the Beamline Office and the Accelerators deputy keep a good balance of distribution over the
different subsystem last year (Figure 6):
• About 30 to 50% covers the control system regarding
archiving, operators UI, data acquisition, high level
computation and own infrastructure.
• about 20 to 30% for the diagnostic (BPM issues and
beamline detectors) and the control of the insertion
devices.
• about 5 to 10% for the vacuum including PLC upgrades.
As seen today the control system is not yet a bottleneck
in the global project management. The model is not fully
tested with the beamlines and partially unknown for the new
beamline staff. Changes can be foreseen when the focus will

Security

not required

-

Compliance

not required

-

tion. The control system covers all the active equipment
necessary for sensing and actuating, see Table 1. And there
is no risk to scale the system with the new installation in term
of global performance (Scalability in Table 3). Nevertheless
the system is still basic and complex. Only the expert of the
system with good knowledge can steer the machine. Meaning that the system lack of high level functionalities (Table 2).
In term of performance (Table 3) the system should be able
to work in closed-loop for the slow correction in the order
of tens of hertz by software. Even if some class of hardware
are saturated in bandwidth it’s mainly due to the polling
strategy. An event strategy should free the necessary bandwidth. Anyhow a specific effort should be made in order to
study the long term metrics from the archiving system, in
particular. The limited efficiency in time-stamping can be a
MOAPL02
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Table 2: Usability
Attributes

Cons

Attributes

Pro

Human factor

Some general services are not intuitive

Availability

Documentation

Expert and Experienced People
only

MTTF in improve- MTTF issue with
ment (PSS Watch- Delta Powersupply,
dog)
Libera, Basler camera. . . Known software issue (Radiation Monitor,. . . )
Known software
issue (Radiation
Monitor,. . . )

Consistency

Pro

Table 4: Reliability

Standard Naming
and
behaviour
(ALARM
vs
FAULT state)

Responsiveness polling model

low

show stopper to identify post-mortem a failing equipment
and launch a automatic procedure of disaster recovery.

Cons

Failure Extent VM fail over, moni- no metrics apart
toring of the servers from day oncall
support
Stability

overall the system
is predictable

Accuracy

In continuous im- Frequency vs Severprovement
ity not available
apart from the
ticket system

Table 3: Performance
Attributes

Pro

Speed

dependent
on
the hardware but
enough for 100
Hz fast diagnostic.
Real time on the
hardware

Efficiency

The network la- Time stamping
tency is the order in review, Not
of hundreds of µs enough for archiving, snapshot and
alarms

Resource
sumption

con- Overall
80%

Cons

below Some
HW
bandwidth
are
consumed (ITest)

Throughput

Should
handle
camera at 50
Hz.
Network
1 GBs and 10
GBs, 40GBs on
premise

Capacity

40 CPU and 300 Tied for the 1.5
GB for archiving GeV installation

Scalability

Tango system

Limited
on
general service
(mysql, polling
system)

The robustness of the system was one of the main concern. The study showed that the system is quite predictable
and not the more demanding regarding the MTTF of beam
operation. Even so few known issues are counter productive
i.e requiring a physical reboot a regarding the start up of the
linac (camera Basler not responding) or to cycle the magnet (delta power supply network disconnection). But one
of the critical equipment in instance can affect directly the
beam operation (BPM). These items have been identified
as a top priority to resolve before to start any automation
development (Table 4).
At last the automatic machine project need to rely on a
proper maintenance and evolution (see Table 5) in order
to implement the functionality. Even if the KITS group
works with very short iteration a constant presence during
the operation is mandatory to define the requirements face
to the complexity. In such case the organisation of KITS
based on share of resource would only delays the implementation. On the other side it’s important to develop the
operation sequences as soon as possible in order to increase
the knowledge database.
Since this audit several actions have been taken. The most
important was to reduce a number of critical issue. A strong
effort was made to identify the different issues of the BPM
which a recent firmware could resolved.
Present operation is heavily facilitated by a state machine
software which provides automation for running the three
accelerators in a coordinated manner. Nowadays the state
machine automatically handles the switching between delivery to the Short Pulse Facility (SPF) at the end of the
linear accelerator and the top-up of both the 1.5 GeV and the
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Table 5: Supportability
Attributes

Pro

Cons

Testability

Unit test on most
of the Tango device, Maintenance
smoked test, Incremental validation

less and less available time due to
operation, obsolescence to manage

Flexibility

modularity
of Archiving, SnapTango,
within shot . . .
scope > real time,
management of
the configuration

Speed

Min 2 weeks itera- real time for critition
cal operation

Install-ability

Accessible from
dedicated
local and remote
computer

Capacity

possibility to increase the inventory

Scalability

Tango system

Limited
on
general service
(mysql, polling
system)

3.0 GeV storage rings. In order to implement an automatic
machine the operators started to write down their actual process but quickly they managed to program their own python
application [11]. This strategy is totally compatible with our
User Autonomy. In the mean time KITS started to converge
the development to an architecture based on a State Machine.
The proof of concept allows the operators to describe a state
machine for each accelerator in DOT format (way to describe
a directed graph) and generate a live version in the Tango
control system.

HDB++ and Event Paradigm
Following scalability issues observed with the existing
archiving system we have almost completed the migration
to the new HDB++ archiving system [12]. HDB++ is eventbased, using so-called EventSubscriber devices to subscribe
to archive events. A distributed Cassandra cluster is used as
database. The system reflects the inherent scaling capability
of Tango, since any number of the EventSubscriber devices
can be deployed.
Since not all Tango devices push archive events from the
code, the challenge has been to migrate a large fraction of the
control system to an event-based model. The polling periods
must be carefully study per class or device specific depending
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on the hardware performance and the needs of the clients.
For example, power supplies that are used in the cycling of
the magnets must refresh their state in approximately 100 ms,
so the polling rate must be set accordingly. At the same time,
the polling of all attributes must respect the response time
of the hardware, ensuring that not more than 80% of the
bandwidth is used. In addition to the update frequencies, the
relative or absolute change thresholds for the archive events
must also be configured.
A set of scripts have been written to configure the HDB++
Archiving Manager device and set the change thresholds and
polling, if required, on the attributes themselves. We plan
to integrate these scripts to a Web UI to create a tool that
will continually update the archiving system configuration
to match the latest state of the devices in the Tango database.

High Level and Automation
There are currently many applications implemented in the
Matlab Middle Layer (MML) [13] used in the accelerator
control room which would benefit from being migrated to
Tango. One example is the Slow Orbit Feedback (SOFB)
for the storage rings, an algorithm that continually updates
the settings of the corrector magnet power supplies based on
deviations of the beam from the target orbit as measured by
the BPMs. The Matlab implementation, based on polling of
the beam positions in the Libera devices, is constrained to
run at less than 1 Hz. Reimplementing this in Tango could
allow the corrections to be applied at the full 10 Hz rate
of the acquisition data from the Liberas. In addition, as a
Tango device the SOFB could be integrated to the foreseen
State Machine. Technically, the SOFB Tango device could
also be used to run the trajectory feedback in the linac which
is also currently implemented in Matlab.

CONTROL SYSTEM/HARDWARE
The strategic decisions taken over the last years have so
far proven to hold the test of time. One of them was to join
the IcePAP collaboration and up to date we have more than
1300 stepper motors driven by IcePAP and only a handful
exceptions. We see this number continuously increase with
the number of beamlines growing and we have additional
700 drivers in stock, which allow us about 7 more beamlines
before we build yet another set of drivers. It is not just the
optical elements and the end stations that are included in
the IcePAP beamline systems, but also the front end and the
insertion devices. Due to the insertion devices weight and
magnetic forces, most of them are driven by servo motors and
hence servo drivers or five phase steppers and their drivers,
but we are controlling those drivers with step and direction
signals from IcePAP drivers. The choice to use IcePAP as
a driver also for those motors makes the integration into
the control system smooth and tools are reused. Another
advantage is the ease which the beamline can set the desired
energy on a pseudomotor and control monochromator and
insertion device as well as other elements such as the first
mirror.
MOAPL02
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Another strategic decision taken is to join a collaboration
with ALBA about an electrometer called EM # [14] after
evaluating the first model at Species beamline [15]. Cells
have made the design and we are contributing to the Sardana/Tango integration. Up to now, we have produced and
handed over 25 units of the low voltage version to different
beamlines, where they already have been involved in commissioning and science. Also, 25 more low voltage versions
and 25 high voltage versions are under manufacturing and
will arrive during autumn 2017. The high voltage versions
will, amongst other places, be used in the XBPMs in the
beamline frontends in the 3GeV ring. To further increase
the electrometer capabilities, a multiplexer is built to expand
the 4 channels of the electrometer to 32 channels [16].
By selecting a few multipurpose DAQ cards [17]
(ADLINK 2005, ADLINK 9114, National Instruments 6602)
and a rack mounted industrial PC to host them a few years
back and continue to build and refine the software support
for them, together with patch panels, have proven to be both
cost and time effective. Its more a question of integrating
than inventing when a need is identified and, with a number of cards and patch panels in stock, the time between a
request to a first setup is within days or weeks instead of
months. This has enabled the implementation of continuous
scans both in the Nanomax beamline [18,19] where a sample
positioned on a piezo is scanned in one dimension while
taking spectrum and Balder beamline where a continuous
energy scan is implemented.

Timing System
A MAX IV timing system [20,21] commissioning process
was finished together with the construction of MAX IV:
• Linac: 2014
• Short Pulse Facility (SPF): December 2014
• Storage Ring 3 GeV (SR3): September 2015 + top-up
• Storage Ring 1 GeV (SR1): September 2016 + top-up
The hardware structure is based on Micro Research Finland
cards: cPCI 300 family and Instrumentation Technologies
platforms: Libera Single Pass Electron and Libera Brilliance
Plus.
The system synchronizes the following:
• Diagnostics: beam position monitors, acquisition cards
• Beam injection: kicker/pinger magnets, photocathode
and thermionic gun
• RF synchronization: laser oscillators, phase shifters
• MAX IV operation modes with 4 different working
schemes [20] with the photocathode or thermionic gun
Apart the timing capabilities, a fast machine protection
system (FMPS) was embedded into the existing timing electronics protecting fast closing valves at beamline front ends
with a response time below 3 ms.
General fast orbit feedback (FOFB) works started at the
end of 2016 - its optical installation was finished together
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with the timing schedule. Still, power supplies for fast corrector magnets are missing but a public procurement will
be released in 2018/2019. Beam stability works (for SR1
and SR3) are ongoing in parallel, a FOFB measured input
(global orbit data) will be used to evaluate oscillations and
improve the electron beam quality.
A beamline timing installation for Veritas, SR1&SR3 Diagnostic, Nanomax was completed in 2017 and will deliver
the machine synchronization for detectors/acquisition cards
and eventual choppers/shutters, plus a top-up operation. In
2018, the installation will be extended with new beamlines
(Flexpes at the moment).

INFORMATION MANAGEMENT
Information management has the last couple of years installed, developed and refined the necessary systems using
mainly Open Source software. The first call for proposal
went out March 2017, marking a milestone in the development of the digital user office DUO (PSI). DUO has been
heavily modified to fit our needs, mainly of being able to cope
with proposals with multiple beamline, creating a strong
REST API and a new single username/password schema
for the scientific data management [22]. We are currently
involved in a number of collaborations to harmonise and
ease the user experience i.e ISPyB which is currently being
deployed at the BioMAX beamline but also a new meta-data
catalogue which will be a single page application where all
user experiments will be catalogued and searchable.

LESSONS LEARNED
The progress made with the initial phase of the MAX IV
3 GeV ring operation and the first experimentation with the
Users of 2 beamlines gives us increased confidence that the
standard choose by the Control System and the IT infrastructure suits the fast evolution of MAX IV. Much is still to be
done to extend the facility by 12 beamlines.
Most difficulties are related to the technical subsystems
that need time for maturing. Additionally the development
are shifting more and more on the experimental set up, particular to each beamline. Our standard prove to be flexible
but later a faster adaptation will be required thus evolving
the standard inventory.
We will still rely on the integration of solution by collaborating with the other facilities or from the open source
industry.
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COMPUTER CONTROL AND INFORMATION SYSTEMS*
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V. Miller-Kamm, M. Paul, R. Reed, D. Speck, E. Stout, S. Townsend, S. Weaver, R. Wilson,
B. Van Wonterghem
Lawrence Livermore National Laboratory, Livermore, CA 94550 USA
Abstract
The National Ignition Facility (NIF) is the world’s largest and most energetic laser experimental facility with 192
beams capable of delivering 1.8 megajoules of 500terawatt ultraviolet laser energy to a target. The energy,
temperatures and pressures capable of being generated on
the NIF allow scientists the ability to generate conditions
similar to the center of the sun and explore the physics of
planetary interiors, supernovae, black holes and thermonuclear burn. This year concludes a very successful multiyear plan of optimizations to the control & information systems and operational processes to increase the quantity of
experimental target shots conducted in the facility. In addition, many new system control and diagnostic capabilities have been commissioned for operational use to maximize the scientific value produced. With NIF expecting to
be operational for greater than 20 years focus has also been
placed on optimizing the software processes to improve the
sustainability of the control system. This talk will report
on the current status of each of these areas in support of the
wide variety of experiments being conducted in the facility.

INTRODUCTION
The National Ignition Facility (NIF) [1] provides a scientific center for the study of inertial confinement fusion
(ICF) and matter at extreme energy densities and pressures
[2]. Each NIF experiment, or shot cycle, is managed by the
Integrated Computer Control System (ICCS) [3], which
uses a scalable software architecture running code on more
than 2000 front end processors, embedded controllers and
supervisory servers. The NIF control system operates laser
and industrial controls hardware containing 66,000 control
points (e.g. motors, calorimeters, etc) to ensure that all
NIF's 192 laser pulses arrive at a target within 30 picoseconds of each other, are aligned to a pointing accuracy of
less than 50 microns, and orchestrate a host of diagnostic
equipment collecting experimental data in a few billionths
of a second. Every NIF shot cycle [4] consists of approximately 1.6 million sequenced control point operations,
such as beam path alignment, pulse shaping and diagnostic
configuration and each cycle is typically conducted within
4-8 hours depending on the experiment complexity.

fields of study such as High Energy Density (HED) experiments for Stockpile Stewardship, Inertial Confinement
Fusion (ICF), National Security Applications and Discovery Science. The facility and control system advancement
has continued since becoming operational and many significant changes over occurred to increase its capabilities
and efficiency since last reporting [5]. A summarization of
the most recent enhancements is detailed in the following
paper.

CONTROL SYSTEM STATUS
NIF Shot Rate Improvements
Over a two-year period, starting in 2014, the NIF facility
and control system embarked on a large focused activity to
improve the efficiency of shot operations with a goal to increase the number of shots performed annually thereby
maximizing the experimental value obtained, all while
keeping a flat funding level. Two significant goals of the
activities were defined; 300 target shots in fiscal year 2015,
and 400 target shots in fiscal year 2016, the latter goal representing greater than a 100% increase over the volume
performed in 2014
Through a series of systems engineering analysis studies, optimizations were identified [6] and implemented in
the areas of improved experiment scheduling, formalizing
a 24x5 shot week and increasing the number of weeks utilized for shots during the year (by 10% to 44 weeks), and
control system and operational process enhancements to
reduce the shot cycle activity durations.
All optimizations have now been implemented and the
results obtained (fig. 1) highlight that both goals were exceeded. As of August 2017, the facility is also on track for
exceeding the fiscal year 400 target shot goal again (completes end September 2017). NIF also achieved another
milestone in August this year when it successfully completed the 2000th target shot since becoming operational.
The improvements made are now institutionalized and we
believe that the capability to conduct similar annual target
shots rates is sustainable.

NIF has been a 24x7 operational facility since 2009 and
has supported the advancement of understanding in various
___________________________________________
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Figure 1: NIF target shot count and rates, by major
program, since operational.

New Control and Diagnostic Capabilities
One of the current focus areas for the National Ignition
Facility is an acceleration of the study of Inertial Confinement Fusion (ICF) [7], a key mission of the facility. Results from recent ICF experimentation have been positive
with a recent 20% increase in neutron yield measured
(fig.2) including the first demonstration of alpha-heating
(self-sustaining) and approaching the ‘burning plasma’ regime.
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To accelerate the ICF study while also increasing the
NIF shot rate two additional positioners have been added
to the facility capabilities since the last report. To maximize the value obtained from these new positioners they
were designed to be dual-function allowing use as either a
target or diagnostic positioner. The first of these Target and
Diagnostic Manipulators (TanDM) has been in use since
late 2016 (fig. 3) and is allowing significant flexibility in
experiment scheduling, and increased operational efficiency, by facilitating experiment preparation to be alternated between it and the non-layering target positioner
(TARPOS), while allowing exclusive availability of CryoTARPOS for layered experimentation preparations. The
second TanDM positioner was moved into the NIF facility
earlier this calendar year and is currently going through its
controls commissioning phase and is expected to be available for operational use, with an initial focus on diagnostic
manipulation, by the end of the calendar year. The completion of the second TanDM will be the tenth target chamber manipulator for NIF, which are used for a variety of
purposes during shot and maintenance operations, from
alignment of the shot targets and diagnostic instruments to
damage inspection of all final optics.

Figure 3: First of two new dual (target or diagnostic) positioners being prepared for a NIF shot.

Figure 2: NIF ICF target experiment yield vs energy by
platform.
ICF target experimentation requires the exclusive use of
the only NIF target positioner capable of growing cryogenically cooled deuterium-tritium (DT) layers (CryoTARPOS) on the target capsule. As the process of target layer
growth can take days this limited the number of non-layered experiments on the only other NIF target positioner
available (TARPOS)

Precision alignment of diagnostic positioners has traditionally been performed using an opposed port alignment
system (OPAS) [8] and the chamber interior viewing system (CIVS). These camera-based systems are used by
skilled alignment operators and rely on visual features and
overlaid graphical images to assist with human measurements. Alignments using this approach achieve high accuracy despite variations in visual features caused by lighting
conditions, past shot debris, and radiation-induced artifacts
on the video camera sensors. Although effective, manual
alignment consumes an operator for up to one hour during
each shot. Due to the narrow imaging field of view required
for operation of this system each diagnostic positioner requires its own OPAS.
To improve diagnostic alignment accuracy, repeatability,
reduce maintenance and increase operational efficiency a
new alignment system has been deployed [9] [10] (fig. 4).
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from the Advanced Radiographic Capability (ARC) system
[12] since recently updating the front-end laser control system to improve the image contrast obtained from the x-ray
radiographs. The system is current being optimized in conjunction with the development of the complex HED target
platform it is initially being used to support.

Figure 4: The ATLAS mounted on the NIF target chamber
port performing self-calibration operation.
The new advanced tracking laser alignment system (ATLAS) uses a commercial laser tracker system [11],
mounted on the exterior of the NIF target chamber viewport, to precisely measure the location of a diagnostic positioner by correlating reflected signals from a reflector
mounted on the diagnostic snout inside the target chamber.
The tracker system measures the reflected light and analyzes the distance and angle to the reflector, providing a
three-dimensional point location. The ATLAS measures a
group of reflectors attached at strategic locations on the diagnostic snout, from which a six-dimensional position is
computed (x, y, z, pitch, yaw, and roll). From the resulting
measured location, the positioner is adjusted, in a feedback
loop, so that the diagnostic is aligned with the desired view
of the target. With the wide field of view afforded to the
ATLAS system (fig. 5) a single tracker can be used to align
multiple positioners significantly reducing the system
maintenance required, and all TanDM diagnostic alignments exclusively use ATLAS as no OPAS system has been
implemented for these positioners. The ATLAS control
system has now been fully commissioned and integrated
into operational use with results having consistently bettered the required alignment tolerance of 500 micrometers.
Further analysis is currently being conducted to explore expanded use of the system including potentially target alignments.

Figure 6: An example experimental target and ARC backlighting target, with actual and simulated radiograph imagery obtained from recent experimentation.
Controls have also recently been developed and commissioned for 48 new neutron activation detectors (RTNAD)
that will improve the understanding of ICF target implosion symmetry. Each of the detectors are symmetrically
placed around the NIF target chamber and activate a Zirconium cap on each detector from the neutrons generated
from the ICF shot. Each RTNAD digiBASE-E gamma
spectrometer measures the neutron decay from the Zr material over the subsequent hours after the shot. Through
post-processing the resultant emission signals and stitching
this around the geometric locations of each detector the
symmetry of each target experiment can be reconstructed
(fig. 7) and will be used to fine tune the energy balance to
improve the implosion symmetry.

Figure 5: (a) the existing opposed port alignment system,
(b) the wide field of view of the new ATLAS.
In addition to operational efficiency enhancements, several new and enhanced target diagnostics have been added
to the facility capabilities in support of furthering research
for the primary mission areas of HED and ICF. The first
performance qualification data (fig. 6) has been obtained
MOAPL03
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Building on early experiences into control system health
and performance insight gained using data analytic techniques [15], we have continued to expand our use of the
Splunk® toolkit beyond rudimentary log file analysis.
Comprehensive information dashboards for control system
monitoring and alerting, historical shot cycle metrics of execution patterns used for identifying optimization options
and component performance trending for prediction of
component failure are a few examples of increased value
the framework has been extended to provide [16].
Figure 7: Control and data processing overview for the
RTNAD diagnostic detectors.
These two diagnostics represent a small fraction of the
capabilities added to the NIF diagnostic inventory as we
continue to expand the array of the primary diagnostic
types available to the experimental programs; neutron/gamma, x-ray and optical. A significant effort in optimizing the efficiency of diagnostic setup and configuration has also performed and remote filter and attenuation
controls have been added to the frequently used diagnostics
to reduce the reconfiguration time of these between experiments. Further diagnostic efficiency optimizations are
also planned in the coming year and include commencement of the replacement of film based imaging diagnostics
with neutron hardened CMOS controls.

Control System Sustainability
As the NIF is expected to continue to expand its capabilities as an operational facility for greater than the next 20
years, it is critical that the controls infrastructure and development processes can sustain this evolution while maintaining high operational availability. Many of the developments that have recently occurred required significant development and integration efforts to be successful and carried significant risk to the ongoing operation of the facility
had appropriate levels of engineering rigor not existed.
Although the original control system development processes are largely in place [12], like the control system
hardware and software evolutions, we have continued to
evaluate and optimize them to ensure they are appropriate
for the phase of the project lifecycle [13]
Over the past several years significant effort has been
spent to consolidate and virtualize the controls platforms
[14] and migrate the 3.5 million lines of control system
software from Ada95 to Java. This activity is expected to
complete in the next 2 years and has been very successful
to date. In conjunction with each component migration we
chose to require the implementation of a comprehensive
unit and integration test suite to be developed. This strategy
has provided three primary benefits for the facility; 1) documents the existing component expected behavior, providing a comprehensive test suite to validate the reimplementation to the original, 2) provides a more efficient and extensive requalification platform on which to evaluate future
modifications, and 3) accelerates the on-boarding new employees which is inevitable over the lifetime of the project
support period.

Future Work
The NIF continues to expand both its laser and diagnostic capabilities and the upcoming two years continue in a
similar vein. A new target diagnostic, the 5ω Optical
Thomson Scattering diagnostic (OTS), is being built and
commissioned to improve the understanding of NIF hohlraum physics by analyzing plasma density effects around
the target at shot time using a deep-UV probe beam. This
system requires a large-scale control system enhancement
to support the additional laser beamline required to provide
the necessary energy levels for the probe. The laser system
is currently under construction with the system expecting
to be operational during FY19.
In addition to continued target diagnostic capability expansion the upcoming year will also continue work on the
evaluation of increasing the laser energy and power from
NIF’s 1.8MJ, 500TW NIF baseline specification. Improvements in optic processing techniques have already
commenced and recent experimentation on a single quad
(4 NIF beams) have successfully increased the energy
above 2.1MJ (full NIF equivalent). No explicit power and
energy goals have yet been set, however in preparation for
continued advancement the NIF’s Precision Diagnostic
System (PDS), providing a broad range of 1ω, 2ω and 3ω
laser diagnostics used to tune and qualify NIF to the original baseline, will be recommissioned and modernized. Significant control system development is required for the
PDS system and strategies for the most effective and efficient approach are currently being analyzed.
To facilitate continued capability additions while maintaining a high annual shot rate we will also be commencing
a second phase of efficiency improvements in the coming
two years. The goal of the project is to further reduce the
current shot to shot duration by one third. Systems analysis
is presently ongoing and the primary focus of the improvements will be in the areas of increased parallelization of
laser setup activities and increased automation of the target
and diagnostic alignment processes.

CONCLUSION
The NIF control system is a critical component for effectively and efficiency continuing to perform target experimentation in support of the advancement of various
physical areas of study. Having proven itself for a sustainable 24x7 operation of the facility the initial phase of shot
rate improvements has been successfully completed and all
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goals met or exceeded, all while maintaining a flat funding
level. Concurrently with these upgrades, many new diagnostic capabilities have been deployed and commissioned
for operational use further expanding the experimental
value being achieved. In addition, major control system
modernizations are close to completion and positions the
facility in an excellent position to sustain the facility for the
next 20 years.
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Abstract

SwissFEL

SwissFEL is a new free electron laser facility at the Paul
Scherrer Institute (PSI) in Switzerland. Commissioning
started in 2016 and resulted in first lasing in December
2016 (albeit not on the design energy). In 2017, the commissioning continued and will result in the first pilot experiments at the end of the year. The close interaction of experiment and accelerator components as well as the pulsed
electron beam required a well thought out integration of the
control system including some new concepts and layouts.
This paper presents the current status of the control system
together with some lessons learned.

A schematic drawing of SwissFEL is shown in Fig. 1.
The accelerator is divided into an S-band injector, a C-band
main linac (divided into three parts) and an undulator line
called Aramis. The Aramis line will provide hard X-ray radiation, in the wavelength range from 0.1 - 0.7 nm, to two
experimental stations with the possible extension of one
more in the future. The overall length of the machine (from
gun to experiment) is around 720 m and the beam pulses
will have a repetition rate of 100 Hz.
The construction of the SwissFEL building started in
spring 2013 and in summer 2015 the installation of first
accelerator components began. In August 2016 the first
electrons were produced, and in December 2016 the first
lasing (at 380 MeV, 24 nm) was achieved. Since then more
C-Band accelerating structures were put into operation, resulting in the start of photon optics commissioning in August 2017 with an FEL beam of 1620 MeV (1.3 nm wavelength).

OVERVIEW
The SwissFEL free electron laser facility [1] is the newest accelerator at the Paul Scherrer Institute (PSI) [2]. PSI
already operates three large user facilities: a third-generation synchrotron radiation source (SLS), the continuousbeam spallation neutron source (SINQ), and the continuous-beam muon source (SμS). SINQ and SμS are driven by
the high-intensity proton accelerator (HIPA) which also
serves the particle physics program with pions, muons and
ultra-cold neutrons (UCN). In addition to its research activities, PSI operates Switzerland's sole facility for the
treatment of specific malignant tumours using protons
(Proscan).
Based on the experiences from both the proton and the
electron accelerators, the SwissFEL construction was preceded by an intense R&D period that included the temporary construction of the SwissFEL Test Injector Facility.
The goal was to build the shortest possible XFEL facility
with the lowest possible electron energy to allow reduced
costs for both construction and support of the facility.

Table 1: Key Design Parameters of SwissFEL
Overall Length (Gun – Experiment)

720 m

Maximum Electron Beam Energy

5.8 GeV

Repetition Rate

100 Hz

Nominal Wavelength in Aramis Line

0.1 - 0.7 nm

Number of Endstations in Aramis

2 + (1)

Expected Photon Pulse Length

0.2 – 20 fs

Figure 1: Schematic SwissFEL accelerator layout.
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The SwissFEL accelerator is designed to drive, in the future, a second beam line (called Athos), providing a soft Xray beam with a wavelength between 0.65 and 5 nm. A
two-bunch mode is planned, where the machine simultaneously accelerates two electron bunches at 100 Hz, with
28 ns spacing between the two bunches. The Athos beam
is extracted with a resonant kicker magnet after Linac 2 (at
around 3 GeV) to allow for the independent tuning of both
lines (see Figure 1). The Athos line and its experimental
stations will be built from 2018 to 2020.
Table 2: SwissFEL Commissioning Progress
Year

Date

Achievement

2016

Aug. 24

First electrons from the gun with
7.9 MeV
First beam transport through undulators to main beam dump
First lasing at 380 MeV, 24 nm

Nov. 11
Dec. 2
2017

May 15
Aug. 30
Aug. 31

Lasing at 910 MeV, 4.1 nm
Lasing at 1620 MeV, 1.3 nm
First FEL photon beam in optics
hutch

SwissFEL Control System
Like the other facilities at PSI the SwissFEL Control
System is based on the EPICS [3] toolbox. SwissFEL is
using EPICS version R3.14.12.4 (plus bug-fix patches).
There are more than three hundred control computers
(IOCs), running different flavours of the Linux operating
system [4]. New standardized hardware solutions were introduced for SwissFEL [5]. On the console computers in
the main control room and for the experimental station we
use caQtDM [6] for simple GUIs and PShell [7] for scripting of measurements. In addition, the machine physicists
and expert groups are free to develop their own programs
using the Python programming language.
At PSI the same Controls group is responsible for controlling the accelerators as well as for the control of the experiments. This has great benefits as the same tools can be
used and interfaces are simplified.

LESSONS LEARNED
Some knowledge gained during the design, installation,
and commissioning phases of SwissFEL is invaluable to
the involved people. Of course, a lot of the experiences are
intimately connected to the organisation of PSI and the restrictions (technical and otherwise) the SwissFEL project
faced. The following list of lessons learned presents just
the tip of the iceberg that in our view might be useful for
other facilities or projects.

Lesson 1 – Pulsed Machine
The first plan for the SwissFEL Control system was just
to copy the system we use for the Swiss Light Source (SLS)
synchrotron. However, the SwissFEL Injector Test Facility
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showed us the errors of this strategy [8]. The pulsed beam
that is characteristic for an FEL requires that measurements
are done in a triggered way. Furthermore, the results of
those measurements need to be tagged in a uniform and
unambiguous way that allows identification and correlation of all measurements of the same pulse. If the trigger
comes too early or too late there is nothing to measure beside noise and maybe dark current.
Therefore, the SwissFEL Timing and Event system soon
became a central part of the Control System. It is based on
Micro Research Finland cards [9] connected in a star topology. In addition to trigger signals (called Events), some
flags holding the beam status, and a unique id of the beam
pulse are distributed. All IOCs equipped with a timing card
can read these flags and the id and can tag their data with
them.
Special care is needed when collecting measurements
taken at different parts of the accelerator (and experiment).
For example, the position of the beam at the 119 Beam Position Monitors (BPMs) might be disturbed due to the main
power frequency (50 Hz). Therefore, it is crucial to check
that all positions are tagged with the same bunch id for a
consistent measurement of the complete beam orbit.
We had to learn how to integrate a Beam Synchronous
Data Acquisition system [10] into most of our control computers. We found that it is vital to stay with a modular and
failure tolerant design of components (software and hardware). It turned out to be very easy to block systems and
the network completely with the amount of data that could
be produced. Therefore, beside the technical work a careful
education of the physicists and experts about the limits and
boundaries of the BSDAQ system was vital to achieve usable results.

Lesson 2 – Network Devices
At the SLS we have around 200 control nodes for a linac,
booster, and storage ring (around 570 m of accelerators in
total). By just scaling this numbers to a total length of
720 m for SwissFEL we initially expected no more than
300 control nodes.
This estimate proved to be wrong by more than a factor
of five. Currently around 1500 devices are directly connected to the SwissFEL network (photon beamlines are not
yet completed). It seems that many devices are no longer
connected to some control node computer by a field or
backplane bus, rather they act as control nodes themselves.
Even though EPICS offers the possibility to control such
network attached devices with SoftIOCs we think that our
assumptions about the control system structure need to be
revised. In the future, more controls logic might be implemented directly on devices using the capabilities of FPGAs
or embedded computers. Such developments might lead to
discussions as to where the boundaries of the control system lie.
Another consequence from the number of network connected devices is the size of the network. To ensure a safe
and manageable operation the network was constructed in
a star topology flattened out along the machine. Unfortunately, the boundaries between the branches of the star
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could not be aligned to the accelerator sections due to
building constraints (i.e., doors in disadvantageous places).
Therefore, the network subdivisions do not align with device naming which makes filtering difficult.
A technical solution to mitigate this obstacle could be the
establishment of VLANs (virtual networks that can be
freely configured over several switches). However, the introduction of such VLANs needs dedicated configurations
on every involved network switch which makes maintenance and exchange of such switches more difficult. At the
moment, the existing limitations do not hinder the control
system enough to justify that additional complexity.

Lesson 3 – Management and Planning
The management and planning of the SwissFEL control
system posed a challenge with the given constraints of
manpower and budget. In addition, scheduling of the overall project was both optimistic and tight.
Test systems have been used by different expert groups
to meet these requirements. Unfortunately, the effort required to provide a working control system at several different test sites was underestimated. For example, it
showed that all subsystems and devices needed to be tested
with the timing system available. We ended up with more
than six timing master systems in use dispersed in the PSI
area where we planned for only the one in the SwissFEL
building.
Even though the benefit of system tests including the
control system interface is undeniable, those test systems
require serious effort in manpower and hardware availability. In addition, a controls environment was needed (archiver, user interfaces, source code repository, deployment
tools, etc.) and has to be maintained. As a consequence of
a less than optimal planning and thereby unstructured approach to test systems we have a lot of reorganization and
tidy-up work waiting for us once SwissFEL is fully operational.
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CONCLUSION
The SwissFEL Control System is working and enables
physicists and experts to run the accelerator for beam operation and experiments. But it will need improvement
over the next years including the lessons learned during the
system commissioning.
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Abstract

The release of EPICS 7 marks a major enhancement to
the EPICS [1] toolkit. EPICS 7 combines the proven
functionality, reliability and capability of EPICS V3 with
the powerful EPICS V4[2] extensions enabling highperformance network transfers of structured data. The
code bases have been merged and reorganized. EPICS 7
provides a new platform for control system development,
suitable for data acquisition and high-level services. This
paper presents the current state of the EPICS 7 release,
including the pvAccess network protocol, normative data
types, and language bindings, along with descriptions of
new client and service applications.

INTRODUCTION
EPICS 7 provides support for Data Acquisition,
Experiment Control, and Data Analysis with new data
representation and mechanisms in the protocol and data
representation while preserving the robust, high
performance, and easily extendible capabilities that are
expected a control system. EPICS 7 is the merge of
EPICS 3 and EPICS 4. The release includes both
communication mechanisms running seamlessly, side by
side. The new capabilities are provided by the EPICS 4
communication improvements in pvAccess and pvData,
the next generation communication protocol and data
representation. The new protocol provides structured data
support and a remote procedure call (RPC). that support
the integration of all data into microservices: including
real time data from I/O Controllers (IOCs), processed data
from data aggregation, and configuration data required for
plant integration. The most significant improvement is
that pvData provides the ability to define arbitrary data
structures for more complex data sets and pvAccess is
designed to transport those structures in the most efficient
manner. The new EPICS 7 release enables the
development of services on all real time, configuration,
and aggregated data.

Access protocols. The IOC severs all data over both
pvAccess and Channel Access. The pvAccess services
provides the improved metadata for multidimensional
arrays. All IOC data provides better support for time
stamps and alarm information.

NEW FEATURES OF EPICS 7
The new capabilities overcome limitations of EPICS
V3 that give EPICS users the ability to develop
applications that can provide data through a network
service and access data from any service on the control
network. The communication mechanisms are provided to
support a service oriented architecture for real time data,
aggregation data, and configuration database backends. In
conjunction with EPICS 7, services are available for real
time data from the IOC and areaDetector, configuration
data from a Directory Service and save set service
(MASAR), and aggregated data from the Data Index
Service. Complex control is supported with the new
ability to communicate with devices (groups of PVs on an
IOC) in an always-consistent, transaction type way. The
new capabilities extend the scope of EPICS V3 from
instrumentation and control (I&C) to data acquisition,
image processing, data analysis, configuration
management, data management and beyond.

STRUCTURED DATA
EPICS 7 can do everything EPICS V3 can do but
better. It can construct pvData structures used in EPICS
V3 as DBR types. For example, the equivalent of a
DBR_TIME_DOUBLE would be the NTScalar structure
in Figure 1. The improvements include:

NO CHANGES REQUIRED TO USE
EPICS 7
All the features of EPICS V3 work as is. The IOC
process database, device support and drivers are used by
both pvAccess/pvData and Channel Access/DBRTypes
[3] seamlessly. Control System Studio (CS Studio) [4][5],
Archive Appliance, run both pvAccess and Channel

Figure 1: pvData equivalent of DBR_TIME_double.
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A user tag that could be used for pulse ID and a string
message on the alarm state. The data representation and
transportation work together to only send those parts of
the structure that have changed. In Figure 2, the fields that
have changed are in bold, and are all that is sent.

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-MOBPL01

are designed and planned for Java Client API in (2018
Q2).
Data Aggregation is planned for the C++ Client AP but
is not yet scheduled. The new capabilities provided in
EPICS 7 enable the development of services for complex
monitoring and control applications in the current release.

SERVICES

Figure 2: pvAccess send only changed fields.
The RPC type services can use structures that are
different for every call and different for put (request) and
get (response). The pvData representation can encode
complex data types like the table pictured in Figure 3.

In EPICS V3, the primary service was the IOC. No
other dynamic service is in widespread use in the EPICS
collaboration. EPICS 7 provides the ability to develop
services for real time, aggregated, or configuration data.
The IOC service works the same as always for all scalar
values and their metadata. The new connection to the IOC
database, QSRV, adds the axis information to the
metadata for vector values, such as the value field of the
Waveform Record. The data acquisition and image
manipulation library, areaDetector, [6] now has a
pvAccess plugin that serves area detector images and has
been demonstrated to run through areaDetector, pvAccess
server and client, to the CSS viewer. An Image size
(1692*1352) at 33 Hz. [7] Figure 4 shows the image on
the left through pvAccess and the image on the right
through pvAccess.

Figure 3: A pvData representation of NTTable.
These new mechanisms enable developers to create
Representational State Transfer (REST) style services.

STATUS OF EPICS 7
The Build System of EPICS 7, builds both EPICS 3 and
pvAccess into the single EPICS 7 release. Both pvAccess
and pvData run alongside of Channel Access and
DBR_types, either can be used. New Normative Types
(NT) are used to represent commonly used data structures
to support the development of client applications. Some
of the new NTypes include: Tables, N-Dimensional
Arrays, Heterogeneous Arrays, and Statistical Samples.
Services pvAccess provides improved metadata for the
IOC Database. There are REST style services over
pvAccess that connection to Relational DB and No SQL
Database Services. There is a Gateway Alpha Release that
demonstrates the ability to pass all Version 3 types as
well as area detector data, Field Programmable Gate
Array (FPGA) buffers, and tables through a shared
connection into the control network, limiting the impact
of clients connected outside of the control network. The
new network and data representation layers can replace
and in most cases, improve existing functionality with one
exception, pvAccess Database Links. This is expected to
be complete in (2018 Q2). An Access Security plugin is
defined, but there is not an implementation in use now.
New data aggregation libraries for the pvAccess library

Figure 4: CSS display an image from V3 and pvAccess.
The server for pvAccess requires much less CPU time
than Channel Access to serve the images of this size and
this rate as it makes use of smart pointers throughout the
pipeline. It also requires less CPU to display the images at
this rate as the NTNDArray is very like the Vimage. The
CPU load for these is shown in Figure 5.

Figure 5: Server and CSS CPU usage.
The first pvAccess REST style service is the Directory
Service. This service collects record name and property
information and provides the data as a NTTable.
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Figures 9: CSS uses directory service.

The data also includes runtime parameters such as IP
address and connection status as shown in Figure 6. This
service is used by physics application to map EPICS
Process Variables (PVs) to physics device names. The
physics view of the physics devices relates to how
elements affect the beam at certain location in the beam
transport. This was captured in a relationship view by
Lingyun Yang at NSLS II and is shown in figure 7.

Any application can use this set of properties to create
an ordered view with the order of the properties, such as
geography or device, along with the value of a property
such as the physical position along a trajectory such as the
z axis of an accelerator beamline. CSS has a tool that
allows users to create the hierarchical view using the tags
and features in the Directory Service as shown in figure
10. The Directory Service has proven very versatile and
useful in many other applications. Many of the physics
applications that were developed by Dr. Yang at NSLS II,
used this service and others as reported at the ICLAPECS
2013 [8].

Figure 7: Corrector properties labelled on the left.

Figure 10: CSS orders properties in directory service.

Figure 6: PV properties from ChannelFinder in CSS.

There are typically over 1 million PVs in a user facility
such as NSLS II. As this is a service, CSS can also use the
same query to access the correctors and display their
value and readback to display them in a table widget. It
can also be used to display all beam position monitors’ x
and y position as a table or an orbit as shown in Figures 8
and 9.

Figure 11: MASAR Uses Save Set Service

Figure 8: CSS uses directory service.

In addition to the Directory Service, the Save Set
Service and Data Index Service have been developed to
support physics applications. The Save Set Service
manages snapshots of setpoints. The MASAR
applications (one shown in Figure 11) use the Directory
Service to build up Save Set configurations. They use the
Save Set Service to store, retrieve, and annotate sets of
data that are stored there. MASAR was one of the primary
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over 1200 sets of setpoints stored as shown in Figure 12.
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the Directory Service, Save Set Service and Data Index
Service installed and running. The SNS experimental
beam lines are upgrading to EPICS 7 and use the
areaDetector service. LSLC I and LCLS II at SLAC are
using the middle layer services for their physics
environment. FHI has modified the Archive Appliance to
save pvData structures. Diamond and NSLS II transmit
areaDetector arrays between pvAccess servers and clients
and attain 90% loading on a 10 Gbps link. As EPICS 7
will include pvAccess in the build system, these features
will be readily available to any facility that downloads
release.

FUTURE DIRECTION
Figure 12: MASAR (Save/Restore) Use at NSLS II.
The Data Index Service, stores properties such as
configuration data, user, comments, along with
independent variables that are taken in real-time, that are
used to locate a data set. This service uses Elastic Search
to locate the proper data set in under 100 msecs given
over 1 million data sets with over 120 dynamic values
each. This service could be used to index Fast Machine
Protection trip data, Beam Synchronous Acquisition data,
or Detector Data from X-ray beamline experiments.

Figure 13: Service Use By CS-Studio
These are a few examples of services that have been
developed. Other services are planned for Time Series
Archived data, snapshot data managed as HDF5 or XML
files, Electronic Log Book, and Data Aggregation Service
such as hierarchical alarm views. EPICS 7 provides a way
for facilities to develop applications that use a robust suite
of services as illustrated in Figure 13. It also enables the
developers to create new micro-services that can be
shared by many applications at their facility. The EPICS 7
Architecture provides interconnectivity between services
and applications that allow reuse of robust services.

CURRENT USE OF EPICS 7

EPICS 7 is being released 4th quarter of 2017. The sites
listed here are making use of pvAccess and pvData from
EPICS 4. These features will be seamlessly provided in
the EPICS 7 release due out soon. ESS plans to deploy it
for their entire facility. NSLS II, FRIB, and RAON have

EPICS 7 enables the development of services from realtime sources, aggregators, and static databases. A survey
of the large applications that are built around a distributed
control system give insight into the potential services that
would be useful for facilities. For physics applications:
Matlab Middle Layer Toolkit, XAL, and SDDS all share
one common attribute, the large configuration that assigns
physics names to EPICS PV names. Applications for
experiment control such as, SPEC, Malcolm, BlueSky,
and BluIce, all include data aggregation, file
writing/retrieval, and mapping of variable names to
detector and trajectories. Monitoring systems such as
Nagios and Zabbix, point to the need to have new
applications register and report availability of services
and resources. Relational database applications like
IRMIS and CCDB have been developed to map device
instances to serial numbers and run time variables. These
data stores can be integrated through the pvAccess
protocol and their data transmitted by pvData arbitrary
structure support (and most applications in Normative
Types). Small, robust, high performance services can
transform the way applications are written into small
lightweight applications that use services that are proven
at multiple facilities.

CONCLUSION
EPICS 7 provides mechanisms to make all data
available as services. Data types used for generic services
are provide as a set of normative types. These
mechanisms and data types were used to integrate a set of
services to integrate real time data, aggregated data, and
configuration data. EPICS 7 is in use for physics
applications and DAQ at multiple sites. The EPICS 7
release makes it possible for services to be developed by
facilities throughout the community to provide an agile
and high-performance environment for automation, data
acquisition and data analysis.
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Abstract

IMPROVE DOCUMENTATION

The TANGO Controls Framework continues to
improve. This paper will describe how TANGO kernel
development has evolved since the last ICALEPCS
conference. TANGO kernel projects source code
repositories have been transferred from subversion on
Sourceforge.net to git on GitHub.com. Continuous
integration with Travis CI and the GitHub pull request
mechanism should foster external contributions. Thanks
to the TANGO collaboration contract, parts of the kernel
development and documentation have been subcontracted to companies specialized in TANGO. The
involvement of the TANGO community helped to define
the roadmap which will be presented in this paper and
also led to the introduction of Long Term Support
versions. The paper will present how the kernel is
evolving to support pluggable protocols - the main new
feature of the next major version of TANGO.

ROADMAP
TANGO is a mature and reliable toolkit to build
distributed control systems for installations which need to
run for the next 10 to 20 years. For this reason TANGO
needs a roadmap which will ensure its future evolution
and stay a good choice for the coming years. At the
TANGO meeting in May 2015 held at Solaris in Krakow
(Poland) the community gave their input on the essential
features of the current roadmap. Input was provided via
email and discussed during an interactive session. The
results presented in [1], [2] and [3] are summarised here:
(1) Improve Documentation, (2) Move to Git, (3)
Remove CORBA completely, (4) Grow the community,
(5) REST API, (6) Web browser application, (7) Secure
encryption, (8) Database performance, (9) Device class
Marketplace, (10) Long Term Support, (11) TANGO
Virtual Machine, (12) Auto-generate Unit tests, (13)
SysML support, (14) Replace Boost.Python.
This paper will go through each point of the roadmap
and present the current status (as of October 2017).

The highest priority point as defined in the roadmap in
2015 was to re-factor and consolidate the documentation
and to write a cookbook of recipes and concepts. Until
recently, the main TANGO documentation was The
TANGO Book, a large pdf file of more than 250 pages and
many other documents in various formats. The Book
contains a lot of precious information but was hard to
read. It was decided to combine all the available
documentation into a single source in Sphinx format on
readthedocs. In the spirit of Write-the-docs [4] a
documentation camp was held in the Grenoble area in
May 2017. The camp lasted 3 days with 2 days in a house
rented especially for the event and located in a quiet
mountain village. The event was dedicated to working on
reviewing the new documentation available on read-thedocs [5] and identifying and writing missing
documentation for TANGO.
The meeting was sponsored by the TANGO Controls
Collaboration. Travel and accommodation were paid for
by the Collaboration. 11 enthusiastic documentation
writers from 7 different institutes/companies participated
(see Fig. 1).

Figure 1: The write-the-docs team at work.
Here is a brief summary of the achievements: the
documentation has been re-organized to be a coherent
whole, almost all existing docs have been converted to
sphinx, new diagrams have been produced and integrated.
Some old ones have been updated. New Getting Started
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sections have been added. The TANGO documentation
now has a single location where it is maintained and can
be easily extended. It is now much easier for beginners,
intermediate and experienced users to find the
information they need. The documentation is now built
automatically and is easy to contribute to. All you need is
a Github account. More details and photos can be found
in [6].
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essential in order to ease the upgrade to newer versions of
TANGO by allowing a progressive upgrade of the control
system. Runtime compatibility with TANGO V9 will be
preserved in TANGO V10, except for the TANGO events
using CORBA notifd. Source code compatibility with
TANGO V9 will be preserved as much as possible.
Continuous Integration will be improved in order to be
able to test automatically the communications between
different TANGO versions.

MOVE TO GIT
TANGO kernel source code has been hosted for many
years on Sourceforge.net [7] and was using subversion as
revision control system. It was decided to move the
source code to git on github.com. A new Github
organization named tango-controls [8] has been created.
At the time of ICALEPCS 2017 conference, all the main
TANGO kernel projects except HDB have been migrated
to git on Github. tango-cs Sourceforge tickets have been
semi-automatically migrated to Github issues in their
corresponding git repositories.
Githubs web interface and the Pull Request mechanism
as described in [9] should foster external contributions
and help improving code quality by simplifying the code
review process and collaboration.
This move to Github is a huge step forward for
TANGO kernel development because it enables access to
many third party tools (Github apps/services) for free. For
instance the TANGO kernel C++ library repository named
cppTango [10] is now using Travis CI [11] and soon
AppVeyor as well [12] to build the software and run
automated tests on Linux and Windows platforms as soon
as there is a new commit or pull request. Tests code
coverage is computed by Coveralls [13] and code quality
is analysed with Codacy [14]. The documentation can
also be automatically generated and deployed on
ReadTheDocs.

REMOVE CORBA COMPLETELY
The third most requested feature from the roadmap was
the possibility to replace CORBA as synchronous
communication protocol and remove all dependencies on
CORBA with a pluggable protocol layer. CORBA is
currently doing a great job but it is no longer actively
developed and can be complex to install.
Proof of concept refactoring work has been done by IK
[15] on cppTango to isolate CORBA code, implement
DevVarDoubleArray type using an architecture allowing
plugins and replace omni_thread with C++ 11 threads.
CORBA notifd events support related code has been
removed in TANGO V10 development branch. Only
TANGO events using ZeroMQ will be supported in
TANGO V10. TANGO events based on ZeroMQ have
been supported since TANGO V8.
TANGO Controls is being used in some big scientific
instruments like synchrotrons or big telescopes to controls
hundreds or thousands of devices. Runtime compatibility
with previous versions has always been a major
requirement for TANGO kernel development. This is

GROW THE COMMUNITY
Since the previous ICALEPCS conference, the TANGO
collaboration is now governed by a steering committee
[16], which is composed of one representative per
institute who has signed the TANGO Controls
Collaboration Contract. All steering committee members
commit to financing the development of TANGO and
participate in the decision making process. Two types of
membership are recognised – core members and
contributing members. All members contribute financially
to maintaining TANGO. Core members also contribute
code to the core. The new organisation does not change
the free open source nature of TANGO i.e. TANGO
remains freely available and open source for everyone.
The new organisation ensures the sustainability of
TANGO by financing resources to work on tasks of
common interest like the roadmap.
The core members are ALBA, ELETTRA, ESRF and
SOLEIL. The contributing members are DESY, INAF,
MAX-IV, SKA Office, SKA South Africa and SOLARIS.
Other institutes have expressed an interest in signing the
TANGO Controls Collaboration Contract in the near
future.
The 30th TANGO collaboration meeting organised by
the French National Aerospace Lab ONERA took place in
June 2016 at Toulouse, France. One year later, INAF
organised the 31st TANGO collaboration meeting which
took place at Florence, Italy (see Fig. 2).

Figure 2: Coffee break during 31st TANGO collaboration
meeting in Florence.
For the first time, a TANGO Controls Users Meeting
Russia [17] took place in Moscow, on May, 18th 2017. The
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.
meeting was held in Russian language and was sponsored
by the TANGO Controls collaboration. The main goals of
the meeting were: (1) get acquainted with TANGO Users
in Russia, (2) share experience in using TANGO,
(3) share feature requests, bugs, wishes for the next
TANGO releases, (4) start building a TANGO community
in Russia. The meeting gathered 21 participants from 8
different institutes, companies or universities.

REST API
Discussions on the TANGO Controls forum [18] helped
to define a standard TANGO REST API. The API
specification is documented on readthedocs [19, 20]. A
Github repository [21] has been created by IK and
provides a Java reference implementation which can be
used for server/client development using Java. Several
TANGO REST device servers have been implemented by
the TANGO community: (1) mTangoREST.server
developed by IK [22], implemented in Java and can run as
servlet and (2) RestDS device server developed by JINR
[23], written in C++ and supporting basic http
authentication.
Figure 3 is showing a deployment scheme of a REST
Server at the ESRF. In this installation, REST API exports
read-only forwarded attributes and is accessible via
secured http connection. Every request passes the
HAProxy [24] configured to use the https protocol for
secure connections. On its backend, HAproxy speaks with
the TANGO REST server, which in turn can access only
one TANGO control system (TANGO_HOST), where a
device of class ForwardComposer [25] is defined. This
device provides read only access to the MStatus TANGO
device with status information about the storage ring at
the ESRF. In addition TANGO REST API can be
integrated with authentication and authorisation services
like kerberos. Finally the TANGO REST API
implementation uses the TANGO Access Control to
validate every request made from the Internet.
The TANGO REST API specification is still a work in
progress, and the next release candidates will take
advantage of the HTTP/2 Server Push feature [26] to

enable the possibility to push TANGO events to web
clients.

WEB BROWSER APPLICATION
A generic web application for browsing and monitoring
TANGO devices (See Fig. 4) is being developed by
Helmholtz-Zentrum Geesthacht. It is using the TANGO
REST API and is available on tango-webapp Github
repository [27]. A demo has been deployed on Amazon
Cloud. The link, login and password to play with this
demo are described on tango-webapp README [27].

.

SECURE ENCRYPTION
This idea of the roadmap feature request #7 was to
provide a secure way of accessing TANGO devices using
a secure encrypted protocol. This can be achieved by
using standard technologies (e.g.: using HAProxy [24]
configured to use the https protocol) and the TANGO
REST API. Setting up a VPN network can also enable
access to a control system from public networks in a
secure way.

DATABASE PERFORMANCE
Database performance issues related to memorised
attributes history writes has been solved in 2015. This was
MOBPL02
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achieved by disabling support for the history feature
which is not compatible with memorised attributes which
change rapidly (tens of Hz).

DEVICE CLASS MARKETPLACE
To increase the sharing of device server among the
TANGO community, a Device Classes Catalogue [28]
(See Fig. 5) developed by 3Controls [29] has been
implemented and is available on the TANGO Controls
official website. This work has been sub-contracted and
has been financed by the TANGO Collaboration Contract.
Now TANGO device server programmers can advertise
the device servers they consider might be useful for the
TANGO community. In the past, the only known location
where TANGO device server programmers could share
device servers was on tango-ds Sourceforge [30], a
subversion repository. With the Device Classes Catalogue,
users can keep the device servers source code on their
own repositories, which could be a git, subversion, CVS
repositories for instance. Even if the repository is not
public, the TANGO community will now be aware that
this device class exists and will have a way to contact the
original developer/maintainer.
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maintenance of the LTS versions will be financed by the
collaboration.
In cppTango, a branch named tango-9-lts has been
created and is dedicated to this long term support.
TANGO V10 development is done in the master branch.
Similar branches will be created for Java and Python
TANGO kernel repositories as soon as TANGO V10
development is started for these languages.

TANGO VIRTUAL MACHINE
The TANGO virtual machine, also known as the
TANGO Box has been updated by 3Controls since the
latest ICALEPCS with the latest stable version of
TANGO and all its tools. It is available for download on
the TANGO Controls official website [31].

AUTO-GENERATE UNIT TESTS
Roadmap feature request #12 is to generate Unit Tests
automatically from POGO, the TANGO class code
generator. Some work has been done for TANGO classes
generated in Python HL (using the PyTango high level
API) for which it is now possible to generate a Python
package with a directory structure. Among other
directories, a directory named test is generated with a
python file dedicated to unit tests. One method per
attribute defined is automatically generated in this file and
the user just need to fill the gaps to implement good unit
tests for his class. The Indo-SA SKA collaboration
developed the simlib library [32] which is able to simulate
in a basic and complex way a TANGO device. The basic
simulation can be created easily from the TANGO
interface definition xmi file generated by POGO.
JTango Maven archetype generates simple unit tests for
Java TANGO projects [33].

SYSML SUPPORT
Roadmap feature request #13 was to add support for
using SysML to specify device servers. The DSEE
(Domain Specific Engineering Environment) tool [34] is
able to automatically generate test cases and a basic
TANGO device in Java from the M&C ML modelling
language [35]. It is also able to generate SysML views of
the state machine.

.

LONG TERM SUPPORT
TANGO V9 is the first TANGO release which will
benefit from a long term support. It will benefit from bug
fixes and simple feature patches backported from new
TANGO major releases. It was decided to fix the length
of the support to 5 years, starting from the moment when
the next TANGO major stable release is made available.
Previous TANGO versions did not benefit from Long
Term Support because of a lack of resources. The

REPLACE BOOST.PYTHON
Boost.Python is currently used as the interoperable
layer between PyTango and the C++ TANGO kernel.
Since Boost.Python is not actively developed anymore
and some bugs are due to this layer, a decision was made
to investigate a replacement solution. PyBind11 [36] is
currently being investigated by STFC [37] as an
alternative solution to Boost.Python. The first results look
promising.
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TANGO C++ KERNEL STATUS
Part of the TANGO C++ kernel development is being
subcontracted to IK for the TANGO collaboration. The
migration to the cppTango Github repository [10] was a
good opportunity to refactor TANGO C++ library kernel
code. The Log4tango library has been merged into the
TANGO C++ library. Autotools have been replaced by
CMake to compile and install the library. This should
simplify the compilation and installation process on
Windows platform. Continuous integration with Travis CI
has been set up and is now using docker containers [38,
39]. In the past, continuous integration was done with
Jenkins on machines maintained by the ESRF, with
restricted access. With Travis CI, the results of the builds
and automated tests are publicly available. Using Travis
CI and docker containers makes it easy to add new
operating systems to the continuous integration. Nexeya
[40] is currently working on setting up the continuous
integration with AppVeyor for the Windows platform.
Some work has been done to generate Debian C++
Library development packages, which can be deployed
automatically on JFrog Bintray [41]. In the future, RPM
or Yum packages could be deployed in the same way on
Bintray. The first TANGO V10 development version is
already available on Bintray. V10.0.1 implements the
possibility to associate labels to Tango::DevEnum
parameters passed into TANGO commands. V10.0.2 will
add support for DevPipeBlob command parameters,
allowing to pass complex parameters to TANGO
commands. The TANGO event subscription mechanism is
currently being refactored in order to improve the support
for special network configurations.
In the coming years, besides TANGO 9 Long Term
Support, the main activity will be to refactor the source
code to make it easier to maintain, improve the code
quality and implement the pluggable protocol feature.

TANGO JAVA KERNEL STATUS
TANGO Java kernel source code has been migrated to
Github [42].
TANGO Java kernel software is now fully integrated
with Maven and can be deployed automatically on
Bintray Maven repository. In a near future it will also be
available on Maven central. A JTango Maven archetype
[33] has been created to help generate the skeleton for
JTango projects. This archetype is already available on
Maven central repository [43].
The JMX monitoring feature has been implemented in
order to be able to monitor TANGO specific metrics
through JMX.
The main activities in the coming years will consist in
trying to remove the dependency to Jacorb and rely
instead directly on the standard Java ORB
implementation. Refactoring activities will take place in
order to merge modules providing similar functionalities.
Continuous integration with Travis CI and code quality
checks with Github 3rd party tools have been set up. The
results of these checks are accessible as Github badges on
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the project Readme file on Github. The implementation of
pluggable protocols will then become a major item on the
roadmap.

PYTANGO KERNEL STATUS
PyTango 9.2.2 has been released in September 2017.
The main features of this new release are mainly the
support of the TANGO V9 new features which were
already implemented in the C++ and Java TANGO kernel:
pipes, dynamic commands, forwarded attributes,
mandatory properties and device interface change events.
These new features have been implemented by STFC with
some help from the PyTango developers. This work has
been financed by the TANGO Collaboration Contract.
PyTango code quality has been checked and improved
with pylint and flake8.
PyTango 9.2.1 came with 2 additional modules for unittesting, these provide a context to run and access a
TANGO device without the database and to provide
generic pytest fixtures [44] for TANGO-related unittesting.
PyTango source code was already on Github. The
repository has been transferred to the tango-controls
Github organisation.

LABVIEW BINDING
The TANGO binding for LabVIEW [45] used to be a
pure client platform. It now allows any LabVIEW
application to turn into a TANGO device. The first release
supports most of the TANGO 9 features. DevEncoded and
Pipe data types are currently not supported but the
provided features are sufficient to start writing advanced
TANGO devices.
Special care has been taken regarding reliability and
performances. The data exchanges between the two
worlds are based on code inherited from the binding client
API, which is known to be fast and stable.
The laser community (e.g.: ELI-Beamlines, Apollon
Saclay) is using the binding server API.

TOOLS
The main TANGO tools written in Java (Jive, Astor,
Pogo, Atk, AtkPanel) have been converted to Maven and
are available on Bintray.
Sardana [46], Taurus [47], TANGO Alarm
Systems [48], HDB++ [49], Vacca [50], Cumbia [51] and
many other interesting TANGO related projects have
evolved and are available on Github.

CONCLUSION
TANGO Controls is a growing collaboration for
building distributed controls system. The collaboration
contract has already proved it can ensure the sustainability
of TANGO for the next years. It has had a positive impact
on the TANGO kernel development by giving the
possibility to subcontract some important tasks to
companies specialized in TANGO development [52]. The
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outcome for the community is better documentation,
better code quality, better tools and better support with the
introduction of the first Long Term Support TANGO
version.
As explained in this paper many of the features on the
roadmap have been implemented, the next step is to
consult the community again to identify missing features
in the latest major release and to update the roadmap.
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Abstract
The Square Kilometre Array (SKA) [1] project is an
international collaboration aimed at building the world’s
largest radio telescope, with eventually over a square
kilometre of collecting area, co-hosted by South Africa,
for the mid-frequency arrays, and Australia for the
low-frequency array. Since 2015 the SKA Consortia joined
in a global eﬀort to identify, investigate and select a
single control system framework suitable for providing the
functionalities required by the SKA telescope monitoring
and control. The TANGO Controls [2] framework has
been selected and comprehensive work has started to
provide telescope-wide detailed guidelines, design patterns
and architectural views to build Element and Central
monitoring and control systems exploiting the TANGO
Controls framework capabilities.

INTRODUCTION
Spring 2015 representatives from eight SKA Consortia
met in Trieste, Italy, for the SKA Local Monitoring and
Control (LMC) Standardisation Workshop, with the purpose
to explore some open source control system frameworks and
deﬁne a procedure to select the best suited for SKA. The
main criteria adopted for the ﬁnal evaluation were:
• technical applicability, with particular respect to:
– scalability
– industry standards support and bespoke
developments
– modernity and roadmap
– user support and documentation
• integration of precursors
• risk mitigation
The TANGO Controls framework turned out to be the best
suited to fulﬁl the above criteria, especially with respect
to it’s modern architecture and strong roadmap for future
developments. TANGO Controls has been selected as SKA
monitoring and control common framework. A series of
workshops have been scheduled in 2016, with the aim to
improve commonality across the main sub-systems1 control
systems architecture. The TANGO LMC Harmonisation
through telescopes workshops targeted at analysing the
existing designs made by the Elements Consortia, identify
commonalities, deﬁning best practices and provide a path
∗
1

l.pivetta@skatelescope.org
Referred as Elements in the SKA project.

to LMC harmonisation beyond the selection of TANGO as
control system framework. Building on the outcome of the
harmonisation eﬀort, the SKA Control System Guidelines
document summarises generic design patterns and common
approaches for monitoring and control harmonisation across
SKA Elements, to maximise the beneﬁt of the TANGO
control system framework.

TERMINOLOGY
In a scenario where a worldwide community is involved
in the Elements, and thus telescope, control system design,
some clariﬁcations about the adopted terminology helped
better understanding. In particular, the SKA control system
guidelines use the following deﬁnitions:
• monitoring: is used in the context of a higher-level
component subscribing to updates of a TANGO
Attribute with the purpose of evaluate its value/quality
factor for a speciﬁc reason;
• archiving: is used in the context of gathering
monitoring. information, e.g Attributes, from a
TANGO device to save it to a monitoring archive;
• logging: is used in the context of additional information
that may be emitted by components to support fault
ﬁnding and engineering activities. No information that
is expected to be used for operations or expected to be
monitored by another component may be included only
in logs. Logs can also be stored; this is referred as log
storage;
• failure: occurs when an item is unable to provide the
correct service and is unable to perform its required
function according to its speciﬁcation. Either hardware
or software can fail, and the failure must be reported
together with all the details required for a prompt and
eﬀective identiﬁcation of the failed component;
• fault: is the cause of an error, or the condition that
causes software to fail to perform its required function;
• error: refers to diﬀerence between actual autput and
expected output;
• state: refers to the TANGO device State attribute;
• health state: represents the overall health of the
component with respect to a set of monitoring
points/reported failures applying a predeﬁned metric;
• alarm: an audible and/or visible means of indicating
to the operator an equipment malfunction, process
deviation, or abnormal condition requiring a timely
response, as per the IEC 62682 standard.

MOBPL03
34

Software Technology Evolution

ELEMENT LMC
The mid-frequency and low-frequency telescope arrays
comprise a number of Elements that map into TANGO
facilities, as depicted in Table 1 and 2. The role and
Table 1: SKA-MID TANGO Facilities
Facility

Description

SKA-MID
MID-CSP
MID-SDP
MID-Dnnnn

Telescope Manager
Central Signal Processing
Science Data Processor
One for each dish (170 SKA1, ~2500
SKA2)
Synchronisation and timing
Signal and Data Transport
Infrastructure (South Africa)
MeerKAT precursor receptors (64)
MeerKAT precursor ancillary

MID-SAT
MID-SADT
MID-INSA
MID-Mnn
MID-MKAT

Table 2: SKA-LOW TANGO Facilities
Facility

Description

SKA-LOW
LOW-CSP
LOW-SDP
LOW-LFAA
LOW-SAT
LOW-SADT
LOW-INAU
LOW-ASKAP

Telescope Manager
Central Signal Processing
Scieince Data Processor
Low Frequency Aperture Array
Synchronisation and timing
Signal and Data Transport
Infrastructure (Australia)
ASKAP precursor ancillary

responsibilities of each Element in the control system of
the telescopes have been identiﬁed and summarised. Each
instance of each Element shall implement a single standalone
TANGO facility2 . This allows for each Element to build a
self-contained control system that can be deployed and tested
in advance.
To guarantee consistency between facilities, a set of
standard "Element level" TANGO devices provide a
common interface to the telescope manager (TM). Moreover,
a number of SKA base classes for TANGO devices are
foreseen, to be adopted overall the telescope monitoring
and control, that will provide common functionalities and
consistent behavior.
The Element Master TANGO device is the entry point
that TM, or other Elements, will connect to to retrieve some
high level information for general operations, and provides
the control and coordination of an Element for general
operations. The Element Master is responsible to distribute
and coordinate the control within the Element hierarchy for
operations such as start-up, shut-down, power management,
overall state transitions, etc. The Element Master provide
monitoring information for the overall Element state as well.
2

With the exception of DISH there will be a single instance of an Element
per Telescope.
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The SKA Telescope will require a signiﬁcant amount of
logging messages. The Element Logger TANGO device
provides log aggregation functionality for the Element, and
allows TM to modify the log level of remote telescope
logging for selected devices. A robust log forwarding
channel will be used for log storage.
All Elements will adhere to the common SKA design
pattern for standardised alarms reporting. Elements are in
charge to evaluate and build all the appropriate alert rules
and expose them in the Element AlarmHandler TANGO
device.
TM and the Elements are involved in deﬁning and
implementing the Telescope Model. The Telescope
Model (TelMod) is deﬁned as that part of the Telescope
Manager (TM) software that uses computational models and
parameter data to conﬁgure signal reception and processing,
so as to produce the required data products. Computational
models are likely to be implemented by TM or SDP, whilst
all the Elements provide an Element TelState device to enable
discovery and retrieval of LMC device attributes that provide
telescope state items.

SKA DESIGN PATTERNS
Common TANGO patterns and implementation decisions
try to coordinate and integrate the Elements distributed
stand-alone TANGO facilities and the Telescope TANGO
facility into a single instrument. To take advantage of
the TANGO framework and provide a better integration
Elements and TM are supposed to adhere to the design
patterns.

SKA TANGO Developers Guideline
Speciﬁcally targeted to the developers, this part highlights
TANGO-speciﬁc SKA patterns and best practices. SKA
developers will adhere to and contribute to improve the
developers guidelines, as it is expected to be an evolving
document. Various aspects are included, but not limited
to, TANGO device and SKA Element modelling, TANGO
device implementation aspects, e.g. device States and
Modes, polling, events, quality factor, alarms. Patterns
for conﬁguration and control commands and unsolicited
information reporting are provided. The naming convention
for commands, attributes, properties and enums is proposed.
The standard interface for Element level SKA devices is also
deﬁned, including commands, attributes and properties.

Device Naming Convention
Device naming convention addresses TANGO device
naming across all TANGO facilities for the full SKA project.
The main rules are:
• TANGO device names will be globally unique within
the observatory
• SKA TANGO device names are managed centrally by
the SKA device naming convention
• SKA facilities will be referred to with uppercase and
dash as separator
MOBPL03
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Figure 1: Proposed monitoring and control architecture.
• there will be a limited number of SKA TANGO
facilities, including two telescope facilities for
SKA-MID and SKA-LOW
• SKA TANGO device names will be denoted in
lowercase with underscore as separator
• there will be a limited set of TANGO device domains
allowed per Element.

Distributed TANGO Facilities
As noted, the SKA telescope comprises a number
of Elements, each implementing a standalone TANGO
facility, as well as two "central" TANGO facilities for
the SKA-MID and SKA-LOW telescope management.
Element facilities need to be integrated with the telescope
facilities to build a working instrument. To minimise
conﬁguration and synchronisation errors, integration of
diﬀerent facilities is based on discovery and introspection.
TM access to other elements is via a set of well known
TANGO devices, identiﬁed as Element level devices. The
Element Master device provides the shortcuts, populating
this information from the Elements TANGO database to
guarantee consistency. However, TM may connect to each
Element TANGO database for detailed analysis, diagnostics
and drill-down. In the case one of the Elements provides
input for the other Element, TM may act as a broker and
provide the relevant information, such as the Fully Qualiﬁed
Device Name (FQDN) of the required TANGO devices. The
proposed monitoring and control architecture, which does
not highlight all the possible layers in the control hierarchy,
is depicted in Fig. 1; some of the components shown will be
described in the next subsections.

Element Telescope State
In the context of the TM, the concept of Telescope Model
has been introduced to denote that part of TM software that
uses computational models and parameter data to conﬁgure
signal reception and processing so as to produce the required
data products. It includes, but not limited to, models for:
• propagation of signals from an astronomical target to
the telescope, including light bending, earth rotation
and tropospheric/ionospheric eﬀects;
• the behavior of the array elements, such as dish pointing
and beam steering;
• the eﬀects of interference on the recorded signals.
The computational model calculations are to be repeated at
various time intervals, ranging from once per observation
to approximately ten times per second. The parameters
involved in the computations are to be modeled in the
TelState TANGO device, at Element and TM levels, making
them easily available to other consumer Elements. The
TelState TANGO device, however, does not implement the
actual algorithms and calculations required by the Telescope
Model, as these will be implemented by appropriate TANGO
devices.

SKA Control Model
Since the wide range of equipment that the SKA
Telescope comprise, the need arises to identify and deﬁne
a comprehensive set of states and modes that have to
be implemented by all TANGO devices, at all levels of
hierarchy, in order to simplify the device interactions and
reduce the eﬀort required to develop the control system
software. The SKA Control Model (SCM) deﬁnes a set
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of standard TANGO attributes and commands that apply
to SKA TANGO devices, and the possible/allowed state
transitions; it also speciﬁes which SCM attributes are
mandatory and which optional. One of the major beneﬁts
for deﬁning a telescope-wide control model is to align the
SKA Control Model with the built-in TANGO device state,
such that TANGO state can report the operational status.
Moreover, a common subset of attributes is used to report
the status of a wide variety of entities in a consistent way,
deﬁning possible/allowed state transitions, commands used
to trigger transitions, and how the progress is reported. The
SKA Control Model attributes are summarised below:
• state: TANGO state
• healthState: indicates the availability of an entity to
produce the desired functionality;
• obsState: indicates the state of an entity with respect
to the ongoing observation;
• obsMode: speciﬁes which observing mode is currently
active;
• adminMode: administrative mode, indicating whether
an entity is used or not;
• controlMode: indicates whether control is local to
Element or remote;
• simulationMode: indicates whether a simulated
functionality is provided;
• testMode: speciﬁes whether an entity supports speciﬁc
testing behavior;
reports completion
• conﬁgurationProgress:
percentage on ongoing conﬁguration.
SKA mandates a subset of the 14 TANGO state values;
the proposed TANGO device state machine, taking into
account the interactions with some of the SCM states and
modes, is depicted in Fig. 2. As an additional example of
the SCM attributes, the state machine for subarray level
devices, that apply to the obsState attribute, participating
into observations, is depicted in Fig. 3.
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Figure 2: TANGO device state machine. Internally triggered
transitions underlined.

Engineering Data Archive
TM has a requirement to archive all the engineering
data and control parameters in a central telescope archive,
referred as Engineering Data Archive (EDA). Thus,
SKA-MID and SKA-LOW telescope facilities are in charge
of archiving all the attributes provided by the devices in
the Element facilities. Elements may deploy Element level
archiving for internal use, if required; one use case addresses
Element standalone operation. The Element archives are
completely separate from the Telescope archive and can be
managed by the Element with no regards for the EDA.
SKA archiving will be based on the TANGO HDB++
archiving system [3]. For local element archiving the
architecture comprises:
• TANGO archiving setup with a MariaDB backend [4]
• one HDB++ ConﬁgurationManager device
• a number of HDB++ EventSubscriber devices
For central Telescope archiving a Cassandra [5] backend is
foreseen, with at least:

Figure 3: Subarray device state machine, apply to obsState
SCM attribute. Internally triggered transitions underlined.

• one dedicated HDB++ ConﬁgurationManager device;
more than one ConﬁgurationManager device can
be deployed whenever complexity, architectural or
practical reasons require it;
• at least one dedicated EventSubscriber device for each
Element; additional EventSubscribers may be deployed
for telescope central archiving of each Element
MOBPL03
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whenever performance, architectural or operational
reasons require it.
This is a case where TM access, as a subscriber, Element
TANGO devices at lower levels of the Element hierarchy:
scalability and performance reasons suggest to avoid
the bottleneck of a single point of contact, exploiting
point-to-point TANGO capabilities, in the speciﬁc case
publish/subscribe pattern.

Logging
A signiﬁcant amount of logging messages is foreseen in
the SKA Telescope control and monitoring system. More
in detail, the SKA logging system has to support runtime
viewing and persistent storage of device logging streams.
Two services have been identiﬁed to fulﬁl the requirement:
• the TANGO Logging Service (TLS), to support runtime
viewing of logs in an Element as well as centrally in
the telescope facilities for logs across Elements
• rsyslog with an Elasticsearch/Logstash/Kibana (ELK)
backend to support log storage
Log aggregation is foreseen at Element and Telescope level
by means of dedicated LogConsumer TANGO devices for
aggregated viewing. The SKA TANGO device logging
base class provides support for three logging targets, namely
Element, Telescope and Storage, with distinct logging levels,
adhering to the RFC 5424 [6] format.

Alarm Handling
SKA adopted the IEC 62682:2014 standard [7], entitled
"Management of alarms systems for the process industries".
The standard deﬁnes an alarm as "An audible and/or
visible means of indicating to the operator an equipment
malfunction, process deviation, or abnormal condition
requiring timely response". SKA telescope alarm handling
exploits a hierarchical approach, based on the AlarmHandler
device.
Since the strict deﬁnition of "alarm", the
intermediate concept of "alert" has been introduced to deal
with non IEC 62682 compliant alarms. Each Element is in
charge of implementing the appropriate Element Alerts as
rule-based formulæ using a combination of attribute values,
attribute quality factors and device states. Each Element
Alert is exposed as a speciﬁcally named and formatted
attribute on an Element AlarmHandler device. Building on
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the Element Alerts, the Telescope AlarmHandler is tasked
with the responsibility to implement rule-based formulæ to
deﬁne the Telescope alarms, which are compliant to the IEC
62682 standard, thus requiring operator timely response.

CONCLUSION
The SKA Telescope Control System Guidelines strives
to deﬁne generic design and common approaches for LMC
harmonisation across SKA Elements to maximise the beneﬁt
of the TANGO control system framework, as well as what
is available from the wider TANGO community, within the
SKA project. This will become the deﬁnitive guideline
for the control system in all SKA Elements, to coordinate
common monitoring and control functionalities, interfaces
and behaviors.
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MADOCA II DATA COLLECTION FRAMEWORK FOR SPring-8
T. Matsumoto†, Y. Furukawa, Y. Hamada,
Japan Synchrotron Radiation Research Institute, Hyogo, 679-5198, Japan
Abstract

MADOCA II (Message and Database Oriented Architecture II) is the next generation of the MADOCA control
framework and has been implemented in accelerator and
beamline control for the SPring-8 since 2014. In this paper,
we report on the recent evolution in MADOCA II for data
collection, which was missing in the past reports at
ICALEPCS [1, 2]. To improve the management flexibility,
we developed a data collection framework to manage various data collection types in SPring-8 with a unified
method. All of the data collection methods (polling, event
triggered type), data formats (such as point and waveform
data) and platforms (UNIX, Embedded, and Windows including LabVIEW [3]) can be managed within the same
framework. We also developed a signal registration procedure to facilitate the preparation for the data collection. In
MADOCA, we managed all the parameters used in the data
collections with an RDBMS, and requested the equipment
manager to fulfil a Signal Registration Table (SRT) to update the data collection. However, this required an extensive work owing to inconsistencies in the SRT and the iteration of communications with the DB manager for the registration of the SRT into the RDBMS. In MADOCA II, we
facilitated the signal registration procedure with a prior test
of the data collection and a validity check in SRT with a
web-based user interface. We started to implement the
MADOCA II data collection into SPring-8 with 220 hosts
and have confirmed stable operation since April 2016.

INTRODUCTION
MADOCA is a distributed control framework developed
to control the SPring-8 accelerator and beamline. It has
been adopted for this operation since 1997 [4]. Though we
have experienced stable operation with MADOCA for
more than 15 years, we have developed the next generation
of MADOCA, called MADOCA II, which has been implemented to include new functions to cope with current requirements in the controls. MADOCA II has been adopted
into the SPring-8 and SACLA DAQ system since 2014 [5,
6]. The schematic view of messaging control in MADOCA
II is shown in Figure 1. MADOCA II performs text-based
messaging controls with SVOC sentence structure for distributed controls, similar to MADOCA. However, much
of the functionality has been implemented by introducing
ZeroMQ [7] and MessagePack [8] as core messaging architectures. Flexibility in the messaging communication
was improved to handle the capability to attach variable
length data such as image data to the messages, and to add
support for the Windows platform. Fast data logging was
___________________________________________

† matumot@spring8.or.jp

also archived by using NoSQL databases such as Redis [9]
and Cassandra [10].

Figure 1: Schematic view of the software framework for
messaging controls with MADOCA II.
At SPring-8, we operate data logging with about 500
hosts and 30 k signals. On average, about 9 k signals per
second are collected, where intervals of data collections for
signals vary from one second to 10 minutes. For the data
logging, we archive the data for each signal with the signal
name from the O/C in the SVOC command of MADOCA.
For example, the signal name is set to “sr_mag_ps_a/voltage” for the signal data in the voltage of a power supply for
a magnet in a storage ring.
Most of the data collections are operated with Poller/Collector applications [11]. The Poller/Collector periodically
collects point data in several formats such as integers, or
statuses with bit information and floats, which are applied
to the data logging of vacuum pressure, temperature and
voltage in magnet power supplies and so on. However, we
have also encountered other data types in the data collection during the 20 years of operation at SPring-8. In a Linac
accelerator, we encountered event triggered data collections synchronized in time with the injection beams of a
different framework [11]. We also have other types of data
collections such as bunch current measurements and closed
orbit distortion (COD) in electron beams, which deal with
the structure of the data format.
The schematic view of the data collection at SPring-8 is
shown in Figure 2. We still use MADOCA for the data collection. However, data logging is upgraded to MADOCA
II for high flexibility. Therefore, data collected with MADOCA is sent to the streamer in MADOCA II. After passing the data into the streamer, the data is archived into the
NoSQL database through writers. These applications in
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MADOCA II data logging, which has already been reported in the last ICALEPCS [2].
For the Poller/Collector, the poller application is used to
perform periodic data collection and a collector client application is used to manage the operation of the data collection with the messaging commands of MADOCA.
However, other data collections in Linac synchronized data
and COD data are performed separately. Therefore, the
management of these data collections is complicated and
lacks operational flexibility.
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 Data collections were not supported for LabVIEW
[12] and the Windows OS.
 The data collection operated with the group unit only
in the Poller/Collector.
In the following sections, we report on the framework
developed in the MADOCA II data collection to solve
these problems. After that, we describe the implementation
of the data collections in SPring-8.

MADOCA II DATA COLLECTION
FRAMEWORK
In this section, we report on the MADOCA II data collection framework to resolve the problems described in the
previous section. For the management of the data collection operations, we report the issue in the next section.

Figure 2: Data logging system at SPring-8.

Figure 3: Data logging system with MADOCA II.
To solve the problem in these data collections and to have
all systems controlled with MADOCA II, we developed a
new MADOCA II data collection as shown in Figure 3. In
the MADOCA II data collection, various data collection
methods in SPring-8 can be managed with the same framework. Additionally, management of these data collections
can be unified through the messaging commands of MADOCA II and the parameters in the RDBMS.
In the MADOCA II data collection, we also aimed to
solve the elaborate problem of the registration of signal
configurations in the RDBMS. At SPring-8, we managed
all the parameters in the data collection with an RDBMS.
The parameters were signal name, equipment group, data
collection cycle, flag for off and decimation settings for
signals, alarm settings and so on. We setup the Signal Registration Table (SRT) with an excel file to manage these
parameters and asked the equipment manager to update the
information. However, the required time and cost was high
due to the difficulties in managing several parameters in
SRT and the iterative communication process with the DB
manager for the registration, due to inconsistencies in SRT.
We also encountered other issues in the data collection for
MADOCA as shown below.

Signal Registration Procedure
The flow of the signal registration procedure is shown in
Figure 4. The procedure is roughly the same as MADOCA.
To facilitate this procedure, we added a web interface for
the validity check of the SRT as well as to test the data collections in MADOCA II. The web interface for SRT is
shown in Figure 5. We describe each step in the signal registration below.
 Generation of a template for SRT
To retain consistency for parameters in the RDBMS, we
first generate a template for the SRT from the RDBMS.
The equipment manager requests that the target hosts for
updating the data collection, then the web interface of SRT
generates the template for the corresponding hosts. SRT is
composed of several sheets of configurations of signals,
status bit information, alarm settings and so on. The web
interface was built with ruby on rails [13]. Since we used
Python to manage the database access with the RDBMS,
we developed Python scripts for the management of the
RDBMS and these scripts were also utilized inside the web
interface.
 Update of SRT
After the generation of the template, the equipment manager edits SRT using the web interface. The update can be
performed in a similar way as in an excel file. To add new
signals in the data collection, we need to update SRT. To
achieve consistency among new signals in the configuration table (config.tbl), used in the Equipment Manager
(EM), we can input the config.tbl into the web interface
and reflect the new signals in config.tbl to update SRT. After this procedure, the equipment manager updates the contents of SRT, if necessary. Since SRT contains a lot of information, we often find inconsistencies in the values in
SRT. With the web interface, these inconsistencies can be
clearly visualized. Therefore, the equipment manager can
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easily obtain consistency in SRT through corrections made
in the web interface.
 Test of data collection
Even if SRT is prepared to have format consistency, the
data collection itself may not work as expected because
some parameters may be not appropriate for the operation.
To confirm the validity of SRT, we ask the equipment manager to test the data collection in the test system. For the
test, parameters in SRT are not registered in the RDBMS
as during operation. However, we can perform the test by
using a datacol file generated from SRT, which contains a
signal list and related settings for the data collection. We
also setup a NoSQL database for the test. Additionally, we
setup tools for the test to view and browse the data in a web
server similar to the capabilities available during operation.
Therefore, we could easily test the data collection independently with the operation and it was very useful to have
a valid data collection. For example, we could perform a
test data collection in a machine study without updating the
data collection for the operation in production.
 Registration of SRT into the RDBMS
After confirming the contents in SRT with the procedures
above, the equipment manager notifies the DB manager
that the SRT is prepared and ready by using a request button in the web interface. To reduce manual intervention, it
may be possible to perform the signal registration with an
automated procedure. However, the requested SRT may
contain unexpected patterns such as new 10 k signals. To
guarantee the stable operation of SPring-8, a DB manager
checks the consistency in the SRT before the registration,
then registers the SRT into the RDBMS if there are no
problems with the contents.
 Start of the data collection
After the signal registration into the RDBMS, the equipment manager generates a datacol file for the operation
from the RDBMS, then starts the data collection.
Previously, we sometimes required an iterative process
to communicate between the equipment manager and the
DB manager to fix inconsistencies in SRT. With the developed procedure in MADOCA II, we can facilitate the
preparation of valid SRT data thanks to the web interface
for modifying SRT and the test system for the data collection. We can then proceed to the signal registration procedure smoothly, as well as reduce the time and cost of the
signal registration.

Figure 4: Signal registration procedure in MADOCA II
data collection.

Figure 5: Web interface for editing SRT.

MADOCA II Data Collection
The main purpose of the MADOCA II data collection is
to handle various data collections within the same framework to improve management flexibility. To achieve this
goal, we developed the framework to implement the following features.
 Unification of management tables in RDBMS
In MADOCA, management tables in the RDBMS were
different among the periodic type, event triggered type and
the data collections with various data formats. Therefore,
the management of these became complicated. To monitor
the collections of signal data for different data types, users
also require elaborate data analysis. To solve these problems, management tables were unified in MADOCA II to
DATACOL_INF
and
SIG_DATACOL_INF.
DATACOL_INF manages the information for each data
collection, such as data collection type and managed hosts.
SIG_DATACOL_INF manages the information for each
signal, such as flags for off and decimation. Based on these
unified tables, the DB manager can facilitate the management of the data collection. Users also deserve an easy
analysis of the correlations among different types of signal
data with a unified method.
 Support of various data collection methods
The unification of various data collections was also
adopted for the MADOCA II data collection processes.
Figure 6 shows the case handling the data collections of
the periodic type and event triggered type with the same
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process. In an EM base data collector (EMDC), data collection process collects the signal data from devices using
functions prepared for an EM. Then, the data collected are
sent to the streamer and written to a NoSQL logging database. The operation of the data collection can be managed
with the message commands of MADOCA II from a remote Graphical User Interface (GUI). In the data collection
process, threads are created that generate timing signals
which interrupt and trigger the collection of signal data.
The timing of the threads is generated with an internal
timer for the data collection within a periodic cycle. In the
case of an event-triggered data collection, the timing of the
threads is generated with an interrupted function triggered
with the event.
In the case of the data collection with EMDC, the application needs to be written in the C programming language.
In fact, we have found it difficult to implement data collections in other languages. To apply data collections for various program interfaces, we developed data collections
with a messaging based data collector (MSDC) as shown
in Figure 7. In the case of MSDC, the data collection process collects signals data from other EMs through messaging. Since an EM can be flexibly developed with multiple
languages such as Python and LabVIEW for MADOCA II
[14], we can manage the data collections with various types
of applications. MSDC can perform data collection within
a periodical cycle. It is also possible to drive the data collection for MSDC via an external request with the message
commands of MADOCA II. To perform the data collection
with multiple signals requires time if we send messages for
each piece of signal data. To perform fast data collection
for multiple signals, we attached and packed data for multiple signals in a message which is then used for the data
collection.
In the case of manual COD data collection, signal data
was prepared in a GUI and we wanted to reflect the signal
data in the data logging. To cope with such demands, we
developed MSDC as shown in Figure 8. In this case,
MSDC performs data collection by receiving messaging
requests from remote client applications. Here, signal data
is attached to the requested message.
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also managed the settings of the data collection with a
datacol file generated from the RDBMS. With these procedures, we were able to flexibly manage data collections under multiple platforms.

Figure 6: Configuration of the MADOCA II data collection
processes with EMDC. EMDC can serve as an event triggered type (EMDC (Event)) or a periodic type (EMDC
(Poller1, Poller2)). Here, EMDC (Poller1) and EMDC
(Poller2)) have different data collection cycles.

Figure 7: Configuration of MADOCA II data collection
processes with MSDC. MSDC fetches signal data from an
EM with the messaging commands of MADOCA II.

 Various data formats in data collections
To treat data collections in various data formats such as
waveform data in the same framework, we utilized MessagePack to serialize the data and store the serialized data
as is in a NoSQL database. Since MessagePack has a selfdescribed data format, we can treat the data in various formats with a unified method. For each data collection, we
defined the data format used with MessagePack and applied it to the data collection.
 Support of a multi-platform environment
At SPring-8, we have required data collections to be supported on multiple platforms such as Solaris x86, Linux,
ARM/Linux and Windows. In the MADOCA II data collection, the applications do not rely on the database library
directly because the data collected is sent to a messagingbased streamer based on ZeroMQ and MessagePack. We

Figure 8: Configuration of MADOCA II data collection
processes with MSDC. In this case, the client application
prepares signals data and sends a message with signal data
to MSDC.
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IMPLEMENTATION OF MADOCA II
DATA COLLECTION INTO SPring-8
The developed MADOCA II data collection framework
described in the previous section has been partially implemented into the control system for the SPring-8 accelerator
and beamline since April 2016. Currently MADOCA II
data collection is applied for 11 equipment groups, 220
hosts and 277 data collection processes and used for Solaris
x86, Linux, ARM/Linux, and Windows OS computers. For
the signal registration procedure, we introduced test data
collection which proved to be very useful in the preparation
of the data collections. The web interface for editing SRT
is still in the test phase, and an excel file was used instead.

Applications
We implemented MADOCA II data collections for applications with periodic and event triggered types.
Periodic data collection was applied to temperature and
humidity measurements at a storage ring and status at a
beamline PLC with Armadillo, for example. MADOCA II
data collection was also applied to NewSUBARU in the
same campus as SPring-8. Here, we applied data collection
to monitor equipment with LabVIEW on the Windows OS.
To achieve data collection with MADOCA II, we used the
MADOCA II-LabVIEW interface to build an EM and
MSDC shown in Figure 7. To perform 169 signals per second, multiple signal data was attached in one message for
the first data collection.
In the case of data logging of DCCT integrated charge and
DCCT lifetime, we needed to use DCCT current for the
calculation of this data. In order to implement the data logging, we utilized MSDC as shown in Figure 8. Here, client
applications fetch DCCT current data from the NoSQL database and calculated signal data is sent to MSDC via messaging by attaching the signal data.
Examples of the application of the MADOCA II data collection are also reported in other proceedings in this
ICALEPCS [15].

Data Collection Operations Management
The management of operations for MADOCA II data collection is designed to have operational flexibility and easy
to perform troubleshooting.
Figure 9 shows the schematic view of the management of
the MADOCA II data collections. To manage the data collections operated in multiple hosts, we setup a data collection manager (DC manager) in an operator workstation.
The DC manager was built with PyQt [16]. With the DC
manager, we were able to perform administrative operations, such as the start and stop of the data collections in an
equipment group unit, host and application. The DC manager also monitors the statuses of the data collection. These
statuses are flexibly obtained from the message commands
of MADOCA II and the parameters in the RDBMS. The
statuses obtained can be tracked in the DC manager and
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also in the web portal in order to support external monitoring.
Figure 10 shows the DC manager managed by each equipment group. Here, we can watch the operation number of
the data collection, as well as the host and failure counts
for several cases, such as disconnection in the messaging,
and stopped data collections. Since these counts in the failure are categorized for each case, it is useful for immediately understanding the cause of the issue. If counts with a
red cell are displayed, the user can fix the issue by pushing
a button on the right side. If counts with a brown cell are
displayed, the user needs to ask the control experts to directly fix these issues. The detailed operations for each
equipment group can be performed with a subwindow
which appears when pushing a button in the purple cell on
the left side. We can also operate a host and an application,
and an example for the DC manager is shown in Figure 11.
Although the data collection Poller/Collector is still implemented in MADOCA, we updated the Poller/Collector
to manage the operation with the message commands of
MADOCA II and the management was also included in the
DC manager. Thus, most of the data collections at SPring8 could be flexibly managed with the DC manager and consequently, we were able to facilitate the operation and the
troubleshooting of data collections at SPring-8.

Stability
After having started the operation of the MADOCA II data
collection in April 2016, we have not encountered any issues with the operational stability of the data collection application itself. However, major issues occurred a few
times with the data logging in Cassandra. In these situations, Cassandra nodes became unstable when the COD
data was sent to the Cassandra nodes while its load was
high due to the compaction process. The data size of the
COD was 28 KB and collected with 10 Hz. Then, the data
size became 24 GB per day. In the operation of Cassandra,
we assigned a row key for signal data for one day and as a
result, the managed data size exceeded the preferred data
size for a row key of 10 to 20 MB. Therefore, we updated
the row key to one per minute for COD data and reduced
the collecting cycle to 1 Hz. After the fix, we encountered
consistent stable operation in the MADOCA II data logging system.
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achieved the goal by developing various data collection
methods. All of the data collection methods (polling, event
triggered type), various data formats, and multiple platforms can be flexibly managed within the same framework.
We also developed a web interface to facilitate the signal
registration procedure, as well as a test system for the data
collection. Furthermore, the management of the data collections was facilitated by leveraging the DC manager.
With these developments, we obtained flexible management of the data collection and the maintenance costs have
been reduced.
We implemented MADOCA II data collections into
SPring-8 with 220 hosts, which has been operating with
stability since April 2016.
Figure 9: Management of the operation of the MADOCA
II data collection.
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HOW TO DESIGN & IMPLEMENT A MODERN COMMUNICATION
MIDDLEWARE BASED ON ZeroMQ
J. Lauener*, W. Sliwinski†, CERN, Geneva
Abstract
In 2011, CERN's Controls Middleware (CMW) team
started a new project aiming to design and implement a
new generation equipment access framework using modern, open-source products. After reviewing several communication libraries [1], ZeroMQ [2] was chosen as the
transport layer for the new communication framework. The
main design principles were: scalability, flexibility, easy to
use and maintain. Several core ZeroMQ patterns were employed in order to provide reliable, asynchronous communication and dispatching of messages. The new product
was implemented in Java and C++ for client and server
side. It is the core middleware framework to control all
CERN accelerators and the future GSI FAIR [3] complex.
This paper presents the overall framework architecture;
choices and lessons learnt while designing a scalable solution; challenges faced when designing a common API for
two languages (Java and C++) and operational experience
from using the new solution at CERN for 3 years. The lessons learnt and observations made can be applied to any
modern software library responsible for fast, reliable, scalable communication and processing of many concurrent
requests.

INTRODUCTION
A control system needs a performant communication infrastructure offering a reliable exchange of data between
distributed processes. Each process acts either as a client
or as a server, or even both. The communication capability
is provided by a middleware software framework, composed of client & server parts, exposing a public API to the
application layer.

Technology Evolution
For the needs of the CERN accelerator control system, a
middleware framework called RDA (Remote Device Access) [4] was designed and its first version was implemented in 2000. Initially, RDA was built on top of the
CORBA transport layer. However, after using the CORBA
based solution for more than 10 years, a number of outstanding issues were identified: poor scalability and heavy
use of system resources (CPU & memory). In 2011, it was
decided to perform a market survey [1], aiming to find a
modern transport library, replacing completely CORBA
and providing the required scalability and performance
levels. The review process selected ZeroMQ as a transport
*
†

library for the new, major version of RDA, called subsequently RDA3.

Requirements for RDA3
A set of functional & technical requirements was formulated for RDA3. All major functional requirements remained the same as for the previous RDA2. However,
based on the operational experience, certain technical aspects (e.g. asynchronous transport) became obligatory for
the new RDA3.
Here are the most important functional requirements:
 Support for required data types: scalars, strings, data
structures, multi-dimensional arrays of scalars/strings/data structures
 Access to remote resources based on the deviceproperty model
 Provide sync & async Get call (read data)
 Provide sync & async Set call (write data)
 Provide Subscribe call (monitor data changes)
 Guaranteed, ordered execution of requests on the
server-side and ordered reception of results
 Consistent implementation for C++ and Java
Additionally, equally important technical requirements:
 Fully asynchronous communication
 Good scalability, exceeding by far RDA2
 Quality of Service (QoS): timeout management, message queues, thread management policies
 Low usage of memory and system resources
 Portable solution, with minimal external dependencies, which can be easily adopted to any platform
 Intuitive, extendable, safe and easy to use public API.

RDA3 Overview
In the CERN context, RDA3 as the middleware framework, provides transparent access to equipment, following
the device-property model used at CERN (i.e. the means
to access remote resources) [4]. In this model access points
are represented as device-property pairs. A device is an abstraction of the underlying equipment. A property represents an operation that can be performed on the device.
The framework supports two communication paradigms:
 request/reply: client can either read from (Get call) or
write to (Set call) an access point.
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publish/subscribe: client can subscribe (Subscribe
call) to an access point and get a notification from the
server whenever the value changes.
The framework provides client & server parts and it is
available in Java and C++. The integration with needed infrastructure services such as the Directory/Naming service
or the Authorization/Authentication service is done
through dependency injection, allowing it to be easily
adaptable for use outside of CERN [3].

ZeroMQ
ZeroMQ is an open-source networking library originally
developed by iMatix under the LGPLv3 license. Following
the vision of its main author Pieter Hintjens the evolution
and maintenance of ZeroMQ is driven by an active community.
The library provides a compact and simple socket API
similar to BSD sockets. ZeroMQ sockets can be used to
establish in-process, inter-process or inter-host (using TCP
or multicast) communication. It supports various types of
paradigms from simple REQ/REP to PUB/SUB, task distribution and fan-out.
On the wire, it uses the ZMTP protocol (ZeroMQ Message Transfer Protocol) [5]. Smart use of message batching, asynchronous communication and support for zero
copy (hence the ‘Zero’ part in its name) makes it one of the
most efficient libraries for creating distributed applications.
ZeroMQ core is written in C/C++ but it has bindings
and/or native ports for most modern languages and operating systems [6].

Test Driven Development (TDD)
Development of RDA3 was largely test driven. From
day one testable code was written. Not only did TDD result
in robust and maintainable code, but in overall it also contributed to a better internal design through the use of injectable interfaces.
Initially TDD incurred an extra cost for the development.
Writing and maintaining good tests with same code quality
as production code takes time. After 3 years of operation
the gap was largely compensated thanks to reduced support
and ease of maintainability.

ARCHITECTURE
The framework is split into two major parts (see Fig 1):
 The Transport Layer: abstracts and hides the underlying networking library ZeroMQ.
 The Business Layer: implements the device-property
model, connection management, task scheduling, priority management and error recovery.

Transport Layer
The Transport Layer allows bi-directional asynchronous communication between the peers (client or server).
It also manages connections using the heartbeat mechanism.
Dispatcher Thread: At its core the Transport Layer
handles all communication through a single thread called
the Dispatcher Thread (see Fig 2).
High Layer

High layer
Application
Thread(s)
Application
Thread(s)
Thread(s)

Dispatcher
Thread

Callback

poll
recv
send
callback

Network

IO Thread
ZMQ
Socket

Reaper Thread

This thread has 4 responsibilities:
 Poll for incoming messages from the Business Layer
(requests) or from the ZeroMQ network threads (replies);
 Send requests to the ZeroMQ network threads;
 Call back the Business Layer when a reply is received;
 Manage connection by checking and sending heartbeat messages.
The use of a single thread enables a lock-free design
through the use of socket polling. Its main task is deceptively simple: it looks at the message destination and dispatches it to the correct socket. It is critical that the dispatcher thread runs without blocking or slow I/O operations.
Connection management: The Transport Layer performs bi-directional asynchronous heartbeats between the
peers. The implementation is symmetrical between the client and the server. Any message counts as a heartbeat message. If a remote peer doesn’t send any messages during a
given duration (1 second by default), it sends an empty
heartbeat message. If a peer doesn’t receive any messages
during a given duration (10 seconds by default) it considers
itself disconnected from the remote one.
The Transport Layer doesn’t perform reconnection to a
peer. Once it detects a disconnection it cleans up all associated resources and notifies the Business Layer, which
handles all the reconnection logic.
Network request/reply: ZeroMQ has a few useful
socket combinations for achieving request/reply communication:


REQ/REP: This is a pure request/reply; for each request the remote peer must send a reply. This pattern
doesn’t support asynchronous communication and is
rarely used in scalable applications.



DEALER/DEALER: The DEALER socket allows for
asynchronous request/reply. Each peer can send a

RDA3 Business Layer

RDA3 Transport

Figure 1: Overall RDA3 architecture.

Transport
ZMQ
Socket

Figure 2: Dispatcher Thread.

Application

ZeroMQ
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number of request/reply messages it wants. This pattern is mostly used for 1-1 communication.


DEALER/ROUTER [7]: The ROUTER socket works
like a DEALER, but in addition it fans out to many
peers. When a message is sent/received on a
ROUTER socket the first frame contains the client ID
and is used to route the message to the correct peer.
This is the pattern of choice for server to n-client
communication.
Client side

ClientDispatcher

ClientConnection
DEALER

ROUTER
ServerDispatcher
Server side

Figure 3: Client-server ZeroMQ sockets.
RDA3 uses the DEALER/ROUTER pattern. As seen on
Fig 3 the server side creates only one single ROUTER
socket to handle all client communication. On the client
side one DEALER socket is created per server connection.
When a client detects a disconnection it simply closes the
corresponding DEALER socket.
Network publish/subscribe: Initially it was planned to
use the ZeroMQ PUB/SUB pattern to implement the subscription facility of the device-property model. In this design one channel (DEALER/ROUTER) was used for request/reply and a second channel (PUB/SUB) was used
for subscriptions. This is a perfectly correct approach
however it was decided to drop the PUB/SUB channel
and to use the same asynchronous request/reply channel
for all operations. There were several reasons for this decision:






The device-property model has the concept of the
first update. This means when a client subscribes to
an access point, the server must always send an initial
value to the client. This cannot be achieved using
PUB/SUB as it is impossible to address a specific
peer.
When a client tries to establish a subscription, the
server can reject it. This mechanism is used by the
Authorization service. PUB/SUB doesn’t provide any
means to reject a given peer.
There is no scalability/performance gain in using
PUB/SUB sockets unless multicast [8] is used. Multicast is mostly used for video broadcast and is not
applicable to control an equipment.
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To keep the design simple and lightweight we decided
not to use PUB/SUB and handle all communication on the
same DEALER/ROUTER channel.
Communication with the Business Layer: In order to
send a message to the Transport Layer the ZeroMQ’s
PUSH/PULL pattern is used. This pattern allows blocking
unidirectional communication with a high-water mark. In
case of flooding the Business Layer would get blocked until the Dispatcher Thread can process an another message.
This allows to put backpressure on the Business Layer in
case of overload.
Sending back messages to the Business Layer is done
through a programmatic callback. It must be noted that this
callback is executed inside the Dispatcher Thread so it is
critical to have a fast and predictive execution.

Business Layer
The Business Layer implements all high-level logic specific to the equipment access and it integrates with the
Transport Layer, Directory service and Authorization service. It heavily relies on dependency injection, so all services are optional and customizable.
The Business Layer doesn’t make use of ZeroMQ for
several reasons:
 It must be agnostic of the underlying communication
library;
 Tasks (messages in the Business Layer) need to have
references to pooled objects such as access point or
source address. ZeroMQ messages can only contain
byte buffers;
 Simple in-process native queues are faster than
ZeroMQ in-process sockets.
Group Task Scheduler: Task management is performed by the so-called Group Task Scheduler, an in-house
generic task scheduler that supports overflow based on an
arbitrary grouping criterion (see Fig 4).
Task3
Task2

Task2

Task1

Task1

Task1

GroupB

GroupA

GroupC

Thread pool

TaskApplication
Handler(s)
Application
Thread(s)
Thread(s)

Figure 4: Group Task Scheduler.
The criterion for grouping is a string, which allows for a
lot of flexibility. For example, the server groups tasks per
device, where the client groups tasks per server ID or subscription ID. All tasks for a given group are executed in a
FIFO (First-In First-Out) order, which insures task order
is respected for a given group.
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Serialization: At the time when RDA3 was implemented, ZeroMQ didn’t provide any serialization scheme,
leaving this up to the users to choose one. Therefore, several third-party solutions were evaluated for message serialization:
 Google Protocol Buffers [9]: interface-based (proto3);
uses code generation.
 CORBA serialization [10]: interface-based (IDL);
uses code generation, part of the CORBA stack.
 MessagePack [11]: dynamic (no IDL); comes with
many dependencies; slow for double arrays.
 Apache Avro [12]: dynamic (no IDL); has a separate
schema; comes with many dependencies.
RDA3 exposes narrow public API, with small number of
operations, therefore an interface-based serialization requiring an additional code generation seems to be an unnecessary complication. Also, most serialization libraries
come with additional dependencies, which could be potentially problematic to port to a new platform. For those reasons, a custom library for data serialization was developed
in-house. It supports binary, string and CSV serialization.
It’s a simple, lightweight and fast library with no dependencies. The library is composed of serializers and a generic
data container used by the application tier.
In order to evaluate the performance of the custom
CMW serializer a benchmark was setup using a data object
with arrays (int, double, string) of 40 elements each. Next,
an average serialization/deserialization execution time was
computed (see Fig 5).
Serializer
Time (ms)
Size (bytes)
CMW
422
1071
MsgPack
1342
932
CORBA
1108
1152
Figure 5: Serialization benchmark (100’000 cycles).
Header and body: When a message is received from
the Transport Layer it needs to be deserialized in order to
add it to the correct group in the task scheduler. As mentioned in the Transport Layer subsection, this is done inside
the Dispatcher Thread callback and it must take a predictable amount of time in order to let the Dispatcher run
smoothly. As the user payload of a message cannot be determined in advance, the content of the message is split into
two parts:
 The Header: contains the type of task and address information (either a remote host or a device/property);
 The Body: contains the payload of the message.
As soon as a message is received its header is deserialized in order to determine its group and the whole message
is sent to the task scheduler. The body is lazily deserialized
only once the payload is needed. This approach ensures the
code executed in the Dispatcher Thread runs at a constant
time. Moreover, lazy deserialization of the body helps to
reduce the negative impact on the CPU in case of an overflow. Indeed, in case of an overflow the task scheduler
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drops messages, so the body doesn’t need to be deserialized at all.

DESIGNING FOR JAVA AND C++
Java and C++ are both object-oriented programming languages reminiscent of the C family. During the development of RDA3 an effort was made to keep a simple and
symmetrical API and implementation whenever possible
(see Fig 6). This helped to reduce the design effort and to
reduce the cost of support as fixing a bug on two similar
code bases is much faster.
Java
ClientService client =
Rda3Factory.createClientService();
AccessPoint accessPoint =
client.getAccessPoint("dev", "prop");
AcquiredData acqData = accessPoint.get();
Data data = acqData.getData();
System.out.println(data);

C++
std::auto_ptr<ClientService> client =
Rda3Factory::createClientService();
AccessPoint& accessPoint =
client->getAccessPoint("dev", "prop");
std::auto_ptr<AcquiredData> acqData =
accessPoint.get();
const Data& data = acqData->getData();
std::cout<<data.toString()<<std::endl;

Figure 6: Example use of Java and C++ client API.
Each language has its perks which inevitably influence
the symmetrical implementation. The main caveat is the
richness of the C++ vocabulary to define ownership and
immutability against the lack of support in Java.

Memory Management
Java has a garbage collector that handles all the allocations/deallocations, where C++ gives full control of the
memory management through rich pointer semantics.
RDA3 C++ API never exposes raw pointers, instead it
heavily relies on ‘std::auto_ptr’ and ‘std::shared_ptr’.

Immutability
C++ has the ‘const’ keyword. Java has no equivalent besides the weaker ‘final’ keyword. Java’s ‘final’ can only
make a reference immutable, where in C++ ‘const’ can be
used to express immutable reference and object. Immutability is critical for writing safe, concurrent applications.
In order to keep the API simple and symmetrical it was
decided to not use wrappers and builders to achieve immutability in Java. The information found in the API documentation is used as a contract with the end-user to define
when an object can be muted or not. Most of the time after
an object is passed to the library the user is not allowed to
modify it afterwards.
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Unsigned Types

Client Side

Java has no unsigned types. To keep interoperability between Java and C++ the data container doesn’t support unsigned types.

On the client side, a CERN-specific RDA3 client was
developed that can communicate with both middlewares.
To achieve this the RDA2 client was wrapped behind the
RDA3 interface. The smart client then, depending on the
type of the server, chooses the correct implementation.

Utilities
Java is known for its full-fledged SDK. The C++ implementation uses the Boost [13] library. Boost is never exposed to the end-user. Common utilities are wrapped inside
a small library that is also available to the end user for basic
operations such as string manipulation and time measurement.

RUNTIME DIAGNOSTICS
In order to administer remotely RDA3 servers, an administrative interface is provided. Through this interface it
is possible to collect useful runtime information such as
counters, subscription information and client information.
The interface can also be used to send commands to the
server. The framework comes with a default set of commands and a plugin-in architecture makes it easy to extend
the admin interface capabilities. For example, at CERN,
commands to perform operations on the authorization extension (RBAC [14]) were added. Access to the admin interface can be done either via a programmatic API or using
a dedicated graphical user interface called CMW-Admin.
In the initial design, it was planned to create a separate
pair of DEALER/ROUTER sockets to carry all administrative messages. But considering that the Grouped Task
Scheduler can be used to separate administrative messages
from normal ones it was decided to use a single channel for
all types of messages.

MIGRATING FROM CORBA TO ZeroMQ
The previous major RDA version, namely RDA2, which
is based on CORBA is still operational within the CERN
infrastructure.
RDA2 client

On the server side, it was decided not to include the
RDA2 server together with the RDA3 server. The reason
behind this decision is that in our infrastructure it is quite
difficult to upgrade massively servers. To still allow old
RDA2 clients to communicate with new RDA3 servers, a
RDA2-to-RDA3 gateway called Proxy [15] was introduced. Each Proxy is manually configured to handle a
given set of RDA3 servers. Configuration is not automatic
in order to prevent proliferation of old RDA2 clients.

CONCLUSION
After using RDA3 in operation for more than 3 years, to
control all CERN accelerators, we can definitely confirm
that choosing ZeroMQ as a networking library was the
right decision. On many occasions, it was clearly visible
that RDA3 based on ZeroMQ scales much better and can
smoothly handle high data loads and even bursts of requests, which was not the case for RDA2 based on
CORBA. This is possible thanks to fully asynchronous
ZeroMQ transport and event-driven architecture of RDA3.
In the future, it is planned to investigate several ZeroMQ
features: socket monitor for quick connection clean-up;
heart-beat mechanism for connection management; multicast messaging.
RDA3 was designed to use only a few dependencies and
to comply with modern API design principles. It is also intention of the CERN CMW team to open-source the RDA3
framework in the future.
For questions please email to: cmw-info@cern.ch

RDA3 CERN client

RDA2‐>RDA3 Proxy

ZeroMQ

ZeroMQ

CORBA

CORBA

CORBA

RDA2

Server Side

RDA2

CORBA

ZeroMQ

RDA2 server

RDA3 server
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During RDA3 deployment phase it was critical to find a
solution to let the two non-compatible middlewares coexist
during the migration period, which would span over several years (see Fig 7).
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APPENDIX: ONE PAGE RDA3 CLIENTSERVER APPLICATION
A C++ server that supports get/set and subscribe.
#include <iostream>
#include <cmw-rda3/server/service/ServerBuilder.h>
#include <cmw-data/DataFactory.h>
#include <cmw-util/TimeUtils.h>
#include <cmw-util/StringUtils.h>
using
using
using
using

namespace
namespace
namespace
namespace

cmw::util;
cmw::data;
cmw::rda3::server;
cmw::rda3::common;
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A Java client that performs get/set and subscribe.
import
import
import
import
import
import
import
import

public class ClientDemo {
public static void main(String[] args) throws Exception {
ClientService client=Rda3Factory.createClientService();
AccessPoint accessPoint=
client.getAccessPoint("device", "property");

class : public RequestReplyCallback
{
public:
void get(std::auto_ptr<GetRequest> request)
{
std::auto_ptr<Data> data=DataFactory::createData();
data->append("hello", "client");
request->requestCompleted(AcquiredData(data));
}
void set(std::auto_ptr<SetRequest> request)
{
std::cout<<"set:"<<request->getData().toString();
std::cout<<std::endl;
request->requestCompleted();
}
} rrCallback;

cern.cmw.data.Data;
cern.cmw.data.DataFactory;
cern.cmw.rda3.client.core.AccessPoint;
cern.cmw.rda3.client.service.ClientService;
cern.cmw.rda3.client.subscription.Notification;
cern.cmw.rda3.client.subscription.SubscriptionQueue;
cern.cmw.rda3.common.Rda3Factory;
cern.cmw.rda3.common.data.AcquiredData;

AcquiredData getResult = accessPoint.get();
System.out.println("Get: "+getResult);
Data data = DataFactory.createData();
data.append("hello", "server");
accessPoint.set(data);

}

SubscriptionQueue subscription=accessPoint.subscribe();
while (true) {
Notification notification=subscription.poll();
System.out.println("Notification: "+notification);
}

}

class : public SubscriptionCallback
{
public:
void subscribe(SubscriptionRequest& request)
{
SubscriptionCreator& creator=request.accept();
creator.startPublishing();
}
void unsubscribe(const Request& request)
{
}
void subscriptionSourceAdded(
const SubscriptionSourceSharedPtr& subscription)
{
}
void subscriptionSourceRemoved(
const SubscriptionSourceSharedPtr& subscription)
{
}
} subCallback;
int main(int argc, const char* argv[])
{
std::auto_ptr<ServerBuilder> builder=
ServerBuilder::newInstance();
builder->setServerName("Rda3DemoServer");
builder->setRequestReplyCallback(rrCallback);
builder->setSubscriptionCallback(subCallback);
std::auto_ptr<Server> server=builder->build();
server->start(false);
while (true)
{
std::list<SubscriptionSourceSharedPtr> subs=
server->getSubscriptionLookup().getSubscriptions();
std::list<SubscriptionSourceSharedPtr>::iterator it;
for (it=subs.begin(); it != subs.end(); ++it)
{
std::auto_ptr<Data> data=DataFactory::createData();
data->append("hello", "client");

}
}

SubscriptionSource & sub = **it;
sub.notify(AcquiredData(data));

TimeUtils::sleep(TimeUtils::Time(1, TimeUtils::sec));

}
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EXPERIENCES WITH LASER SURVEY INSTRUMENT BASED
APPROACH TO NATIONAL IGNITION FACILITY DIAGNOSTIC
ALIGNMENTS

R. Wilson, M. Fedorov, J. Hoffman, W. Howes, M. Lewis, C. Martinez-Nieves, V. Pacheu, N.
Shingleton, Lawrence Livermore National Laboratory, Livermore, CA, USA
Abstract

The National Ignition Facility (NIF) uses powerful lasers
to compress targets for the study of high energy density
physics. Sophisticated diagnostics are placed close to the
targets to record the results of each shot. The placement of
these diagnostics relative to the target is critical to the mission, with alignment tolerances on the order of 500 microns. The integration of commercial laser tracker instruments into the NIF control system has improved diagnostic
alignment in many ways. The Advanced Tracking Laser
Alignment System (ATLAS) project incorporates commercial Faro laser tracker instruments into the diagnostic
factory and the target chamber, providing flexibility and
improved alignment accuracy. The system uses multiple
retroreflectors mounted on each of the diagnostic assemblies. These are measured with the tracker and the location
of the diagnostic hardware is interpreted as a 6 DoF (degrees of freedom) position in the NIF target chamber volume. This enables a closed loop alignment process to align
each diagnostic such that the instrument line of sight intersects the aim point on the target. This paper provides an
overview of how the laser tracker is used in diagnostic
alignment and discusses challenges met by the control system developers to achieve this integration.

OVERVIEW
The National Ignition Facility (NIF) at Lawrence Livermore National Laboratory (LLNL) is the world’s most energetic laser system for experimental research in Inertial
Confinement Fusion (ICF) and high-energy-density (HED)
physics. The NIF laser system consists of 192 laser beams
which are focused inside a 10-meter Target Chamber (TC),
delivering up to 1.8 MJ of ultraviolet light onto the mm to
cm scale target.
The NIF has several Diagnostic Instrument Manipulators (DIMs) mounted to the target chamber, each of which
can be used to place diagnostic instruments inside the target chamber for up-close viewing of the shot-time physics.
Each DIM can extend up to 6 m, allowing the diagnostics
to be positioned as close as 100 mm from the NIF target.
Each DIM supports a variety diagnostics payloads, and
based on the shot schedule, these payloads are frequently
reconfigured. Each shot requires that the DIMs be precisely aligned to the NIF target.

Figure 1: Two NIF Diagnostic Instrument Manipulators.

THE NEED FOR IMPROVED ALIGNMENT TOOLS
Prior to the introduction of the Advanced Tracking Laser
Alignment System (ATLAS) system in NIF, all diagnostic
alignments were performed using custom systems consisting of digital cameras, complex optics and lighting, and human interpretation of images as feedback for the alignment.
Due to the narrow field of view of the optical systems, a
dedicated optical system was required per diagnostic location [1,2]. NIF originally had three DIMs, and in conjunction with the ATLAS project there was a plan to add two
more. The optical alignment system model would have led
to five dedicated systems to maintain, and additional, sequential, manual alignments.
The many camera systems have to be removed for each
high neutron yield NIF shot, and then reinstalled afterwards. Each of these systems also requires a clear view
through the center of the target chamber, which constrained
the sequence for alignment of the NIF experiment. Improving the alignment process flexibility and speed translates into cost savings and more experiments within a given
period [3]. The main goals of the ATLAS project were:
 Have a single device to support alignment of
multiple diagnostics
 Be easy to remove, re-install and recalibrate
 Not require visual interpretation of images for
the alignment process
After an extensive evaluation and feasibility study of
three different technologies and review of multiple laser
tracker make and models, the Faro laser tracker was selected to be basis for this new alignment system.
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THE FARO LASER TRACKER INSTRUMENT
The FARO Vantage and Ion laser trackers are general
purpose, portable coordinate measuring machines used in
many industries including aerospace, shipbuilding, and forensics (Fig. 1) [4]. A tracker can locate individual retroreflectors (Fig. 2) to within 29 µm in 3 dimensions, using two
angle encoders and a highly accurate absolute distance meter. Using several retroreflectors on a rigid part, the 6 degrees-of-freedom (DoF) can be obtained. From a fixed location, a tracker can swivel around and be pointed to reflectors within a large working volume: 360 degrees in azimuth, +77.9, -52.1 degrees in zenith, and up to 60 m distant [5].

Figure 2: Sample retroreflectors (approximately 15-50 mm
diameter).

NIF APPLICATION OF THE LASER
TRACKER
The NIF ATLAS software operates three trackers to support diagnostic alignment: two located in the diagnostic
factory and one located at a port on the NIF target chamber.

Diagnostic Factory Tracker Usage

Figure 1: FARO Vantage Laser Tracker (416 mm tall).
The NIF control system uses the laser tracker’s Application Programming Interface (API) over ethernet communications. Core elements of the API are the three methods:
Point (X, Y, Z mm), Spiral Search, and Measure Reflector
(returning X, Y and Z mm).

The factory trackers are used to characterize the relationship between an instrument line of sight and the retroreflectors that are mounted to the outside of the instrument
(Fig. 3). The assembly being characterized must be very
rigid, so that these relationships will be maintained after
transport and installation into the DIM and insertion into
the NIF target chamber. This characterization of the instrument may be done days ahead of the shot when it is fielded.
To relate the diagnostic line-of-sight to the ATLAS
retroreflectors, an alignment telescope is used to optically
identify the imaging feature, such as a pinhole array. The
telescope on the measurement station has multiple retroreflectors attached that have been characterized relative to
the optical axis of the telescope. The laser tracker is used
to measure the retros on the telescope and on the diagnostic. A technician identifies the diagnostic imaging feature
in the telescope view. This procedure is repeated for as
many instruments will be used for a given NIF shot.
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Figure 3: Diagnostic Snout with 12 ATLAS reflectors (orange boxes) and superimposed line of sight (red arrow). This
diagnostic snout is approximately 1.2m in length. Four of the gold-coated retroreflectors are visible in the inset.

Target Chamber Tracker Usage
Once the instruments have been installed on the DIMs
and inserted into the NIF target chamber (Fig. 4), the NIF
control system uses the 3rd tracker to align those diagnostics. The wide field of view allows the single tracker to be
used to locate the target and then align each of the DIMs in
turn.

Figure 4: Laser Tracker’s wide field of view.
The software first loads the characterization data from
the factory and calculates the instrument line of sight relative to the instrument frame that is represented by the collection of retroreflectors. It then calculates the aim points
for the instrument line of sight based on the shot goals.

ATLAS makes an initial 6 DoF measurement using reflectors on the Target Alignment Sensor (TAS), identifying
the coordinate origin for the alignment of each of the diagnostics.
Then ATLAS follows a simple alignment algorithm for
each diagnostic in turn:
Alignment Procedure
1. Measure the reflectors on the instrument
2. Compute the actual line of sight in 6 DoF (3D position and 3D orientation).
3. Compute the projected aim point (from line of
sight and distance from target)
4. Compare with the desired alignment goal (often
the center of the target).
5. If the difference is less than the alignment tolerances, stop.
6. Otherwise provide feedback to adjust the position
using the DIM (commanding X, Y and Z moves).
7. Repeat (usually only takes one or two iterations).
ATLAS Measurement Durations
ATLAS measurement time per shot has a fixed component
and a per diagnostic component. The fixed duration is approximately 1 minute to measure the target location and 2
minutes to measure the vacuum window position. The per
diagnostic duration is 1 minute per iteration, with 2 or 3
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their instruments, and the laser tracker (Fig. 6). The kinematic model was incorporated into the frame tree as well
(the purple frames in Fig 6.).

SPECIAL CHALLENGES INTEGRATING
THE LASER TRACKER
Finding Reflectors
Robust automation of a laser tracker depends upon being
able to predict the coordinate of each reflector on the diagnostic, where the diagnostic hardware differs shot to shot.
To lock the tracker onto an individual reflector, the tracker
is pointed to an estimated location of the given reflector.
The tracker is commanded to spiral until a reflector is
found. The tracker expects a “Point” command, which
needs to be within about 7 mm of the actual reflector location (because of our reflector spacing). Once it’s pointed,
it will do a spiral search to find the reflector, then return the
actual reflector location with full precision.
In the diagnostic factory, design values from the 3D
CAD model of the instrument are used as approximate X,
Y and Z locations for each reflector.

Kinematic Model
In the target chamber, finding reflectors is much more
complex. The diagnostics are mounted on general purpose
Target Area Positioners, which have complex motor controls and geometries of their own. The NIF control system
had to be enhanced to use a kinematic model for these devices (Fig. 5). This allows the system to read the current
position of the individual motors, and use trigonometry to
calculate the approximate location of the diagnostic assembly carried by these positioners. Each motorized portion
of the DIM has an associated 6DoF kinematic frame of reference, which is updated after each motor move.

Figure 6: Portion of ATLAS Frame Tree.
Additionally, payloads on DIMs are changed frequently,
and each payload has a unique physical geometry. Each
time a new payload is installed, data gathered from the Diagnostic Factory is automatically loaded into the Frame
Tree (the orange frames in Fig. 6). Some frames are defined by the alignment script itself, using shot-time data
(the green frames in Fig. 6).
Each node in the frame tree is a 6 DoF transform to its
parent. The ATLAS is implemented using Tait-Bryan x-y’z” intrinsic rotational terms to specify the transforms, in
part for ease of visualization. These can be converted to
4x4 transformation matrices, which when chained together
can give the transformation between arbitrary nodes in the
frame tree.
With this frame tree structure, the control system can
easily ask questions such as “where is the diagnostic ABC
aim point in the target frame of reference?” or “where is
the DIM snout relative to the laser tracker?”

Looking Through a Window

Figure 5: One component of the DIM kinematic model.

Frame Tree
The NIF control system has many frames of reference.
Prior alignment systems were one-to-one with diagnostics
being aligned, which simplified the frame relationships.
Having one instrument (the tracker) to align all the diagnostics reduces frame-to-frame chain lengths, but it means
that one device must be conversant with the frames of reference of all the diagnostics.
To provide a generalized solution, the NIF control system implemented a frame tree, which models all the 6 DoF
relationships between each of the Target Area Positioners,

The laser tracker is installed outside the target chamber,
looking in through a vacuum window (Fig. 7). This is because the tracker can’t operate in a vacuum, and because it
needs to be removed before high neutron yield shots (the
neutrons would damage the tracker’s electronics).
Viewing through a window adds complexity to the operation of the tracker due to refraction of the tracker beams
passing through the window. The vendor software only
supports free-space measurement. Consequently, for the
NIF, a refraction compensation algorithm has been developed to wrap around the measure and point commands sent
to the tracker through the API. Measurements are post
compensated to correct to the actual coordinate and point
estimates are pre-compensated to provide the value in refracted space. The raw effect of refraction with the ATLAS
window is to shift the perceived measurement distance on
the order of 30 mm, and position by an amount that varies
with angle relative to target chamber center. This compensation is a critical element of the ATLAS system since the
required accuracy is to measure each reflector to better than
30 µm.
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doesn’t impact NIF alignments, because there are no reflectors there (the NIF target is there), but work is still being done in the control system to characterize and minimize
this effect.

Maturity of the Tracker API
Figure 7: ATLAS Refraction Effect.
The ATLAS window was designed to have a very high
optical quality to reduce uncertainty on measurements that
could be caused by local variation or imperfections of the
window. The material was selected to reduce index inhomogeneity and inclusions which would affect the beam
quality in a manner that would be difficult to predict. Additionally, the surface polish is required to be very flat and
smooth, which reduces beam deviation from local waviness.
The ATLAS system must be able to correct for refraction
due to the window for reflectors measured at any point
within the ATLAS field of view. As the tracker points to
different locations, the incident angle on the window
changes. To accurately compensate for any point, the algorithm dynamically calculates the effect of refraction.
The vacuum pressure differential on the window causes
it to bow inward and change shape. Variation in pressure
also cause the window to move around on the O-ring that
the window floats against. To account for the bowing, the
window is modelled as a simply supported pressure loaded
disk and the theoretically deformed shape is assumed. The
plane of the window is located prior to alignment activities
by measuring 10 reflectors that are affixed to the outer surface of the window.
In order for the laser tracker to provide reliable measurements through a window, there must be an anti-reflective
(AR) coating for the wavelengths of the tracker, in the case
of ATLAS, the AR coating is designed for 632-660 nm and
1550 nm wavelengths. Without the coating, when measuring at near normal incidence the laser tracker receives a reflection from the glass that results in the distance measurement providing quasi-random results.
Angle from tracker to reflector
Because the tracker is in a fixed location, but the reflectors it is measuring are at many locations in the target
chamber, the laser emitting from the tracker goes through
the window at many different angles. This initial entry angle changes the effect of the refraction and needs to be included in the correction.
Surface angle of incidence
The outside of the window is at air, and the inside is at
vacuum. As a result, the surface of the window has different refractive indices on each side.
Reflection
Despite having an anti-reflective coating on the window,
there is still some reflection present when looking at reflectors very close to the NIF target chamber center at nearnormal incidence to the window. In most scenarios, this

Most other users of the Faro laser trackers control the
tracker via a laptop and a dedicated ethernet connection between the two. The NIF control system, on the other hand,
integrates many hundreds of various types of “smart” devices, all of which live on a network managed by network
switches.
When first starting development on the NIF interface to
the tracker, we quickly found that the tracker API doesn’t
work on a modern network or a subnet. The tracker needs
to be connected to a dedicated ethernet port on a PC, with
its API and client software running on the same PC. The
NIF control system was adapted to interface to the tracker
through this intermediate PC, removing this limitation.

Network Security
The original Ion tracker units purchased came with wireless networking support for the on-board digital camera.
This interface needed to be disabled to comply with NIF
computer security requirements, but no software mechanism was provided to turn it off. Eventually the equipment
needed to be modified to physically remove these components from the tracker.
The newer Vantage model trackers do not have this
shortfall.

INTEGRATION
The ATLAS system is implemented in several software
layers (Fig. 8). At the lowest level, the FARO API communicates with the laser tracker, sending individual reflector commands: point, search and measure, in mm in the
tracker’s frame of reference.
Above that, the ATLAS device layer provides a 6 DoF
interface, with a principle method “Locate Object”. This
layer converts between the 3D positions of individual reflectors, and the 6DoF position of the DIM payloads. This
layer also manages the refraction correction, so the rest of
the software doesn’t have to know about the window effect.
The next layer up is the ATLAS Manager, which contains over 100 reference frame definitions, in a tree structure. Using the frame tree, higher level software can ask
“tell me the position of the payload for DIM X relative to
where the target will be aligned, from the perspective of
the DIM.” This layer also contains the kinematic model.
The kinematic model maintains dynamic frames in the
frame tree, describing the location of the DIMs to the
chamber. Each time a DIM motor moves, several kinematic frames are updated to model the current location of
the DIMs.
On the positioner side, the lowest level of control is the
command of individual motor devices. These allow basic
insert/retract commands.
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Above that are the DIM devices. These know how to
perform multi-motor moves, with configurable cross-coupling. This software manages the motor moves so that motors start and stop at the same time, giving an overall linear
behavior to the moves.
At the highest level for the DIM, the DIM Manager takes
move requests in the DIM frame of reference, and uses the
cross-coupled layer to perform the action.
Tying the ATLAS measurements and DIM movements
together is the ATLAS DIM Alignment Target Area Alignment Tool (TAAT) script [6]. This layer knows about the
alignment sequence, goals and tolerances. It alternates between requesting payload position from the ATLAS manager and commanding payload moves to the DIM Manager.
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updated in the frame tree. Tracking the performance of
these activities is an important operational metric. If there
are any system failures, the history of activity is a critical
diagnostic for technical support.
To present this large data set in an easy-to-understand
format, NIF uses custom Splunk dashboards to extract and
visualize performance data for the ATLAS system [7]. Figure 9 shows a sample from Splunk identifying outliers in
the kinematic model for one of the DIMs.

Figure 9: Example Splunk dashboard panel.

TESTABILITY OF THE INTEGRATED
SYSTEM

Figure 8: ATLAS Software Layers.

AUTOMATION
All prior NIF diagnostic alignment systems involved a
person looking at a camera image of the diagnostic, as part
of the alignment loop. This prevented closed-loop automated alignments.
The ATLAS system still requires a human to do a similar
visual interpretation at discrete steps in the process. The
first has been moved back to the diagnostic factory, days
ahead of the actual shot. This is where the relationship between diagnostic line of sight and reflectors is established.
This allows automated, closed-loop alignment of the diagnostic for shot in the NIF target chamber. The second is
for final verification that the instrument is positioned in a
safe location for the shot. This both saves time and reduces
chances of human error during the alignment.

MONITORING SYSTEM OPERATION
All of the laser tracker operations are automated, and in
the course of a NIF shot there may be hundreds of individual reflector measurements made, and dozens of frames are

One of the great strengths of the ATLAS system is its
testability. This is especially important in this phase of the
NIF program, where shots are occurring 5 days a week, 24
hours a day. The two remaining days are for maintenance
and commissioning, and it’s costly using that time to troubleshoot new software systems.
Optical alignment systems require complex optics and
lighting systems, which were impossible to replicate outside of the NIF target chamber. By contrast, the laser
tracker doesn’t have any lighting requirements, and sees all
reflectors equally well.
This has allowed the use of an offline simulator to test
all layers of the alignment software. The simulator has a
laser tracker, a window (air on both sides), and small-scale
Target Area Positioners. Full alignment sequences can be
performed there prior to software delivery to the NIF system itself.
This simulator supports both new feature testing as well
as regression testing – making sure other changes to the
control system do not impact the laser tracker behaviour.

MANAGING THE ERROR BUDGET
Any alignment system has to meet the alignment tolerances in order for the diagnostic to capture data of the subject event. Many of the diagnostics at NIF have a requirement to be aligned within 500 µm in X and Y (pointing)
and 2 mm in Z (distance) to the aim point on the target. In
order to meet that overall requirement, error analysis was
performed, identifying error contributions for each portion
of the system, starting at the diagnostic factory and ending
with the ATLAS alignment in the target chamber (Fig. 10).
This analysis varies by instrument, measurement, distance
from target, retroreflector spacing and many other variables. This in turn guides the diagnostic designers in the
design for retroreflector placement on the instruments.
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[3] G. Brunton, et al., “Status of the National Ignition Facility
(NIF) Integrated Control and Information Systems”
(MOAPL03), 16th International Conference on Accelerator
and Large Experimental Physics Control Systems
(ICALEPCS2017), Barcelona, Spain, October 2017.
[4] Faro, http://www.faro.com/metrology-3d-documentation- solutions- from- faro/3d- measurement- solutions-for-every-industry/

[5] HTS,

http://www.hts-3d.com/techSheets/FARO-Vantage- Laser- Tracker.pdf

Figure 10: Sample ATLAS Error Budget.

RESULTING PERFORMANCE
ATLAS has exceeded its goals for alignment performance and is improving shot-to-shot durations. Images
captured by NIF diagnostics that were aligned with the ATLAS system, show pointing accuracy of 120 µm RMS relative to the NIF target. This meets the 500 µm requirement
for these diagnostics with plenty of margin. One specialty
diagnostic which requires even tighter alignment tolerances is also being successfully aligned with ATLAS. Ongoing optimization in the alignment sequence continues to
reduce alignment durations while retaining the same accuracy.

[6] M. Fedorov, et al.,“ New Visual Alignment Sequencer Tool
Improves Efficiency of Shot Operations at the National Ignition Facility (NIF)”, (TUMPA01), 16th International Conference on Accelerator and Large Experimental Physics Control
Systems (ICALEPCS2017), Barcelona, Spain, October 2017.
[7] B. Fishler, et al., “Leveraging Splunk for Control System
Monitoring and Management” (TUCPA02), 16th International Conference on Accelerator and Large Experimental
Physics Control Systems (ICALEPCS2017), Barcelona,
Spain, October 2017.

CONCLUSION
The addition of the laser trackers to the NIF diagnostic
alignment systems has been a great success. The system
has provided better alignment accuracy than prior systems
for standard x-ray imaging, and allows automate feedback
for diagnostic alignment. The single laser tracker at the
target chamber can be used to align multiple diagnostics
fielded a shot (instead of one per alignment system). The
laser tracker is easy to remove and reinstall, preventing
damage when high yield shots occur. As additional DIMs
come online, this same laser tracker will be able to support
the alignment with no additional hardware being required.
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PROFINET COMMUNICATION CARD FOR THE CERN CRYOGENICS
CRATE ELECTRONICS INSTRUMENTATION
R.K. Mastyna, J. Casas-Cubillos, E. Blanco Vinuela, N. Trikoupis, CERN, Geneva, Switzerland
M. Felser, Bern University of Applied Sciences, BFH, Switzerland
Abstract
The ITER-CERN collaboration agreement initiated the
development of a PROFINET® communication interface,
which may replace the WorldFIP interface in non-radiation
areas. The main advantage of PROFINET®
is a simplified integration within the CERN controls infrastructure that is based on industrial Programmable Logic
Controllers (PLCs).
CERN prepared the requirements and subcontracted the
design of a communication card prototype to the Bern University of Applied Sciences (BFH). The designed
PROFINET® card prototype uses the netX Integrated Circuit (IC)© for PROFINET® communication and a FPGA
to collect the electrical signals from the back-panel (electrical signals interface for instrumentation conditioning
cards).
CERN is implementing new functionalities involving
programming, automation engineering and electronics circuit design. The communication between the card and
higher layers of control is based on the Open Platform
Communications Unified Architecture (OPC UA™) protocol. The configuration files supporting new types of instrumentation cards, which are being developed
and are compatible with the SIEMENS© SIMATIC automation environment. Some minor changes to
PROFINET® PCB electronics card will be performed before launching a small series production.
It is worth to mention that all required data calculations
(for example interpolation, calibration) and protocol handling (PROFINET®, OPC UA™) are performed using a
multithreading application, which runs on a single netX50
chip. It allows to simplify the architecture of the control
system, because there is no need for additional computing
nodes in the network to execute all required calculations of
the process.

In order to simplicity the architecture the whole functionality of the FEC was moved to the crate which is now
smart device able to calculate, transform the raw input data
and communicate directly with the PLC (see the Figure 2).
Due to the fact that the WorldFIP protocol is not recommended for new installations the Ethernet based
PROFINET® protocol is used. The communication between CIET SCADA and CRATE runs through OPC
UA™, as this protocol is going to be available
in the netX51 chip. OPC UA™ also allows direct connection between the CRATE and cloud data analysis module.

Figure 1: Current architecture overview.

INTRODUCTION
System Overview
The control system in radiation areas is shown in Figure
1. It is based on the CRATE (equivalent to a remote IO),
PLC, Front End Computer (FEC), Cryogenics Instrumentation Expert Tool Supervisory Control and Data Acquisition (CIET SCADA) and Cryogenics Supervisory Control
and Data Acquisition (CRYO SCADA). CIET SCADA and
CYRO SCADA are connected to the DB Log (database for
data logging – long term archiving and cloud data analysis). CRYO SCADA is also connected to DB Sensor (database for sensor and heater cards parameters) [1], [2], [3].
This architecture is also used in non-radiation areas.

Figure 2: New architecture overview.
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CRATE Overview
The CRATE was initially developed as a radiation tolerant remote IO to be deployed in the Large Hadron Collider
(LHC) tunnel at CERN. Presently more than 800 crates are
operational within the LHC cryogenic control infrastructure and they provide temperature measurements with state
of the art accuracy in spite of the hostile radiation environment
[4].
It
consists
of
sensor
cards
(for collecting raw data), heater cards (for controlling electrical heaters) and communication cards to communicate
with the rest of the system [5]. It supports up to 16 sensor
cards, 4 heater cards in total and each sensor card is divided
into 2 sensor channels. The crate is also equipped with 2
communication cards which are the main subject of this paper (see the crate diagram in the Figure 3).
The project is focused on the communication card,
which is responsible for collecting and performing required
calculations on measurements from the sensor cards and
sending the control commands to the heater cards. The only
communication interface is 100 Mbit/s Ethernet based with
support of the TCP/IP and UDP/IP Socket connections. The
real-time PROFINET is used for the cyclic data exchange
with the industrial PLC. The configuration and parameter
data as well as the diagnostic information is controlled by
the CIET through the flexible OPC UA™ protocol. A local
Webserver offers some possibilities to test and commission
the CRATE without an active PLC or CIET.
In order manage these tasks (especially performing calculations and simultaneous communication with several
industrial protocols) the cards are equipped with a FPGA
and netX50 chips.

LOM

C++

IT C
VHDL (FPGA)

CRATE

Automation

Electronics

Figure 4: Domains of the development.

NETX50 BASED SOFTWARE OF COMMUNICATION CARD
The first version of the netX50 software was developed
by Bern University of Applied Sciences. It is designed as a
multithreading application and consists of several tasks:
 MAIN TASK – manage cooperation between other
tasks
 SPI TASK – communication with the sensor and
heater cards using the Serial Peripheral Interface (SPI)
with the FPGA.
 PROFINET TASK – communication with the PLC
using the PROFINET® protocol
 WEB SERVER TASK – web interface for the crate
 SOCKET TASK – communication with CIET using
OPC UA protocol
 IO TASK – handling card’s general-purpose input/output (GPIO) – LEDs and switches
The diagram of the tasks is shown in the Figure 5.

WEBSERVER

Shared
memory

SPI
(BACKPLANE)

MAIN

Figure 3: Overview of crate.
SOCKET

IMPLEMENTATION
The implementation of the logic which is responsible for
data handling includes IT, electronics and automation development, because all these domains are required to correctly provide the CRATE device and incorporate it into
the existing system. Figure 4 shows the most important
technologies and tools used for the implementation of the
project.

FPGA

IO
PROFINET

Figure 5: Application threads diagram.
The software required major data handling changes, because it assumed to be identical the sizes of the data that
come from all sensor cards (see Figure 6), in practice the
data size depend on the type of type of card inserted. Elastic sizes are therefore implemented with the help of the unions and structures (see Figure 7 and Figure 8). Because of
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the fact that the netX program is written in C it is not possible to use the inheritance in a straight way. The change of
the data structures is important and significant as it caused
many updates in the data handling, which is present in all
the tasks. This deep modification took much time and required design changes but it makes the code elastic enough
for easily adding a new sensor card with totally different
number of parameters, because each sensor/heater channel
and sensor/heater card type is now handled independently.
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mens©) needs to know what are the possible cards available for the CRATE and what is the amount of data provided
by each type of card.
The General Station Description (GSD) file has to be
written in the XML format to perform the task. This allows
the future users to easily use (“drag and drop” or text file
edition – see Figure 9) modules structure and create a custom configuration (see the Figure 10).

Figure 9: Structure of created crate library.

Figure 6: Previous (obsolete) sensor cards handling (using
offsets).

Figure 10: Siemens© Step 7 programming environment
and CRATE configuration.

Figure 7: Sensor card structure description.

The general structure GSDML file proposed by the BFH
was not exactly mapping the physical configuration, was
not flexible and allowed to handle only one type of card
(see Figure 11). It was changed by dividing each module
into 2 submodules and by replacing the default, Virtual
Submodules (“inline” submodule) with the classic submodules, which are not fixed (Figure 12). The submodules
can now be chosen (by “drag and drop” or text file edition
in SIMANTIC© software) according to the current physical configuration.

Figure 11: Obsolete sensor channel GSMDL file division.

Figure 12: New sensor card GDSML file division.
Figure 8: New sensor cards and sensor channels handling
(structures and unions).

PROFINET® CONFIGURATION
The main task of PROFINET® is to allow to the PLC to
receive the input data form the CRATE and send the required output data to the CRATE. For this the Engineering
tool of the controller (in our case the S7-400 PLC from Sie-

OPC UA™ COMMUNICATION
In order to communicate between the netX chip and the
CIET SCADA, two protocols were considered the MQ Telemetry Transport or Message Queue Telemetry Transport
(MQTT) and the OPC UA™ [6], [7]. Finally, the OPC
UA™ was chosen because it is easier to be incorporated
into our current architecture and is a CERN supported protocol. Initially, the idea was to exchange the data directly
between CRATE and CIET SCADA (this solution is shown
in Figure 13), but because of the fact that LOM (Linkable
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object Model) OPC UA™ protocol stack for netX© is not
available yet, the data is sent through the socket to the
QUASAR server [8] which is setup on Centos 7 using
CERN OpenStack (see Figure 14). The OpenStack Cloud
is very convenient because it is easy accessible and available all the time without interruptions. The GNU screen program is used to keep the program running when the user
logs out. In order to handle socket connection, a new module was created in the Quasar framework. The C++ Boost
library was incorporated into the development and Socket
and shared pointer were utilized.
The OPC UA™ communication works in both directions
- - data is sent form the crate and commands and calibration
curves are sent from CIET SCADA.
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The direct OPC UA™ communication (without the help
of the Quasar) is going to be used as soon as the LOM OPC
UA™ stack is available, but it is important to mention that
the whole model of data stays the same from the CIET
SCADA point of view – only the lower layer which is entirely in implemented in netX will be changed.

INDUSTRIAL INTERNET OF THINGS
AND CLOUD BASED SYSTEMS
Currently cloud data analysis is performed with the
help of DB Log as shown in Figure 1 and in more detailed
way in Figure 15. The Logstash runs queries on DB Log
database every morning, then the data is stored in the Elasticsearch cluster [9]. The data, which is collected, consists
of:
• The number of value changes per day, for each device
• The number of alarms per day, for each device
• The number of equipment disconnections
• The equipment disconnection durations
Finally, the data is analysed with the help of the Kibana
software (Figure 16).

Figure 15: Current cloud data analysis.

Figure 13: OPC UA™ direct communication using the
LOM OPC UA protocol stack.

Figure 16: Kibana analysis.
The OPC UA™ communication gives new opportunity. CRATE gains ability to communicate directly with
the cloud data analysis system as shown in Figure 2 and
Figure 17. The data can be sent to the Logstash through
OPC UA™ channel and then can analysed as before.

Figure 17: Possible future direct cloud data analysis.
Figure 14: OPC UA™ communication using the socket.
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ELECTRONICS UPDATES
The first communication card prototype can be seen in
Figure 18 and it is composed of two cards connected together (named left and right).
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on the CERN Cloud it is available without interruptions 24
hours per day. OPC UA communication will allow CRATE
to connect directly to the cloud analysis system (Logstash,
Elasticsearch and Kibana). The deployment of a full functioning crate with PROFINET® communication within a
real cryogenic infrastructure is planned by the end of the
year 2017.
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Figure 18: Communication card prototype (top/side view).
It required some minor changes to consolidate the electrical layout and avoid the use of flying wires and components:
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Figure 19: Left communication card modifications.

Pull-up reststors

Figure 20: Right communication card modifications.

CONCLUSION
The new communication card allows to replace the
WorldFIP fieldbus with PROFINET® that simplifies considerably the architecture of the system in non-radiation areas. All the software updates work correctly and makes the
code more flexible and easy to maintain. The GDSML
structure modification allows to add new modules in a
more flexible way and is also closer to the sensor cards
physical configuration. The netX software and GSDML
files are more flexible and open for new sensor and heater
cards. The task to create OPC UA™ communication between CRATE and CIET SCADA using socket QUASAR
was completed. This solution was successfully tested and
works correctly. The data is handled in both directions and
because of the fact that the QUASAR OPC UA server is set
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OF PLC-CONTROLLED MOBILE VACUUM DEVICES
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T. Fernandes, Polytechnic of Leiria, Leiria, Portugal
Abstract
All particle accelerators and most experiments at CERN
require high (HV) or ultra-high (UHV) vacuum levels.
Contributing to vacuum production are two types of mobile
devices: Turbo-Molecular Pumping Groups and Bakeout
Racks. During accelerator stops, these PLC-controlled devices are temporarily installed in the tunnels and integrated
in the Vacuum SCADA, through wired Profibus-DP. This
method, though functional, poses certain issues which a
wireless solution would greatly mitigate. The CERN private LTE/3G network is available in the accelerators
through a leaky-feeder antenna cable which spans the
whole length of the tunnels. This paper describes the conception and implementation of an LTE/3G-based modular
communication system for PLC-controlled vacuum mobile
devices. It details the hardware and software architecture
of the system and lays the foundation of a solution that can
be easily adapted to systems other than vacuum.

INTRODUCTION
The extensive network of particle accelerators and experiments at CERN, the European Centre for Nuclear Research [1], features the largest operational vacuum system
in the world [2]. These accelerators, represented in Figure
1, have extremely strict pressure requirements.
In order to minimize the interaction between the particle
beam and any residual air molecules, pressure in the beam
pipes must be kept below 10
mbar (UHV). The superconductive magnets and RF cavities in the LHC, together
with the helium distribution lines, require vacuum for thermal insulation of the associated cryogenic system. This is
typically maintained between 10 and 10 mbar (HV).
Such low-pressure levels are created and maintained using
a wide array of methods and technologies.

Figure 1: The CERN Accelerator Complex.

These include turbo-molecular pumping, baking of the
vacuum vessels, and techniques such as NEG, ionic, cryogenic and sublimation pumping [3] [4]. Most of the equipment required to create and maintain HV and UHV is permanently fixed in place.
Several hundred pumping groups are installed throughout all accelerators in the complex, for both beam and insulation vacuum purposes. The same can be said for NEG,
ionic, cryogenic and sublimation pumps, which can be
found by the hundreds in most of the accelerators. In several sections, the inside of the beam pipes is actually coated
with a NEG, which essentially acts as a pump by adsorbing
molecules. In others, the pipes are cryogenically cooled in
order to condense certain gases on their walls, further reducing pressure.
Though most of this is achieved with fixed equipment,
two types of mobile devices contribute to the creation and
management of vacuum: Turbo-Molecular Pumping
Groups (VPGMs) and Bakeout Racks. VPGMs (Figure 2)
are trolley-mounted pumping groups, containing one primary rotary-vane pump and one turbo-molecular pump,
along with all required valves and some additional equipment. These PLC-controlled groups are temporarily installed at necessary locations, to either perform the initial
pump down from atmospheric pressure (the LHC, for example, has no fixed pumping groups on the beam pipe) or
to complement the other pumping methods.

Figure 2: Turbo-Molecular Pumping Group.
Bakeout Racks (Figure 3) also play a major role in reaching low pressures. Prior to accelerator operation, the beam
pipes and several elements of the vacuum system are
baked, by being heated to temperatures in excess of 200ºC
for over 24 hours. Baking these vacuum vessels evaporates
molecules that may have condensed on their inner walls
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and also activates the NEG coatings, where existing. This
process is fully managed by the Bakeout Racks, which are
also PLC controlled.

Figure 4: The Large Hadron Collider structure.
Figure 3: Bakeout Rack.
The control and monitoring of such a massive system is
not a trivial matter. The Vacuum Control System is a PLCbased distributed industrial control system which makes
extensive use of Siemens technologies [5]. If we take into
account the whole accelerator complex, over 200 S7-400
and S7-300 PLCs are permanently installed. In mobile devices we find S7-200 and S7-300 CPUs, totalling around
400 mobile PLCs. The S7-1500 and S7-1200 models have
started to be deployed in both fixed and mobile situations.
The SCADA applications for the three main accelerator
complexes, along with several smaller applications, are implemented with Siemens WinCC-OA, heavily customized
for our purposes.
Mobile devices, once installed and connected to the control system, must be temporarily integrated in the Vacuum
SCADA for remote control and monitoring. Currently this
is achieved through Profibus-DP, using network cables that
are permanently installed in place (this method is described
in detail in the next section). The goal of the project – and
subject of this paper – is the development of an alternative,
wireless method to integrate these mobile devices in the
vacuum control system.

There are typically two Master PLCs per cavern and one
per alcove. From each alcove, as there is a single PLC,
there is one Profibus cable segment to the left and one to
the right. In the case of the caverns, one PLC manages the
equipment installed to the left side and the other to the
right. A Profibus cable is sent from each PLC to the respective side of the tunnel. Full coverage of all necessary areas
of the LHC tunnel is achieved with around 30 PLCs managing an equal number of Profibus-DP networks.
Each network segment in the tunnel is around 600m.
Mobile devices can be connected in two ways, depending
on the location. In some areas the Profibus cable has a large
number of pre-installed connectors where the devices can
be directly plugged in. In others the network is periodically
interrupted by link boxes with input and output connectors,
so that complete network loops with several devices might
be installed. If nothing is connected, the box must be
shunted in order not to break continuity (Figure 5).

PROFIBUS-DP MOBILE INTEGRATION
At this time the integration of mobile devices in the
SCADA using Profibus networks exists only on the LHC,
LINAC4, and a couple of the newer installations. Let us for
now consider the case of the LHC, as the implementation
in the remaining machines is essentially a downscaled version of the same thing.

General LHC Layout
The LHC is housed in a 27 Km long underground circular tunnel. Along its length are 8 roughly equidistant “caverns” (P1 to P8 in Figure 4), where most control equipment
is installed. In between these 8 main caverns we also have
some 20 smaller “alcoves” with additional equipment.
In each of these points we have Siemens S7-400 PLCs
which, among other roles, act as Master controllers for the
mobile Profibus system.

Figure 5: Profibus link box.
During technical stops, vacuum operators install the mobile devices at required locations and specify their position
using the touch screen. Bakeout Racks are identified by
sector name and occurrence number (there might be several racks per sector). VPGMs are identified by the name
of the flange they were connected to. Operators then connect them to the Profibus network using an available flying
connector or by creating a new network loop with the link
boxes.
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Software Infrastructure
The mobile Profibus network in each Master PLC is
preconfigured with addresses for the mobile devices. Addresses 3 through 67 are reserved for the Siemens EM277
module (which provides Profibus connectivity in the S7200 based VPGMs). Addresses 68 through 125 are configured for the CP-342-5 module, which is used on the
Bakeout Racks as a Slave DP module. Whenever a Bakeout
Rack or VPGM is connected to the network, the Slave device with the corresponding address becomes available and
the Master initiates the SCADA registration procedure.
This process is rather complex and includes multiple
checks and handshakes, but can be described in a simplified way as follows:
1. Master requests TypeID from Slave (there are multiple
models of VPGMs and Bakeout Racks).
2. Master transmits TypeID to SCADA.
3. If TypeID is valid, an initial handshake between Master
and Slave is performed.
4. Existing resources on the Master (Data Blocks) and
SCADA (Data Points) are reserved for the device, according to its type.
5. Master requests the location of Slave (which was input
by the operator upon installation) and transmits it to the
SCADA.
6. SCADA verifies the validity and availability (occupied
or not) of that position. If everything is OK an acknowledgement is sent to the Master, which relays it to the
Slave.
7. The registration process is now complete and data exchange may proceed.
After successful completion of this process the mobile
device becomes visible in the SCADA. VPGMs are shown
directly in the synoptic, in their actual location, while
Bakeout Racks are listed according to sector in a dedicated
panel. The SCADA cyclically requests the state of each
mobile device through the Master, which relays the request
to the slave. The same occurs with commands.
If the device is disconnected it gets automatically unregistered after a given delay. The associated resources on the
SCADA and PLC are released and the device disappears
from the system.

Issues
The mobile Profibus system has been in operation for
several years, serving its purpose as expected. It is well engineered and has proved to be mostly reliable. Some issues
and shortcomings are, however, apparent:
• The operators who install the mobile devices are not
control nor fieldbus experts. They often create issues
which can bring the whole network segment down.
These include star topologies, illegal loops, missing
shunts on the link boxes, or missing network terminations.
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• The repetitive manipulation of the Profibus cables and
connectors causes accelerated deterioration of the material (Figure 6).

Figure 6: Deteriorated cable in a Profibus connector.
• There are only 124 useable Profibus addresses for Profibus slaves. As we have over 400 mobile devices,
some addresses have to be repeated. Sometimes, by
mistake, two devices with the same address end up in
the same network, causing problems in the whole segment.
• Connectivity is not available in the whole accelerator
complex. Cabling all the tunnels and experiments with
a Profibus network would be considerably expensive.
These issues, as we will see, can be almost completely
addressed with a wireless system.

WIRELESS TECHNOLOGIES
There are two main reasons why a 3G/LTE-based solution was chosen over standard 802.11b/g/n wireless or
other wireless protocols: the cost of implementation and
the challenging conditions in the tunnels during operation.
Particle accelerators produce two kinds of ionizing radiation: synchrotron radiation (high-energy photons emitted
by charged particles circulating around a ring) and radiation due to the interaction between stray particles from the
beam and elements of the accelerator such as the walls of
the beam pipe or the collimators. Non radiation-hardened
electronics cannot be present in the tunnels during operation because they would be quickly destroyed by the radioactive environment. This means that wireless access
points could not be permanently installed in the tunnels and
would have to be brought in for every intervention (and interfaced with the rest of the network). This is simply not
feasible in the case of technical stops of a few days (or
hours). We could consider installing the access points in
shielded areas and placing only the antennas in the tunnels,
but it would be hard to financially justify the installation of
hardware to cover nearly 40 Km of tunnels just to support
a single project.
There is, however, mobile cell coverage in all accelerator
tunnels. 3G is available in all areas, LTE in an increasing
number of them. This is achieved with leaky feeder-type
antennas (essentially radiating cables) which are installed
along the whole length of the tunnels, while the active electronics are kept in radiation-shielded areas.
The network is provided by Swisscom, although the
APN (Access Point Name, the gateway between the mobile
network and the CERN campus network) is managed by
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CERN and taps directly in the CERN network infrastructure. From a security standpoint this is an extremely important detail, because it means that data flowing through
the APN never leaves the CERN network and is never sent
over the Internet.
This 3G/LTE network is therefore ideal for our application. There is already full coverage in all the accelerators
and all the infrastructure is in place, meaning that there are
no added costs to account for (apart from the modules on
the PLC). There is, however, an operational cost associated
with each SIM card (10 CHF/month) which somewhat conditioned our implementation, as shall be described.
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and accelerator complex: the General Purpose Network
(GPN) and the Technical Network (TN). GPN is the standard office network, connected to the Internet and addressable from outside the campus. TN is a dedicated internal network for the accelerators and experiments, disconnected
from the Internet and only accessible from the GPN
through designated gateway machines. All control devices,
including PLCs and SCADA servers, are on TN, as are all
elements of our wireless communication system.

3G/LTE Connectivity on PLCs
All models of Bakeout Racks are driven by S7-300
CPUs. Some have a recent CPU with an Ethernet interface,
while in others Ethernet is provided by a dedicated module.
VPGMs are controlled by the legacy S7-200 PLC, for
which there is no way to reliably provide Ethernet connectivity without going in a fairly complicated and non-standard direction. These VPGMs are in the process of being updated with a new S7-1200 based control system, so we decided to focus solely on this new model. All S7-1200 CPUs
provide by default at least one Ethernet port.
Siemens provides S7-1200 compatible modules for native mobile connectivity (the CP 1242-7 for GPRS and the
CP 1243-7 for 3G/LTE). No such possibility exists for S7300, so wireless communication must be performed over
the Ethernet interface using a 3G/LTE router. We have
opted for the SCALANCE M874-3, a small industrial 3G
modem/router proposed by Siemens (Figure 7).

Figure 7: SCALANCE M874-3 3G Modem/Router.
Because we wish to have the same exact implementation
for VPGMs and Bakeout racks, we opted to use the SCALANCE router for both. The point is to have a modular solution: whenever wireless connectivity is required on a mobile device the router is simply plugged to the device’s
Ethernet port and powered directly from the control crate.
The network configuration will be explained later.
This modular approach also works as a cost saving measure. Tough we have several hundred bakeout racks and mobile pumping groups, there are rarely more than a few
dozen in simultaneous operation. This means that we can
simply have a reduced stock of 3G routers (and respective
SIM cards) in storage and temporarily install them in whatever mobile devices require them. SIM cards may also be
temporarily disabled if no interventions are expected, in
which case the monthly fee will not be billed.

NETWORK ARCHITECTURE
The broad network architecture of the system is shown
in Figure 8. There are two networks in the CERN campus

Integrating Diverse Systems

Figure 8: Network Architecture.
Each SCALANCE router has its own SIM card which is
configured to access the data network through the CERN
APN. These cards have been configured to receive, from
the APN, fixed IP addresses that are fully routable over the
TN but not accessible through the GPN nor over the Internet. This means that the routers are directly reachable by
the Master Communication PLC on TN (refer to Figure 8).

Configuration
The purpose of the SCALANCE router is essentially to
connect two networks: the internal LANs where the Slave
PLC is connected (vlan1 on Figure 8) and the mobile 3G
network. On vlan1 all routers have been given the fixed local IP 192.168.0.1. Likewise, all slave PLCs on the mobile
devices have been assigned IP address 192.168.0.2. The
routers were then configured to route all required traffic to
and from the PLCs using these fixed IPs.
Inbound traffic is handled with port forwarding. All network traffic for ports 102 and 2424 coming in the 3G interface of the router gets routed to IP 192.168.0.2 (the
PLC). Port 102 is used by the S7 Communication Protocol,
and is routed so that we can directly access the PLC for
diagnostics or reprogramming. Port 2424 is the one we use
for the TCP connection between Master and Slaves.
Outbound traffic gets remapped by the router using NAT
(Network Address Translation). The principle of NAT is
illustrated in Figure 9. The Slave PLC (192.168.0.2) is
sending a packet to the Master (137.138.245.130), which
sends another in response. In the grey boxes the source and
destination addresses of the packages are shown. In black
MOCPL04
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are the headers that NAT modified. When the Slave sends
a packet to the Master, the router changes the source address so that the package appears to come from the outgoing interface of the router.

Figure 9: NAT Example.
The response from the Master arrives on the router addressed with the router’s 3G IP; the router changes the destination address to the local IP of the Slave PLC, and delivers it on the internal network. It is important to note that
the 3G interface of the router and the Master PLC are not
on the same network. Between them there is further package routing happening, which is not shown on the figure.
Using NAT and Port Forwarding, the Slave PLCs are
fully addressable on ports 102 and 2424, using the IP address of the SIM card of their respective routers. Direct access is possible from the Technical Network, using either
the S7 protocol (for Simatic Pro / TIA Portal or SCADA
communication) or TCP/UDP on port 2424.

Open User Communication
Data exchange between PLCs is implemented using the
set of Open User Communication (OUC) blocks provided
by Siemens [6]. OUC allows the establishment of IP connections between a PLC and any Ethernet capable partner.
Both connection-oriented (TCP/IP, ISO) and connectionless (UDP) protocols are possible, depending on how the
blocks are configured. Furthermore, connections are fully
created and managed during runtime, so there is no need to
previously configure them in the Hardware Configuration
of the PLC, as is the case for S7 connections. The TCON
and TDISCON Standard Library functions are used to create and disconnect the link, while data is transferred with
the TSEND and TRCV blocks.
For our particular implementation we establish between
the Master and Slave PLCs a TCP/IP connection on port
2424. The Slaves are permanently listening on this port and
the Master acts as the Active partner, taking the initiative
to establish the connection. Once the link is up, a dedicated
protocol – described next - takes over.

COMMUNICATION PROTOCOL
The whole process, including the registration of mobile
devices and subsequent cyclic data exchange, is managed
by the Master PLC, a Siemens S7-1518/4; it supports a
maximum of 192 connections via its integrated interfaces,
more than enough for our application. The SCADA Server
communicates only with the Master PLC and never directly with the slave devices. Contrary to what currently
happens in the Profibus based system, the SCADA is not
involved in the registration or data exchange with the mobile devices, it simply reads the data made available by the

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-MOCPL04

Master and relays commands through it (Figure 10). A dedicated protocol was developed to handle the whole process.

Figure 10:
Scheme.

SCADA/Master/Slave

Communication

Protocol Data Unit Structure
The Master and Slave exchange data packets of a fixed
structure. The protocol uses a 138 byte long Protocol Data
Unit (PDU), with a 10 byte header for control data and a
128 byte data payload. The PDU is nearly identical in both
directions, and its structure is show in Table 1.
Table 1: PDU Structure (Offset Value in Bytes)
Offset

Master to Slave

Slave to Master

Type ID

Type ID

Connection State

Connection State

Connection ID

Connection ID

Request Code

Response Code

8.0

Page Number

Page Number

10.0
…
137.0

Request Data

Response Data

0.0
2.0
4.0
6.0

Type ID identifies the device sending the packet. The
Master PLC is always type 255, while the different models
of Pumping Groups and Bakeout Racks have type codes in
the range 1 – 254.
Connection State identifies the current state of the connection. It is calculated by the Master and sent to the Slave,
which includes it in all subsequent data exchanges. The
values are as follows:
• 0 [Disconnected] – The Slave is unreachable or a TCP
connection has not been established yet.
• 1 [Connected] – The Slave is reachable over the network. A TCP connection has been established.
• 2 [Recognized] – The Slave has correctly received and
returned the handshake number sent by the Master (Connection ID). It has also supplied its own name, identifying itself to the Master.
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•

3 [Ready] – The Slave has supplied a valid (existing and
unoccupied) location to the Master. The Master has registered it to that location. Data exchange is ongoing.

Connection ID identifies each particular TCP/IP connection on the Master. The value is decided by the Master and
sent to the Slave as a handshake value, to be included and
all subsequent packets.
Page Number is used only for Bakeout Racks. Because
their full state data is larger than the Response Data area, it
is spread over several 128 byte pages, which are individually requested.
The Request and Response Codes identify the purpose of
each packet:
Table 2: Request and Response Codes
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Figure 11 shows the simplified software architecture of
the system. On the Master side, the protocol code is implemented in Function Block (FB) TCP_CommMaster. One
instance of this block is required per SIM card and identified by its IP address. The Master PLC will have as many
instances of TCP_CommMaster as SIM cards deployed,
each one processed independently. These instances exchange data with the RD_DB and WR_DB Data Blocks,
which are the ones actually accessed by the SCADA.
On the Slave PLCs, the system is managed by the FB
TCP_CommSlave, of which there is a single Instance DB
per PLC. This DB contains the information about the Type
and name of the Slave.
These two Function Blocks essentially implement the
State Machines that run the whole protocol.

Code

Request

Response

State Machines

1

Send Handshake and
Request Type ID

Request Device
Position
Request Occurrence
Number

Return
Handshake
and Type ID
Return Device
Name
Return Device
Position
Return Occurrence
Number

Two different State Machines (Master and Slave) govern
the registration and automatic data exchange process.
These are fairly long and too complex to reproduce here in
detail; a very simplified version of the registration process
from the point of view of the Master is shown in Figure 12.

Request Device Data

Return Device Data

Send Device
Commands

Confirm
Commands

2
3
4
5
6

Request Device Name

Device

The Handshake (Connection ID) and TypeID are sent
and returned in the header of the PDU. Device Name and
Position are returned as Strings in the Response Data area.
The Occurrence Number is sent as an Integer in the Response Data area as well. Device Data is the state of the
mobile device and Device Commands are the orders sent to
it, both packed in a predefined binary format. Data is returned by the Slave in Response Data and Commands are
sent by the Master in Request Data.

Software Architecture

Figure 11: Software Architecture.

Figure 12: Slave Registration Process.
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This figure is not meant to represent the actual implementation of the state machine, but rather the steps involved in the automatic registration of Slave devices.
Once the Ready state has been reached, the Master starts
cyclically requesting data from the Slave. Any commands
sent from the SCADA are also relayed to the Slave by the
Master.
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Tests have been performed on the LHC tunnel, shown in
Figure 13. The Master PLC was installed in our automation
lab, on the surface, while a Slave PLC on a trolley with a
UPS was moved around the LHC for about 1 Km, spanning
several mobile cells. The connection and data exchange
process held steady for the full duration of the test, which
took roughly one hour.

SECURITY
Cyber security is, of course, a prime concern for any remotely accessible Industrial Control System. In our particular case, because the system is completely integrated in
CERN’s network infrastructure, this issue is centrally addressed by the organization’s security practices [7]. Access
to the Technical Network is tightly controlled and constantly monitored, and care was taken to guarantee that all
network traffic is kept inside it. Data is routed from the
APN directly to TN, and no SIM card is visible from the
GPN or any other external network, nor addressable over
the Internet.
If this were not the case (or if the system were to be implemented in a different infrastructure), extra precautions
would have to be taken. The use of VPN tunnels, for example, would be strongly recommended. The SCALANCE
M874 router supports it, but extra hardware is required to
implement the VPNs. Siemens provides dedicated security
modules - such as the SCALANCE S612 - which feature
integrated firewalls and other features. For a secure implementation using public or unsecured networks an in-depth
study would need to be conducted.

CONCLUSION
A 3G/LTE-based wireless communication system for
PLC to PLC data exchange has been designed and implemented. Standard industrial networking hardware and technologies have been employed, without the need for dedicated hardware development. A dedicated protocol to support the operation of mobile Bakeout Racks and Pumping
Groups has also been implemented. The main shortcomings of our current Profibus solution have been addressed:
The integration of mobile devices in the SCADA is now
possible in every accelerator and experiment, without
the need to install a new cabled infrastructure.
• The operators are not required to handle any cables or
connectors, thus avoiding degradation of material.
• Being wireless, there is no chance that a topology error
or missing shunt affects the whole network and all devices on it.
• The address space is increased from 124 possible Profibus addresses to the full range of free IP addresses on
any particular subnetwork.
• The APN automatically distributes fixed IP addresses to
the SIM cards, so address conflicts will not occur.
•

The system was designed as a full alternative to our current Profibus-based method. Both its architecture and protocol can be easily adapted to other situations and systems.

Figure 13: Ongoing tests on the LHC tunnel using a VPGM
crate.
The SCADA developments, required to show the mobile
devices on the synoptic and to provide dedicated panels for
monitoring and control, are currently under way. They are,
however, outside the scope of this paper.
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ECMC, THE OPEN SOURCE MOTION CONTROL PACKAGE FOR
EtherCAT HARDWARE AT THE ESS
T.Gahl†, D. Brodrick, T. Bögershausen, O. Kirstein, T. Korhonen, D. Piso, A. Sandström
European Spallation Source ERIC, Lund, Sweden
Abstract
The open standard EtherCAT is well established as a
real-time fieldbus for largely distributed and synchronised
systems. Using EtherCAT hardware for digital and analogue I/Os, Diamond Light Source (DLS) and the Paul
Scherrer Institut (PSI) introduced open source solutions
for the bus master in scientific installations. The European
Spallation Source (ESS) decided to use EtherCAT systems for mid-performance data acquisition and motion
control on accelerator applications.
In this contribution we present the motion control software package ECMC developed at the ESS using the
open source Etherlab master to control the EtherCAT bus.
The motion control interfaces to the EPICS Motor Record
with a model 3 driver. It supports functionalities like
positioning, jogging, homing and soft/hard limits. Advanced features of the ECMC package include full servoloop feedback, a scripting language for custom synchronisation of different axes, virtual axes, externally triggered
position capture and interlocking. We will illustrate the
synchronisation feature on the example of a 2-axis slit set
and present different CPU hardware platforms and EtherCAT slave modules for the ECMC framework.

ESS Controls Strategy
EtherCAT systems are part of the chosen controls
hardware strategy at ESS [3, 4] being the medium performance platform for data acquisition and control as
shown in Fig. 1.

INTRODUCTION
Since it’s introduction in 2003, the field bus EtherCAT
established itself as an industrial standard for distributed
and synchronised applications. Beckhoff Automation
GmbH [1] established the bus on the market, and hundreds of manufacturers followed, coordinated in the
EtherCAT Technology Group [2]. The group is collecting
all users and suppliers of EtherCAT hardware and applications and maintains the open bus standard.

EtherCAT Field Bus
EtherCAT is a real time field bus based on Ethernet infrastructure (100 Mbit/s, full-duplex). It uses a one master/n-slaves model with standard CAT5 connections in
line, star or ring topologies. It supports synchronised
distributed clocks (DC) in all bus components with a
synchronisation error <100ns and bus cycle times <50μs.
The bus master is able to run on any computer hardware with Ethernet ports. Beckhoffs Windows-based
TwinCAT [1] is the most common commercial software
solution. Since the bus master is not restricted to dedicated hardware virtually any hardware/OS combination can
be used to implement the bus master functionality.
Slaves are running on dedicated hardware and are
available as motor drives, I/O-terminals, sensors, actors or
even as complete robotic systems.

Figure 1: ESS hardware performance levels [5].
A particularly advantageous setup for the accelerator
applications at ESS is the combination of a bus master for
the high level electronic front-end platform, an EtherCAT
master and the associated EPICS IOCs on the same hardware (e.g. a μTCA-CPU). As all ESS IOC’s will run on
Linux OS, an Open Source EtherCAT master is needed
here.

Previous Work at Research Facilities
Currently several open source EtherCAT master are
available in the community. The most popular is the Open
Source EtherCAT Master introduced by the company IgH
as part of their EtherLab package [6]. The Diamond Light
Source (DLS) used this master in a project aiming to
replace the first generation VME-based DAQ system to
an EtherCAT based distributed digital and analog I/O and
control system [7, 8].
More recently also the Paul Scherrer Institut (PSI) took
an approach with the same bus master for simplified
hardware configuration and higher bus cycle rates [9].
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ECMC FRAMEWORK
Open source motion control has been considered at ESS
for accelerator motion control applications. A first version
with basic functionalities and connectivities has been
developed [10]. Following the requirements from the
different accelerator use-cases at ESS (beam instrumentation, cavity tuning, etc.) a more comprehensive framework was decided. EtherCAT Motion Control (ECMC) is
now a fully functional open source motion control
framework integrated into the ESS EPICS environment.
The software package includes functionalities from simple point-to-point positioning to advanced axis synchronisation.
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control or data acquisition. Typically the ECMC executes
an “Axis”-object for each configured axis and links to an
EPICS motor record but can also connected to other types
of EPICS records.

Functionalities
ECMC focuses on motion functionalities but covers also some other, more general control features. Basic motion functionalities are compatible with the EPICS Motor
Record [11], whereas advanced features like axis synchronisation and motion interlocks require an extension of
the record.

Motion (with Motor Record Support):
 Positioning (absolute, relative)
 Constant speed
 Referencing sequences
 Soft/hard limits
Motion (extension to Motor Record)
 Motion interlocks
 Triggering/latching positions
 Synchronisation (to axis or external source)
General:
 Data acquisition (analogue <100kHz, digital
<1Mhz)
 General I/O and low level control
 Latching of meta data
All general functionalities can be performed from within the EPICS environment. A subset of these functions
like latching or triggering of actions can be as well configured directly in the ECMC layer.

Software Architecture (Fig. 2)
The ECMC framework is fully integrated into the ESS
EPICS Environment (EEE). It consists of a communication thread including a command parser and a real-time
control thread executing within the EPCIS process.
Communication between EPICS records and ECMC
threads are realised through the asynDriver [12]. Specifically, the motor record communication is based on the
Model 3 Motor Driver. The communication thread executes a command parser used for configuration purpose
and also non-time-critical communication to EPICS records.
The real-time thread reads/writes data from/to the
EtherCAT process image, provided by the open source
Etherlab master [6], ensuring it is up to date. The EtherCAT data then can be used for motion control, general

Figure 2: Software architecture.
For data acquisition and control, the real-time thread
can pass EtherCAT data, single values or arrays directly to
EPICS records using I/O interrupt with optional configurable sample rate. The maximum update rate of EPICS
records is the same as the sample rate of the real-time
thread, default 1kHz, resulting in that all updates of
EtherCAT data will be accessible from EPICS records.
ECMC also supports oversampling EtherCAT slaves,
which deliver arrays of data for each bus cycle. These
arrays can be made accessible from EPICS as waveform
records.

Axis Class
The axis class implements all motion control related algorithms. One axis class object needs to be configured for
each motion axis in the system. This is made through
ASCII commands sent to the ECMC command parser
thread. Two types of axis objects can be configured, a
normal axis (with actual hardware attached) or a virtual
axis. A normal axis object links to five objects: Encoder,
trajectory, PID-controller, monitor and drive object (Fig.
3). A virtual axis links to the same objects except it lacks
the PID-controller and drive object.
Encoder object The encoder object handles all logic
related to an encoder. The relevant position data is linked
to this object. It could be from an encoder, analogue input
value or any other input data in the EtherCAT process
image. The encoder object can be configured to handle
scalings, converting the EtherCAT values to engineering
units. Over/underflow of position data can be handled
resulting in a functionality mimicking a multi turn encoder. The result will then correspond to the reading of the
actual axis position.
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Trajectory object This object implements a trapezoidal trajectory generator calculating position set-points
for absolute positioning, relative positioning and constant
velocity. From the generated trajectory, a velocity feeforward value is also generated. The position set-point
and the feed-forward velocity is updated with the same
sample rate as the real-time thread.
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to be linked to a corresponding input or to other data in
the EtherCAT process image.
If a limit switch is actuated the trajectory generator will
initiate a ramp down in speed based on the deceleration
setting. For referencing purposes several homing sequences are implemented in ECMC, using the limit
switch, an optional reference switch and/or the encoder
data to reference the actual position of the axis.
The generic interlock input can be used when interfacing other systems to ensure no motion of the axis is performed when the corresponding bit in the EtherCAT process image is zero.
Position lag monitoring continuously monitors the difference between encoder actual position and the position
set-point calculated by the trajectory generator. If the
difference is bigger than a specified tolerance value the
motion will be stopped. This can be useful to identify
mechanical issues and also make commissioning safer.
“At target” monitoring continuously monitors if the actual encoder position is within a certain tolerance from the
target position. Over speed monitoring ensures the axis
will not move faster than a configurable maximum speed.

Control Loop Execution

Figure 3: Overview axis class.
Drive object The drive object handles all logic related to a drive. Currently, three types of drives are supported: A DS402 compliant drive [13], a simple drive for
stepper or DC-motors and a drive for generic stepdirection or analogue output.
Depending on the type of drive different links to the
EtherCAT process image are needed. For the DS402
compliant drive, normally a servo drive, the velocity setpoint and the drive control and status words are needed.
The drive object then handles the DS402 state machine
for enabling the drive amplifier. For a simple stepper
motor drive, just the velocity set-point, amplifier enable
command and amplifier enabled feedback needs to be
linked. The same links are established for the third type,
typically a non-EtherCAT drive interfaced with pulsedirection or pure analogue interface. The velocity setpoint value can be scaled to engineering units.

In an EtherCAT system the cascaded control loops (current, velocity, position) can be executed at different locations divided between the central controller and the distributed drive (EtherCAT slave). The simplest approach is
to execute all three control loops at one place in the distributed drive resulting in reduced load on the controller
CPU and on the bus. However, this setup is not optimal if
you need to synchronize axes since the position control
loop then would be distributed to different drives. Another
drawback of distributing all the control loops is that the
encoder feedback needs to be connected to the drive directly resulting in reduced flexibility.

PID-controller object The controller object receives
the actual position from the encoder object and the setpoint position from the trajectory object as input to the
PID algorithm. The output of the control process is sent as
a velocity set-point to the drive object. Typical object
configurations are controller parameters like gain, integral
gain, derivative gain and maximum output.
Monitor object This object implements evaluation of
digital inputs for limit switches, reference switches or
interlocks as well as monitoring of processed data like
position lags, “at target” position or over speed. It needs

Figure 4: Velocity control mode.
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A more generic setup can be achieved by centralising
the position loop in the bus master, but keeping the velocity and current loop distributed in the drive (Fig. 4). A
centralized position loop facilitates synchronisation between axes and increases flexibility in connecting the
encoder feedback to any EtherCAT slave in the network.
This control mode, Cyclic Synchronous Velocity (CSV),
is applied by default by ECMC resulting in a cyclic writing of velocity set-points to the drives.
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Application example slit system Consider a 2-axis
slit system like in Fig 5. In this case, the slit centre position and gap (opening) needs to be controlled instead of
the actual position of the physical axes moving the two
blades. These two axes need to be defined as virtual axes
since they have no hardware connected. In addition to the
two virtual axes we also need to define two normal axes
corresponding to the real blade positions.

Synchronisation
Synchronisations between axes are configured by expressions (equations) [14]. These expressions can be
configured and updated directly from EPICS records at
runtime and can be seen as extensions to the Motor Record. This approach allows each axis to be controlled by a
Motor Record and still be synchronized to other axes.
Certain variables are accessible in the synchronisation
expressions:
 setPosx
trajectory position setpoint of axis x
 actPosx
encoder actual position of axis x
 enx
amplifier enable command of axis x
 ilx
interlock (allow motion) of axis x
All variables can both be read and written to in the expressions. Expressions are evaluated in the real-time
thread at a default frequency of 1kHz ensuring true synchronisation. A few examples are listed below:

Slaving Axis 2 will follow actual position of axis 1:
setPos2:=actPos1;
Simple synchronisation Axis 2 will get same setpoint position as axis 1:
setPos2:=setPos1;
Gearing Axis 2 will gear with a factor 0.5 to axis 1:
setPos2:=0.5*setPos1;
Static phasing Axis 2 will be phase offset 10 units
compared to axis 1:
setPos2:=setPos1+10;
Dynamic phasing Axis 3 will be phase offset the setpoint of axis 2 compared to axis 1:
setPos3:=setPos1+setPos2;
Advanced synchronisation Axis 1 will get a setpoint calculated as the sinus of the sum of the set-point of
axis 2 and the actual position of axis 3 with an amplitude
of 10:
setPos1:=10*sin(setPos2+actPos3);
Interlocks Axis 1 is allowed to move if axis 2 and
axis 5 is allowed to move and the actual position of axis 4
is bigger than actual position of axis 3:
il1:=il2 and il5 and actPos4>actPos3;
Amplifier enable Axis 2 will receive an enable amplifier command if axis 1 receives an enable amplifier
command:
en2:=en1;

Figure 5: 2-blades slit system.
The synchronization expressions describing the relations between the virtual and the normal axes can be defined as:
setPos3:=setPos1-setPos2/2;
setPos4:=setPos1+setPos2/2;
actPos1:=(actPos3+actPos4)/2;
actPos2:=(actPos4-actPos3);
Finally, the amplifier enable commands needs to be
configured so that both axis 3 and axis 4 are enabled if
axis 1 or 2 is enabled:
en3:=en1 or en2;
en4:=en1 or en2;
Virtual axes synchronisation If yet another virtual
axis, axis 5, is configured simulating a master timing
system, the slit system centre position and gap can be
synchronized to each other by adding four more expressions. In our example the slit system centre position will
be controlled to a sinusoidal with a frequency related to
the timing system actual position. The slit system opening
will be controlled to a cosines at a slightly lower frequency compared to the slit centre position:
setPos1:=10*sin(actPos5);
setPos2:=5*cos(actPos5/1.5);
The amplifier enable of axis 1 and axis 2 can be linked
to the enable of the simulated master timing system axis:
en1:=en5;
en2:=en5;
In total, this example includes five EPICS Motor Records extended with expressions defining the synchronisation behaviour. Figure 6 shows the resulting motion when
enabling and running the simulated master system, axis 5,
at a constant velocity. The equation-system defined by the
expressions is evaluated in the real-time loop in 1 kHz.
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Next steps in the project at ESS will be to apply this
framework to ESS accelerator motion control use cases
and to continue the evaluation of commercial hardware
for adding them to the framework.
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MARWIN: A MOBILE AUTONOMOUS ROBOT FOR MAINTENANCE
AND INSPECTION
A. Dehne∗ , T. Hermes, N. Möller, hochschule 21 gemeinnützige GmbH, Buxtehude, Germany
R. Bacher, Deutsches Elektronen-Synchrotron DESY, Hamburg, Germany
Abstract
MARWIN is a mobile autonomous robot platform designed for performing maintenance and inspection tasks
alongside the European XFEL accelerator installation in operation in Hamburg, Germany. It consists of a 4-wheel drive
chassis and a manipulator arm. Due to the unique Mecanum
drive technology in combination with the manipulator arm
the whole robot provides three degrees of freedom. MARWIN can be operated in a pre-conﬁgured autonomous as
well as a remotely controlled mode. Its operation can be
supervised through various cameras. The primary use case
of MARWIN is measuring radiation ﬁelds. For this purpose
MARWIN is equipped with both a mobile Geiger-Mueller
tube mounted at the tip of the manipulator arm and a stationary multi-purpose radiation detector attached to the robot’s
chassis. This paper describes the mechanical and electrical
setup of the existing prototype, the architecture and implementation of the controls routines, the strategy implemented
to handle radiation-triggered malfunctions, and the energy
management. In addition, it reports on recent operations
experiences, envisaged improvements and further use cases.

INTRODUCTION
The mobile robotic system was developed in a collaboration of the "hochschule 21" and DESY, which provides
autonomous measurement tasks in the new research facility
European XFEL. The project is a proof-of-concept for the
recording of robot-based radiation measurements in accelerator systems. Among other things, it has to be clariﬁed
to what extent such a system can operate reliably under the
given radiation load. The hardware used mostly comes from
the consumer sector and is not protected against radiation.

Motivation
The need for automated systems and autonomous robot
systems is steadily growing. This shows above all the current
development in the ﬁeld of (semi-) autonomous systems
towards autonomous UAVs for parcel delivery (see [1]), selfpropelled cars (see [2]) or the guideless train and bus in
public transport (see [3]). Furthermore, accelerators such as,
for example, PETRA III or FLASH (both at the DESY) are
generally overbooked, so that beam time for researchers is
limited. As the accelerators must be serviced, it is important
to hold the maintenance time to a minimum.
But what must happen before a maintenance team can
enter an accelerator tunnel? After switching oﬀ the accelerator, the radiation safety personnel has to measure the
∗

dehne@hs21.de

radiation level in the tunnel. This means that the specialists use measuring probes to control the complete tunnel
at predetermined measuring points. If there is no residual
radiation, maintenance can be carried out. Needless to say,
the process of measuring requires time which is not available
to the researchers for experiments. A useful solution is to
minimize the inspection time, by automating the radiation
measurements.
In addition to the time consuming aspects of the radiation
measurements, there are also both physiological and psychological aspects which are usually of concern to the radiation
safety personnel. A robot is unaﬀected by such considerations, and additionally, a measurement task performed by a
robot will lead to better and to more reproducible measuring
results.

Conditions
In order to increase the availability and eﬃciency of maintenance, repairs, inspections and fault diagnostics of scientiﬁc accelerator-based light sources, a mobile robot system
is to be developed, which enables inspections without interruption of accelerator operation.
Because the spatial conditions are diﬃcult to access, the
robot platform is to be equipped with a manipulator which
allows measurements and inspections to be carried out on the
accelerator components. The robot is used in the European
XFEL tunnel. On a route of about 3.2 km, the radiation
should be measured without human intervention. As far as
possible, a monitoring center should be able at all times
to monitor the current status of the robot system and, if
necessary, perform a manual intervention. The robot system
will oﬀer two scenarios within the project:
• Scenario 1: The accelerator is to be routinely measured by (partially) autonomous and automatic driving
along the accelerator as well as carrying out radiation
measurements at predeﬁned measuring positions. Appropriate personnel carry out the conﬁguration of the
measuring positions and other parameters via a remote
access.
• Scenario 2: By manually approaching certain measuring positions, the operator can perform remotely controlled and punctual measurements on the accelerator.
The switch between the scenarios should be possible at
any time via remote access. The measurement data are
recorded and processed by the measuring device.
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STATE OF THE ART
Today’s robotics technology is the result of a long development process. The ﬁrst designs for robot-like machines
already existed in the 15th century and were created by
Leonardo da Vinci.
In the last few years, robotic technology has found more
and more application areas. The technology has the potential
to signiﬁcantly reduce costs and risks especially in so-called
4D environments1 . Thus, more and more industries are making use of the added value of robots as opposed to manual
work in areas with hazardous environmental conditions. For
example, a rail-based robotics system was installed at the
world’s largest particle accelerator Large Hadron Collider
(LHC) in Geneva. To minimize hazardous maintenance and
inspection times, TIM (Train Inspection Monorail) was put
into use in 2016. As shown in ﬁgure 1, TIM moves along
the tunnel in a snake-like manner on a rail system. In several
wagons, TIM has grippers, sensors and camera systems [4].

Figure 1: Rail-based robot system TIM in the Large Hadron
Collider (LHC)

Figure 2: The current appearance of MARWIN in the XFEL
tunnel
narrow space. In addition, it is also possible to dispense with
shunting motions which could lead to collisions because of
the deployed measuring arm. This drive represents the third
degree of freedom of the robot.
In ﬁgure 3 the operation of the mechanism is shown. Various scenarios in which the travel directions of the wheels
are varied independently of one another enable the already
mentioned freedom of movement. This is due to the orientation of the freely movable rollers. Depending on the
rotational direction of the wheels, the motional forces cancel
each other out and a resulting thrust force is generated. The
thrust determines the direction of travel.

Another ﬁeld of application in the ﬁeld of 4D environments for mobile robots is the exploration of rough terrain, such as for example after an earthquake (see [5]). Essential ﬁndings have been made. Also in the context of
the TRADR project [6]. The Curiosity Mission (https:
//mars.nasa.gov/msl/) should also be mentioned here.

MECHANICAL SETUP
The developed robotic system uses diﬀerent hardware
from consumer IT sector and several industrial sensor systems, which are explained in the following. Figure 2 shows
MARWIN’s current appearance and its special wheels.
The drive concept is based on a mecanum drive (see [7]).
This consists of four mecanum wheels. A mecanum wheel
is distinguished by the freely movable rollers, which are
mounted in the tread at an angle of 45 degrees. The number
and size of the rollers is variable depending on the application. Important is the arrangement of the rollers in the tread.
These can be aligned to the left or right. For this drive, two
left and two right are required. This arrangement allows free
movement in all horizontal directions. This property is advantageous for the application because the robot moves in a
1

environments with extreme conditions (dirty, dull, distant and dangerous)

Figure 3: Three examples for the mechanical drive: left –
forward, middle – sideways, right – turn on the spot
In order to be able to measure at diﬀerent heights, the
probe must be variable in height. Since sensitive and massive elements can be installed above the charging station,
damages can be caused by contact. Therefore it must be
taken into account that the robot does not exceed a height of
1.70m in its parking / charging position.
This requirement was met by a so-called scissors lift. In
the extended state, the lift reaches a multiple of its overall
height. This is achieved by the use of several shears (see
ﬁgure 4). The lifting movement is eﬀected by a DC geared
motor. This drives a spindle, which pulls on a sled the scissors together. Over the geometry this process runs through
all shears.
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• one router,
• one network switch,
• two control units and
• several sensors.

Figure 4: Schematic illustration of the scissor lift

Since it is a mobile robot which is battery powered, there
are several charging stations to charge the battery. It must be
taken into account that the robot operates autonomously.
This means that the charging process must also run autonomously. Not to be neglected is safety. External components of the charging station may only carry current and
voltage when the robot has reached the charging position.

Figure 5: Schematic representation of the self-developed
charging station with guide rails and charger
As shown in ﬁgure 5, drive-in aids (guide rails) are installed on the right and left of the loading station. These
center the robot when entering the station and thus ensure
precise positioning of the robot. The charging station is
constructed such that the two inner contacts must be mechanically closed by the robot. Then the two outer contacts
are released and the charging voltage is applied.

ELECTRICAL SETUP
The robot system is powered by a lithium-iron phosphate
(LiFePo4) battery. It is the model "SB12V100E-ZC" from
the manufacturer "Super B" with external undervoltage protection (see [8]). The battery has a nominal voltage of 13.2
volts with a nominal capacity of 100 amperes (1.320 Wh).
The main advantage of this battery is the relatively large
capacity with small size and low dead weight.
The battery supplies the entire IT hardware with energy for
a period of about four to ﬁve hours. A current consumption
of 15 to 18 amperes was measured during operation.

IT hardware
The installed IT components are divided as follows:
• Two main computers,
• two single-board computers of the "Odroid XU4" type
with eMMC ﬂash memory,

The main computers assume the actual control of the
entire system while the single-board computers serve as
interfaces to the installed actuators and sensors.

Redundance
The design of a redundant system is important in this application. The robot operates in an accelerator, which can cause
a bit to "tip over" by ionizing radiation (single event upset).
This can cause software errors. Since the measurements
are sensitive data, losses must be avoided. Also, system
crashes obstruct the work of the robot. For this reason, all
relevant hardware components are installed in duplicate, so
that a so-called SPOF (single point of failure) can not arise.
There are two main computers that are installed as a master
/ slave combination. If the master crashes, it is restarted by
the slave and the other way round. The measurement data
is currently transmitted directly. Thus, they are not cached
and no errors can occur. In the event that the transmission
is interrupted, the data could be stored on three physically
diﬀerent memories. The parallelization of the data would
lead to a minimization of the risk of data corruption.

Sensors
In order to meet the described requirements, the robot
system is equipped with diﬀerent sensor systems. On the
front and rear of the robot, a 2D laser scanner of the "UST10LX" type from Hokuyo is installed [9]. This takes a oneline scan of its environment, within a range of 10 meters.
These lidar sensors have three main functions:
• Providing sensory data for relative localization in the
tunnel,
• detecting the orientation of the robot to the longitudinal
direction of the tunnel, and
• collision avoidance.
In the case of collision avoidance in particular, the laser
scanners take up all objects in two range areas. If an object
is in the range of one to two meters, a warning is passed. An
object that is within a distance of a meter triggers an error
and stops the robot so that a collision is avoided.
Odometry sensors are mounted on each actuator or motor
in the form of Hall eﬀect sensors [10]. With them, the travel
distances of the motors are incrementally recorded and can
thus be used for actual variables of diﬀerent control systems.
This concerns the regulation of the wheels, the speed, the
robot and the height of the scissor lift.
Further internal sensors are installed which are used, for
example, for monitoring the power electronics or for visual
remote monitoring by various camera systems.
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SOFTWARE
All computers are based on a Linux operating system. The
"Robot Operating System (ROS)" is placed on them. ROS is
a software framework for robots [11]. The main components
of the software framework of ROS are hardware abstraction, message exchange, packet management and software
libraries. The system is divided into the actual basic system
ROS and a selection of additional packages which extend the
basic system by individual capabilities. ROS is published
under the BSD license and is thus open-source.

Localization
The localization concept consists of two parts. An absolute positional reference by the recognition of landmarks
in the form of QR codes and a relative localization by the
evaluation of the data of the laser scanner. The software
for localization is also divided into two components, the
detection of landmarks and a SLAM algorithm2 .
The ROS software package "gmapping" (see [12]) is used
for the SLAM algorithm. This software creates a twodimensional occupancy grid map from the existing laser
data. To do this, the individual scans are regularly compared
and added to this map. If a scan deviates to the previous one,
for example by moving the robot, "gmapping" calculates the
oﬀset of the last scans and deduces the distance traveled and
the current position.

QR data recognition
On the side of the robot is a CCD camera for detecting
landmarks in the form of QR codes. The data encoded
therein provides information to the robot system about its
absolute position in the tunnel. The position information
is encoded in the QR code, the edge length is 5 cm, and
the average distance between QR code and CCD camera is
120 cm. The image data of the QR camera are read in and
converted to an ROS format. The image is then decoded
by the ROS package "zbar_ros". The result is a string that
contains the tunnel position.

EXPERIMENTAL RESULTS
During the development of the robot system several test
drives were carried out and data collected. The sensors could
be tested and calibrated. In addition to the recording of
data from the real driving mode, the parameters for suitable
distances between the robot and the measured object have
also been determined.
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As shown in ﬁgure 6, it could be seen during the ﬁrst
test runs that the generated map showed a curvy tunneling
curve during a long journey. The distance in the ﬁgure is
about 250 meters. In preliminary tests conducted in the
laboratory of the hochschule 21 this problem could not be
ascertained due to the short distances. By combining the
individual laser scans of both laser scanners, this problem
came to light. In theory, both scanners are exactly oﬀset
by 180 degrees, but the scanners are not exactly oﬀset in
the practical implementation. The error could be ﬁxed by
determining the real oﬀset from the graph. This correction
factor was then applied to the software.

PRESENT AND FUTURE USE CASES
MARWIN is designed to operate inside the accelerator
tunnel of the European Free-Electron Laser XFEL even
during beam and RF operation. Presently, MARWIN is
equipped with an oﬀ-the-shelf, remotely controllable pan
and tilt camera for visual inspections and two radiation detectors including
• A standard gamma radiation dose rate meter (GeigerMüller tube 6150AD from Automess, see [13])
mounted at the tip of MARWIN’s robot arm. It can be
moved to any position within the range of MARWIN’s
chassis and robot arm is dedicated for radiation safety
measurements of the static radiation originating from
beam-activated accelerator components.
• A combined gamma and neutron dose rate meter (LB
6419 from Berthold Technologies, see [14]] aka Pandora) mounted on MARWIN’s chassis. It is suited for
pulsed radiation and can be used for measurements
of direct and indirect radiation originating from beam
losses or ﬁeld emission processes in the superconducting RF-cavities.
The data measured by both radiation detectors are continuously recorded, time-stamped and stored in the data
archive of the XFEL control system along with the robot
position. Figure 7 shows the radiation proﬁle measured with
MARWIN’s Pandora device during a test run in the XFEL
accelerator tunnel between the two docking stations at 1069
m and 280 m, respectively. Locations with an increased
radiation level can be identiﬁed easily.
Besides visual inspections and radiation measurements
other use cases for maintenance and inspection robots might
be envisaged in future including e.g.
• Recording thermographic images with an infrared camera do localize temperature hot spots e.g. at insuﬃcient
screw connections of powered cables,

Figure 6: Incorrectly set laser data lead to curvature of the
straight tunnel

• Localizing leaks in pressure pipes using directional
microphones or gas sensors

2

• Manipulating manual valves and switches,

Simultaneous Localization and Mapping (SLAM)
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Figure 7: Radiation proﬁle measured with the Pandora device alongside the XFEL accelerator (test run between the two
docking stations at 1069 m and 280 m, black: robot position [m], red: dose rate [μSv/h], blue: averaged gamma dose rate
[μSv/h], green: averaged neutron dose rate [μSv/h], missing data: wireless data connection temporarily lost)
• Replacing broken electronic boards housed in the cabinets underneath the accelerator modules during beam
operation,
• Performing in-situ x-ray inspections of the interior of
vacuum components.

CONCLUSION

autos-aus-deutschland-lkw-forschung
Last accessed February 15, 2017.
[4] C. Pralavorio. (2016) Meet TIM, the LHC tunnel’s
robot. https://home.cern/about/updates/2016/11/
meet-tim-lhc-tunnels-robot
Last accessed April 4, 2017.
[5] I. Kruijﬀ-Korbayov, L. Freda, M. Gianni, V. Ntouskos,
V. Hlavac, V. KUbelka, E. Zimmermann, E. Zimmermann,
H. Surmann, Dulic, Rottner, and E. Gissi, “Ground and aerial
robots in earthquake-response in Amatrice, Italy: a ﬁeld report,” in Proceedings of the 2016 IEEE International Symposium on Safety, Security and Rescue Robotics (SSSR), Lausanne, Switzerland, October 2016.

The ﬁrst attempts to measure the radiation of the tunnel
were carried out. The project was successfully implemented
and was also well received in other departments at DESY.
Thus, initial discussions gave incentives for further development stages of the robot system in order to be able to
incorporate more functionalities. For example, the scissor
lift could be extended by one or two 6-axis robotic arms with
appropriate tools in order to carry out further maintenance
and inspection procedures.
A project extension could be achieved in order to develop
a further identical robotic system and to use it in the further course of the tunnel. The XFEL accelerator tunnel is
divided in two separate areas by a safety door and therefore
requires a second robot. In addition, minor adjustments will
be made with regard to the mobility of the measuring probe,
since more complex geometries of the measuring object are
present in the rear tunnel area. In this context we also have
to improve the reproducibility of the positioning system.
In the long term, attempts are being made to launch a
larger cooperation with other project partners and to push the
project forward and to reach the next stage of development.
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THE INTEGRATED ALARM SYSTEM OF THE ALMA OBSERVATORY
A. Caproni†, E. Schmid‡, European Organisation for Astronomical Research in the Southern
Hemisphere (ESO), Garching, Germany
Abstract
ALMA is composed of many hardware and software
systems each of which must be properly functioning to
ensure the maximum efficiency. Operators in the control
room, follow the operational state of the observatory by
looking at a set of non-homogeneous panels. In case of
problems, they have to find the reason by looking at the
right panel, interpret the information and implement the
counter-action that is time consuming so after an investigation, we started the development of an integrated alarm
system that takes monitor point values and alarms from
the monitored systems and presents alarms to operators in
a coherent, efficient way. A monitored system has a hierarchical structure modelled with an acyclic graph whose
nodes represent the components of the system. Each node
digests monitor point values and alarms against a provided transfer function and sets its output as working or non
nominal, taking into account the operational phase. The
model can be mapped in a set of panels to increase operators' situation awareness and improve the efficiency of the
facility.

ARCHITECTURE PRINCIPLES
During the development study, we have found that each
monitored system has a hierarchical structure that can be
modelled with an acyclic graph whose nodes represent the
components of the system [1]. Each node, or component,
of the monitored system can be working properly or be in
a non-nominal state. In the latter case, the error could or
could not generate an alarm to catch the attention of the
operator or engineer. In fact, depending on the particular
operational phase, an error could be safely ignored without distracting the operators. This is for example the case
of the failure generated by a non-operational antenna
during the maintenance. This case shows that having an
error does not correspond 1-to-1 to an alarm: the monitor
points in input to a component must be elaborated against
a user provided heuristic to decide case by case if a nonnominal value in one or more of them is enough to produce an alarm for the operator. The model graph in the
right side of Figure 1, shows the nodes that are working
well in green and those in a non-nominal state in orange
or red. Such information can be used to map the information in the model in the panels for engineers and operators as shown in the left side of the same Figure 1.

†
‡

acaproni@eso.org
eschmid@eso.org

Figure 1: The schema of the alarm system.
The inputs of the IAS come in the form of values from
monitor points like a temperature sensor, or alarms generated by other alarm sources such as specialized software
systems like for example the ALMA Common Software
(ACS) or the control system of a power plant. The set of
inputs is therefore very heterogeneous: the IAS must be
able to elaborate each type of input independently of its
format and the software system who provides it. In the
scope of this document, we will call the input to the IAS
Integrated Alarm System Input/Output (IASIO), regardless if they are the values of monitor points or alarms, and
without distinction of the software source that produces
them.

Distributed Alarm System Unit
The core of the IAS [2] is a distributed software system
composed of Distributed Alarm System Units (DASU)
that concurrently evaluate the IASIOs in input and, if
appropriate, produce one or more alarms. Sometimes
when the translation of IASIOs into alarms is very complex or several IASIOs must be correlated, the DASU
produces an intermediate value instead of an alarm. We
call such temporary value a synthetic parameter. Typically, a DASU represents the IAS model of a particular subsystem of the observatory. For more complex subsystems,
it can also make sense to break them down into a hierarchy of DASUs, most likely following the natural hierarchy of the subsystem.
The output produced by a DASU being an alarm or a
synthetic parameter can be, in turn, the input to another
DASU, as shown in Figure 2. This design follows the
principle that the software systems that produce the
IASIOs in input to the IAS can or cannot be completely
separated. It is a central concept of this architecture the
concept that the values coming from the remote systems
and those produced by the DASU are indistinguishable.
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Each ASCE has a rule to transform the inputs into the
output that can be an alarm or a synthetic parameter that
represents an intermediate step of a complex computation.
We call such rule a Transfer Function (TF), in analogy
with neural networks where a neuron transfers the values
of all its inputs to a single output. More formally, we can
say that the output O of an ASCE E with n inputs, I1...In,
is the result of applying the transfer function ∑ to its
inputs:
Figure 2: The DASU collaboration diagram.
It is natural to associate one DASU to each of the monitored systems but it is not the only possible way to connect the DASUs: the number of DASUs and their interconnections represents a convenient decomposition of the
real system allowing to model the observatory.
If the IASIOs in input to the DASUs are produced by
external software systems, they must be converted to the
proper format before being processed by the DASU. Such
a conversion is shown at the bottom of Figure 3 and is a
conceptual representation of this task that in the real system will likely be done by a dedicated software tool.

1

The heuristic of the transfer function of each ASCE is
provided by the operators or the engineers that have a
deep knowledge of the system; the IAS will provide a set
of predefined transfer functions to cope with the most
common use cases. This freedom to provide user defined
TFs to the IAS gives great flexibility, but user errors in
the Transfer Function could endanger the IAS at run time,
so parameters like execution time must be constantly
monitored at run-time. Each TF must be tested before
being used in production possible with the help of a simulator.
The association of TFs to ASCEs is defined in the Configuration Database (CDB); the same TF is reusable by
any number of ACSEs. The connection of ASCEs is acyclic. The number and connection of ASCEs allows to
model the hierarchy and interdependencies of real equipment.

THE CORE OF THE IAS

Figure 3: Internal schema of the DASU.
Often, there is a big number of inputs to a DASU and it
can be challenging and error prone to correlate all the
possible values of the inputs to generate the output. For
this reason, the DASU is internally composed of one or
more Alarm System Computational Elements (ASCE)
that are software components that perform the evaluation
of the inputs, to produce in the output alarms or synthetic
parameters.

Alarm System Computational Elements
An ASCE is a software component that effectively
makes the correlation of the inputs to produce an output.
It takes as input one of more IASIOs input to the DASU,
or the output of other ASCEs running in the same DASU,
allowing to reduce the complexity of the computation of
the entire DASU.

The core of the IAS is composed of the DASUs and ASCEs we already saw together with other components like
the Configuration Database (CDB) and the Back-Stage
Database (BSDB), and the IASIO data structure.
All these components collaborate to evaluate the inputs
provided by the remote systems against the model and
defined rules, and ultimately generate a number of alarms,
either set or cleared. Clients of the IAS, like operator
GUIs, are notified of these alarms and display them together with additional context information, such as the
values provided by the monitored components.

The Integrated Alarm System Input/Output
The IAS architecture is based on the uniformity of the
monitor points and alarms produced by external subsystems (after a proper conversion) and alarms and synthetic
parameters produced by the IAS itself. This allows the
DASU and the ASCE to have between their inputs also
values calculated by IAS components as you can see in
Figure 2.
Inputs from external systems contain several fields, including an identifier and the current value. The identifier
uniquely identifies a IASIO inside the core of the IAS and
is not the identifier of the monitor point to the monitored
control software.
The value is the actual value of the monitor point or
alarm: it can be a numeric value, an array of values, a bit
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mask, a pattern, an alarm or something else. The IAS
initially provides a basic set of types and will be extended
following a bottom up approach to support the data types
provided by the ALMA monitored control system.
A value provided by a controlled system has an associated validity that reflects possible problems that arose
while the control software retrieved the value of a monitor
point. The validity at this stage only depends on the monitored system. When a value coming from remote system
is translated into a IAS data structure and injected into the
core, its validity is updated taking into account possible
problems during the computation or the delivery to the
core, like for example network problems.
The value of a monitor point is sent to the core on
change to immediately notify of updates of its value. It is
also sent at regular time intervals to reinforce its validity.
If a value does not arrive in the expected time frame, the
core marks it as invalid and it will be properly displayed
in the panels to let the operator know that the values
he/she is looking at may not reflect the actual situation.

Identifier
IASIOs, Computational Elements and DASUs and
more in general all the IAS components, have an identifier that allows to uniquely identify them at run time. The
identifiers are defined in the CDB and are composed of
three parts:
 A unique identifier, ID.
 The identifier of the parent.
 A stringified representation of the identifier.
The ID is a string that uniquely distinguishes one object
from another. The identifier of the parent is the unique
identifier of the parent, making the identifier a recursive
data structure: the chain of IDs allows to quickly identify
who owns an object and where it. The stringified version
of the identifier consists of the ID plus the identifiers of
all its parents. Its purpose is to improve performance at
run-time. The recursive data structure, and the related
parent identifier, is very useful for debugging: it says for
example which ASCE produced an IASIO and in which
DASU it runs.
The Table 1 below describes a possible assignment of
parent IDs of IAS components.
Table 1: Parent Identifiers of IAS Components
IAS Component
Value from a
remote software
system
IASIO

DASU
ASCE

Parent
The ID of the remote software
system.
 The ASCE that produced it
 The plugin that generated
the IASIO for the value received from a remote software system.
Nothing.
The DASU where it runs.
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PLUGINS
Each monitored system has its own control software.
The control software of the ALMA array has been developed in collaboration with ALMA partners and we have
full control over it. However, other control software systems in the facility are proprietary, possibly a with limited
access that does not allow to deploy software. However,
all control software systems provide a way to get monitor
point values and alarms that can be forwarded to the IAS
and presented in the panels after processing.
We call plugins the software components that interface
with remote control software to collect and send monitor
point values and alarms to the core of the IAS.
As we said earlier, the value of each monitor point must
be sent on change and at regular time intervals. Apart of
collecting and sending the values to the core, the plugins
filter up front the alarms from flickering and other noise
so that the values received by the IAS are stable and reliable enough to let the IAS present coherent alarms in the
panels.
The IAS provides a library of the most commonly
needed filters to be applied by the plugins to the values; it
also provides a library to send the values to the core of the
IAS so that developing a plugin ultimately means developing the part related to the monitored software system,
reusing the tools provided by the IAS for the filtering and
sending.
We have identified the following use cases:
 The plugin can be deployed in the control software
of the monitored system: it can directly access the
monitor point values
 The plugin cannot be deployed in the control software of the monitored system but the control software offers an API to get monitor points.
A plugin can easily retrieve monitor point values and
alarms when it is possible to deploy it in the workspace of
a monitored control software. In that case, it can run as a
component of the control software or as client that can
directly access the internals of the system though a specific API.
Proprietary control software could be closed in this respect and forbid to deploy software inside the control
system. Some of them provide an API to access the monitor point values and alarms or, in the worst case, provide
web pages and logs that could be parsed.
In both cases, running a plugin must have no side effect
in the monitored system, nor in the alarm system. In particular, a plugin must not introduce instability in the
monitored system if for example the integrated alarm
system is not running or the transport framework not
available. The other way around is also true, the integrated alarm system must not be affected by a misbehaving
plugin but it must clearly report the problem in the panels.
Another key factor is the network configuration. Often
a control software runs inside a shielded private network
being inaccessible to plugins unless they run in the control software private network itself. In that case, it is often
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possible to established an outgoing connection from the
control software to the integrated alarm system network.
There are many possible scenarios for getting monitor
point values and alarms from the heterogeneous remote
monitored system of ALMA. Most likely the network
configuration needs to be updated and there is the need to
buy specific products to access monitor points and values
from proprietary control software. In any case a specific
solution must be found for each case as it is not possible
to generalize a plugin to cover all possible cases.

BACK-STAGE DATABASE
To decouple plugins from the integrated alarm system,
the plugins sends monitor point and values to a backstage database (BSDB) instead of establishing a direct
communication with the core components IAS as shown
in Figure 4. The deployment of the BSDB may or may
not be that of Figure 4 as it can or cannot be in the same
servers of the IAS or distributed between several servers
[3].
In case the BSDB is not available, the plugins stop
sending data until the BSDB will be available again. All
the monitor point values and alarms collected when the
BSDB is unavailable are lost forever. This is not a big
deal as each value will be resent after a defined time interval: when the BSDB will be available again, the updated value will be sent automatically and propagated up to
the operator panels.

Figure 4: Communication between plugins and IAS core.
In the selection of the transport system we considered
also the fact that each monitor point value and alarm has a
validity: when a value is too old to be reliable it is marked
as invalid to make the operator aware that what he/she
sees in the alarm panel may not reflect the real state of the
underlying components. There is no point to save monitor
point and values for long time in the BSDB.
At the same time, the back-stage database must be fast
enough to ensure the delivery of monitor point and alarms
in a short time: a non-nominal state detected in a remote
monitored system must be notified to operators not later
the 2 seconds later.
The BSDB of the IAS adopts the Apache Kafka distributed platform for collecting and propagating monitor
point values and alarms collected by the plugins to the
core and the alarms and synthetic parameters produced by
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ASCEs and DASUs to other components of the core and
up to the web server and operator/engineering panels.
Kafka offers many advantages being very fast, distributed and replicated. Kafka also automatically discards the
records older than a certain age, a concept that matches
the design of the IAS.

DATA FLOW
Figure 5 shows a logical view of the data flow inside
the core of the IAS for the simplified case of a single
monitored system and one DASU with 2 ASCEs.
The external software system on the top left side produces monitor points and alarms that are collected and
sent (1) by the plugin to the temporary queue T. Monitor
point values and alarms stored in T need to be converted
into IAS data structures before being injected in the core.
Such a conversion happens in (2) where dedicated
software tool extracts the records from the temporary T
queue, and translates them into IASIO objects to be finally stored into the IOs queue.
The number and deployment of the T and IOs queues
depends on the framework adopted, but in principle there
should be one T queue for each remote software system to
reduce the load on the converters; for the same reason,
more than one IOs queue could be deployed.
Figure 5 also shows one DASUs with two ASCEs. The
inputs of the ASCEs are IASIOs that come from the IOs
queue (4). The output produced by the DASUs, of IASIO
type, are in turn stored into the IOs queue (3) to be propagated from there to other DASUs (not shown in the picture). From the picture it is clear that monitor point values
delivered by plugins, after conversion, and IASIOs produced by ASCEs are indistinguishable and processed the
same way.
Data extracted from T and IOs queues are immediately
discarded: the standard way a client has to be informed
about IASIOs updates is by subscribing to the events
produced by the publishers attached to the IOs queue(s).
Apart of DASU and ASCE, there are other consumers
connected to the IO queues like the one to store IASIOs in
the Long Term database (LTDB) for permanent storage,
or the consumer to inject IASIOs in the web servers to be
finally visible in the operator and engineering panels.

OPERATOR AND ENGINEERING
PANELS
The primary function of the integrated alarm system is
to show the high-level status and alarm information panel
of all the main monitored systems of the ALMA observatory like for example the ALMA Antenna Array, the
weather stations, the power plant, allowing the operator to
identify the area of a problem in case of a non-nominal
situation.
In the system displays, each element summarizes the
overall status of a system with a proper colour coding.
Once an element is an abnormal status, the operator will
be able to navigate to a new display in order to see the
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status of the sub-elements and identify the root cause of
the problem. Depending on the complexity of the monitored element, it might be necessary to have several levels
of displays showing more details of each element.

Figure 5: IAS data flow.
The panels of the alarm system are primarily displayed
in the ALMA control room for the telescope operators.
The operators in the control rooms are those who detect
an alarm and start the counter action and are the only ones
allowed to send commands to the alarm system like for
example acknowledging or shelving alarms for a given
time intervals.
Engineers, usually outside of the control room, are also
interested in displaying alarm panels with dedicated views
to the equipment they are responsible for.
Other users may want to check the state of the observatory from their premises in Europe, the USA or Japan.
Such users are allowed to check the state but cannot interact with the alarm system.
To allow users to open alarms panel from the control
room and many other places, the alarm panels are displayed in a browser once the user credentials have been
checked.
Internally, the web server gets the IASIOs produced by
ASCEs directly from the BSDB and forwards them to the
panels with the proper layout and colour coding, as shown
in Figure 6.

Figure 6: Operator and engineer panels.
Operator actions, like acknowledging and shelving
alarms are handled entirely by the web servers and recorded in the long-term database.
The Integrated Alarm System will provide also other
panels for the management of the alarm system itself.
Such interfaces could be developed as web application or
be dedicated Python or Java tools.
Displaying alarms for a complex environment like the
ALMA observatory is not an easy task. Sometimes, especially for engineering panels, a simple tabular view could
suffice but for the operators in control room there is the
need to more complex and interactive panels. For example, a panel displaying an alarm that requires an urgent
intervention in one of the 66 antennas shall clearly show
the antenna but also in which of the 200 possible pads the
antenna is located and how to reach the pad. For this kind
of panels the geolocation is an important factor.
For such a complex task, we made a workshop [4] with
the participation of human machine interaction experts
from Inria Chile and with the involvement of operators,
engineers and software developers. During the workshop,
we identified the most important systems to monitor that
will always be shown in a panel independently if are in a
nominal or non-nominal state. In case of alarm, the entry
in the main panel shows the system in non-nominal state
and with a proper color coding. To understand the root
cause of the problem, the operator must click over to open
a sub-panel that shows a detailed view of the monitored
system.
Inria human machine interaction experts prepared a detailed report of the outcome of the workshop and provided
mock-up interfaces one of which is in Figure 7. It shows
the antenna and the technical buildings located at the
ALMA Observatory facility at 3000m a.s.l. and the facility building located at 5000m a.s.l. at the right side. Items
in a non-nominal state are those in red. The final design
of this interface can substantially differ from that in picture Figure 7.
Apart of operator and engineer panels there will be several technical panels and tools to investigate the behaviour of the alarm system at run-time and offline. Such
panels allow, among the others, to identify cheating
alarms and other noise [5].
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ALARM CONFIGURATION AND
DOCUMENTATION
The Integrated Alarm System is primarily an application for the operators in the control room. They have the
responsibility to check the alarms and start the counter
action but they are also those who better know the internals of the observatory for finding the best possible counter actions. This consideration makes the operators, together with engineers, the best suitable person to prioritize and provide documentation for the alarms.
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the operators and allow them to tackle a problem possibly
before it affects observations.
Such tool, the integrated alarm system, must be able to
accept in input monitor point values and alarms coming
from a set of heterogeneous control software systems. The
IAS elaborates the inputs and produces the alarms, displayed by a set of panels, to operators and engineers in
the control room or seated in the offices in their premises.
A set of plugins, each of which closely depend on the
monitored system, retrieves monitor points and alarms
from the control software and, after removing any noise
with a proper filtering, sends them to the core of the IAS.
The values provided by the control software need to be

Figure 7: Mock-up interface for the alarms generated by the building infrastructure of the ALMA observatory.
We are going to introduce the new tool following a top
down approach. We identify few important and reliable
alarms and display only them; when they prove to work
as expected and the operators trust the new alarm system
we will increase the number of displayed. The operators
must help finding the documentation but also defining the
transfer function to manipulate the inputs.
The integrated alarm system will offer to operators a
way to write and keep up to date the documentation of
each alarm with the possibility to add text, pictures and
video clip. One possible solution could be to let the alarm
panel provide each displayed alarm with a link to a documentation editable page like for example a wiki page.

CONCLUSION
To increase the efficiency of the ALMA observatory we
found that the operators in the control room need an alarm
system showing not only the alarms produced by the
array control software but also those coming from other
control software like the weather station or the power
plant. Those alarms increase the situational awareness of

converted into a uniform data type to be elaborated by the
core.
The core elaborates the inputs against a model to produce a set of alarms to be shown to operators and engineers. We have found that each monitored system has a
hierarchical structure that can be modelled with an acyclic
graph whose nodes represent the components of the system. Each node can be working as expected or in a nonnominal state. The IAS maps each node to an element in
the alarm panels. We defined the IAS software architecture mapping the nodes into DASUs and allowing to
decompose the elaboration of a great number of inputs in
the ASCEs by applying to them a transfer function.
The IAS provides the most important transfer functions
to transform the inputs into alarms, but it is possible to
define custom functions to implement specific rules
whose definition must be found in close collaboration
with operators and engineers who have the deepest
knowledge of the system.
During a workshop with human machine interaction
experts from Inria Chile, and in collaboration with developers, operators and engineers, we have identified the
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most important elements to show in the control room and
created mock up panels for display panels.
The IAS is currently under development, available under LGPL license. It is hosted in Github [6] [7].
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REPLACING THE ENGINE IN YOUR CAR WHILE YOU ARE STILL
DRIVING IT – PART II*
E.Bjorklund#, LANL, Los Alamos, NM 87545, USA
Abstract
Two years ago, at the 2015 ICALEPCS
conference in Melbourne Australia, we
presented a paper entitled “Replacing The
Engine In Your Car While You Are Still
Driving It” [1]. In that paper we described the
mid-point of a very ambitious, multi-year,
upgrade project involving the complete
replacement of the low-level RF system, the
timing system, the industrial I/O system, the
beam-synchronized data acquisition system, the
fast-protect reporting system, and much of the
diagnostic equipment. That paper focused
mostly on the timing system upgrade and
presented
several
observations
and
recommendations from the perspective of the
timing system and its interactions with the other
systems. In this paper, now nearly three quarters
of the way through our upgrade schedule, we
will report on additional observations,
challenges, recommendations, and lessons
learned from some of the other involved
systems.
INTRODUCTION
To briefly re-cap the previous paper, we
compared the installation/operations schedule to
driving through mountainous terrain on a road
with many peaks and valleys. When you start
down a valley, you shut down your engine,
replace as much of it as you can, then try to get
it running again before you have to start up the
next peak. At the bottom of each valley there is
a relatively flat stretch of road representing the
“start-up period” – during which you mostly
coast while you discover how your changes
affected the machine’s operation (for good or
for ill).
The installation and operation schedule is
shown below in Figure 1. The green blocks
represent the operating periods, the red blocks
represent the installation and maintenance

____________________________________________
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periods, and the yellow blocks represent the
start-up periods. The durations of the operation,
maintenance, and start-up periods vary as the
project progresses. The first three years of the
schedule call for longer operational periods
(seven to nine months), shorter upgrade periods
(four months), and shorter start-up periods (one
month). The middle three years – during which
the most complex upgrades take place – have
longer maintenance periods (four to five
months), longer start-up periods (three months),
and shorter operational periods (three to four
months). During the last three years, things
theoretically get easier and we go back to longer
operations, shorter maintenance, and shorter
start-up periods. This is the point where we are
currently at in the schedule.

Figure 1: Installation and operation schedule.
OBSERVATIONS AND
RECOMMENDATIONS
In the previous paper, we presented three
observations and two recommendations. The
observations were:
1. You can’t replace the whole system at once.
2. Some compatibility must be maintained
between the old and new systems.
3. You will be surprised.
The two recommendations were:
1. Always have a way to fall back
2. Have sympathy for the operations staff.
This paper amplifies on the three observations
and includes one new recommendation.
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THE RICE SYSTEM
The previous paper focused mainly on the
timing system replacement. In this paper we
will focus on what is possibly the most
entrenched and hardest to replace component in
our accelerator – the “Remote Information and
Control Equipment” (RICE) system [2].
The RICE system was designed and built in
1969 to handle all of the industrial I/O, beam
synchronous I/O, and fast machine protection
reporting. It consisted of a single “RICE
Interface Unit” (RIU) that could communicate
in parallel. with up to 128 remote RICE stations
see Figure 2). This topology allowed a single
read request to return up to 128 channels of
data, which is how we acquired our beam
synchronous data. It is also how we obtain the
data required to analyse a machine protection
fault.

Figure 2: RICE topology.
As time progressed however, RICE also
became our biggest bottleneck. The system is
limited to only one synchronous read operation
per machine cycle. For our machine, this means
that the maximum rate for all beam synchronous
data requests is 120 Hz. (our maximum
repetition rate). The rate is less if the accelerator
is running at low repetition rates. Which it does
during tune-up periods (4 Hz.). Which is also
when we have the highest demand for beam
synchronous data.
Observation 1:
You Can’t Replace the Whole System at Once
The RICE replacement task was subdivided
into three independent projects – Industrial I/O,
Beam Synchronous I/O, and Fast Protect
reporting. Even with this subdivision it was not
possible to complete any of these projects in a
single installation and maintenance period. This
meant that we would have to operate the
accelerator using both the old (RICE) system
and the new system.
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This is not much of a problem for the new
industrial I/O system since it can operate
independently of the RICE industrial I/O
function. However, a beam synchronous read or
a fast protect read must contain data from both
the old (RICE) and the new systems – which
brings us to our second observation.
Observation 2:
Some Compatibility Must Be Maintained
Between the Old and New Systems
As of this writing (September 2017), the fast
protect project is about halfway completed and
the beam synchronous project is just getting
started. Both projects require that their data sets
contain data from both the new and old systems,
and that all the data be acquired at the same
time within the same beam pulse.
Like many other facilities, we employ a
correlator to assemble the data based on
timestamps. To make life easier (or sometimes
even possible) for the correlator, each machine
cycle is given a timestamp and all the data taken
during that machine cycle is given the
timestamp for that machine cycle. The machine
cycle timestamp is broadcast through the timing
system. The correlator can then use exact
matches to assemble its data set.
Beam synchronous data is acquired as vectors,
so “time-in-cycle” requirements can be met by
selecting the appropriate vector element. Fast
protect data is stable throughout the duration of
the machine cycle, so it does not require any
finer grained timestamping. What is a problem,
however, is that all the RICE data comes
through a MicroVAX 4 computer which does
not have access to the timing system event link
and cannot apply the cycle timestamp to its data.
To solve this problem, we must recall that the
RIU can take synchronous data from up to 128
remote stations. At present, only 66 stations are
in use. So we mounted an EPICS IOC with a
timing event receiver and a binary output card
next to the RIU. The IOC reads the cycle
timestamp and extracts 36 bits from the middle
(24 from the seconds field and 12 from the
nanoseconds field). It then writes these bits into
the RIU data buffers for three of the unused
RICE stations (12 bits each). The result is that
MODPL01
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every RICE dataset now contains the middle 36
bits of the cycle timestamp, which is enough
precision to guarantee an “exact” match within a
range of 194 days.
Observation 3:
You Will be Surprised
And sometimes it will be a pleasant surprise!
The industrial I/O replacement project is now in
its third year. We have been replacing the RICE
industrial I/O functions with National
Instruments Compact RIO crates running EPICS
[3]. The first year, we succeeded in replacing
the industrial I/O function of 4 RICE stations.
The second year we succeeded in replacing the
industrial I/O function of 7 RICE stations.
Recall, however, that we have a total of 66
RICE stations to replace. At this rate we were
on schedule to finish the industrial I/O
replacement project somewhere in the year
2023! During the 2017 outage, however, we
replaced the industrial I/O function on 33 RICE
stations. So how did that happen?
The first thing that was different about 2017 is
that we had more manpower. Most of the
operations staff, freed from their regular duties
of operating an accelerator, were recruited to
help with the industrial I/O project. Most of
these operators were not particularly trained as
electricians or engineers. However, when we
compared error rates, the rates of the untrained
workers were comparable to the rates of the
trained workers.
The second thing that was different was
repetitiveness. The 33 stations were all part of
the main LINAC and each station pretty much
had the same signals going into the same
locations.
This made the planning and
execution much easier.
But the thing that made the most difference,
and is the subject of our next recommendation,
was:
Recommendation 1:
Do as Much as You Can Before the
Maintenance Period Starts
After those first two years, we began to realize
that a lot of the work involved with replacing an
industrial I/O system could be performed while
the accelerator was still running. So during the
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2016 run cycle, the project engineer took the
following actions for each of the RICE stations
scheduled to be replaced:
 Inventoried the existing wiring at each
station.
 Cross checked the existing wiring with the
control system list of known channels to
determine which wires were still needed and
which wires were not.
 Removed all unneeded wires
 Removed all trunk cables that no longer
contained any needed wires.
 Labelled all the remaining wires with regard
to whether they belonged to the industrial
I/O system or one of the other systems.
 Installed the terminal blocks that will
interface to the new cRIO systems.
 Built the cRIO systems, configured their
software, installed them in the racks, and
connected them to their terminal blocks.
Once all this was accomplished, almost the
only thing left to do during the maintenance
period was to move wires from the old system
to the new one and do the testing.
Observation 4:
You Will Continue to be Surprised
As mentioned above, the RICE system has
been our biggest bottleneck for many years. A
pretty obvious way to help alleviate that
bottleneck would be the removal of over 4,500
I/O channels from RICE – which is exactly
what we did during the 2017 outage.
But it didn’t. In fact, during the 2017 startup
period the bottleneck got worse! At this point
we don’t really know why. There is some
speculation that systems physicists and
engineers, giddy at the prospect of a more
responsive RICE system, may have been adding
more beam synchronous data requests to the
logging facilities. As of this writing, however,
we have no definitive answer.
CONCLUSION
We hope these observations have been useful
– especially if you are contemplating a similarly
ambitious upgrade project. If you are, however,
you might want to check back with us at the
2019 ICALEPCS. There are sure to be a
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number of other challenges in store for us!
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VIRTUAL CONTROL COMMISSIONING FOR A LARGE CRITICAL
VENTILATION SYSTEM: THE CMS CAVERN USE CASE
W. Booth†, E. Blanco, B. Bradu, S. Sourisseau, CERN, Geneva, Switzerland
Abstract
The current cavern ventilation control system of the
CMS experiment at CERN is based on components which
are already obsolete: the SCADA system, or close to the
end of life: the PLCs. The control system is going to be
upgraded during the LHC Long Shutdown 2 (2019-2020)
and will be based on the CERN industrial control standard:
UNICOS employing WinCC OA as SCADA and Schneider
PLCs. Due to the critical nature of the CMS ventilation installation and the short allowed downtime, the approach
was to design an environment based on the virtual commissioning of the new control. This solution uses a first principles model of the ventilation system to simulate the real
process. The model was developed with the modelling and
simulation software EcosimPro. In addition, the current
control application of the cavern ventilation will also be reengineered as it is not completely satisfactory in some transients where many sequences are performed manually and
some pressure fluctuations observed could potentially
cause issues to the CMS detector. The plant model will also
be used to validate new regulation schemes and transient
sequences offline in order to ensure a smooth operation in
production.

INTRODUCTION
During the past 6 years, the CERN Cooling and Ventilation (CV) group has been gradually migrating their existing
control systems and deploying all the new ones using the
CERN industrial control standard: UNICOS employing
WinCC OA as SCADA and either Siemens or Schneider
PLCs. This work already covers nearly 200 PLCs, and is
deployed on 10 production WinCC OA servers, running
around 35 WinCC OA projects, being monitored 24hr/day
by the technical infrastructure operators in the CERN Control Centre.
The two remaining major HVAC (Heating, Ventilation
and Air-Conditioning) systems using a legacy and now virtually obsolete SCADA system (Wizcon) are the ATLAS
and CMS caverns plants. These systems are large, complex
ventilation units, covering multiple buildings, across multiple PLCs, which are scheduled to be upgraded during the
first half of the LHC Long Shutdown 2 (LS2), beginning
in 2019. This will bring these control systems into the
CERN standard, and will guarantee their functioning
through the next 15 years of operation, during the future
upgrade phases of the LHC.
Since these ventilation systems are critical to the operation of the two largest detectors of the LHC, CMS and AT-

LAS, they are critical to the operation of the LHC accelerator itself, since any failures can impact the beam availability. In order to ensure a smooth and quick upgrade of the
control system, as well as allowing engineers and operators
to achieve improved control system performance, a virtual
commissioning of the CMS ventilation cavern will be performed, using a dynamic model that has been developed.

Current Ventilation System
The current ventilation system for the CMS experimental cavern was designed and installed during the period
of the LHC installation between 2000 and 2005. It has been
in operation for nearly 10 years, since the start-up of the
LHC in 2008, and the SCADA system is obsolete, and the
PLCs are close to the end of their operational lifetime. Furthermore there has been no major improvement made since
the LHC began operation considering that the application
is critical, and cannot be stopped for long. During the upgrade any potential performance or maintenance issues will
be addressed as well, based on experiment and HVAC plant
operator input.

CERN Industrial Control Standard
The CERN industrial control standard for continuous
processes, the UNICOS CPC framework [1], has been discussed in detail in previous publications. This standard provides many advantages for the development, operation and
maintenance of the control applications. Therefore, given
the aforementioned need to upgrade the ventilation system,
the CERN UNICOS CPC standard will be used to migrate
during the next possible upgrade window: the Long Shutdown 2 of the LHC, scheduled to begin in 2019. Since the
CMS ventilation system is critical, it is preferable to be
able to do a virtual commissioning of the system, with a
first principles model, prior to the deployment in-situ.

PROCESS MODELLING
In order to apply a model-based approach for the virtual
commissioning of an existing plant, the process must be
analysed, from a global level down to each individual component. During this phase two complementary data sources
were used: CV group internal documentation and the Electronic Documents Management System (EDMS), which is
a global CERN documentation storage location. The CV
data provided “As-Built” HVAC sub-contractor project

_________________________________________
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Figure 1: Process and Equipment Analysis.
data (e.g. Functional Analyses, Input/Output lists and PLC to maintain CO2 concentration below a defined level, disprograms), and EDMS contained not only HVAC-related crete events in case of gas detection, etc.). For this reason,
information such as P&IDs, equipment/devices datasheets each HVAC library air source component allows the user
and maintenance reports, but also miscellaneous character- to define a customizable gas concentration vector, and all
istics (e.g. civil work, electrical wiring diagrams, etc.) re- the corresponding humid air properties are dynamically
quired to build and set the model parameters. Considering calculated inside all the elements according to the gas conthe quantity of information and the fact that all the data centration vector that passes through them.
could not be digitized at that time, this data mining phase
With this version of the HVAC library, it was possible to
ended with a consistency checking task, during which ef- build simple models of HVAC plants with a minimum of
forts have been made to deduce missing information from required inputs. However, due to the limited amount of
retrieved data (Fig. 1).
available settings the accuracy of the model behaviour
might not be sufficient to reflect the behaviour of a real
Modelling Software
component. Therefore it was necessary, prior to starting
Since 2008 CERN has been developing industrial con- the CMS HVAC plant modelling phase, to continue the
trol dynamic simulation models [2] with EcosimPro [3] HVAC library development. Various formulas were imsoftware. EcosimPro is an object-oriented, differential and proved and validated to increase the modelling accuracy,
algebraic equation solver, based on a non-causal modelling and additional components have been developed (such as
language, with a user-friendly interface to build complex enthalpy wheels, ductings, pressure relief dampers, cavsystem models. It includes an efficient solver for large- erns, 3-way valves, a few examples of which are shown in
scale systems, and can be coupled to the real PLC in order Fig. 2). Also all the existing elements have been improved
to check control software before deployment. Given the to increase their accuracy. For instance, although the upbenefit of a dynamic simulation approach for the design dated damper model requires more information (shape,
and the maintenance of cryogenic control systems, initially blades type, characteristics of the ducting on which the
the water cooling plants were modelled. In view of the suc- damper is installed), various simulation cases (in comparicess of this work [4] the approach was extended to other son with measurements from real plants) demonstrate a
domains such as HVAC.
good ratio between accuracy and quantity of input data.

HVAC Library Development
A first HVAC library version for EcosimPro was developed at CERN during 2014 that included major HVAC
plant components. One of the interesting development
guidelines at that time was to consider the process fluid (i.e.
the air) as a gas mixture whose concentration rates are
likely to change. Indeed, as far as HVAC processes are concerned it is common practice to consider a standard atmosphere gas composition, which results in simplified equations, constant characteristics (e.g. air molar weight) and
standard psychrometric diagrams: this can be justified because a small variation of one gas concentration value does
not have a significant effect on HVAC systems. However,
since CERN HVAC plants are used for the ventilation of
rooms which house processes that handle gases (Nitrogen
and Helium for cryogenics, Carbon Dioxide, etc.), some
existing and future regulation loops may include the management of such gas concentration (ventilation regulation

Figure 2: Example components from the HVAC Component Library in EcosimPro.
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As an example of HVAC component development, Fig.
3 summarizes the modelling process that has been applied
for ventilation fans. First, an ideal fan is defined by the
curve of its wheel (provided by the manufacturer), which
establishes the relationship between the wheel rotation
speed, the differential pressure across the fan and its airflow.

Figure 3: Development of Fan Model.
Considering that a significant amount of CERN energy
consumption is attributable to HVAC systems, CV control
engineers are more and more concerned by this issue. The
modelling and simulation approach is a good candidate to
test optimized energy-consumption control scenarios over
long periods (from a month to a year) therefore the fan
model has been built in order to dynamically compute the
fan motor electrical power (thus the consumption within a
period through the integration of this value) depending on
the fan rotation speed, its differential pressure, the transmission type (direct or with a belt), the motor rating, the
fan wheel and motor efficiency curves.
Moreover, considering the fact that the heat produced by
the motor itself is partially absorbed by the air passing
through the fan, the EcosimPro object-oriented language
enables to associate the ideal fan with an electrical heater
component (whose role is to add sensible heat to an air
stream): using connection equations between the heater input signal and the ideal fan losses variables, the exact
amount of heat transferred to the air stream (which depends on considerations such as the motor position in the
air stream and the air flow type around it) can be easily set
based on two fan operating points associating the fan airflow to the difference of temperature across it.

HVAC Library Validation
Once the EcosimPro HVAC library was developed, a
multi-level validation step was necessary before considering the CMS experiment cavern HVAC plant modelling.
Static stand-alone tests
Firstly, each component has been tested stand-alone with
reference steady states: given a set of defined and non-ambiguous input parameters (component settings, inlet(s) air
properties, input signals values), the aim was to check the
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consistency and the accuracy of all the humid air characteristics calculated (directly or not) inside the component.
Psychrometric diagrams and properties tables (NIST: National Institute of Standards and Technology, ASHRAE:
American Society of Heating, Refrigerating and Air-conditioning Engineers) have been used as references. For example the specific enthalpy calculation (done in the humid
air Port) has been checked and absolute and relative differences tables have been generated within the acceptable variation range of humid air properties considered for this development (e.g. [-20°C: 50°C] for the dry bulb temperature).
Dynamic (transient) stand-alone tests
Secondly, components have been tested dynamically: by
varying all the possible component air inlet(s) properties,
this step allows to observe the component behaviour considering smooth and fast transient variations. This phase
also permits to detect and solve typical modelling issues
such as simulation time problems and non-physical states
(division by 0 when no air flow, setting boundaries for infinite values, using differential expression for convergence,
etc.). Besides, the component robustness is verified when
faced with multiple and potentially non-physical simultaneous parameter variations. Figure 4 shows how the robustness of the HVAC port equations related with the air mixture properties has been checked considering the simultaneous variation of several gases concentration rates of the
considered atmosphere.
Components assembly tests
Together with stand-alone tests, an important aspect of
the component modelling consists in verifying that all the
equation formulations inside each component are compatible with the ones of the other components. These checks
typically led to modifications in order to solve algebraic
loops, simulation slowness and convergence issues.

Figure 4: Test of the gas mass concentration law for a
source component.

SIMPLE HVAC PLANT MODELLING
For all the UNICOS-based control systems at CERN the
history of each single accessible value (from a transmitter
measurement to actuator position and feedback signals)
can easily be extracted from a year-period database.
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Figure 5: A simple 1 AHU ventilation system in CERN computing centre.
Through simple HVAC plants modelling (process and associated control), the goal was to confirm the pertinence of
the approach used during the HVAC library development
by comparing the behaviour of a plant model with all the
real data gathered during a defined period. Three different
CERN plants with a representative range of HVAC equipment have been chosen for these tests: one room ventilation
system in the CERN computer centre, one ventilation system in a building for SPS power converters and one ventilation system in a building used for the LHC cryogenics.
As an example, Fig. 5 shows the supervision top-view of
the first plant which has been considered. The associated
top-level view model of the HVAC process in EcosimPro
is detailed in Fig. 6, which shows the macroscopic view of
the ducting, the Air Handling Unit (AHU), and the room to
be supplied. The AHU process view is shown in Fig. 7
which shows the level of modelling detail, down to the individual actuators and the installed sensors. In addition to
the process modelling, a plant control model (based on the
CERN EcosimPro UNICOS control library) has been connected to the process model within EcosimPro. Based on
retrieved equipment datasheets and real operating points,
all the model components parameters have been set. Although model boundaries such as the outdoor temperature
and humidity were accessible, the evolution over the time
of the heat loads (sensible and latent) inside the room had
to be estimated by trial and error.
The case-by-case (i.e. component per component) studies of several period simulations enabled to compare not
only the behaviour of each component model in compari-

son with the corresponding HVAC equipment measurements (e.g. modulating damper position and control signal
over the time), but also the global behaviour of the model
composed by the process and its control: thus, the graph in
Fig. 8 shows, over a 5 day period of time, the simulated
fresh air damper position compared with measurements.
Without considering the global assumptions (heat loads,
etc.), we were able to find consistent damper parameters
that reproduced the real damper behaviour. In addition,
and more unexpectedly, this simple HVAC plants modelling phase has also enabled us to identify some regulation
issues on the real plants, such as a 3-way valve malfunction
and some transmitters’ calibration problems.

Figure 6: The single AHU ventilation system shown in Fig.
5, modelled in EcosimPro.
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plex, as shown in Fig. 10. The CMS HVAC Plant architecture is made of 5 separate functions distributed over 11
PLCs, with a complex arrangement of power and control
cubicles, as well as emergency equipment for firemen.

Figure 7: The component level model of the AHU in EcosimPro.

Figure 8: Comparison of simulated and measured fresh air
damper position.

DEVELOPMENT OF CMS HVAC PLANT
MODEL
Now with this validated HVAC library it is possible to
build physical models of the CMS HVAC plant. Note, the
model building is more difficult because there is no recorded data to tune the models, therefore there is a strong
dependency on the documentation work outlined at the beginning of this paper (see Fig. 1).

Plant Short Description
The CMS HVAC Plant is composed of several sub-systems dedicated to specific areas of the CMS buildings com-

Figure 10: CMS plant overview of buildings surface and
underground.
All the CMS HVAC plant buildings have the same obsolescence issues, but those which can be updated without
impacting the operation of the LHC (most of the surface
buildings) will not be modelled. Although both CMS caverns (the experiment and the service ones) could be subject
to detailed modelling and simulation studies, the scope of
the modelling is limited to the CMS experiment cavern
(UXC55) HVAC plant, see Fig. 9, due to its criticality, its
complexity and the potential of improvements (from an operating and performance point of view). For example the
HVAC operators are expecting some specific control improvements (automatization of starting/stopping procedures, etc.), and the CMS experiment members have specific requirements regarding the cavern pressure stability.

Figure 9: EcosimPro model of the CMS UXC55 Experimental Cavern.
MODPL02
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Plant and Control Modelling
The physical model shown in Fig. 9 contains 3 pairs of
AHUs (supply, exhaust and gas extraction), one cavern and
access shaft volume component and two sets of 3 dampers.
The damper set model is shown in detail in Fig. 11 and is
quite different from the real system. This modelling is in
fact a solution to a typical modelling issue related with
backflow inside a component. Indeed, during normal operation of the HVAC system, the shut-off damper is susceptible to airflow from both inlet and outlet: it is not a unidirectional air flow component. However, considering the
use of differential equations inside the damper component
model, the plenum and the ducting ones, they are not able
to face significant back flow during more than short transient states. That is why the equivalent-behaviour model has
been set and has been checked from a control and an aeraulic aspect.
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and the steady state cavern temperature depends on the assumptions made about the cavern wall properties, the cavern equipment thermal inertia and heat transfer surface, etc.

Figure 12: EcosimPro simulation results for the UXC55
simulation of a start-up in gas detection mode, with the
cap open.

Figure 11: Model of set of 3 dampers.

Model Settings and Testing
As previously mentioned, one of the main roles of the
UXC55 HVAC system is to maintain a stable pressure inside the cavern: firstly, for safety reasons a negative differential pressure with surrounding volumes (service cavern
and tunnels) shall always be maintained to ensure any radiation risk is contained, whatever the HVAC System running state (normal operating, but also during
start/stop/changeover sequences). Furthermore, fast air
pressure variation can be potentially harmful for the CMS
detector and shall thus be avoided. That is why particular
attention has been paid to this aspect during the modelling
and parameter tuning. Also the thermal and humidity loads
can only be estimated roughly. The control logic is included in the model, in such a way that it is possible to
simulate the plants with or without a PLC connected.
Some initial simulation results are shown in Figs. 12 and
13, demonstrating the successful convergence of the large
dynamic model, under transients. The wall cavern temperature is set to 18 °C because at 100 m below ground it is
reasonable to consider the ground temperature at this value,

Figure 13: EcosimPro simulation results of the cavern absolute pressure.

VIRTUAL COMMISSIONING
Now that the model of the CMS HVAC plant has been
developed it is possible to integrate control algorithms.
These are based on an initial functional analysis developed
in anticipation of the requirements, not yet available from
the process engineers. The logic was based on grafcets (finite state machines) which were implemented within the
EcosimPro code, in a time-continuous form, such that different transients could be executed, to further evaluate and
test the model. For example, various operating scenarios
were performed over a period of several hours, including
different discrete events: a step-by-step start-up, gas detection, cap opening/closing, equipment failure and acknowledgement. These demonstrate the possibility to adapt the
control automatically while keeping the regulation loops
active.
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Integration with PLC Controls
In addition to validating the preliminary control algorithms in pure simulation, the model was also integrated
with 3 PLCs in the lab with the architecture shown in Fig.
14, using the PROCOS tools [2], and a WinCC OA
SCADA was connected, see Fig. 15, such that manual
manoeuvring of the control system was possible. Thus,
once the final control system development has been completed, later this year, it will be possible to validate it with
the connected model, in order to virtually commission the
system.
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was focused on the process knowledge. The simulation
model has been tested successfully under various transients
including step-by-step start-ups, equipment failures, gas
detection, and opening and closing of the cap, with no convergence issues. In addition the model has been connected
to 3 PLCs in the lab, and manual transients can be performed. In the near future, this plant model will be used to
commission the soon-to-be-upgraded control system, and
to validate possible improvements, from addressing thermal gradients in the cavern, to implementing automatic
step-by-step starting and stopping sequences.
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CONCLUSIONS
The successful development of the CMS HVAC simulation model was the result of nearly 2 years project work,
including improving and validating the HVAC library, simulating simple HVAC plants, and ultimately building the
UXC55 model from first principles. The choice of this
model instead of a black-box version based on pure data
was clear as it provided an invaluable insight into the ventilation processes. Using EcosimPro and the HVAC library
also eased the development and integration as the effort
MODPL02
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EXPERIENCE UPGRADING CONTROL SYSTEMS AT
THE GEMINI TELESCOPES
A. Núñez†, I. Arriagada, T. Gaggstatter, P. Gigoux, R. Rojas, M. Westfall,
Gemini Observatory Southern Operations Center, La Serena, Chile
M. Rippa, R. Cárdenes, Gemini Observatory Northern Operations Center, Hilo, Hawaii
Abstract

The real-time control systems for the Gemini Telescopes were designed and built in the 1990s using stateof-the-art software tools and operating systems of that
time. These systems are in use every night, but they have
not been kept up-to-date and are now obsolete and also
very labor intensive to support. This led Gemini to engage
in a major effort to upgrade the software on its telescope
control systems. We are in the process of deploying these
systems to operations, and in this paper we review the
experience and lessons learned through this process and
provide an update on future work on other obsolescence
management issues.

A more detailed view of the Telescope Control System
and its components for both telescopes is shown in Fig. 2.

INTRODUCTION
The Gemini Observatory consists of twin 8.1-meter diameter optical/infrared telescopes, which provide full sky
coverage from their locations on Maunakea in Hawaii
(first light 1999) and Cerro Pachón in Chile (first light
2000). Most of the control systems for these telescopes
were developed in the late 1990s using the technology
and techniques of that time.
The overall software architecture for both telescopes is
identical, and organized in five logical groups: Observatory Control System (OCS), Adaptive Optics Systems
(AO), Telescope Control System (TCS), Instrument Systems and the Data Handling System (DHS) as shown in
Fig. 1.

Figure 1: Gemini Software Architecture.
This architecture includes both the hardware and software necessary to operate the telescopes and its instruments, coordinated through the Observatory Control System (OCS) [1].
The Experimental Physics and Industrial Control System (EPICS) [2] was adopted as the standard control
framework in which to run the facility subsystems, specifically for real-time control. A Standard Instrument Controller [3] on Versa Module Europa bus (VME) hardware
was developed to ensure conformity between externally
developed subsystems.
___________________________________________
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Figure 2: Gemini Telescope Control Architecture.
The Gemini software model makes a clear distinction
between the low level software that directly controls and
coordinates the telescope and instrument hardware and
the high level software that interfaces with the users and
sequences this hardware to perform queue scheduled
science observations. All low-level Gemini software
applications are classified as real-time even though the
application may not have any hard real-time performance
requirements.
While the high-level software has evolved over the
years, the real-time control software has, with the exception of minor modifications to add features and fix problems, remained relatively unchanged. The real-time software development environment used to maintain these
systems is likewise rooted in the 1990s. It has evolved
organically over time, consisting of many different build
processes; code repositories; development operating sysMODPL03
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tems; customized hardware drivers; and a distributed
support code base unique to each application.
Gemini has started a project to reduce long-term operational costs by upgrading and standardizing the real-time
software for the Telescope Control Systems, its tools and
development processes. This paper provides an overview
of the project and its current status, lessons learned and
next steps we plan to take to address other obsolescence
issues in the observatory.

Channel Access component) operating simultaneously on the same network. The decision was made
to retain it as the core real time control framework,
but upgrade it to a current stable version.
VxWorks [8], the standard operating system used
for the telescope control systems resulted in recurring licensing fees that have prevented us from
keeping it up-to-date. As there are no plans to develop new VxWorks based systems in the future,
exploring alternatives to VxWorks would provide
an opportunity for substantial cost savings for both
Gemini and its system developers.
The Gemini telescope subsystems and instruments
have been, and continue to be, developed by different institutions. As a result, independent copies
of common device support routines, drivers and libraries were shipped with each of these systems.
Over time these copies have diverged, either because they were originally customized to fit a specific system need, customized over time to add
new features, or because bug fixes were only applied to some of them. There are now many unique
copies of drivers and support routines such as
drvSerial, Allen-Bradley PLC, Delta-Tau PMAC,
Xycom-240, VMIC, SDSU/ARC, and others. Resolving these differences and creating a common
code base for all real-time applications would reduce the effort required to maintain existing systems and would provide a standard base for future
development. A common code base would also allow bug fixes and EPICS upgrades to be applied to
all systems in a coordinated manner.
The software development tools, frameworks and
processes in use at Gemini were reviewed. We had
a number of configuration control and
build/deployment systems in use. To reduce cost
and increase efficiency, we decided to standardize
these tools and use a modern software development environment to perform the upgrades.

3.

UPGRADE PROJECT
During 2011 and 2012, a study to determine the feasibility of upgrading the real-time systems was executed
[4]. The motivation was to reduce ongoing real-time
software development and maintenance effort by at least
one FTE while reusing as much hardware, code and user
interface infrastructure as possible. Also, we wanted to
reduce licensing costs by using open-source tools wherever possible. Finally, we aimed to improve software
development efficiency by adopting new standards based
on successful practices developed by the telescope and
particle physics community.
The Real Time Upgrade project was formally approved
in January 2014 after this feasibility study was completed.
Many aspects of our current operations were re-evaluated
to create an effective environment for the future.

4.

Feasibility Study Analysis
A complete review of the 40+ real time systems was
performed and the results documented for subsequent
analysis. This established, for each system, a baseline
record of: basic details (system description and photographs), hardware configuration (architecture; processor
board; peripheral boards), software configuration (boot
image; operating system and version; hardware drivers;
custom records, drivers, and support modules), and an
overall system assessment (stability, fault history, performance issues; and maintenance issues).
In parallel, we reviewed the work done at other institutions performing similar upgrades, including Keck Observatory [5], Diamond Light Source [6] and the Canadian
Light Source (CLS) [7]. This allowed us to identify common issues solved at these sites and come up with an
approach that would address Gemini’s objectives of reducing software maintenance effort by increasing system
stability and standardizing systems and processes.
The following are the main conclusions of the situation
analysis:
1. The upgrade project would focus on upgrading the
Telescope Control Systems, as these are the ones
that form the core of Gemini’s real-time software
architecture. Future projects can address Instruments and AO systems.
2. The EPICS framework is deeply embedded in every aspect of our operations. EPICS is a wellsupported and adequate environment for our telescope control needs, and many of the operational
issues currently experienced stem from different
versions of EPICS (and more specifically its

5.

Upgrade Strategy
Our analysis suggested the upgrade strategy depicted
Fig. 3 below.

Figure 3: Real Time Upgrade Project Strategy.
The first goal was to create a unified real-time application development environment based on current operating
systems, revision control procedures, packages and tools.
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Using this environment, we would consolidate and
standardize all the software modules to create a common,
stable code base that can be reused by all the supported
applications. This is our Common Code Base.
Finally, taking advantage of the common modules and
the new software development environment, we would
upgrade all the facility telescope systems.
In order for Gemini to avoid getting into the same situation that prompted the development of this project, we
also need to produce new standards for future real-time
software development.
Considering all these aspects, we broke the project
down into the work packages shown in Table 1. In the
following sections, we will review the status of each one
of these, highlighting major achievements and lessons
learned.
Table 1: Real-time System Software Upgrade Work
Packages
WBS
Application
Development
Environment
Common
Code Base
Telescope
Facility
Systems
Upgrade
Develop
New Control
System
Standards
Project
Oversight

Description
Create a real-time application development environment based on the latest
operating systems, packages and tools.
Replace obsolete software packages and
merge divergent software libraries and
drivers to create a common, stable code.
Upgrade the IOCs for all core Telescope
Facility Systems to use the new environment and common code base.
Develop real-time control software
standards and architectures for future
real time system development.
Apply best practice project management
processes to ensure project success and
effective use of resources.
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lected. We discuss on the rationale for these decisions
further in [4].
One important decision was to use the Operating System Independent (OSI) layer that has been introduced to
EPICS [10]. This layer encapsulates specific operating
system functions and resources (semaphores, threads,
sockets, etc.), enabling EPICS applications to run on any
operating system for which an OSI layer exists. With this,
we add more flexibility to our systems by making them
more portable in the future.
Gemini Real-Time Software Development Environment

Operating
Systems

Development
Tools

Support
Packages

Development
Operating System
Target Operating
Systems
Operating System
Documentation

Native Compilers
Cross-compilers
Interpreters
EPICS Database
Tools
UI Builders
Visual Development
Environments
Development Tool
Documentation

EPICS Base
EPICS Extensions
Channel Access
APIs
[Gemini Common
Code Base]
[System Simulators]
Support Package
Documentation

ADE Components
The new environment consists of an interrelated set of
packages and components designed to allow efficient
software development, as shown in Figure 4.
OSL completed a number of trade studies to determine
the most effective set of tools that would form the ADE.
Table 2 summarizes the main components that were se-

Conﬁguration
Control

EPICS
Applications
RTOS Kernels
C/C++
Applications
Build Procedures
and Scripts
Build Platforms
[Test Platforms]
Build Environment
Documentation

Software
Repository
Conﬁguration
Control
Procedures and
Scripts
Test/release
Procedures and
Scripts
Conﬁguration
Control
Documentation

[xx] - Gemini Supplied

Figure 4: Real
Environment.

Time

Application

Development

Software Development Process Framework
The lack of a standard software development framework was a major contribution to maintenance overheads.
Reviewing the number of configuration control, build and
deployment systems we had in use, we concluded that a
generic framework and set of processes for real-time
software development should be similar to what is shown
in Figure 5 below.
Develop

Release

Development
Tools

Software
Repository

Test

Deploy

Real Time
OS Bench

Development
Environment

UPGRADING THE GEMINI APPLICATION DEVELOPMENT ENVIRONMENT
The Gemini Real-Time Application Development Environment (ADE, also referred to as “the environment”) is
used to develop and maintain software for the Gemini
Telescopes. Upgrading the environment was the first
phase of the overall upgrade project. The new development environment is the foundation for all system upgrade work and for new real-time systems developed in
the future. We contracted out the implementation of the
ADE to Observatory Sciences Limited (OSL) [9].

Build
Environments

Real Time
Application or
Kernel

RTOS IOC

Build
Environment

Linux Soft
IOC

Non Real Time
Application

Linux
Workstation

Support
Packages
Process
Automation
Scripts

Build Platform

Linux Test
Bench

Test Platform

Operations
Platform

Figure 5: Gemini Software Development Framework and
Processes.
After reviewing the software development frameworks
and processes at various institutions, the SVN based Diamond [6] Application Development Environment was
found to be the best match to the desired Gemini software
development process.
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Table 2: Development Environment Component Selection
Software
Component
Real-Time Operating
System
EPICS Version
EPICS database tool
Display Tool
Configuration Management tool

Current
Configuration
EPICS 3.13
Capfast
DM and EDM

Feasible
Alternatives
vxWorks 5.5.1; vxWorks 7.0;
RTEMS; QNX; Linux
EPICS 3.14 ; EPICS 3.15; EPICS 4
VDCT; TDCT; Custom
CSS/BOY; epicsQt; caQtDm

CVS

SVN; GIT

vxWorks 5.4.2

Diamond’s features include a comprehensive, standard
directory structure; This structure defines the areas where
different types of software modules can be accessed and
built. It also provides standard locations, which reflect the
software’s functionality and maturity. Also, Python
scripts standardize the processes in the software development cycle. Finally, an automated build server ensures
that a comprehensive set of built software is kept up-todate. The standard EPICS Build conventions are adopted
(using GNU Make), with enhancements including new
rules, additional templates, macros, configuration files
and consistency checking features.
OSL delivered the Application Development Environment at the end of 2014. Since then, the ADE has been a
useful tool for Gemini to manage its release process from
development to production, and has helped to standardize
the way real time software is managed in the Observatory.
More than two years after its introduction, two main
improvements to the Gemini ADE have been identified:
Incorporate a way to manage deployment to different
sites more explicitly. Gemini operates two telescopes
located in different locations. The systems that run at each
location are almost identical, but due to small differences
in hardware, the software needs to be adjusted slightly to
operate at each site. Right now, we maintain copies of the
same software per site. This requires manual effort to
keep both sites synchronized with the latest bug fixes, and
it is not sustainable. We are exploring options to manage
all common software in just one location, and relegate
only the specifics to each site.
There are many ways this can be achieved, but due to
the project schedule we decided to treat it as an improvement that will be done after the project is completed.
Use GIT instead of SVN. SVN came with the framework
we adopted from Diamond. Although SVN is a good tool
for this project, GIT provides several advantages that we
could benefit from. In particular, as Gemini is a geographically distributed organization, GIT would simplify the
source configuration control by simplifying the management of distributed development.
In addition, GIT provides simpler ways of branching
and local experimenting that would be beneficial for some
of the upgrade work we have done so far.

CREATING THE COMMON CODE BASE
With the ADE commissioned we were ready to start the
next phase, the Common Code Base (CCB). The CCB

Selected
Option
RTEMS
EPICS 3.14
TDCT
epicsQt
SVN

represents the foundation of the entire upgrade project,
since it encompasses all the common libraries and drivers
used by all the telescope systems that were subject to
upgrade.
This work required an exhaustive analysis of all the existing system software on a module-by-module basis to
identify which have diverged, and why. Identical copies
of modules were removed from each system and put into
a common library. Modules that have evolved over time
because of upgrades and bug fixes were brought up to the
latest version and put into the library. For drivers or libraries that were customized to accommodate special
system needs we used three different strategies depending
on the specific case:
 Modify the telescope system software to remove
the need for this customization.
 Move the customization to a separate and smaller
module and move the non-customized version to
the common library.
 Redesign the software to make the module configurable so customization will be achieved by loading a configuration at run time.
One issue we ran into while implementing the CCB is
that we did not plan properly for the hardware components and troubleshooting tools we needed to complete
this work. As we were developing these modules we
looked at them from a pure software perspective and
realized that we needed some specialized hardware to
verify its functionality (in addition to the obvious CPUs to
execute the code). We were able to get these missing
components from our telescopes, but since not everything
was readily available, this caused schedule delays that we
could have avoided. In addition, we discovered that in
order to troubleshoot many of these components we had
to have several tools in our labs (these existed at Gemini,
but normally at the summit), so these were additional
procurements we had to make while doing this work.
This work was completed in August 2016. Our CCB
provides 19 common libraries and drivers to support all
our needs. In addition, we produced a set of requirements
for every component, and a comprehensive test plan that
was used to verify and accept each CCB component as
completed. These documents and procedures have been
instrumental as we moved forward during the system
upgrades stage. In many cases, while testing systems, we
had to go back to the CCB to ensure the components were
working as intended, and in a few cases, we discovered
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that we were missing corner cases. In these instances, new
unit tests were developed and/or the test procedures were
updated, and consequently new versions of the components were released.

TELESCOPE SYSTEMS UPGRADE
With the Application Development Environment and
the Common Code Base completed, we started the process of upgrading the telescope systems during the second
half of 2016.
A complete upgrade of each system consists of replacing direct VxWorks system calls with their OSI equivalents, converting the real-time operating system from
VxWorks to RTEMS and ensuring that the CAPFAST
schematics can be maintained with TDCT. Any system
with minimal hardware connections will be considered for
conversion to a Linux-based Soft IOC.

Strategy for the Upgrades
The first questions we faced were in terms of what order to follow for upgrading the systems. Where do we
start? Do we upgrade the easy systems first? The hard
ones? And what makes a system easy or hard?
Our approach was to first tabulate the systems by their
complexity. For this, we defined complexity as the number of Common Code Base components every system
needed in order to operate. This was somewhat arbitrary,
but it worked well in that it gave us an indication of the
magnitude of the required modifications needed to port
each system from the legacy code base to the new environment. A system with just a few dependencies to CCB
generally meant that it required few changes to be supported in the new environment, and the testing would be
focused mostly on those interfaces. A system with a variety of dependencies normally implied a system that has
many hardware interfaces (therefore drivers) and/or it
required significant refactoring to use consolidated libraries.
Then, with this information, we defined a complexity
threshold and separated the systems into two categories:
“Easy” for systems with dependency number lower than
the threshold value, and “Hard” for systems with a higher
dependency value. We decided to start by upgrading the
simplest system we had. This would be useful, as it would
allow us to hone in on the upgrade process and to ensure
that our strategy to define good test plans was robust;
This would, in turn, allows us to focus on solving the
complex technical issues that would come up in other
more challenging systems, without spending time on
commonplace issues present on every system. It would
also be good for the team morale, as it would give everyone confidence in the work being done by putting upgraded systems in operations right off the bat and without
major difficulties.
The next challenge was to figure out the strategy for
testing and verifying the upgraded systems. The telescope
and all its components are used every night, and therefore
access for testing and verification is limited. Gemini has
scheduled maintenance shutdowns periods, but those are
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normally once a year, and therefore restricting testing to
just those windows would impose serious risks to the
project schedule.
In order to address this, our initial approach was to develop simulators for each system. This would allow us to
upgrade each legacy system, test it in the laboratory, and
confirm that it would work prior to its re-commission in
the telescope. The intent was to reduce the amount of time
required on the telescopes for testing and verification.
This did not work for many reasons. First, one of our
assumptions was that we had system design documents
that were current, and therefore it was possible to use
these to extract system requirements and test plans to
develop the simulators. Unfortunately, this was not the
case. Several systems have evolved over the years, but
their design documents have not been kept up to date, so
we didn’t have useful documentation for many of our
systems. Reverse engineering the systems to extract these
requirements from the source code is possible, but would
take a significant amount of effort.
We also discovered that having all the hardware required for system testing in a lab environment would be
prohibitive. We concluded that with the schedule and
available resources we had, the aspects that we would be
able to simulate in the lab were very limited.
With this information, we abandoned the idea of producing systems simulators, and instead focused our effort
to develop comprehensive test plans for each system, to
perform testing at the telescopes.

Developing System Test Plans
As the original software design documents were mostly
lacking or incomplete, we decided to derive these test
plans from requirements that we extracted from use cases,
as illustrated in Fig. 6:

Use
Use
Use
Cases
Cases
Cases

Require
Require
Require
ments
ments
ments

Test
Test
Test
Plans
Plans
Plans

Figure 6: System Test Plan Derivation.
For each system, the first task was to identify, categorize and describe every interaction in the system. We used
standard UML Use Cases [11] for this, and we interviewed key stakeholders for every system. These interviews included not only direct users of the systems, but
also engineers and technicians doing maintenance and
troubleshooting support, and other software engineers that
had provided support to these systems in the past.
This activity provided the additional benefit of increasing key stakeholder awareness and buy-in. The use of
Google Docs [12] to write these documents was very
useful to get quick feedback and review. We also had to
spend some time providing basic training to the interviewees, to ensure they would follow the UML diagrams
and for them to understand the scope of this exercise. As
we expected, there were instances where users were askMODPL03
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ing for new capabilities and improvements to the system
in question – so we had to be clear about the goals we
were trying to achieve in this stage. One interesting area
was of the user interfaces – as users were thoroughly
reviewing how they operate the systems, it became obvious in many cases that some user interfaces could be
simplified and cleaned up. We decided not to do that in
the project, to retain our schedule and focus the effort on
the upgrade itself, but nevertheless to collect this information for future operational improvements.
With the use case documents completed, the next step
was to extract system requirements. For this, we documented requirements in tables, with unique identifiers.
We also held a review with key stakeholders to ensure the
requirements were complete.
Based on the use case documents, we realized that we
were covering functional requirements well, but performance requirements were somewhat lacking. For this, we
worked with hardware engineers, experts for each system,
to identify these and come up with their corresponding
test plans.
With the requirements document in place, the final step
was to put together a test plan for each system. The test
plan contains a test that verifies every requirement in the
system and it is used every time we plan to verify a new
version of the software.

Upgrading the Systems
With systems test plans in place and a strategy defined,
we went ahead and followed the procedure to port the
legacy systems.
As dictated by our strategy, we started with the simplest systems first – we selected the Gemini weather system (GWS) and our calibration system (GCAL).
The upgrades of these systems went smoothly. As the
GWS did not have any direct hardware connections, we
replaced that system with a soft IOC running Linux.
GCAL on the other hand controls motors and lamps, so
we moved it to RTEMS on a VME CPU.
The approach to upgrade the systems at night was
agreed with Operations to follow these rules:
1. The system should have passed its test plan at the
telescope during the day.
2. We will have two people on the summit at night so
that in case something goes wrong, we can revert
the system back to its previous state, to avoid losing night time.
3. Scheduling of these upgrades will be coordinated
with science operations to minimize the impact on
some high-priority science programs.
In April 2017, both systems were successfully commissioned at Cerro Pachón. This gave us confidence and we
started to work on the next set of systems, the Interlock
System (GIS) and the Primary Control System (PCS).
Initial tests with GIS were promising and we decided to
deploy it at night. Unfortunately, we found strange issues
with the system, that forced us to revert back to the legacy
system. This proved that the plan to have engineering
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effort at night to provide support in these cases was a
good thing.
The GIS team went back to the lab, and further testing
demonstrated that the CPU we were using was not behaving correctly.
In the meantime, the PCS was having significant problems in the porting – as it was using specific system calls
in VxWorks that weren’t directly available in RTEMS.
Contract work with Osprey Distributed Control Systems
[13] provided us with a module to replace these calls and
we were able to solve this issue.
Unfortunately, the PCS presented additional problems
especially with performance during initial testing. To
make things worse, as we were approaching winter in
Chile, access to the summit was very limited, and as such
our possibilities to continue troubleshooting the system
were reduced.
In July 2017, we had a planned shutdown window at
Gemini North, for seven weeks. We took advantage of
this shutdown to test and troubleshoot our systems there.
We were able to solve the issues with the PCS, GIS, and
also ported our Cassegrain Rotator Unit (CRCS). This
showed that uninterrupted time to troubleshoot issues was
the most effective way of resolving these issues.
With this work completed, back at Gemini South the
team focused on upgrading the Mount Control System
(MCS), which was completed in September 2017.
At the time of this writing, we were able to put in operations the GWS, GCAL, PCS, GIS, CRCS and MCS at
Gemini South, and the GWS, PCS, GIS and CRCS at
Gemini North. We are looking for a window to upgrade
GCAL and MCS at Gemini North. We are confident we
can have this completed in October 2017.
It was clear from this experience that although lab testing is important, telescope testing is critical and dedicated
access to it for troubleshooting is key. Unfortunately, as
the telescopes are in regular operations, this is a challenge
that we will continue to face. Future telescope shutdowns
are windows that we are looking at for additional opportunities for extensive testing. Planning in advance for
those is critical. Considerations to winter weather conditions also need to factored in the schedule.

PROJECT MANAGEMENT LESSONS
The Real Time Upgrade Project has been a multi-year
project with a distributed team working towards an ambitious goal.
The project has been organized using the PRINCE2
methodology [14], using a product-based planning, with
clearly defined stages and work packages. This has been
particularly useful for this project. In fact, this project was
put on hold for almost a year to allow engineers to complete a different higher priority project in 2015. Doing
that was simple, as there were clear boundaries in the
project plan when stopping work would make sense.
In any distributed team work, especially when dealing
with remote locations and different time zones, communication is key to achieve good performance, coordinate
activities, and align goals. During the project we have
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extensively used a messaging client platform[15] that
allows everyone in the team to join a room to discuss
relevant topics to the project. This has expedited collaboration and simplified communication that otherwise
would have occurred via email or phone, and most likely
would have taken days to achieve results.
In addition, documentation has been produced using
Google Docs [12], which has proven to be very effective
for multiple people to work together on the same document. We have discovered some limitations – perhaps the
most important is that once a document becomes too
complex (some of our test plans/requirements documents
were 100+ pages long, with tables and figures), editing
these documents is painfully slow. Breaking those documents down in smaller pieces would be preferable.
As the systems upgrade stage started, testing moved
forward and new issues were appearing, we needed a way
to prioritize tasks and ensure the team would remain focused. We started to use an Agile process for planning the
project activities, based on Scrum [16], using one week
sprints. This has proved to be very effective, allowing us
to better visualize our workload and make more timely
decisions on work to be completed. We use software tools
that support this model [17]. Gemini has used this methodology extensively in other high-level software development projects, but this was the first time we used it in a
real-time software project. On a weekly basis, a review of
the main accomplishments of the week is done, detailed
plans are formed for the upcoming week, and new tasks
that have been discovered are also discussed and prioritized for the future. In retrospect, we should have started
to use a system like this from the very beginning.
Another important aspect of this project is coordination
with operational activities. We are in constant communication with science and engineering operations, in order
to keep them informed of our progress and also to plan for
any activities that will require telescope time, be it for
testing or when new systems are ready for operations.
In addition, communication with end users has been
critical. Before introducing any new change to operations,
we have produced training material for both end users and
technical staff that will be impacted by these changes. As
we have multiple sites (Hawaii, Chile and in each case,
staff at the base facilities and the summits), we have repeated these talks to ensure all staff are well aware of the
changes.
The strategy used in the project to start with the simplest systems first was very useful. Perhaps the only problem is that we became too optimistic after the first two
systems were released to operations, making us believe
that the rest of the systems would be equally simple. This
wasn’t the case. However, and as intended, starting with
simple things allowed us to polish up our internal process,
iron out coordination details with operations and helped
us to boost the project morale.
Finally, as in any development project, we had to be
very strict to avoid scope creep. As we move forward in
the upgrades, we continue finding areas that are interesting to improve in our systems. We take note of those,
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register them as future operational improvements, and
move on. Once this project is closed, we will review those
items with operations so future projects can address them.
Having an issue tracking system in place is particularly
useful for this kind of housekeeping.

FUTURE WORK
At the time of this writing we are completing the commissioning of the first set of systems and we are starting
the process to develop the system test plans for the next
set. We expect to complete all systems by April 2018.
In addition, we need to update the documents that define our new software standards for real time and control
systems development. We expect this work will be completed by end of Q2/2018.
Once this project is closed, Gemini plans to continue
with other obsolescence management projects. In particular, we are looking at ways to upgrade our reflective
memory system, upgrade obsolete CPUs from our VMEbased systems and define a strategy to upgrade our secondary mirror control system, among others.

CONCLUSIONS
This project is providing a systematic upgrade to the
Gemini Telescope real-time software, based on a thorough analysis of both the software and the development
processes used to maintain it. The approach has allowed
us to successfully upgrade operational systems that are
used regularly, without major impact on our scientific
operations.
With the experience gained so far, we are confident that
by the end of this project we will have a unified software
development environment, updated standards and a collection of telescope systems that can be maintained and
kept current efficiently by the observatory staff.
In addition, this project has served as a concrete example that dealing with obsolete components (software and
hardware) is possible. As we did not have a systematic
process to upgrade these systems since they were commissioned more than fifteen years ago, we are now catching up. We expect to continue doing planned maintenance
and upgrades of these systems in the future, to keep these
systems up to date for years to come and avoid getting
into the same situation in the future.
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FRAMEWORK UPGRADE OF THE DETECTOR CONTROL SYSTEM FOR
JUNO*
Ms. Ye, Z.G. Han, Institute of High Energy Physics, Beijing, China
Abstract

The Jiangmen Underground Neutrino Observatory
(JUNO) is the second phase of the reactor neutrino
experiment. The detector of the experiment was designed
as a 20k ton LS with a Inner diameter of 34.5 meters
casting material acrylic ball shape. Due to the gigantic
shape of the detector there are approximate 10k monitoring
point of temperature and humidity. There are about 20k
channels of high voltage of array PMT, electric crates as
well as the power monitoring points. Since most of the first
phase software of the DCS was developed on the
framework based on windows, which is limited by
operation system upgrade and commercial software, the
framework migration and upgrade are necessary for DCS
of JUNO. The paper will introduce the upgrade framework
of the DCS based on EPICS (Experimental Physics and
Industrial Control System) running Linux OS. The
implementation of the IOCs of the high-voltage crate and
modules, stream device drivers, and the embedded
temperature firmware will be presented. The software
realization and the remote control method will be presented
as well as the development of the GUIs by CSS (Control
System Studio). The upgrade framework can be widely
used in the project with the similar hardware and software
interfaces.

INTRODUCTION
The Jiangmen Underground Neutrino Observatory
(JUNO) is a multi-purpose neutrino experiment. It was
proposed in 2008 for neutrino mass hierarchy (MH)
determination by detecting reactor antineutrinos from
nuclear power plants (NPPs). The site location is optimized
to have the best sensitivity for mass hierarchy
determination, which is at 53 km from both the Yangjiang
and Taishan NPPs. The experiment is located in Jinji town,
Kaiping city, Jiangmen city, Guangdong province,
CHINA. The neutrino detector is a liquid scintillator (LS)
detector with a 20 kton fiducial mass, deployed in a
laboratory 700 meters underground. JUNO consists of a
central detector, a water Cherenkov detector and a muon
tracker. The central detector is a LS detector of 20 kton
fiducial mass. The central detector is submerged in a water
pool to be shielded from natural radioactivities from the
*Manuscript received May 30, 2016. This work was supported in part
by the Jiangmen Underground Neutrino Observatory (JUNO)
experiment. It was proposed in 2008 for neutrino mass hierarchy (MH)
determination by detecting reactor antineutrinos from the nuclear power
plant (NPP).
Mei YE Author is with the Institute of High Energy Physics, Beijing,
China (telephone: +86-10-88236172, e-mail: yem@ihep.ac.cn).
Ziguo HAN, Author, the Institute of High Energy Physics, Beijing,
China (telephone: +86-10-88236185, e-mail: hanzg@ihep.ac.cn).

surrounding rock and air. The water pool is equipped with
PMTs to detect the Cherenkov light from muons. On top
of the water pool, there is another muon detector to
accurately measure the muon track [1]. See Figure 1
schematic view.

Fig. 1: A schematic view of the JUNO detector.
The main task of the detector control system (DCS) is to
probe the parameters affecting the performance of the
detector for long-term monitoring and control. Since
JUNO is the second phase of the reactor neutrino
experiment. Before that the DCS of DayaBay Reactor
Neutrino Experiment was developed to support the running
neutrino-oscillation experiment. The experiment has been
taking data for almost 3 years and making steady progress.
And the first results have already been released. And most
of the first phase framework of the DCS was developed
based on windows, which is limited by operation system
upgrade and commercial platform upgrade. The
framework of DCS migration and upgrade are necessary.
The DCS of JUNO will implement by open source
framework based on Linux.

REQUIREMENTS AND FRAMEWORK
DESIGN
The detector of the experiment was designed as 20k
ton LS with an Inner diameter of 34.5 meters casting
material acrylic ball shape. Due to the gigantic shape of the
detector there are approximate 1k monitoring point of
temperature and humidity, 20k channels of high voltage of
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array PMT, and thousands of electric points to monitor and
control. The goal of the system design is to setup a
framework for easy integration of subsystems as a module.
The main task is to probe the parameters including
pressure, temperature, humidity, liquid level of the
scintillation, electronics, gas pressure and the pressure in
the lobby and all the electrical and mechanical
environment working status of the devices. Control some
devices, such as calibration systems, gas systems, water
systems, CCD and power. Operating state of the system
devices are monitored and recorded in real time. When an
exception occurs the system can issue timely warnings at
the same time through a secure interlock. Meanwhile the
devices can be protected by the safety interlock
automatically to prevent equipment damage and personal
protection.
According to the actual hardware and software
requirements of the experiment the system will use a
hierarchical framework. The system will be divided into
three layers: the global control layer, the local layer and the
data acquisition layer. See the Figure 2 below.

Fig. 2: Framework of Detector Control System
The global control layer will realize the overall
experimental equipment information collection, safety
interlock, remote control, data storage, network
information release and privilege management. Local
control layer will realize the local control of the local
equipment in the experiment hall. And support the local
device monitoring, data recording, data upload and alarm.
The data acquisition layer is response for the various
hardware interfaces. It can support for embedded systems
such as ARM, FPGA and standard industry interface
hardware such as PLC, USB and serial RS232 interface
and acquisition, which based on the network devices such
as the TCP/IP data acquisition interface.
The system will be built on a distributed system
development method. According to the experimental
equipment distribution characteristics the distributed data
exchange platform will be used for the development.
Global control systems share the data and the interactively
control commands by information sharing pool.
Configuration files will use the text format specification,
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which can realize the remote configuration, distributed
sharing and management.
The system uses a module-based approach of
development. This method can achieve rapid integration of
complex systems. From a functional view the system will
be divided into data acquisition, control module, alarm
module, memory module, data sharing and processing,
system configuration, privilege management and user
interface. Each subsystem can choose module assembly
interface based on the actual system requirements. The
modules can be divided by sub- system as following:
 High voltage monitoring system, including the central
detector PMT high voltage system, RPC high voltage
etc.
 Detector electronics chassis monitoring system,
including the central detector electronics, RPC
detector electronics, both inside and outside the pool
detector electronics, monitoring content includes
electronic temperature, power supply, fan, over
current protection, low-voltage power supply.
 Temperature and humidity monitoring system,
including liquid temperature detector, temperature
monitoring room.
 Gas monitoring system, including the gas support
system and center detector cover gas system.
 Center detector overflow tank monitoring, oil
monitoring, liquid level clarity, camera monitoring
and the calibration system of monitoring center.
 Experimental hall of environmental temperature,
humidity, pressure monitoring system, the radon
monitoring system, video monitoring.
 Control room monitoring system, database system and
Webpage remote monitoring system.
 Water system

KEY TECHNOLOGY
The key technology of detector control system is the
integration framework development of the software. The
system will develop a set of integrated management
module according to the detector hardware requirements.
The system functions will be realized by the conceptual
design and the detailed modular design. For the hardware
system using commercial framework or special design
system the data acquisition module will be designed for the
integration. The commercial software will interface with
the DCS framework by the integration. The software
design is completed after repeated assembly test and
performance test before put into use. The user feedback
will be fully considered during the software design and the
commissioning period. The software will enter the formal
running when the stage of training finished.
Top development platform is open source platforms
called EPICS (a widely used software platform for the
large-scale control system physical device). The device
driver can be developed by hardware I/O controller (IOC)
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server. Subsystems in the pre-design stage will build a
prototype for the development of hardware drivers to test
the hardware and software functions. Figure 3 shows the
picture of hardware prototype [2].

Fig.5: Database Schema of the DCS.
Fig. 3: Prototype of the Detector
Each detector subsystem model will be tested in testbed platform, as well as data acquisition interface. For the
hardware which has no prototype device simulation
models will be made with the software development team
and a common definition of the interface specification,
including data format, the transmission frequency, control
flow, the interface distribution, database table and so on.
The development of data acquisition and storage
software are based on Eclipse RCP. The PyEpice function
library is a bridge of Python language and EPICS
Channel Access. It can collect and save data from EPICS
IOC to data acquisition and storage software. JDBC is
used for storage and collecting data to MySQL database.
Fig. 4. Shows the schema of data acquisition and storage.

REALIZATION
The realization of the software is to remotely monitor
and control the high-voltage crate and the high-voltage
board. The driver uses a device communication driver
software module “StreamDevice” based on data stream
with the TCP/IP protocol. “StreamDevice” achieves
remote control of the stream devices by sending and
receiving string data. The development of the remote
monitoring and control GUI is developed by CSS (Control
System Studio). The software can remotely monitor and
control voltage, current, fan speed and temperature of the
embedded devices. When an exception occurs the systems
will display the alarm in time. The IOC communication
module of SNMP equipment and Modbus equipment is
developed by C language [4]. Figure 6 shows the high
voltage GUI.

Fig. 4. Data Acquisition and Storage
With the use of LAMP (Linux + Apace + PHP +
MySQL) web server can be build to display the data from
MySQL database in web page. It can be used to realize the
remote monitoring of the real-time operation information
and historical operating status of each subsystem in
experiment. Figure 5 shows the database schema of the
DCS [3].

Fig. 6: High Voltage Software GUI.
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LIGHTWEIGHT ACQUISITION SYSTEM FOR ANALOGUE SIGNALS
Bartosz P. Bielawski, CERN, Geneva, Switzerland
Abstract
In a complex machine such as a particle accelerator there
are thousands of analogue signals that need monitoring and
even more signals that could be used for debugging or as a
tool for detecting symptoms of potentially avoidable problems. Usually it is not feasible to acquire and monitor all of
these signals not only because of the cost but also because
of cabling and space required.
The Radio Frequency system in the Large Hadron Collider (LHC) is protected by multiple hardware interlocks that
ensure safe operation of klystrons, superconducting cavities
and all the other equipment. In parallel, a diagnostic system
has been deployed to monitor the health of the klystrons.
Due to the limited amount of space and the moderate
number of signals to be monitored, a standard approach with
a full VME or Compact PCI crate has not been selected.
Instead, small embedded industrial computers with Universal Serial Bus (USB) oscilloscopes chosen for the speciﬁc
application have been installed.
This cost eﬀective, rapidly deployable solution will be
presented, including existing and possible future installations
as well as the software used to collect the data and integrate
it with existing CERN infrastructure.

OVERVIEW OF AVAILABLE SOLUTIONS
As a large organization CERN has multiple diﬀerent systems for data acquisition. Some of them are older and being
phased out and some are still developed and new hardware
support is added. Much of the data acquisition is performed
directly in the equipment groups’ hardware and available
via associated software. In this section we focus on standalone systems that can be used to sample signals that are not
digitized by other means.
The biggest and most well known acquisition system for
analogue signals at CERN is Open Analog Signals Information System (OASIS) [1] created and supported by the
Controls Group of the Beams Department. OASIS supports
many diﬀerent hardware platforms (mostly VME crates and
Kontron’s PCs), digitizers from diﬀerent vendors, analogue
multiplexers and provides a software that allows conﬁguring
acquisition and plotting acquired traces.
This system is highly specialized and allows operators
and experts to monitor all critical signals in the accelerator
complex and correlate them using the system-wide triggers
based on the CERN Central Timing. With use of wideband
multiplexers it is possible to reuse the same precise and
expensive digitizers for multiple signals. This system is perfectly suited for permanent and frequently used installations.
The initial deployment cost is high but it can beneﬁt from
the scale.
From a technical point of view OASIS uses standard FrontEnd Computers (FECs), the Front-End Software Architec-

ture (FESA) [2] framework and an abstraction layer for hardware. It is well integrated into the Control System and it is
possible to read out values using standard tools.
On the other side of the spectrum from this central service
there are acquisition systems built into devices developed
by the equipment groups themselves. The Radio Frequency
Group has a common way of retrieving diagnostic information from all the cards designed in-house via a standardised
hardware and a set of FESA device properties. This solution,
although always available, is not ﬂexible. If a parameter was
not designed to be acquired a change of hardware and/or
ﬁrmware would be needed to make it accessible.
There is another acquisition system designed by the RF
Group — the ObsBox [3]. It is a high throughput system that
is able to monitor the longitudinal and transverse positions
of bunches in a bunch-by-bunch manner and is a crucial
part of the LHC Transverse Damper. The acquisition cards
are connected using gigabit serial links to a powerful server
ﬁtted with a large amount of RAM.
There are many other domain speciﬁc acquisition systems which are often tightly coupled with domain speciﬁc
hardware.
The Lightweight Acquisition System for Analogue Signals
described here started as one of these custom solutions.

THE LIGHTWEIGHT ACQUISITION
SYSTEM FOR ANALOGUE SIGNALS
The system started as a custom tool built for monitoring
the health of the LHC klystrons. The sixteen klystrons are
arranged in four groups, each consisting of four klystrons
powered using a separate power converter installed on the
surface. There are four airtight bunkers underground, from
which the power is distributed to the klystrons.
Klystrons are sensitive devices and can be easily damaged
by for example an electric arc. To protect against such situations the distribution point in the bunker monitors the current
consumed. When the protection is triggered it switches oﬀ
the power supply and ﬁres the crowbar, which short circuits
the smoothing capacitor and the power supply output to
ground using a large thyristor stack in order to remove their
residual stored energy and prevent damage to the klystron.
After each such event the gathered data is analysed and the
reasons for the fault are determined.
The ﬁrst version of the system consisted of a pair of PicoScope 6000 series oscilloscopes triggered in parallel with
the thyristor. The scopes were then connected via a USBover-Ethernet bridge to a remote PC running Windows XP.
On this machine LabView would read out the acquired data.
The reliability of the acquisition chain was quite low and
often people trying to investigate cause of a crowbar would
ﬁnd the PC to be oﬀ or with no data available. It was decided
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that this tool should be upgraded to something more robust,
reliable and secure.
The oscilloscopes, as the most expensive part of the system, were retained and are still used. The USB-over-Ethernet
device that had drivers only for Windows has been replaced
with a small industrial PC in each bunker.
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channels’ settings and read out data independently. This
solution also makes the design cleaner when devices with
diﬀerent numbers of channels are used. The full software
stack is depicted in Figure 1.

HARDWARE
Any device capable of booting from the network, with
USB 2.0 or newer ports and able to run Scientiﬁc Linux
CERN 6 can be used. So far we have used two diﬀerent
types of computers, one of them being the Kontron KISS 2U
PC. It may be possible in the future to use something more
compact, such as one of the Intel NUC computers supported
by the CERN IT Department.
The oscllopscopes that were used are manufactured by
Pico Technology [4], a company that specializes in USB
connected measurement devices.
Two device families that are currently supported by the
software and are in use are the PicoScope 3000 and the aforementioned PicoScope 6000. The PS3000 is a moderately
priced equipment with 8 bit ADCs, 2 or 4 channels, up to
200 MHz bandwidth and up to 512 MS memory. PS6000
series devices are used where bandwidth requirements are
higher. The ones we use have a bandwidth of 250 MHz but
it can be as high as 500 MHz in high-end devices.
The other families have some other special features:
PS2000 devices are compact and PS4000 and PS5000 devices specialize in higher resolutions — up to 16 bits. Some
other features that are worth mentioning are:
• built-in signal generators1
• storing of multiple traces from consecutive triggers,
• programmable triggers as a boolean function of channels’ triggers,
• live streaming of data.

SOFTWARE
The company provides software development kits (SDK)
for several platforms: Windows, Linux (via their own repositories) and OS X. A separate SDK for each family of devices
exists and provides C headers and a set of dynamic libraries.
On Linux the driver depends only on libusb [5] which runs
in user mode and makes it independent of the kernel’s USB
application programming interface (API).
Unfortunately each SDK has a slightly diﬀerent API including #defines. This is a reason why a C++ wrapper [6]
has been written which provides a layer of abstraction, uniﬁes the interface and intentionally resembles the OASIS
abstraction layer. As already mentioned at this moment two
families are already supported: PS3000, PS6000 but it is
possible to extend this layer and add more devices.
This abstraction layer is used by two FESA classes, a
class representing a channel and a class that manages the
triggers and sampling rates. This separation allows to change
1

some models

Figure 1: Software stack

Additional tools
Together with the library and FESA classes a small set of
tools was created. The ﬁrst tool is a Python wrapper over
the library. It was generated by Simpliﬁed Wrapper and
Interface Generator (SWIG) [7], a well know open-source
tool that can semi-automatically generate bindings to many
diﬀerent languages including but not limited to D, Go, Java,
Lua, Perl, Python and R.
A simple code that connects to a device, conﬁgures it and
then reads acquired data is presented below:
from p i c o s c o p e import ∗
from t i m e import s l e e p
s = P i c o S c o p e ( PS3000 )
# configure channel 1
channel , enabled , termination , f u l l S c a l e , o f f s e t
= 1 , True , DC1MR, 1 0 . 0 , 0 . 0
cs = ChannelSettings ( channel , enabled ,
termination , fullScale , offset )
s . s e t C h a n n e l S e t t i n g s ( cs )
# configure trigger
l e v e l , e d g e = 1 , True , 1 . 0 , RISING
t s = T r i g g e r S e t t i n g s ( channel , enabled , level ,
edge )
s . setTriggerSettings ( ts )
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s . a d d T r i g g e r C o n d i t i o n ({ c h a n n e l : True })
preTriggerSamples , p o s t T r i g g e r S a m p l e s = 1024 ,
1024
s . runSingle ( preTriggerSamples ,
postTriggerSamples )
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to be very stable. The devices are spending most of their
time armed and waiting for the trigger and not doing actual
measurements. On Figure 4 an expert application showing
a crowbar event recorded on 25 August 2017 can be seen.
The hardware that acquired the data is shown in Figure 5.

while not s . isDataReady ( ) :
sleep (0.1)
s . readData ( )
data = s . getChannelData ( channel )
# do t h e p r o c e s s i n g h e r e

The Python wrapper was used to create a crude command
line "oscilloscope" that can be used as soon as soon the
library and wrapper are available; a screen shot of the tool
can be seen in Figure 2.
Figure 4: Crowbar event visualized by an expert app.

Figure 2: Command line based oscilloscope tool.
When the FESA class is running it is possible to conﬁgure
the device and aquire data using any of the exising interfaces
to CERN’s Control System. To make data more accesible to
anyone, a tool called Inspector [8] has been created in the
Beams Department. Using this tool, graphical interfaces can
be created and used without writing any code. A "panel" —
that is a description of an interface — resembling a real scope
has been designed. A screen shot of this GUI can be seen
in Figure 3. Several other expert panels with customized
controls and views have been created for dedicated systems
such as Crowbar Monitoring and Arc Detection.

Figure 3: End-user graphical tool built with Inspector.

CURRENT DEPLOYMENTS
Currently the RF Group has two deployments of the system. The ﬁrst one is the upgrade of the original system
for monitoring crowbar events. It consists of 4 industrial
PCs and 8 PicoScope 6204A oscilloscopes. The system
has now been operational for two years and it has proven

Figure 5: Equipment used to capture crowber events.
The material cost of the upgrade was quite low as only
PCs had to be replaced — at current prices a single Intel
NUC computer mentioned before can be acquired for less
than 600 CHF 2 . If new oscilloscopes would need to be
bought it would increase the cost by about 4300 € 3 for a
pair. This sum would still be below a cost of a VME crate
with a MEN A20 CPU alone which amounts to about 6000
CHF.
The second system is also deployed in LHC and records
signals from arc detectors in klystrons and wave guides. All
16 klystrons are covered by 4 Kontron KISS 2U computers with 8 PS3403D (32 channels in total) connected. The
system may be extended at any time by adding another 8
oscilloscopes. These oscilloscopes are installed in klystron
racks underground in LHC Point 4 as can be seen in Figure 6.
Requirements for this installation were relaxed as the
events recorded are happening at microsecond time-scales.
The selected model was the lowest one fulﬁlling all the needs
but it still exceeds them by a large margin. A cost of a single
oscilloscope of this type (50 MHz bandwidth, 4 channels,
64 MS memory) is 620 € 4 .
2
3
4

Price from CERN Stores
Price from external supplier via CERN Stores
Price from external supplier via CERN Stores
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CONCLUSION

Figure 6: FEC and oscilloscopes used for arc detection in
LHC.
It has been veriﬁed that the scopes from the crowbar monitoring could be replaced with the ones from the arc monitoring if necessary without reducing the system’s eﬀectiveness.
This would allow us to have only one type of spares and
would reduce potential repair costs.

FUTURE PLANS
The system, as it is now, is fully functional. We have
already been asked in the past to deploy a FEC with a single
scope to monitor some signals over several days in order to
help debug some issues with the machine.
In the future we could design a stand-alone system that
would be always ready to be rapidly deployed wherever and
whenever it is needed. It would consist of a small industrial
FEC with an oscilloscope connected, probably closed in a
chassis and exposing only the required connectors.
The two oscilloscope families that were chosen cover our
needs when it comes to acquiring analogue signals. In future
it may be that a client for a 12–16 bit system appears and then
the support for the PS4000 series would be added although
at the moment we have no such plans.
At the moment of creating the PicoScope class, OASIS
was still using FESA2 and an upgrade to the modern FESA3
framework was anticipated within a year. Our abstraction
library code has been inﬂuenced by OASIS’s abstraction
layer and it could probably be easily integrated if such need
arises.

A simple system for acquiring analogue signals of moderate bandwidth using commercial-oﬀ-the-shelf equipment
has been described. Because of the simplicity and low cost
we believe it could be used in places where monitoring some
extra signals was previously deemed not economically viable.
The other niche in which we think such system could ﬂourish is where a rapid and temporary deployment is needed
when some additional acquisition can help diagnose machine
problems.
If this solution starts being adopted more widely and there
is a need for low-cost acquisition of several analogue channels it could be possible to integrate it into OASIS and make
use of all the infrastructure this larger system provides.
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Abstract

Cheap, ready to install and simple to configure,
minicomputer and microcontroller boards have been in
use in ALICE for a few years for specific, non-critical
tasks, like integrating the environment sensors network in
the experimental site, and to monitor and analyse clock
signals. These systems have also been installed inside the
ALICE experiment, in the presence of magnetic field and
radiation, and subjected to a functionality test. While the
major part of these devices proved to work correctly even
under the experiment conditions, finally some weaknesses
were revealed, thus excluding this class of devices from
usage in the production setup.
They have also played a role in the realization of
scaled systems for the ALICE upgrade. With them, we
have been able to simulate the presence of Front-End
cards which are not yet available, allowing to proceed in
the development of the software framework, of libraries
and interfaces, in parallel with the production and
validation of the hardware components. Being off-theshelf and available everywhere in the world, they can be
installed in remote institutes and laboratories participating
to the collaboration.
Some of the systems have been realised by students
and trainees hosted at CERN for short periods of time. As
well as being cheap and easy to procure, they proved to
be a great didactic tool, allowing young collaborators to
realise a complete system from scratch, integrate into a
complex infrastructure and get a hands-on approach to
modern control systems.

developments of the supervision systems, including the
Detector Control System (DCS)[5, 6].
To overcome the limitations caused by the lack of
realistic hardware, the ALICE DCS team started building
small-scale prototypes of the Front-End cards, based on
low-cost commercial components: Raspberry Pi, Arduino,
Intel Edison, etc.
These systems are commonly used in ALICE for
environmental monitoring and to check simple electronic
components and sensors. During 2016 and 2017, some of
these devices have been configured and installed in the
experiment areas around and inside the ALICE detector,
where they were left for several months, in the presence
of beam and magnetic field.
While the developments continue on the electronics
part and on the overall design, these small-scale
prototypes demonstrate their helpfulness to simulate the
final system, allowing to understand and optimise the
separation of roles, and target tools and protocols for the
communications. Lastly, they represent a rather
inexpensive, but realistic, laboratory, to exercise the
developers’ tools and environment, and to plan the
deployment and integration phases.

FROM PRESENT INSTALLATIONS TO
THE ALICE UPGRADE
Operational since 2014, the first minicomputer setup
was installed to monitor the alignment of the LHC clocks
(Fig. 1), replacing an expensive oscilloscope.

INTRODUCTION
The ambitious upgrade plan of the ALICE
experiment[1, 2] expects a complete reformulation of its
data flow after the LHC shutdown scheduled for 2019.
The continuous read-out of large size events at an
interaction rate of 50 kHz Pb-Pb and 200 kHz pp,
resulting in an impressive 3.4 TBytes/s data flow and 100
GBytes/s
data-to-storage
rate[3],
requires
the
development of brand new electronic modules, together
with the redesign of the trigger and online computing
systems[4].
The electronics development phase started a few years
ago and has already made a lot of progress. However,
access to the prototypes is at present very limited and full
scale prototypes of new devices are expected only very
close to the time of their installation in the experiment.
The lack of real hardware has a negative impact on

Figure 1: LHC clock
misalignments of 100 ps.

monitor,

able

to

detect
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Figure 2: Weather station setup (left), installation point on the ALICE gas building (center), and a screenshot of the
ALICE DCS monitoring web site (http://alicedcs.web.cern.ch/AliceDCS/monitoring/main.aspx), where temperature
trends are published (right).
It’s composed of a Raspberry Pi Model A, connected
to a DRS4 evaluation board by PSI[7], able to sample
signals like a 5 GSPS oscilloscope. The need to monitor
the LHC clock signals appeared during the ion collisions
campaign in 2011: near the end of the RAMP phase of the
LHC, some instabilities were observed, requiring a
RESYNC operation from the central trigger. The
Raspberry Pi based setup shown in Fig. 1. is running a
C++ routine comparing the standard variation of the
edges of the clock waves, and a DIM server[8] publishing
data to the ALICE DCS, where the values are received
and integrated into the WinCC OA[9] and JCOP
Framework[10] monitoring and alarm system. If a
misalignment is observed, and automatic resynch is not
performed, an alarm is raised on the DCS shifter’s
interface suggesting a manual synchronisation of the
clocks.
The last system installed in ALICE is a weather
station (Fig. 2). Environment data from the CERN
RAMSES system[11] was used in ALICE to estimate the
phase shift in clock signal transmission between the LHC
site and the experiment site, over 15 km of optical fibres
installed at a depth of 1 m. Due to the dependence of the
quartz refraction index with temperature, the clock is
subject to a seasonal drift of around 8 ns, and a diurnal
drift up to 200 ps, that has to be evaluated and corrected
online whenever operations permit. In 2016, when CERN
discontinued the publication of environment data, we
installed a simple device based on a Raspberry Pi 3 model
B (Wi-Fi) connected to an Arduino board reading two
analogue temperature sensors.
During 2016 and 2017, some of these devices have
been configured and installed in the experiment areas
around and inside the ALICE detector (Fig. 3), to verify
their behaviour in the real harsh, experiment environment.
The setups consisted of a Raspberry Pi minicomputer,
connected to the network via Ethernet (where available)
or Wi-Fi, an Arduino Uno micro-controller board and

different sets of analogue and digital sensors, measuring
temperature, humidity, pressure, magnetic field, noise and
light.
They were configured to send regular streams of data
using DIM, and archive the same data locally using RRD.
Data was collected in WinCC OA, archived in Oracle
database and displayed in WinCC OA panels and web
pages, exactly like in the ALICE control system.
They were left in position for several months, in the
presence of beam and magnetic field, and data was
collected. After some time, we noticed the first failures
and had to exchange parts of the setup with spares. Half
of the systems resulted in broken power supplies
(commercial AC to DC converters, delivering 5 V to
Raspberry Pi and Arduino). The Wi-Fi connectivity
weakened in time, becoming unreliable when the magnets
were switched on (Fig. 4). Finally, we observed file
system corruption in several microSD cards.
Even if some of the problems can be easily solved
(like powering the system from a safe site and use wired
connections), a more quantitative qualification needs to
be done before using these systems in such environment,
like irradiation and systematic tests ub magnetic field.

Figure 3: two installations of Raspberry Pi setups; left)
near the interaction point, 1 m below the beampipe; right)
on top of the ALICE L3 solenoid magnet.
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Figure 4: RRD graphs of the sensor readings (above) during 2016, showing the degradation of performances and the
correlation with the on/off status of the magnet (below).

ALICE next generation front-end cards will be able to
collect, filter and transfer data which will be part of a
throughput of 3.4 TBytes/s. Embedded in the stream,
DCS data is encapsulated and transmitted through the
read-out optical lines, and eventually extracted and
redirected to control systems and archives as described in
the ALICE O2 computing model[3]. Through the same
line, configuration data from databases is sent to the
front-end. During the development phase, DCS data
coming from heterogeneous sources and with different
frequencies have been successfully simulated using
Raspberry Pi and Intel Edison boards, analogue and
digital sensors, and DC-DC converters (Fig. 5, 6).

Raspberry Pi, reformatted, and published via DIM.
Software on the micro-computer is written in python and
C++. All publications are subscribed to WinCC OA
projects and archived on Oracle Database, exactly like in
the production system.
In the other direction, configuration data is extracted
from the configuration database and pushed to the
Raspberry Pi to be applied on the controllers for the DCDC converters. An example setup is shown in Fig. 6.

Figure 6: one of the ALICE O2 simulator setups, with
Raspberry Pi, Arduino and sensors installed on the top
rail, and DC-DC converters and a User Interface
touchscreen on the bottom rail.

Figure 5: In absence of the CRU (Common-ReadoutUnit) and Front-End cards, a Raspberry Pi and Arduino
based setup is the proof of concepts for the DCS role into
the new read-out chain.
The structure of the communication and control
software developed for these boards is based on the
architecture proposed for the future detectors. Through
Arduino we have exercised the readings of sensors and
the control of DC-DC converters. Data is collected on the
MODPL07
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STUDENTS PROJECTS
Every year CERN is hosting a big group of
enthusiastic summer students. Some of them have
participated in the ALICE DCS development working on
a copy of the production setup, deployed in a lab
environment. While the software framework and tools are
almost the same, it is often impossible to fully duplicate
the hardware devices, whilst maintaining an environment
that allows them to fully exercise their projects. Some
devices, like temperature, pressure and humidity sensors,

Control Systems Upgrades

or parts of the cooling and ventilation systems, can
however be successfully substituted, or simulated, using
low cost devices. Numerous setups have been deployed in
the last years with the aim of exercising the integration to
the main WinCC OA, DIM, and database architectures of
the experiment. Mainly realized with Raspberry Pi and
Intel Edison boards, these projects have been integrated in
the ALICE laboratory parts of the upgrade development
setup.
From time to time, CERN is also hosting short-term
trainees, for periods of one to two weeks. They are mainly
high-school students with very limited technical and
scientific knowledge. While their involvement in the
experiment activities is unrealistic, the realization of a
real full setup using simple and cheap devices can be very
satisfactory and rewarding for them (Fig. 7).

Figure 7: the last high-school students’ project realized
during summer 2017: a standalone setup composed by a
Raspberry Pi 3 running Node-Red, a SenseHat shield with
temperature and pressure sensors, a 7” touchscreen and a
box enclosure.

CONCLUSIONS
ALICE is facing a challenging upgrade project. While
new electronics are being developed and tested, part of
the control software and infrastructure can progress in
parallel thanks to small scale prototypes realized with low
cost devices.
Some of the setups have been installed in harsh
environmental conditions in the experimental site, but
after some time failed, mainly, but not only, due to the
presence of a significant magnetic field. They did prove,
however, to be robust enough for test purposes, and are
still a realistic test-bed for expert or beginner developers
while the production of final electronics is continuing. In
addition, devices based on these prototypes can be easily
used in the laboratories, e.g. for environment monitoring.
As well as being useful as simulators for the future
front-end devices due to be installed in the upgraded
experiment, these systems proved to be an important and
appreciated didactic tool for students and short term
collaborators, allowing them to approach and exercise the
technologies
of
modern
control
systems.
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MicroTCA GENERIC DATA ACQUISITION SYSTEMS AT ESS
S. Farina, J. H. Lee, J. P. S. Martins, D. Piso, European Spallation Source ERIC, Lund, Sweden
Abstract
The European Spallation Source (ESS) is a Partnership
of 17 European Nations committed to the goal of collectively building and operating the world’s leading facility for
research by use of neutrons by the second quarter of the
21st Century. The strive for innovation and the challenges
that need to be overcome in order to achieve the requested
performances pushed towards the adoption of one of the
newest standards available on the market. ESS has decided
to use MicroTCA as the standard platform for systems that
require high data throughput and high uptime. The implications of this choice on the architecture of the systems will be
described with emphasis on the data acquisition electronics.

INTRODUCTION
For many years VME has been the preferred choice in
the accelerator and science community for data acquisition
systems. The availability of many manufacturers, who developed either crates or boards, the reliability of the platform,
proven in both industrial and research environments, and
the established knowledge base of the system acquired during the years by many engineers made the selection of this
standard a safe choice.
In the last decade quite a few new standards started to
challenge VME for both scientific and industrial applications,
a few examples could be the ATCA for telecommunications,
OpenVPX for military and aerospace, PXI and MicroTCA
for measurement and automation applications. All of these
new standards share the characteristic of replacing the old
parallel architecture of the buses with newer ones based on
serial interconnects, like PCIe and SRIO, leveraging the
technological advances and the increasing availability of
multi-gigabit transceivers in many silicon devices including
FPGAs.

MicroTCA Capabilities
MicroTCA is defined as a complimentary standard to
ATCA (Advanced Telecommunications Computing Architecture) and its purpose is to address cost sensitive and physically smaller applications while still retaining most of the
underlying philosophy, interconnect topologies and management features [1, 2].
MicroTCA infrastructure is designed to provide high availability, the standard itself claims that its goal is to achieve
an up-time requirement of 99.9%. This characteristic is
achieved through the integration of features for resiliency,
redundancy, serviceability and manageability. MicroTCA
uses IPMI with the addition of PICMG specific commands
to manage the system components. The MicroTCA Carrier
Hub (MCH) features a MicroTCA Carrier Management Controller (MCMC) whose role is to monitor and control the
Advanced Mezzanine Cards (AMCs) that are part of a shelf

by means of the IPMB-L bus as well as presence detect and
enable signals. By interacting with the MCH it is possible to
disable and start any specific Field Replaceable Unit (FRU)
in the crate and to monitor the sensors provided on each
card. According to the standard the management section
shall be able to supervise the available supply voltage levels
and the temperatures of critical areas on the PCB like those
close to the air inlet and outlet and core components. In
addition to these sensors it is also possible to monitor the
connectivity status of each card, both on the Fat Pipe Region
and on the GbE interface. Thresholds can be set for each
of the cards to allow the MCMC to take actions and warn
the user if a monitored parameter is drifting away from its
nominal value.
The use of AMCs, the same equipment that can be used
with certain restrictions in the ATCA environment by means
of ATCA carrier cards, as the basic building blocks of the MicroTCA system allows migration between the two platforms.
The manageability, modularity and hot-swap capabilities
provided by the infrastructure allow the standard to be flexible, by configuring diverse AMCs in a MicroTCA shelf many
different application architectures can be realized. The availability of infrastructure components that provide switching
capabilities for different protocols like PCIe, Ethernet and
Serial Rapid IO further expand the range of applications that
can be covered by this standard [3].
MicroTCA makes provision for up to 4 telecommunication clocks on the backplane, plus one additional fabric clock
to be used as the reference for the aforementioned interconnection standards, and up to 20 full-duplex ports (differential
TX and RX links) that can be used to move data amongst
the different AMCs or towards external systems. Common
backplane implementations provide redundant Gigabit Ethernet (GbE) communication links on AMC ports 0 and 1
and direct board to board connections on ports 2 and 3 (ie.
SAS/SATA). The main communication channel, called Fat
Pipe, uses ports 4 to 7 whereas the Extended Fat Pipe, which
is used when redundancy or higher bandwidth is required,
is implemented on ports 8 to 11. Ports 12 to 20, exception made for port 16, are the so called Extended Options
Region and are further divided into two sets. Ports 12 to
15 are usually reserved for additional direct AMC to AMC
connections whereas a M-LVDS bus implementation uses
ports 17 to 20. Port 16 is used for two out of the four total
telecommunication clocks.
Figure 1 shows an overview of an implementation of a
MicroTCA backplane used at ESS.
ESS has adopted a multi-layer strategy for implementing the data acquisition and control systems with different
architectures covering complimentary input signal frequencies and response time. For the majority of applications with
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input signal frequencies above few tens of kHz a MicroTCA
based system will be used.

OVERVIEW
The ESS project depends on the results of many in-kind
contributions provided by a large number of institutes of
the European country members. The in-kind nature of the
project is reflected in the list of hardware modules that are
going to be used to implement the different instruments,
equipment that will complement the Customer Off The Shelf
(COTS) components already available.
The relevant system owners at ESS have indeed decided,
after careful evaluation, to rely on currently available COTS
MicroTCA infrastructure components like chassis, power
modules, MCHs and CPU cards. The tested equipment fulfilled the requirements of the many instruments relying on
this architecture. PCIe has been selected as the interconnection standard to be used in the Fat Pipe Regions.
At the time of this paper the number of MicroTCA systems to be deployed in the facility is estimated to be less than
500 [4], these many systems will be grouped and located
into rack islands along the roughly 600 m, from ION source
to Target Station, of the ESS linear accelerator. The list of
systems (devices) that will rely on the MicroTCA infrastructure can be divided into four categories: Beam Diagnostics,
RF Systems, Machine Protection and Timing System.
Beam Diagnostics category includes systems like the
Beam Current and Position Monitors, Beam Loss Monitors, Emittance Meters and Wire Scanners. RF Systems
comprise Low Level RF and RF Local Protection Systems
(RF-LPS). Machine Protection will implement a subset of
the Fast Beam Interlock System decision logic using AMC
cards. Timing System services are required by all previous
categories and Event Receiver AMC cards will be deployed
accordingly [5].
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to rear cooling scheme, product not yet available on
the market. The developed chassis provides a backplane (see Fig. 1) that closely mimics the first half of
the 9U crates interconnections but provides doubled
bandwidth for PCIe by means of a single MCH. The
increase in available throughput is achieved by merging
the Fat Pipe and Extended Fat Pipe Regions together
and by routing ports 8 to 11 of the 6 supported AMCs
to the otherwise unused fabrics, due to the reduced
number of AMC slots, of the Carrier Hub. The 2 available Power Module (PM) slots allow for power supply
redundancy [6].

Platform Components
The foreseen list of hardware components required to
implement the many systems can be divided into two sets,
Basic Infrastructure, whose components will be the basic
building blocks of all systems, and Application Specific
Hardware like AMCs, FMCs and RTMs.
Basic Infrastructure
• 9U Chassis: Schroff COTS 9U crate hosting up to 12
AMC cards and RTMs, 4 power modules and 2 MCHs.
Backplane with dual star topology, direct connections
for S-ATA/SAS, clock and trigger lines as per PICMG
MicroTCA.4.
• 3U Chassis: Schroff custom 3U crate hosting up to 6
AMC cards and 4 RTMs, redundant power modules
and 1 MCH slot. In order to optimize rack allocation
in the accelerator gallery and to accommodate those
applications where the use of a 9U crate would be cost
inefficient, ESS has requested to the crate manufacturer
companies to provide a small 3U crate with a front

Figure 1: 3U crate custom backplane.
• NAT-MCH-PHYS: NAT COTS Carrier Hub that provides a 48 ports PCIe switch, GbE switching for Fabric A (ports 0 and/or 1 of the AMCs) and 2 Ethernet
RJ45 interfaces on the front panel. The MCH can
drive/receive clock signals on ports CLK1 and CLK2
and supplies the fabric reference clock for the PCIe
interface.
• NAT-PM-AC600D: NAT COTS 600W PM.
• MTCA 4.0 1000W PS: WIENER COTS 1 kW low noise
and ripple PM.
• AM 900 CPU Card: Concurrent Technologies COTS
AMC processor module based on Intel processors.
TUAPL01

Hardware Technology

119

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Application Specific Hardware
• MTCA-EVR-300U: Micro Research Finland AMC
Event Receiver card. The board is capable of
driving/receiving Telecommunication clock lines
TCLKA/TCLKB and to send and get trigger signals on
backplane M-LVDS lines. This card will be deployed
in many different systems.
• IFC1410: IOxOS Intelligent FMC Carrier AMC providing infrastructure for 2 High Pin Count (HPC) FPGA
Mezzanine Cards (FMCs) and a RTM compliant to
DESY D1.4 Class [7]. The card embeds a QorIQ
T2081 PPC processor and a Xilinx Kintex Ultrascale
XCKU040 (or XCKU060) FPGA [8]. This AMC has
been developed as in-kind contribution from Paul Scherrer Institut (PSI) Switzerland by IOxOS Technologies.
This card will be used by Beam Diagnostics, RF-LPS
and Machine Protection. A picture of the card is presented in Fig. 2
• SIS8300: Struck AMC digitizer card with 10 channels
16-bit 125 Msps ADCs and 2 16-bit DACs and support
for RTM cards compliant to DESY analog classes [9].
This card is used for Beam Diagnostics and LLRF systems.
• IFC1420: IOxOS high performance digitizer AMC
with 10 16-bit ADC channels at 250 Msps and 4 16bit DACs at 2.5 Gsps. The board embeds a QorIQ
T2081 CPU, supports RTM cards compliant to DESY
A1.1CO and has 1 HPC FMC slot [10]. This AMC
has been developed as in-kind contribution from from
PSI, Switzerland, by IOxOS Technologies. This card
is designed to be a direct replacement for the SIS8300.
• DWC8300: DESY/Struck 10 channel downconverter
RTM card compliant with DESY A1.1 Class.
• DWC8VM1: DESY/Struck 10 channel downconverter
and vector modulator RTM card compliant with DESY
A1.1 Class.
• RTM Carrier: low cost AMC card based on Xilinx
Artix 7 FPGA, developed to provide support to D1.0
Class compatible RTMs. It is developed as in-kind
contribution by National Centre for Nuclear Research
Świerk (Poland). This card is part of the LLRF system.
• Piezo Driver (RTM): Two channels piezo driver RTM
card. The card will be compliant to DESY D1.0 class
and is developed by Polish in-kind contributors from
DMCS. This card is part of the LLRF system [11].
• Local Oscillator and Clock Distribution (RTM): Local
Oscillator and Clock generation and distribution RTM
card for the 704.42MHz LLRF systems of ESS. The
card will be compliant to DESY D1.0 class and is developed by Polish in-kind contributors from PEG [12].
• ACQ420FMC: d-tAcq Solutions FMC digitizer card
with 4 channels 16-bit 2 Msps.
• ADC3110/3111: IOxOS FMC digitizer card with 8
channels 16-bit 250 Msps ADCs either AC (ADC3110)
or DC (ADC3111) coupled.
• ADC3112: IOxOS FMC digitizer card with 4 channels
12-bit 900 Msps ADCs.
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• DAC3113: IOxOS FMC with dual channel 16-bit 250
(500) Msps DAC and dual channel 16-bit 250 Msps
ADC.
• ADC3117: IOxOS FMC digitizer card with 20 channels 16 bits 5 Msps ADCs. Designed on request by ESS.
This FMC is used as building block for the RF-LPS
system.
• DIO3118: IOxOS FMC digital IO card. Designed
according to ESS specifications for the Fast Beam Interlock section of the RF-LPS.
• FMC-Pico-1M4: CAENels 4-channel 20-bit 1 Msps
FMC Floating Ammeter card.
• FMC-4SFP+: CAENels FMC card with 4 SFP/SFP+
modules support.

Figure 2: IFC1410 Intelligent AMC FMC carrier.

Components Interconnections
As previously described the MicroTCA backplane provides a broad range of interconnections, either direct ones
between two or more AMC cards or indirect by using the
switching capabilities embedded in the MCH. These interconnections allow to reduce the amount of external cables.
PCIe purpose is to provide a channel for bulk data transfers
between acquisition and CPU cards and to allow the latter
to configure, control and monitor the overall status.
Ethernet link on AMC port 0 is used to provide network
connectivity to CPU cards. These boards will retrieve the appropriate OS files and communicate with the control system
through this interface.
Overall synchronization amongst the MicroTCA systems
is provided by the timing system. The Event Receiver card
recovers the 14 Hz machine clock from the data received
by the Event Generator through an SFP optical module and
distributes it through the backplane using the MCH clock
module which is designed to receive and drive clocks from/to
all TCLKA/B AMC ports. The EVR also provides trigger
signals by means of the backplane M-LVDS lines.
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Remote Management
ESS aims to have an availability greater than 95%, in
order to fulfil this requirement it is necessary to rely on
redundant electronics for critical systems, whenever it is
economically possible, and to a constant monitoring of the
functional status. This will allow for an easy discovery and
quick replacement of faulty electronic cards. ESS is currently at work to provide this monitoring capability to the
EPICS layer either through an in-kind contribution or by an
internal working group. The final goal of this project would
be to create a scalable tool capable of interacting with virtually any number of connected systems and that will allow
to:
• read FRU (MCH, PM, CU, AMCs, backplane) information and device ID;
• read and set activation (hot-swap) states;
• read sensors data record, values, including reading factors, and provide human readable values;
• set sensor threshold levels for alarms;
• read link capabilities and status;
• firmware update via HPM.1 .
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• 3U crate by Schroff;
• NAT-MCH-PHYS MTCA Carrier Hub by NAT;
• NAT-PM-AC600D 600W Power Module by NAT;
and the application specific cards:
• AM 900/412-99 CPU Board by Concurrent Technologies;
• MTCA EVR-300U Event Receiver by MRF;
• IFC1410 Intelligent FMC Carrier by IOxOS;
• ADC 3110 FMC digitizer card by IOxOS.
Figure 3 shows the system currently used as test stand.

System Startup
At the time of this writing two Operating Systems are
supported, a customized CentOS based Linux distribution
for x64 architectures and a NXP (formerly Freescale) Linux
distribution for PowerPCs. ESS is currently adopting a diskless policy for booting up the AMC cards embedding a PPC.
A server connected to the technical network will provide
NFS and TFTP services to allow the bootloaders to retrieve
the appropriate kernel images. In more details the PPC architecture boot procedure will rely on "Das U-boot", an
open-source bootloader, whose environment will be configured to retrieve, using TFTP protocol, a compiled script file
for that specific machine based on its MAC address. The
script file defines a list of settings that configure U-boot for
the right TFTP and NFS exported files and folders. It will
then load the appropriate kernel image, device tree blob and
root file system for that machine. Pre-compiled EPICS Base
and modules will be loaded using the same NFS service
after the boot procedure [13].

CURRENT ESS STATUS
There are many systems currently under development or
test for all the four categories previously mentioned. This
section will focus on two relevant test stands that provide a
good insight on the technology and on the platforms selected.

IFC1410 Testbench
This subsection will focus on the acquisition system that is
currently under development at ICS, the Integrated Control
System group of ESS, and at PSI (Switzerland) using the
ESS official generic data acquisition platform, an AMC card
provided as part of the in-kind agreement between the two
institutes and developed by IOxOS Technologies. The test
stand comprises the following MicroTCA infrastructure:

Figure 3: IFC1410 test stand w/o EVR.
The IFC1410 is an AMC FMC carrier card embedding
two 7-series FPGAs from Xilinx, a low cost Artix-7 and
a Kintex Ultrascale. The board also hosts a NXP QorIQ
PPC CPU. The card is designed to provide the necessary
infrastructure for 2 High Pin Count FPGA Mezzanine Cards
(FMCs). The Artix-7 is used to manage the start-up sequence
and configuration of the board, it provides the appropriate
bitstream to the Kintex Ultrascale central FPGA, either directly or by interaction with the PPC, and interfaces with the
Module Management Controller (MMC). Figure 4 shows an
overview of the available components and interconnections
provided.
The FPGA is directly connected to 2 independent
512MBytes DDR3L memory blocks that are used as buffers
for the incoming data from the FMCs. The PowerPC is connected to 2 GBytes of DDR3L ram and runs a custom made
Linux distribution based on the latest available NXP QorIQ
SDK. The two-fold role of the CPU is as follows:
• it interacts with the PON FPGA at start-up. It retrieves
the Central FPGA bitstream from the remote TFTP
server;
• it executes the EPICS IOC that provides information
to the control system.
The PPC directly connects to the MicroTCA backplane Gigabit Ethernet interface and can access the external technical
network through the Ethernet switch embedded in the MCH.
TUAPL01
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20-channel digitizer mezzanine card and one DIO3118 FMC
that receives and transmits digital signals.

LLRF Testbench

Figure 4: IFC1410 block diagram [14].

The FPGA firmware is based on the IOxOS proprietary
Network on Chip (NoC) architecture called Tosca [15]. The
currently available revision of the framework is the Tosca
IIb and consists of the VHDL implementation of a full mesh
switch for bulk data transfer and a common shared bus interface to control the available IO resources and manage the
events/interrupts. Tosca IIb offers individual paths for data
requests and responses between the different "entry points",
called Agent Switches (AS).

The development of the ESS LLRF system is coordinated
by the Lund Technical University (LTH) and involves inkind contributions from the member institutes of the Polish
Electronic Group (PEG) which are the National Centre for
Nuclear Research (NCBJ), the Warsaw University of Technology (WUT) and the Technical University of Łódź (TUL).
LTH and ESS are responsible for the development of the digital control algorithm, firmware implementation and EPICS
integration while the PEG will deliver the AMC and RTM
cards to control the RF cavity piezoelectric tuners and generate and distribute the LO and ADC Clock signals to the
acquisition card.
The test stand for this system currently comprises the
basic infrastructure components:
• 9U crate by Schroff;
• NAT-MCH-PHYS MTCA Carrier Hub by NAT;
• MTCA 4.0 1000W PS Power Module by WIENER;
and the application specific cards:
• AM 900/412-99 CPU Board by Concurrent Technologies;
• MTCA EVR-300U Event Receiver by MRF;
• SIS8300 digitizer card by Struck;
• DWC8VM1 10 channel down-converter and vector
modulator RTM card by DESY/Struck.
Figure 5 represents an overview of the system.

The interconnections are implemented with 64 + 8 bit
paths running at 250 MHz and the data packets use a header
whose architecture closely follows the one used for PCIe
Transaction Layer Packets (TLP). Out of the 8 AS interfaces
provided by the hardware vendor two are dedicated to the
PCIe interfaces towards the MicroTCA backplane and the onboard T2081 PPC CPU, two connects to the DDR3L memory
blocks, one is connected to the transceivers routed to the
Zone3 interface (connection to the RTM), one is reserved for
future implementation of an AXI compliant bus interface and
two are used for user specific implementations. The current
firmware design uses the user reserved AS to connect a
Scope Application collecting data from the ADC 3110 FMC
card [14]. The VHDL code was modified in order to receive
incoming trigger signals from the backplane M-LVDS lines.
This system offers a great degree of flexibility, by replacing the FMC cards installed on the carrier many applications
can be covered. The RF Local Protection System for instance will rely on an IFC1410 equipped with one ADC3117

Figure 5: General layout of single ESS LLRF unit [16].
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At the time of this writing the control algorithm and the
analog to digital conversion of the incoming signals are
performed using a Struck SIS8300-L2 AMC card connected
to the DWC8VM1 RTM. An Intel i7 based CPU card is
responsible for configuring the digitizer board, setting the
controller parameters, evaluate correction tables at run time
and to interface the system to EPICS. The digitizer card
embeds a Xilinx Virtex VI FPGA that interfaces on the
backplane by means of 4 PCIe lanes and 2 GbE connections.
Additional transceivers are used to provide two external
SFP modules and four AMC to AMC connections on the
backplane ports 12 to 15. The AMC is also designed to
receive trigger signals on the M-LVDS backplane lanes. The
board is equipped with 2GB DDR3 memory that directly
interfaces to the FPGA. ADC and DAC clocks can be derived
either from the front panel connectors on the AMC and RTM
cards or from the backplane or from an internal oscillator.
The SIS8300 provides 10 16-bit ADC channels sampling
at up to 125Msps and two 16-bit DAC channels running at
250Msps. The LLRF firmware is currently implemented on
top of Struck proprietary framework but provisions are made
to create a new BSP based on Xilinx IPs interconnected
using AXI bus for the newly released KU version of the
AMC card [17, 18].
Discussions are ongoing to replace the SIS8300 digitizer
card with the IFC1420 AMC that is going to be provided
by PSI as part of the current in-kind collaboration. This
card is designed to be a direct hardware replacement for the
SIS8300 in the sense that it provides a Zone 3 connector
pinout that complies to DESY A1.1CO and thus supports the
same RTM boards. The IFC1420 design is derived from the
IFC1410 and like its predecessor it includes the T2081 PPC
CPU with 2GB dedicated DDR3L memory and the same
PON and Central FPGAs. The Kintex Ultrascale FPGA directly connects to the 2 512MB DDR3L Memory blocks
and interfaces to the available HPC FMC slot and to the
ADC and DAC sections. The analog to digital and digital to
analog circuitries are part of a removable daughter card, this
mezzanine module does not comply to any mechanical specification, nevertheless it uses a standard FMC connector to
route the digital interfaces and a specialized one for the analog signals. This solution offers the flexibility to change the
sampling rate performances without the need to redesign the
control section on the AMC. The digital interfaces towards
the ADCs are kept as similar as possible to those provided in
comparable FMC cards thus easing the porting of the HDL
code. The additional FMC slot can be used to interface to
other external systems like the Machine Protection one. The
first prototype of this card will provide a converters section
with 10 16-bit ADC channels up to 250Msps and 4 16-bit
DAC channels at 2.5 Gsps [19]. The input stage of the ADCs
can be factory configured to be AC or DC coupled. This
AMC, like the IFC1410, provides the following connections
on the backplane:
• Gigabit Ethernet links on ports 0 and 1 are connected
to the PPC;
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• PCIe x4 Gen3 link between ports 4 to 7 and the Central
FPGA;
• Point-to-point M-LVDS lines controlled by the FPGA
on ports 12 to 15;
• Bus M-LVDS links controlled by FPGA on ports 17 to
20;
• Clock received on TCLKA and distributed on TCLKB.
Additional input clocks are provided by the RTM interface. The firmware infrastructure will be based, like for
the IFC1410, on the IOxOS proprietary Tosca NoC.

SUMMARY AND OUTLOOK
ESS project relies on many in-kind contributions from
institutes of member nations, this is reflected in the choice of
hardware to be used to implement the many monitor and control systems. A new set of AMC and RTM cards have been
developed or are currently under development to cover all
ESS requirements. Two variants of a single board computer
AMC have been manufactured and provided as result of the
in-kind collaboration with PSI, these card are tailored for
data acquisition systems and can be customized for different
applications by selecting from the broad list of COTS FMC
cards available on the market. The integration of the NXP
QorIQ PPC CPU on the same AMC card offers the flexibility
of running separate EPICS IOCs on each acquisition card.
The lack of PCIe connectivity on the MicroTCA backplane
for the PPC limits the usability of the card as an upstream
device on the FAT Pipe Region which implies that the management of other AMC end-point boards still requires an
additional, conventional, CPU card installed in the chassis.
At the time of this paper discussions are on-going on how to
improve the current design to allow this cards to be used as
the controller of the system for those applications where a
low performance CPU might suffice. This will decrease the
overall system cost and reduce the chassis slot consumption.
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PORTING VME-BASED OPTICAL-LINK REMOTE I/O MODULE TO A
PLC PLATFORM - AN APPROACH TO MAXIMIZE CROSS-PLATFORM
PORTABILITY USING SoC
T. Masuda†, A. Kiyomichi,
Japan Synchrotron Radiation Research Institute (JASRI), Sayo, Hyogo, Japan
Abstract
The optical-link remote I/O system called “OPT-VME
system” that consists of a VME master and several kinds
of slave boards is widely used in SPring-8 and SACLA.
As the next generation low-end platform instead of the
outdated VMEbus, a Linux PLC such as Yokogawa eRT3 has been considered. We have developed an e-RT3based master module OPT-PLC to fully utilize a large
number of existing remote boards.
In the original system, low-level communication is
performed by FPGA and high-level communication procedures are handled in the Solaris device driver on a
VME CPU board. This driver becomes a barrier to port
the system to the e-RT3 platform. OPT-PLC should be
handled by the e-RT3 standard driver in the same manner
as other e-RT3 I/O modules. To resolve the difficulty,
OPT-PLC was equipped with Xilinx SoC and the highlevel communication procedures were implemented as
application software on ARM Linux in the SoC. As a
result, OPT-PLC can be controlled through the standard
e-RT3 driver. Furthermore, the system will be ported to
other platform like PCI Express by replacing the bus
interface block in the PL part.
This paper reports on our development as an approach
to maximize cross-platform portability using SoC.

ered as a low-end platform. Several e-RT3s are applied as
the front-end computer in both SPring-8 and SACLA.
In order to effectively utilize the resources of the large
amount of OPT-VME slave boards, we have developed
the e-RT3 based new master module named OPT-PLC for
slow control applications such as magnet power supplies.
In the development, we have considered maximizing the
portability of the developed FPGA logic to other platforms such as the PCI Express based platform, for example, MicroTCA.4 as the next-generation high-end platform.

OPT-VME SYSTEM
The OPT-VME system consists of two types of master
boards, “OPT-VME” (Fig.1) and “OPT-CC” (Fig. 2), and
ten types of slave boards (Fig. 3). OPT-VME is a singleslot 6U VME board with four optical channels and OPTCC is a dual-slot 6U VME board with twelve optical
channels. TOSLINK [4] is used for all the optical channel
connectors of the OPT-VME system. The communication
protocol between a master board and a slave board is
“OPT-Protocol 2006” [5] also developed by SPring-8 and
one slave board can be connected to one optical channel
of the master board. The main specification of the OPTVME system is summarized in Table 1.

INTRODUCTION
The control system of the SPring-8 accelerator complex
employs a large amount of optical-linked remote I/O
systems that consist of master and slave boards to efficiently control the widely distributed accelerator equipment in the large site from the front-end computers. Originally, four different kinds of optical-linked remote I/O
systems were used. We have consolidated them into two
through the update of the control system. One is an “RIO
system” developed by Mitsubishi Electric Co. and over
1,400 RIO slave boards are employed since 1997. The
other is an “OPT-VME system” [1] developed by SPring8 and over four hundred slave boards are used since 2001.
Since the RIO system has been discontinued already, we
have completed the preparation to replace it with the
OPT-VME system. The master boards using the RIO
system and the OPT-VME system are based on VMEbus.
Meanwhile, VME is already out-of-date and we are
considering the next-generation alternative platforms. As
a high-end platform, MicroTCA.4 [2] is the best candidate at present. On the other hand, a Linux-based PLC
such as e-RT3 [3] by Yokogawa Electric Co. is consid-

Figure 1: Photo of the OPT-VME board.

Figure 2: Photo of the OPT-CC board.
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slave board are implemented in a Solaris device driver for
the VME master board. The difference in the communication procedures between a local slave board and a remote
slave board are hidden in the device driver. Therefore, an
application programmer does not need to change the
software depending on whether the target slave board is
connected in a local or remote configuration.

DEVELOPMENT OF THE OPT-PLC
MODULE
Design Policy
Figure 3: Photo of a kind of slave board called OPT-RMT
COMBOdao used for controlling steering magnet power
supplies at the booster ring.

Table 1: Main Specification of the OPT-VME System
Transmission speed
Protocol
Transmission distance
System configuration
Response time

# of slaves per master
Optical fiber cable

10Mbps
OPT-Protocol 2006
300m
1:1 communication per optical channel
50μs@direct connection /
Max. 260μs@remote connection via OPT-CC
Max. 132 (12 x 11)
Two core HPCF (200mm
core/230m clad)
JIS C5976 F07 connector

Meanwhile the OPT-CC board can be used in the relay
mode in addition to the master mode by changing a DIP
switch on the board. It also works as a 1:11 multiplexer
by switching the control interface from VMEbus to the
specific optical channel (CH 12) of the board as shown in
Fig. 4. That is, the remote slave board can be controlled
by writing and reading data in the register for the slave
board on the relay-mode OPT-CC through the communication from the master board.
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In developing the OPT-PLC, an e-RT3 based new master module of the OPT-VME system, we have established
the following policies.
1. Equip the module with as many optical channels as
possible.
2. Separate an I/O unit from a logic control unit to
provide enough versatility.
3. Control the module using the e-RT3 general-purpose
device driver provided by Yokogawa Electric Co.
4. Control the module from a sequence CPU in addition
to a Linux CPU.
As described in the previous section, the number of
slave boards to be controlled from one master module is
determined by the number of optical channels of the master module. Therefore, the module should be implemented
with as many optical channels as possible (policy 1).
When policy 2 is achieved, the control logic unit is reusable for other purposes. Adoption of a standard specification such as FPGA Mezzanine Card (FMC) [6] is preferable for the separation. The versatility of the module is
improved if the standard interfaces such as Ethernet, USB
and SD card are prepared. On the other hand, preparing
these interfaces is not always consistent with policy 1.
If policy 3 is realized, we do not need to spend much
time and effort to produce and maintain a special device
driver for this module and we can handle this module in
exactly the same manner as the other e-RT3 I/O modules.
Since the e-RT3 general-purpose device driver provides
very primitive functions (specifying unit number, slot
number, start address of the register, data count and
pointer to the data) the challenge comes in implementing
the communication procedure written in the device driver
for the VME master board.
In order to accomplish policy 4, the minimum communication procedures including those for the remote slave
boards are implemented in the FPGA control logic without using software.

com_cntl
_vme

com_if
_vme

Figure 4: Block diagram of the FPGA control logic of the
OPT-CC board.
Since the OPT-Protocol 2006 cannot cross a relaymode OPT-CC, communication procedures with a remote

As a result of in-depth consideration, the OPT-PLC
(Fig. 5) was developed as a dual slot module with five
optical channels, which consisted of three printed circuit
boards (PCBs). The first PCB is a control logic board
equipped with Xilinx Zynq-7000 series System-on-a-Chip
(SoC) [7], as shown in the left side of Fig. 6. The second
and third PCBs are I/O boards with two and three optical
channels, respectively, as shown in the right side of Fig. 6.
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The second PCB is connected with the first PCB by a 70
pin stacking connector. The control logic PCB is
equipped with a Gigabit Ethernet interface for ARM
Linux running on a dual core Coretex-A9 ARM processor
in the Zynq-7000 series, and a MicroSD interface for OS
boot. The main specification of the control logic PCB is
summarized in Table 2.
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At first, we considered adopting FMC to stack the I/O
PCB, but the PCB size of e-RT3 module was too small to
mount FMC. For future extension, four pairs of highspeed serial links (6.25 Gbps) are assigned in the Molex
53627-0774 70 pins stacking connector. While keeping
the versatility and expandability of the logic control PCB,
five optical channels are successfully implemented on
such a small module to realize policy 1.

Implementation of FPGA Logic

Figure 5: Photo of the developed OPT-PLC module.

Figure 6: Photo of the logic control PCB on the left side
and the I/O PCB with optical channels on the right side.

Table 2: Main Specification of the Logic Control PCB
SoC
Memory

Xilinx Zynq ; XC7Z015-1CLG485C
DDR3-SDRAM: 1GB
QSPI Flash : 128MB
LAN
1 port (RJ-45 connector)
MicroSD
1 port (Micro-SD socket)
UART
1 port (Micro-USB connector)
High-speed
4 pairs x 6.25Gbps in a 70pins stacking
serial I/F
connector (Molex 53627-0774)
JTAG
1 port
Dimension
H100 x W58.11 x D83 [mm]
Power
+5V±5%
Thus, we have successfully established policy 2 that
ensures high versatility of the logic control PCB while
separating from the I/O PCBs with the optical channels.

As an approach to achieve policy 3, the control logic
PCB is equipped with Xilinx Zynq 7000 as the SoC device and the high-level communication procedures implemented in the Solaris device driver are built in application processes running on ARM Linux in Zynq. The
communication procedure process prepared for each optical channel receives the control command and the additional parameters written in the dedicated DPRAM area
by an e-RT3 Linux CPU module through the generalpurpose device driver and operates the OPT-PLC control
register. Figure 7 shows the block diagram of our developed FPGA logic.
The main part of the FPGA logic is built based on the
Advanced eXtensible Interface 4 (AXI4) open bus [8]
defined in the Advanced Microcontroller Bus Architecture (AMBA) standard to which the ARM processor is
connected. At first, we planned to develop the logic modules such as the control registers for optical channels and
DPRAM in the Programmable Logic (PL) block to be
connected to the AXI4 bus. However, we found that this
architecture became very complicated and required newly
developed IP cores, so we have introduced the AXI4bram-controller to convert AXI4 bus to RAM single access bus signals as arm-local bus.
The interface with the PLC bus is achieved by using
PLC gate array and PLC-AVALON interface IP supplied
by Yokogawa Electric Co. In order to realize policy 4, the
control registers of the optical channels can be directly
controlled from the PLC bus without the help of the ARM
processor. We therefore prepare another path to access all
the registers in the PL block separately from the arm-local
bus by converting the AVALON bus to plc-local bus.
In addition to the above, the difference in the communication procedures between a local slave board and a
remote slave board should also be incorporated in the
FPGA logic for the achievement of policy 4. As a result
of detailed investigation, we found that all differences
could be included into the FPGA logic by improving the
communication logic.
The control modules of the OPT-Protocol 2006 (com_if,
cc_com_cnt) embedded in the OPT-CC FPGA logic are
directly utilized in the OPT-PLC FPGA logic. These
modules should be connected to the arm-local bus and the
plc-local bus through the synchronization module that
synchronizes the 80MHz clock of the control module of
the OPT-Protocol 2006 with the 100MHz clock of the
FPGA.
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com_cnt
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Figure 7: Block diagram of the OPT-PLC FPGA logic.

Register Structure
The address map of the OPT-PLC module from the
view of the PLC bus is shown in Fig. 8. The map is classified into four areas.
1. Module management information area (MMIA),
which is required for OPT-PLC to work as an eRT3 module.
2. Common register area (CRA), which is used to
control the peripheral devices of the OPT-PLC
module.
3. I/O register area (IORA), which is required to control communication of the OPT-VME system.
4. Descriptor area (DA) as shown in Fig. 9, which is
used to exchange the required information with the
communication procedure processes.
Furthermore, the DA is divided into a common DA and
five DAs for optical channels.
In normal operation, an e-RT3 Linux CPU module controls the OPT-PLC module by directing the communication procedure process on the ARM processor via the DA
for each channel. Assuming operations from multiple
Linux CPU modules, the exclusive control registers are

implemented on the DA to realize exclusive controls
between any processes.
0x0000
0x0040
0x0080
0x0100
0x0130
0x0160
0x0190
0x01C0
0x01F0
0x0300

Module Management Information Area
Reserved
Common Register Information Area
I/O Register Area (CH1)
I/O Register Area (CH2)
I/O Register Area (CH3)
I/O Register Area (CH4)
I/O Register Area (CH5)
Reserved
Descriptor Area (Common)
Descriptor Area (CH1)

0x0580
Descriptor Area (CH2)
0x0800
Descriptor Area (CH3)
0x0A80
Descriptor Area (CH4)
0x0D00
Descriptor Area (CH5)
0x0F80

Figure 8: OPT-PLC register map from the view of the
PLC bus.
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0x0000
0x0002
0x0004
0x0006
0x0008
0x000A
0x000C
0x0010
0x0012

Unit ID

Slot ID
Process ID

Unit ID

Process information
acquiring lock ﬂag 

Slot ID
Process information
to acquire lock ﬂag 

Process ID
Request Function Code
Unit ID

Slot ID
Process ID

Processing Status

Executing process
information 

Processing Result
0x0014
Current Processing No. Total Processing No.
0x0016
Reserved
0x0020
Send Data
(304 Bytes)
0x0150
Receive Data
(304 Bytes)
0x0280

Figure 9: Register map of the descriptor area (DA).
On the other hand, the IORA can be directly accessed
from the Linux CPU module, mainly for the debugging of
the communication procedure process.
In addition, when installing a sequence CPU module
into the PLC system, the module can control the communication of the OPT-VME system by operating the IORA.
However, the sequence CPU does not use the exclusive
control registers in DA. In the event that the Linux CPU
is also installed in the PLC bus and controls the same
OPT-PLC module with the sequence CPU, the Linux
CPU should access the IORA via the sequence CPU.

Software Structure
The software structure of the OPT-PLC module is illustrated in Fig. 10. As described above, we have implemented the hardware and the FPGA logic to enable us to
utilize the e-RT3 general-purpose device driver. In that
implementation, we have successfully incorporated a part
of the communication procedures of the OPT-VME system in the Solaris device driver into the FPGA logic. We
have implemented the rest of the procedure in the Solaris
device driver as an application running on the ARM
Linux in the PS part of Zynq. It is very important to implement it as the application software and consequently,
we can easily port the software when a SoC device is
changed or when the ARM Linux version is updated. So
the device driver for the ARM Linux to access the control
registers is a simple driver considering the portability.
The control command to the communication procedure
process is written in “Request Function Code” at the address of 0x0008. This code is exactly the same as the 2nd
argument (request) of the ioctl system call. The process
carries out the procedure according to the request function
code in the same way as the procedure in the ioctl entry
point in the device driver. Parameters passed as the third
argument of the ioctl system call are set in the “Send Data”
area with the address from 0x0020 to 0x0150. The process sets the execution result in “Processing Result” at the
address of 0x0012 and the data is set in the “Receive Data”
area with the address from 0x0150 to 0x0280. This process is prepared for each optical channel. We employ an
entire-system control process to control the watchdog
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timers for the communication procedure process and the
LEDs on the front-panel of the module.
On the Linux PLC side, in addition to the constraint of
using the e-RT3 general-purpose device driver, we imposed the design conditions to maintain compatibility of
API functions of the Solaris device driver supplied to the
application programmers, as much as possible. Accordingly, we can port the API functions mechanically. However, the e-RT3 general-purpose device driver requires a
unit number and a slot number that do not exist in the
VME system, so we have added these parameters to the
OPT-PLC API functions.
Linux CPU module

ARM processor in Zynq SoC
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Descriptor Area

Figure 10: Software structure of the OPT-PLC module.

STATUS AND FUTURE PLAN
Implementation of the OPT-PLC hardware and firmware built on ARM Linux has been accomplished, and the
API functions for two kinds of slave boards have been
ported, with positive results.
As the practical test of the OPT-PLC module, we will
apply the module to the control of steering magnet power
supplies of the booster ring. The system consists of three
VME-based master boards and 80 slave boards called
OPT-RMT COMBOdao (Fig. 3) and several numbers of
the relay-mode OPT-CC [9]. We will replace the VME
system with an e-RT3 equipped with OPT-PLC modules.

SUMMARY
We have successfully ported the VME-based opticallink remote I/O module called OPT-VME system to the eRT3 platform OPT-PLC module. The developed module
OPT-PLC is equipped with Xilinx Zynq 7000 SoC in
order to build the communication procedures mainly into
the PS part as the application software running on the
ARM Linux. As a result, the interface with the PLC bus is
simplified and the e-RT3 general-purpose device driver is
available. This means that we do not need a special device
driver for the module to realize high-level communication
between the master and slaves; we only need a simple
device driver to manage memory access and interrupt. In
addition, we can port the developed FPGA logic to an
alternative bus such as the PCI express by replacing the
PLC bus interface block in the PL part. The interface
simplification enhances portability.
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The hardware, firmware on the ARM processor, and
software on the Linux CPU module are working well. The
module will be tested for the control of the steering magnet power supplies of the booster ring.
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Abstract
VME is a standard for modular electronics widely used
in research institutes. Slave cards in a VME crate are controlled from a VME master, typically part of a Single Board
Computer (SBC). The SBC typically runs an operating system and communicates with the VME bus through a PCI
or PCIe-to-VME bridge chip. The de-facto standard bridge,
TSI148, has recently been discontinued, and therefore the
question arises about what bridging solution to use in new
commercial SBC designs. This paper describes our eﬀort to
solve the VME bridge availability problem. Together with
a commercial company, MEN, we have open-sourced their
VHDL implementation of the PCIe-VME64x interface. We
have created a new commodity which is free to be used in
any SBC having an FPGA, thus avoiding vendor lock-in and
providing a fertile ground for collaboration among institutes
and companies around the VME platform. The article also
describes the internals of the MEN PCIe-VME64x HDL
core as well as the software package that comes with it.

INTRODUCTION
The VME (Versa Module Europa) modular electronics
standard emerged from the VME bus electrical standard and
the Eurocard mechanical form factor. The former is a parallel
communication bus developed in the 1980’s. The latter
deﬁnes the dimensions of Printed Circuit Boards (PCBs)
as well as the mechanics of a rack hosting multiple cards.
VME usually comes as a multi-slot chassis with a power
supply and a fan tray (Fig. 1). Depending on the needs of
a particular application, various types of VME crates are
available in the market, starting from the smallest 1U, 2-slots
to 9U, 20-slots with a possibility of having Rear Transition
Modules (RTMs). These are the boards that are plugged
to the slots at the back of a typical VME crate. They don’t
have direct access to the VME bus in the backplane, but
instead connect to the corresponding modules installed in
the front slots of a crate. Usually an RTM would be a quite
simple board routing signals from cables connected in the
back of the crate, to a front VME Slave board. The front
module, on the other hand, is a more complex PCB with
for example ADCs and an FPGA to process inputs and/or
generate outputs going to a controlled system. A typical
VME crate is deployed with one or multiple VME Master
cards controlling several Slave cards. The Master module
is very often a Single Board Computer (SBC). This is in
∗

grzegorz.daniluk@cern.ch

Figure 1: VME chassis example.

fact a miniaturized PC running some operating system (e.g.
Linux) and communicating with higher layers of the control
system over an Ethernet link.
Despite, the availability of more modern standards, like
MicroTCA or PXIe, VME is still a widely used solution for
not only control systems in research facilities, but also in
industrial and military applications. The reason behind that
is all the already existing investment in the technology and
the usual long lifetime of modular electronics in the ﬁelds
mentioned above. People are reluctant to upgrade their critical systems and redesign their application-speciﬁc boards,
once they have spent a long time to make them robust and
reliable. For all these applications also the VME bus performance is very often suﬃcient, which delays modernization
plans even further. Taking the CERN accelerators case as an
example, we currently have almost 900 VME crates installed
in various operational and lab systems. Out of those, about
50 new crates were installed only in 2016. We still plan to
install about 200 new VME crates in various renovations
during Long Shutdown 2 in 2019-2020.

VME BUS
VME bus was originally developed in the 1980’s for Motorola 68k processors as a multi drop, parallel bus with big
endian byte ordering [1]. It is organized as a master-slave
architecture, where master devices can transfer data to and
from slave cards. In practice, the majority of setups use a
single master, multiple slaves conﬁguration. It is a quite
slow communication bus for today’s standards. For the base
speciﬁcation, it can reach 80MB/s throughput. An absolute
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maximum data rate of 320MB/s can be achieved using the
2eSST extension [2].
VME bus is asynchronous, which means there is no common clock to be used for data transfer among all cards in the
crate. Instead, 4-edge handshaking is used to validate data
and for ﬂow control. This, together with the fact that the bus
lines are shared among all the devices, means that the overall performance of the system is determined by the slowest
module. The standard splits the communication lines into
four sub-buses:
• Data Transfer Bus - address, data and control lines for
data transfers
• Data Transfer Bus Arbitration - used in multi-master
setups to arbitrate bus accesses among all the masters.
• Priority Interrupt Bus - 7 prioritized interrupt lines and
acknowledge daisy chain
• Utility Bus - reset, 16MHz system clock, power information signals
There are various size of data transfers possible in the VME
environment, but in general they can be collected in two
main groups: single cycles and block transfers. The type of
transfer is determined by address modiﬁer lines AM[5..0] part of the Data Transfer Bus. Although the standard deﬁnes
32 address and 32 data lines, not all of them have to be used
for a given transfer. The number of valid address bits is also
determined by the address modiﬁer with possible options
being A16, A24 and A32 (respectively 16, 24 and 32 address
lines used). Typically a VME slave would respond to one
of the addressing modes. The data bus can also be used
partially to read/write 8, 16 or 32 bits in a single cycle (D8,
D16, D32 modes).
Figure 2 shows how a single cycle VME access is done
between master and slave devices:
5

3

1
2

7
6

4

9
8

BR
BG
BBSY
AM[5..0]
ADR

0x39 (A24)
valid

AS
DAT

valid

DS[1..0]
DTACK

Figure 2: Example single cycle VME access.

1. Master requests the bus access by driving BR bus request line.
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2. If BBSY line is idle, i.e. no other master is currently
holding the bus, the arbiter drives the BG line (bus
granted) to allow the requesting master to take control
over the bus.
3. Master sets the transfer type to A24 single cycle with
the address modiﬁer lines (AM[5..0]); puts the address
it wants to access (for A24, only 24 addressing bits are
valid); asserts the address strobe (AS line).
4. Master puts data on the bus and asserts data strobe (DS
lines) to validate the data word.
5. Slave reads the data from the VME bus and drives data
acknowledge (DTACK).
6. Master releases data strobe after receiving acknowledge
from the Slave.
7. Slave releases data acknowledge.
8. Master releases address strobe and bus busy lines. The
transfer is ﬁnished and the bus is released for another
operation.
The single cycle accesses are a good way to read/write
a few bytes. However, they are not a very eﬃcient way
for transferring larger blocks of data. For these, the VME
standard deﬁnes also block transfers (BLT) and multiplexed
block transfers (MBLT). The former is based on the single
cycle access mechanism described before. It sends multiple
data words one after another using the data strobe and data
acknowledge lines for each of them. The diﬀerence is that
the state of the address lines does not change during the
whole transfer. Instead, both master and slave use their
internal counters to increment the address for each data word.
The multiplexed block transfer brings another performance
improvement. It uses address lines together with data lines
to transfer 64 bits of data in each cycle.
In all transfer types mentioned till now, the master device
is the originator of the read or write cycle. In real-world applications, where the slave could be a multi-channel ADC, it
is more eﬃcient if it has a way to indicate when there is some
data to be fetched. For this purpose VME bus uses the Priority Interrupt sub-bus. There are 7 interrupt lines IRQ[7..1]
mapped to 7 interrupt priorities and the interrupt acknowledge IACK daisy chain. If any of the VME slaves wants to
generate an interrupt, it drives the IRQ line for a desired
priority and waits for the IACK from the interrupt handler.
Each VME board gets IACK from the previous board in a
VME crate and forwards it to the next one (if it is not waiting
for IACK). This ensures that only one slave responds to the
acknowledge. If there are multiple VME slaves generating
interrupts of the same priority, the one closer to slot 1 is
served ﬁrst. The interrupt handler upon detection of any of
the IRQ[7..1] lines going down, originates a special single
cycle access to read the 8 bit IRQ vector. This IRQ vector
identiﬁes the slave that has generated the interrupt.
Since all slaves installed in a VME crate are connected to
the same VME bus, they need to be uniquely addressed to
distinguish transfers designated to each one of them. In the
original VME bus standard, every slave card in the system
had its own base address and IRQ vector set mechanically
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with on-board jumpers or dip switches. Later, the VME64x
extensions added the CR/CSR conﬁguration space with geographic addressing for plug&play functionality [3]. With
these improvements, base addresses do not have to be set
mechanically for every deployed board. Instead, each slave
has a well deﬁned Conﬁguration ROM (CR) and a set of Control and Status Registers (CSR). The address of CR/CSR
space for each card can be derived from the slot number
where the card was plugged (geographical addressing) and
can be accessed by using a special address modiﬁer 0x2F.
During initialization, the master relocates each module to
the desired base address by writing it to the CR/CSR space.
Other VME extensions also introduce fast data transfer
modes like 2eVME and 2eSST [2]. These however are not
used in CERN VME systems and are outside the scope of
this paper.

PCI-EXPRESS BUS
PCI-Express (PCIe) is a high speed, serial communication
bus found in all modern computers. Although the ﬁrst oﬃcial
standard for PCIe 1.0 was published in 2002, the technology
has been improved several times since then. At the time
this paper is written, PCIe 4.0 is released and the work has
oﬃcially started for standardizing PCIe 5.0.
In contrast to the VME bus introduced in the previous
section, PCI-Express is based on serial, point-to-point communication. It uses diﬀerential pairs for full-duplex data
transfer and two of such pairs create what is called a PCIe
lane. In the simplest scenario (and the slowest data rate) a
PCIe link can have just a single lane (PCIe x1). In that case,
for PCIe 1.0 the maximum data rate is 250MB/s. For higher
throughputs, multiple lanes can be combined for interleaved
data transfer. The most common conﬁgurations are: x2, x4,
x8 and x16 with 2, 4, 8 and 16 PCIe lanes. Figure 3 shows a
typical PCIe system. It consists of several diﬀerent devices:

CPU

Memory

Root Complex

Endpoint

Switch

Endpoint

Bridge

PCI

Figure 3: PCI Express topology.

• Root Complex - connects CPU and memory to the PCIe
system and may have several ports.
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• Endpoint - peripheral device connected to the bus (e.g.
network interface, graphics card, etc.)
• Switch - multi-port device that allows connecting several Endpoints to a single port of the Root Complex.
• Bridge - translator used when another bus needs to be
connected to the PCIe system (e.g. legacy PCI hardware).
Originally, when PCIe was introduced the PCIe Root Complex was connected to the CPU through the north bridge.
Later however, manufacturers started integrating it together
with the memory controller onto the processor die.
Similarly to computer networks, PCIe uses packets to send
data between the Root Complex and Endpoints. Since there
are no extra lines like in parallel buses, also all the control
messages and interrupts are sent as packets using those same
data lanes. To analyze how these packets are assembled and
sent over the fabric, the standard [4] splits the PCIe protocol
into logical layers: Transaction Layer, Data Link Layer and
Physical Layer.
The Transaction Layer encapsulates all read/write transactions and events into Transaction Layer Packets (TLPs).
It also maps each request coming from software to one of
the 4 transaction types:
• Memory read/write - transfer to a memory mapped
location
• I/O read/write - transfer to an I/O mapped location
• Conﬁguration read/write - transfer to conﬁgure a device
and read its capabilities
• Messages - special events like legacy interrupts or
power-management.
This layer also manages point-to-point ﬂow control by using
a credit-based mechanism. Since a PCIe system contains
switches and multiple Endpoints may be connected to a single Root Complex port, TLPs have to be addressed to mark
their destination. There are several addressing schemes available in PCIe systems. For memory and I/O read/writes, the
TLP header has a 32 or 64-bit destination address ﬁeld. Each
PCIe device has a set of Base Address Registers (BARs) to
store their base addresses assigned during bus enumeration
(using conﬁguration requests). For Conﬁguration requests,
the TLP header speciﬁes a set of IDs for the bus, device and
function numbers. Messages use a special type of addressing
e.g. to Root Complex or broadcast from Root Complex.
The Data Link Layer manages the PCIe communication
link. It preﬁxes the TLPs sent by the Transaction Layer with
a sequence number. It also ensures data integrity by error
detection and correction, and manages retransmission when
needed.
The Physical Layer is the closest one to the actual wires
connecting PCIe devices. Therefore it is responsible for
impedance matching, data serialization/deserialization and
contains logic responsible for initializing and maintaining
the interface. Before TLPs are serialized in the Physical
Layer they are ﬁrst encoded using a 8b/10b or 128b/130b
scheme (depending on the PCIe generation). For example
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8b/10b encoding maps every 8-bit word into a 10-bit symbol
so that the output data stream is DC balanced (does not
contain a DC component). It also ensures there are enough
state transitions that the PLL in the Physical Layer of a
receiving device is able to recover the clock signal from the
received data stream.
PCIe devices can also generate interrupts to the host CPU.
These are also packets sent through the PCIe fabric and we
call them Message Signaled Interrupts (MSI). MSIs are in
fact regular memory write transactions originated by the interrupters to a predeﬁned address. This address is conﬁgured
by the CPU during device initialization.

WHY ANOTHER BRIDGE?
For many years, computers have been able to use buses
like PCI or PCI-Express to communicate with their peripherals. Nowadays every PC-class processor has a built-in
PCIe Root Complex with multiple ports. However, there are
no processors that would have an integrated VME master
interface. In consequence, every VME Single board computer needs to have a PCI or PCIe to VME bridge. Till
mid-2015 the IDT TSI148 chip was the de-facto standard
bridge used in many VME systems. However, it has been
discontinued, therefore the question has arisen about what
bridging solution should be used in new commercial SBCs.
For the CERN VME installations we were providing our
users with MEN A20 Single Board Computer boards. Since
these were also using the obsolete TSI148 chip, we had to
ﬁnd a new solution. We issued a call for tender for supplying
new SBCs for the next few years. There were three possible
options speciﬁed for the PCI/PCIe to VME64x bridging:
• the company should have enough stock of TSI148 chips
to be able to produce the number of boards speciﬁed in
the contract
• use the Tundra Universe II, the predecessor of TSI148
• use FPGA technology - in that case we required the
bidders that the complete HDL sources for the FPGA
design shall be made available through a GPL3-or-later
license.
Besides the ﬁrst two obvious choices, we knew there
were companies with proprietary implementations of VME
bridges done in FPGAs. Previous generations of SBC we
used at CERN (before TSI148-based boards) had a PowerPC
processor with an FPGA attached to it for interfacing to a
VME bus. Therefore, with the last option in the call for
tender we hoped that at least one of these companies would
be ready to open-source their implementation. On the other
hand, to keep fair conditions to anyone submitting their offers, we did not give preference to any of these options. The
ﬁnal selection of the company was based on the price oﬀer
submitted to the call for tender. In the end, the company
with the best pricing oﬀer to be granted the contract was
MEN from Nürnberg, Germany. They proposed their brand
new A25 card to be a next generation VME Single Board
Computer used in CERN installations.
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MEN A25 is based on the Intel server class, 4-core XEON
processor connected to 8GB DDR3 RAM. To interface to
the VME bus an FPGA-based PCIe-to-VME bridge is used.
MEN has made their own VHDL implementation using an
Intel Cyclone IV FPGA. After the company was granted the
contract, we started working with them to test and validate
the A25 board for CERN VME installations and to publish
their VME bridge implementation. As a result, all the VHDL
sources are available under the GPL3-or-later license and
the Linux driver package under the GPL2-or-later license
in the pcie-vme-bridge project page of the Open Hardware
Repository [5].
Open sourcing the PCIe-to-VME bridge is a big step not
only for CERN, but also for all other places around the world
where VME is still in use. First of all, we do not depend
any more on a particular vendor discontinuing their VME
bridging solution. Even if the FPGA chip that is currently
used becomes obsolete, having complete VHDL sources lets
us port the bridge to various other FPGA families. Thanks
to the fact that the design is open, any institute or company
can now not only buy an existing MEN A25 product but also
build any other VME Single Board Computer that would
use the same VME bridge. Using the same VME bridge
means also the same Linux kernel and userspace VME API
for all institutes/companies. In the future, this should allow
us to collaborate more eﬃciently in the VME world and have
more freedom to share and re-use Linux kernel drivers for
the VME Slave boards that we design.

FPGA IMPLEMENTATION
The MEN PCIe-to-VME bridge translates the read and
write operations in the PCIe address space to read and write
transactions on the VME bus. It acts as a PCIe Endpoint
on one side and VME bus Master on the other. The bridge
can generate VME single cycles and block transfers. The
following access types are currently supported:
• VME single cycles: A16, A24, A32 with any of the
D8, D16, D32 data widths
• VME block transfers: A16, A24, A32 with any of the
D8, D16, D32 plus the A32D64 multiplexed block
transfer (MBLT)
The VME block transfers are executed by a built-in Direct
Memory Access (DMA) engine, where the blocks of data
are transferred between the system memory and the VME
bus, bypassing the CPU. In general this is a faster and more
eﬃcient way of exchanging multiple data words, as the CPU
is free to continue its normal operation until the DMA engine is done with a programmed task. The bridge supports
also some features added in the VME64x extensions. It is
able to use the geographical addressing pins and generate
a special type of A24 access to read and write the CR/CSR
conﬁguration space of VME slaves installed in the same
crate. However, none of the fast transfer modes (2eVME,
2eSST) is currently implemented.
The internal HDL architecture of the PCIe-to-VME bridge
is presented in ﬁgure 4. It is built around the Wishbone (WB)
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Table 1: PCIe Memory Windows

DDR

CPU

PCIe2WB

Flash
chip

Flash

SRAM
chip

SRAM

Wishbone
interconnect

VMEbus

VME connector

FPGA

Version
ROM

Figure 4: PCIe-to-VME bridge HDL architecture.

bus, an open-source computer bus often used in FPGA designs. The bridge is split into several VHDL modules communicating together through the central Wishbone Interconnect block. Each of these modules has its own function and
can either control other modules (is a Wishbone Master), be
controlled (is a Wishbone Slave) or have both interfaces:
• PCIe2WB - PCI Express x4 version 1.1 Endpoint with
both WB Master and WB Slave interface.
• VMEbus - VME Master with both WB Master (for
DMA transfers) and WB Slave (for single cycle accesses) interface.
• Flash - WB Slave module that interfaces the Flash chip
outside the FPGA
• SRAM - WB Slave module that interfaces the SRAM
chip outside the FPGA
• Version ROM - WB Slave module with FPGA memory
blocks initialized at synthesis time with various information about the ﬁrmware (the so called chameleon
table).
The PCIe2WB module is in fact a wrapper for the Intel
auto-generated IP core. This IP core customizes a PCI
Express IP block hardened in the Cyclone IV FPGA chip.
Currently we use it as a four-lane PCIe version 1.1 interface
with vendor Id and device Id speciﬁed by MEN. It provides
several memory windows assigned to 4 Base Address
Registers. These memory windows are then mapped to the
wishbone addresses and therefore allow accessing the WB
Slave devices as well as generating diﬀerent VME accesses
(see table 1).
The VMEbus module can act as both a VME Master and
a VME Slave. However, in this paper and for the VME
Single Board Computer application, we focus only on its
VME Master functionality. It provides several Wishbone
address spaces for various types of access (A16, A24, A32,
CR/CSR). These WB windows are then directly mapped to
the PCIe memory windows, therefore accessing one of the
PCIe windows automatically generates a VME bus access
of appropriate type and data width.
The behavior of this module depends on the detected
VME crate slot where it is installed. If slot 1 is detected,

BAR no.
BAR0
BAR0
BAR0
BAR0
BAR0
BAR1
BAR2
BAR2
BAR3
BAR4

name
Version ROM
Flash
VMEbus - registers
VMEbus - A16D16 access
VMEbus - A16D32 access
SRAM
VMEbus - A24D16 access
VMEbus - A24D32 access
VMEbus - A32 access
VMEbus - CR/CSR access

oﬀset
0
200
10000
20000
30000
0
0
1000000
0
0

the bridge generates system clock and reset signals to the
VME backplane. An arbiter module is also activated in that
case, thus the card can arbitrate accesses in multi-master
environments by driving the Bus Granted line. The VMEbus
VHDL module can also read the VME interrupt lines of
all 7 levels. The built-in VME interrupt handler can be
conﬁgured to forward only a subset of the priorities when
needed. Apart from the standard cycles the bridge has also
an option to perform a read-modify-write cycle. In that case
the bus is blocked after the ﬁrst read until a consecutive write
is done to the same address. The module is also equipped
with bus debugging components. There are two independent
location monitors that can be programmed with a VME
address value (one for each). These modules, when armed,
constantly monitor the bus and generate interrupts to the
CPU when the required address is detected on the VME bus.
The VMEbus VHDL module is also equipped with a
Direct Memory Access (DMA) engine. It is responsible for
performing block transfers and multiplexed block transfers
between the VME bus and the system memory without
the active control of the CPU during the transfer. The
controller can be conﬁgured by writing a set of linked
buﬀer descriptors to the SRAM area (maximum 112). Each
descriptor speciﬁes the complete information about the
transfer like: the source and destination device, size of the
transfer, source and destination address, VME modiﬁer and
data width (for VME transactions). Additionally one can
specify if the DMA should automatically increment the
source or destination address for each transferred word in
the block, e.g. for transferring data words to SRAM. The
source and destination device can be any of of VME bus,
PCIe2WB or SRAM modules.
Besides these two main VHDL modules there are also a
few smaller ones in the bridge design. The SRAM block
is a VHDL core that translates 32-bit data width Wishbone
accesses into the 16-bit SRAM interface. The Flash module
instantiates the Intel Remote Update IP core which lets us
access the on-board Flash memory. It is used to store the
FPGA image and program it when the board is powered up.
In fact, we store there two images, the fail-safe image (at adTUAPL03
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dress 0x000000) and the main image (at address 0x200000).
This way, the fail-safe image is ﬂashed only once at production time and it has to provide at least the PCIe access to
the Flash HDL module. The main image we can re-write
over the PCIe interface whenever we want to release a new
bridge ﬁrmware. When the board is powered on, the FPGA
gets conﬁgured with the main image. However, if for some
reason the main image is corrupted, the FPGA is conﬁgured
with the fail-safe image.
Finally, the last HDL module present in the PCIe-to-VME
bridge design is the Version ROM. It is in fact an instantiation of FPGA RAM memory blocks initialized at synthesis
time. The ROM content is a binary called the Chameleon
table generated from an *.xls ﬁle. This *.xls contains
various information about the FPGA bitstream including:
ﬁrmware version number, Wishbone addresses and PCIe
BAR mappings for each HDL module. The Version ROM
is read by the software tools and Linux kernel drivers that
access the FPGA.
The whole bridging design described brieﬂy in this section occupies about 30% of the Intel Cyclone IV EP4CGX30.
This means that even on its current hardware platform (MEN
A25 Single Board Computer) there is still plenty of space
for new features. To facilitate any future developments, we
have published together with MEN also their set of VHDL
testbenches for the described bridge design. They use an Intel PCI Express bus functional model (BFM) to transfer test
data patterns between the PCIe and VME interfaces of the
bridge. The testbench is fully automated and includes both
the stimulus generator and the veriﬁcation module. It runs a
set of tests for both the VME Master and Slave functionality
where various access types are checked. After that, also the
interrupt handler and various possible conﬁgurations of the
DMA engine are veriﬁed.

LINUX KERNEL DRIVERS PACKAGE
MEN provides a set of Linux kernel drivers to access
the FPGA bridge from the operating system that can be
compiled for both 32 and 64-bit architectures. After the
drivers are loaded, they require manual creation of character
devices, where each of them represents a diﬀerent VME access mode: /dev/vme4l_a16d16, /dev/vme4l_a24d32,
/dev/vme4l_cr_csr, /dev/vme4l_a32d32_blt, etc.
Read/write operation on a given device is then mapped to
a read/write to the corresponding PCIe memory window,
which is translated by the FPGA bridge to a corresponding
VME bus access. The driver also supplies a kernel-level
interface to enable custom drivers development for VME
Slave devices.
The original TSI148 API used at CERN provides dual
userspace and kernel level interface, as is the case with the
new API developed by MEN. The dual interface makes it
possible to write VME device drivers using the kernel level
interface or develop userspace applications that take advantage of the character devices and associated I/O control calls.
Despite the MEN and CERN interfaces being diﬀerent, the
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set of possible operations executed on the VME bus does not
change. This means the only adaptation we had to develop
as part of the CERN internal support project was a wrapper
module which translates the original TSI148 interface calls
to the new FPGA-based bridge interface. The ﬁnal result is a
kernel module that is loaded on top of the MEN drivers. The
module provides the original TSI148 interface that can be
used by any previously developed application, and internally
calls functions exported by the A25 driver. Such solution
is very convenient for the users, as it allows them to keep
running their well-tested software without any modiﬁcations.
In case of any new FPGA bridge driver releases by MEN,
the CERN driver update operation is seamless as long as the
FPGA bridge interface remains unchanged.

CONCLUSIONS
The open source, FPGA-based implementation of the
PCIe-to-VME bridge solves the bridging problem for VME
Single Board Computers forever. Since now, any company
can take this design and make a custom SBC around it. For
places where VME is still actively used, this bridge provides
freedom to change among various Single Board Computers
at will without re-writing custom VME drivers and user
space applications. With this new PCIe-to-VME bridge, we
also aim at stimulating VME collaborations among research
institutes as now they can more easily re-use the VME Slave
boards together with their custom Linux drivers.
We would like to gather a community among people working with VME electronics to help us improve this newly
published bridge.

FUTURE WORK
The FPGA-based PCIe-to-VME bridge described in this
article is ready to be used in VME systems. In the process
of insourcing the design we have identiﬁed some places
in the VHDL code that could be improved in the future.
One of them would be to clean up the code and use some
Wishbone register generator (like wbgen2 [6]) to provide a
convenient and consistent method of accessing ﬁelds of the
conﬁguration registers. Currently this is done with many
hardcoded indexes in various places of the code. We could
also foresee adding support for the fast data transfer modes
like 2eVME and 2eSST.
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Abstract

Em# project is a collaboration project between MAX
IV Laboratory and ALBA Synchrotron to obtain a high
performant four-channel electrometer. Besides the objective of accurate current measurements down to the picoampere range, the project pursues to establish a reusable
instrumentation platform with time stamped data collection able to perform real time calculations for flexible
feedback implementations.
The platform is based on a FPGA responsible of acquisition and synchronization where a real-time protocol
between the modules has been implemented (Harmony)
[1]. The data acquired is transmitted via PCIe to a Single
Board Computer with an embedded Linux distribution
where high level processing and synchronization with
upper levels of Control System is executed.
In this proceeding, the reasons that lead to start a complex instrument development instead of using a Commercial On the Shelf (COTS) solution will be discussed. The
results of the produced units will be analysed in terms of
accuracy and processing capabilities. Finally, different
Em# applications in particle accelerators will be described, further widening the functionality of the current
state-of-the-art instrumentation.

INTRODUCTION
Instrumentation development for low current measurements is one of the key activities in the Computing Division of ALBA Synchrotron. Em# project is the evolution
of previous project ALBA Em, which established a
knowledge background important to fulfil new equipment
requirements.

new beamlines in the following construction phases of
ALBA Synchrotron. Unfortunately the production of new
units was not possible since the microcontroller core was
declared obsolete on 2013. This impediment together with
the new functionality needs in experimental end stations
forced an equipment redesign in 2013.
New requirements for upcoming development project
were stated following scientific user needs. The most
important requirement was to increase the ADC resolution, as the embedded ADS7870 ADC in the microcontroller core was just 11 bits in single-ended configuration.
Another limiting parameter to be improved was the sampling rate of the same ADC which was limited to 1 kS/s.
The possibility to isolate the detector ground of equipment from the facility ground in order to avoid ground
loops and reduce induced current due to electromagnetic
noise was another must for the new development. Yet
another new requirement, also related to the ground loop
break, was the possibility to make current measurements
with detector’s ground voltage-biased respect to equipment and facility ground, in order to avoid the loss of
generated charges in the detector by applying an electric
field to it.
The Em# (Fig. 1) development has been framed in a
collaboration agreement between MAX IV Laboratory
and ALBA Synchrotron. The collaboration is not closed to
other institutes and facilities, although the project is already at the production phase and the pending development tasks are related to gateware and software.

Background – ALBA Em
In 2011 ALBA Em was developed, a four channel electrometer that allowed low current measurements for XRay beam diagnostics or experiment applications since
the first day of operation at ALBA Synchrotron [2]. More
than 40 units have been used with good acceptance from
scientific users.
ALBA Em was composed of four units of in-house developed ALBA Current Amplifier and one commercial
Rabbit RCM4200 micro-controller core. This microcontroller core has a custom interface connector that, when
connected to a custom designed board is able to control
the four current amplifiers. The firmware code running in
the microcontroller core was developed using proprietary
IDE.
The good performance in current measurement led to
continued use of ALBA Em as a standard electrometer for

Figure 1: Em# first production unit.
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Figure 2: Instrumentation platform block diagram.
be reused for future developments correspond to violet
INSTRUMENT DEVELOPMENT VS
blocks.
From the hardware point of view the platform is comCOMMERCIAL SOLUTION
posed by a Single Board Computer (SBC), a FPGA modWhen the ALBA Em microcontroller core was found
ule and a Specific Application Electronics Block (SAEB).
obsolete and new requirements from the users emerged,
The SBC is a tiny cost-effective but powerful enough
the discussion about how to cover current measurement
computer to allocate a layer-based control system, where
instrumentation needs was open. In this chapter the reahigh-level control of the equipment is performed. The
sons that lead to start an instrumentation development
FPGA module performs the low-level control of the
project instead of acquiring COTS instrumentation will be
SAEB and allocates time-resolved functionalities like
exposed.
data acquisition and processing. The SAEB is the hardThe first important reason to develop a new electromeware that provides the equipment with its specific appliter was the possibility to reuse the in-house developed
cation, being the current sensing in the Em#. Selected
ALBA Current Amplifier, which has a performance cominterfaces used to communicate between modules are
parable to other well-known commercial current amplifistandard ones.
ers [3]. Moreover, there is also an advantage to have
The control system of the platform embedded in the
knowledge of the equipment core as the current measSBC is based on a custom light Linux distribution where
urement elements: it is an added value in case of instruonly necessary parts of the Operating System are commentation support to the users. This knowledge advantage
piled. Generic control system layers are the Linux driver
is not only limited to the sensing element as it concerns
layer (related to selected communication interfaces) and
the whole equipment.
the driver layer (related to communication and configuraThe ALBA Current Amplifier was foreseen to be the
tion of FPGA logic cores). Higher software layers (Midonly element reused from previous electrometer. The
dleware and Applications) define the specific application
control part of the equipment had to be designed from
of the equipment.
scratch, but it was also a good opportunity to design an
The instrumentation platform gateware is based in a
instrumentation platform (involving hardware, gateware
dual bus strategy. A configuration bus is used to setup
and software) that could be reused for future instrument
FPGA logic cores from the SBC while a data bus is used
developments. The decision to develop this instrumentafor fast transfer between cores. The usage of logic cores is
tion platform (onto the Em# is built on) allows a complete
related to the specific application of the equipment, like
knowledge of acquisition system configuration and conthose used to control the SAEB, the acquisition engine or
trol, which is an important aspect in this kind of instrua determined data processing.
mentation.
In the case of developing new instrumentation equipThe last, but not least, advantage of the instrument dement, only blue blocks from Figure 2 will be changed,
velopment is the unit cost. Based on ALBA Em experisummarized in: hardware SAEB, software middleware
ence, the unit cost of a commercial electrometer with the
and application layers and FPGA logic cores. This reusasame characteristics is four times higher.
ble design strategy is intended to reduce the development
All these reasons, together with the spirit of learning,
stage for future projects, at the expense of extending the
led ALBA to start the Em# project.
Em# design period. The design of this instrumentation
platform has been done during the Em# design, as exINSTRUMENTATION PLATFORM
plained in the following chapters.
One of the reasons to develop Em# was to take advantage of this new design to establish an instrumentation
Em# HARDWARE ARCHITECTURE
platform that will be reusable for future equipment develThe selection of industry standard interfaces to be used
opments. This platform is composed by hardware, softbetween the different modules composing the new
ware and gateware (Fig. 2), where all the parts that would
equipment was the first step in the hardware design, while
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the selection of components to fulfil these interfaces requirements was done in a later stage [3]. The main advantage of this philosophy is that an obsolete unit could
be easier to be replaced in the future as standard interfaces division produce independent blocks identification and,
ideally, only one of them should be redesigned.
The hardware architecture diagram (Fig. 3) is composed by 3 blocks connected between them by the following standard communication interfaces:
1. Ethernet
2. Universal Serial Bus (USB)
3. Peripheral Component Interconnect Express (PCIe)
4. FPGA Mezzanine Card (FMC)
5. Inter-Integrated Circuit (I2C)

Figure 3: Em# hardware architecture.

Single Board Computer (SBC)
The selected SBC is an Intel NUC DE3815TYBE with
a 100 mm x 100 mm small form factor. This commercial
module includes an Intel Atom with x86-64 architecture,
with a 4GB DDR3L memory and a 4GB eMMC, where
the software and firmware are stored. Standard interfaces
included in this module are PCIe, I2C, Ethernet and USB.
The PCIe interface is used to communicate with the
FPGA module while the I2C standard is interfacing the
SAEB. The Ethernet interface is used for external communication with the facility Control System enabling the
remote control of the equipment. The USB interface is
used for Software, Firmware and BIOS update using an
USB pen drive.

FPGA Core
Simple PCIe FMC Carrier (SPEC) is the selected
FPGA module for Em#. This board was developed by
CERN and is available under Open Hardware License [4].
SPEC includes a Xilinix Spartan 6 XC6SLX100T FPGA
which is used for the low level control of the Custom
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Electronics block via FMC interface. SPEC board also
includes PCIe interface used to communicate with SBC.

Specific Application Electronics Block
This block is composed by a series of custom or commercial electronics boards that make up the specific functionalities of the equipment.
Human-Machine Interface Commercial module EA
DIP128-6 touch-panel display is located on the front of
the Em#. This HMI allows a user to both obtain information about the equipment state, the measured currents
and configure basic parameters of the equipment. This
HMI is controlled by the SBC via I2C interface.
Current Amplifier The first stage for the Em# current sensing is the current amplification, which is carried
out by inherited ALBA Current Amplifier from ALBA
Em. Basic features like transimpedance amplification (8
current measurement ranges from 100 pA to 1 mA) and
filtering (second order low-pass filter with cutoff frequencies from 0.5 Hz to 3200 Hz) remain unchanged from
previous project. New features are available in the ALBA
Current Amplifier like a better thermal management and
temperature sensing that allows the implementation of
gain compensation vs the temperature.
Digitalization The digitalization is performed by a
FPGA Mezzanine Card (FMC) developed at ALBA under
OHL license [5]. It is based on a four channel 400 kS/s 18
bits ADC capable to work with ground voltage bias. The
ADC is placed in an isolated part sharing ground only
with the current amplifiers and thus detectors. The analog
signals are then digitalized in the isolated area and transferred to the FPGA via digital isolators. This strategy
supposes an innovation as historically the isolation was
done in the analog signal part with an isolation amplifier
and digitalized at normal ground potential by a second
stage. The isolation between analog and digital ground
allows breaking ground loops during measurement decreasing the noise level, and minimizing the non-linearity
errors as isolation amplifier stage is no longer needed.
Current Measurement with Voltage Bias Thanks
to the FMC ground isolation and a careful design of the
whole equipment, there is the possibility to bias the analog ground of connected detector, current amplifier and
ADC up to ±1 kV respect to the facility ground. The isolated ground bias is controlled by a specific FPGA core
that controls its connection to the Em# High Voltage
input depending on user configuration and allows implementing configurable safety limits for each application.
As this feature is not mandatory for a big part of applications but has a considerable effect in the total cost of the
equipment, there are two production versions of Em#, one
with voltage bias capability (Em#_HV) (Fig 4) and one
without it (Em#_LV), which has direct analog outputs
from current amplifier.
Connectivity The presence of the FPGA and the usage of the fast data bus allow real-time processing applications by adding specific logic cores. Application related
FPGA cores will be developed as long as needs continues
to rise from the scientific users. Feedback applications are
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expected to be important in Em# project and for this reason a wide variety of I/O capabilities are present in this
hardware architecture. In addition to the standard trigger
input channel, the Em# offer four configurable I/O 100
MHz single-ended digital channels (that could also be
used for independent channel triggers), nine configurable
I/O channels with 20 MHz differential and single-ended
signals, four switchable 5V and 500 mA power outputs
and four analog DAC outputs of ±10 V 100 kS/s with 16
bits (Fig. 4).
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is carried out using a fast data acquisition bus oriented to
ease data sharing among the different FPGA cores. That
fast data bus name is Harmony Bus (HB) [9]. FPGA cores
are connected using Bridges that act as bus arbiters,
broadcasting the data to other bridges to share it with the
rest of FPGA cores. The data size sent in the HB is 64bits, where 32-bits are data, 24-bits are used for
timestamp (TS) and 8 for the data source identification
(ID). The ID’s can be assigned dynamically which allows
a flexible configuration of the FPGA functionality. Developed Logic Cores in the FPGA are related to specific
control of elements of the Custom Electronics block like
the ADC, DAC, I/O interface, HV bias or SPI. Many
others cores have been developed to implement the lowlevel functionalities of Data Acquisition, Trigger Management and Feedback.

Control Software

Figure 4: Rear panel of Em#_HV.
Power Management Em# Hardware architecture includes a power management strategy that senses the current consumption of the different equipment modules. A
control script running in the SBC is in charge of evaluating those diagnostics and disabling power supply parts in
case of excessive power consumption detection.

Em# CONTROL SYSTEM
The Em# software development [6] has been divided
into three software projects, distributed in a single software package: Operating System, gateware and control
software.

Operating System
The Em# features a complex embedded control software based on Linux OS. A light Embedded Linux has
been customized specially for this equipment using Yocto
[7], with only the necessary drivers to control the available hardware and with enough functionality to run the
required applications. It also includes all functionalities to
allow an easy equipment update using Ethernet network
or USB.

The SBC contains the main software. It has been designed to have high versatility in the application design
and easy user control of the equipment. Versatility means
that the software is easily adaptable to new functionalities
or hardware changes with the only modification of high
level software parameters. The layer-based architecture of
the control software contains the physical device drivers
of the hardware connected to the SBC (FPGA core, HMI,
Custom Electronics), the algorithms, operations and applications to control the whole equipment by using a custom light Linux distribution. In conclusion it is a multipurpose software customized to work as an electrometer.
It offers easy user control, both from remote or local control interfaces. Remote control is available via telnet (using the SCPI protocol [10]), via ssh using the advanced
control tools or via web using a webserver. The Em# runs
a Tornado Web server [11] that establishes a channel of
exclusive communication for each client which serves all
web pages to monitor or diagnose the status of the electrometer, as well as configure the different parameters
available (Fig. 5). Local control is available using navigation menus in the touch-screen display. The main software is written in Python to take profit from the clean and
straightforward syntax, while still performing well, helping the easy integration of new functionalities.

Gateware
The gateware software runs in the SPEC FPGA. Written in VHDL, it has been designed focusing on fast acquisition and data sharing between the different modules
inside the FPGA, as well as with the main software running in the SBC. The FPGA uses the Self Describing Bus
(SDB) [8] framework that helps to self-detect and manage
the FPGA contents. It describes a series of structures used
to provide metadata of the FPGA logic blocks. That allows the main software to automatically discover and
configure them at runtime via PCIe bus. The acquisition

Figure 5: Em# web page.
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Em# CALIBRATION
Together with the development of the electrometer different laboratory test benches for test and calibration have
been designed.
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current inputs (Fig. 7). In this way, up to thirty-two channels can be connected to the same Em# without the need
of any extra power source. The intended use of this
equipment is to be used when currents readings does not
need the full performance of the electrometer nor being
constantly monitored. Firsts measurements shows that
signals in the order of 10 pA can be measured with long
term stability better than 1 pA.

Figure 7: An 8 channel multiplexer. Up to 4 multiplexers
can be interfaced by the same electrometer.
Figure 6: Em# calibrator.
The Calibrator (Fig. 6) is used to calibrate the gain of
different ranges due to the high dependence on the gain
resistors impedance. The high-value resistors used in
transimpedance amplifier have tolerances around 10%,
which affects directly the current amplification gain. The
Calibrator allows to automatically correct each ALBA
Current Amplifier gain and offset at software level increasing the instrument’s precision. In addition the Calibrator allows a complete Em# functionality test to ease
production testing.
The Calibrator generates a current for each range by the
usage of a very precise voltage source and an array of
resistors. The voltage source can be either the same Em#
DAC output or a calibrated internal voltage reference
based on Linear LTZ1000, which thermal drift is only
0.05 ppm/ºC. This setup allows calibrating the gain and
offset of the four CA channels, the DAC, and checks lowpass filters of the CA channels using a sinusoidal signal
generated by the same Em# DAC.
The calibration and test is performed by the Em# unit
controlling the Calibrator via the USB port of the SBC.
Doing in this way the tests and calibration can be done
automatically without the need of any extra equipment.
The results of the calibration related to each module are
stored in their embedded EEPROMs. This distributed
calibration result storage makes possible to change components of the electrometer in case of damage without the
need of a complete new calibration execution. Finally the
calibration is sent to a centralized Data Base that permits
to follow the aging of components.

Em# PRODUCTION
Hardware and mechanical design phase finished on
September 2016. ALBA produced 12 Em# units in late
2016 and 12 more are foreseen to be produced at the end
of 2017. MAX IV has produced 50 Em# units at the beginning of 2017 and 25 more are currently under production during this conference. Those 75 units are already
booked by the accelerators and beamlines under commissioning phase. As MAX IV has more beamlines funded
soon, a third batch is foreseen within two years.

MEASUREMENTS AND EXPERIMENTAL
RESULTS
Em# first units at ALBA have been used for laboratory
applications, as new beamlines where this equipment will
be installed are still under construction. Figure 8 shows
the Em# good performance when measuring 25 fA steps
in a ramp current signal with 4.8 s integration time and
configured in the 1nA range, meaning a dynamic range of
92 dB.

A FLEXIBLE PLATFORM
The analog output and digital input/output connections
of the electrometer allow the interaction with external
equipment. An example of such equipment is a rack
mounted multiplexer [12] with eight inputs and one output, which is connected to one of the four electrometer

Figure 8: 25 fA steps ramp current signal measured with
Em# in 1nA range, 0.5 Hz filter and 4.8 s integration
time.
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At MAX IV Em# has been used in the first beamline
experiments. One of those examples is the absorption
spectrum of N2 taken at the Veritas beamline to investigate its resolution of mechanics and optics (Fig. 9). The
measurement shows that the resolution ratio of the beamline exceeds 50.000 at those energies and that the electrometer performance allows using it as a detector in this
beamline end station. This measurement was taken with
the Em# integrated into the Tango/Sardana control system
showing that the project now reached a new level of maturity.

Intensity (nromalized)
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CONCLUSION
Em# electrometer design phase is finished. The results
have met the expected high performance meeting the user
requirements for which it was designed.
The designed instrumentation platform developed in the
Em# will be reused for future redesigns or new equipment
developments. This reuse of the instrumentation platform
applies to the three components of the platform: hardware, gateware and software. The included FPGA offers
the possibility to Em# to implement high-value applications used in experimental end stations like data-stamping
or feedback. Those advanced applications are under gateware and software development, while the hardware design is finished.
Currently there are 62 Em# produced working units at
ALBA Synchrotron and MAX IV Laboratory and 37 more
are in production process.
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Abstract
PandABox is a development project resulting from a
collaboration between Synchrotron SOLEIL and Diamond
Light Source started in October 2015. The initial objective
driving the project was to provide multi-channel encoder
processing for synchronizing data acquisitions with motion
systems in experimental continuous scans. The resulting
system is a multi-purpose platform well adapted for multitechnique scanning and feedback applications. This ﬂexible
and modular platform embeds an industrial electronics board
with a powerful Xilinx Zynq 7030 SoC (Avnet PicoZed),
FMC slot, SFP module, TTL and LDVS I/Os and removable encoder peripheral modules. In the same manner, the
ﬁrmware and software framework has been developed in a
modular way to be easily conﬁgurable and adaptable. The
whole system is open and extensible from the hardware level
up to integration with control systems like TANGO or EPICS.
This paper details the hardware capabilities, platform performance, framework adaptability, and the project status at
both sites.

PROJECT INTRODUCTION
PandABox (Position and Acquisition Box) was initiated
to overcome obsolescence problems and technical limitations in Synchrotron SOLEIL and Diamond Light Source
concerning their in-house designed products SPIETBOX
(SOLEIL) and ZEBRA (Diamond); two products that have
been integral to beamline operations to synchronize various
equipments and for position capture.

ﬁrmware and software have been improved and are now stable for EPICS or TANGO control system interfacing. The
project is also available on the Open Hardware Repository
(OHWR) to share with other institutes.
The PandABox project [2] had four repositories were created: PandABox-gw, PandABox-hw, PandABox-sw, and
PandABox-tst (giving acces to the oﬃcial releases of the
ﬁrmware, TCP server, webserver and hardware source ﬁles).
All documentation is accessible such as Hardware user
guides and FPGA development Kits for PandABox ﬁrmware.
Although the initial deliverables of the project are complete,
both institutes still do collaborative work to improve the
platform based on their own experience with the PandABox.

HARDWARE DESIGNS
PandABox is packaged in a 19” 1U rack which integrates
several PCB boards: one detachable front panel board, one
carrier board holding 4x encoder daughter modules and
1x PicoZed SOM (System-On-Module) module. The connection between the front panel and the carrier board is
made through 2x FFC cables. On the carrier board, an FMC
(FPGA Mezzanine Connector) slot is using an LPC (Low
Pin Count) connector that can optionally receive an FMC
mezzanine card to extend the hardware functionalities and
I/O capabilities. [3]

Figure 1: PandABox, a collaboration project between Diamond and SOLEIL.
The collaboration [1] proved eﬃcient in sharing leadership and experience between both synchrotrons in hardware,
ﬁrmware, and software developments. Along the development process, the two institutes have worked closely to review and validate the design at each step: 2 prototypes have
been designed and improved within the scope of the project
and the PandABox is now validated for production. The
∗

szhang@synchrotron-soleil.fr

Figure 2: PandABox internal hardware top view.
The hardware was designed to meet the requirements
for simultaneous and multi-technique scanning applications
with support for a wide range of encoder protocols. The
architecture presented in Fig. 3 was developed to be modular
and ﬂexible in order to enable the maximum number of
applications.
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• On-board power supplies voltage monitoring.
• Fan-speed monitoring with fan tachymeter sensors.
• Conﬁgurations of the I/O encoder signals speciﬁc to
encoder type (Incremental, SSI, BiSS-C or EnDat).
• Front panel conﬁgurations through shift register signals:
select High-Z or 50-Ohm impedance for the TTL Inputs,
control two among four status LEDs (two other LEDs
are controlled by PicoZed).
Figure 3: PandABox hardware global architecture.

PandA Carrier Board
The PandA carrier board is ﬁxed at the bottom of the rack,
providing it with a variety of connection interfaces for the I/O
boards and their modules. This 8-layers PCB carrier board
is powered by an external commercial AC/DC 12V/130W
power supply module and it integrates an electronic circuit
to provide regulated power supply for: the PicoZed, the
encoders boards, the slow FPGA, the I/Os, etc. Up to 8
diﬀerent DC voltage supply lines (1-24V range) are provided
on the carrier board of which a regulated ±15V power supply
is available for the FMC mezzanine card if required.
The encoder interface is designed in a modular way: 4x
dual stacked 15-way D-type connectors for 4-channel encoder inputs and outputs are mounted on the carrier board
and have connections with the encoder daughter modules.
The connector genders and pinouts can be modiﬁed by adapting the encoder daughter modules. For this reason the encoder module has been developed to adapt to SOLEIL and
Diamond requirements so that both institutes can share the
same hardware and maintain their own encoder connectivity
standards. Each daughter module is designed with buﬀers
to interface diﬀerent encoder types and currently supports
quadrature incremental encoders and absolute encoders with
SSI, EnDat or BiSS-C communication protocols.
Special care has been taken to the PCB design of sensitive signals such as diﬀerential pairs and clocks, fullycompliant LPC-FMC, Gbps Ethernet and MGTs (MultiGigabit Transceivers). This step includes pair matching
and length tuning techniques up to the PicoZed socket. The
LPC-FMC slot is placed on the left side of the carrier board.
Behind the FMC connector there remains space for the use
of D-TACQ ELF products which ﬁt the same connector and
front panel footprint as standard FMC modules but are physically larger to allow for a bigger payload. [4]

Data acquisition, data processing, and data exchange with
control systems are managed by the PicoZed SOM module [5]. It’s the backbone of the system and is based on the
Xilinx Zynq-7030 AP (All Programmable) SoC (System-OnChip). The main processor, Zynq-7030 SoC, is the heart of
the system; it embeds a Dual-core ARM Cortex-A9 processor and Artix-7 FPGA based programmable logic. As shown
in Fig. 4, one side the ARM processor runs a TCP server on
an embedded Linux OS which provides system control and
data capture for clients. On the PL (Programmable Logic)
side, FPGA ﬁrmware provides Functional Blocks like encoder position processing for triggering and data acquisition
(section FIRMWARE AND SOFTWARE).

Figure 4: Zynq SoC ﬁrmware architecture.

I/O and Communication Interfaces
Various connectors are installed on the front and rear panels to interface diﬀerent signals (encoder, trigger, timing...)
and to communicate with platform users, control systems or
other electronic platforms, see Fig. 5.

Control and Data Processing Elements
PandABox slow controls, realized by a Xilinx Spartan-6
FPGA in the central of the carrier board, are tasked with:

Figure 5: PandABox front and rear panels (SOLEIL version)

• Temperature monitoring with 5x temperature sensors
distributed on the carrier board, via I2C bus from sensors to the FPGA.

The connectors and their supported I/Os are listed as below:
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• Multi-Channel TTL and LVDS I/Os for synchronous
triggering and clocking signals with high timing resolution via BNC, LEMO and SMA connectors.
• 8x 15-way D-type connectors for 4-Channel encoder
inputs and 4-Channel outputs.
• 1x FMC slot with LPC (Low-Pin Count) connector for
receiving an optional analog or digital oﬀ-the-shelf or
custom FMC Mezzanine card (e.g. ADC, DAC, TDC
cards etc.).
• 1x Gigabit Ethernet connector for control system integration and high-speed data acquisition.
• 3x SFP (Small Form-factor Pluggable) sockets providing modular interfaces that can easily adapt to various
ﬁber optics and copper networking standards by connecting compact and hot-pluggable SFP transceiver
module to one socket.
• 1x JTAG interface for Zynq and Spartan-6 FPGA programming and debugging during developments.
• 1x RS-232 port providing a serial console terminal to
access the embedded Linux system.
• 1x USB host allowing to connect USB memory for
ﬁrmware upgrades.

Prototype Validation
The ﬁrst prototype has been fully tested at both institutes
at the end of 2016. After a few design and manufacturing corrections, electrical tests were successfully carried out. The
Zynq SoC boots up quickly and the startup sequence can be
monitored through the RS-232 UART terminal. The slow
control FPGA was programmed from an on-board PROM
during initial tests. It’s now programmable via Zynq SoC
MIOs which takes about 11 seconds. Once running and
conﬁgured on the network, communication with the platform is functional over the TCP server. All digital TTL and
LVDS I/Os on the front panel as well as the encoder inputs
and outputs on the rear panel are fully operational. The SFP
ports were tested with an SFP transceiver module and a loopback ﬁrmware using a Xilinx customizable IP core IBERT
(Integrated Bit Error Ratio Tester) designed for evaluating
and monitoring the 7 series FPGA GTX transceivers. Each
SFP port together with a Zynq GTX, has been validated at
6.25Gbps and 2.5Gbps using GTX-CLK0@125MHz with
up to 550m optical ﬁber cables, giving acceptable eye scan
results as shown in Fig. 6.
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However, while debugging an internally developed
ﬁrmware for the FlyScan software synchronization over UDP
frames through an SFP port (section PANDABOX APPLICATIONS AT SOLEIL), overheating was observed on the
Zynq SoC component of a commercial-grade PicoZed module which sometimes caused the SoC OS to reboot. Measured with a thermal camera as shown in Fig. 7, the temperature diﬀerence between two PicoZed grades with the same
ﬁrmware is signiﬁcant. For this reason, industrial-grade
PicoZed modules will be mostly employed for SOLEIL operations.

Figure 7: PicoZed overheating.

FIRMWARE AND SOFTWARE
The PandABlocks framework is an open-source ﬁrmware
and software stack developed by Diamond that powers the
PandABox. [6]
The ﬁrmware is structured into numerous Functional
Blocks (FBs) on the PL part of the Zynq device, with
each block conﬁgured via a number of registers. They
can be wired together at run-time according to applicationspeciﬁc requirements and an FB is controlled and interrogated through the associated registers. Status reporting and
high speed data acquisition is handled by the Processing System (PS) on the same Zynq device and exposed via a TCP
server with a protocol suitable for integration into control
systems like EPICS or TANGO.

FPGA Functional Blocks
The list of logical functional blocks includes:
• Function generators to implement any 5-input Boolean
function.
• Set/Reset Gate blocks with conﬁgurable inputs, and an
option to force its output independently.
• 32-bit Pulse divider with programmable divisor and
two pulse outputs (divided and non-divided).

Figure 6: IBERT eye scan result.
A similar test for the FMC socket has been done with a
dedicated testing-ﬁrmware and an FMC loopback mezzanine
card. The test allowed to validate all the FMC I/O, GTX
connectivity and clocking pins.

• Pulse Generator blocks to produce conﬁgurable width
and delayed pulses triggered by its input and also able
to handle pulse trains.
• Sequencer blocks to perform automatic execution of
sequenced frames to produce timing signals.
Similarly, a wide range of position based blocks are implemented:
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• Encoder Input/Output blocks supporting multiple encoder protocols.
• Quadrature Input/Output blocks to enable of any discrete signal on the system for quadrature operations.
• Counter/Timer blocks to implement multi-channel 32bit up/down counters synchronous to system clock.
• Analog input/outputs up to 8-channels through FMC
module connectivity.
• Position Compare (PCOMP) to generate a stream of
trigger pulses based on: position, time, analog input, or
external triggers. It can use LUT-based arbitrary arrays
of position or time points instead of regularly spaced
series of values. It’s possible to mix modes together by
cascading multiple PCOMP, such as outputting a timebased pulse-stream within a series of position-based
gates to support continuous scanning experiments.
A central Position Capture (PCAP) block is responsible
for capturing user-deﬁned ﬁelds across the design including
timestamps, encoder values, analog input values, counters
and system status on trigger events.
As shown in Fig. 8, wiring of FBs is achieved via a
common Bit-bus and Position-bus routed internally across
the design. A 128-bit bit-bus is used to feed Functional
Block’s bit-type inputs while a position-bus is used to feed
the position-type inputs. Conﬁguration and monitoring of
FBs are achieved via registers mapped to processor memory
address space.

Figure 9: A simple block diagram of a generic Functional
Block.

Software Architecture
Fig. 10 depicts the system architecture for the PandABox
ﬁrmware and software. A Linux OS running on the ARM
processor is managing the following peripherals:
• QSPI ﬂash containing persistent conﬁgurations (e.g.
MAC address).
• SD card containing the remaining Linux ﬁle system.
• Network system interfacing.
• The FPGA programs, and software interfacing.
Flexibility of the architecture is achieved through a set of
conﬁguration ﬁles which describes each Functional Block’s
input and output ports, conﬁguration registers, and descriptions. This approach allows the design and compilation of
a custom set of Functional Blocks into the ﬁrmware with
access from the TCP Server without rebuilding the TCP
server and webserver.

Figure 10: Flexible PandABox ﬁrmware architecture.
Figure 8: PandABLocks framework architecture.
New FBs (Functional Blocks in Fig. 8) can be added by
implementing VHDL modules for user-deﬁned conﬁgurable
functionalities. There can be multiple instances of these
FBs [6]. Each Functional Block has:
• Discrete bit-type input and output ports,
• 32-bits wide position-type input and output ports,
• Conﬁguration and status registers.
A simple block diagram of a generic FB is shown in Fig. 9:
At SOLEIL some FBs are developed or are under development to feed application requirements (see section PANDABOX APPLICATIONS AT SOLEIL), with the help of
the ﬁrmware development kit provided by Diamond.

The TCP socket server, acting as a bridge between the
FPGA ﬁrmware registers interface and remote clients, publishes two socket end-points: one for conﬁguration control,
and the other for streamed data capture (see Fig. 4). The conﬁguration control socket accepts simple ASCII commands
and returns all data in readable ASCII format. The data
capture socket supports no commands and simply streams
captured data in a lightly structured binary format.
Wrapped by the TCP Server, the kernel driver provides
control and status register access to system blocks, and interfaces with the DMA engines for synchronous read/write
data transfers. The kernel driver provides low-level interfacing between the ﬁrmware FBs and upper software layers
through the TCP server. Its ﬁrmware speciﬁc implementation includes:
• A generic register address space for direct access to
each ﬁrmware FBs’ conﬁguration and status registers.
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• A Read-DMA engine to receive position capture from
the PCAP block in real-time.
• A Write-DMA engine for writing user-deﬁned tables
to the PCOMP blocks for position compare operation.
Fig. 11 depicts the standalone software architecture for
the PandABox project. It is our intention that PandABox
will be integrated either with an EPICS IOC, a web-server
interface, or with a separate TANGO Device Server.

Figure 13: TANGO software architecture at SOLEIL.

• Get ﬁrmware version
• Load conﬁguration ﬁle
• Get and save PandABox conﬁguration
• Get all connected clients’ information
Figure 11: PandABox software architecture.
Building on top of the TCP server, a web-server was developed via a web GUI, also included in the framework, to
visualize and change the wiring of the Functional Blocks as
well as setting their parameters. It proves very useful during
SOLEIL new FBs development. Shown in Fig. 12 is a lowlevel conﬁguration for FlyScan application with a SOLEIL
developed block SFP, whose I/O ports and parameters are
accesible through this graphic interface.

• Send low level ASCII-format command
This DServer has been developed, as shown in Fig. 14

Figure 14: TANGO DServers PandABox (left) and PandABoxTimeBase (right) interface.

Application DServers

3 types of TANGO Device Servers (DServers) are currently being created: hardware PandABox DServer for
box conﬁguration and monitoring, generic PandABoxDataViewer DServer for customized interfaces, and speciﬁc
DServers for dedicated applications. All these DServers
will communicate with the platform through a PandABox library as shown in Fig. 13. It implements the communication
protocol for TCP/IP clients and provides functionalities for
higher level clients, which is currently under development
at SOLEIL.

The application DServers allow to carry out functions control for diﬀerent applications (e.g. FlyScan timebase, pulse
counting, analog acquisitions etc.). We are currently focused
on the development of the DServer PandABoxTimeBase
used for continuous scans (FlyScan) applications, which is
the initial motivation of the PandABox project. It aims to
control the generation of hardware signals for FlyScan synchronization (managed by the last generation product SPIETBOX). The software is being implemented and tested with
the PandABox (see Fig. 14). In addition, another DServer
PandABoxUDPTimeBase will be developed to generate FlyScan software synchronization notiﬁcations. The study of
this function is ongoing. Other DServer applications will
be deﬁned in the future according to the application requirements.

Hardware DServer: PandABox

Generic DServer: PandABoxDataViewer

The PandABox TANGO DServer provides basic controller functions:

PandABoxDataViewer, a generic DServer, dynamically
creates attributes and commands to structure a customized
interface. It is very useful for a new application prototyping
or expert diagnosis due to its generic nature and ﬂexibility.

Figure 12: PandABox web GUI interface.

TANGO SOFTWARE AT SOLEIL

• Read controller temperature
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The DServer interface can be generated by deﬁning the expected commands, attributes and state/status in the DServer
property, by specifying their low-level commands/registers
name, read/write access rights, data types etc. This DServer
is currently under speciﬁcation and will be developed in the
near future.

PANDABOX APPLICATIONS AT SOLEIL
Several applications were classiﬁed as part of the initial
motivations for the PandABox project whereas some upgrade applications were identiﬁed during project development.

FlyScan Synchronization
The ﬁrst application of PandABox is to generate synchronization signals for data acquisitions during experimental
continuous scans. Diﬀerent to the classic step-by-step scans,
correlated data are simultaneously collected, spatially or
temporally, from diﬀerent sensors along the continuous trajectory of one (or more) actuator(s). This approach has
been more and more adopted in Synchrotrons which can
signiﬁcantly optimize scanning experiments by potentially
saving hours of beam-time and giving access to processdynamics (e.g. thermal annealing, continuous mechanical
deformation, etc.). The continuous scanning or mapping
is implemented with FlyScan project [7] at SOLEIL and
Malcolm framework [8] at Dimaond.
At SOLEIL, the distribution of FlyScan synchronization
signals are in the form of hardware (e.g. TTL) or software
(UDP) notiﬁcations. The software notiﬁcation is often used
to synchronize less critical data acquisitions during a scan,
especially for equipments that don’t possess any hardware
trigger input. The hardware and software notiﬁcation signals
are currently generated by two in-house cards: SPIETBOX
and SPIController, which are going to be replaced by the
PandABox.
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software is developed, continued tests could be launched to
integrate the PandABox into a real FlyScan environment.
With SPIController, the software notiﬁcation is multicasted over Ethernet UDP frames. In the same way, a new
PandABox Functional Block has been added at SOLEIL to
send multicast UDP frames out over an SFP port and an
SFP-RJ45 converter module in the event of hardware triggers. The ﬁrmware development needs to be ﬁnalized with
FlyScan notiﬁcation protocol adaptations, after which the
TANGO software needs to be speciﬁed and developed.

Hardware Encoder Processing
The multi-channel encoder processing is part of the initially identiﬁed PandABox applications. By parameterizing
the Functional Blocks and cascading them into a certain conﬁguration, we can easily make a standalone running encoder
processing machine that could provide position calculations
in addition or subtraction of 2 encoder inputs, multiple encoder averaging, encoder protocol conversions, etc. The
resulting encoder information could be:
• Transferred to acquisition-systems through the TCP
server
• Used by other internal processes (e.g. FlyScan trigger
generation)
• Outputted to other external systems (e.g. motion controller, another PandABox)

Fast Beam Attenuation Controls Upgrade
This particular application is to upgrade and improve
the existing Real-time control system for the fast beamattenuation with an XPAD 2D detector.
Current Control System To overcome the detector
maximum count-rate limitation, which is one of the main
limitations of the state-of-the-art counting hybrid pixel detectors, a fast beam-attenuation system was developed at
SOLEIL. It has been carried out at the SixS (Surfaces Interfaces X-ray Scattering) beamline of SOLEIL. This system
is fully autonomous that allows for a dynamic change of the
beam-attenuation as a function of the photon ﬂux received
by an XPAD S140 photon counting detector. [9]
In addition to the detector the system comprises of three
main elements: the XPAD 2D detector intensity analyzer, the
control board, and two sets of attenuating foils (see Fig. 16).

Figure 15: Continuous scanning synchronization with PandABox.
To perform the hardware triggering with PandABox, one
example conﬁguration has been made to demonstrate the
triggers generation in diﬀerent conditions. Once the TANGO

Figure 16: Fast Attenuation system on SixS beamline.
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The control board connects directly to the attenuators
hardware to command the attenuation changing actions. It is
based on a CompactPCI board (TCP631 motherboard from
TEWS Technologies with custom mezzanine board) with
the core element being a Xilinx Spartan-3 FPGA.
The attenuators constitutes of a series of metallic foils,
each being twice the thickness of the previous one, each
being actuated with binary logic that moves the ﬁlter in and
out of the beam pathway. This series of binary logic permits
to cover a large attenuation range with a small number of
single metallic foils.
The detector intensity analyzer performs a cyclic estimation of the photon ﬂux from the image acquisitions of the
XPAD 2D detector. The estimated count rate value is then
compared with two selected thresholds that deﬁne the desired count rate range. The system has been implemented
in a processing-unit based on a commercial FPGA development platform (Cyclone V GX Starter Kit from Terasic
Technologies Inc). This board is connected to the detector
with a single optical ﬁber through a PCI Express board.
The Fast Attenuation device is controlled via TANGO
Controls software that provides access to conﬁguration parameters such as: thresholds, attenuator set selections, and
manual/automatic operation. [9]
Upgrade Controls with PandABox The upgrade solution is to combine the detector intensity analyzer function
and the control board function into one system in a PandABox platform (see Fig. 17).
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due to the diﬀerent FPGAs and programming tools. The
ﬁrmware transfer is however almost completed and tests with
the detector on the SixS beamline is currently in progress.
Fig. 18 shows ILA (Integrated Logic Analyzer) captured
detector data frames.

Figure 18: ILA captured detector data frames with PandABox.
The second step will be to improve the analyzer by modifying its calculation algorithm; something that will be done
in close collaboration with the SOLEIL detector group.
The third step will be to migrate the control board functions to PandABox, of which the ﬁnal step will be to fully
integrate the full solution.
The TANGO Dserver PandABoxDataViewer is supposed
to control the system and provide access to the conﬁguration
parameters during application commissioning.

SUMMARY AND NEXT STEPS
The initial objectives have been achieved and it has been
conﬁrmed that the resulting system is well adapted as a
multi-purpose platform, allowing us to address a large range
of applications such as multi-technique scans and feedback
applications.
The following developments are to be implemented at
SOLEIL:
• Finalizing Tango DServers (PandABoxTimeBase,
PandABoxDataViewer).
• Finalizing the UDP notiﬁcation FB development for
FlyScan software triggering and developing the PandABoxUDPTimeBase TANGO DServer.

Figure 17: Fast beam-attenuation system upgrade with PandABox.
The motivation of this solution is to beneﬁt from 3 main
advantages:
• Technical support from the ECA group: operation and
maintenance services (e.g. on-call service).
• All-in-one solution: combining two hardware modules
into one makes the control system more compact.
• Performance improvements with the PandABox onboard FPGA/SoC provides high processing capabilities.

• Finalizing the fast beam-attenuation analyzer migration
and starting the actuator control upgrade.
Next steps for SOLEIL will be the deployment and commissioning of the PandABox on beamlines for FlyScan applications, the fast beam-attenuation application, and call
for tenders for PandABox supplies. Diamond is currently
providing feedback about the experience using PandABox
for beamline applications; improvements to have a more
easily conﬁgurable system are currently being discussed.
The PandABox is now available on the OHWR, to share
with other institutes, which is expected to help improve the
platform and give new ideas of PandABox-applications in
research areas.

The ﬁrst step is to migrate the detector intensity analyzer
ﬁrmware code provided by the detector group from an Altera
FPGA to the PandA Xilinx target; a ﬁrmware migration with
inherent diﬃculties with IP and syntax incompatibilities
TUAPL05
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CRYOMODULE-ON-CHIP SIMULATION ENGINE∗
C. Serrano† , L. Doolittle, V. K. Vytla, LBNL, Berkeley, CA 94720, USA
Abstract
The Cryomodule-On-Chip (CMOC) simulation engine is
a Verilog implementation of a cryomodule model used for
Low-Level RF development (LLRF) for superconducting
cavities. The model includes a state-space model of the accelerating fields inside a cavity, the mechanical resonances
inside a cryomodule as well as their interactions. The implementation of the model along with the LLRF controller in
the same FPGA allows for live simulations of an RF system.
This allows for an interactive simulation framework, where
emulated cavity signals are produced at the same rate as in
a real system and therefore providing the opportunity to observe longer time-scale effects than in software simulations
as well as a platform for software development and operator
training.

INTRODUCTION
The CMOC simulation engine has been used throughout
the design process of a SRF cavity controller, first for the
Next Generation Light Source (NGLS) proposal at LBNL [1]
and then for the Linear Coherent Light Source Linac (LCLSII) [2]. LCLS-II is an X-ray Free Electron Laser (FEL)
under construction at SLAC, driven by a superconducting
RF Linac [2]. The electron beam quality will directly translate to the quality of the X-ray beams produced in undulators
and used for scientific research in the end stations; hence
strict requirements have been placed on the stability of the
accelerating cavity fields. An initial stability goal of 0.01◦ in
phase and 0.01% amplitude has been set for the main Linac,
composed of 280 nine-cell 1300 MHz superconducting cavities [3].
The difficulty resides in providing the ability to reject
disturbances from the cryomodule, which is incompletely
known as it depends on the cryomodule structure itself (currently under development at JLab and Fermilab) and the
harsh accelerator environment. Previous experience in the
field and an extrapolation to the cavity design parameters
(relatively high QL ≈ 4 × 107 , implying a half-bandwidth of
around 16 Hz) suggest the use of strong RF feedback to reject the projected noise disturbances, which in turn demands
careful engineering of the entire system.

MOTIVATION
LBNL has developed tools to first perform analytical stability analysis using basic control theory, software [4] for
the numerical analysis and CMOC. CMOC takes the design
of a SRF cavity controller one step closer to the final result,
which is its implementation in an FPGA. It runs the actual
∗
†

This material is based upon work supported by the U.S. Department of
Energy, Office of Science, under Contract No. DE-AC02-76SF00515.
CSerrano@lbl.gov

cavity controller in a live FPGA and provides the capability
of exercising the functionality of the controller as it interacts
with a SRF cavity model, also implemented in the FPGA.
EPICS
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Figure 1: System hardware configuration supporting half of
a cryomodule (one of two RF Station chassis shown).
Waveform display and user interaction with CMOC demands for communication logic with software, which is
included in CMOC to extract cavity waveforms and to set
configuration parameters for both the cavity controller and
the models. This communication link is the same used in
operations and can be used to build the software infrastructure for the LLRF installation. The physically meaningful
live waveforms being generated by CMOC and its ability to
provide the user with the same level of interactivity as when
operating a real cavity make it useful for several purposes:
initial tests of the cavity controller for FPGA designers, a
complete environment to exercise the communications between the FPGA and a control system (both on the FPGA and
control system ends) and as a training platform for students,
non-LLRF experts and operators.
Figure 1 shows a the hardware configuration supporting
half of a cryomodule (one of two RF Station chassis shown)
for the LCLS-II LLRF system. CMOC includes provisions
to include the cavity controller (in the RF Station), a model
of the RF plant (RF amplifier saturation and cavity models),
the cavity probe sensing through the Precision Receiver
and a mechanical model of the cryomodule as well as its
interactions with the cavities’ electrical properties through
ponderomotive forces. The resonance control logic is not
integrated in CMOC at the moment but an emulation of a
piezo actuator is possible from software for cavity tuning
purposes.

CAVITY MODEL
The cavity model responds to a multi-cell cavity structure,
with couplings to the RF source, a cavity field probe and
the beam. The cavity field is decomposed in its eigenmodes,
where each mode is represented by the traditional RLC parTUAPL06
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allel circuit, coupled to two current sources representing the
High Power Amplifier (HPA) and the beam respectively.

Figure 2: Software implementation of the cavity model.

Figure 3: Electromagnetic eigenmode equivalent circuit.

Ideally, we would like to measure the EM fields from each
mode present in the cavity in order to control them appropriately. However, the best we can do is measure the overall
~probe . It is measured
field in the cavity, designated here by E
in practice using a probe antenna, and is theoretically given
by

If we apply Kirchhoff’s current law to the mode’s RLC
equivalent circuit (see figure 3, µ refers to a particular eigenmode), we get:

~probe =
E

X
µ

q
~µ / Qpµ (R/Q)µ
V

X
µ

q
~µ / Q gµ (R/Q)µ − K
~g
V

(2)

where Qgµ (R/Q)µ is the coupling impedance of the drive
port of mode µ.
Equations 1 and 2 express the measured probe and reverse
~µ ) and their
fields as a function of eigenmode voltages (V
respective port couplings, as illustrated in Figure 2. The
state-variable equation governing the accelerating voltage
for each eigenmode at baseband is formulated next.

Electromagnetic Eigenmode
A multi-cell cavity is represented by a series of coupled
resonators (one per cell in the cavity), each represented by
an RLC circuit [5]. Decomposing the EM cavity fields into
eigenmodes and applying the principle of superposition we
obtain the representation expressed by equation 1 [6]. The
equivalent circuit used to represent one cavity eigenmode
is shown in Fig. 3, where each mode’s accelerating voltage
is added in order to obtain the cavity overall accelerating
voltage, as deduced from Eq. 1. Each mode has its own
~ , (R/Q), Q x , and other characteristics that will be
value of V
introduced later.

(3)

where:

(1)

~µ is a representative measure of the energy stored
where V
in each electrical eigenmode µ, designated as mode cavity
voltage, and where Qpµ (R/Q)µ is the coupling impedance
of the probe port for that mode.
Alternatively, the expression for reverse (a.k.a. reflected)
wave traveling outward from the fundamental port includes
a prompt reflection term, yielding
~reverse =
E

~Iµ = ~ICµ + ~IRµ + ~ILµ

d ~ICµ

~µ
d 2V
,
dt
dt 2
~µ
d ~IRµ
1 dV
=
dt
RLµ dt
d ~ILµ

and

dt

= Cµ ·

~µ /L µ
=V

(4)
(5)
(6)

Differentiating both sides of equation 3 and substituting
using Eq. 6, the full vector (complex) differential equation
~µ can be written as:
for the cavity accelerating voltage V
~µ
~µ
d 2V
1 ~
1 dV
1 d ~Iµ
+
Vµ =
+
2
RLµ Cµ dt
L µ Cµ
Cµ dt
dt

(7)

which can be expressed as a function of the mode’s nominal
resonance frequency ω0µ (1/L µ Cµ = ω02µ ) and loaded Q
(1/RLµ Cµ = ω0µ /QLµ ):
ω02µ RLµ d ~Iµ
~µ ω0µ d V
~µ
d 2V
2 ~
+
=
+
ω
V
0µ µ
QLµ dt
QLµ dt
dt 2

(8)

Taking the slowly varying envelope approximation [7]
(ω fµ ≪ ω0µ ), separating voltage and current into real and
imaginary parts, assuming that the detune frequency varies
slowly with respect to the carrier frequency (ω dµ ≪ ω0µ )
and that QLµ ≫ 1, we can reduce the order of equation 8
(a second-order band-pass filter centered at the resonance
frequency) to a first-order low-pass filter at baseband [8]:
1− j

ω dµ
ω fµ

!

~µ
dV
~µ + 1
V
= RLµ ~Iµ
ω fµ dt

(9)

where ω fµ = ω0µ /2Q Lµ is the mode’s bandwidth and
ω dµ = 2π∆ f µ is the (time varying) detune frequency, given
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as ω dµ = ω0µ − ωre f , i.e., the difference between actual
eigenmode frequency ω0µ and the accelerator’s time base
ωref .
Transposing the cavity drive term into a combination of
the RF source incident wave and beam loading (opposite sign
indicating energy absorption by the beam), we can express
Eq. 9 as:

1− j

ω dµ
ω fµ

!

q
~µ
dV
~ g Rgµ − Rbµ ~Ibeam (10)
~µ + 1
= 2K
V
ω fµ dt

√
~ g is the incident wave amplitude in Watts, Rgµ =
where K
Qgµ (R/Q)µ is the coupling impedance of the drive port,
~Ibeam is the beam current, and Rbµ = QLµ (R/Q)µ is the
coupling impedance to the beam. ωf is the mode’s bandwidth
ωd
in rad/s and the ωfµ term (the imaginary component of the
mode’s pole at baseband) represents detuning.
The overall QLµ is given as 1/QLµ = 1/Q0µ + 1/Q gµ +
1/Q pµ , where 1/Q0µ represents losses to the cavity walls,
1/Q gµ represents coupling to the input coupler, and 1/Q pµ
represents coupling to the field probe. (R/Q)µ is the shunt
impedance of the mode in Ohms, a pure geometry term
computable for each particular eigenmode using E&M codes
like Superfish. Physically, shunt impedance relates a mode’s
stored energy Uµ to the accelerating voltage it produces,
according to
Uµ =

Vµ2
(R/Q)µ ω0µ

(11)

The only assumptions in the above formulation are that
the cavity losses are purely resistive, and thus expressible
with a fixed Q0µ , and that no power is launched into the
cavity from the field probe. If other ports have incoming
power,
p there would be additional terms of the same form as
~ g Rg .
2K
ωd
The ω fµ term in 10 (the imaginary component of the
cavity pole at baseband) represents detuning. In software or
hardware implementations, we can alternatively modulate
that term with Lorentz perturbations, or use a purely real
pole (ω f ) and modulate the frequency of the drive term. We
prefer the latter, more convenient in computational terms.
We then define a vector S~µ such that:
~µ = S~µ e jθµ
V

and

dθ µ
= ω dµ
dt

(12)

yielding:

1− j

ω dµ
ω fµ

!

1 * d S~µ jθµ ~
S~µ e jθµ +
e + Sµ · jω dµ e jθµ + =
ω fµ , dt
(13)
q
~ g Rgµ − Rbµ ~Ibeam
= 2K
(14)
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Figure 4: Electro-mechanical coupling block diagram.

The governing equation for the mode’s accelerating voltage
can thus be written as a set of two first order differential
equations (Eq. 15):


q
d S~µ
~ g Rgµ − Rbµ ~Ibeam (15)
= −ω fµ S~µ + ω fµ e−jθµ 2K
dt
Note that this state-variable equation is a pure low-pass
filter, an advantage especially in the FPGA implementation.

CRYOMODULE
Here we describe the state-space model representing the
dynamics of the mechanical resonances (also, as in the case
of the electrical modes in a cavity, decomposed into eigenmodes) as well as the interactions between these mechanical
eigenmodes and the cavity electrical eigenmodes (through
Lorentz forces), piezos and tuners.

Electro-mechanical Interactions
The presence of an EM field inside the cavity generates
forces on the cavity walls, resulting in deformation of the
cavity and subsequently in a shift of the cavity resonance
frequency [9], designated as detune frequency ω dµ . Each
~µ | 2 ,
mode’s fields generate a force proportional to Vµ2 = |V
and mechanical displacements influence each mode’s instantaneous detune frequency. Construct ω d as a baseline
ω d0 from the electrical mode solution (e.g., −2π(800 kHz)
for the TTF cavity’s 8π/9 mode), plus a perturbation ωµ
contributed from the mechanical mode deflections.
Consider the electrical mode index µ to include not only
electrical eigenmodes of one cavity, but modes of all cavities in the mechanical assembly (e.g., cryomodule). Also
include the dependence on piezoelectric actuator voltages Vκ .
Then if the assembly’s mechanical eigenmodes are indexed
by ν, mechanical forces Fν and displacements xν of those
eigenmodes are related to the electrical system by
Fν =

X
µ

Aνµ Vµ2 +

X

Bνκ Vκ

(16)

κ
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ωµ =

X

(17)

Cµν xν ,

ν

where A, B, and C are constant matrices.
These matrix calculations are represented in Fig. 4. Note
that in the same way any electrical eigenmode can be coupled
to any mechanical eigenmode, one can configure the matrix
to define couplings only present for intra-cavity interactions.
We have described in detail how to solve for the accelerating voltages for each electrical mode independently, and
the translation between Lorentz forces (Fν ) and mechanical
displacements (xν ) is represented by the state-space model
of the mechanical eigenmode described next.

Mechanical Eigenmodes
Equations 16 and 17 are understood to apply at every time
instant; the quantities V , F, x, and ω all vary with time.
The differential equation governing the dynamics of each
mechanical eigenmode is that of a textbook second order
low-pass filter. In Laplace form,
kν xν =

Fν
s
1 s
1+
+
Qν ων
ων

(18)

!2 ,

where kν is the spring constant. For computational purposes,
we want it expressed in terms of the state-space formulation
!
!
!
!
d xν
aν −bν xν
0
=
+ cν
(19)
bν aν
yν
Fν
dt yν
where a scaled velocity coordinate yν has been introduced.
Convert the latter equation to Laplace form and solve to get
!

xν
a −s
= ν
yν
bν

−bν
aν − s

! −1

·

0
Fν

!

−bν cν Fν
.
(aν − s) 2 + bν2

(21)

ω2
1 aν2 + bν2
·
=− ν .
kν
bν
kν bν

(23)

Equate coefficients with the earlier low-pass filter form, in
the case Q > 12 , to get
s
1 +
−1
*
/
aν ± jbν = ων .
± j 1−
(22)
2Qν
4Qν2
,
cν = −

A deeper understanding of the forces and responses of
a single electrical eigenmode µ of the cavity comes from
Slater’s perturbation theory. For an eigenmode solution
~ µ (~r ) sin(ω0µ t), E
~µ (~r ) cos(ω0µ t) to Maxwell’s equations
H
in a closed conducting cavity (volume V ), the stored energy
Uµ is given by
Z 

ε0
µ0 2
(24)
Hµ (~r ) + Eµ2 (~r ) dv .
Uµ =
4
4
V
TUAPL06
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Suppose a mechanical eigenmode ν involves small deflections xν · ξ~ (~r ), where xν gives the amount of deflection, and
the dimensionless quantity ξ (~r ) represents the mode shape.
Both the force on the mode and the response to a deflection
xν are given in terms of the Slater integral
Z 

ε0
µ0 2
Fµ =
H (~r ) − E 2 (~r ) ~n (~r ) · ξ~ (~r )dS ,
4
4
S

(25)

where ~n (~r ) is the normal vector to the cavity surface S, and
Fµ directly gives the force. Note in particular the subtraction
of E and H terms, contrasted with the addition in the energy
integral. Also notice the dot product of the deflection shape
with the surface normal. Then
!
F
∆ωµ = −xν ω0µ
(26)
U µ
and
F
Fµ =
U

!

µ

·

1
V2 ,
(R/Q)µ ω0µ µ

(27)

where (F/U) µ is a property of the electrical eigenmode,
independent of amplitude, with units of m−1 . Thus
!
F
1
Aνµ =
·
,
(28)
U µ (R/Q)µ ω0µ
and
Cµν = −ω0µ

F
U

!

(29)
µ

Slater’s analysis above lets us express the static Lorentz
response as

(20)

Analytically invert that 2 × 2 matrix, and multiply out to get
xν =
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∆ω
V2

!

νµ

Cµν Aνµ
F
=
=−
kν
U

!2

µ

·

1
kν (R/Q)µ

(30)

correctly showing that this constant is always negative: the
mode’s static resonance frequency gets lower as it is filled.
Summing over all mechanical modes ν gives the total DC
response, often quoted in units of Hz/(MV/m)2 .
Using electrical measurements alone, it’s not possible to
constrain the scaling of xν . It is√therefore helpful to rescale
xν and Fν each by a factor of kν , and eliminate kν from
the equations. Instead of conventional
√ units (m and N) for
x and F, they now both have units of Joules, so that x · F
still represents energy. In this rescaled no-k case,
s
!
1
1
∆ω
−
(31)
Aνµ =
ω0 µ
(R/Q)µ V 2 νµ
s
!
∆ω
Cµν = −ω0µ −(R/Q)µ 2
.
(32)
V νµ
It is perhaps an unexpected result that the cross-coupling
between cavity modes (e.g., excite the π mode, measure ∆ω
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for the 8π/9 mode) is quantitatively predicted from measurements of each mode individually, with the exception of the
choice of sign of the above radicals. All that is required is
confidence that mechanical modes are correctly identified
and non-degenerate.

Mechanical
eigenmode
propagator

m mechanical modes
updated every 2m cycles

zy=My+d
resonator.v
m time-multiplexed complex
values in eigen-coordinates

drive

position
Σ

outer

Gaussian noise
Environmental sources

HDL IMPLEMENTATION

Piezo control

Virtual Piezo

outer_prod.v

outer

V

outer_prod.v

The overall architecture of CMOC matches that of a real
accelerator with a single-cavity single-source type of configuration as shown in figure 1. The Verilog implementation
is flexible and makes use of generate loops to replicate instances for each building block to match a particular configuration. The controller implementation shown here is the
one use in the real accelerator, hence the interest of running
the live simulation using CMOC. The cryomodule physics
model architecture is shown in figure 5 and implemented in
an FPGA. The cavity electromagnetics simulator contains
a 1st order low-pass filter for each Electromagnetic eigenmode, which are driven by the HPA and beam (combined
into the drive signal in the block diagram). The mechanical
eigenmodes are represented by the mechanical eigenmode
propagator. The couplings between electromagnetic and
mechanical eigenmodes are computed in the V 2 of each electromagnetic mode is transformed into Lorentz force by the
outer product blocks and the mechanical displacements are
transformed into frequency shifts by the dot product blocks.
The diagram shows an example of a single cavity with two
eigenmodes (the fundamental π mode and the 8π/9 mode, of
especial interest due to the proximity to the fundamental in
TESLA-like cavities), where cavity-to-cavity interactions are
propagated in the same fashion. The diagram also shows the
virtual piezo interacting with the cavity mechanical modes
as well as environmental noise sources, also coupling to the
cavity electromagnetic eigenmodes through the mechanical
structure.
The mathematical development so far showed the decomposition of the electrical and mechanical fields into
eigenmodes leading to their state-space formulation in equations 15 and 19. In the interest of brevity, we show the
discretization of the second-order equation from which one
can deduce the reduced form for the implementation of the
first order low-pass filter for the electrical mode computation.

Physics Model Implementation
The matrix calculations shown in Fig. 4 are applied every
time step following equations 16 and 17. The box labeled
“Mechanical Mode Dynamics, 2nd-order LPF” takes Lorentz
forces for each mechanical eigenmode as an input (Fν ) and
produces a mechanical displacement (xν ). This corresponds
to Eq. 19, the state-space formulation of the 2nd-order lowpass filter. Expanding that equation in matrix form, two
expressions appear:
dxν
= aν xν − bν yν ,
dt
and

(33)
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Figure 5: Physics model architecture.

dyν
= bν xν + aν yν + cν Fν
dt

(34)

where:
−ων
2Qν
s

(35)

aν =

bν = ων 1 −
cν = −

1
4Qν2

(36)

ων
kν bν

(37)

These displacements influence each electrical mode’s instantaneous eigenmode frequency ωµ as follows:
X
Cµν xν
(38)
ωµ =
ν

where C is the coupling matrix from mechanics to EM.
In order to discretize this equation, we will use the superscript n to indicate the current time iteration. Hence
the following time step is superscripted by n + 1. We can
thereby approximate a time derivative of a variable A in the
following fashion:
dA An+1 − An
≈
(39)
dt
T
where T is the time step size (usually expressed as ∆t).
Discretizing Equations 33 and 34, we find:
xνn+1 =xνn + T (axνn − byνn )
=xνn (1 + T aν ) − T bν yνn

(40)

yνn+1 =yνn + T (bxνn + ayνn + cFνn )

(42)

(41)

=yνn (1 + T aν ) + T (bν x n + cFνn )

(43)
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Fixed-point Scaling and Resources
Software simulators have the luxury of basing their calculations on numbers kept in normalized or SI units, since
floating-point hardware has become standard on workstationclass computers. Current FPGA hardware resources do normally include hardware multipliers, but they are integer units,
typically limited to 18×18 or slightly higher.
Scaled fixed-point arithmetic is used in all the steps described here. This requires attention in the problem setup to
make sure that the quantities stay in a useful range, without
overflowing or wasting precision. A simple example is the
~µ . The UI that configures the
register holding cavity field V
system requires selection of the largest representable field,
and the register holds the binary fraction of that maximum.
~reverse , except this time choosA similar argument holds for E
ing a maximum is easier since it corresponds to a (modeled)
ADC channel.
q Now the scaling of the coefficient connecting
the two, 1/ Q gµ (R/Q)µ , is well-determined and can be set
by the UI.
Most of the data paths are based on complex numbers.
We interleave I and Q on a single data path, saving nearly
a factor of two in resources, with only minor complication
of the control logic. For instance, a full-speed complex
number multiplier takes two (scalar, fixed-point) hardware
multipliers instead of four to provide a result at the maximum
system data rate. To compensate for this interleaving, we
run the simulation at twice the clock rate of the (simulated)
ADCs.
With these techniques, the simulator for a single electrical mode consumes eight hardware multipliers. A typical
configuration simulating three modes (7π/9, 8π/9, π) and
a serialized DSP engine for the the mechanical modes consumes 27 multipliers total for a cavity system.

Controller Implementation
The core of the controller design is a Self-Excited-Loop
(SEL), which has well understood [10] advantages for operating very narrow-band SRF cavities. Our flexible digital
implementation, see figure 6, allows conceptually simple selection of amplitude-locked or not, and phase-locked or not,
by adjusting clip limits on the PI controllers for amplitude
and phase. The actuator for the phase loop is the reactive
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(imaginary) component of the drive signal, such that the
amplitude loop has no response to cavity detuning.
The important features of an SEL data path were clearly
laid out in 1978, although using analog terminology. A
modern rendition of the block diagram in the digital domain,
loosely following JLab’s experience, is shown in figure 6.
Where SPR stands for stateful phase resolver, and it is only
used in the phase channel.
Pure cavity-resonance-following SEL mode is easily set
up with the above hardware by setting amplitude and phase
K I to zero, and using the amplitude loop saturation values
to set the drive level. The Y input to the output CORDIC
is set to zero at this point, and the phase offset needs to be
given the right value for SEL operation.
Closing the amplitude loop is easily accomplished by
putting in moderate values of K P and K I , and providing
some separation between the lower and upper limits for drive
amplitude.
With the amplitude stabilized, it’s just as easy to close
the phase loop. Here the stateful phase detector comes into
play, forcing its output to ±π/2 when the phase is spinning
counterclockwise or clockwise. Only when the frequency
error approaches zero does the output follow the input. Using
the Y output CORDIC on the output of the phase loop gives
natural amplitude compensation for detuning, as discussed
by Delayen. In combination with the stateful phase detector
and moderate values for the phase K P and K I , phase lock
is naturally obtained by opening up the saturation limits
on the phase channel. If XNOM is the on-resonance drive
amplitude, the peak amplitude used q
for phase lock (including
2
2 .
off-frequency operation) becomes XNOM
+ YLIM
The real and imaginary clip limits will, in the end, be
set to align with the power capabilities of the high-power
amplifier, the fundamental power coupler’s Q, beam current,
and the allocated peak microphonic detuning.
In final phase-lock mode, there is a possibility of computing the small-signal proportional gain term separately,
bypassing the CORDIC blocks and therefore achieving lower
latency. It has been shown that system stability is primarily
sensitive to the proportional term latency, not the integral
term latency.

Noise Generator
ADC noise is modeled as Additive White Gaussian Noise
(AWGN). A set of n uniform noise bits are added together
to approximate the Gaussian distribution. Currently n =
26, giving an rms noise of 2.55 bits and a peak/rms ratio
of 5.10. After dividing by two, this gives a white noise
component that approximately matches measurements on a
14-bit LTC2175. The uniform noise bits are generated using
the TT800 LFSR [11]. No attempt is made to model 1/ f
noise.

Communications
FPGA registers in the CMOC simulation engine and the
cavity controller are accessible from software through the
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sliders for the configuration registers, for which the user
interface loads the register map when it’s launched. The
user interface application also runs a configuration script to
load default values onto CMOC at start-up and provides the
possibility to run Python scripts to interact with CMOC from
the user interface. In order to have access to these scripts
from the user interface, the user stores Python scripts in a
user directory and the user interface automatically generates
buttons at start-up for the user to launch them.

OPEN SOURCE
Figure 7: CMOC user interface.

network via GbE. This access is made possible by an infabric implementation of the GbE protocol developed at
LBNL [12], which encodes and decodes UDP packets. Encapsulated inside the UDP payload there are register read and
write commands to set configuration registers, read status
registers, and to extract waveforms.

SOFTWARE IMPLEMENTATION
The software stack to support CMOC implements the
drivers to communicate with the FPGA over UDP, a middle
layer for conversion between Physics units and FPGA register
values, and a user interface. The current implementation
is based on Python, and optionally communicates with the
FPGA directly over Ethernet without the intermediary of a
control system [12].
CMOC serves as a platform for the development of the
LLRF EPICS IOC. In addition to the user interface, CMOC
has been the test bed used for the development of automation
scripts used to tune the LCLS-II cavities [13], which have
then been directly transferred for use in real cavities at the
LCLS-II cryomodule test-stand at FNAL [14].
Python-based tools are used to parse the CMOC Verilog
code at compile time and automatically generate a register
map in JSON format. The same register map is then used on
the software side and configuration registers are presented to
the user. The JSON file is also stored (in compressed form)
inside the FPGA, so one can retrieve the configuration from
a running FPGA. Other information, such as the Git commit
SHA hash, is also stored in the FPGA logic at compile time
so as to be available at run time. There is a conversion layer
between the Physics (SI) units presented to the user and the
FPGA register values. In some case this translation is more
involved than scaling and some assumptions are made on
register names to establish the link between the register and
their semantics.
The user interface (shown in figure 7) is based on Kivy
[15], an Open Source Python library for user interface development. It allows the user to view waveforms generated
by CMOC at the same rate as the implementation with real
cavities. Waveform display is available in different formats:
I-Q waveforms, amplitude and phase, 3D live display of the
waveform vectors and FFTs. The user is then presented with

The implementation of the CMOC simulation engine has
been entirely written in various programming languages
without the use of black boxes or proprietary software. The
authors have requested the University of California to release
the code to the public along with the documentation on
the implementation and the physics involved and is being
reviewed by LBNL’s Technology Transfer Department at the
time of this writing. As soon as it is approved for release it
will be available on the LBNL (a.k.a. Berkeley Lab) GitHub
page [16].

CONCLUSION
CMOC takes the FPGA-based LLRF system development
cycle one step closer to the final implementation before it is
tested with real cavities. It provides a framework to verify
cavity controller implementations in HDL as well as the communications logic, drivers and higher level software tools.
It is implemented in Verilog without the use of proprietary
IP cores and is therefore portable for use under different
FPGA-based platforms. It generates physically meaningful
waveforms presented through a user interface the same way
real cavity signals would, which can be used as a training
platform for operators, users or developers as well as a testing framework for both HDL and software development of
LLRF applications. It is currently in the process of being
reviewed by LBNL’s Technology Transfer Department for
release to the public.
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Abstract
Complex control systems often require complex tools
to facilitate daily operations in a way that assures the
highest possible availability. Such a situation poses an
engineering challenge, for which system complexity
needs to be tamed in a way that everyday use becomes
intuitive and efficient.
The sensation of comfort and ease of use are matters of
ergonomics and usability - very relevant not only to
everyday equipment but especially software applications,
products and graphical user interfaces.
The Controls Configuration Service (CCS) is a key
component in CERN’s data driven accelerator Control
System. Based around a central database, the service
provides a range of user interfaces enabling configuration
of all different aspects of controls for CERN’s accelerator
complex.
This paper describes the on-going renovation of the
service with a focus on the evolution of the provided user
interfaces, design choices and architectural decisions
paving the way towards a single configuration platform
for CERN’s control systems in the near future.

INTRODUCTION
For a long time, the subject of ergonomics and usability
in the software domain was mainly attributed to consumer
products. Business products and industry-oriented
software in particular received less attention to such
aspects, often being considered as secondary or optional
with respect to the core functional needs. This situation is
gradually changing due to gaining a better understanding
of the importance of usability as well as advancements in
modern software technologies aimed at easy and efficient
development of user-friendly interfaces. In general,
Control Systems used in particle accelerators and large
experiments can be perceived as industrial installations
where stability, efficiency and reliability are primary
concerns (including user-interfaces and software
applications). However, in the case of scientific
experiments and installations there is no hiding the fact
that the primary mission is not monetary profit but rather
the pursuit of greater ideas and fundamental
understanding. This mission is often conducted by
personnel for whom the task to control complex
installations via software application is performed in
addition to their principle scientific or engineering
background. This aspect should be seen as a motivator for
Control System designers and engineers to provide not
only reliable and efficient solutions, but also ergonomic
and usable software applications to facilitate their usage
as the primary tools for daily work.
___________________________________________

† Lukasz.Burdzanowski@cern.ch

The CERN accelerator Control System has evolved
together with the accelerator complex. Certain software
applications and user interfaces have roots going back to
the early 1990's. This situation naturally poses a challenge
with respect to maintenance and further evolution of the
software. The first basic graphical user interfaces
provided by the Controls Configuration Service (CCS)
were developed in the mid–1990's and have evolved ever
since [1]. The specificity of the CCS service in the CERN
accelerator Control System is its centralised role making
it a hub of configuration data among all Control System
layers. Having this role, together with a broad scope
spanning many domains, with a large number of users
(~500) – creates a major challenge in providing and
maintaining usable, user-friendly interfaces without
imposing unnecessary constraints on the user community.
The challenges to design and provide ergonomic and
user-friendly Controls applications, practical strategies
and design concepts and an overall discussion of usability
aspects with respect to centralised core Control systems
services like the CCS are discussed further in this paper.
The practical experience gained during development of
the new generation of CCS tools serves to reflect on how
Controls applications can be designed and developed such
that long-term maintenance and user satisfaction are not
conflicting goals. In addition, technical highlights about
deliberately selected software technologies bring insights
on how graphical user interfaces can be rapidly developed
without sacrificing responsiveness or ergonomics.

USABILITY
Generally speaking, the term usability expresses facility
of use or ease of learning for a given man-made object; let
it be a tool or a device [2]. In a world of software
engineering the term usability represents the degree to
which a piece of software can be used by its end-users in
a satisfactory, effective and efficient manner. A given
user-interface can be considered intuitive when it does not
require intense training and exhibits a natural workflow
for which it was designed. The subject of usability is
widely acknowledged in the software industry world and
is formalised by dedicated ISO standards: ISO/TR
16982:2002 and ISO 9241-210:2010.
Software applications, specifically graphical user
interfaces (GUI) are by no means mere tools facilitating
daily work. Their sole purpose is to establish an interface
between human users and “machines”, specifically the
internal implementation of a system. This point is
especially important – one of the common failures of
some GUIs is an inherent lack of abstraction between
system internals, (e.g. a database structure) and its
TUBPL01
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representation to the end-user. While occasionally such a
case may be justified, in general end-users don’t want to
be exposed to plain structures of tables, rows, columns
nor any other implementation details. Rather what is
expected is that a software application and its GUI(s)
expose real practical use-cases and every-day workflows
[3]. As an example, following figure presents a screenshot
of Controls Configuration Data Editor (CCDE) – an
application discussed in more details through this paper
(see Fig. 1).
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Clear and well-defined structure of the screen
maintained across the application, easy access to detailed
information without loss of the core context, built-in
integration with various component as well as intuitive
colours and symbols – all these aspects contribute to
increased usability.
An application is a tool that is expected to facilitate
work while not generating unnecessary or artificial steps
to accomplish common tasks. Therefore, the real
challenge to achieve usable and ergonomic applications is
to concisely capture user expectations, real-life needs and
provide a means to facilitate daily work. This is especially
challenging in the case of engineering-oriented systems,
for which the primary concerns are efficiency, robustness
and minimalism – leaving look-and-feel as a secondary
need. This is precisely the challenge faced by the CCS.

Aspects of User-Interface Usability

Figure 1: CCDE view of control front-end software
devices.
What we can identify here is a clear separation between
root context in which user is working: Front-End
Computer in this case, with its details like responsible,
role, type and below it more specific information,
accessible when necessary but not immediately shown.

Visual consistency is one of the most evident aspects of
a highly usable system. By streamlining the look and feel
of typical graphical components: data grids, panels,
buttons, location of elements and general application
layout we can greatly lower the learning curve for users,
and more importantly reduce effort needed to understand
and follow application behaviour. Unified typography,
symbolism and use of icons or other pictographs, colour
palette – are all equally important and can be perceived as
primary utilities in establishing a consistent visual
experience. In the example below (see Fig. 4) – colours
and icons used in on-screen notifications are streamlined
within the application. Separation between an affirmative
message, a warning or a system error is evident and
adequately captures user attention.

Figure 2: Focus on a root context – a front-end computer.
The root context (see Fig. 2) stays fixed while the user
can easily change between different details: physical
configuration of a FECs (hardware equipment), logical
(startup processes), hosted devices and even history of
changes and comments of control system experts. Context
of hosted devices is especially important since it presents
not only devices themselves but their state and relation to
other components of the CERN Control System,
specifically to high-level control system services (see
Fig.3).

Figure 3: Clear separation of information dependant on a
root context – a summary of software devices hosted.

Figure 4: An example of application notifications.
Lack of visual consistency is one of the main factors
contributing to user dissatisfaction and strain in their daily
work. Moreover, visual inconsistencies or ambiguous
behaviours are often not identified directly but stand out
more as a general negative “feeling” or perception for the
end-users.
One particular aspect of visual consistency is the notion
of concise behaviour of the application interface. Next to
the streamlined presentation of UI components underlying
actions need to follow unified rules and schemes. The
flow of actions should be logical and aligned with natural
work scenarios while still being able to hide underlying
technical implementation aspects from end-users. Actions
in the system should be limited in steps and closely
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connected to the context in which a user is operating. As
an example, options of single edition of a system entity
should be aligned with related bulk operations. In both
cases users should be prompted with similar dialogues or
warnings. The notion of warnings is especially crucial as
a highly usable application should not allow critical
errors, for example by letting users inadvertently change
critical system data without realising.
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equally dynamic evolution of high-level controls system
applications. Foremost, the applications need to enable
less downtime and more throughput in terms of the
amount of work possible to do in a finite amount of time.
Highly usable applications are a prerogative in this area.
The diversified and complex nature of Control Systems
is one of the challenges to overcome. The natural
complexity of CERN’s accelerator domain often prevents
off-the-shelf products to be easily integrated or
customized to meet user expectations. Complex systems
require a thorough understanding of the underlying
domain in order to properly capture needs and provide
software solutions to help in daily tasks.

Figure 5: CCDE Confirmation dialogues prompting user.
Fig. 5 shows an example of how visual consistency and
concise behaviour helps. Confirmative and regular action
is represented across the application always with the same
colour and icon. Potentially dangerous action of deletion
is explicitly marked in red. This scheme is kept across the
application and actions of high importance are highlighted
attracting user attention and when justified provoking
additional steps (e.g. confirmation). In addition, the
dialogues provide auxiliary details and let re-consider an
action.
The granularity of a user interface together with the
expertise level necessary to operate it effectively are
further usability factors. Too coarse-grained interfaces
(e.g. panels with numerous inputs of varying data types
and importance), tend to provoke mistakes and contribute
to mental tiredness. Too fine-grained interfaces or actions
on the other hand provoke annoyance and stress,
especially for expert users. Logical separation of system
tasks should be clearly reflected in the user interface but
not in a way where abstraction of the interface is lost.
Technical details of the underlying services and
programmable applications interfaces (API) should not
steer design of the presentation layer in the system. This
aspect is essential when evolving and re-factoring existing
applications due to functional or technical reasons. Such
scenarios are opportunities to revise and scrutinise general
design and application flow based on real-life experiences
from the users.

CHALLENGES OF USABILTY
Control systems naturally evolve alongside the
progressing development of accelerators and software
technology. We can observe a trend in which useroriented applications become high-level tools,
increasingly visual and build around workflows helping to
guide the users.
Users are progressively being given a role of an
observer and supervisor of the system while low-level
actions are automatized and abstracted. This abstraction
brings software engineering products closer to the domain
of Control Systems tailored to specific cases like
accelerators physics. The domain is not static but its rapid
development does not always imply a need for having an

Figure 6: Example of poorly structured applications
exposing users to system complexity.
Above figure shows a welcome screen of formerly
provided CCS tools. Immediately we can notice that as
users we are exposed to a myriad of various applications
which indicates how complex and diversified is the
underlying system (see Fig. 6). Variety and diversification
are places where application providers and designers can
gain most when helping users. Properly structured
interfaces with well-integrated authorization schemes can
guide users through the system and actually help in hiding
the complexity.
Development of Control Systems and applications is
practically tied to the operational schedule of accelerators
and experiments. Any major changes need to follow the
schedule thus imposing an evolutionary development
approach. As the evolution may be prolonged in terms of
time, technical skills and expertise necessary to
progressively advance, the applications may become
incompatible with market needs and skills available on
the market. Control Systems have life-spans stretching
from a few years up to 15-25 years of evolution, i.e.:
when looking at lead-time between the first design
concepts of an accelerator and its full operational capacity
or accomplishment of a planned physics run. Such
systems are never fully finished nor completed following
natural development and advancement of technology and
science. With the high inertia of Control Systems,
software development and use of technical solutions and
cutting-edge market products should be considered with
caution since the life-span of software frameworks and
specific technologies is noticeably shorter than Control
Systems themselves. This situation makes it necessary to
evaluate a trade-off between the choices of technologies
that are relevant to the skills on the market while not
posing a risk of early obsolescence.
TUBPL01
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Technological advancement within the software
industry can indirectly pose a challenge although not
directly related to applications usability but rather
development of software interfaces in general. Alongside
rapid expansion of the Internet, the Web browsers,
development frameworks and libraries targeted at Web
applications keep expanding and maturing – providing
more facilities to easily develop interfaces which are
responsive and provide a rich user experience thanks to
advanced UI controls. While not directly related to the
usability but rather software engineering in general,
providers and maintainers of Control System applications
need to carefully evaluate the lifespan of a given software
package versus its expected utilization even before
starting development. Control System interfaces should
not lag behind commonly established UX standards to
which users get accustomed to on a daily basis, e.g.
consumer products such as e-banking and travel booking
applications. Software libraries providing / facilitating use
of modern UX trends have to be selected with care as the
lifecycle of Control Systems are usually far longer than
those of many potentially interesting software choices.
Trends and standards may change or evolve faster than
the software applications trying to embrace them in order
to improve the user experience. This is one more
challenge in providing highly usable applications, where a
balance between maintainability of software and a
dissonance between work-specific and daily life products
is not unnecessarily enlarged.
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Mock-ups help to deliver applications matching the
needs but are not sufficient to assure that shipped
products are fully covering the needs (see Fig. 7). The
main product life-cycle phases: design, development and
maintenance should take into account that lack of
usability in some areas is fully justified knowing that the
given part will evolve based on changing requirements or
emerging needs. It is often more effective to ship early
and deal with consequences later provided that an
application does not lack in major usability and functional
aspects. This case is crucial for new products addressed at
large communities.
Managing expert-level access or the multitude of roles
that advanced users need to have in the case of Control
Systems poses a particular challenge. Such users normally
need access to a wide range of operations and functions of
the system based on the situation in a given moment.
Taking this into account, the provided applications need
to support both task and role oriented models. Such
applications and corresponding system design ensure that
the usability, functionality and maintainability of the
applications (and the system itself) remain at a
satisfactory level for all kinds of users, and also stay
stable across different contexts of work. This concept can
practically be realized via well-integrated application
authorization schemes that naturally aim to limit access or
functionality based on roles. Moreover, this can be based
on not only simple editor/expert roles but also on system
specific profiles i.e.: middleware expert, front-end
software editor, hardware expert, etc. (see Fig. 8).

Wire-framing or mock-ups are one of the most efficient
tools to help increase usability. Already at the early stages
of analysis and preparation, potential problems can be
identified or compliance of a given user interface with
globally established rules can be validated. Mock-ups are
an indispensable utility in discussions with target endusers. Considering their relatively low development cost,
mock-ups should be seen as a standard step in the process
of designing applications where usability is at stake.
Figure 8: Admin panel of CCDE showing application
profiles of the selected user and profiles management.

Figure 7: Mock-up of a CCDE view. Please note how user
context is focused on data edition by using a modal
window with an overlay. Once again buttons, colours and
icons remain consistent.

Having profiles of roles can help application software
developers to better structure the application, whilst
Control System experts and designers can properly
capture real roles and function of the users at runtime.
This approach can noticeably lower the mismatch
between the application design and practical needs.
Expert users having a multitude of roles (falling into
multiple profiles) can benefit from built-in user-interface
perspectives that let the user change current “profile”
depending on their current needs. This usability concept is
well established – for example in CAD/CAM tools or
software development IDEs – enabling developers and
designers to change context and the focus of the
application based on interim needs.
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CERN CONTROLS CONFIGURATION
SERVICE
The CERN Control System is a data-driven multi-layer
infrastructure [4] including:
 Low-level hardware and software – e.g. timing
infrastructure, equipment drivers, Front-End
Computers (FEC), end-user developed C/C++
binaries representing operational “devices”, etc.
 Middleware layer – e.g. read/write access to
processes running on FECs and Role Based Access
Control (RBAC).
 High-level software – e.g. high-level settings
management, data acquisition and archiving.
The Controls Configuration Service (CCS) helps bind
all of the layers together by providing them with complete
and coherent configurations that are necessary for the
proper functioning of the Control system.
The current architecture of the CCS is based on:
 An Oracle database (2-node RAC cluster)
 A set of high-level client Java APIs
 Database level client APIs (PL/SQL interfaces)
 Controls Configuration Data Editor – a new
generation unified high-level graphical user interface
facilitating data management.
 Numerous legacy GUIs based on proprietary
technology (Oracle Application Express – APEX),
which are being phased out.
The CCS exists since 35 years, during which time the
scope, architecture, technology and development
methodology have kept evolving. In mid-2014 the first
major service-wide renovation and overhaul started –
marking the beginning of a new chapter in the CCS’s long
history [5]. One of the main goals of this on-going
consolidation is a complete overhaul of all related GUIs,
including read-only data browsing tools and APEX based
data edition tools. Historically, the CCS and underlying
components of the Control System have been represented
as a set of separate applications and components which
did not capture typical workflows, frequently exposing
internal details like database table structures, having
confusing GUI controls and presenting inadequate error
messages. In order to address these flaws and to improve
usability and ergonomics, a new tool – the Controls
Configuration Data Editor (CCDE) has been designed
from scratch with the goal of providing a single and useroriented view of all Control System configuration data.
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users of the CCS can access and rely on the same
configuration data independently of their role: hardware
installation experts, equipment experts, FESA [6]
developers or middleware specialists. Furthermore, highlevel components of the Control System can reliably
depend on the consistent and correct configuration, i.e.
InCA/LSA [7] (accelerator settings management) or
CALS [8] (CERN Accelerator Logging Service).
The technical implementation of the Control System
where well-defined distinct services and components
work together should not be exposed to users – especially
with respect to GUIs. As a specific example with unified
access to configuration data through a single application
(the CCDE), users of systems like CALS are able to
configure data logging directly when browsing control
devices, their properties and fields.

Figure 9: Focus on devices state and role in the system.
The CCS captures not only the definition of a device
class and its properties but also how a device is used in a
given context, for example as a source of data fed to the
Logging system or presence in LSA (see Fig. 9). This is
especially valuable when we reflect on the fact that
experts responsible for physical equipment (producers of
data, e.g. beam instrumentation equipment like wire
scanners) are often not the same people interested in
specific data during periods of accelerator operation or
machine development studies. This is a simple example of
increasing usability and system ergonomics for end-users,
while at the same time hiding implementation details like
integration between separate Controls sub-systems.
A more advanced example is the configuration of
Front-End Computers (FEC). Today, in order to prepare a
FEC for operational use, several distinct actions are
required: put simply – Hardware (HW) experts need to
import or declare the networked device in the CCS,
configure its physical components like crates and modules

Challenges and Solutions
One of the key challenges of the CCS is its diversified
and vast groups of users, functions and a multitude of
domains and sub-system-specific extensions. Although
such a situation brings a considerable level of complexity
the benefits are clear and counter potential problems: by
having a single and unified source of the configuration in
the Control system we are able to assure its consistency,
correctness and remove unnecessary and potentially
dangerous redundancies. Thanks to the unification, the

Figure 10: Front-End Computer physical configuration.
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Above figure (Fig. 10) shows physical configuration
with focus on hardware modules locations (slots and subslots) as well as summarising configuration of each
module by indicating presence of module signals,
interrupts, exceptions. Users are not forced to traverse
each of the modules to find one which has signals
registered – instead all the information is presented at
glance.
Next, low-level software experts may then need to
setup drivers for HW modules. Finally, equipment experts
or FESA developers need to configure FEC start-up
sequences in order to launch their FESA processes on the
FEC. This task-specific context is presented on following
figure (see Fig. 11).

Figure 11: FEC logical configuration - summary of runtime processes configured for deployment.
In the past, all of the above operations required users to
switch back-and-forth between different views, tabs and
screens of the provided tools, often in a very unintuitive
manner. After closer analysis and discussions with the
different users taking part in this scenario, two distinct
roles were identified in the system: HW installation expert
(performing physical configuration) and FEC start-up
configurator (responsible for the logical configuration).
These roles frequently correspond to different users
working in close collaboration.
The CCDE aims to cater for the two aforementioned
roles in the way the GUI is designed and works in the
context of a currently selected FEC. The feedback
gathered proved to be indispensable in this regard and
showed clearly that from the perspective of hardware
installation which normally involves the setup of a crate
(VME, KISS-2U-CRATE, etc.) and its modules (i.e.: a set
of CTRVs), the ergonomics of the GUI can be noticeably
increased by showing all the relevant information in a
single well-structured view despite the large amount of
attributes involved. Attention to the logical order of how
the information is presented on the screen further
increases ergonomics – removing the need for users to
switch context and traverse between various tabs and
panels. By considering the same FEC and switching the
context to the logical configuration users are able to
“switch” the perspective on configuration data intuitively
and seamlessly.
Technically, the CCDE is implemented as a single-page
Web application built on top of modern de-facto standard
software industry solutions like Java and Spring (backTUBPL01
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end) and AngularJS with TypeScript (HTML5 front-end).
Thanks to a stateless architecture, the application is
deployed in a high-availability manner, whereby
redundant server nodes assure non-interruptive operations
for our users despite frequent releases of the new features
and improvements. With releases scheduled on a weekly
basis, the delay between users submitting feedback and
practical implementation is kept to the minimum –
increasing users satisfaction and lowering the likelihood
of introducing errors in production.

CONCLUSIONS
The question was raised whether usability and
ergonomics of GUIs used in Control Systems is a
prerogative or should rather be seen as a secondary
concern with respect to core application functions. In
practical terms the aspect of application usability is
equally important as stability or robustness. End-users
need reliable and efficient tools that are also easy to learn
and use. The CCS examples described show how the
challenge of design and development of highly usable
applications can be overcome without ignoring core
functional aspects of the application.
Above all, Control system applications should capture
the natural workflow of the target users in order to help in
their daily work. The challenge to provide easy to use
interfaces or tools is not only limited to complex domains
– in most cases, the challenge is to better understand
requirements and real-life scenarios in which future users
are going to work. It is a failure of a software engineer
when a tool or an application does not fit its purpose. The
specificity of CERN’s large and complex domain of
accelerators and experiments makes it difficult to guess
and envision how all CCS users would like to work.
Fortunately, software products are generally easier to
change and improve than physical entities. It may be hard
or impossible to modify already installed equipment but
software products give more flexibility in this area. An
open-minded software engineer will listen and understand
a user’s needs. After all, the purpose of software tools is
to help, but only users can help software engineers to
understand their real needs.
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TAURUS BIG & SMALL: FROM PARTICLE ACCELERATORS TO
DESKTOP LABS
C. Pascual-Izarra† , G. Cuní, C. Falcón-Torres, D. Fernández-Carreiras, Z. Reszela, M. Rosanes,
ALBA-CELLS Synchrotron, Cerdanyola del Vallès, Spain
Oscar Prades-Palacios, ETSE-UAB, Cerdanyola del Vallès, Spain
Abstract
Taurus is a popular solution for rapid creation of
Graphical User Interfaces (GUIs) for experiment control
and data acquisition (even by non-programmers) [1].
Taurus is best known for its ability to interact with the
Tango and Epics control systems, and thus it is mainly
used in large facilities. However, Taurus also provides
mechanisms to interact with other sources of data, and it
is well suited for creating GUIs for even the smallest labs
where the overhead of a distributed control system is not
desired. This scalability together with its ease-of-use and
the uncontested popularity of Python among the scientific
users, make Taurus an attractive framework for a wide
range of applications. In this work we discuss some
practical examples of usage of Taurus ranging from a very
small experimental setup controlled by a single Raspberry
Pi, to large facilities synchronising an heterogeneous set
of hundreds of machines running a variety of operating
systems.

Tango Distributed Control System (DCS), but it is not
limited to it. Other DCSs such as Epics as well as generic
data sources such as “python evaluation” or hdf5 files are
supported via “scheme” plugins. Since Taurus version 4,
the architecture for new user-contributed scheme plugins
was simplified and the Taurus core was made completely
scheme-agnostic (i.e. Tango support is implemented just
as another scheme plugin). The main widgets provided
with Taurus (forms, plots, labels, edit boxes, etc.) are also
scheme-agnostic, allowing the implementation of GUIs
that integrate one or more sources of data, as shown in
Fig. 1.
In the following sections we describe the different
strategies for integrating a given data source into Taurus
and we discuss how this allows Taurus to be used in a
wide range of contexts, from large facilities with
thousands of controllable parameters to single-instrument
laboratories.

INTRODUCTION
Taurus [2] is a framework for creating user interfaces
(both GUIs and command-line based) to interact with
scientific and industrial control systems as well as with
other related data sources. Its main strength is that fullyfunctional GUIs can be created with minimum effort even
by non-programmers, while still allowing full control and
the possibility of extending its capabilities by more
advanced developers.
Taurus is a free, open source, multi-platform pure
Python module (it uses PyQt [3] for the GUI). It uses a
Model-View approach to building the GUIs where the
complexities of lower-level access to the data sources or
control libraries is abstracted away by a set of plugins that
provide Taurus model objects. The graphical components
of a GUI just need to be provided with one or more model
names in order to display and/or control the data
represented by the model(s), allowing the creation of fully
functional GUIs in a few minutes without programming
[1].
These characteristics, combined with the popularity of
Python in scientific environments made Taurus the
preferred framework for GUI creation at many facilities.
Taurus was originally developed at the ALBA
synchrotron within the Tango Collaboration [4] and
therefore the first data source to be supported was the
___________________________________________

† cpascual@cells.es

Figure 1: TaurusForm widget attached to models from
tango, epics and evaluation schemes.

ACCESSING DATA SOURCES FROM A
TAURUS APPLICATION
As already mentioned, the scheme plugins provide
Taurus model objects which are used by the Taurus
widgets to enable the interaction with the experimental
setup and data sources. A scheme plugin implements
specific Taurus model objects, which can be of one of
three types: Attribute (a model that provides a value and
related metadata), Device (a stateful model that may
execute actions, or may be a natural aggregator of
Attributes) and Authority (a model that provides a context
for Devices and Attributes). A Taurus model has a unique
name in the form of a Unified Resource Identifier (URI)
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Table 1: Examples of Usage of the Evaluation Scheme
#

Model name (URI)

Description

1

eval:({tango:a/b/c/d}+{epics:XXX:m1.VAL})*0.5

declares an attribute whose value is the average of the values of a tango attribute and an
epics process variable

2

eval:rand(256)

declares an attribute whose value is an array of 256 pseudo-random values

3

eval:Q(rand(256),'V')

Same as #2, but assigning units (Volts)

4

eval:@datetime.*/date.today().isoformat()

uses the datetime module to get today’s date as a Taurus string attribute

5

eval:@os.*/environ["TANGO_HOST"]

accesses a system environmental variable as a string attribute (uses the os module)

6

eval:@os.path.*/getsize("/var/log/boot")<50

declares a boolean attribute indicating if the size of a file is below a threshold (uses os
module)

7

eval:@pandas.*/read_csv('foo.csv')['y'].as_matrix()

reads a column of a CSV file as an array attribute (uses pandas module)

8

eval:@c=cv2.VideoCapture(0)/c.read()[1][...,1]

declares an array attribute from captured images from a webcam (uses opencv module)

9

eval:@c=mymod.MyClass()/c.foo

declares an attribute from a member (foo) of an instance of a custom class
(mymod.MyClass). Note that if foo is a writable python property, the resulting attribute
would also be writable.

and the scheme plugin provides name validators for each
type of model. The scheme also provides a Factory object
that takes model names and returns the corresponding
model objects.
When facing the integration of an instrument or a data
source into a Taurus application one should check if an
existing scheme already supports it. If that is not the case,
there are three possibilities:
a) integrate the new instrument into a supported DCS
and then access it via the corresponding DCS scheme.
b) writing a specific scheme
c) using the generic evaluation scheme
Integrating the new instrument into a supported DCS
(e.g., writing a new Tango Device Server or an Epics
Driver) makes sense when the person in charge is
experienced with the given DCS. This is usually the
preferred choice when the new instrument will be part of
a larger experimental setup already controlled by the
DCS.
On the other hand, writing a custom scheme plugin is a
good solution either for isolated setups where a DCS is
not desired or for performance reasons when direct access
to the data source is more convenient. Writing a custom
scheme is also an option for large facilities with an
existing DCS currently unsupported by Taurus that are
interested in using Taurus to build user interfaces to their
own DCS. Implementing a custom scheme involves
creating a python module to provide subclasses of the
base attribute, device and authority model classes, the
name validator classes and the factory class. The effort
required to implement it depends enormously on the
details of how the data source needs to be accessed (e.g.
whether resources need to be protected from concurrent
access, optimizations, etc.) as well as on the model
features to be supported (e.g. whether the scheme will
allow to write data). As an example, a first working
implementation of the h5file scheme plugin (read-only

access to data in hdf5 files) [5] took about 8h to a
developer who was familiar with the Taurus concepts.
Finally, using the generic evaluation scheme is usually
a quicker option, suitable for prototyping or for accessing
a relatively simple experimental setup. The evaluation
scheme allows to embed arbitrary python code into the
model name URI. It is typically used to dynamically
create attributes that result from performing mathematical
operations on other attributes, but it can also be used to
declare Taurus attribute models whose value is the result
of evaluating code from arbitrary modules (see Table 1
and Fig. 2). It is therefore possible to quickly integrate
some hardware for which a python access module exists
(see, e.g. example #8 of Table 1, where a webcam is
controlled) without having to write any specific code.
Furthermore, thanks to the support for writeable
evaluation attributes, it is possible to act on the hardware
(not just read from it), although this would typically
involve writing a small wrapper code in order to expose
the actions as writeable properties (see example #9 of
Table 1).

Figure 2: TaurusForm widget demostrating access to
arbitray modules (examples 9, 4, 5 and 6 from Table 1).
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TAURUS FOR LARGE FACILITIES
Due to the already explained historical reasons, the first
facilities adopting Taurus were synchrotrons from the
Tango community (ALBA, DESY, MAX IV, Solaris,
ESRF,...). Nowadays, Taurus is used to some degree also
by LASER facilities (ELI, LULI,...), by linear
accelerators (LAL, CMAM,...), by a wind tunnel (Onera),
by large astronomy infrastructures (SKA), by nuclear
research facilities (CEA, Kurchatov Institute,...) among
other large laboratories. Also, several companies provide
services based on Taurus and/or implement custom
solutions with it.
At the moment of writing, we are not aware of Taurus
being used by any large facility whose main DCS is
different than Tango, but some have expressed interest
and evaluated the possibility of supporting their own
DCSs (ESO, SPRING-8). Also, Taurus is already used at
DESY to integrate Epics-based subsystems within a
general Tango system.
In the case of ALBA, Taurus and Taurus-based
frameworks such as Sardana [6, 7], Vacca [8], PyAlarm
[9] are used across all areas, from controlling the
accelerators to acquiring experimental data at all the
beamlines. The roughly 100 control GUIs developed inhouse are almost exclusively based on Taurus, and they
interact with a Tango DCS consisting of tenths to
hundreds of thousands attributes distributed amongst
more than 300 machines. Both Taurus and Tango are run
at ALBA on a heterogeneous set of machine architectures
and Operating Systems [10].
The evaluation scheme is also heavily used at ALBA,
mostly by end-users wishing to customize their own
views over the system. The Epics scheme plugin has also
been used to integrate a small subsystem, but not in
production yet.
From all the accumulated experience, we can conclude
that Taurus has demonstrated to work well for large
facilities where it scales just as well as the underlying
DCS.
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simplifies future expansions and that it benefits from the
robustness and community support from the DCS.
As an example of this approach, we can mention that
installing and configuring Tango+Taurus (including
setting-up a Tango Database) on a single PC can be done
in a few minutes (e.g. with just one “apt-get” command in
Debian). Using a DCS certainly introduces some
resources overhead, but this is generally acceptable: e.g.,
a single RaspBerryPI 3 mini-computer [11] has been
shown to be able to simultaneously run a Tango Database,
the Sardana Device Server, and a Taurus GUI accessing a
microscope.
However, this approach may not be the most
convenient if the above-mentioned conditions are not met.
Especially if the person responsible for the setup is not
already familiar with the DCS: learning all the involved
concepts required for configuring and maintaining the
software infrastructure required by a DCS may become
too much overhead for a small setup whose responsible
may not even be familiar with network protocols, system
services, etc.
In this case, Taurus benefits from the possibility of
being used without an underlying DCS. Taurus Model
Objects may be provided also by non-DCS scheme
plugins such as the evaluation scheme, or the h5file
scheme, or any other custom-created scheme plugin.
As an example of a minimal setup based on non-DCS
schemes, consider the case of the system depicted in
Fig.3, where a microscope is plugged onto a RaspberryPI
and controlled from a Taurus GUI that only uses a model
provided by the evaluation scheme (actually it can be
done by just passing the URI #8 from Table 1 as an
argument of the “taurusform” launcher).

TAURUS FOR SMALL LABORATORIES
Since the scalability towards complex systems has
already been established, we will now discuss the
performance of Taurus in small laboratories (down to
“desktop labs” consisting of a single computer connected
to a single instrument).
There is one first approach which consists in simply
scaling down the solution used in large facilities, i.e.,
using Taurus on top of a DCS. This is possible because
both currently supported DCSs (Tango and Epics) can be
easily run even on a single computer. This is certainly a
good solution in those situations where: a) the person-incharge is already familiar with the DCS and b) the
instrument hardware is already supported by the DCS
(e.g., a Tango Device Server already exists for your
equipment). The advantages of this approach are that it

Figure 3: A “desktop lab” consisting on a microscope
plugged onto a RaspberryPI. On the Screen, a Taurus GUI
for controlling the connected equipment is shown.

CONCLUSIONS
We have shown that Taurus can be used to quickly
deploy user interfaces in very different contexts. Its
flexible design allows it to scale up and down to adapt to
the requirements of both very large facilities and small
laboratories.
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PANIC AND THE EVOLUTION OF TANGO ALARM HANDLERS
S.Rubio-Manrique, G.Cuní, D.Fernández-Carreiras, ALBA-CELLS Synchrotron, Barcelona, Spain
G.Scalamera, Elettra-Sincrotrone Trieste, Trieste, Italy
Abstract
The PANIC Alarm System is a python based suite to
manage the configuration, triggering and acknowledge of
alarms and automated actions in a Tango control system.
The suite was developed at ALBA in 2007 and since then
it has been adopted by several other facilities and installations such as Synchrotron light sources and large telescopes, integrating in the process a large set of community-requested features.
Its scalability is based on the stand-alone PyAlarm engines, that operate distributed across the control system;
and the PANIC python API and user interfaces, that centralize the operation and configuration of the system. Each
PyAlarm engine performs polled or event-triggered evaluation of alarm rules, complex logical operations and regular expression searches. The activation, recovery or reset
of any alarm in the system can trigger actions like email,
SMS, audible messages, local/remote logging, database
insertion or execution of tango commands.
This paper describes the evolution of the suite, its compatibility with other alarm handlers in Tango, the current
state-of-the-art features, the compliance with Alarm Management standards and the future needs.

INTRODUCTION
According to IEC 62682:2014 [1], the primary function
of an Alarm System will be to notify abnormal process
conditions or equipment malfunctions and support the operator response. The alarm system shall include mechanisms for communicating the alarm to operators via HMI
or annunciators, as well as additional functions like event
logs, alarm historian, automated actions and performance
metrics.

Alarm Systems in Tango
The Tango Control System framework [2] is the result
of a growing international collaboration to develop a
modern open-source object-oriented control system that
empower sharing control software development between
institutions.
Three alarm systems are currently available in Tango:
• Tango Alarm Handler, by Elettra[3]: a centralized,

event-based system evaluating syntax-rich formulas
with high performance (C++), uses external devices
as annunciators.
• Alarm Archiving Database, by Soleil Synchrotron: a
centralized alarm logging database (Java), uses existing alarm configurations in Tango DB instead of formulas, records quality changes using polling.
• PANIC, by ALBA Synchrotron[4]: a distributed system that evaluates Python formulas, focused on flex-

ibility has limited support for events, provides multiple annunciator types and automated actions.
Having several options is at the same time an advantage
and an impediment if they are not complementary or able
to interact. Thus, an effort to standardize the tools have
been started based on the recommendations of the IEC
62682 standard.

The IEC 62682:2014 Standard
The “Management of alarms sytems for the process industries” standard (IEC 62682:2014) addresses the development, design, installation and management of alarm
systems in the process industries. It defines the terminology and models to develop an alarm system and the work
processes to effectively maintain the alarm system
throughout the life cycle. It is based on ISA-18.2-2009 as
well as previous documents reported by EEMUA [5] association.
As an standard, IEC 62682 provides a minimum set of
rules and a guide for unifying criteria amongst
countries/institutions. It provides recommendations on
alarm systems design, implementation, and prevention of
alarm floods (guarantee 12 < alarms/operator/hour). It
also establishes that it is the responsibility of the operation group and the whole institution to ensure that all the
procedures and stages of the standard are enforced, not relying only in the tools to do so.

THE PANIC ALARM SYSTEM
PANIC project was initiated during the construction
phase (2007-2010) of the ALBA Synchrotron [6] to
provide remote control of the several installed equipments
on site (vacuum, Linac) while no operators were permanent on-site. In comparison with already existing alarm
systems, PANIC is an scalable decentralized system that
can aggregate hundreds of alarms from multiple Tango
control systems or just run as a single process in an isolated IOC. Since 2013, PANIC has been adopted by several members of the Tango collaboration (Maxlab,
Solaris, SKA).

PANIC Architecture
The PANIC Alarm System is based on two main entities: the Alarm object, keeping settings and state of each
single alarm, and the PyAlarm device, a Tango device
server on charge of evaluating a sub-set of alarms with a
common configuration (on/off times, event count, annunciators setup, error management, ...).
PyAlarm device servers are deployed on the server
side, loading each of them a list of alarms from an
AlarmAPI collection (Fig. 1). Each PyAlarm device is an
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independent process applying an specific setup to evaluate its formulas, export the results via dynamic attributes
and summary arrays and perform logging and notifications via email, SMS or Tango commands.
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Each PyAlarm device is an evaluation engine with independent configurations regarding manage, events, logging, exception management, etc. Amongst others, these
properties will be used to control the evaluation:
• PollingPeriod: period in seconds at which alarm for-

mulas are evaluated.
• AlarmThreshold: number of successive positive res-

ults that will activate an alarm (multiplied by
PollingPeriod provides the activation time).
• AutoReset: time period that controls the deactivation
of an alarm once its condition is no longer active.
• Enabled: formula that will control the enable/disable
for the whole device, it can be used for transitioning
from maintenance to operation mode.
Figure 1: Panic Architecture.
The alarm system is entirely deployed by the panic Python module [7]. This library contains the classes for both
the server and the client side, using the same API objects
on both sides:
• panic.Alarm: Object that will keep both alarm configuration and state in servers and clients.
• panic.AlarmDS: Object that contains the configuration of an alarm evaluation engine and the methods
to modify or manage it.
• panic.AlarmAPI: API object that allows to store/retrieve/manage alarm collections from a same Tango
database origin.
• panic.AlarmView: API super-set that allows to sort
and filter alarms from the same or different alarm
systems, it can be used from both devices and clients.
The dynamic creation of a Tango attribute for each declared alarm allow any graphical user interface to display
the alarm current value. This feature enables a single PyAlarm device server to be fully-featured as an Alarm System on its own.
In addition, the usage of unique tags for alarms allow to
freely move alarms between PyAlarm servers that are
managed by the same AlarmAPI. A feature that allows the
operator to easily modify the timing of an alarm or the
control engineer to manage the work balance between
servers.

PyAlarm Tango Device Server
The PyAlarm device server performs polled evaluation
of alarm formulas stored in the Tango Database, exporting its actual result, the attribute values used for the evaluation, and several methods for data inspection and alarm
Reset/Acknowledge/Disable.

Many other properties are used to tune specific behaviours of the evaluation engine (events vs polling, cache
depth, exception management). See the PyAlarm User
Guide [8] for further reference. The HMI provides user
validation to restrict the access to these properties.
Any Tango Device Server can interact with PANIC
alarms using the PyAlarm device attributes and states as
alarm triggers, or using their commands or attributes as
annunciator actions. This same feature can be used to
group alarms hierarchically as any alarm attribute can be
reused in a higher level alarm formula.
While PyAlarm is the minimal an essential unit of the
Alarm System, the PANIC project combines an ecosystem of tools [9] that can be used for IOC monitoring, logging, speech synthesizing and other types of annunciation
including recovery actions over the control system (e.g.
retire mirror in case of overheating).

Alarms Specification
Definition of Alarm objects in PANIC has been adapted
to the terminology used in the IEC 62682 norm. Each
alarm is defined by the following fields:
• tag: a unique identifier for this alarm within the cur-

•

•
•

•

The key features that define the PyAlarm device are:
•
•
•
•

single process capable to evaluate tango attributes
notification (email/commands) included in the device
minimum dependencies, just Tango and Python
alarm state kept locally, logging local or remote

•

rent Tango Database, the API enforces that no other
alarm could repeat an already used tag.
formula: single-line code to evaluate, it allows to use
any Tango attribute name as a variable to operate
with, as well as regular expressions to operate on
lists of values.
device: the PyAlarm device on charge of evaluating
the alarm formula and trigger its notifications.
priority: unique set of categories for prioritization of
alarms: ERROR, ALARM, WARNING, INFO, DEBUG, CONTROL
message: a description of the alarm to be sent to the
annunciators of the alarm, as well as links to the operators knowledge base and the procedures to follow.
annunciators: list of email receivers, phone numbers
or Tango commands or attributes with its arguments.

In addition to its defining properties, alarm current state
is kept using different flags within the API object:
TUBPL03
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•
•
•
•
•

state (enumeration)
error (None or Exception message)
disabled (timestamp)
active (timestamp)
acknowledged (timestamp)

In its initial releases Alarm states where just a combination of the boolean result of the formula and the quality
(Alarm/Warning/Valid/Invalid) of the external attribute
together with the values of its flags.
Although flexible, this approach required additional
communication of values between clients and device servers. This has been improved increasing the number of
alarm states (Fig. 2) and exporting a new json-like AlarmSummary attribute with the whole device status.

Figure 2: Alarm State Transitions.
The Alarm States has been redefined according to the
IEC 62682 Standard. This conversion has been coordinated with Elettra’s Tango Alarm System to unify the
meaning of each alarm state within Tango. Alarms states
and transitions can be seen in Fig. 2 and are governed by
PyAlarm device properties and commands:
• NORM or Normal: Alarm evaluates to False.
• UNACK or Not Acknowledged: Alarm formula

•

•

•

•

evaluated as True for a number of cycles above
AlarmThreshold property, not yet acknowledged by
operator.
ACKED: Alarm is active but acknowledged by operator. Acknowledge/Renounce commands will manage the transition for UNACK and ACKED.
RTNUN or Return To Normal Unacknowledged:
Alarm condition is no longer True, but the alarm is
still temporarily latched by its boolean attribute until
a Reset() command is executed. This period is managed by the AutoReset device property.
SHLVD or Shelved: Alarm evaluation has been temporarily disabled by operator using the
Disable(timeout) command. Shelving will finish after
timeout or PyAlarm restart.
DSUPR or Design Suppressed: Alarm evaluation has
been disabled by an evaluable condition, using the
Enabled property. This condition affect to all alarms
managed by the same device.
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• OOSRV or Out Of Service: The PyAlarm device on

charge of evaluating the alarm has been stop (intentionally).
• ERROR: The alarm formula cannot be evaluated,
either by formula or attribute exception, timeouts or
because of PyAlarm malfunctioning. This state is not
included in the norm but useful to differentiate failed
alarms.

Alarm Formulas Evaluation
Each PyAlarm device will evaluate the formulas of its
assigned alarms at a fixed rate. The evaluation can be executed at a rate up to 10Hz, depending on the number of
attributes and alarms to be evaluated. Attribute values are
acquired by polling or events and cached to be reused in
several formulas if necessary. The cache has a depth equal
to the AlarmThreshold property, allowing to calculate
alarms on deltas or averages of the last values.
Formulas, as shown in Table 1, are evaluated using the
TangoEval object from fandango library[10], that
provides pythonic[11] syntax and regexp searching for
easily accessing Tango attribute values, qualities,
timestamps, delta increments and received exceptions.
Attribute qualities can be used in PANIC to delegate
the alarm condition evaluation to the hardware device,
using internal set-points of the hardware instead or settings fixed by operators in the Tango database.
Table 1: Examples of Formulas Format (including regular
expressions and wildcards, as seen in the docs[12])
T01_AL = bl01/plc/01/T01 > 30 or bl01/plc/01/T01.exception
T02_AL = bl01/plc/01/T02.quality in
(ATTR_ALARM,ATTR_WARNING)
T03_AL = bl01/plc/T3.delta > 3
TEMPS_ALARM = T01_AL or T02_AL or T03_AL
TEMPS_ALARM = GROUP(T*_ALARM)
TEMPS_ALARM = any(t>30 for t in FIND(bl01/plc/T*) )

PANIC extends TangoEval functionality with new
methods like GROUP, to manage multiple alarms as one.

Alarm Annunciators and Logging
The primary function within the alarm system is to notify operators of abnormal process conditions or equipment malfunctions and support the response.
Each PyAlarm device is already capable to trigger multiple annunciator types for each alarm state transition:
visual, SMS, email, Telegram and external commands.
Each of these methods can be called generically just
passing the email or phone number to the annunciators list
or calling the PyAlarm commands (SendMail, SendSMS,
SendTelegram) to generate customized messages.
This list can be extended using commands from other
Tango devices, like FestivalDS that allows to trigger
speech-synthesizing through control room speakers. Other
Tango devices like SnapArchiving or FolderDS are currently used to enable remote logging either in database or
JSON files. These external devices complement the log-
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ging of alarms via local files for each PyAlarm or Tango
Archiving [13] of alarm attributes.
Initially, annunciators others than email were only used
whenever the alarm was transitioning from NORM to
UNACK, but the ACTION keyword has been added to
execute commands or attribute writing on Alarm, Acknowledge or Reset transitions.
As example of this behaviour, automatic aperture of
ALBA front-ends has been configured using PANIC, to
trigger the valves Open() command once all protection
systems interlocks have been cleared.

HUMAN MACHINE INTERFACES
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tion and filtering of alarms must ensure that each operator
only has to attend to alarms regarding its area, and prioritization will be used to avoid low-priority and non-urgent
alarms to create unwanted noise.
In PANIC, Alarms can be classified using different criteria: state, priority, DSUPR condition, device name,
device domain and family, annunciators and receivers.
Once classified, the list can be filtered using extended
regular expressions and saved as a UserFilter in the
Tango Database. It enables each operation group (Vacuum, Diagnostics, Cooling, Radiofrequency) to customize its view of the application and hide those alarms that
are not part of their interest.

To help the operation and maintenance of any installation, the operators require alarm summary windows [14]
to clearly identify any abnormal situation in the control
system. The user interfaces must help the operators
providing sorting, filtering and shelving functions as well
as some guidance to the sequence of actions to be done by
the operator (e.g. flowcharts).
Figure 4: A UserFilter panel, allows pattern recognition
to the operator and user-validated access to configuration.
Once Alarms are classified and filtered, a dedicated
panel can be launched to display the alarms in which an
specific operator is interested in (Fig. 4). This and other
customized panels are built on top of the AlarmView API,
that can aggregate data from multiple control systems and
at the same time apply an stored UserFilter setup.
An example of a multi-host AlarmView is shown in
Figure 5, where alarms from different beamlines are summarized in a single html table view.
Figure 3: AlarmGUI widget, filtering options.
The PANIC AlarmGUI list widget (Figure 3) provides
alarms ordered by state and the time of the first event that
triggered the condition. Thus, first-to-come unacknowledged alarms will appear always at the top of the alarm
list grouped by its state and priority. Once alarms are acknowledged the list will be reorganized to provide the
most meaningful information in any case.
The AlarmGUI widget can be used either as an standalone application or embedded in other taurus-based applications like Vacca [15, 16].
Three applications have been developed separately for
viewing alarm logs, either in files (FolderDS), Snap database or Elastic Search (Kibana); but each institute is currently using its own.

Rationalization, Classification and User Filters
One of the main objectives to achieve when designing
an alarm system should be to prevent Alarm flooding [1,
14]. Any condition in which the number of alarms requiring operator action exceeds a frequency above 2 in a
10 minutes period will be considered hardly to manage,
while any amount above 10 alarms in 10 minutes will be
considered as an unacceptable alarm flooding. Classifica-

Figure 5: Web report [17] summarizing alarms from different beamlines.

User Validation and Action Logging
Permissions to modify Panic alarms are restricted for
each user using the TangoUserLogin (included in PANIC)
and LdapUserLogin (external) classes; that implement
user identification using either encrypted hashes or LDAP
credentials.
Users belonging to the list of AdminUsers will be allowed to modify any alarm in the system, while at the
same time any user which email is receiving an alarm is
TUBPL03
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also capable to modify it. This gives flexibility to operators and technicians in shifts.
As required by the IEC 62682 standard, once User validation is enabled a local registry for all alarm changes is
generated to keep track of any modification in the system
configuration.
As permissions are stored in the Tango Database, they
should be combined with the setup of the TangoAccessControl system to fully restrict unwanted access.

PANIC TESTING
A testing suite has been developed for PANIC in order
to validate each PANIC release in continuous integration.
The testing suite launches a SimulatorDS[18] device and
10 PyAlarm instances with different configuration setups.
Each different setup can be easily configured using a csv
file as seen in Table 2.
Table 2: Test Case Specification in csv Files
Device
test/panic/
values

Property
AlarmList

Value
A_VALUE
A_QUALITY

A_VALUE
.formula
A_QUALITY
.formula

test/panic/sim-01/T30.quality
== ATTR_ALARM

AutoReset

0.0001

PollingPeriod

0.5

AlarmThreshold

1

test/panic/sim-01/T30>15

The obtained alarm values and its timing are compared
against expected results via an additional PyAlarm device
and the panic.ds.kpi library module, that extract metrics
from the current Alarm system performance.
Key Process Indicators (like alarms/operator/10min
and frequency log), will be added to the AlarmGUI widget in next releases, as required by the IEC 62682 standard for an alarm system in production.

CONCLUSIONS
The PANIC Alarm System has been already in production at ALBA Synchrotron for 10 years, a period in which
it has grown and developed a large set of features. ALBA
Accelerators and Beamlines are actually monitored by
123 PyAlarm devices, managing 657 formulas evaluating
values from 2506 distinct attributes.
The convergence with Tango Alarm Handler and the
adoption of the IEC 62682 have been the two final steps
to convert it into one of the most complete open source
solutions to implement alarm systems.
It is necessary to remark that software Alarm Systems
are not yet an equivalent to plc-based protection systems.
They fill a different gap in the control needs of a large facility as they are not part of the protection but of the response via human machine interfaces.
But, unlike other parts of the HMI that just translates
the hardware into a console, the Alarm Strategy adopted
by the operation group may change completely the final
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result and usability of the system. Despite of the tools
used, the ultimate conformance with the standard is responsibility of the operation group, and they must ensure
that a proper alarm philosophy and strategy is designed
and applied.

Convergence of Tango Alarm Systems
Although PANIC supports Tango Events, the formula
evaluation is not event-triggered as it is in the case of the
Tango Alarm Handler device. This is a feature that has
been requested several times and the current approach is
to, instead of doing a complete redesign of PyAlarm, converge with the fully event-based Tango Alarm System and
allow both systems to coexist and use the same applications and database schema.
This convergence required modifications in both systems that have been coordinated to achieve compatibility
between both. These changes are summarized in [19].
Latest releases of both systems (September 2017) already
apply these changes, making already possible to deploy
hybrid C++/Python solutions that take maximum profit of
its complementary features.
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STREAMLINING THE TARGET FABRICATION REQUEST
AT THE NATIONAL IGNITION FACILITY (NIF)
C. Manin, E. Bond, A. Casey, R. Clark, G. Norman
Lawrence Livermore National Laboratory, Livermore, CA 94550 USA
Abstract

The NIF Shot Data Systems (SDS) team developed the
Target Request Tool (TRT) Web application for facilitating
the management of target requests from creation to approval. TRT provides a simple-to-use and user-friendly interface that allows the user to create, edit, submit and withdraw requests. The underlying design uses the latest Web
technologies such as Node.js, Express, jQuery and JavaScript. The overall software architecture and functionality
will be presented in this paper.

INTRODUCTION
National Ignition Facility (NIF) targets are complex engineering marvels in tiny packages. Creating them requires
interplay among target designers, materials scientists, and
precision engineers. The laser drives a target capsule inward at nearly a million miles an hour. Because the targets
are subjected to extreme temperatures (greater than those
in the Sun) and pressures (similar to those found in the core
of Jupiter) during experiments, the targets must be designed, fabricated, and assembled with extreme precision
[1].
The target production lifecycle begins with submission
of a formal target request. Experimentalists and project engineers create the target feature definition based on dozens
of existing and/or new parameters determined by the physics requirements and the type of shot. When the shot calls
for an existing target, a previous target fabrication request
can be duplicated. However, when it calls for a new type of
target, a new request must be created. And in those cases,
supporting documentation must be provided describing the
custom parts that will be needed in the target build.
Before the commissioning of this project, experimentalists, project engineers and target fabrication team members
(“users”) first utilized a tool developed in Apex (Oracle Application Express). This application was developed as part
of an existing tool suite called Production Optics Reporting
and Tracking (PORT). The PORT-based target request tool
had three major limitations: underlying data architecture
precluded future automation in target order processing,
data was usually duplicated, and page loading times were
very slow.
Given the above limitations of the PORT-based tool, and
with an estimated 500 targets needed to be produced each
year, it became clear that users urgently needed a new tool.
The decision was made to develop a completely new application versus modifying the existing one.

APPLICATION REQUIREMENTS
A brief description of the core requirements for the TRT
is provided below:

1. Allow the requester to link the target request with an
experimental planning ID called Facility and Laser Integrated Planning (FLIP) ID. This feature is critical
since every target that is built must be destined for use
on an experiment.
2. Display shot planning data. These data include
metadata about the experimental team, diagnostic instrumentation, and target fielding parameters.
3. Allow the requester to select target features from a
menu. Feature selection can either be started from a
blank template or with a pre-populated set of features
that the requester chooses.
4. Allow the requester to enter custom target features.
Allow the user to select ‘Other’ from the options and
enter a comment to describe the customized feature.
5. Provide the ability to upload attachments.
6. Provide target request status. Inform the user on the
status of the request and drive when specific panels of
the application can be edited.
7. Implement roles and permissions. Enable or disable
UI capabilities (e.g., changing a field, modifying target request (TR) status) given the user role.
8. Provide target orders search capability (with filters).
Provide a list of all orders and ability to filter by certain parameters, e.g., TR number, status, requester,
etc.

CHOICE OF TECHNOLOGY
The needs from the Target Fabrication organization resulted in a schedule that allowed for only four months of
development time. This limited development time was a
key factor when selecting the technologies for this project.
We decided to work with modern Web technologies that
were familiar to the team and that would allow for reuse of
software from other SDS tools.

Node.js
We chose Node.js for the back-end because it is fast to
implement, is modern technology, and is supported by a
large community of developers. It also pairs well with Web
technologies we currently use and allows us to seamlessly
connect to existing databases. Node.js is an open-source,
cross-platform JavaScript run-time environment for executing JavaScript code server-side [2].
It has the following characteristics:
• Uses V8 engine by Google.
• Is a good fit for real-time applications.
• Is suitable for non-CPU-intensive operations.
• Provides an effective single codebase with JavaScript
in server and client, making it easy to send and synchronize
data between these two points.
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• Provides access to an array of open-source code
through its package manager (npm).

Express
This technology was an obvious choice because it is considered the de facto framework for Node.js applications. It
is a minimal and flexible Node.js web application framework [3] written in JavaScript. Also, it is free and opensource software.
It has the following characteristics:
• Helps manage everything, from routes to handling requests, views and errors.
• Provides a thin layer of fundamental Web application
features without obscuring Node.js features.
• Has a myriad of HTTP utility methods and middleware
that have access to the request and response objects.
• Has multiple methods for querying the request and
constructing the result.

JavaScript and Kendo UI
As JavaScript was selected for the back-end, JavaScript
was also chosen for the front-end. To complement JavaScript, we selected Kendo UI for the user interface. Kendo
UI is a commercial off-the-shelf product that provides more
than 70 customizable UI components. We chose this technology because it shortened development time, provided a
nice look-and-feel to the user interface, and was already
being used by other SDS applications. Some of the Kendo
UI components used were grids (with filters, sorting, page
count, and search), buttons, dropdown menus, and date text
fields with calendar selector, among others.

Docker
This technology provided rapid deployment to all environments (development, QA, and production) and image
portability (the same image could be deployed to all environments). It also gave us the option to roll back a release
if needed without having to run a new code build. In addition, we could have multiple containers from different applications running on the same machine, allowing us to
have multiple tools running in the same server machine.

ARCHITECTURE
The TRT architecture is composed of three main pieces
(see Fig. 1).

Back-end
The back-end was built using Node.js and Express. We
used the Node.js-required file “package.json” for listing
application dependencies and scripts for start, build, and
clean.
The basic routing was done by creating an instance of
Express (var app = express()) and using the following
structure: app.http-request-method(path, handler). Individual pages were given their own path, i.e.: ‘/TRT/ viewall-orders’ for displaying all TR orders.
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The Web server behavior and URL configurations were
done with the help of a few Node.js and Express middleware modules: ‘body-parser’ for handling JSON, Raw,
Text and URL encoded form data, and ‘express.static’ for
serving static files such as images and third-party libraries.
The templating language we used for the view engine
was Embedded JavaScript (EJS). It is very easy to use,
complies with the Express view system, and allows us to
have nested views. At runtime, the template engine replaces variables in a template file with actual values, and
transforms the template into an HTML file sent to the client
[4].
The handling of data was done with routes/web services
by creating a router object (var router = express.Router())
and adding middleware and HTTP method routes in the
form of: router.get(path, [callback, ...] callback) for pulling data, and router.post(path, [callback, ...] callback) for
inserting data. If the response is successful, the resulting
data are sent to the front-end as a JSON object. Otherwise,
errors are handled and logged.

Database
Data managed by TRT are stored in an Oracle database.
The schema used for the PORT-based application had to be
refactored to avoid data duplication and take advantage of
the current target fabrication process. Communication of
the back-end with the database was done with
“node-oracledb” and “orawrap.” The former creates the
connection to the database and the latter creates a listening
pool on the provided port. When querying data, orawrap
methods take an SQL command and parameter value(s) (if
any) to generate the results. This is done using the execute()
method embedded in the body of the router methods
(shown above).

Front-end
The front-end was developed with a model-view-controller pattern using JavaScript, jQuery, Kendo UI, Bootstrap, HTML, and CSS. This pattern was selected to provide a clear separation between view and logic, to easily
subdivide the UI into multiple sections and panels, and to
provide flexibility to divide the work among developers.
This section separation was made according to the type of
data displayed. The result is an interactive UI with panels
that appear from left to right building the sections gradually
after the user’s selection.
The view is mainly composed by a mix of HTML items
(“div”, “table” and “list”). The model is created from a set
of mapping files for each of the UI sections where the
HTML elements in the view are mapped to fields in the
database (HTML ID to database column). The controller
handles field updates, registers event handlers, loads and
injects templates, and renders panels.
The most basic view (the first panel on the left is displayed) happens when a new TR is created. From there,
there is a minimum amount of menu options the user must
select to save the TR. This initial state is the “Draft” state,
which means that the TR is still in progress and the user
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can close the TR and open it later to continue working before submitting it. Also, only the creator and a member of
the experimental team have the required permissions to edit
the TR. All permissions are handled by the UI using the
role information obtained from the back-end and logic applied to each panel.
The full UI view is composed of the following sections:
Shot Pairing, Shot Planner Data, Target Menu, and Target
Status (see Fig. 2). The resulting application is a website
that runs in Chrome and Firefox.
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with other applications. Launching the application is done
by clicking the “Target Orders (TRT)” link under the “Targets & Orders” menu. It is actively maintained and supported by the SDS team. Since its first release, a few additions have been made, such as automatic generation of TRs
when a new experiment is created and automatic logging
of user actions that affect the state of the TR.
Some work will be needed to modify the current backend code that uses orawrap. At the time of writing, the
orawrap library is no longer being maintained. It has been
added to the core Oracle database driver (node-oracledb).

CONCLUSION
We have developed a software tool that supports a more
streamlined target fabrication process. The tool provides
faster loading time, great user interaction, and data integration. The use of modern technologies allowed the software
team to meet the overall project goals primarily within the
development time allocated.
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We used Docker for deploying TRT to the Development,
QA and Production environments. To facilitate this, we
used Git and Atlassian tools (Bitbucket, Bamboo and Jira)
for full build and deployment integration.
Bamboo allowed for predefining the build and deployment plans, so that once a build succeeds, it is ready to create a Docker image for deployment to a temporary machine. In this machine, the Docker image is saved to a tar
file with a single-line command and retrievable from all
three environments. From a particular environment, a script
is run to create and start the Docker container derived from
the previous image. This gives the flexibility to deploy a
container to one machine at a time and run different releases in all three if needed. Docker also provides the benefits of being able to easily revert to older versions, stop/delete containers, and share the same server machines with
other applications.

CURRENT STATUS AND FUTURE
WORK
TRT is currently used by more than 50 users on a regular
basis. Older TRs have been ported and are accessible
through TRT. It is hosted in the internal NIF site together
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Figure 2: An approved TR is shown. (a)Top menu with navigation links, user information and log-out button, TR search
field, and action buttons. The main sections are: (b)Shot Pairing, (c)Shot Planner Data, (d)Target Menu, and (e)Target
Status.
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Abstract
Originally conceived at ESRF and first deployed in
2005
MXCuBE,
Macromolecular
Xtallography
Customized Beamline Environment, has with its
successor MXCuBE2, become a successful international
collaboration. The aim of the collaboration is to develop a
beamline control application for macromolecular
crystallography (MX) that are independent of underlying
instrument control software and thus deployable at the
MX beamlines of any synchrotron source. The continued
evolution of the functionality offered at MX beamlines is
to a large extent facilitated by active software
development. New demands and advances in technology
have led to the development of a new version of
MXCuBE, MXCuBE3, The design of which was inspired
by the results of a technical pre-study and user survey.
MXCuBE3 takes advantage of the recent development in
web technologies such as React and Redux to create an
intuitive and user friendly application. The access to the
application from any web browser further simplifies the
operation and natively facilitates the execution of remote
experiments.

INTRODUCTION
MXCuBE is a control software developed for
Macromolecular Crystallography beamlines. Since its
first version, deployed in 2005 at The European
Synchrotron (ESRF), MXCuBE has continuously evolved
to facilitate user experiments by hiding the complexity of
the beamline hardware and low-level control
environment. In 2013 MXCuBE2 succeeded the original
version and became the core of an international
collaboration. MXCuBE2 was completely redesigned to
permit the operation of new hardware, with particular
relevance given to sample changer robots and new
generation X-ray detectors. The development further
enabled the automation of MX beamlines and maximised
sample throughput [1]. Since then, the constant evolution
of MX data collection methods and the increasing
popularity of remote data collection, created new
demands on the control and acquisition software, that
converged into a new graphical user interface. This paper
presents the architecture, preliminary usage feedback, and
experiences learned from the development of the next
version of MXCuBE, version 3. MXCuBE3 takes
advantage of the recent development in web technologies
such as ECMAScript 6 (ES6), React and Redux which the
authors believe provides an environment suitable for
implementing a complex web application such as
MXCuBE3.

ORGANIZATION
The MXCuBE collaboration currently consist of eight
institutes (ESRF, Soleil, MAX IV, HZB, EMBL, Global
Phasing Ltd., DESY and ALBA) actively developing the
software. A few further institutes are currently
considering becoming full members of the collaboration.
Developers and scientists meet in joint scientific and
development workshops twice every year to share their
respective progress and agree on the future goals of the
collaboration. The collaboration enhances and speeds up
the development of MXCuBE, many sites share similar
needs and instruments and can thus quickly adapt to
already existing solutions. Users of all MXCuBE sites are
further presented with a familiar user interface, which
decreases the learning curve and increases the portability
of experiments across the different facilities.
A Memorandum of Understanding (MoU) has been
signed by the partners in the collaboration. The
collaboration comprises steering-, scientific- and a
developer's committees. The development of MXCuBE3
was promoted and supported by the collaboration,
however the development and deployment effort for
MXCuBE3 is being jointly made by ESRF and MAX IV.
Development started in September 2015 with a
comprehensive roadmap and specific goals established
during an initial meeting. The project uses an agile, scrum
like, process. Planning meetings are held every two weeks
and development workshops every three months. The
project is available on GitHub [2].

BACKGROUND
MXCuBE 2 has become the leading software used to
collect data for MX-experiments at European
synchrotrons [3]. As the MXCuBE project is an
international collaboration and the software is used on
different sites across the world, the aim of the project is to
provide user friendly software which is easy to adapt to
various control systems and hardware environments.
The evolution of MX beamlines, the increase in sample
throughput and the introduction of new collection
procedures, have introduced new demands on the
software [4-7]. The application and its interface have
grown increasingly more complex to be able to handle the
new requirements, as a side effect decreasing usability of
the application [8]. At the same time key software
libraries used in the User Interface (UI) are getting
outdated and difficult to maintain. Efforts to update these
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key libraries have been made and a version of MXCuBE
with more recent UI libraries is available [9]. However
the main issue of keeping pace with these software
libraries and maintaining the environment on which they
run remain. As software technology evolve new libraries
and methods for developing UIs have emerged that the
authors believe could alleviate some of these issues.
The MXCuBE community have during this time
therefore been discussing the requirements of, version 3
of MXCuBE. The ESRF Structural Biology group
surveyed the user community to get their opinion on
features they would like to improve or add. This was used
to define the key features of MXCuBE3:
● Facilitating maintenance and installation of both
client and server
● Support for new sample changers and larger sample
quantities
● Improve the integration with LIMS database like
ISPyB
● Enhancing the possibility of integration with third
party data collection strategy calculation software
● Improve overall user experience, using a more recent
user interface design
● A scalable interface that adapts better to available
screen sizes
● Improve remote access performance

MXCuBE3 as a Web Application
Web application technologies have matured as
streaming services for video and audio such as, Netflix,
Spotify and Deezer have become increasingly popular.
Companies like Facebook and Google have introduced
libraries for frontend development like React and
AngluarJS that further facilitate the transition to a web
based environment.
One of the major advantages with web applications and
perhaps the reason for the popularity of the services
mentioned above is the ease of access. A web application
can easily be accessed from almost any computer or
mobile device without any additional software installation
required. Bringing MXCuBE to the web facilitates
seamless integration with already existing web based
services like the LIMS system ISPyB. A key feature of
MXCuBE is the feature, where a user logs in and
performs an experiment remotely. Staff or other users can,
depending on their access rights, login to the beamline but
only to observe what is being done or communicate, via a
chat mechanism, with the user in control. Implementing
MXCuBE as a web application enables the remote access
feature of MXCuBE almost by design. MXCuBE3 can
simply be rendered in a browser with native elements
directly on the client, whereas other means of remote
access have to rely on specific remote access applications
and compression schemas (i.e. NX-Client) [10]. The
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authors believe that this will greatly improve performance
and ease of access to the application.

BACKEND
The backend of MXCuBE has been divided into two
layers, beamline control and web service. The beamline
control layer provides access to beamline instrumentation
and procedures via HardwareObjects (HO) [11-12].
MXCuBE2 already introduced a clear separation between
user interface and beamline control, following MVC
design pattern principles. As for MXCuBE2, in
MXCuBE3 the beamline control layer is implemented by
Hardware Objects. In order to speed up development by
reducing regression and facilitate testing, the same
version of HO is used as in MXCuBE2. The Web service
layer implements a REST API to the beamline control
layer that is used by the client to perform the various
operations requested by the user.

Beamline Control Layer
The beamline control layer consists of a set of
Hardware Objects which implement a device or
procedure. Hardware Objects are Python classes
configured by an eXtensible Markup Language (XML)
configuration file. Each configuration file contains the
information necessary to initialize the corresponding
Hardware Object. The Hardware Objects provide access
to beamline instrumentation through the beamline control
system and implement the higher-level operations
required by MXCuBE. The beamline control layer
provides an abstraction for control systems such as SPEC,
EPICS, TINE, TANGO and Sardana, Hardware Objects
are in this way control system agnostic.
Hardware Objects support composition, to represent
more complex entities of hardware. In this case, the
configuration XML file defines references between
objects. A referenced Hardware Object is associated with
a “role”, which is used to access the corresponding
instance. Hardware Objects are singleton objects thus
only one instance of each Hardware Object is instantiated
at the time, and this instance is shared across the entire
application.
To create a common instrument and procedure API
which permits cross site adaption, each Hardware Object
inherits an abstract base class that describe the particular
instrument or procedure. The model is flexible enough to
be able to adapt to the hardware and beamline
specificities of different synchrotron sites with little
effort. There are currently over 20 base classes defined in
the beamline control layer.
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Web Service Layer
The REST service layer, developed in python, provides
an API for the clients to the underlying beamline control
layer through REST-full web services. These services are
implemented on top of Flask, a Web Server Gateway
Interface (WSGI) compatible micro web framework. The
Flask framework contains the Werkzeug development
web server which is provided as the default server for
MXCuBE3. However, the application can also be
deployed on a WSGI compatible container including
Green Unicorn, uWSGI or Apache mod_wsgi. A thin
utility layer is used to facilitate the access to the beamline
control layer and adds features that are new and
exclusively used in MXCuBE3 (see Figure 1).
The main role of the web service layer is to receive
calls and relay them to either the client or the beamline
control layer it’s thus primarily handling IO operations.
Considering the IO intensive nature of MXCuBE3 and
python's global interpreter lock (GIL), the authors have
chosen to use coroutines, provided by Gevent, instead of
threads to handle concurrency. Gevent is a coroutinebased networking library that uses greenlet to provide a
high-level API on top of the libev event loop.
In MXCuBE3, a bidirectional event broker based on
SocketIO was implemented to be able to send
asynchronous events from and to the client. SocketIO
provides a bidirectional communications channel capable
of, if needed, degrading to the protocols available on the
connected clients. A special version of Flask, called
Flask-SocketIO is used to enable native support for
SocketIO within the web framework. A session is used to
keep track of information related to a particular user, this
session is kept in a Redis data structure store. The Redis
data structure is written to disk and can be restored in case
of a server fault.

Figure 1: Application architectural overview, with
beamline control layer, web service layer and client.

FRONT END
The user interface is written in Javascript, HTML5 and
CSS. Javascript provides single threaded event driven
programming model which is well suited for UI
development [13]. Javascript is an implementation of the
ECMAscript standard. Recent versions of ECMAScript
have introduced constructs more suitable for writing
complex applications than earlier versions. Most notably
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classes and modules was introduced in ES6, released in
2015, the most recent version is ECMAScript 8 (released
in 2017). However the different versions of ECMAscript
are supported to varying degree in each browser, browser
support for ES6 is still incomplete. ES6 code can be
translated, “transpiled”, into ECMAScript 5 code which
has more consistent support across browsers. A software
called Babel is used to perform the translation.
The browser itself does not have a concept of modules
or dependencies, so a build tool called webpack is used to
package, "bundle", the various files into code that the
browser can execute. Webpack handles the various project
assets including Javascript, images, fonts, and CSS via
loader plugins. The code is bundled and further
optimized, “minified” and a set of static files are
produced (see Figure 2). Using Babel (ES6) and Webpack
makes it possible to define and use components and
modules via the export and import statements.
Webpack, Babel and various other third party libraries
used for the build process require a Javascript runtime.
Node.js is used to provide the runtime for build and
development environment. Node.js also provides a
package manager npm (node package manager) with very
large repository of third party libraries.

Figure 2: User interface build steps.
A library for user interface development called React
provides means to create reusable user interface
components. The components enable encapsulation of
interaction logic and display similar to widgets in user
interface frameworks for desktop applications. The user
interface can be expressed in a HTML like syntax called
JSX (JavaScript XML) where react components and
HTML element can be included as tags. React optimises
the rendering of the application and provides component
life cycle for each component via a Virtual-DOM. The
browser events are replaced with synthetic events within
the Virtual DOM which is used to keep track of
components that have changed internal state. Batch
updates of all components are performed and a minimal
set of changes to apply to the original DOM is calculated.
This is done to minimise the number of repaint operations
that are required to update the user interface.
In many user interface frameworks including React the
state of a component is often contained within a data
structure tightly coupled to the component itself. This
means that the state of the application is distributed over
the application and can become difficult to extend and
debug. React can be used together with a state
management library such as Redux to solve this
limitation. Redux makes the state mutations more
predictable by defining an application wide state, referred
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to as a store, and imposing certain restrictions on how the
store is updated. The Redux store is an immutable data
structure and can only be updated by dispatching an
action that describes the state transfer. The state
transformation is defined by a pure function called a
reducer that takes the current state and the action as
parameters and returns the new state. The components
listen for changes to the store and are updated
accordingly. The user interface is composed by several of
these reusable React components that reflect the changes
made to the underlying Redux store.

Enabling Remote Access Experiments
In a Remote Access experiment at a synchrotron source
a beamline user carries out an experiment from a different
location i.e from the user’s home laboratory. The samples
are stored in the beamline sample automounter by
synchrotron staff, and the remote users have control of the
endstation once the experiment hutch is interlocked.
Remote Access experiment presents some challenges to
the beamline control software:
●
●
●
●
●

how to manage a remote user’s access control
how to communicate with the remote user
how to follow what a remote user is doing
how to help remote user in case of problems
how to take back control over remote user in case of
emergency
● how to ensure acceptable real time performance
(latency, real-time video and information messages)
One of the main drivers for MXCuBE3 as a web
application was the need for an improved remote access
functionality. The main points of improvement from
previous versions of MXCuBE are:
● A user is not required to install additional software
(i.e. NoMachine NX client or similar) to connect to
the synchrotron computing system
● Improved real time performance, responsiveness of
the user interface and video streaming frame rate.
● User action monitoring to enable remote assistance
As a web application, MXCuBE3 inherently supports
multiple clients without requiring the installation of any
software apart from a recent web browser on the client
side. The UI elements can be directly rendered in the
browser decreasing the amount of information that needs
to be transferred. Particular effort has been put into the
sample video streaming and MXCuBE3 offers the
possibility to stream the beamline camera video as
MPEG1. Users may need to select different parts of their
samples for data collection, requiring a lot of interaction
with the video stream. Improving the video streaming will
therefore have a big positive impact on remote access
experiment performance.
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During remote access to the beamline control system
the first user that logs into the application with a user
account that currently has the right to the beamline
becomes what is referred to as a Master. The Master user
is the only user that can work on the beamline. Master
users have the possibility to grant subsequent logins from
the same account to observe what is currently being done
on the beamline. Such users become Observers, the
Observer users can ask to become Master, if accepted by
the current Master the roles switch and the current Master
becomes an Observer. This system guarantees that only
one user at a time can use the beamline. It also ensures
data confidentiality since the Master user has to grant the
access for a user to become Observer. The current
ongoing procedure is paused if the current Master client
loses connection to the system.
MXCuBE3 takes advantages of the application wide
state stored in the Redux store, to implement full user
interface duplication for Observers. The application wide
state of the Master is propagated to the Observers.
Actions affecting the Redux store while the Master is
using the application are captured and sent to the
MXCuBE3 server using redux-persist. The MXCuBE3
server relays these actions to the Observer clients, which
update their state accordingly.

User Interface
The user interface has two principal views for setting
up and running an experiment, Data Collection and
Sample Overview.
The Sample Overview shows the details for a set of
samples. Each sample is represented as a card that
contains information with the results of the data
collections already performed on that sample along with
the measurements that will be collected (see Figure 3).
The sample information is obtained from ISPyB and
synchronised with the sample changer contents. Users can
apply a filter on name or location to display a particular
sample or subset of samples. This provides the user with
an easy way to get an overview of the experiments
performed or yet to be done. It further gives the user an
easy way to set up data collections on multiple samples at
once and run them sequentially in an automatic fashion
(referred to as pipeline mode).
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pre-release of MXCuBE3 with a reduced feature set was
used both for the commissioning of BioMAX beamline at
MAX IV, and in subsequent user operation. First user
feedback was very positive and encouraging. Users
regarded the interface as much easier to use compared to
previous versions of MXCuBE and control software in
use at other synchrotron sources. Even less experienced
users easily found their way applying the different data
collection methods. This commissioning phase and user
input have been valuable in subsequent improvement of
the user experience.
Figure 3: In Sample Overview crystals are represented as
cards containing sample data
The Data Collection view provides the user with the
necessary controls to perform an interactive data
collection or sample realignment. The user can move the
sample via the goniometer motor controls, located to the
left of the interface, and center the crystal on the rotation
axis by using a 3-click centring procedure. The user can
further interact with the goniometer motors, to reposition
the sample, by using hot keys and clicking in the sample
video (see Figure 4). By interacting directly with the
sample video, users can access tools to save centered
positions, create lines between saved positions or draw a
grid to collect diffraction data over an area. The user is
presented with context menu listing the available data
collection methods available for the type of selection
made (point, line or grid). A top-bar displays experimental
values of the beamline that define the diffraction
experiment, such as energy and detector distance. Data
collections on the currently mounted sample are added to
a queue shown on the right side and their status is updated
while they are performed.

Another remarkable result is the synergetic effort that
two independent facilities were able to invest in the
development of MXCuBE3, despite the different short
term needs. The project roadmap have evolved from the
initial planning to accommodate the new priorities.
MXCuBE3 is a successful project thanks to the effort
made by the team to keep the communication channels
active and proactively collaborate.

CONCLUSION AND FUTURE WORK
In the short term, a feature-complete version of
MXCuBE3 will be deployed at the ID29 beamline at the
ESRF, then at its other MX beamlines. This is expected to
happen during October 2017, and will mark the official
release of MXCuBE3. At the same time the MAX IV
BioMAX beamline will also upgrade to the latest version.
Deployment on different end-stations is expected to
drive the finalisation of the user interface and the
implementation of currently available data collection
methods, eventually leading to MXCuBE3.1, which is
foreseen for the second quarter of 2018.
In the meantime we expect that other partners of the
collaboration to profit from the development to install
MXCuBE3 at their sites. In a longer term, MXCuBE3
should evolve to integrate more novel data collection
methods, in particular in the field of serial
crystallography.
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Abstract
The Cherenkov Telescope Array (CTA) is the next generation gamma-ray observatory. CTA will incorporate about
100 imaging atmospheric Cherenkov telescopes (IACTs) at
a southern site, and about 20 in the north. Previous IACT
experiments have used up to five telescopes. Subsequently,
the design of a graphical user interface (GUI) for the operator of CTA poses an interesting challenge. In order to
create an effective interface, the CTA team is collaborating
with experts from the field of Human-Computer Interaction.
We present here our GUI prototype. The back-end of the
prototype is a Python Web server. It is integrated with the
observation execution system of CTA, which is based on the
Alma Common Software (ACS). The back-end incorporates
a redis database, which facilitates synchronization of GUI
panels. redis is also used to buffer information collected
from various software components and databases. The frontend of the prototype is based on Web technology. Communication between Web server and clients is performed
using Web Sockets, where graphics are generated with the
d3.js Javascript library.

INTRODUCTION
The Cherenkov Telescope Array (CTA) [1] is the next
generation observatory for very high-energy gamma-rays (γrays). CTA will be sensitive to photon energies from 20 GeV,
up to a few hundred TeV. As they impact the atmosphere,
γ-rays induce particle showers. A part of these cascades
is Cherenkov radiation, which is emitted as charged particles travel faster than the speed of light in the atmosphere.
The Cherenkov radiation can be detected by imaging atmospheric Cherenkov telescopes (IACTs) [2]. Using multiple
telescopes together, the particle showers can stereoscopically
be reconstructed. This allows one to derive the properties
of the initial γ-ray that initiated the shower.
CTA will include three types of primary instruments.
These correspond to three telescope sizes, large-, mid- and
small-size, respectively called LSTs, MSTs, and SSTs. The
different telescope types will be sensitive to different γ-ray
energy ranges, where smaller mirror areas correspond to
higher energies. CTA telescope arrays will be deployed
in two sites in the southern and northern hemispheres, respectively consisting of ∼ 100 and ∼ 20 telescopes. This
∗
†

iftach.sadeh@desy.de
http://www.cta-observatory.org/

represents a substantial increase in the number of instruments compared to existing IACT experiments (H.E.S.S. [3],
VERITAS [4], and MAGIC [5]), which incorporate between
two to five telescopes.
The focus of this paper is the graphical user interface
(GUI) for the operator of a CTA site. As mentioned above,
CTA will include a large number of telescopes. In addition,
several variations of SST and MST designs will be used.
This further increases the diversity of hardware which needs
to be controlled by an operator. The complexity of CTA
makes for an interesting challenge in designing an effective
user interface. In the following, the development process of
the operator GUI is detailed. We describe the way in which
the GUI is foreseen to be integrated with other CTA systems.
In addition, we showcase a few of the features of the current
prototype implementation1 .

DESIGN AND DEVELOPMENT PROCESS
Nominally, on-site observing operations with CTA will be
automated. The purpose of the operator GUI can therefore
be summarised as follows:
1. start and end observations;
2. override the automated scheduled operations in order
to perform a specific task, or for safety reasons (could
require manual control over instruments);
3. monitor the state of the array during operations, including hardware status and simple scientific metrics;
4. identify, diagnose, and if possible resolve, problems
with specific systems or processes.
The development process of the GUI is inspired by the
model used by the Atacama Large Millimeter/submillimeter
Array (ALMA) [6]. ALMA is an astronomical interferometer of radio telescopes in the Atacama desert of northern
Chile. It is similar in complexity to CTA, comprising 66 radio antennas of three general types. One of the main lessons
learned from ALMA, is that it is important to take into account advances in Human-Computer Interaction (HCI) when
designing an interface [7].
The design process is thus driven by participatory workshops. These bring together several groups of people: experts from the field of HCI; experienced telescope operators;
control software experts; and astroparticle physicists. The
purpose of the workshops is to refine the requirements on the
GUI; to better understand what the GUI should enable users
1

Media resources illustrating panels from the prototype are available at
https://www-zeuthen.desy.de/~sadeh/ .
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to accomplish; and to work out how best to implement these
ideas, without causing unnecessary cognitive load. The outcome of the first two workshops, including a set of initial
requirements, is described in detail in [8].
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Operator 1 (web browser)
PL1

PL2

PM1

INCORPORATING THE GUI WITHIN
CENTRAL-CONTROL

The Observation Execution System
The operator GUI is part of the Observation Execution
System (OES) of CTA. The purpose of OES is to monitor
and control telescopes and auxiliary devices; to schedule and
execute observations and calibrations; and to time-stamp,
read-out, filter, and store the collected data. OES is comprised of several sub-systems in addition to the GUI. These
are: Manager and Central Control; Short-Term and ToO
(target of opportunity) Scheduler; Data Handling; Configuration; Reporting and Diagnosis; and Monitoring.
At the high-level, OES is implemented upon the Alma
Common Software (ACS) framework. ACS is a distributed
middleware framework, based on a container-component
model. It supports Python, Java, and C++, and constitutes
a thoroughly tested platform for distributed data acquisition
and instrumentation control.

Interfaces Between the GUI and OES
Interfaces between the GUI and each of the sub-systems of
OES are already envisioned. For example: - Manager and
Central Control: The GUI will monitor the status of the
observing blocks which are currently being executed. The
latter are logical units, which define a specific observing or
calibration task. They include information, such as the timespan in which to carry out the task, the required resources
(e.g., telescopes), etc. - Short-term and ToO Scheduler:
The GUI will have access to the plan for future observations.
It will also have the functionality to modify this plan on
the short-term, by e.g., creating or cancelling observing
blocks. - Monitoring: The GUI will display all monitoring
data which are e.g., deemed necessary for discovering and
diagnosing potential hardware problems.
The main users of the GUI will be a single or several
operators, who will occupy the CTA control-room. However,
additional users are also foreseen, such as off-site engineers.
The potentially large number of users increases the load on
OES. For example, one may consider the case of a detailed

PM2

PM1

PM2

PX1

PX2

Python web server
redis database

A Prototype for the GUI
The current prototype for the operator GUI is based on
HTML5 Web technologies. The back-end of the prototype
is a Python server, based on the Pyramid [9] framework.
The front-end is displayed in a Web browser. The design is
implemented using Polymer [10], a Web Component application programming interface, developed by Google. Data
are displayed using an open-source Javascript library,
called d3.js [11]. Asynchronous communication between
the back-end and the front-end of the GUI is performed using
Web Sockets.

Operator 2 (web browser)

PL1

PL2

LST-1
PL1

PL2

PM1

PM2

PX1

PM1

PM2

…

Monitoring DB

MST-5
…

PX2

…

PX1

PX2

…

Figure 1: Schematic illustration of the mechanism for exposing monitoring data to users of the GUI. In this example, two
users (Operators 1 and 2) request data from a combination
of sources. The data transmitted to the users are first stored
in a redis database, which is integrated with the Python
Web server. redis is filled by directly acceding lower-level
elements of the system. In this example, these are two telescopes (LST-1 and MST-5), and the monitoring database,
an OES component.
monitoring view for a telescope. For such a panel, hundreds
of data-points are displayed, each updated with a O(1 Hz)
rate. A simple architecture may entail a communication
channel being opened between the GUI and the telescope,
for each one of the requested properties. Such an approach
has an obvious downside; it would result in a large demand
on resources, whenever multiple users access the same panel
at the same time.
In order to avoid such problems, a part of the infrastructure of the GUI will be a dedicated database. The primary
purpose of the latter is to act as a buffer, and reduce the traffic
between the GUI and other OES components. For the current
prototype, we chose redis for this purpose. redis is an inmemory data structure store, which can achieve high write
and read speeds. redis has several advantages over other
database solutions. Primarily, it is optimised for quickly
updating and querying large numbers of non-complex data
elements, such as strings.
Figure 1 shows a schematic illustration of the functionality
of the redis database. In this example, two users request
monitoring information. The users may ask for the same, or
for different data. In any case, communication between the
users and OES is mediated through redis, avoiding direct
links to other part of the system. In turn, redis is filled by
accessing lower-level components. In this example, the data
partly originate from a direct link to telescopes, and partly
from the monitoring database (another component of OES).
Considering the scope of the data stored in the database,
two general approaches for resource management are posTUBPL06
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sible. One option is for redis to continuously be filled by
all available properties which could potentially be requested
by any panel of the GUI. Alternatively, properties may be
monitored on-demand. That is, specific data will only be
stored and updated in redis, if they are required by at least
a single user at a given time. The first option is more simple,
and therefore less prone to errors. On the other hand, the
second path has the advantage of requiring significantly less
resources. Both configurations are currently being explored.

FRONT-END DESIGN FEATURES OF THE
GUI PROTOTYPE
Example Telescope Monitoring Panel
Several panels have already been implemented as part
of the prototype of the operator GUI. As an example, a
telescope monitoring panel is presented in Fig. 2, using the
array layout of the northern CTA site. The view is composed
of several sub-panels, as described in the following.
Several view-points of the same panel are shown in the
figure. Figure 2(a) illustrates the initial view. The top left
corner contains a mini-map, which is a fixed perspective of
the entire array. Each circle represents a single telescope,
where the different units are arranged in a pseudo-geographic
layout. The colours represent global status indicators for
each telescope, green (normal operations), yellow (some
problems), and red (device failure). The wide dark area
on the top (from centre to right corner) is a chess-board.
The latter allows for quick selection of specific telescopes,
based on their ID tag. The chess-board complements the
functionality of the mini-map, which enables selection based
on physical location.
The bottom right sub-panel in Fig. 2(a) shows a general
status indicator for the entire array. In addition to a global
metric, indicated by the outer yellow ring, four quadrants
are shown, tagged as: Mirror, Camera, Aux (auxiliary), and
Mount. These represent a generalized division of a telescope
into four sub-systems, which have their own common functionality. The status of a given element is represented by
two redundant indicators: the colours (green to red); and the
relative shaded area in the outer ring, or in each of the inner
quadrants.
The bottom left sub-panel in Fig. 2(a) shows a larger view
of the pseudo-geographic layout of the array. Unlike the
static mini-map, the larger view includes zooming functionality. The effect of zooming can be understood from
Figure 2(b). In this case, telescope MST-0 (indicated by
M 0) is selected and zoomed upon. The zoom action is also
reflected in the mini-map as a shaded blue rectangle, which
allows for the pseudo-geographic context to be kept. In addition, the bottom-right view reflects the selection action;
the global array metrics have been replaced with the status
indicators of the selected telescope, M 0.
The panel incorporates semantic zooming [12]. The latter is a technique that enables representing information at
different levels of detail for a given visual element. This
behaviour complements standard geometric zooming, where
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only the size of elements changes with the zoom-factor. As
the view is zoomed-in on a specific area, the graphical representation is changed for each one of the enclosed telescopes,
increasing the level of detail.
As the zoom-factor is further increased by the user, the
display is updated again, as indicated in Fig. 2(c). The bottom left sub-panel shows the different metrics for each subsystem of M 0. The bottom right sub-panel shows a hierarchical tree diagram of the different components associated with each sub-system. For the current prototype, these
components are not yet assigned to specific hardware elements. Place-holder names, such as Mount_0, are used
instead. Figure 2(c) also shows a secondary functionality of
the chess-board. As the user hovers over a given telescope,
the latter is highlighted by a thin circle within the mini-map.
This allows for a quick association between a specific telescope and its position within the map, even when the larger
display is zoomed-in.
The two main sub-panels (bottom left and right) are synchronized using brushing and linking, following the principles of coordinated multiple views [13, 14]. A user-action
in one is reflected in the other. The display allows a user
to focus on a specific sub-system, by clicking on one of the
quadrants from the bottom left display, or on one of the circles in the tree on the right. This is shown in Fig. 2(e) for the
Mount. It is possible to further traverse the hierarchy of the
tree, and focus on lower levels of components. Three such
levels are shown in Figs. 2(f)-(g). In addition to collapsing
the tree into lower branches, the hierarchy is also represented
by the enclosed circles inside the sub-panel on the left. This
circle-packing display [15] allows for quick navigation, to
higher or to lower branches of the tree.
The large array display on the bottom left can also be
modified, such that telescopes are not mapped to a pseudogeographic layout. Figure 2(d) illustrates one such arrangement, where the mini-map, chess-board and the detailed
element view on the bottom right all remain unchanged. In
this example, telescopes are grouped into sub-arrays, represented as an enclosure diagram. A sub-array is a collection
of telescopes which perform a single task, corresponding to
an observing block (e.g., observing an astronomical object).
Regardless of the change in layout, the zoom-properties of
the different visual elements in the display remain the same,
preserving the basic functionality of the panel.

Example Observing Block Panel
Another example of a panel from the prototype is presented in Fig. 3. The purpose of this panel is to display
the current execution status of different observing blocks.
The different blocks are represented as squares in the panel.
Each square is positioned within a rectangle, that indicates
the execution status. The latter includes three categories:
waiting blocks (top); running blocks (middle-left); and completed blocks (bottom). In addition, the middle section of
the panel contains phase groups, which provide a detailed
breakdown of the status of running blocks. These include a
configure phase of the various telescope sub-systems; a take
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

Figure 2: Several view-points and configurations of a telescope monitoring panel, as discussed in the text.
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Figure 3: An observing block monitoring panel.
data phase, to indicate that e.g., observations are being performed; and a finish phase, where the different sub-systems
go through any procedures which are e.g., needed as an
observation ends.
As a user clicks on a given observing block within the
view, detailed information regarding the block is displayed
in another panel. The latter is currently being designed,
and so is not shown here. An interface panel is also being
developed, which will allow a user to create new observing
blocks with customized parameters, and to cancel waiting
or running blocks.

Synchronization of Panels
An important aspect of the design of the GUI is panelsynchronization. The purpose of synchronization is to enable robust interaction of a user with the GUI [13,14]. A simple example of synchronization, is the coordinated behaviour
of the two main sub-panels shown in Fig. 2. However, the
full benefits of this technique are found in interconnecting
separate panels, where different aspects of the system can
share the same context.
To illustrate this, one may consider for example the connection between the telescope monitoring and the observing
block panels. The two are synchronized, such that an event
is transmitted from the telescope monitoring panel, when
the user zooms-in on a particular telescope. This event is
received by the observing block panel; it has the effect of
highlighting the corresponding observing block, to which
the selected telescope is assigned.

Work is currently under way to also extend the scope of the
telescope monitoring panel. The objective is to synchronize
it with a new view, which will contain monitoring plots. A
partial example of such a panel is shown in Fig. 4. In this
case, the plots show time-series and a histogram, derived
from data taken with a weather monitoring station.
For the purpose of a synchronised view with the panel
shown in Fig. 2, the data would correspond to each of the
monitoring-points within the tree diagram. By clicking on a
given element from the tree, such as Mount_0, the respective
distributions of the value of Mount_0 over time would appear.
The plots would be arranged in such a way, that the hierarchy
of monitored data elements will be visually emphasized.
This will e.g., facilitate tracing of problems across a range
of inter-connected hardware components.

SUMMARY
The design of an effective GUI for the operator of CTA is
an interesting and challenging task, due to the complexity of
the observatory. This paper presents the status of the design
process of the current prototype implementation of the GUI.
Two aspect of the prototype are discussed, the back-end, and
the front-end.
The back-end of the GUI is a Python Web server. Some
of the interfaces of the server with the Observation Execution
System of CTA are discussed. In particular, a description is
given of the choice of using a redis database as a buffering
layer between the GUI and other OES components.
The front-end of the GUI is a displayed in a Web browser.
Two of the existing panels from the prototype are showcased,
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Figure 4: A partial example of a monitoring plot panel.
a detailed telescope monitoring view, and an observing block
monitor. Some of the specific design details of these panels
are illustrated, such as semantic zooming. In addition, a description is given of a general feature, panel synchronization,
which allows different views to be interconnected.
Future work will include implementing additional interfaces between the GUI and the rest of OES. Concerning
the front-end, existing GUI panels will be extended with
e.g., new synchronization behaviour. New views will also
be designed, in order to cover the full required functionality
of the GUI, as briefly summarised above.
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THE EVOLUTION OF COMPONENT DATABASE FOR APS UPGRADE∗
D.P. Jarosz† , S. Veseli, N.D. Arnold, J. Carwardine, G. Decker, N. Schwarz,
Argonne National Laboratory, Argonne, IL 60439, USA
Abstract
The purpose of the Advanced Photon Source Upgrade
(APS-U) project is to update the facility to take advantage
of the multi-bend achromat (MBA) magnet lattices, which
will result in narrowly focused x-ray beams of much higher
brightness. The APS-U installation has a short schedule of
one-year. In order to plan and execute a task of such complexity, a collaboration between many individuals of very
diverse backgrounds must exist. The Component Database
(CDB) has been created to aid in documenting and managing all the parts that will go into the upgraded facility. After
initial deployment and use, it became clear that the system
must become more flexible, as the engineers started requesting new features such as tracking inventory assemblies, supporting relationships between components, and several usability requests. Recently, a more generic database schema
has been implemented. This allows for the addition of more
functionality without needing to refactor the database. The
topics discussed in this paper include advantages and challenges of a more generic schema, new functionality, and
plans for future work.

GENERIC DATABASE SCHEMA
The initial version of the CDB software [1] was based
on a database schema designed around concepts like "component" and "design" (a design being made up of several
components). As new use cases emerged for tracking and
managing different sets of objects, it became clear that a
new set of similar database tables had to be created every
time there was a need to support a new type of object. Illustrated in Fig. 1 is a simplified conceptual design representation of how the set of tables had to be recreated for
components, component instances, designs, and design elements. All of these entities had a set of standard attributes,
such as a name, ownership information, description, properties, logs, and some have additional connections. This
means that every time a new entity was added, it needed a
set of standard associative tables to go along with it as well
as any additional entity specific tables.
∗

†

The submitted manuscript has been created by UChicago Argonne, LLC,
Operator of Argonne National Laboratory ("Argonne"). Argonne, a
U.S. Department of Energy Office of Science laboratory, is operated
under Contract No. DE-AC02-06CH11357. The U.S. Government retains for itself, and others acting on its behalf, a paid-up nonexclusive, irrevocable worldwide license in said article to reproduce, prepare
derivative works, distribute copies to the public, and perform publicly
and display publicly, by or on behalf of the Government. The Department of Energy will provide public access to these results of federally
sponsored research in accordance with the DOE Public Access Plan.
http://energy.gov/downloads/doe-public-access-plan
djarosz@aps.anl.gov

Figure 1: Conceptual simplified example of the old nongeneric schema design.

Moving to a generic schema resulted in having generic
tables for items and item elements (see Fig. 2). Each item
now has a "self element" that represents the connections of
that item. An item may also have a hierarchical structure
by having more elements. All items are assigned a domain,
which are similar to the previous component, component
instance, etc. The assigned domain determines the possible
associations of a particular item.

Advantages
The main benefit of the new schema design is that it fully
supports existing application functionality in a completely
generic approach. This enables us to quickly and easily
add support for tracking and managing new types of objects
without changing the underlying database structure.
Another aspect of the new approach is support for generic
relationships. In the old schema, location could be specified only for component instances. Location information
was stored in a specific location entity. A foreign key for
location was referenced from the component instance table.
The new schema does not have a location table, instead it
has a location domain. The same required information is
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tionality to a new level. Users now have the option of specifying "favorites" or to display only items that have a certain
property. These options can be saved to become the default
view for that user. The described display options are shown
in Fig. 3.
All customizations that are available to users are also
available to groups. A user (with the appropriate permissions) can create a customized view for an entire "group".
Users can select between their personal view or predefined
group views.

Figure 3: Display options for item lists.
Figure 2: Conceptual simplified example of the new generic
schema design.

Browse Pages

stored for locations within items of the location domain. In
order to assign an inventory item (previously known as component instance) a location, the location relationship needs
to be specified between the "self elements" of the inventory
item and the location item. This generic relationship provides much potential without the need to edit the database
schema. Any item or item element may have some kind
of a relationship. Currently only the location relationship
is used, however, there are plans to add information about
how items are interconnected.

The new Browse pages allow intuitive views of the components based on their technical system, generic function,
ownership, or location. This approach is helpful when trying to find components that you are only somewhat familiar
with. For example, the "Browse By Function" screen, as
shown in Fig. 4, allows the user to select one or more technical systems. As the user selects technical systems, the box
below (Functions) populates with relevant functions and the
primary list of items shows up as the user selects each of the
options. The last column is inventory items. It allows users
to quickly jump to an inventory item after finding a relevant
catalog item.

NEW FUNCTIONALITY
Plugin Framework
As part of the process for preparing the Component
Database to become an open source project [2] we developed a plugin framework designed to provide a way of integrating CDB with external systems, and to allow developers
at other facilities to add new functionality to various parts
of the CDB web portal. At the APS, one use of this functionality is to provide an interface that allows users to search a
separate drawing repository, and also to add an item into
CDB by automatically pulling information directly from
this repository. A direct link to the procurement system has
also been added as a plugin.

Custom Views
The Component Database was always a highly customizable system. Users could always modify which object properties are relevant to them and which ones need to be displayed in a given view. Custom views now take this func-

Figure 4: Browse by function page.

Multi-Edit Multi-Create Pages
Managing all of the components for a facility such as
the APS is not a small task. Frequent users of the CDB
requested screen views in which they could create or edit
several items at once (e.g. similar to a spreadsheet). In
response, the multi-edit and multi-create pages were developed which allow several items with their respective properties to be displayed/edited in a table. The user can add other
TUBPA01
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columns for properties that require editing as a group. "Selffilling" of sequential parameters is supported for certain
properties, where the user specifies a prefix, sequence value,
and postfix. Rows of the table are then auto-filled with the
prescribed sequence. The interface of the described functionality is shown in Fig. 5.
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will contain all components and their location for the MBA
accelerator, and the MAARC domain (Measurement and
Analysis Archive) for capturing characterization data and
correlating it to CDB items.
In addition, we are integrating quality assurance properties and flags to ensure consistent tracking of quality control
processes through the fabrication phase of components.
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CONCLUSION
Figure 5: Multi-Edit screen with a few catalog items.

Integration with FRIB Traveler System
Since CDB is the system where all the components for the
upgraded facility will be entered, it is now integrated with
an electronic traveler system from FRIB [3] to aid with performing various procedures on those components. The traveler system is divided into templates and traveler instances.
A template is the definition of what needs to be filled out.
The traveler instance on the other hand is the fillable traveler made from a template for a specific unit to be tested.
In CDB, the engineer would assign traveler templates to a
particular catalog item (as a property of the catalog item).
When items are procured, traveler instances would be created and assigned to each specific unit (as a property of the
inventory item).
The integration between the CDB and the FRIB Traveler
application allows CDB users to perform many actions in
the traveler system without leaving the CDB application.
For example, a user can create a traveler instance from a
template, assign it to an inventory item, get status information, or update details of a traveler instance (such as name,
description, approval of completion of a particular traveler).

FUTURE PLANS
We will take advantage of the new generic schema and
add two new domains: the Machine Design domain that

A significant progress has been made since the original
ICALEPCS 2015 paper [1]; however, there is still a long
way to go in terms of getting the CDB to be a useful tool
for everyone at the APS. The generic database schema has
proven to be very flexible in supporting much of the new
requirements that are gathered from our users.
Since the CDB is now open source and provides a plugin
framework, other organizations can easily start using and
contributing to it. This could result in a valuable collaboration where the CDB would become an even more useful
tool for all organizations that choose to use it.
Based on requests from CDB users at the APS, plenty
of new functionality has been added, which hopefully will
impact even more users. Based on different usages of CDB,
there are still plenty of diverse new requirements to learn
about and implement for our users.
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MONITORING THE NEW ALICE ONLINE-OFFLINE COMPUTING
SYSTEM
A. Wegrzynek*, V. Barroso, CERN, Geneva, Switzerland
G. Vino, INFN, Bari, Italy
for the ALICE Collaboration
Abstract
ALICE (A Large Ion Collider Experiment) is a particle
detector designed to study heavy-ion collisions and the
physics of strongly interacting matter and the quark–gluon
plasma at the CERN LHC (Large Hadron Collider).
ALICE has been successfully collecting physics data
since 2010. Currently, it is in the preparations for a major
upgrade of the computing system, called O2 (Online-Offline) and scheduled to be deployed during Long Shutdown
2 in 2019–2020.
The O2 system will consist of 268 FLPs (First Level Processors) equipped with readout cards and 1500 EPNs
(Event Processing Node) performing data aggregation, calibration, reconstruction and event building. The system
will readout 27 Tb/s of raw data and record tens of PBs of
reconstructed data per year.
To allow an efficient operation of the upgraded experiment, a new Monitoring subsystem will provide a complete
overview of the O2 computing system status, detect performance degradation or component failures. The ALICE O2
Monitoring subsystem will collect and receive up to 600
kHz of metrics. It will consist of a custom monitoring library and a toolset to cover four main functional tasks:
metric collection, metric processing, storage, visualization
and alarming.
This paper describes the Monitoring subsystem architecture and the feature set of the monitoring library. It also
shows the results of multiple benchmarks, essential to ensure that the processing and storage performance requirements are met. In addition, it presents the evaluation of preselected tools for each of the functional tasks, including
Collectd, Apache Flume, Apache Spark, InfluxDB and
Grafana. It concludes by describing the next steps towards
the final subsystem.

INTRODUCTION
The ALICE Experiment
ALICE (A Large Ion Collider Experiment) [1] is a
heavy-ion detector designed to study the physics of
strongly interacting matter (the Quark–Gluon Plasma) at
the CERN Large Hadron Collider (LHC). ALICE consists
of a central barrel and a forward muon spectrometer, allowing for a comprehensive study of hadrons, electrons, muons and photons produced in the collisions of heavy ions.
The ALICE collaboration also has an ambitious physics
program for proton–proton and proton–ion collisions.
After a successful Run 1 ALICE has been taking data in
Run 2 since the beginning of 2015. In the end of 2018 the

LHC will enter into a consolidation phase – Long Shutdown 2. At that time ALICE will start its upgrade to fully
exploit the increase in luminosity.
The upgrade foresees a complete replacement of the current computing systems (Data Acquisition, High-Level
Trigger and Offline) by a single, common O2 (Online-Offline) system.

The ALICE O2 system
The ALICE O2 computing system [2] will allow the recording of Pb–Pb collisions at 50 kHz interaction rate.
Some detectors will be read out continuously, without
physics triggers. Instead of rejecting events the O2 system
will compress the data by online calibration and partial reconstruction.
The first part of this process will be done in dedicated
FPGA cards that receive the raw data from the detectors.
The cards will perform baseline correction, zero suppression, cluster finding and inject the data into the memory of
the FLP (First Level Processors) to create a sub-timeframe.
Then, the data will be distributed over EPNs (Event Processing Node) for aggregation and additional compression.
The O2 facility will consist of 268 FLPs and 1500 EPNs.
Each FLP will be logically connected to each EPN through
high throughput links. The O2 farm will receive data from
the detectors at 27 Tb/s, which after processing will be reduced to 720 Gb/s.

OBJECTIVES DEFINITION
The Monitoring subsystem is part of O2 and provides
comprehensive functionality in metric collection, processing, storage, visualization and alarming as shown in
Fig. 1. Three already short-listed solutions are being evaluated: MonALISA [3], Modular Stack (see MODULAR
STACK section) and Zabbix [4]. This paper aims to provide details and performance measurements of the Modular Stack.

Figure 1: Functional architecture of the Monitoring subsystem.

___________________________________________
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The output metrics are filtered and routed to storage,
real-time dashboard and alarming.

The O² Monitoring subsystem collects three classes of
metrics:
 Application.
 Process.
 System (and infrastructure).
Client side metrics are pushed to the processing and aggregation backend, and then written into permanent storage. Some selected metrics are published for alarming and
real-time visualization. The stored metrics can be browsed
and plotted in the historical record dashboard.

The Storage receives and writes metrics into an historical record. It must support large input metric rates. It accepts queries to retrieve stored metrics. It also provides administration tools to manage its internal parameters.
Given that the O2 Monitoring subsystem will receive gigabytes of metrics daily, storage needs to support archiving
and downsampling – aggregating metrics in time to reduce
their overall size.

System and Infrastructure Monitoring

Visualization

The System monitoring provides probes to various operating system metrics regarding for example:
 CPU.
 Memory.
 Network.
 Storage.
 Hardware status.
It can also query devices such as network switches, routers and power supplies via standardized or generally available protocols to obtain their current status.
System monitoring should be compatible with the
CERN CentOS 7 and support other UNIX based systems
on a best effort basis.

Process Monitoring
The Process monitoring collects performance metrics of
each O2 process such as:
 CPU usage.
 Memory usage.
 Bytes sent and received per network interface.
 Context switches count.
 Open file descriptors count.
It can be implemented either as a library linked to the
process or as an external daemon running on each host.

Application and Metric Collection
The Application metric collection provides an entry
point from O2 processes to the Monitoring subsystem. It
forwards user defined metrics to the processing backend
via connection or connection-less transport protocols.

Metric Aggregation and Processing
The Metric aggregation and processing correlates and
manipulates metrics coming from different origins. The
processing may occur at any step of the monitoring chain,
including the central collector if correlations between
widely different metrics are needed.
The processing task types are the following:
 Data suppression (e.g. for link status, only store transitions on/off and off/on).
 Data enrichment (e.g. add tags).
 Data aggregation (e.g. cumulative metric for all FLPs
of a given detector).
 Data correlation (e.g. detect abnormal situations).

Storage

The visualization dashboards display metrics in form of
plots, gauges, bars and data tables. They can provide views
for different purposes:
 Near-real-time – for shift crews, providing a summary
view of the ongoing ALICE operations; low latency is
of extreme importance.
 Historical record – for experts, allowing for drill down
and detailed views.
Dashboards can easily be accessed on various operating
systems and outside of the ALICE Point 2.

Alarming
The Alarming scans metrics passing through the monitoring system and detects abnormal situations: thresholds
exceeded, value not present or more advanced detector
and/or experiment specific logic.
Two different types of alarming implementations are
possible:
 Late stage alarming – based on historical records by
querying the storage.
 Online alarming – scanning metrics directly during
processing.

REQUIREMENTS
The list of requirements regarding the monitoring subsystem has been established from the information available
in the O2 Technical Design Report [2]. Each solution must
meet the following mandatory requirements:
 Compatible with the O² reference operating system
(currently CERN CentOS 7).
 Well documented.
 Actively maintained and supported by developers.
 Run in isolation when external services and/or connection to outside of ALICE are not available.
 Capable of handling 600 kHz input metric rate.
 Scalable to >> 600 kHz if necessary.
 Handle at least 100 000 sources.
 Introduce latency no higher than 500 ms up to the processing layer, and 1000 ms to the visualization layer.
 Impose low storage size per measurement.
 Aligned with functional architecture specified in OBJECTIVE DEFINITION section:
o System sensors.
o Metric processing.
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o Historical record and near-real-time visualisation.
o Alarming.
o Storage that supports downsampling.
In addition, some optional requirements may positively
influence the final rating:
 Supported by CERN or used in one of the experiments/departments.
 Self-recovery in case of connectivity issues.

MODULAR STACK
The Modular Stack solution aims at fulfilling the requirements specified in the REQUIREMENTS section by
using a set of open source tools. Such approach enables the
possibility of replacing one or more of the selected components in case alternative options provide improved performance or additional functionalities.
The selected component responsible for retrieving system metrics (related to CPU, memory and I/O) is Collectd
[5]. These metrics together with the application defined
metrics require a high-performance collection and multiplexing.
A tool that can cope with such task is Apache Flume [6],
a distributed service that moves large amount of monitoring data from the O2 processes in an efficient way. Flume
supports numerous data formats and also provides an API
to develop custom components [7] for extra functionality:
 Source – parses received data into Flume events.
 Sink – parses Flume events into any implemented format.
 Interceptor – component attached to a Source that can
modify Flume events.
The connectionless UDP protocol was selected to receive metrics. Contrary to TCP, UDP has no operating system limitation regarding the number of sources.
Flume accomplishes simple processing tasks (e.g. data
suppression and data enrichment) while the more complex
computing is executed by Apache Spark [8], “a fast and
general-purpose engine for large-scale data processing”.
As a next step the metrics are pushed to an InfluxDB database [9] which is optimized to store time series data
points. It also provides high performing writing, “expressive SQL-like query language tailored to easily query-aggregated data” and low disk occupancy per measurement –
three bytes for non-string values. The InfluxDB engine
supports downsampling via Retention Policy and Continuous Queries. The combination of these two features requires only the time resolution and time period to be specified (e.g. store 1 data point per 30 seconds for data not
older than 30 days).
Grafana [10] has been chosen as data visualisation tool.
It supports both real-time and historical record dashboards.
It can also generate alarms based on values coming from
the database.
Riemann [11] is used as the main alarming tool. It inspects metrics on the fly and generates notifications when
undesired behaviour is detected.
The selected tools work without the need for external
services or internet connectivity. They provide extensive
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user and developer documentation. They are also compatible with most of the UNIX based operating systems, including CERN CentOS 7.
All Modular Stack tools are being used in production by
the CERN IT team to monitor data centres and develop experiment dashboards [12]. This ensures that an increasing
number of teams at CERN will gain the experience in
working with these tools and provide potentially valuable
feedback for the final O2 Monitoring.

MONITORING LIBRARY
2

The O Monitoring library [13] covers two tasks: process
monitoring and application metric collection. The library
can transport values as integers, floating point numbers,
strings and long integers. It supports multiple server side
backends:
 MonALISA (UDP via ApMon library).
 InfluxDB (UDP and HTTP).
 Flume (UDP and HTTP).
 O2 Logging (custom protocol).
 Zabbix (Zabbix protocol).
The library allows gathering process related metrics such
as: uptime, CPU and memory utilization, bytes sent and received per interface. It features calculations of derived values such as rate and average. It also allows appending a
metric with metadata (tags) and send multiple values in a
single transaction.

RISK ASSESSMENT
The Modular Stack requires maintaining multiple tools
and therefore compatibility between them. This results in
higher system complexity and necessity to acquire
knowledge on all the components. In case one of the selected tools breaks backward compatibility, becomes obsolete or its maintenance or support is dropped, the system
might need to be adjusted or even redesigned. On the other
hand, only standardized protocols are used for the communication which can facilitate any future migration.
There is also the possibility that newly introduced features will require the purchasing of a subscription or license.

PERFORMANCE TESTS
Test Specification
One of the mandatory requirements is the capability of
handling 600 kHz of metric points coming from 100 000
sources. This requirement should be verified under the following test scenarios:
 No processing – sending data directly to the storage.
 With processing:
o Pass-through – forward metric to the storage.
o Edit a metric – modify one of field of the metric.
o Aggregation – aggregate metrics of the same
origin and type coming in a predefined time period
and calculate the average (simulate aggregation of
values coming from different detectors).
TUBPA02
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For each scenario, the following parameters should be
measured:
 Maximum metric and transaction rate that processing
and storage can cope with; it can also be presented as
% of successfully processed/stored metrics as a function of overall input metric rate.
 Latency between collecting (benchmark application
timestamp) and displaying a metric (when we can see
it).
 Latency between collecting and processing a metric
(when we can act on it).
 Identify what is the limiting factor (e.g. CPU, memory,
network etc.).
The tests should be launched in the reference set-up that
consists of three machines equipped with Intel E5-2640 v3,
40 GbE and SSD drives.

Test procedure
The test procedure is semi-automatized and allowing for
a test to be quickly repeated in any of the configurations.
The benchmark is based on the O2 Monitoring library and
can be deployed and controlled via Ansible [14]. Flume
publishes counters of sources and sinks which are available
as JSON formatted strings via the internal HTTP server.
Custom made scripts read out the Flume counters, probe
InfluxDB to reveal the number of successfully stored metrics and write these values in the dedicated database. Eventually all statistics are displayed with Grafana.
The latency was measured by passing a metric through
the system and inserting a timestamp at each step. A script
transforms these values into histograms that can be easily
viewed in Grafana. To handle the clock synchronization issue, the benchmark and the storage were started on the
same machine.
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Configuration 1 – Benchmark to Flume
Configuration 1, as shown in Fig. 2, includes benchmark
application sending metrics to a Flume custom UDP source
and then having a null sink dropping them.
Benchmark
Benchmark

UDP

Apache
Flume

…

Figure 2: Benchmark to Flume configuration.
In this simplified configuration the impact of the
NUMA, the network card interrupts and UDP socket count
was measured. In addition, a test with a custom timestamp
interceptor that extends each metric with the current
timestamp was made.
Table 1: Metric Rate with Different NUMA and Flume
Configurations
Number of
UDP
sources

Flume interceptor

NUMA node

Metric rate
[kHz]

1

-

0 (interrupts)
0 (no interrupts)
1

46
121
112

1

timestamp

0 (no interrupts)

106

As mentioned in the Performance notice subsection,
Flume running on the same core as NIC interrupts could
handle rates two and a half times lower than running them
on a separate CPU, what can be observed in the first two
rows of Table 1.
The introduction of the Flume timestamp interceptor degrades metric rate by roughly 10%.

Performance notice
The Linux kernel uses interrupts to process UDP packets
coming from NIC (Network Interface Controller). When
dealing with high packet rate the application running on the
same core as these interrupts suffers a decrease in performance because of the large number of context switches.
The
Linux
scheduler
(CentOS
7,
3.10.0514.26.2.el7.x86_64) tends to move processes and threads
between CPU cores to optimize their usage but does not
take into account the influence of network interrupts. During the tests, the benchmark application was moved between CPUs. As some of them were handling interrupts,
periodical performance drops were observed.
Summarising, it is crucial to choose separate CPU cores
for the network interrupts and the application itself but
keeping in mind to stay on the same NUMA (Non-uniform
memory access) node to avoid inter-CPU bus penalty.

Metric rate
The Modular Stack was tested in four different configurations to fully understand the impact of each additional component.

600

Metric rate [kHz]
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400

200

0
1

3

5

7

9

Flume UDP source count

Figure 3: Metric rate as a function of the Flume UDP
sources.
As each Flume component (e.g. source or sink) runs in a
single thread, it is limited by the performance of a CPU
core. Therefore, increasing the number of components provides an almost linear performance increase until the NIC
receiving limitation is hit – see Figure 3. The required 600
kHz rate was reached using a single instance of Flume with
7 UDP sources.
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In addition, Flume (as well as InfluxDB) can handle
multiple metrics per single UDP packet (or so-called measurement). The Figure 4 shows metric and transaction rate
as a function of the metrics per measurement for 1 UDP
source. This parameter also scales linearly, therefore the final system may require less UDP sources than initially estimated.
Metric rate

600

Transaction rate

Metric rate [kHz]

500
400
300
200
100
0
1

3

5

7

Metrics per measurement

in the number of listeners did not have any major impact
on the results. As expected, a sharp drop is observed for
higher rates.
The SSD setup behaves differently. The percentage of
stored metrics decreases slowly, which is not yet fully understood. At 300 kHz rate 1% of the metrics are lost and
5% at 480 kHz.
Configuration 3 – Benchmark-Flume-InfluxDB
The chain Benchmark-Flume-InfluxDB (see Fig. 7) was
tested using multiple metric streams and SSD disks only.
Each metric stream consists of a dedicated Flume source,
sink and InfluxDB listener. All listeners ran on the same
database instance. The impact of the interceptor was also
taken into account. Four streams provided 400 kHz rate
with acceptable metric loss – the results are presented in
Fig. 8. Increasing the number of streams resulted in significant metric drop. The measured value is lower than the
specified 600 kHz, although it should be sufficient as not
all the metrics need to be stored in the database (e.g. many
metrics will be dropped due to data suppression) .

Figure 4: Metric and transaction rate as function of number
of metrics per measurement.

Benchmark
Benchmark

Configuration 2 - Benchmark to InfluxDB

3xUDP/SSD

100

% of successfully stored metrics

UDP

InfluxDB

Metric rate with interceptors
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The configuration shown in Fig. 5 consists of benchmark
application sending metrics directly to the database and has
been used to estimate the writing capability of the InfluxDB engine. Figure 6 presents the percentage of successfully stored metrics as a function of the metric rate in
three different configurations:
 1 UDP listener / HDD drive.
 3 UDP listeners / HDD drive.
 3 UDP listeners / SSD drive.
1xUDP/HDD

Apache
Flume

Figure 7: Benchmark through Flume to InfluxDB configuration.

UDP InfluxDB

Figure 5: Benchmark to InfluxDB configuration.
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…
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Figure 8: Metric rate as a function of data streams
Configuration 4 – final configuration (no alarming)
The final configuration accommodates, in addition to
Configuration 3, Apache Spark applying the batch processing (see Fig. 9). For the purpose of the tests Spark either passed the values with no modifications or applied average algorithm over 1000 milliseconds period of time.
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Benchmark
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Benchmark

0
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Figure 6: Percentage of stored metrics as a function of metric rate.
The HDD setup reached 142 kHz with a single UDP listener and 216 kHz with 3 UDP listeners. Further increase

UDP

Apache
Flume

avro

Apache
Spark

UDP

InfluxDB

…

Figure 9: Full Modular stack configuration.
The measured metric rates that the single Spark instance
could cope with are:
 207 kHz in pass through mode.
 180 kHz in batch processing with average value algorithm.
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Latency

FUTURE WORK

The latency measurements were executed in Configuration 3 (Benchmark-Flume-InfluxDB). The visualisation
was not part of the measurement as real-time updates has
not been implemented yet in Grafana (it relies on the metrics from the database). The Figure 10 shows the latency
histogram for around 2000 metrics. Most of them were
transmitted through the system within 5 s.

Number of metrics
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To complete the Modular Stack latency measurements,
additional tests are foreseen to be performed with:
 Visualisation layer.
 Spark with real case processing scenario.
The evaluation and performance tests of Zabbix and MonALISA are ongoing and will be available soon. Once this
is done, all considered solutions will be compared and the
final selection decision will be taken.
Another future step is the collaboration with other subsystems and detectors to identify processing scenarios and
efficiently implement them into the processing unit.
Finally, it is necessary to design an alarming feedback
loop that can autonomously take a decision and pass it to
the control subsystem when an abnormal but predefined
conditions occur.
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Latency [ms]

Figure 10: Latency histogram – Benchmark to InfluxDB
via Flume.

CONCLUSIONS
The evaluation and results presented in this paper confirm that the Modular Stack is capable of monitoring the
future O2 farm.
The Modular Stack satisfies all functional requirements
of metric collection, processing, storage, visualisation and
alarming. It is also well documented and supported. It can
run in isolation and it is extensively used in other CERN
departments and in industry.
The required metric rate of 600 kHz was reached with a
single instance of Flume. In addition, a single InfluxDB
database was able to store 400 kHz of metrics with an acceptable data loss.
As the monitoring chain uses connectionless UDP protocol, it allows handling large number of sources and imposes low latency (less than 1 ms) from metric generation
to the storage.
The major identified risk is a potential need to replace
one of the tools. As explained, this risk is acceptable as the
migration requires the new component to support clearly
identified and standardized protocols.
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Abstract
For a reliable accelerator operation, it is essential to
have a centralized data-handling scheme, such as unique
equipment IDs, archived and online data from sensors,
and operation points and calibration parameters for restoration upon a change in operation mode. Since 1996,
when SPring-8 began operation, a database system has
been utilized for this role. However, as time has passed,
the original design has become outmoded, and new features equipped upon request have increased the maintenance costs. For example, through the start of SACLA in
2010, we introduced a new data format for shot-by-shot
synchronized data. In addition, the numbers of tables
storing operation points and calibrations have increased
with various formats. Facing project upgrades on-site, it is
now time to overhaul the entire scheme. In this project,
SACLA will be a high-quality injector for a new storage
ring while in operation as the XFEL user machine. To
handle multiple shot-by-shot operation patterns, we plan
to introduce a new scheme wherein multiple tables inherit
common parent table information. In this paper, we report
a database design for a project upgrade and the transition
status.

INTRODUCTION
The SPring-8 complex has been leading the synchrotron radiation community for almost two decades. SACLA [1], the XFEL facility, has been in operation since
2010, and SXFEL beamline [2] as a soft X-ray source has
recently been added.
To help the community evolve, a project upgrade
(SPring-8-II project) is under way, in which the oldest
SPring-8 storage ring (SR) will be rebuilt into a fourthgeneration X-ray source of a low-emittance beam in the
early 2020s [3][4]. With this project, SACLA has been
given an additional role as an injector into the new SR
with its high-quality beam. Omitting the existing linac
and 8-GeV booster synchrotron will also contribute to
energy saving.
In terms of the control system, a large-scale overhaul
for the SPring-8-II project is needed [5]. Currently, local
evolutions exist in SPring-8 and SACLA, and in SPring-8
in particular, which has a long operation history, patches
and roundabouts have accumulated.
This paper focuses on the database aspect. The rest of
the paper is organized as follows. First, we describe the
role of the database system at the site. Then, for the two
main topics, a log database and parameter database, we

describe the current status and its problem, followed by
the new scheme we plan to replace it with. Before concluding, we show a transition strategy for the running
facility. The SXFEL accelerator complex was selected as
the first migration test location this summer.

DATABASE OF SACLA/SPRING-8
From the early design stage of the site, the database
was set as the core technology of the control system [6].
The role of a database can be divided to three parts. First,
the log database stores time-series data that are sent from
each subsystem. Log data are mostly point signals, although some 1D and 2D data are also included. Next, the
parameter database provides an intermediate location
between applications. An example is the alarm system
where a monitoring process goes around log data and
keep the judges in the database, and a display process
responds to them. The final part is used for management.
For example, it manages the signal names and corresponding information.

LOG DATABASE
Current Scheme
There are three different systems currently running at
this site in terms of data logging. Figure 1 shows a schematic of these systems.

Figure 1: Current log data streams.
Type 1 [7]:
Data are stored in a NoSQL database (Cassandra). Multiple writer processes are connected to the NoSQL database, and all frontend equipment send data through the
streamer. The connection between the equipment and
streamer is based on ZeroMQ PUSH/PULL mode. To
help with quick access to the data, an in-memory database
(Redis) is running to keep the most recent data.

___________________________________________
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Type 2 [6]:
Data are stored in two stages of relational databases
(RDBs) (Sybase). The second stage is for archiving after a
decimation process reducing the data volume. Several
processes collecting data (CCs) are connected to the first
stage RDB. A CC and other equipment communicate
using the RPC protocol.
Type 3 [8]:
This type is utilized in combination with Type 2. Here,
the first stage is another RDB (MySQL). Frontend
equipment is connected to the database using the MySQL
C API, and sends data individually. This was introduced
to handle 60 Hz shot-by-shot data. The second archiving
stage is the same as Type 2.
Table 1: The Volume of Online Log Data for Each Type.
The Data Acquisition Rate in Type 3 Shown Here is the
Maximum Case. “SXFEL” in the Table Indicates the
Accelerator for SXFEL Beamline.
System
Type #signals
Cycle (s)
Rate
max, min
kHz
SPring-8
1
30000
60, 1
9.0
SACLA
2
57000
60, 1
18.9
SACLA
3
1900
1/60, 1/60
114
SXFEL
2
4600
60, 1
1.6
SXFEL
3
160
1/60,1/60
9.6

Concept of the Next Scheme
Clearly, it is not an ideal situation to maintain multiple
systems, especially when we plan to use SACLA as an
injector to the next SPring-8-II storage ring.
None of these systems is superior to any other, nor can
they cover future demand without an upgrade. We decided
to build a new system based on experience. Figure 2
shows a schematic view of the future logging system.
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crease in the number of signals. However, compared to a
Type 1 system, we sacrifice flexibility in the choice of the
frontend. If the demand for a new frontend platform arises,
it will be necessary to build a new database handler fit to
it. Thus far, Solaris and Ubuntu are available. Herein, the
Redis online system in Type 1 for quick access to the
most recent values is also omitted for simplicity. Instead,
another database area is prepared on the same Cassandra
to keep the most recent values of all signals. Because such
recent data are mostly on Cassandra’s caching stage in
memory (called a memtable), the access speed is proved
to be sufficient for a fast scanning purpose, such as an
alarm system. However, there is the potential that we
may reconsider such an in-memory database to deal with
an intelligent on-the-fly analysis.
The next and final destination is archive storage. The
archiving process is planned to skim data points and reduce the volume by about a factor 200 for 60 Hz data, or
a factor 5 for normal polling data.

Storage Format
Table 2 summarizes the role of each database in the new
system.
The Cassandra system stores data for at least one term of
accelerator operation (~1/3 of a year). Because Cassandra
or a NoSQL database in general has only minimum features for accessing data, an online area is prepared, in
addition to the main storage area. The data in the online
area are referenced to obtain the latest values, and an
entry per day for each signal is used as an index to search
the main area for a long period of multiple days.
The archive database used is MariaDB. Background
processes skim the data in the first stage and put them into
the archive. To save storage space, up to 60 consecutive
data points are packed. The number here is a compromise
between the packing factor and the access speed for the
probable search period.
Table 2: The Role of Each Database
Online / index use
DB
Contents
Key unit
Role
1st stage
DB
Contents
Key unit
Role

Figure 2: New logging system.
With this system, frontend equipment communicates
with the management database directly and knows what
log data and with what cycle to be taken, as opposed to
the current system, which utilizes an intermediate text file.
These frontends connect to a NoSQL database (Cassandra). This scheme allows us an easy scaling for an in-

Archive
DB
Contents
Unit
Role

Cassandra 2.x (replication factor = 3)
Signal_id, time, (event#), Vlatest
Date+signal_id
Keep the latest value of each signal. An
index of date where data written.
Cassandra 2.x (replication factor = 3)
Signal_id, time, (event#), V
Date+signal_id
Store data for one term (~1/3 year).
Managed by monthly unit.
MariaDB 10.1.x
Signal_id, time, (event#), [[Δt, V],…]
1 signal/table
Store archive data after skimming.
Data packed by up to 60 points.
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Access to Data
Some basic access such as browsing time-series data, or
plotting signals to see a correlation, can be achieved on a
web browser. A set of CGI functions was written in Python.
A database access library written in C is also provided
for dedicated analyses. Example applications include
GUIs for various operations.
The sources are under librarian control, and thus the
database is protected from dangerous operations.

PARAMETER DATABASE
There are various occasions for keeping and retrieving
variables. Herein, we describe items other than an alarm
system, including the calibration parameters of different
equipment, the DAC setting of magnet currents, and results of geometry survey. These demands can be summarized as having common features. The goal of the parameter database scheme is to build a platform to store variables in a standardized format. The design includes RDB
tables and access functions.

Problems in the Current Scheme
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between groups, we can store them in different groups
separately, and load them together.
4. We realized that it is not practical to allow all parameters to belong to “eqip_id,” which is a unique identification number of the equipment. To allow the use of
different ID numbers, we set the management method
to handle the ID numbers and the relation between
two IDs.

Design
For these requirements, we designed a standardized platform. Figure 3 describes the concept of this parameter set
operation scheme. Management tables take care of the
parameter set groups, types of ID numbers, and their
relations. Groups can be associated, and versions are kept
in one place. Each group has a storage space where the
values are kept with the ID number and key. The users
access the workspace.
A set of data tables is assigned to each group. We took
this structure because, with one big data table design, the
access speed may suffer and some disastrous operations
affecting all data may occur.

There has been no movement to formulate the usage of
this parameter treatment. Over a long operation history,
every time a new request arises, a new RDB table is created and the corresponding access functions are made. As
a result, ~50 types of RDB tables and ~250 access functions have been accumulated. This situation increases the
maintenance costs. To make matters worse, the reluctance
to add another form, and few chances to update a largesize library, allow users to take an ad hoc approach,
which leads to additional mess and personalization problems.

Requirements
From an assessment of the use cases, we narrowed
down the usage to the following key features.
1. group management
2. version management
3. parent and child groups
4. access to identification (ID) number and relation
between IDs
1. To limit the number of functions handling the data, a
common structure is applied to the data tables. Group
management is used to point to a proper set of RDB
tables.
2. One of the main reasons to use a database is to keep a
record of the updates and restore a past record upon
request. This requires a rule to tag a set of values at a
certain time with the version number and an associated comment.
3. There are cases in which sets of parameters are all in
the same category, but the frequencies of the updates
are significantly different. By defining a tree relation

Figure 3: Structure of parameter set on RDB. “p-c version” maintains the relation between the parent and child
groups. Applications access to the work space and a set of
values is saved to, or loaded from the store space.

Items not Covered
However, we gave up several features and allowed them
to be taken care of in the upper layer.
1. Handling a combination key.
2. A mechanism to prevent building a triangle relation
between IDs.
3. A safety mechanism to prevent a loop in the parentchild relation.
4. Speed.
Regarding point #4, compared to a custom-made table
and function pair, this scheme with key-value type storage
and some management tables requires more steps to obtain the same data. However, because most cases using
this system are for record tracking of operations, it is rare
for very fast responses to be required.
TUBPA03
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Parent-child Group Inheritance Scheme
Because we plan to use SACLA in multi-mode operation
where on-demand injection to SR is required while delivering multiple XFEL beamlines, RF components and
pulse magnets should be programmed for each 60 Hz
bunch cycle. For this type of situation, a feature of a parent-child group inheritance scheme is implemented herein.
Figure 4 shows the concept of this scheme. The parent
group (p) stores the common settings in all operation
modes. The children (e.g., c1 for beamline-1, and c2 for
beamline-2) keep uncommon keys. When users access the
data through a child group, there is no need to be aware of
which values belong to the parent. Changes applied to
common keys are stored in the parent group, and are reflected properly to other child groups.

Figure 5: Design of SP8 SR magnet operation. Three
boxes correspond to three different IDs. They are connected with id-id relation tables.

Wrapper Functions
It is impractical to build an entire system from scratch
because we already have a large number of running applications with 20 years of operation. The method that
should be applied to migrate the current system is shown
in Fig. 6. Wrapper functions for the existing access functions directly connected to various database tables will
take care the changes to the database scheme. In addition,
some complicated functions for reading intermediate text
files, or files with hard-coded values, will be cleaned up.

Figure 4: Concept of parent-child inheritance scheme.
When a parent-child relation is set using inheritance
mode, users accessing a child group do not need to be
aware of the common part. Changes are properly reflected
to another child group.

Application to SP8 SR Magnet Operation
We have started to rearrange the current parameter
treatment. Figure 5 shows the design of a magnet operation. There are three categories under the corresponding
IDs, and two id-id connections are defined. For the seriesmagnets, multiple element_ids are associated with a single eqip_id corresponding to the power supply.

TRANSITION PLAN
Requirement
Because the complex at the site is an operating facility,
a blackout period for the upgrade has to be minimized.
Because much of the blackout period should be assigned
to the physical construction, the control system including
the database operation described in this paper needs to be
ready ahead of the currently expected period of the early
2020s.

Figure 6: Migration of the current applications. Wrapper
functions take care of the changes to the database scheme.

Accelerator for SXFEL Beamline in 2017
Because the size of the SXFEL accelerator is compact
and the accelerator is rather independent, we chose it as
the first target of the transition.
We took advantage of a week-long shutdown in May for
a pilot test. Several VME frontends were replaced using
the new data acquisition process, and several operation
applications were tested. About 40% of all log data and
one-half of the operation applications were tested.
This summer, the entire control system of the SXFEL
accelerator was replaced. Along with other summer con-
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struction activities, and with the need of a restoring point,
dedicated planning is required.
As of now, the system is operating under the new control
scheme. Figure 7 shows the log data accumulation that
has occurred since September. The machine and software
specifications are provided in the Appendix.

Figure 7: Log data accumulation using the new system
on the SXFEL accelerator. A total of 18 nodes of the
Cassandra database server are shown on top of each other.
Inset: Archived data accumulation after data reduction.
Additional data points from the SPring-8 SR trial before
September 13 are included.

CONCLUSION
Toward fulfilling the SPring-8-II upgrade plan, we started the design of an accelerator control system. In the
upgrade project, the new storage ring and SACLA will be
operated synchronously. Although the current scheme had
supported operations for almost two decades, we decided
it was better to overhaul it for many reasons.
In 2017, the control system of the SXFEL accelerator
was successfully replaced with the new scheme as the
first application.

APPENDIX
Hardware and Software Specifications for
SXFEL Accelerator
Table 3 shows the specifications of the databases used in
the SXFEL accelerator control system. We plan to improve the redundancy of the scheme at a later date.
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Table 3 Specifications of the SXFEL system in 2017
Online / index use / 1st stage
H/W
HPCT R324s (*18 nodes)
CPU
Intel(R) Xeon(R) CPU E3-1241 v3
@ 3.50GHz
2core×HT
Memory
32GB
Storage
SSD 1TB
OS
CentOS7.2
DB
Cassandra 2.2.x
Parameter / Archive
H/W
Dell Power Edge R530
CPU
Intel(R) Xeon(R) CPU E5-2640 v4
@ 2.40GHz
10core×2socket×HT
Memory
128GB
storage
SSD1.2TBx6 (RAID1)
OS
Redhat 6.8
DB
MariaDB 10.1.x

REFERENCES
[1] T. Ishikawa et al., “A compact X-ray free-electron
laser emitting in the sub-ångstrӧm region,” Nature
Photonics 6 (2012) 540.
[2] K.Togawa et al., “A soft X-Ray-Free-Electron Laser Beamline of SACLA,” in Proc. IPAC’17, Copenhagen, Denmark, 2017.
[3] H. Tanaka et al., “SPring-8 Up-grade Project,” in
Proc. IPAC’16, Busan, Korea, 2016.
[4] SPring-8-II Conceptual Design Report (2014).
http://rsc.riken.jp/pdf/SPring-8-II.pdf

[5] T.Fukui et al., “Status of the Control System for the
SACLA/SPring-8 Accelerator Complex,” in Proc.
ICALEPCS’17, Barcelona, Spain, 2017.
[6] R.Tanaka et al., “The First Operation of Control
System at the SPring-8 Storage Ring”, in Proc.
ICALEPCS’97, Beijing, China, 1997.
[7] A. Yamashita, M.Kago, “MADOCA II Data Logging System Using NOSQL Database For SPring-8”,
in Proc. ICALEPCS’15, Melbourne, Australia, 2015.
[8] M. Yamaga et al., “Event-Synchronized DataAcquisition System for SPring-8 XFEL,” in Proc.
ICALEPCS’09, Kobe, Japan, 2009.

TUBPA03
Data Management and Processing

205

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUBPA04

THE MAX IV LABORATORY SCIENTIFIC DATA MANAGEMENT
V. Hardion, A. Barsek, F. Bolmsten, Y. Cerenius, F. Hennies,
K. Larsson, D. Spruce, J. Brudvik, Z. Matej
MAX IV Laboratory, Lund University, Lund, Sweden
Abstract
The Scientiﬁc Data Management is a key aspect of the IT
system of a user research facility like the MAX IV Laboratory. By deﬁnition, this system handles data produced by the
experimental user of such a facility. It could be perceived
as easy as using an external hard drive to store the experimental data to carry back to the home institute for analysis.
But on the other hand the "data" can be seen as more than
just a ﬁle in a directory and the "management" not only a
copy operation. Simplicity and a good User Experience vs
security/authentication and reliability are among the main
challenges of this project along with all the mindset changes.
This article will explain all the concepts and the basic rollout of the system at the MAX IV Laboratory for the ﬁrst
users and the features anticipated in the future (Fig. 1).

trust in using portable physical disks as a way of transferring
data which makes it virtually untrackable once it leaves the
facility. In addition, the new high data volume experiments
are too much data for this method to be feasible.

DO RESEARCHERS NEED SUPPORT TO
MANAGE THEIR DATA?
In short yes, there is a growing consensus spanning the
European commission, research infrastructures, higher education and research groups that services need to be improved
for researchers. While being owners of the data, they are
not able to dedicate enough focus to data management while
the amount of data generated is rapidly growing. Within
facilities such as MAX IV Laboratory, the handling of users
is split into many groups which handle diﬀerent parts of
the workﬂow. This results in visiting researchers needing to
access many internal tools and systems as they follow the
facility experimental visit workﬂow from proposing to do
an experiment, planning a visit, following safety procedures
and using the beam line computer systems, data storage and
computation and ﬁnally obtaining data and results. Without any internal integration of these systems, the user is
normally obliged to carry information (login details, experimental context and history of the events) between diﬀerent
systems, in their heads, on paper or in their own electronic
log formats. They must try to keep a track of the relevant
information needed at each step and be able to take what is
needed away from the facility. The Scientiﬁc Data Management (SDM) is designed to create links across all systems
which permits each component to dialogue information without the researcher having to do it. The result is that each
system can implement a smoother, less detailed workﬂow,
increasing eﬀectiveness while more easily allowing more
complexity to be added, such as meta-data acquisition during
the experiment, automated data processing workﬂows and
even automated migration to destined remote data centres.
It is important that the SDM workﬂows appear simple and
reliable to build trust in using them, instead of the current

Figure 1: The MAX IV imaging concept. [1]

SCIENTIFIC DATA MANAGEMENT
History
The project started in 2013 with a White Paper trying to
describe the need for managing the data at the new MAX IV
Laboratory. This was distributed for feedback, both internally and at the MAX-lab 2013 user meeting. In order to
address the resource issue, including both hardware and
personel, a collaboration was initiated with Lund University Centre for Scientiﬁc Computing (LUNARC [2]) after
a meeting with representatives from the Swedish National
Infrastructure for Computing (SNIC [3]).
To verify the content of the White Paper, a prototype
project was launched in early 2014 and was ﬁnished by summer the same year. The prototype tried to address all aspects
and provide more information for the continuation of the
project. In particular, it provided valuable insight in terms
of technical requirements, staﬃng needs and hardware costs.
The prototype report has been published in 2016 [4]. In late
summer 2014, MAX IV was asked by SNIC (on behalf of
the the Swedish Research Council (VR)) to provide a report
on our future e-infrastrucutre needs. Using the information
from the prototype project and with new estimates from the
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beamline projects, a report was submitted and published by
VR mid 2015 [5].
One topic that has inﬂuenced the project is the Data Policy.
This document governs the Scientiﬁc Data Management
project in terms of what services to provide and how they
shall be used. The ﬁrst draft policy was made during the
prototyping project and was then presented to the MAX IV
Group Managers, Directors and Board. A workshop with
MAX IV management was held in January 2015 ﬁnalising
the draft policy taking into account the MAX IV budget and
the Open Access guidelines from VR. This draft policy was
included in a MAX IV Data Plan and submitted to VR in
September 2015 for feedback.

Data Policy
The MAX IV Data Policy [6] deﬁnes the responsibility
of MAX IV and its users pertaining to the data collected at
MAX IV. In terms of ownership, it is the Principal Investigator (PI) of the experiment who owns the data and is responsible for long term archiving and Open Access. MAX IV will
retain the data on it’s own storage for 3 months, to facilitate
the safe transfer of data to the PI’s home institute. MAX IV
will provide the means and expertise to assess and reduce
the collected data as a part of the user service. The MAX IV
Data Policy will comply with Swedish intellectual property
rights and try to contribute to the challenge of Open Data Access. An important aspect is capturing meta-data connected
to an experiment and making it available to the PI.
If any MAX IV Laboratory data policy is implemented,
there will be no clear ownership and responsibility for data
collected at MAX IV. The eﬀects of not funding of the
MAX IV data plan means that there can be no preparation
for long term archiving and open access. It would be much
more diﬃcult and costly to do this at a later stage while in the
mean time various user groups may have spent part of their
funding money on their own local solutions. Furthermore,
the new beam lines will not have access to the required einfrastructure and will not be able to collect data where the
full potential of MAX IV is used.

Scope
The Scientiﬁc Data Management is a key component of
MAX IV Laboratory. The scope is to establish a common
infrastructure for collecting, accessing and analyse data collected at the MAX IV beamlines, including:
• Hardware for storing data (storage cluster).
• Hardware for analysis (computing cluster).
• Analysis environment - a desktop solution running on
top of the hardware. It has remote access and an enviroment for installing and manage all software.
• Central user authentication and authorisation service,
to be used by all services including the ones out if scope
(see below).
• Data access (e.g. SFTP, Web portal, etc).
The initial budget aims only for data generation although
an important part of the complete solution concerns the all
lifecycle, in particular:
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• The User Oﬃce - not included in the initial scope however has to be integrated in the SDM solution since it
will be responsible for the user account management.
• Scientiﬁc analysis software - the SDM project will only
deliver a platform where analysis software can be installed, it does not include the actual software.
• Data acquisition software - may be diﬀerent in every
beamline and the SDM project will provide the necessary connections so that the data acquisition software
can acquire and store data at the right place and with
the correct permissions.

Project Management
The implementation of the SDM is under the responsibility of the all group of Control and IT infrastructure (KITS).
The main stakeholders are the User Oﬃce and the beamlines staﬀ. However collaboration with other stakeholders is
important, this includes user oﬃce, scientiﬁc division, experimental stations, universities, LUNARC, SNIC, SUNET, respective non-Swedish institutions providing e-infrastructure
for experimental stations funded in MAX IV, user community and other light sources.

Second MAX IV Beamline Prototype
This project started in November 2015 and the objective
was to create a generic beamline setup integrated with all
the services within the SDM project. Team members from
Controls, IT infrastructure and Information Management
have been participating in this. The beamline prototype
helped us to identify the basic components and design an
architecture for the MAX IV SDM.

ARCHITECTURE
With only the focus on the data generation we can identify
three use cases to deﬁne the architecture:
• The proposal users can execute a data collection from
the beamline.
• The data are stored in the proposal storage.
• The proposal user can retrieve the proposal data.
The relationship between the data and the experimenter is the
main recurrent "theme" thus the importance to keep track of
the "participant" of the experiment during the whole beamtime. It covers technically the proposal approval process, the
experimentation in the beam lines, the data collection and
on-line data processing and the data portal. As the source
of the accepted proposal is given by the Digital User Oﬃce
(DUO), it is full part of this architecture.

Directory
The user directory is the principal component of the architecture in order to have a single point of truth in the system regarding authentication and authorization. Microsoft Active
Directory have been chosen mainly to keep the compatibility
with the Microsoft Windows OS, although Linux represents
more than 90% of the Control System infrastructure, in order
to be compatible with the detector coming with Windows
TUBPA04
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Figure 2: The architecture of the SDM system showing all components involved. The arrows give the consumer of the
information data
controller or control/analysis software. Fortunately it comes
with an LDAP implementation as the main communication
channel for the SDM component (software and OS). The
Fig. 2 make visible the centrality of the directory in the
system.

User Office
The User Oﬃce software is the main source of information
regarding the users of the facility as well as the proposals and
the visits (beam shift associated with users in this system).
The choice of the DUO program made by PSI has been
approved after a test period while the old/previous MAX-lab
facility was operating. The SOAP API coming by default
has been replaced by a simple REST API allowing to access
all the structure of the database. This development was
done during the process of adaption to the MAX IV user
management.
A cron job crawling the DUO database runs continuously
to supply the Active Directory with groups and users associated with the accepted proposals. In order to increase the
security of the system this job runs only against an intranet
version of DUO which by the way allows only the MAX IV
staﬀ to accept the proposals.

Central Storage
Our current strategy of data management is "ﬁle oriented"
thus the central storage is a critical component. Not only
it has the responsibility to store the data in a secured and
reliable way but it has to distribute the data between all the
producers and consumers of the system e.g between the detector controller and the compute cluster. A ﬁrst central
storage system, so called "Bulk storage" has been installed
for the ﬁrst beamlines and was operational as a main central

storage in 2016–2017. Its main role consists of the online
data storage i.e write/read of data during the beam time
while secondary to keep the data for 3 months. This storage
was replaced recently by a high performance ﬂash-based
IBM Spectrum Scale system. The storage cluster is based
on GPFS oﬀering good enough performance for the ﬁrst
experiments in MAX IV with the expert user i.e 1 GB/s
(16 GB/s after upgrade) for the native protocol with a capacity of 200 TB. The client connects with NFS, Samba or
GPFS. The later has been used to connect a buﬀer server to
the Eiger 16M detector in order to oﬄoad the data as soon
as possible. Low level protocol like InﬁniBand can be used
as well within the internal cluster infrastructure.
Another storage cluster is located oﬀ-site in the building of LUNARC computing centre that is part of the Lund
University. The primary role of this site is to provide data
replication and later, secondary for the access to oﬄine computing resource.

Control System Infrastructure
All computer involved in the beamlines and accelerator
operation are connected to the Active Directory in order to
use the OS authentication system. The main network storage
system is mounted at the same location in order to access
the data ﬁle. The structure of the directories allows ﬁne
authorization per beamlines, proposals, visits and group of
users (see Data Model). The Linux system, mainly CentOS 7 and 6, is conﬁgured to use NSCD/NSLCD accessing
Active Directory through LDAP. An attempt has been made
to use SSSD. Apart the complexity of handling the conﬁguration in our conﬁguration management [7] the reliability
and the compatibility with previous version of CentOS 7
was problematic. On the other hand SSSD would allow the
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use of kerberos key for single sign on. By default the data
storage are mounted with the NFS protocol on Linux and
Samba (server side implementation) on Windows. For more
advance usage GPFS can be use to increase the performance
with the counter part to include the computer in the GPFS
system (BioMAX [8]).

Control System Software
The main interface for the users is the workstation located
in the control room where the user interfaces of the control
system is installed. A program allows the user, identiﬁed
by the login of the OS, to choose their proposal/visit to run
their experiments. This action will transmit the necessary
information on the control system in order to save the data
in the correct folder, accessible only by the group of the
current users associated with this proposals/visits. The piece
of software so-called "path-ﬁxer" is a standard Tango device
which is able to validate the current user and proposal against
DUO. Once set correctly it gives to the control system the
path where to store the data. One of its feature allows to
propagate automatically this path to any Tango device which
saves the data on disk e.g. Lima [9], Sardana [10]. Other
software can have the same functionality (MxCube [11]) by
integrating the SDM library.
The prerequisite for an equipment to integrate the SDM
system is to be able to mount NFS or Samba, to connect Active Directory and to run Tango. The system is also compliant with a remote user access required for some experimental
stations (e.g. [8]).

Compute Cluster
The compute cluster is a user single point for experimental
data access, visualization, processing and analysis. The
system is maintained in a close collaboration with LUNARC
and so it is very similar to other Swedish computing centres
even though it is incomparable in its capacity, scaled mainly
for the on-line data processing. However user can be familiar
with slurm workload manager and job scheduler, modular
software installation, OpenMPI protocol for multinode CPU
applications or GPU accelerated frameworks as arrayﬁre [12]
or bohrium [13]. Commercial software utilizing parallel
enviroment as Matlab is available. ThinLinc remote desktop
supports 3D hardware accelerated graphics. The idea is to
keep the analysis environment similar to SNIC sites that
academic users can beneﬁt from the ecosystem even after
the experiment.
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HDF5 is a MAX IV standard data container with NeXus
format convention as an option, preferred where possible.
In the commissioning and initial operation phases an utilization of recent developments from other facilities proved
to be very successful. In particular this is valid for the
SILX [14] - a library of GUI widgets for scientiﬁc data
visualization developed in ESRF. From the in-house developments it is worth to mention the HDF5-web-GUI (Fig. 3),
based on HDF5 Server REST API, javascript, jquery and
popular plotly [15] graphical plotting backend. This is very
suitable for remote visualization of data saved in the native HDF5 format without any need of dedicated desktop
applications installed, mounting of remote ﬁle systems or
transferring raw data to the workstation. In addition mobile
devices are supported. The HDF5-web-GUI is suitable for
detector data acquisition units as well as infrastructure data
portals. Latter beside all thanks to (optional) user-id and
Central Authentication Service integration.

Data Portal/Access
The Data Portal is the front end for the users to access
their data. At MAX IV several possibilities of data access
have been implemented. During the beamtime the users
have access with no other latency than that present in the
data transfer. As a standard the beamline acquisition system
has 10–20 Gbit/s inter-connection to the fast data network
integrated with storage and the compute cluster. The compute cluster, accessible by users via remote desktop, has
Inﬁniband connection to storage while the workstations at
the beamlines have 1 Gbit/s links. All the MAX IV resources
are accessible remotely via VPN.
Data web portal can proﬁt from the HDF5-web-GUI interface for accessing and visualising data from the central
storage, mainly thanks to the data deployment guidelines
described in SDM and the integration with Central Authentication Service and the Active Directory.

Scientific Software
Scientiﬁc software in large scale X-ray light sources is
usually very versatile concerning data access and data formats. However it can still proﬁt from the presence of a
proper SDM concept. For the user the most important is
the availability of robust and eﬀective tools for experimental
data visualization and analysis. These are built on top of the
rich and modular software stack in the computing cluster
and well maintained software distributions in the beamline
workstations. For the developer data formats are crucial.

Figure 3: The HDF5 viewer web application can render data
sets with diﬀerent visualizations.
The Globus network [16] is another service proposed for
the users. Data can be transferred asynchronously between
the source and destination according to the user’s order. This
makes it easy to transfer data to users home institutes compute, storage clusters, desktops or laptops. This choice has
been driven by the user experience from other X-ray light
TUBPA04

Data Management and Processing

209

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUBPA04

Table 2: User Deﬁnition

facilities, straightforward integration with MAX IV systems,
Word-wide spread and popularity of the ecosystem. External access services as Globus again proﬁt from the AD and
DUO integration.

User

Primary
Group

Proposal
Group

Proposal
Group member

External Stakeholders

<proposal>

Visitor

DUO

<user>

Visitor

<maxiv
account>
<beamline>user

Staﬀ

<proposal>group
<proposal>group
no

Staﬀ

no

<beamline>service

Staﬀ

no

The internal MAX IV SDM described mainly here is the
basis for collaboration with external stakeholders that can
take wheel for the access to storage and computing resources
after the user’s experiment. This is in the ﬁrst level the
Lund University computing centre (LUNARC), Swedish
computing infrastructure (SNIC) and relevant institutions
for the other Nordic beam lines (DanMAX, FinEstBEAMS)
in MAX IV. The system currently prototyped for the possible
exchange of data between MAX IV and them is iRODS Open Source Data Management Software [17].

Table 1: Group Deﬁnition
group

member of

Visitor
Staﬀ (MAX-Lab)
<proposal>group

Visitor

<beamline>

<proposal>group

Comment
primary group for
any visitor
primary group for
any MAX IV staﬀ
group all visitors
associated to the
proposal
group all beamline staﬀ, automatically associated
to the <proposal>
group for maintenance purpose

The groups deﬁnition (Table 1) are based on these facts:
• Each user category has its own ID range.
• The same user can be part of several proposals groups.
• The beamline-staff group is a member of each proposal
group.
• The beamline staﬀ people are indirectly part of all proposal groups via their beamline-staff group.
• The beamline technical accounts are indirectly part of
the proposal group via their beamline-staff group.
The user in the directory (Table 2) are based on these
deﬁnition:

<beamline>
<beamline>
can have too
much rights
<beamline>
can have too
much rights
but limited if
no login

DATA MODEL
All the computers and servers included in the SDM deployment should respect this standard model especially the
standard path structure. In case of several mounting points
corresponding to diﬀerent conﬁguration of the ﬁle system
and protocol used, the mounting conﬁguration should be
"/(protocol)/(ﬁleset)/", serving the standard path structure
after "/data" with a local simlink to "/data" from the default
mounting point.

DUO

• <proposal> is a group proposal account, mainly used
to share the same session on the beamline computers.
• <user> is a visitor account, can be used for all case
and to read the data outside of the beamline.
• <maxiv account> is a staﬀ account, can be used for own
research, commissioning, maintenance of the visitor
data.
• <beamline>-user is a generic beamline account,
mainly used to share the same session on the beamline computers for the staﬀ.
• <beamline>-service is a generic beamline account
without login, mainly used by the software which create
the data ﬁles; daemon service not intended to open a
session.
Table 3: Ownership and Access
path

/data/type

owner root
group root
posix 2755
static

/beamline

/proposal

/visit/raw

beamlineservices
beamlinestaﬀ
2775
or 2755
static

beamlineservices
proposalgroup
2750

beamlineservices
proposalgroup
2770

dynamic

dynamic

Precise ownership and access structure are described in
Table 3. The standard path variable are based on these facts:
• The type includes visitor (bread and butter academic
users), staﬀ (MAX IV staﬀ) and proprietary (mostly
industrial users with a diﬀerent need for data security).
• The visit should begin with the date when the ﬁrst shift
starts. In addition to /raw there will be a /process folder
at the same level with full access, depending on the
beamline preferences.
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Information comes from several integrated sources:
• DUO is considered as the primary source for the visitors
accounts
• Active Directory is consider as the central point of
authentication outside of DUO
• The beamlines groups and beamlines staﬀs account are
statically created

Security
Full Security is not part of the initial implementation and
rely on the IT infrastructure. The Tango control system
used at MAX IV does not implement any strong security as
it does not convey the authentication to the Tango device
which writes the data on disk. But in any case the user can
not read data from a proposal whose is not part of thanks to
the data model.

LESSONS LEARNED
The SDM project covers a large spectrum of functionalities, domain and expertise. It becomes apparent late in the
project that all parties are strongly linked each other. The
system became quickly unusable when one of the component was absent or failing, impacting directly the trust of the
users to this system. In a way this is relevant of what the
diﬀerent stakeholders had to do to handles these transition
themselves.
The project also suﬀers from several delays from the begin of project. The decision to go ahead with this project
was taken late and with very few resource allocated. Diﬀerent components were aﬀected by this delay like the central
storage installation, making hard to conﬁgure and test the
system incrementally while the experimental stations were in
operation. For example we had to accommodate the storage
by swap of "proposal" and "beamline" ﬁeld of the standard
to simplify the creation of the root directories.
Several modiﬁcation in the model was made during the
development.
• Raw directory read only for user: It was agreed that
diﬀerent beam lines can have diﬀerent preferences on
restricting their users. Users may prefer to save their
conﬁguration ﬁles, additional material, notes etc. together with their data.
• Proprietary user may require to restrict access and members of the proposal-group according to its own requirements on its own risk (including malfunctions in the
control system and limitations in local support).
• The generic beam line account broke the foundation of
the SDM model since it was not mandatory to login to
access the data. It questions the security aspect as well.
• The model of proposals and associated experiments has
been reﬁned several times within DUO. Its diﬀerent
implementations were not understood by all the stakeholders and the developers, i.e diﬀerence between a
"visit" and "shift". It has been compound by the lack of
common vocabulary, i.e user visit not registered considered as an expert but expected by the beam line.
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• The path chooses by the user may contains more level
like sample information which is not handle by the pathﬁxer. In overall the path ﬁxer is only use to know the
root path of the proposal data directory. Hereby we
need a good sample management.
It could not even beneﬁt of the maintenance breaks as
the focus were on the stabilisation of the basic functionality.
Furthermore the login of the user was not always known
by the beam line staﬀ, making hard for them to prepare the
environment (desktop, proﬁle) in advance.

CONCLUSION
All the SDM components are currently in place and connected each other following the architecture described above
in this article such as the beam lines and the accelerators
can use the central storage. Regarding the User management
the system has been more or less successful tested with the
ﬁrst call of proposals between March and June 2017 on the
NanoMAX beamline [18]. Only at the end of this period
the actual data of the users was stored in the correct place,
otherwise the fall back was the staﬀ directory. The next
development of the SDM will mainly concern the upgrade
of the overall system with ﬁne management of the user and
more diagnostic in order for the staﬀ to automatically switch
to this system.
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HIGH THROUGHPUT DATA ACQUISITION WITH EPICS∗
K. Vodopivec† , B. Vacaliuc, Oak Ridge National Laboratory, Oak Ridge, TN, USA
Abstract
In addition to its use for control systems and slow device
control, EPICS provides a strong infrastructure for developing high throughput applications for continuous data acquisition. Integrating data acquisition into an EPICS environment
has many advantages. The EPICS network protocols provide
for tight control and monitoring of instrument operations
through an extensive set of tools. As part of a facility-wide
initiative at the Spallation Neutron Source at Oak Ridge
National Laboratory, EPICS-based data acquisition and detector control software has been developed and deployed to
a growing number of neutron scattering instruments. The
software interacts with in-house detector electronics using
fast optical channels for bi-directional communication and
data acquisition, and is built around “asynPortDriver,” which
allows the passing of arbitrary data structures between software plugins. This completely modular design enables versatile conﬁguration of data pre-processing plugins, as dictated
by the neutron detector type and various instrument requirements. After 3 years of experience capturing average data
rates of 1.5 TB per day, this system shows exemplary results
of eﬃciency and reliability.

INTRODUCTION
The Spallation Neutron Source (SNS) [1] provides the
most intense pulsed neutron beam in the world for scientiﬁc
research and industrial development. Up to 20 distinct neutron scattering instruments utilize this beam for scientiﬁc
research. Coupled with high-resolution detectors, SNS instruments oﬀer unprecedented performance for the neutronscattering analysis of a variety of materials, ranging from
“liquid crystals to superconducting ceramics, from proteins
to plastics, and from metals to micelles to metallic glass
magnets.” [2] While the high neutron ﬂux enables more
eﬃcient scientiﬁc research, it also represents a big challenge for developing a reliable data acquisition system. The
SNS instruments continuously capture data, on the order of
tens of millions of events per second (aggregate bandwidth),
with some individual beamlines approaching 5 to 10 million
events per second locally, and producing about 1.5 TB of
pre-processed raw experiment data overall per day.
Reliability and data integrity are also crucial at the SNS,
given the megawatts of power required to generate and maintain the neutron beam, and the fact that users travel from all
around the world, for limited time frames, to perform their
experiments. The users’ proposals are carefully evaluated
and tightly scheduled to eﬃciently use the neutron beam.
Any failure or downtime from the data acquisition system
∗
†

ORNL is managed by UT-Battelle, LLC, under contract DE-AC0500OR22725 for the U. S. Department of Energy
vodopiveck@ornl.gov

wastes the users’ time (and the facility’s beam power) and
detracts from important investigations.
Given these stringent constraints, and the breadth of data
acquisition hardware and instruments at SNS, a new data
acquisition software system has been developed to target
these demanding requirements for high-throughput and reliable data collection. This software is called “neutron Event
Distributor” (nED). It enables SNS instruments to quickly
and completely acquire valid detector events from the neutrons scattered by the users’ unique sample materials. Ensuring eﬃciency and reliability in capturing and storing these
experimental data empowers users to focus on optimizing
experimental/sample parameters for maximal scientiﬁc (or
industrial) impact.
Besides eﬃciency and reliability, a main requirement for
this updated data acquisition software was integration with
the EPICS control system. An internal feasibility study conducted in 2014 recommended that EPICS should be used for
instrument data acquisition and controls. In early 2015 nED
was ﬁrst put into production at a neutron scattering instrument. This instrument is one of the highest data throughput
instruments at SNS. The deployment of nED was fully successful. Even with an un-attenuated beam, nED was able to
reliably and completely collect the full data rate of neutron
events at the start of commissioning. In mid-2017, 70% of
SNS neutron instruments have been converted to use nED
and are collecting more data than ever before.

SYSTEM ARCHITECTURE
The data acquisition system at the SNS consists of sensors, data acquisition measurement hardware, communication hardware and a computer with data acquisition software
(Fig. 1). Neutron detector hardware is connected to readout electronics that are responsible for detecting electrical
signals from detectors, applying discriminator settings and
baseline correction, calculating detector “pixel” positions
and measuring the time of ﬂight relative to the beginning of
the pulse. Given the pulsed beam, capturing the time when
each event occurs is a critical component in reconciling the
relationships among these events. Digitized events from
multiple read-out electronics are sent to a concentrator that
groups events into structured data packets. In addition to
collecting neutron events, the concentrator also connects to
fast meta-data sources to acquire non-neutron events, like
pulse magnets used to apply high magnetic ﬁelds to the sample, load frames to apply compression on the sample and
other sample environment devices. Each group of neutron
and meta-data events is packetized by the concentrator, completed with corresponding beam pulse information and sent
over the fast optical channel for processing.
Every SNS instrument provides unique scientiﬁc capabilities and they require diﬀerent neutron detector setups.
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Figure 1: Data Acquisition System components at SNS
Neutron detector conﬁgurations at SNS include large detection areas in a variety of three-dimensional shapes. The
eﬀective geometry between the sample and the detector are
dependent on the neutron beam characteristics (wavelength)
resulting in a varying “time of ﬂight” for each event. Supported detector types include:
• Helium-3 Linear Position Sensitive Detector [3]
• Neutron Anger Camera [4]
• Cross Fiber Detector [5]
• Helium-3 2D Detector [6]
The maximum throughput of a single optical channel is
200 MB/s. Due to the varying amount of data required to
describe a single neutron event, depending on the detector
type, this optical channel throughput can be up to 25,000,000
events per second from a single concentrator. While not
many instruments require splitting the optical channels for
maximum throughput, some of the instruments’ detectors
are scattered across a large area making it more convenient to
have multiple concentrators to simplify cabling connections.
On the other side of the optical channel sits a PCIe board
that puts all incoming optical packets into a Direct Memory
Access (DMA) buﬀer. One PCIe board is needed for each
optical channel. With no limitation on the DMA buﬀer size,
nED can multiplex data directly from multiple DMA locations and then export it without making a copy (zero-copy
approach). However, most instruments require some form of
pre-processing to standardize the event formats from various
detector types before they are sent to a live view, and to
reduction and analysis. Event pre-processing depends on
the detector type and may involve calculating event pixel po-

sitions, correcting detector geometrical distortion, applying
a time oﬀset and others. The modular design of the nED
data acquisition software enables various pre-processing
conﬁgurations.
Yet the raw data alone is not very useful unless properly
presented to the user and reliably saved on permanent storage
for subsequent analysis. nED publishes event data through
two distinct network channels:
• EPICS7 [7] “PV Access” exchange protocol, with a custom data structure that embeds neutron and meta-data
events from a single beam pulse. With a multiple subscriber mechanism, this channel is used simultaneously
to serve a live data display tool, for experimental control
and visualization, [8] and detector tools for diagnostics,
calibration and troubleshooting purposes.
• ADARA [9] uses a custom TCP/IP protocol to connect
to the Stream Management Service (SMS), for accumulating data from a variety of data sources and reliably
“translating” or organizing and storing all this experimental data in a hierarchical NeXus [10] HDF5 [11]
ﬁle format, on permanent storage as well as for sending
data along to analysis and reduction workﬂows.

EPICS INTEGRATION
The EPICS control system environment has been used at
SNS for accelerator slow controls since the very beginning
of operations in 2006. A recent facility-wide initiative is
expanding the use of EPICS also for instrument slow control, experiment planning and data acquisition for neutron
scattering instruments. Tight EPICS integration across the
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data acquisition system has many beneﬁts over the former
“legacy” stand-alone solution.
The nED system utilizes EPICS Process Variables (PVs)
for real time monitoring and conﬁguration of data acquisition
hardware, electronics and software. Conﬁguration changes
such as modifying detector sampling parameters, adjusting
timing settings according to the selected neutron wavelength,
ﬁne-tuning pre-processor parameters and enabling/disabling
functionality are performed on demand, usually between
experiments. Monitoring for health status, however, is a
periodic task that is triggered internally by nED and touches
every single component in the data acquisition system to
ensure up-to-date system status. Using the PV alarming
mechanism, error conditions are reported promptly to the
user, in order to take corrective actions or restart the experiment with corrected settings. Precisely timed periodic
processing provided by the PV records is used for calculating accurate statistics, and also drives the automatic system
checks. Combined with a group of ready-to-use client tools,
the EPICS-based nED project is designed into the integrated
environment so as to be easy to use for the end user, yet a
powerful apparatus for engineers. Due to the large number
of detectors at some instruments, the total number of PVs
served by a single nED instance can reach over 200,000.
Yet there is no noticeable performance impact to the data
acquisition side of nED.
The nED code base relies heavily on the EPICS development environment, which provides portability, enhances
code quality and results in a faster development cycle. The
EPICS build environment supports many platforms and CPU
architectures, and while the SNS currently employs primarily the Linux Intel x86 platform for all neutron instruments,
such cross-platform compatibility provides the option that
other platforms could be used in the future. The EPICS programming interfaces are control-system oriented and have
been capitalized on to a great extent. With many interfaces
targeted for data processing, such as the eﬃcient threading
model and lock-free FIFO buﬀers, nED has beneﬁted greatly
from this design choice. Using the new PV Access data transport protocol, the nED software is able to saturate a Gigabit
Ethernet link. The built-in error detection has proven to be
a very reliable transport mechanism, with no observation of
errors that could be attributed to protocol in the 3 years of
operations. Through PV Access, nED supports simultaneous local or remote clients, with throughput limited only by
network bandwidth.

MODULAR DESIGN
Due to the versatile detector installations on many instruments at SNS, special care has been taken with the design
of nED. Real-time data acquisition of neutron event data
and other meta-data is challenging not only due to the high
throughput and having to wrangle multiple input sources, but
also due to the compute-intensive pre-processing required
by various detector types. This must be performed on every event, in order to provide a common event format with
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time-of-ﬂight and pixel position. In addition, each detector
is continuously being monitored and its status is updated
through PVs. A scalable and modular design is the answer
to this challenge (Fig. 2), as is described next.
The nED data acquisition software is built on the asynPortDriver [12] platform with a software architecture similar
to AreaDetector [13]. Speciﬁcally, the functional modules
are implemented as plug-in blocks that can be seamlessly
connected to one or many other blocks. The plug-in connection interface is a bi-directional communication channel
that supports an exchange of arbitrary message structures for
neutron event packets, with message-oriented communication for read-out electronics and inter-plug-in parameter exchanges. The number of connections is not limited, however
testing shows noticeable eﬃciency degradation at around
100 plug-in connections. Once subscribed, the plug-in will
receive all data from its predecessor. The plug-in can ﬁlter
or modify any data that is sent to its successors. This ﬂexible
mechanism allows for arbitrary conﬁgurations to address the
variety of neutron detector setups.
The detector electronics parameters for sampling and timing, as well as status, are published through a register-like
interface. Registers are accessed using a set of read/write
commands sent over the optical channel down to read-out
electronics, and their responses come back using the same
pathway. A convenient interface to map registers to PVs is
built into nED, to hide the complexity of packing/unpacking
communication packets. This abstraction enables tools for
detector calibration and diagnostics to mitigate communication protocol complexities and instead focus on the correlation between the parameters and the produced data. Each
register can be broken down into single bit ﬂags that are
each represented by a PV. The number of PVs varies between 100 and 500 depending on read-out type and version.
The largest neutron scattering instruments at SNS employ
up to 400 read-out electronics, rendering an outstanding
200,000 PVs per EPICS Input/Output Controller (IOC).
Event pre-processing is a mechanism for applying
detector-speciﬁc corrections to neutron events, and converting raw event data into a pixel format common to all detectors. The basic correction applied on almost all instruments
is a pixel remapping, where neutron events from a given physical detector are positioned into a 2D logical space according
to the eﬀective “geometry” from a scientiﬁc perspective. A
more computationally intensive pre-processing operation is
done for geometrical distortion correction, as required by
scintillators and some Helium-3 detectors, where the calculated event position moves away slightly from its true position due to the eﬀect of neighboring wires. For some detector
types, position calculation methods are still being evaluated
and tested, and as such they are implemented in software until ﬁnalized and ready to be migrated into ﬁrmware. These
and other pre-processing techniques all have in common
an independence or non-correlation between events, which
makes them ideal candidates for parallel computing. Due
to the great ﬂexibility of the EPICS thread model, the nED
pre-processing plug-ins can utilize both system threads and
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Figure 2: The nED modular design allows arbitrary plug-in connections, from any plug-in to any other plug-in, for numerous
conﬁguration possibilities
OpenMP [14]. This ability to use EPICS threads interchangeably with OpenMP provides a new potential for fast data
acquisition and event pre-processing.
Many other plug-ins are implemented in support of the
data acquisition process. These include: data inspection
and veriﬁcation plug-ins to ensure that the communication
channels are error free and no data is being lost or corrupted;
beam information extraction plug-ins provide PVs with the
absolute time and delivered proton charge for experimental
counting purposes; plug-ins calculating inbound and processed data statistics; and read-out electronics support plugins to ease adding, replacing or removing detectors.

PERFORMANCE
During the initial design phase, several tests were conducted to verify the suitability of the tight integration between EPICS and asynPortDriver with the data acquisition
system. The test metrics included raw data throughput, and
measured EPICS’ ability for concurrent processing, and
handling bi-directional communication with read-out electronics while data acquisition was in progress. There was
no signiﬁcant performance impact detected in any of these
categories, and the initial synthetic tests have been proven
valid, given the subsequent 3 years of reliable operation, at
more than 10 neutron scattering instruments, with others
following soon.

Recent measurements in controlled laboratory environment were tailored to check the maximum throughput of
the nED software. The setup consisted of two optical input
channels and two network output channels - PV Access and
the custom ADARA network protocol. There were clients
connected to both output channels making sure no data was
lost. Neutron event pre-processing was excluded from this
test conﬁguration, as it was not within the scope or intent of
these speciﬁc tests. Pre-processing is known to consume a
lot of CPU resources, depending on the given algorithm implementation. For analyzing and tuning this aspect of nED
system performance, there are a number of previously documented optimization mechanisms that can be applied, or
else algorithms can be ported to the ﬁrmware of the read-out
electronics.
While the maximum required neutron event throughput of
any SNS instrument is about 10,000,000 events per second
(which translates to 80 MB/s), the maximum nED capacity
is actually quite ample, with extra bandwidth to spare by at
least a factor of 5. Given the simpliﬁed testing setup, the
back-to-back measured throughput was 50,000,000 events
per second (or 400 MB/s), which is the maximum capacity
of two full optical channels. The CPU usage during the test
was merely 3-5% on a dual Intel(R) Xeon(R) CPU E5-2690
system. The test results show that the throughput of the
nED software is limited only by the communication channels rather than by any CPU resources, and that the system
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is likely to handle even higher data rates given enhanced
operating environments.

SUMMARY
A brief overview has been given of the design and EPICS
integration of an advanced data acquisition software, nED,
suitable for eﬃciently and reliably supporting all neutron
detector types and detector installations at SNS instruments.
The nED system has been in use for almost 3 years and is
currently serving more than 10 instruments. We ﬁnd the
measured sustained throughput of 50,000,000 events per
second more than adequate for current instrument needs.
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SCALABLE TIME SERIES DOCUMENTS STORE
M.J. Slabber∗ , F.J. Joubert, M.T. Ockards
SKA SA, Cape Town, South Africa
Abstract
Data indexed by time is continuously collected from instruments, environment and users. Samples are recorded from
sensors or software components at specific times, starting as
simple numbers and increasing in complexity as associated
values accrue e.g. status and acquisition times. A sample
is more than a triple and evolves into a document. Besides
variance, the volume and veracity also increase and the time
series database (TSDB) has to process hundreds of GB/day.
Also, users performing analyses have ever increasing demands e.g. in <10s plot all target coordinates over 24h of 64
radio telescope dishes, recorded at 1 Hz. Besides the many
short term queries, trend analyses over long periods and in
depth enquiries by specialists around past events e.g. critical
hardware failure or scientific discovery, are performed. This
paper discusses the solution used for the MeerKAT radio
telescope under construction by SKA SA in South Africa.
System architecture and performance characteristics of the
developed TSDB are explained. We demonstrate how we
broke the mould of using general purpose database technologies to build a TSDB by rather utilising technologies
employed in distributed file storage.

in recent years with the NoSQL movement, with document
orientated databases such as CouchDB, Elasticsearch, and
MongoDB. Making each sample a document removes the
need for application knowledge in Katstore and future-proofs
the implementation. New fields can be added and removed
without requiring changes to Katstore and there is no fixed
schema for a sensor sample.
The software components that collect the samples will
publish the samples to the message bus [5] at intervals that
can be configured per sensor. Katstore will subscribe to
the per sensor archive subject on the message bus and store
the published samples. The samples are first written to a
buffer and will at a later stage be written to the archive. This
buffer and the archive system are described in more detail in
sections Samples Buffer and Samples Archive respectively.
Katstore has a query interface that supports several ways
to access the stored samples. This is discussed in more detail
in the section Query Interface. Samples are fetched from
the buffer and/or archive when the user queries the system;
this is done transparently to the user.
In the Performance section we describe the initial performance evaluation of the Katstore system.

OVERVIEW

DATA ACQUISITION

This paper describes the updated Katstore [1], the storage system developed to store the values, status and other
information about sensors in the MeerKAT [2] Control And
Monitoring (CAM) system [3]. Sensors and the CAM system are described in more depth in the Data Acquisition
section.
Software components in CAM will send data points
(samples) to Katstore to save and make available for analysis. All the samples received by Katstore are keyed on
time and sensor name. This makes Katstore a time series
database (TSDB); it is purposely built to have a fixed index
on time. The data in Katstore is immutable and only grows
over time, no update on a sample is allowed. It can be seen as
an append-only database and samples do not need to arrive
in chronological order.
For flexibility and ease of implementation, the samples
are packed as JavaScript Object Notation (JSON) [4] objects
by the software components that collected the samples. Any
valid JSON is accepted. Katstore only requires that each
sample contains the keys name and time, where name is
the sensor name and time is the time in Coordinated Universal Time (UTC). The sample structure is discussed in
the Samples section. These semi-structured samples, as
JSON objects, are generally referred to as a document in
database systems. Document storage has been popularised
∗

martin@ska.ac.za

The detail of the MeerKAT CAM system was well described in 2015 by Marais [3] and the sensor sample data acquisition was illustrated in the same year by Slabber et al. [6].
Since then some changes to where sensor samples are collected from and how samples are transported have been implemented, these changes are explained by Joubert et al. [5].
An abridgement of that work is given here for completeness. MeerKAT CAM has many software components some
components connect to hardware devices and others connect
to software components. All inter-component communication is done with Karoo Array Telescope Communication
Protocol (KATCP) [7]. Components can call requests on
connected components for control purposes. A KATCP request is analogous to method or command calls of other
platforms. For monitoring purposes KATCP, provides the
concept of sensors. For the purpose of archiving the components that make up the MeerKAT CAM system publish
sensor samples to different subjects on the message bus, the
publish rate is controlled by the system configuration. Katstore subscribes to the archive subjects and store the samples
to the buffer.

Sensors
A sensor is a fundamental concept in KATCP [7] and a
rich collection of sensor types are available. The following types are currently supported integer, float, boolean,
timestamp, discrete, address and string. Sensors always have
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{
"name": "m000_rsc_rxl_cryostat_pressure",
"time": 1505982067.202219,
"value": 1013.25,
"status": "nominal",
"value_ts": 1505977839.44
}
Table 1: Example sensor sample

a status and the following statuses are supported unknown,
nominal, warn, error, failure, unreachable and inactive.
In KATCP sensor sampling is performed by the server
based on a sampling strategy provided by the client, this
allow every connection to set up a unique sampling strategy.
There are several sampling strategies available ranging from
a fixed time interval (period) to on value change (event).
To facilitate the flexibility KATCP provide to the software
components we had to ensure that the Time Series DataBase
(TSDB) we built is flexible and compatible with at least all
the scenario’s supported in KATCP. Two of the primary
features that lack in other time series databases are the correct handling of non numeric types of values and storage of
associated status with each sensor value.

Samples
The structure of a sensor sample has previously [6] been
explained in detail, but for the updated version of Katstore
the fields in a sample are not critical. It must be mentioned
that these fields are needed by applications that use the
samples for analysis. Katstore guarantees that all the fields
and values in the published samples are made available to
applications and users.
Samples published on the message bus have a standard
format [5], these samples are JSON objects and always have
time and name fields, Table 1 shows an example sample.
The value of time can be a floating point value or a string
value. When it is a floating point it is the time in seconds
since the epoch of 1 January 1970 00:00:00 UTC, Unix time.
When time is a string it has to be RFC3339 [8] compliant.
The value of the time field will be replaced by the floating
point representation of the supplied time.
The value of the name field is the normalised KATCP
name, where all non-alphanumeric characters have been
replaced by the "_" character. It is not necessary for Katstore
to have name in any specific format since the name field is
stored in UTF-8 and can be over 1024 characters long. But it
was found that for usability sake it was best to normalise the
storage sensor names and the sensor name used in queries.

Sensor Attributes
With each sensor there are several associated facts. We
generally refer to these as sensor attributes or meta data.
Sensors from KATCP always have the attributes description,
type, unit, and parameters.
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When a new sensor is created on a component, most often only on startup, the sensor attributes are published to a
subject on the message bus. Katstore subscribes to attributes subjects on the message bus and will store the sensor
attributes into a table in the database.
Attributes are published as JSON objects and the name
field is the only prerequisite. Katstore has no limitation on
the attributes that can be associated with a sensor, as long
as it is JSON compliant. Certain attributes will improve the
user experience when using the query interface.
Internal to Katstore the sensor information is stored in
the sensors_meta table, with a row for each sensor. The
attributes are stored in a column of type JSONB. JSONB is
a JSON compliant data type in PostgreSQL [9].
A few extra fields are added when the attributes are
published to the message bus. The KATCP name, as
katcp_name, is added to the sensor attributes. This field
is also used to build up a bidirectional parent-child hierarchy
based on a "." in the KATCP name. Although not enforced
by the KATCP specification, it is common for sensors to be
named in such a hierarchical manner. The component name
is added to the sensor attributes.
In addition to the given attributes of a sensor, Katstore
keeps track of the last time the attributes were updated and
the approximate first and last sample received. The first and
last sample update times are approximations only, it is not
updated on every sample processed.

SAMPLE BUFFER
Software components collect sensor samples and publish
these to subjects on the message bus. The Bus2Db processes
of Katstore subscribe to subjects on the message bus and
store the samples into the database.
The components publish to an archive subject per sensor;
the name of these subjects are made up of four parts (tokens).
The first and second tokens are always sensor and archive.
The component name and sensor name are the last tokens.
The message bus system allows the Bus2Db processes to
subscribe to all of these subjects in a simple manner by using
a wildcard subscription, e.g. sensor.archive.>.
The Bus2Db processes all subscribe with the same queue
name, which informs the message bus to only deliver a message to one of the Bus2Db processes. This ensures fair
distribution of work among the Bus2Db processes.
The Bus2Db processes are written in Python3 [10] and
heavily use the asynchronous capabilities of the Python3
built in asyncio library. The asyncio driver for both NATS
and PostgreSQL are used. As Bus2Db receives messages it
extracts the name and reads the time from the sample. The
name, time and sample are written to the samples_buffer
database table in batches using the Structured Query Language (SQL) command COPY FROM. Each sample is stored
as a separate row in the samples_buffer table. Along with
the name, time and sample columns, there is also an archived
column in the sample_buffer table. This column holds a
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boolean value that is set to true once the sample has been
archived.
Samples are stored in the buffer for a fixed duration. This
samples-age is a configurable item and system administrators
can set the value to make the best use of the system hardware.
This value can be dynamically adjusted while the system
is running. Samples are trimmed from the buffer in a very
effective manner and only whole chunks where all samples
in them have expired are deleted, which is more efficient
than deleting individual rows.

PostgreSQL
PostgreSQL [9] has been a critical part of the Katstore
system since the first incarnation. The use of the database has changed over time; initially it was only used to
store the references to files for fast lookup and later to hold
samples temporarily before they got written to file. In the
latest version of Katstore we did away with the distributed
in memory samples buffer [1] and use a Solid-State Drive
(SSD) backed central database for storing the sensor samples
(sample_buffer table). A few factors have contributed to
the change in the design; the availability of fast storage,
improved parallelism in later versions of PostgreSQL and
the availability of a special time series extension, TimescaleDB [11] for PostgreSQL. The sample_buffer table is a
TimescaleDB hypertable.
The JSONB data type recently added to PostgreSQL has
made developing a scalable future proof storage system fairly
simple. By selecting JSONB as the column type for samples
and attributes we immediately simplify the processing, the
samples and attributes already arrive as JSON, and we do
not constrain the content of samples and attributes. By using JSONB we were able to simplify our implementation
and at the same time allow for flexibility. Katstore can in
the future be used to store time series samples that have a
different sample construction to what is used with MeerKAT.
The JSONB data type results in slightly more space being
used per row, but this overhead has not proven to be of any
significance.

TimescaleDB
TimescaleDB is a fairly new extension for PostgreSQL,
it was purposely developed to improve the storage and processing of time domain data. It functions very similarly
to our old implementation [1] but is written in C with an
emphasis on performance. Using TimescaleDB was strait
forward and allowed us to remove huge parts of application
code dedicated to working with time series data.
But most importantly it gave us significantly better performance and scalability.

SAMPLES ARCHIVE
One of the factors to take into account when developing a
very large TSDB is that very few of the samples stored will
have frequent access. It could even be possible that some of
the samples will never be accessed, but we do not know that
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up front. Thus to build a sufficiently large data warehouse
in the traditional way where we have all the samples readily
available for that off chance that it will be queried will incur
a tremendous cost.
The approach in Katstore is to have a short-term buffer
from where recent samples can be retrieved very quickly
and to store all other (older) samples in a slower archive.
We have chosen Ceph [12], a distributed storage system, as
the platform for this archive. The archive is represented in
the database as yet another table and standard SQL queries can be performed on this table. It is even possible to
do JOIN operations on this table, but because of the data
volume this is not advised. The table, samples_archive, is
a federated table to the Ceph storage system and is implemented as a Foreign Data Wrapper (FDW) in Python3 using
the Multicorn [13] library.
SQL modify operations (INSERT, UPDATE, and DELETE) are not supported on the samples_archive table. A
second federated table also implemented as a FDW in Python3 using the Multicorn library was created for adding
data. This table named archiver only supports INSERT
operations.
The copying of samples from samples_buffer table to
Ceph is done by calling a stored procedure in the database.
This stored procedure takes in name as the only parameter,
where name is the normalised sensor name. It will then take
the oldest 10000 samples not yet archived for the sensor with
the given name and perform an INSERT on the archiver
table for each distinct day in the selected samples. All
samples for a day are batched and inserted as one operation.
The samples are flagged as archived. The stored procedure runs as a transaction and any failure will result in the
archived flag not being set. Thus samples are inserted in
batches, a JSON array of samples, into the archiver table
but accessed as sample per row from the samples_archive
table.

Ceph
Ceph [14] is a distributed fault tolerant storage system.
Ceph allows us to combine many Hard Disk Drive (HDD)
on many servers into one large storage system. Objects in
the storage system are replicated and the failure of a drive
or a complete server will not inhibit the system.
Ceph consists out of several components and several interfaces. It provides a filesystem like interface (CephFS), a
block device interface (RBD), and an object storage interface
(Rados). The filesystem interface and the block device interfaces are built upon the object storage interface. Katstore
will use the object storage interface directly.
The Ceph cluster can easily grow as new hardware is
added, and the systematic replacement of storage nodes with
newer higher density ones can easily be performed.
By using Ceph for the archive storage, we are able to scale
Katstore to several Petabytes without having to maintain an
enormous database cluster. The Katstore usage patterns fits
well with Ceph’s storage design.
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Figure 1: An SKA SA Storage Pod

The CAM deployment using virtual machines [15] is using Ceph as the storage layer for all the containers; production and development environments. The Science Data
Processing (SDP) subsystem of MeerKAT has also chosen
Ceph as the technology for storing the science data products
of the telescope.
The SDP subsystem is in the process of deploying a Ceph
system with a total raw capacity of 21 PB. This Ceph deployment will consist out of 55 storage pods, with 5 storage
pods located at the telescope in the Karoo and the remaining 50 pods in the Centre for High Performance Computing
(CHPC) in Cape Town. Katstore will use these clusters once
they have been commissioned.

Storage Pods
It is worth mentioning that the hardware used for the Ceph
clusters were specially developed by SKA SA. After thorough research it was found that no suitable product existed
on the market and that at the required volume it would be
feasible to develop such units. Table 2 lists the hardware
specifications of a storage pod and Figure 1 shows one of
the storage pods.
MeerKAT Katstore will archive to the on site Ceph cluster
and objects will later be synchronised to the cluster at the
CHPC for off-line analysis and long-term storage.
Table 2: Storage Pod hardware specifications
Processor (CPU)
Memory (RAM)
Network Interface
OS Disk
Storage Disk
Journal Disk

Xeon 4 core 3.7 GHz
64 GB
25 GbE
1 x 120 GB SSD
48 x 8 TB HDD
2 x 512 GB NVMe SSD

Rados Object Structure
Rados allows applications to create a named object and
perform read, write, and append operations on that object;
in a similar manner to doing those operations on an open
file handle. Rados also supports the storage of key-value
pairs with an object, Rados takes care of the storage and
management of these additional key-value pairs.
No constraint is placed on the content of an object, Rados
treats the contents as binary data.
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We decided to create an object in Rados for each sensor
per day, thus everyday a new object is created for each sensor.
This created good logical separation between objects and
fitted well with the historic queries.
The object name is constructed from the integer day and
the normalised sensor name. An integer day is the number
of days since the Unix epoch, 1 January 1970.
Such a coded object name allows the FDW to quickly get
to the correct objects that will fulfil a query.
The contents of the objects are compressed and each batch
of samples being archived are binary packed using Concise
Binary Object Representation (CBOR) [16]. This packed
byte array is compressed with the Zstandard [17] compression algorithm using the Blosc [18] library.
This compressed byte array and a small header make up a
frame, frames are appended to the end of the Rados object.
The header is fixed length (11 bytes), it consists out of
a preamble, a control, and a size field. The preamble is 2
bytes long and is always the American Standard Code for
Information Interchange (ASCII) characters with values 29
and 31. The control field is 1 byte long, at present it is the
ASCII character with value 64, an "@". The control field
is reserved for future use. The size field is 8 bytes long,
it is a hexadecimal number and indicates the size of the
compressed byte array that contains the samples.
Samples in Rados are passive, there is no in memory index
or processes that continuously maintain tables, where as the
samples in the database are active. It is much faster accessing
an active sample than it is to access a passive sample. But
keeping samples active requires more resources. Rados gives
us acceptable read and write performance, with very low
maintenance overhead. In the case of an archive for longterm data storage the trade-off between speed and keeping
samples passive was worth it.

Repack and Replication
Everyday the previous day’s objects in Rados will be repacked, the repack process reads in the whole object and
writes a new object with the same name. The repack process
creates a more densely packed object, it takes advantage of
the increased cardinality and thus has a much better compression ratio. Compression settings were chosen to have
objects with a large compression ratio but foremost to have
very good decompression speed, at the cost of higher compression requirements.
After an object has been repacked, the object is marked
to be synchronised to the CHPC in Cape Town. A process
running on the Katstore node in the CHPC will periodically
connect to the Karoo system and copy objects that have
been marked ready for synchronisation. The synchronisation
process is throttled to only copy a limited amount of objects
concurrently. This throttling results in the synchronisation
process running for a longer duration but constrains the
bandwidth usage over the Wide Area Network (WAN) link
connecting the telescope in the Karoo with the CHPC in
Cape Town.
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QUERY INTERFACE
MeerKAT has a sophisticated Graphical User Interface
(GUI) [19] that allows for user friendly control of the telescope and provides advanced analytical tools to telescope
operators, scientist, and engineers.
MeerKAT GUI has a dedicated interface for searching and
plotting current and historical sensor information, SensorGraph. This interface connect to Katstore’s Hypertext Transfer Protocol (HTTP) Representational State Transfer (REST)
interface. SensorGraph is the primary interface for users to
interact with Katstore.
In addition to SensorGraph, Katstore can also be accessed
in several other ways. A Graphite [20] like interface was
developed using the graphite-api [21], this allows tools designed to work with graphite to also work with Katstore.
We used the user friendly analytical platform Grafana [22],
to create dashboard displays. Grafana connects to the Katstore graphite interface.
For bulk operations we created a very simple Hypertext
Markup Language (HTML) interface that allows users to
click through to a point where they can download a JSON
or Comma-Separated Values (CSV) file containing all the
samples of a sensor for one day. This downloaded file maps
directly to the sensor sample object stored in Rados, the decompression and unpacking is done server side. This interface implements the best practices for designing a RESTful
interface, which enables integration with external applications. Users that are interested in the full resolution of sensor
samples over several days or weeks will use this interface.
The query interface was designed to scale, several instances of the query interface can be started on different
nodes. Using Ceph Rados as the long term store provide
excellent read scalability, objects are read from one of the
replicas, thus distributing the load over all the servers that
form part of the storage cluster.
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In our lab setup, the database server is a Dell R430 with
64 GB Random-Access Memory (RAM) and a 256 GB NonVolatile Memory Express (NVMe) SSD as the database drive.
We are able to consistently process 90000 samples a second.
The Ceph cluster used in this setup is significantly smaller
than the production cluster. The Ceph cluster consisted out
of four Dell R420 servers with 48 GB RAM and each server
provides three 1 TB HDD to Ceph, each server had only two
1 GbE network interfaces. While maintaining the rate of
adding samples to the database we were able to perform 64
simultaneous queries, each to a different sensor, with results
returned at a rate of over 8640 samples a second.

CONCLUSION
Although Katstore was specifically designed and developed for the MeerKAT radio telescope the flexible nature
of the implementation makes it suitable for many types of
time series data.
We do not plan to use Katstore as an event log storage and
process platform, MeerKAT uses ELK [23], but it has been
tested to ensure that it can handle such a work load. The
choices made in building Katstore also makes it suitable for
log storage. This gives us confidence that new systems in
need of time series datastore can use Katstore.
The use of PostgreSQL not only as a database, but also as
a platform to develop on made the Katstore implementation
a lot easier and has yielded good performance. PostgreSQL
can easily be scaled out and has many tools and good resources to do so.
By keeping the long term storage of samples out of the
database and storing them directly in the storage system we
were able to build a system that could scale at the rate and
ease of a storage cluster.

SQL
Having the complete sensor history accessible through a
database like PostgreSQL not only gave us a stable platform
to build on but provided us with full access to the complete
SQL language. SQL is a mature and advanced query language.
Without having to write any complicated back end analytical tools we were able to quickly adapt to users needs
with regarding to how they wanted the data queried and
re-sampled, by extending the SQL queries we used. We
do not provide users with direct access to SQL, but the development team adding new functionality to SensorGraph
and MeerKAT GUI maintain the SQL queries as part of the
application code.

PERFORMANCE
We have not yet taken Katstore through a scientifically
rigorous set of benchmarks or done thorough performance
analysis on it. But in our current deployment it operates with
acceptable throughput.
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REFURBISHMENT OF THE ESRF ACCELERATOR SYNCHRONISATION
SYSTEM USING WHITE RABBIT
G.Goujon†, N.Janvier, A.Broquet ESRF, Grenoble, France
Abstract
The ESRF timing system, dating from the early 90's
and still in operation, is becoming obsolescent and needs
complete refurbishment. The White Rabbit timing system
-developed by CERN- offers many attractive features for
the implementation of a synchrotron synchronisation and
timing system, the key one being the possibility to carry
RF over the White Rabbit optical fibre network. CERN
having improved the feature to provide network-wide
phase together with frequency control over the distributed
RF, the whole technology is now mature enough to propose a White Rabbit based solution for the replacement of
the ESRF system, providing flexibility and accurate time
stamping of events. The paper provides details on the
renovation project and describes the WHIST instrument
that is being designed to that purpose.

- A programmable delay (1 ms minimum) to align the
booster magnet energy to the LINAC output energy.
- A “gun trigger” (1) to generate an electron bunch at the
LINAC input.
- An “Injection trigger” (2), to transfer a bunch from the
Linac into the Booster. Optionally up to 5 bunches,
properly spaced, can be launched in a row.
- An “Extraction trigger” (3), to extract the bunch from
the Booster into the Storage Ring at the end of acceleration. A precise synchronization occurs in order for
the bunch to be transferred at the programmed position
in the SR (4).
- The whole sequence starts again at the reception of a
new T0 trigger.

ESRF SYNCHRONISATION SYSTEM
The current accelerator synchronisation system was developed at the construction phase of the ESRF, and is still
in operation. This very reliable system is built around a
centralized Radio Frequency (RF) driven sequencer distributing synchronization signals along copper cables. The
analogue RF clock is broadcast over a separate copper
network. The main characteristics of the ESRF accelerators are provided in Table 1.
Characteristics
Radio Frequency (RF)
Booster
Storage Ring (SR)
Injection Sequences

352 MHz ; 2.84 ns period
352 buckets;
1 MHz revolution frequency
992 buckets;
355 kHz revolution frequency
4 Hz; 10 Hz

Table 1: ESRF Accelerator Characteristics.
This centralized “Bunch Clock” system (Figure 1),
based on a top-down architecture, ensures the correct
operation of the accelerators, delivering distributed triggers following a specific sequence which is basically
detailed below.
The whole sequence is initiated with a so-called T0
trigger, generated by the Booster magnet power supply at
start of ramping.
The RF synchronised Bunch Clock then provides sequentially:
___________________________________________

† goujon@esrf.fr

Figure 1: ESRF – Synchronisation system.
The system also provides additional triggers and clocks
such as SR revolution frequency, that can be used for
Diagnostic purposes and also by the Beamlines.

SYSTEM REFURBISHMENT
GOALS AND CHALLENGES
The present system is stable, proven to be highly reliable but is becoming obsolescent. It also shows several
heavy technical limitations. Based on a cabled logic centralized sequencer, it offers almost no possibility to add
new features. The fixed copper cable distribution of signals makes combinations, as simple as gating, very difficult to implement. The addition of new signals to the
existing architecture is impossible without adding cables,
contributing to increase complexity of the system and, to
a certain point, downgrade its maintainability.
The system by itself does not offer precise timestamping capability, while the demand for such a feature
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is significantly growing for diagnostic and experiment
purposes.
The uneasy provision of timing signals to Beamlines,
when demands for synchronous detection or gated data
acquisition are growing up is also a significant drawback
of the current system.
All these concerns were at the origin of the decision to
proceed with a refurbishment of the current system.
The replacement of an already existing system under
operation cannot be considered the same way as a new
installation. Moreover, the refurbishment of the timing
system takes place in the context of the EBS project [1]
which involves the replacement of a large part of the
existing accelerator during a long shut down scheduled in
2019.
It was clearly impossible, due to its present complexity,
to replace the whole system in one move and to ensure
operation at the same time. The new system had to be
tested in a progressive way, outside user mode during
specific allowable time, with restoration of the present
cabling at each end of test.
It was thus decided to operate the transition in three
phases:
1) Replacing the core “Bunch Clock” in order to solve
the obsolescence issues as quick as possible. This phase
was also necessary to check the retrieval of the current
features and performances to allow the smooth operation
of the accelerators.
2) Install the new system, flexible and scalable enough
to be operated in parallel to the existing. This in order to
allow an easier transition during operation.
3) Further extend the new system to Beamlines.
Another aspect to be carefully dealt with is the involvement in the project and the information of the different users, including the operators, and staff knowing
about the current system, using it or having contributed to
its development or continuous evolution. Efficient communication with these stakeholders is mandatory, in all
phases of the project, from the specification until the
operation phase.
In that respect, the ESRF set up a Working Group dedicated to the project and bringing together with the project
manager, experts from the Accelerator division (RF, Diagnostics), the operation manager, the technical staff in
charge of the new development (hardware, software) and
engineers from the support teams.
In term of time schedule, the decision was made to decouple as far as possible this refurbishment from the new
storage ring installation project. More precisely, the objective is to start operating at least part of the new timing
system before the EBS shutdown, so to mitigate the risks
at the restart in 2020.
Taking all constraints into account, the following planning was decided to set-up the refurbishment:
- Test and validation of a suitable technical solution.
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- Replacement of the “Bunch Clock” module while preserving the existing cabling in order to definitely validate the technical solution. Preserve the possibility to
switch to the old system as a backup during the validation process. The main goal is to have the new “Bunch
Clock” running before the EBS long shut down.
- Installation of the whole new system in parallel to the
existing during the EBS long shutdown.
- Restart the EBS with the validated synchronization
system, then step by step replace the old cabling with
the new one.

WHITE RABBIT BASED
TECHNICAL SOLUTION
After an exploratory phase during which different solutions had been studied, the team made the decision to
more deeply focus and evaluate one specific technical
option based on the CERN White Rabbit Timing system
[2][3]. White Rabbit can synchronize over 1000 nodes
with sub-ns accuracy over optical fibre lengths of up to 10
km. These characteristics were ideal for the ESRF size
and its time stamping requirements.
The whole ESRF synchrotron timing system is based
on the 352 MHz RF, whereas WR only distributes UTC.
Both clock domains are therefore fully asynchronous, and
moreover, the RF is continuously trimmed around the 352
MHz value as the tuning parameter in the “fast orbit feedback” process.
The key element for eventually selecting WR as our
technical solution was the availability of the so-called
“RF over ETHERNET” (RFoE) feature based on the
Distributed Direct Digital Synthesis (D3S or DDS) technology [4].
A SPEC mother board [5] equipped with an FMC-DDS
mezzanine [6] implementing this technology, both available from the open hardware platform, made up the necessary setup for quick testing. Those boards are available
from several manufacturers, which are listed on the same
platform.
Thanks to a strong support from CERN, the RFoE
function was refined to provide in phase locking of the
distributed RF on all modules in a WR network. This
allowed us to devise a consistent proposal for the new
ESRF timing system.
The possibility to develop our custom solution in the
Open Hardware environment [7] was also a strong incentive, combined with the flexibility offered by the SPEC
FPGA.
The contemplated architecture for the ESRF system
based on a WR network is shown Figure 2.
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The existing hardware (FMC-DDS mezzanine) provides
only one single output.
It has been thus decided to develop a specific module,
RF+GPS
WHIST
(White RabbIt Synchronisation and Timing),
S
M
fitting ESRF needs. Its main characteristics are:
- Architecture based on a SPEC board coupled to a mezbooster
S
zanine card such as the FMC-DDS board.
- Implementation of the DDS function on a larger board
linac
than the standard FMC-DDS, with up to 12 programmable outputs. These outputs can be of two different
gun
T0
S
booster
types: either pulses with programmable delay and width
magnets
or clocks with programmable phase. The new outputs
ramping
are obtained by reallocating a few pins from the FPGA
Mezzanine Card (FMC) connector located on the SPEC
S
board, at the expense of increasing the on board I2C
S
S
SR
bus.
Diags, BLs…
- The ESRF “Bunch Clock” sequencer and all associated
logic from RF clock domain are implemented in the
Figure 2: White Rabbit - ESRF Architecture.
SPEC board FPGA. To fulfil our need in term of FPGA
The system is composed of several WR modules, one
resources, a special version of the SPEC board, embedof those being a “master module” (M), while all the others
ding a SPARTAN XC6S1X100T from Xilinx was necare “slave modules”(S).
essary.
The modules are connected together through a dedicat- - A dedicated LM32 Softcore accessible through the
ed White Rabbit network independent from other netEtherbone bus is implemented to manage application
works in the institute. Specific switches [8] can also be
specific features like T0 broadcast, RF counters synused to interconnect several modules to one fibre, if needchronization for all modules… This softcore is of the
ed (WR switches are not shown in figure 2, for the sake of
same kind as those used for the WR and RFoE protosimplicity).
cols.
All WR modules are based on a SPEC board operated - The SPEC board is used in standalone mode, i.e.
in standalone mode, coupled to a DDS mezzanine.
without connection to the PCIe bus. The full control is
The master module is the one managing the analogue
achieved through the optical fibre. The programming of
RF signal (352 MHz) and which receives the T0 trigger.
the FPGA –i.e. the flashing of its associated nvram- can
Slaves can locally reconstruct both WR and RF time
also be performed via the WR network.
domains, and therefore duplicate the “Bunch Clock” sequencer with the same precision as in the master.
As proof of concept, we used a test vehicle made of
three off-the-shelf SPEC boards associated with FMCDDS blocks. Those boards were plugged to an already
existing optical fibre network.
The master was directly connected to the RF source in
the control room, while the T0 was provided by a 100 Hz
generator (instead of the 4-10 Hz “true” T0 trigger). The
two slaves were installed at maximum distance from the
master, and programmed to deliver outputs from their
Figure 3: WHIST – overview.
locally duplicated sequencer. Outputs from both slaves
were continuously cross-time-stamped, and recorded
The boards are embedded, together with a dedicated
values continuously checked, along with corresponding power regulator, in a 19 inch 1U case. The module can
values at master. The test ran for more than 6 months then easily be integrated in standard 19”cabinets at differwithout fault.
ent locations of the institute, close to the equipment to be
This encouraging result led us to validate this technical synchronised.
solution and the development phase of the project was The current version of the WHIST module is designed to
launched.
be easily interconnected to the existing timing system, in
the idea to proceed to an incremental refurbishment. In
ESRF IMPLEMENTATION: WHIST
that perspective, the electrical format of WHIST Inputs
The main function of the synchronization and timing and Outputs are also compatible with what is in use in the
system is to deliver, site wide, an important number of existing system. WHIST (Figure 4) offers:
programmable signals derived from the “Bunch Clock” - One input dedicated to RF (used for the master modsequencer.
ule).
S
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-

-

Four inputs (2xSMA; 2xLEMO) supporting time
stamping in the RF or WR clock domains. In “master”
configuration, one of these inputs is allocated to the
T0.
Two outputs delivering RF and RF/n clocks. n being
programmable.
12 programmable outputs in ECL (sma) or TTL
(lemo) formats. Some of the outputs are duplicated
and available in both ECL and TTL.

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUCPL01

~ 1.5 ms
LINAC energy

~ 50 ms

bunch clock input

T0

Figure 4: WHIST module.
The pulses delivered by WHIST are programmable on
the following parameters: polarity, width and delay with
respect to T0, Injection or Extraction.
The architecture of the WHIST-based timing and synchronization system is detailed Figure 5.

Figure 5: ESRF – considered WR network.
The master switch can optionally be connected to a GPS
or any other reference source for UTC. The WR network
can be extended, as needed, with the use of several switch
levels (3 levels shown on Figure 5).
The master WHIST (and only this module) receives RF
and T0. In phase RF is distributed over the network
through the DDS hardware implemented in all modules.
All slaves run the same “Bunch Clock” sequencer in
phase with the master.
The typical T0 sequence is:
- Booster magnet power supply issues a T0 trigger at start
of ramping. The delay for the booster acceleration energy to match the LINAC output energy is 1.5 ms minimum. This value (T0_delay) is programmed and broadcast in all slaves as part of the general system configuration.
- During the T0_delay, the master WHIST stamps T0
with its internal RF counter (T0_stamp) and broadcasts
this stamped value over the network. Slaves can then
compute “T0_stamp + T0_delay” in order to get ready
for the injection start.

SR energy

booster
acceleration

booster energy

Tinj

inj delay
wait for
programmed
bunch
synchro

Text

wait for
next T0

ext delay
wait for
booster/SR coincidence

Figure 6: WHIST - typical T0 sequence.
- When all RF counters over the network match the computed “T0_stamp + T0_delay” value, all “Bunch Clock”
sequencers start in phase and programmed pulses are
locally delivered in due time.
- All sequencers run in parallel up to the extraction phase
and “end of sequence” and then get ready for the next
T0.
- If an output is programmed to deliver a clock instead of
a sequencer related pulse, the clock phase can be adjusted.
The control of the whole system is performed through a
Server which has a network interface connected to the
grandmaster switch and another one connected to the
ESRF network (Figure 5). The control system, TANGO
based, interfaces and manages WHIST modules through
the White Rabbit Network.
It allows at least the following operations:
- Management of correspondence between MAC and IP
for all modules on the WR network embedding a SPEC
board
- Configuration of the sequencer parameters
- Configuration of Master and Slave modules outputs
- Update of firmware of modules when needed
- System monitoring / RF consistency over the network
The Human Machine Interface of the Timing system is
also being refurbished and will offer to the users and
operators a new interface. On top of the configuration
features listed above, the control system is also designed
to offer a diagnostic and supervision module to be used
during operation.

FIRST RESULTS & PERSPECTIVES
The first prototypes of WHIST modules were made
available in the last quarter of 2016.
Phase noise measurements have been carried out with a
RHODE & SCHWARTZ FSUP analyser on the reconstructed RF and other clocks. Results are all around 10 ps
or less. The final performance will be evaluated on a next
WHIST version under development. This version will
implement a replacement of the currently used VCXO
and its associated PLL for RF reconstruction.
A basic setup involving a Master WR switch, a Master
WHIST and one Slave WHIST has been successfully
connected to the ESRF accelerator during a “Machine
TUCPL01
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Dedicated Time”. We were able to inject bunches in the
storage ring, in several modes, and using the new Tango
control system.
More tests are still required to implement all storage
ring filling patterns, check compatibility with more diagnostic equipment etc... The results obtained and the progresses in the project make us confident that our objective
of running the accelerator with a new bunch clock in 2018
is reachable.

CONCLUSION
The ESRF has initiated the refurbishment of its obsolescent accelerator timing system. The new system which
is being developed is based on the White Rabbit solution,
developed by CERN. A specific module, WHIST, is being
designed to that purpose. The first tests, including connection with the real machine, are positive and our goal
remains to be ready with the core of the new system in
user mode before ESRF EBS shutdown.
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SYNCHRONIZED TIMING AND CONTROL SYSTEM CONSTRUCTION
OF SuperKEKB POSITRON DAMPING RING
H. Sugimura∗ , K. Furukawa, H. Kaji, Y. Ohnishi, M. Satoh, F. Miyahara, S. Sasaki, T. Nakamura
KEK, Tsukuba, Japan
Table 1: Parameters of the Damping Ring

Abstract
A KEK electron/positron injector linac delivers beams
for particle physics and photon science experiments. A
damping ring has been constructed at the middle of the
linac to generate a positron beam with sufficiently low emittance and to support 40 times higher luminosity in the SuperKEKB asymmetric collider than the previous project of
KEKB. A timing and control system at the damping ring has
been constructed to enable the timing synchronization and
beam bucket selection among the linac, the positron damping ring and the SuperKEKB main ring. It should manage
precise timing down to several picoseconds for the beam
energy and bunch compression systems. Besides precise
timing controls to inject and extract positron beams, it has
to meet local analysis requirements owing to measure beam
properties with changing RF frequency. The timing control
system is constructed with MRF modules.

Parameters

Value

Unit

Energy
Repetition frequency
Length
RF frequency
Harmonic Number
Number of bunches
Bunch spacing

1.1
50
135.5
508.9
230
2
96

GeV
Hz
m
MHz

ns

96ns
>100ns

>100ns
96ns

INTRODUCTION
SuperKEKB, electron/positron assynmetric collider, is
being constructed for flavour physics experiment of elementary particles. It aims at a luminosity of 8×1035 cm−2 s−1 , 40
times higher than that of previous KEKB project by squeezing the beams at the collision point. To achive this luminosity, a Damping Ring(DR) was constructed for making
lower emmitance positron beams. It is located at the middle of the injector Linac as shown in Fig.1. The main beam
parameters are listed in Table1.

Figure 1: SuperKEKB accelerator.

The emmittance of positron beam is gone down to 92 µm
at DR in the case of strage time of 40 ms. The DR can accumlate 2-pulses × 2-bunches, and need to keep more than
100 ns between pulses because of rising and falling time of
Kicker magnets. Ideal bunch position is shown in Fig.2.
∗

hitoshi.sugimura@kek.jp

Figure 2: The storage configuration of 2-bunch, 2-pulse at
Damping Ring.

EVENT TIMING CONTROL SYSTEM
Overview
The control system of injector linac is required very complex system to operate such a several rings (SuperKEKB
electron/positron ring and two light source rings) with several parameters. One of the important technologies is Pulseto-Pulse Modulation (PPM). The PPM enables to inject simultaneously the top-up filling operation to four rings. To
identify which ring will be injected, Event Timing Control
system is introduced. This system delivers not only timing
signal but also PPM information as an "Event" to beam line
devices. We introduced event timing system produced by
MRF [1] company to satisfy our requirement. MRF’s event
timing system consists of an “Event Generator (VME-EVG230)” and an “Event Receiver (VME-EVR-230RF)”. The
protocol is based on 8B10B encoded characters. 2 byte of
characters are transmitted to EVR on event clock cycle. The
event clock cycle is used with 114.24 MHz RF frequency.
The first encoded byte is an event code and the second encoded byte is shared by the distributed bus and synchronous
data buffer. The system is worked on EPICS [2] IOC in the
version of 3.14.12, and operated with the device/driver version of mrfioc2.
TUCPL02
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The event distribution system was constructed at Main
Timing Station, Linac. It is a master brain of event and timing generation, and manages injection pattern and bucket
selection system. A schematic diagram at Main Timing Station is shown in Fig.3.
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Figure 4: Event timing system at DR.

Figure 3: Event timing system at main timing station.

Event timing system at Main Timing Station is configured with two-layer delivery. Upper EVG-EVR couples are
functioned with the division of MR revolution which indicates original starting point of bucket number of DR and
MR. Lower EVGs generate timings with bucket selection
delay by using base timing information received from upper EVR. The EVGs generate it for injection or extraction
timing for DR, respectively. In addition to DR timing, the
EVGs manage the timing for two light sources, PF and PFAR by putting into extra input. These timings are selected
in an IOC according to injection pattern and send to each
rings.

Pre-Trigger Algorithm
The kicker magnet is the most important devices to inject and extract positron beam among linac and rings. it is
required to generate “charging start timing” 15 ms before
injection or extraction timing (main trigger). We are calling “pre-trigger“ as chaging start timing. Since it is difficult to generate pre-trigger timing from EVG due to out of
generation sequence of 50 Hz repetition, the pre-trigger is
originally made by EVRs at DR. The detailed pre-trigger
generation logic is shown in Fig.5.

Dmain [n-2]

D pr e

Dmain [n-1]

D pr e

The event signal which is generated at Main Timing Station is delivered to Linac devices and sub Timing Station
at DR and MR. The event timing system at sub Timing Station at MR is already reported [4] The sub Timing Station at
DR is newly constructed to distribute timing signal to some
devices in DR. The two event timings for injection and extraction are received at sub timing station at DR. One of the
important timing is discharged trigger for extraction kicker
magnets. It is sensitive to increase beam jitter. Therefore,
it is required to jitter less than nanosecond. Besides precise timing, it has to meet local analysis requiments due to
measure beam properties with changing RF frequency. The
schematic diagram is shown in Fig.4.

pretriggate

Shot#n

D pr e

EVR

Pre2

The bucket selection makes it possible to put the beam
in which the RF buckets in the ring, that is different RF frequency between Linac (2856 MHz) and DR (508.9 MHz).
The chance of injection or extraction timing turns up in
10.38 MHz (96 ns, 49 buckets duration) which value is
calculated by common frequency between 2856 MHz and
508.9 MHz. The number of injection timing is 230 which
is harmonic number of the Damping Ring. Furthermore, it
becomes 5120 × 23 pattern timing including the harmonic
number of the Main Ring. The bucket selection delay is calculated on IOC at Main Timing Station and is set on lower
EVGs each 96 ns steps [3].

20ms

Shot#n − 1

D pr e

Bucket Selection System

Sub Timing Station at DR
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Figure 5: Pre-trigger generation logic.
At first, the EVG generates “pre” and “pre-pre” timing to
inform which event code will be send in the next and nextnext sequence, respectively. The EVR makes pre-trigger
generation gate with this “pre-pre” timing. When the EVR
receives “pre-pre” timing for positron beam, it opens software gate for pre-trigger generation. Then, the gate closes at
“pre-pre” timing for non-positron beam. This algorithm is
able to avoid blank firing in the Kicker magnets. Next, the
EVG sends data buffer including shotID, bucket selection
delay, RF phase and so on. The EVR makes pre-trigger timing with data buffer information. If shot#n will be generate
positron main timing, EVR has to receive the information of
pre-trigger generation timing at shot#n-2. If we would like
to make pre-trigger 15 ms before at shot#n, the generation
timing (D pr e ) could calculate in following formula:
D pr e = Dmain[n] − Dmain[n−1] + 5 ms

(1)
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where Dmain[n] is the bucket selection delay value scheduled on the EVG. The value of D pr e is calculated on the
EVG and send with data buffer. The EVR receive the delay
and set it at shot#n-2 sequence. The pre-trigger generates
at shot#n-1 sequence with the delay of D pr e . In this algorithm, we succeeded to make precise pre-trigger timing in
EVR.
We also checked trigger jitter in timing system. According to MRF’s original specification [1], timing jitter is 15 ps.
However, the real operation includes RF jitter, cable jitter
and so on. Therefore, we tested jitter including these devices. Figure 6 shows timing jitter of output trigger.
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The output trigger is synchronized with RF clock at DR.
The jitter value was measured to be about 30 ps. The result
was sufficiently small value and doesn’t influence on beam
jitter at Kicker magnet.
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Figure 6: Timing precision of output trigger from EVR.
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SwissFEL TIMING SYSTEM: FIRST OPERATIONAL EXPERIENCE
B. Kalantari, R. Biffiger, Paul Scherrer Institute, Villigen, Switzerland
Abstract
SwissFEL timing builds on Micro Research Finland
(MRF) event system products. Requirements for performance and new features have pushed MRF timing components to its newest generation (300 series) providing
active delay compensation, conditional sequence events,
topology identification and other interesting added features. However employing available hardware functionalities to implement complex and varying operational
demands and provide them in the control system is its
own challenge. In this paper after brief introduction to the
new MRF hardware, we concentrate on operational aspects of the SwissFEL timing and related control system
applications. We describe a new technique for beam rate
control and explain how we provide assistance to machine
protection system (MPS) using the same technique. We
show how a well thought software design supports a clear
interface between software layers and allows the use of
the low level abstraction in different applications with
reduced development effort. We also discuss our pulse
marking (timestamping) method and its interface to beam
synchronous data acquisition system. Further we share
our experience in timing network installation, monitoring
and maintenance issues during commissioning phase of
the facility.

INTRODUCTION
SwissFEL [1] is a 740 m long FEL facility with final
energy of 5.4 GeV, currently under commissioning at Paul
Scherrer Institute in Switzerland. The first pilot experiment is scheduled before end of 2017. The nominal repetition rate of the SwissFEL machine is 100 Hz. A large
number of various devices and systems distributed across
the facility require precise timing to achieve synchronous
controls and data acquisition. The SwissFEL timing system uses with MRF [2] timing modules. Two different
kinds of modules exist: Event Master (EVM) modules
and Event receiver (EVR) modules. EVM modules can be
used as an event generator and as a fan-out. These timing
modules are connected in a tree structure where one EVM
is used as root node (top level event generator) and other
EVMs are used as branch nodes (fan-outs). EVRs are
used on the leaves of the tree. The nodes are connected
via fibre optic links. The root node EVM generates global
events and synchronous data and sends them down the
tree. EVRs decode received event stream and use them to
generate hardware triggers and/or process software objects. A reference clock at 142.8 MHz synchronizes the
event system with the master oscillator of the accelerator.

OPERATIONAL REQUIREMENTS
Beam Rate Control
In order to have stable beam operation at reduced rates
(below 100 Hz), subsystems such as RF and lasers must
be triggered at all machine pulses. Reduced beam rates
are achieved by delaying the actual triggers of those subsystems typically by a few microseconds in selected machine pluses. For RF systems this added delay stops acceleration in that machine pulse. As illustrated in Fig. 1,
RF event is distributed at every machine pulse independent of the beam rate. The trigger to the RF subsystems is
generated after a specified local delay. The delay value T
at machine pulse N causes the acceleration (Fig. 1 on the
left) and generates beam. Delay value Td instead, is specified relative to the RF phase such that it stops acceleration
which leads to the machine pulse with no beam (Fig.1 on
the right).
This is the principle for beam rate control in all machine timing modes. This method also avoids acceleration
of dark current and keeps the systems’ operation stable by
continuous triggering.

MPS Assistance
Machine protection at SwissFEL has its own implementation which is independent of the timing system.
However timing system assists MPS as a second level
protection. The requirement is that upon generation of
certain MPS alarms beam rate should be instantly reduced
to a configurable value. In other cases the beam must be
completely stopped. This avoids destroying expensive
devices such as undulators or screen monitors. The method to stop beam or reduce its rate is the same technique as
for beam rate control that we explained in the previous
subsection. The difference is that the information to delay
RF trigger is not known ahead of time. This information
can become available at any time during the machine
pulse and it needs instant reaction on changing the delay
value. Therefore it cannot be achieved by a software
method (i.e. reprogramming of the delay value) and requires a hardware solution.

Flexible Event Rates
Already at the time of collecting requirements it became clear that we should maintain several event rates
since not all systems will run at full rate during the commissioning or later for other machine setups like machine
development, etc. A good example is RF subsystem where
new RF stations are being commissioned while other
stations are already in their routine operation. The new
stations require independent repetition rate settings and
usually are operated at lower rates for some time. There
also several other examples such as slow diagnostics
devices, etc.
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Figure 1: In machine pulse with beam (green on the left) gun RF is triggered with delay T after RF event. In the pulse
with no beam (red on the right) gun RF is triggered with delay Td after RF event.
The challenge is to allow flexible rate setting of events
but in synchronous manner. For instance, for generating
beam in a machine pulse, among others, laser and RF
must be present. Assume RF event rate at 10 Hz and laser
rate at 5 Hz. This leads to a beam rate of 5 Hz given that
these events meet each other at the same pulse. Otherwise
there will be no beam. In practice this becomes more
complicated due to existence of several related events as
well as various different rates to maintain.

Beam State Flag
At every machine pulse the beam state should be reliably provided to many systems. This allows control and
data acquisition systems to react accordingly. For instance, in most cases the data from pulses without beam
are not interesting and shall be dropped.

Pulse Marking
Every machine pulse must be identified uniquely. This
is also known as pulse marking. Since SwissFEL is a
pulsed accelerator, the generated machine and experiment
data can differ from one pulse to the next. Therefore correlation studies on the acquired data become an essential
requirement. Such correlation will be only meaningful if
the data affinity to the machine pulse is known.

HARDWARE FEATURES
Requirements of the SwissFEL timing system led to the
development of the 300-series of MRF timing modules.
The event clock has been increased to maximum of 142.8
MHz corresponding to 2.9 Gbps. One new feature of the
300-series is the active delay compensation. The goal of
active delay compensation is to have a uniform and specified propagation delay of events in the timing network.
This is achieved by measuring the round trip delay of
each timing network segment and sending a data packet
down the tree which contains the accumulated measured
delay value of its path. Each node in the tree adds the
delay of its segment and its internal delay. The EVR at the
end receives this measured path delay and it delays delivery of the received event stream to achieve the specified
target delay.
Another new feature is masked sequencer events. Sequencer is a table programed by software. Each row in the
table consists of a delay, an event code and a mask field.
When the sequencer is triggered, the event codes are sent

out after elapsing of the defined delays. By using the
mask fields, software or hardware input signals can control whether or not the event code should be sent without
the need to reprogram the sequencer table. A combination
of mask and enable bits (each 4 bits) are available. Mask
bits inhibit sending of events while enable bits allow
sending of events. If mask and enable fields are left to
zero sending of the event is only controlled by its delay
defined in the table.
The 300-series introduces gated trigger output feature
on the EVRs. Using this feature it is possible to set up
two completely independent trigger configurations on the
same output and activate (or deactivate) them using available gates. These gates themselves are controlled by
means of other events as configured by user.
Finally topology ids have been introduced. Each node
in the timing distribution tree has a topology id. A node
gets its topology id from its parent. This is a unique 4 byte
value. Each EVM downstream port sends out the topology id to the child connected to that port. This is done by
shifting the own topology id left by four bits and assigning the output port to the four least significant bits. The
root of the tree has no parent and therefore its topology id
is zero. Using this scheme, it is possible to construct the
complete timing distribution tree by reading the topology
id of all nodes.

IMPLEMENTATIONS
One consequence of maintaining flexible event rates is
that event pattern changes at every machine pulse. Since
EVM hardware has two event sequencers and we need to
keep up with 100 Hz repetition rate, in each machine
pulse one sequencer is playing back events while the
other one is being programmed. The software process in
charge must consider all event settings defined by user,
which can be modified at any time, and decide in each
machine pulse which events shall be programmed for
distribution in the next pulse. The Timing Master Application (TMA) is the software we have designed to implement this process.
TMA is divided into two distinct layers. A lower layer
which abstracts event object interface and an upper layer
which takes care of combining all event object settings to
fulfil operator’s demanded beam rate. In the following we
describe these two layers.
TUCPL04
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Event Object Abstraction
Event object abstraction allows all relevant controls on
individual events independently. This abstraction provides
the following interfaces:
• Enable/Disable
• Event code
• Rate (1, 5, 10, …, 100 Hz)
• Offset (pulse ID modulo)
• Delay (from start of the machine pulse)
• Multi-shot controls
• Priority
• Polarity (normal, inverted)
• Masking (soft- or hardware)
Another important parameter used by event object is
the pulse Id. It is a global counter of machine pulses since
the start of SwissFEL. The pulse id is maintained by TMA
and distributed by the timing system. The pulse Id serves
two purposes: pulse marking and for decision making
whether to send an event in the current pulse or not.
The decision making is done as follows: if expression
“(pulse Id modulo rate) - offset == 0” is true, the event
has to be sent out. In each machine pulse all event objects
are evaluated according to this logic and all events which
have to be sent out are written to the event sequencer.
Actually all events are written to the event sequencer in
every pulse but the events which shall not be sent out
have their event code replaced by 0 which tells the hardware not to send out the event. This is done for performance reason because it saves the software from recalculating relative event delays which is necessary if the sequence of events changes for each pulse.
An event object has two variants: normal and soft.
Their only difference is in the settings of the event code
value: the former has a non-zero event code and the latter
has its event code set to zero. Consequently the normal
event object directly controls generation of a hardware
event code while soft event object is used to control other
event objects. This is very useful in situations where we
need to evaluate some conditions based on which transmission of other events must be controlled.
Delay specifies relative (global) delay of each event
with respect to the start of the machine pulse. This can be
anywhere between 0 to 10 ms range with resolution of the
event clock (7 ns in SwissFEL).
Multi-shot allows configurable pattern generation for
event transmission that is played on demand. It takes rate,
offset and polarity also into account.
Polarity specifies the logic to send an event. For example, an event object at 10 Hz rate with inverted polarity
sends its event code for 9 consecutive pulses and omits it
for one pulse.
Masking allows overwriting of the TMA send decision.
Setting the mask of an event object sets the mask bits in
the sequencer table described in the hardware feature
section. Consequently, this gives software or hardware
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inputs the means to overwrite the send decision. Hardware input is logically OR’ed with the software setting.

Beam Rate Control
The beam rate control is managed by upper layer of
TMA. This layer provides the high level operator’s interface. The available knobs are for example: RF fire1, RF
fire2, laser as well as the desired beam rate. Based on
these settings TMA should decide and control in which
pulses beam generation is allowed and in which ones it
must be stopped.
Stopping the beam is implemented based on the delayed trigger mechanism explained in the requirement
section and illustrated in Fig. 1. To achieve this, we have
a dedicated event which we call “RF-Off” event. A soft
event object controls generation of this event by manipulating the masking input.
More precisely, triggers for the individual RF stations
are delayed by a specified amount whenever RF-Off
event is distributed.
For convenience and practical reasons we have provided a separate button, besides desired beam rate, that turns
off the beam permanently when it is activated. This causes distribution of RF-Off event at all machine pulses until
it is deactivated whereupon the last beam rate is restored.
The same approach is used to permanently turn off the
beam by delaying the triggers of the gun laser system
(instead of RF). This is done using another dedicated
event code (hence another event object) which we call
Laser-Off. Turning off the beam with this method is desired when machine experts want to study the dark current
of the machine.
MPS assistance is achieved by applying the MPS alarm
signals to the RF-Off event object which overrides operator’s settings for the beam rate. The high severity MPS
alarm is directly connected to the EVM input which controls the RF-Off event masking. The states of the less
critical alarm signals are read via a digital input card
which is fed to the TMA to reduce the beam rate to specified settings.

Beam State Flag
It is important for certain systems to know if in a machine beam was generated or not. For example, data acquisition systems can decide to drop or keep the acquired
data based on this information.
Beam state in a machine pulse is determined by knowing whether RF-Off or Laser-Off events were distributed
in that pulse. If any of these events is distributed in a
pulse no beam was generated, otherwise beam was generated in that machine pulse.
This information is evaluated in one system that checks
arrival of these two events and provides the beam state to
other systems.

Pulse Marking
The pulse Id is the global reference marker that uniquely identifies each machine pulse. It is generated at the
master timing system and transmitted to all EVRs using
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event system data buffer feature. Every system with an
EVR receives the pulse Id. In systems that use standard
MRF products, i.e. VME or PCIe EVR, when new pulse
Id is received in the data buffer, a control system PV gets
updated through operating system interrupt. This PV is in
our case an EPICS channel. Beam synchronous readout
software uses this PV and tags it to all data collected in
that pulse. Since there is no 64-bit (long long) data type
through standard EPICS records available, we decided to
represent pulse Id by “ao” at master (EVM) and “ai”
record type on receiver side (EVR) which have double
precision floating point value. The pulse Id must be able
to accommodate whole expected life span of the SwissFEL facility.

COMISSIONING EXPERIENCE
Modular Software and Documentation
Since we knew that we will be a very small team for supporting time system users (only two engineers plus one
two man-years of external support), we planned already at
design time to provide tools and documentation to enable
engineers at different expert groups integrate, setup and
do first-level troubleshooting of EVRs on their own. This
was not an easy task as the EVR is a complex device and
its correct configuration for the end user is not so trivial.
We aimed therefore for a very modular software design
and good documentation. The modular software was
given partly by the way we handle EPICS IOC modules at
PSI where a modules contains driver, templates, default
substitutions and default start-up configurations. As such
the user needs only to make a call for loading the EVR
module which in most cases can go with default settings.
We provide two types of documentation to the users:
user’s manual, which contains exhaustive instruction to
setup EVR, and a tutorial document that contains basic
example to popular use cases and also application notes.
Both refer to the configuration parameter of the EVR
software module and accompanying standard EVR GUI’s
which expose a unified interface for all form-factors
(VME and PCIe) to the user. Our experience up to now
proves that a good though, modular control system software together with standardized GUI and good documentation is worth the effort.

Network Diagnostic
SwissFEL timing has a tree distribution topology which
consists of up to five cascaded layers with one EVM as
the top master and several distribution stations along the
machine. Currently we have the following components in
production:
• 67 EVM
• 45 PCIe EVR
• 152 embedded EVR
• 142 VME-EVR
Soon after taking the system into operation, we realized
that tracking of the connection chains of the optical
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patches using labels , excel sheets or other manual methods are error-prone and not maintainable over time. Connections do not remain static on the long run, for example
due to swapping of the patches on EVM ports for quick
fix of a bad signal level or due to wrong patching after
maintenance work. Without a good diagnostics tool troubleshooting becomes a tedious task in rather large networks. When a component (e.g. EVR) cannot lock to the
upstream signal or a port on an EVM is defected, connection path must be known precisely in order to identify
source of the problem and all other connected component
that might be affected by this troubleshooting.
For this reason we proposed MRF to implement a
mechanism in which every component in distribution tree
knows his parent and the port of the parent it is connected
to. Based on our proposal MRF implemented the topology identification as the following:
As described in the section of hardware features the
event system provides topology information. For each
component the topology ID is available through a register
which can be read by control system software [3].
At PSI we have developed “TopoTool”, a tool that
fetches the device names from inventory and then retrieve
topology ID from the control system at runtime.

Figure 2: Screenshot of the tool that captures and displays
the actual timing network interconnect on the fly
All nodes that cannot be read, e.g. missing topology id
or event link is down, or nodes that cannot be localized in
the tree (e.g. due to a missing parent) end up in unsorted
root node. A screenshot of this tool is shown in Fig. 2.
TopoTool can store the captured topology and compare
the runtime captured topology with previously stored one.
Under the column “TopoID stored/actual” in the screenshot, the topology ID’s that have changed since the last
capture is displayed in red. The compare function can also
identify newly added or removed nodes (e.g. EVR or
EVM) to the system. Furthermore by clicking on a node
TUCPL04
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in the tree the expert GUI for corresponding device is
launched where all status and properties of the device can
be accessed.

External Super-period
In SwissFEL there are several subsystems that use different subharmonics of the machine reference clock. Coincidence frequency of these subharmonics is known as
super-period. The timing system also distributes the super-period to all EVRs.
Initially we used to generate the super-period inside the
EVM using a counter which was driven by the event
clock. The resulting super-period was distributed via the
distributed bus signal mechanism. Additionally, triggering
of event sequencer (100 Hz repetition) in timing system is
synchronized with this super-period.
With this scheme the event clock, the super-period and
the events had a common phase. Due to the fact that the
super-period counter started on a random event clock
edge after reset, some systems in SwissFEL that depend
on the two clocks had to be readjusted after every timing
master restart. To solve this problem we are now using an
external super-period which is derived reference clock.
The relation of these clocks remains exactly the same,
even if the timing master restarts. Furthermore, EVM
measures the relative phase between external super-period
and the event clock and allows selection of sequencer
trigger with resolution of 90 degree of the event clock.
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UPCOMING APPLICATIONS
Complex Triggering Application
The Aramis beamline of the SwissFEL has three end
stations. At each end station there are various devices and
subsystems which need to be triggered in a specified
sequence. This is typically required by pump/probe experiments where one pulse excites (pumps) a sample system
to a certain state which is subsequently probed after a
well-defined delay with a pulse.
Control of such process requires defining a complex
triggering pattern that goes beyond the capabilities of the
TMA. Furthermore such trigger sequences are only of
interest by specific end-station and not by the rest of the
machine or even another end-station. As such it makes
sense to implement a separate application that runs locally
for each end-station. Since event system is very limited in
number of distinct event codes (8-bit codes), using local
event generation provides a bigger event code range for
each end-station as they provide independent downstream. Figure 3 shows a typical local distribution of
timing at SwissFEL machine and end-stations.

Delay Compensation
The MRF 300-series product support active delay compensation. Delay compensation is achieved by measuring
the propagation delay of events from the delay top master
EVM through the distribution network up to each EVR.
At the last stage the EVR is aware of the path delay
through the network and adjusts an internal FIFO depth to
match a programmed target delay value. The delay measuring loop runs at a few KHz rate and compensate for the
varying delay that is generated through the path due to
varying conditions of all components on the way (including temperature effects).
At SwissFEL we have estimated a higher boundary
which covers the largest distance between the master and
the furthest EVR in the facility. The target delay of all
EVRs is set to the value of 5000 ns. With the same target
delay, all EVRs deliver their event stream at the same
time. Starting from day one the delay compensation was
active at SwissFEL and machine operation is relaying on
this. However we have not yet done a thorough study of
this mechanism due to lack of available machine time
during the commissioning and also the short time available to reach the project milestones. We plan to do this at
next possible time slot of the machine development. One
case study can be to turn off the delay compensation for
an EVR in a subsystem and see how the system drifts.

Figure 3: Typical local timing distribution system at
SwissFEL machine or experimental end-stations
As shown, an EVM on layer 3 receives the upstream
events via a single-mode optical link from SwissFEL
master and redistributes it to several downstream EVMs
via multi-mode links which are connected to EVRs in
various subsystems. Layer 3 EVM generates local events
in addition to forwarding of the global ones. Locally generated events should provide very flexible triggering
sequence required at the end stations. The scientists need
to be able to define an arbitrary sequence of different
events. This is specified using a table with many entries.
Each entry defines an event code and a delay value. The
delay is in machine pulse units and specifies after elapsing of how many machine pulses the corresponding event
code shall be emitted. Delays in all entries of the table are
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defined relative to the delay in first entry. The sequence
can be started in three different ways: a) on a button
press, b) at a specified pulse Id or c) upon reception of a
global event. The software application which implements
this functionality is called Complex Triggering Application or CTA for short. A subset of the event code space is
assigned to local events generated by the CTA. This event
code subset can be the same for all end-stations due to
their separation. The implementation of CTA consists of
two parts. The first part is a pure EPICS application running on the IOC in charge of the local EVM (layer 3 in
Fig. 3). The second part is a client application implemented in pyQt and PyEpics which allows the users to define
their sequence of interest.
The IOC side of CTA makes use of event objects, described in previous section. It maintains one event object
for each local event. The client application transforms the
sequence defined in the table to a set of arrays, one array
for each local event. These arrays are written to the CTA
IOC. When sequence execution is started, each array is
used to drive the enable/disable input of one event object.
As CTA iterates over the arrays to stimulate the event
objects, the sequencer is programmed in each machine
pulse to play the specified sequence of events.
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The design of segmented data buffer in 300-series
among others was a result of discussions we had with
MRF in order to find a way that individual EVRs do not
overwrite each other’s data when they send their data
upstream. The segmented data buffer therefore provides
possibility to assign each segment to a specific applications (and subsystems) and keep the communication protocol very simple.

CONCLUSION
We shared our experience and issues we had to handle
for timing system during the commissioning of the
SwissFEL. We presented new features of the MRF hardware and described how we employed them to fulfil operational requirements of the SwissFEL accelerator and its
experimental stations.
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Upstream Communication
The event system at SwissFEL is capable of upstream
communication. There have been already discussions
about applications where a reliable and synchronous distribution of the measured beam or machine parameter is
required. Such information, which might be generated in
principle in any subsystem, can be sent timing system
upstream towards the master and redistributed globally to
all systems. At the moment this is on our low-priority task
list.
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VERIFICATION OF THE FAIR CONTROL SYSTEM USING
DETERMINISTIC NETWORK CALCULUS
M. Schütze∗ , S. Bondorf† , DISCO Lab, University of Kaiserslautern, Kaiserslautern, Germany
M. Kreider‡ , GSI, Darmstadt, Germany; Glyndŵr University, Wrexham, Wales
Abstract
The FAIR control system (CS) is an alarm-based design
and employs White Rabbit time synchronization over a GbE
network to issue commands executed accurate to 1 ns. In
such a network based CS, graphs of possible machine command sequences are specified in advance by physics frameworks. The actual traffic pattern, however, is determined at
runtime, depending on interlocks and beam requests from
experiments and accelerators. In ’unlucky’ combinations,
large packet bursts can delay commands beyond their deadline, potentially causing emergency shutdowns. Thus, prior
verification if any possible combination of given command
sequences can be delivered on time is vital to guarantee
deterministic behavior of the CS. Deterministic network calculus (DNC) can derive upper bounds on message delivery
latencies. This paper presents an approach for calculating
worst-case descriptors of runtime traffic patterns. These
so-called arrival curves are deduced from specified partial
traffic sequences and are used to calculate end-to-end traffic
properties. With the arrival curves and a DNC model of the
FAIR CS network, a worst-case latency for specific packet
flows or the whole CS can be obtained.

INTRODUCTION
Non-functional aspects of large distributed systems often
define the most safety-critical properties of such systems.
For instance, the avionics sector employs x-by-wire applications with strict reliability and safety requirements [1].
Another area where formal verification is an important part
of the development and operation are industrial facilities [2,
3]. Their uninterrupted operation is subject to fulfilment of
predefined performance metrics, foremost w.r.t. to their control system (CS). This also holds true for the GSI Helmholtz
Centre for Heavy Ion Research, a particle accelerator facility
in Darmstadt, Germany. Its largest component, the Facility
for Antiproton and Ion Research (FAIR), will contain 3.5 kilometres of piping [4], several kilometres of cabling and more
than 2000 endpoints [5]. Part of the development of FAIR
has been the introduction of a highly accurate, low-latency
CS system employing White Rabbit [6] time synchronization
over Gigabit Ethernet [7]. The FAIR CS demands that, at any
given time of operation, messages sent to any end point can
reach their destination within 500 microseconds despite the
presence of further messages in the network. While viable
machine command sequences are specified in advance by
physics frameworks, they might translate into a vast number
∗
†
‡
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of different traffic patterns. These are only determined at
runtime and depend on interlocks and beam requests from
experiments and accelerators. In the worst case, this might
result in messages being delayed beyond their respective
deadline, potentially causing emergency shutdowns of the
entire system. To verify that the given timing constraint
invariantly holds, all possible message sequences for an experiment need to be verified. For this, traffic specifications in
a graph-based format as shown in Figure 1 were introduced.
The Deterministic Network Calculus (DNC) [8] has been
used to verify deadlines in distributed avionics systems for
quite some time [9]. DNC is an application-agnostic mathematical framework for worst-case modelling and analysis
of distributed systems. More recently, it has also been applied to large industrial systems [10]. In this paper, we will
provide its application to the FAIR CS. Among DNC’s two
parts, modelling and analysis, the latter has seen most attention. The literature set its focus on improving the accuracy
of worst-case bounds on the end-to-end delay as well as computational aspects of deriving them (see [11] for recent and
comprehensive results). In contrast, we extend the system
modelling capabilities of DNC. To be precise, we contribute
a method to convert the graph-based specification of possible machine command sequences to the deterministic upper
bound on traffic flows at the location they enter the system.
The DNC analysis takes the network topology, forwarding
capabilities of the network, flows’ path and these bounds,
so-called arrival curves, to bound worst-case message delays.
Arrival curves have been derived from input specifications
before, however, such approaches often required explicit generation of compliant traffic traces that were then transformed
into the arrival curves [12]. As these traces are finite, the
domain of the resulting curves is finite, too. This may impact
the validity of derived performance bounds and needs to be
handled with care [13]. We avoid these problems by directly
deriving arrival curves from the specification such that these
are valid for indefinite length of operation of the system.
The remainder of this paper is structured as follows: A
background section presents the basics on DNC, the FAIR
traffic specification and a formalization that we use for derivation of arrival curves. The derivation is contributed in the
subsequent section. We aim for most accurate arrival curves,
resulting in pseudo-periodic shapes. Yet, tools providing
automated DNC analysis, foremost the DiscoDNC [14, 15],
may be restricted to aperiodic arrival curves. Thus, we provide a concave hull algorithm to convert to arrival curves
with a finite amount of piecewise affine segments. We
present practical considerations concerning our generic algorithm and parameter ranges found in a FAIR traffic spec-
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Figure 1: An example of a specification in graphical format.
We assume that edges always leave blocks on the right and
enter on the left.

Cumulative Traffic
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ification before we evaluate our findings and conclude the
paper.

BACKGROUND
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Deterministic Network Calculus

The FAIR Traffic Specification
The FAIR traffic specification represents several possible
machine command sequences in a graph-based format. Each
node in the graph represents a deterministic sequence of messages of some fixed length. Messages inside a block have a
size, representing an abstract measure of size (for example
the number of bytes) and an offset from the beginning of the
block. Therefore, if a block is entered at time t, a message
with offset τ is considered to be sent at time t + τ. Machine
command sequences start at the beginning of some predefined initial block. At the end of each block, several possible
next blocks might exist as indicated by edges with multiple
destinations in the graphical representation (see Figure 1).
The choice is only made at runtime of the system. Overall
the actually emitted command sequence can therefore be
considered non-deterministic. For example, see the several
possible cumulative models of Figure 2a. In this paper, we
contribute a deterministic upper bound on the traffic, a DNC
arrival curve α.

Problem Formalization
Specifications We model specifications as a directed
graph (B, E), where B is the set of blocks of the specification
and E is the successor relationship between blocks.
Each block contains an ordered sequence of messages
being sent in that block M ⊆ M, where M is the set of all
messages. We assume that each message belongs to exactly
one block.

1 2 3 4 5 6 7 8 9 10 11
Time
(a) Potential cumulative models for Figure 1.

Maximum Traffic

DNC is a mathematical framework for deriving upper
bounds on the end-to-end delay of messages in networks.
Given a cumulative function describing the traffic entering
the system at any given time, A : R+ → R+ , the arrival
curve α describes an upper limit on the traffic entering the
system in any given interval: α(s) ≥ A(t + s) − A(t) for
all t ≥ 0. Combined with a service curve β, which is a
lower bound on the forwarding capabilities of the system,
this allows derivation of upper bounds on the end-to-end
delay and backlog of messages [8].

15
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13
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3
2
1
1 2 3 4 5 6 7 8 9 10 11
Interval Length
(b) Arrival curve of Figure 1.

Figure 2: Curves derived from Figure 1.
We therefore define the following attributes for blocks
b ∈ B:
Duration δ : B → N+
Messages µ : B → P(M)
We also define the following attributes for messages m ∈
M:
size : M → N0
offset : M → N0
TUCPL06
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We define the traffic generated by some block b as
Õ
τ(b) B
size(m).
m∈µ(b)

Flows In order to capture the worst-case traffic generation deterministically, we extend our concept of blocks to
arbitrary flows between blocks. The central part of a flow is
uniquely characterized by the messages it contains1 , but we
might need padding at the front and back when a flow starts
or ends between two messages instead of borders of blocks.
We will call the padding at the front of the flow padl and the
padding at the end padr .
We therefore call a 3-tuple f = (padl, σ, padr ) from (N0 ×
M ∗ × N0 ) a flow if there is a decomposition σ = σ 0 · · · σ n
such that

By definition, α is an arrival curve, and it is also subadditive: Consider a flow f of length n + k with f ∈
flowsα (n + k). We can decompose f into an initial part
f1 of length n and a final part f2 with a duration of k. By
definition we know that τ( f1 ) ≤ α(n) and τ( f2 ) ≤ α(k).
Therefore τ( f ) = α(n + k) ≤ α(n) + α(k).

DERIVING ARRIVAL CURVES FROM
MACHINE SEQUENCE SPECIFICATIONS
Pseudo-periodic Input Approximations

∃bs ∈ B : σ 0 is a suffix of µ(bs )

Given the restrictions of the DiscoDNC, we need to derive
a concave hull of the arrival curve. This concave hull is
particularly easy to calculate for ultimately pseudo-periodic
functions. Let d ∈ R+ be the period, c ∈ N0 be the increment
and T ∈ N0 be the offset of the periodic part. We call g an
ultimately pseudo-periodic function [16] if

∃be ∈ B : σ n is a prefix of µ(be )

∃T ∈ N0 : ∃(c, d) ∈ R × N0 : ∀t ≥ T, g(t + d) = g(t) + c.

∀0 < i < n ∃bi ∈ B : σ i = µ(bi )
∀i < n : (bi, bi+1 ) ∈ E
padl < offsetrel (σ[0])
padr < offsetrel (next(σ[−1])
Note that this definition does not allow us to represent
flows that end between two messages m, m 0 if offset(m) =
offset(m 0). However, this is not a crucial restriction since
we are generally interested in the maximum traffic generated
in any given interval. This worst case will not be achieved
by excluding some concurrent messages from the flow.
We say a flow begins on a block border if padl =
offset(σ[0]) and ends on a block border if padr = δ(be ) −
offset(σ[−1]) − 1.
We now extend the measures of duration and traffic from
blocks to flows by defining the traffic generated by f as
Õ
τ( f ) B
size(m)
m∈σ

and the duration of f as
!
δ( f ) B t +

Õ

δ(bi ) + u

0<i<n

where t = δ(bs )−offset(σ[0])+padl and u = offset(σ[−1])+
1 + padr .
Maximum traffic The maximum traffic generated in an
interval of length n is
α(n) B max { τ( f ) | f ∈ F ∧ δ( f ) ≤ n }
and the flows with the maximum traffic are
flowsα (n) B arg max τ( f ).
δ( f )≤n

1
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Unless it passes through no messages at all – but in this case, all such
flows have the same behaviour. They are also typically not of interest
when trying to approximate worst-case traffic.

Using the sub-additive property of arrival curves, we can
approximate α by observing that
α(i · k + n) ≤ α(i · k) + α(n)
≤ i · α(k) + α(n).
We pick some threshold k and define αapx to be an ultimately pseudo-periodic function with initial offset 0, period
k and increment α(k) with αapx (i) = α(i) for i < k.

Ultimately Affine Concave Hull
Based on the ultimately pseudo-periodic approximation
of the arrival curve we next derive an arrival curve that is
compliant with the DiscoDNC tool [14, 15]. The DiscoDNC
demands concave arrival curves that are composed of a finite
number of linear segments. We therefore need to further
process our function. This step is based on the fact that every
curve that is larger than the given arrival curve is also a valid
arrival curve for the system (although model accuracy is
decreased by over-approximation).
The concave hull h f of a function f is a piecewise affine
and concave function, where the endpoint of each affine
segment is the initial point of the next segment and at all
points it holds that h f (i) ≥ f (i). In particular, we want a
function h f that intercepts f at as many points as possible to
reduce the over-approximation introduced by the hull. If f
is ultimately pseudo-periodic with parameters c, d, T (recall
section ), we can easily calculate such a tight concave hull:
Let h1, . . . hn be the segments of the concave hull with
intervals [x0, x1 ), [x1, x2 ), . . . [xn−1, ∞). By concavity we
know that slope(hi ) ≥ slope(hi+1 ). The last affine segment
of the concave hull h f has a slope of dc , an a y-offset of
y0 = max { f (x) − x · dc | x < T + d } and begins at


xn−1 = min arg max f (x) − x · dc | x ≤ T + d
.
If h f = (hi )i ≤n is a tightest concave hull over f , then
hi (xi ) = f (xi ). From this, we develop Algorithm 1 (Consider also Figure 3 for a visualization of the steps of the
algorithm).
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(a) Initial step.

(b) Monotonicity violated.

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUCPL06

(c) Skipping a segment.

(d) Final hull.

Figure 3: Concave hull algorithm.
Algorithm 1 Concave Hull for Pseudo-Periodic Functions
1: function ConcaveHull(seg_end, min_slope) →
segment offsets
2: # Compare Figure 3a
3:
seg_begin = seg_end − 1
4:
if seg_begin = 0 then
5:
return [0]
6:
end if
7:
max_slope = ∞
8: # Abort when no valid segments left
9:
while slope(seg_begin, seg_end) ≥ min_slope do
10:
slope = slope(seg_begin, seg_end)
11:
if slope ≤ max_slope then # Check interception
12:
hull = ConcaveHull(seg_begin, slope)
13:
if hull , “concave hull not found” then
14: # Found a valid hull, compare Figure 3d
15:
return hull + [seg_begin]
16:
end if
17: # Cannot have higher slope than this for the current
segment without intercepting at seg_begin
18:
max_slope = slope
19:
end if
20: # Consider the next segment, compare Figure 3c
21:
seg_begin = seg_begin − 1
22:
end while
23: # Compare Figure 3b
24:
return “concave hull not found”
25: end function

PRACTICAL CONSIDERATIONS
Realistic machine command sequences for the FAIR CS
reveal that brute-forcing the calculations will cause infeasible computational effort. Typical values for the length of
blocks for the GSI control system are in the range of 109
nanoseconds. However there are usually only 102 to 103
messages in a block. We can therefore cache the times at
which the curve increments and the corresponding value at
these points in time.

Listing 1: Step Function
struct StepFunction {
stepTimes : L i s t [ long ]
s t e p V a l u e s : L i s t [ double ]
}
This representation has some nice properties, namely for
a function of n steps we can:
1. Find the value at time t in O(log n) via binary search
over stepTimes.
2. Find the first time the function exceeds some value in
O(log n) via binary search over stepValues.
3. Find the maximum traffic over all intervals of some
fixed length in O(n log n) via self-deconvolution.
Of particular interest for optimization is Property 2: Assume we have some block b with a total traffic τ(b) and
a maximum prefix function maxprefix with a maximum
value of v. When calculating the time this function increases
next, we just need to check all successor blocks for the time
their maxprefix first exceeds v − τ(b).
If we additionally cache values of maxprefix that had
been calculated before, we can effectively calculate α(i) by
pre-calculating maxprefix(i + δ(b)) for each block and then
querying each blocks maxprefix for the maximum interval
of length i where the start of the interval does not exceed
δ(b).
We now extend present an algorithm to compute the maximum prefix in a single block that makes use of these optimizations.
Theorem 1 Let s(b, t) be the number of steps in the prefix
function of block b up to and including time t. Let t be fixed
and the maximum number of steps be S = maxb ∈B { s(b, t) }.
Calculating maxtraffic for all blocks up to time t has a
runtime bound of O(|B| 2 · S · log S + |B| · S 2 · log S).
Proof Consider a single call of maxprefix(t). This results
in at most S calls of firstTimeExceeding: each call of
firstTimeExceeding with its current maximum value as
parameter provides exactly one step to the step function.
TUCPL06
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Algorithm 2 Calculating maxprefix
1: function Block::firstTimeExceeding(traffic) → time
2:
while maxprefix.maxValue ≤ traffic do # Find the
next step of the function
3:
ttr = maxprefix.maxValue − totalBlockTraffic
4:
min = minnext b.firstTimeExceeding(ttr)
5:
generatedTraffic = maxnext b.maxprefix(min)
6:
7:
8:
9:

time = period + min
value = totalBlockTraffic + generatedTraffic
add step to maxprefix at time time to value

value
end while
11:
return maxprefix.firstTimeExceeding(traffic)
12: end function
10:

13:
14:
15:
16:
17:
18:
19:

function Block::maxprefix(time) → traffic
while maxprefix.validTo is not defined up to time
do
firstTimeExceeding(maxprefix.maxValue)
end while
return maxprefix.valueAt(time)
end function

Each call of firstTimeExceeding results in up to |B| calls
of firstTimeExceeding on other blocks. Each of these may
result in another |B| calls of firstTimeExceeding. These
calls however will return immediately in log S, resulting in
a runtime of O(|B| 2 · log S):
After a call of firstTimeExceeding(u) for some block
b and some traffic u, the step function of all other blocks is
calculated at least up to firstTimeExceeding(u − τ(b)). The
next call of firstTimeExceeding(u+u 0) will query the other
blocks b0 at t + u 0 − τ(b), which will, in turn, query other
blocks at u + u 0 − τ(b) − τ(b0). Since the traffic generated
in a single step can not exceed the traffic generated in any
block, this means that u 0 ≤ τ(b0) and therefore u + u 0 −
τ(b) − τ(b0) ≤ u − τ(b). In other words, it falls below the
pre-calculation threshold and the call returns immediately.
Total time to calculate maxprefix(t) is therefore bounded by
O(|B| 2 · S · log S): S steps, each of which can be calculated
in O(|B| 2 log S)).
Now consider the calls of maxprefix(t) on the other
blocks. The maxprefix step function has already been calculated up to firstTimeExceeding(u − τ(b)) where u is the
maximum value of maxprefix for block b. For all other
blocks b0, calls of firstTimeExceeding(u − τ(b) + u 0) query
the other blocks at u − τ(b) + u 0 − τ(b0), which falls below
the pre-calculation threshold. This call therefore terminates
in O(|B| log S). Iterating over all blocks gives a runtime of
O(|B| 2 log S), which must, in turn, be repeated for all steps
between firstTimeExceeding(u − τ(b)) and t, which cannot
be more than S. Therefore, calculating maxprefix(t) for all
other blocks also takes O(|B| 2 · S · log S).
Finally, calculating maxtraffic for one block takes O(S ·
log S), so for all block this is O(|B| · S · log S). Doing this
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for all steps of α from 0 to t has therefore a runtime of
O(|B| · S 2 · log S).

EVALUATION
We now evaluate the feasibility of our proposed approach.
For this, we consider two dimensions: How accurate the
algorithm is, and how fast it terminates, in both cases with
respect to a given evaluation threshold. We leave dimensions that are potentially of interest, for instance density of
messages, the number of blocks in the specification or the
average branching factor of blocks, for future work.
Our evaluation is based on a fictional yet representative
specification for the FAIR CS and its CRYRING component,
a heavy ion storage ring (see Figure 4 and [17]). For it, the
sequence with the highest average traffic emits B_CRY_HALT
1 message per 5 · 105 ns, and the longest block has a length
of 2.75 · 109 ns. The shown error is calculated based on the
approximated slope of the final segment and compared to
the “true” slope of the final segment (2 · 10−6 ).

B_CRY_INIT
2 messages, period 106
B_CRY_0
21 messages, period 2.75 · 109
B_CRY_1
19 messages, period 2.75 · 109
B_CRY_HALT
1 message, period 5 · 105

Figure 4: The CRYRING specification.

Accuracy
Table 1 and Figure 5 show that our sub-additive approximation lets the error quickly approach zero.
Table 1: Accuracy
Threshold

Final Slope Error (abs.) Error (rel.)

2.75 ·
1.45 · 10−2
2.75 · 104
1.45 · 10−4
6
2.75 · 10
4 · 10−6
8
2.75 · 10
2.01 · 10−6
2.75 · 1010 2.0001 · 10−6
102

Error (abs.)
Error (rel.)

1.45 · 10−2
1.43 · 10−4
2 · 10−6
1.09 · 10−8
1 · 10−10

7272.5
72.7
2.0
1.006
1.0001

derived slope minus ground truth
calculated slope divided by ground truth
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Figure 5: Accuracy of sub-additive approximation with respect to thresholds. Red line is “true” slope given by the
concave hull over α at 2 · 10−6 .

Figure 6: Runtime of sub-additive approximation with respect to thresholds.

However, the error will never reach zero as the subadditive approximation pays bursts for each multiple of the
threshold instead of only once.

possibly emitted during runtime as this representation entails
non-determinism. Giving a worst-case bound on the generated traffic in terms of a Deterministic Network Calculus
arrival curve, we enable worst-case analysis of the entire CS
in a timing verification step prior to system runtime. Results
of this step, namely bounds on the end-to-end delay of message transmissions, can be compared to command deadlines
and thus help to avoid potential emergency shutdowns of the
system.

Execution Time
The following tests were run on a Windows 10 computer
with a quad-core Intel i7-4710HQ CPU. The processor has a
clock speed of 2.5GHz and made use of 16GB RAM running
at 1600MHz. While the presented results are not meant to
be authoritative, they provide insight on the speed of our
algorithm. Results are shown in Table 2 and Figure 6.
Table 2: Execution Time of Sub-additive Approximation for
Different Thresholds, Average over 10 Repetitions
Threshold Mean time Standard deviation (SD)
2.75 · 102
2.75 · 104
2.75 · 106
2.75 · 108
2.75 · 1010

6ms
6ms
8ms
36ms
1.154s

19ms
17ms
22ms
38ms
537ms

The (optimized) sub-additive approximation can be computed very fast, returning very accurate results within a couple of milliseconds. While the worst-case analysis of our
algorithm’s computational effort show that it might suffer
from quadratic scaling, we observed fast evaluation times
for realistic specifications for machine command sequences.
In our example, execution time increases roughly linear with
the threshold though at low terms a fixed overhead dominates.

CONCLUSION
In this paper, we presented an approach to deterministically bound the traffic generated by the FAIR control system.
We developed an algorithm to convert the graph-based representation of all attainable machine command sequences
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Abstract
We describe the data analysis structure that is integrated
into the Karabo framework to support scientific experiments
and data analysis at European XFEL. The photon science
experiments have a range of data analysis requirements, including online (i.e. near real-time during the actual measurement) and offline data analysis. The Karabo data analysis
framework supports execution of automatic data analysis for
routine tasks, supports complex experiment protocols including data analysis feedback integration to instrument control,
and supports integration of external applications. The online
data analysis is carried out using distributed and accelerator
hardware (such as GPUs) where required to balance load
and achieve near real-time data analysis throughput. Analysis routines provided by Karabo are implemented in C++
and Python, and make use of established scientific libraries.
The XFEL control and analysis software team collaborates
with users to integrate experiment specific analysis codes,
protocols and requirements into this framework, and to make
it available for the experiments and subsequent offline data
analysis.

INTRODUCTION
The European X-ray Free Electron Laser (XFEL) is a
facility providing X-ray and laser excited imaging to wide
range of science users. The generated X-ray pulses are extremely brilliant (peak brilliance ∼ 5 · 1033 photons/s/mm2 /
mrad2 /0.1% band width), ultra-short (<100 fs) pulses of
spatially coherent X-rays with wavelengths down to 0.1 nm.
X-rays are delivered in 10 trains of pulses per second, where
up to 2700 pulses form a train in which the pulse separation
is 222 ns [1].
Measurement data obtained during experiments are analysed both during the experiment – to guide the experimental
work during beam time – and subsequently to fully understand and exploit the data taken. The complexity of the experimental setup and high data rates of the order of 10-15 GB
___________________________________________

† hans.fangohr@xfel.eu

per second per detector at European XFEL [2] demand an
efficient concurrent approach of performing experiments
and data analysis: Data analysis must already start whilst
data is still being acquired and initial analysis results must
immediately be usable to feedback into and re-adjust the
current experiment setup. The Karabo control system [3]
has been developed to support these requirements.
In this paper, we describe European XFEL’s provision for
data analysis during and after the experiment. We start by
defining rapid, online and offline data analysis, then describe
the architecture of relevant frameworks at European XFEL
for rapid-feedback and online analysis, offline data analysis,
further user support, and close with a brief summary.

Rapid Feedback, Online and Offline Analysis
We distinguish three different data analysis scenarios:
(i) rapid-feedback (or near-realtime) data analysis, which
we interpret as data analysis during the experiment to optimise and maintain the experiment conditions and parameters.
Key requirements here are low latency in provision of data
analysis results: the shorter the latency, the easier it is during
the experiment to interpret and understand the effect of an
intervention. For example, the adjustment of the sample
position to bring it into the X-ray beam can be done the
more rapidly, when integrated data analysis automatically
provides the feedback if and when the beam has hit the sample. A low feedback latency is required for more effective
conducting of experiments, as is well known in photon science facilities [4–9]. One aims for near real-time feedback
with latency of the order of seconds or below.
(ii) online data analysis: data analysis to be carried out
during the experiment (thus including rapid-feedback) but
not requiring the same low latency. This includes analysis
that is acceptable to be carried out minutes and hours after
the data has been acquired.
(iii) offline data analysis, which summarises all remaining data analysis that takes place after the beam time has
concluded. In contrast to the online data analysis, which is
focused on fast and consequently often somewhat approxiTUCPA01
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mative feedback, the emphasis here is on the most accurate
analysis and exploitation of the data that has been recorded.

RAPID-FEEDBACK AND ONLINE DATA
ANALYSIS
Figure 1 outlines a schematic and simplified view of the
data flow for rapid data analysis during the experiment. Starting from left, we have indicated the overall experiment which
generates data through “Detectors” and “Sensors”. This is
processed through the “Data Management” tools of Karabo.
The data can flow to the XFEL data storage (indicated as
the orange-coloured house shape at the bottom) and to the
“Pipeline processing”.

Data Storage
Different types of data are stored: “Raw data files” store
detector data without any calibration or correction applied,
to allow application of different and improved calibration
and correction in the future. European XFEL GmbH has a
scientific data policy [10] to provide data retention for raw
data for a minimum of 5 years; striving to achieve storage for
10 years where possible. We also store detector calibration
data and slow control data. Slow data contains (relatively)
slowly changing data such as motor and sample positions.
“Metadata” describes the content of other data.

Pipeline Processing
“Pipelined processing” is a general concept of performing
subsequent actions on data tokens, passed through a pipeline
of algorithms via a specified data exchange format, usually
without the need of intermediate file-storage. Karabo implements this concept via TCP-based p2p channels, linking
individual code components, encapsulated in so called devices [3].
These devices can communicate across the network and
can thus be hosted on many different computers, allowing the
data flow and processing to be distributed across hardware.
There are different predefined modes of data queuing and
dropping if the listening device cannot keep up. Out of these
building blocks, one can create large and arbitrary networks
of data stream processing pipelines. Multiple pipelines can
be combined to work simultaneously.
Figure 2 shows the example of a calibration pipeline which
processes incoming detector data in 16 different streams for
each of the 16 detector modules, carries out calibration of
the data on 16 different pipelines consisting of multiple
devices each (hosted on 8 different compute nodes, i.e. two
pipelines on each host) in parallel. The data flow is merged
back into one stream on a dedicated combiner node, before
offering that data stream to be displayed in the control room
or processed further by another pipeline [2].
The “Pipeline processing” box in Fig. 1 represents multiple data pipelines and thus hides internal complexity.
In Karabo pipeline processing individual data tokens contain data associated to a single train. This may be all pulses
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recorded by one of the MHz detectors, a digitizer, or the
slow control of selected sources as relevant for analysis.
Outputs from the “Pipeline processing” may be stored in
additional “Data files” at XFEL (third data storage symbol
from the left in Fig. 1).

Feedback on Control GUI
The Karabo Graphical User Interface (GUI) [11] allows
the creation of scenes that provide selected pieces of information to the team running the experiment. The creation
and editing of scenes can be done without programming,
allowing for rapid adjustment to changing experimental scenarios.
Figure 3 shows such a “Live scene” for the AGIPD detector [12] at the SPB instrument [13], imaging diffraction on
a water jet. This data is offset- and relative gain corrected,
after having been fed through the calibration pipelines.

Karabo Bridge
The “Karabo bridge” shown in Fig. 1 allows to connect
external applications to the Karabo control and data analysis
framework. In particular, “Data stream input adapter” and
“Data stream output adapter” provide an interface that allows
the Karabo data stream format to be converted to the requirements of other data processing applications, and to feed data
back from those applications into Karabo, respectively.
Currently, the “Data stream output adapter” offers the
Karabo stream through a ZeroMQ [14, 15] socket. For the
rapid feedback situation, it typically uses ZeroMQ’s publishsubscribe pattern, where the data sets corresponding to photon trains are offered at the same rate as they are received
from the Karabo pipeline. If the connected “Data Analysis
tool” does not read a data set, the data set is dropped. At the
time of writing, the latency – between the detector recording
the data and the data being available at the ZeroMQ interface – has been measured as about 2.5 seconds for data going
through the calibration pipeline, and about 1.5 seconds without calibration. For this setup, we processed 4 trains per
second, leading to a data throughput of 2.5 Hz × 1 Mpixel ×
64 memory cells × 4 Byte × 2(gain + image) = 1.2 Gb/s.
External data analysis tools can connect to this bridge,
for example through a Python client and a C++ client [16].
They can process the data stream directly, or may write the
current train data into a temporary file, then load the file and
process the loaded data, before repeating this for the next
train data set.
OnDA [17], an open source data analysis utility designed
for fast online feedback during serial X-ray diffraction and
scattering experiments, has been extended to connect to the
Karabo bridge and has been successfully used in the first set
of experiments at XFEL.
The diagram in Fig. 1 shows that the data analysis tools
that are connected through the Karabo bridge, of which there
could be many, may create their own data files, and can also
feed back information into the Karabo system, which can be
used for feedback in the GUI and for permanent storage if
required.
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Figure 1: Schematic view of data flow for rapid feedback during experiment. See main text for a detailed discussion of all
elements.
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...
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module 16

Figure 2: Simplified representation of a calibration pipeline.
In this example, the data stream originating from the data
acquisition is split into 16 parallel streams, so that each of
the 16 calibration devices can process one of the 16 detector modules. This allows the 16 calibration devices to be
distributed on up to 16 different compute nodes to spread
the computational load. The data streams are subsequently
united in the combiner device. Other configurations are
possible.
The Karabo bridge allows data analysis tools to run on
hardware and networks separated from the Karabo control
system.

Complex Experimental Protocols
The combination of control and data analysis within the
Karabo software allows complex experimental protocols to
be supported: data analysis software can provide informa-

tion based on which a scientist can manually control the
experiment, but it is also possible to have automatic control
feedback based on outcomes of complex data processing and
analysis pipelines. The dashed arrow in Fig. 1 represents
this real-time control feedback loop.
A challenge arising from close coupling of a wide range
data analysis software is that misbehaviour of some parts
of the software must not affect the control system: data
analysis software crashes, memory overflows, flooding of
the network, filling up disk space are possible but must be
managed to reduce their potential impact. This is partly
addressed by running control parts of Karabo on dedicated
and locked hardware, and restricting the interaction with
user provided analysis tools to that via the Karabo bridge (as
sketched schematically in Fig. 1.) Only carefully reviewed
software can be integrated into the control system, to ensure
it cannot cause undue impact on other systems. See also [18]
for a wider discussion of security.

Computing Infrastructure
The dedicated hardware to support data analysis for measurements and science at European XFEL is split into two
systems. First a small computational resource (at the time of
writing 140 cores distributed over 7 equal nodes with each
256 GB RAM) is set aside for each experiment during their
respective beam time. These nodes are provided exclusively
for the experimenting group. Additional computational facilities are available to run the control system and to provide
XFEL hosted calibration and data analysis pipelines. This
computer system is referred to as the “online cluster”.
Second, a larger computational resource is available for
offline analysis: the high performance computing system
TUCPA01
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Figure 3: Rapid feedback during experiment on GUI in control room, illustrated through screenshot of GUI element that
updates live and shows a single preliminary corrected image of X-ray scattering in water jet obtained with the AGIPD
detector [12]. The GUI provides interactive elements, for example the slider on the right to select which pulse for a given
train of pulses is to be displayed, and control and information elements on the left that affect latency and completeness of
the displayed overview plot. Only 15 out of 16 detector modules are shown due to throughput optimisation.
Maxwell [19] of the Deutsches Elektronen-SYnchrotron
(DESY) has been extended to provide compute power to
support XFEL users during and after their experiment. Currently, there are 80 nodes available, each with 40 cores and
512 GB RAM.
The compute infrastructure has been split in this way to
ensure that exclusive use of compute resources is possible
and available in close proximity to the experimental hutch
and data being captured by the detectors and other sensors,
while the majority of compute intense analysis tasks are
carried out within an existing HPC centre to benefit from
the economy of scale.
Data acquired during the experiment is initially stored
locally close to the experimental hutch. At the end of an
experimental run (with typical run times of the order of
minutes), this data is transferred to the Maxwell cluster,
calibrated as appropriate, and becomes available for further
offline analysis.

OFFLINE DATA ANALYSIS
Data Access
Figure 4 shows how “Preprocessed data files” in HDF5
format can be obtained for offline data analysis: on request
through the metadata catalogue, a data stream is initiated,
calibrated on the fly, and the resulting data stream is saved
into preprocessed data files in HDF5 format. These files
are made available on the Maxwell cluster, which has a
reserved partition for offline data analysis. We call these
preprocessed data files as some automatic processing may
have taken place, but the main data analysis is still to come.
The particular structure of the HDF5 files will depend on
the experiment carried out, but a general format is followed
and examples and tools to read and process the files are available [20]. Together with users of European XFEL, we aim
to create an open collection of typical data analysis recipes
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Figure 4: Recorded data can be requested from XFEL
through the data management system. Raw data that is
stored in European XFEL’s data archive, is processed and
calibrated through pipeline processing, and then delivered
as HDF5 files. In this document, we call these files preprocessed data files. This is possible during the experiment
and subsequently on demand (i.e. for online and offline data
analysis).
h5tools
(reader /
converter)

Data
analysis
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Preprocessed
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(HDF5)

Data files

Figure 5: Preprocessed data files can be accessed directly
or through file reading and converting tools provided by
European XFEL. These support a growing set of standard
formats, and can be used as a library to develop new custom conversions to feed the data to required data analysis
packages.

over time [16]. There are two ways of further processing
these files:
First, we have data file based approaches: The preprocessed HDF5 files can be interrogated, read and converted
directly or through an access library and file conversion tools
[16] as shown schematically in Fig. 5. Over time, we expect
to respond to user requests to grow these file access utilities
into general purpose tools that cover user needs, and which
will provide file format conversions to existing formats that
are relevant for data analysis.
Second, data stream based approaches: Fig. 6 shows that
we can also replay the experiment by sending the preprocessed data files through a Karabo data pipeline and thus
make the data stream available for tools connected to the
Karabo bridge as described above. The advantage of this approach is that the data stream appears (from the perspective
of the “Data analysis tool”) as if the experiment was taking
place. This allows (i) re-use of adaptors and data analysis
tools that have been used for rapid-feedback data analysis

Preprocessed
data files
(HDF5)

Data
stream
output
adapter

Data
analysis
tool

Data files

Figure 6: The preprocessed data files can also be read from
disk and then sent through the Karabo data pipelines as if
coming from the experiment. This data stream can then be
accessed via the “Data stream output adapter” of the Karabo
bridge, to connect to data analysis software that can process
streaming data. This is useful to test the connection of new
tools to the system in advance of allocated or desired beam
time.

in the offline situation, and (ii) testing of new adaptors to
connect to the Karabo bridge in advance of experiments.
For data that is streaming through the Karabo bridge in this
offline analysis setting, we typically use ZeroMQ’s request
reply pattern, so that the data is only sent to the analysis
application on request, and thus the data analysis application
determines the processing rate. This is important to ensure
that all data sets can be processed.

Reproducible Data Analysis – Jupyter Notebook
Documented and transparent reproducibility in computational science and data analysis has attracted increasing
attention in the recent past: it is important that the procedure
to obtain scientific results from data can be repeated. We integrate and support the use of the Jupyter Notebook [21, 22]
to carry out data processing and data analysis, as a technology that allows straightforward documentation and sharing
of data exploration and analysis, and thus supports reproducibility.
Figure 7 demonstrates basic features of the Jupyter Notebook. In essence, there is a sequence of input cells, each of
which can contain text or code. Code input cells are numbered and can produce textual or multimedia output. These
are displayed inside a web browser that is connected to a
computational backend. This backend can be the same machine on which the notebook is displayed in the browser,
or a remote server. We can see from the figure that it is
possible to combine code, plots and interpretation in one
Jupyter Notebook.
As notebooks can be saved, re-loaded and (assuming the
relevant data files and support software is provided) also
be re-executed, they help significantly in moving towards
reproducible data analysis. Through a menu command or
a command line interface, notebooks can be converted to
widely used read-only formats such as html or pdf: the sharing of notebooks with collaborators is thus practical. The
data science community in academia and enterprise has emTUCPA01
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braced the notebook as an executable document describing
data analysis and as a high productivity tool.
While the Jupyter Notebook supports multiple programming languages, we expect that Python is likely to be used
by many. The Python libraries that are available from the
scientific community and from European XFEL can be combined in Jupyter Notebooks to carry out data analysis. The
documentation of the detector analysis library [23] and Fig. 8
show examples.
As the computational kernel of a Jupyter Notebook is
separated from the web browser that displays the notebook,
this technology also provides convenient remote access to
data analysis while the data and compute facilities used can
remain located at European XFEL.

Figure 8: Liquid scattering pattern of tetrahydrofuran solution of a Cu complex collected with the LPD detector [24,25]
at scientific instrument FXE [26](corrected for dark offset).
Inset: Average of the azimuthally integrated set of 150 image.

USER SUPPORT FOR EXPERIMENTS

Figure 7: An example of a Jupyter Notebook, demonstrating
features of value for reproducible data analysis.

European XFEL offers a range of measures to support
science users of the facility. Online documentation provides
an overview of the data analysis environment [20], and provides further pointers to the documentation of the Maxwell
cluster, lists of available software packages, file system and
other details.
Software is made available as open source code on
GitHub [16] to help with access to data files, calibration
and postprocessing routines, conversion of data formats, the
Karabo bridge, and to share recipes for common analysis
tasks widely. We aim to develop this into a community effort with contributions from users to enable the best possible
science exploitation of experiments carried out at European
XFEL. Where possible, we aim to align efforts and software
with other photon science facilities to avoid proliferation of
new formats, protocols and software. Example data files are
made available to allow users to set up and test their software
in advance of their experiment.
To provide additional flexibility in providing specialist
software, we are trialling the possibility to run analysis software in containers (such as Docker containers [27, 28]),
which can be described as light weight virtual machines.
The advantage of this model is that one can choose a particular operating system to be used within the container: this is
often advantageous as research software may not have robust
installation procedures and may depend on particular combinations of support libraries, and as such may depend on a
particular Linux distribution or version. The containers can
share the file system and/or ports with the host to facilitate
data exchange.
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XFEL data analysis staff are available to work with science
users to provide support for data analysis, and to collaboratively develop new methods to improve tools and methods
to better exploit the science hidden in the data. Experiment
and data analysis requirements need to be discussed with
the instrument scientists and local contacts first, and where
required or desired the data analysis team will work directly
with users before, during and after the beam time. On call
control and data analysis support is available 24h per day.

SUMMARY
In summary, we describe the current framework for data
analysis at the European XFEL facility. There is a provision
of rapid-feedback, on-line and off-line analysis, including
GUI elements that support rapid feedback for common experimental requirements, and an open interface protocol to
connect external applications to the online and offline data
stream. Data file access utilities and libraries help processing data files. A feedback loop into the experiment control
is possible.
European XFEL has only just started operations and we
expect significant changes and developments over time that
affect and extend the framework outlined here. We look
forward to working with users and other facilities to achieve
the highest effectiveness and science return.
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LEVERAGING SPLUNK FOR CONTROL SYSTEM MONITORING AND
MANAGEMENT
M. Fedorov, P. Adams, G. Brunton, B. Fishler, M. Flegel, K. Wilhelmsen, R. Wilson,
Lawrence Livermore National Laboratory, P.O. Box 808, Livermore, CA 94550, USA
Abstract
The National Ignition Facility (NIF) is the world’s largest and most energetic laser experimental facility, with
192 beams capable of delivering 1.8 megajoules (MJ) and
500-terawatts of ultraviolet light to a target. To aid in NIF
control system troubleshooting, the commercial product
Splunk was introduced to collate and view system log files
collected from 2,600 processes running on 1,800 servers,
front-end processors, and embedded controllers [1]. We
have since extended Splunk’s access into current and historical control system configuration data, as well as experiment setup and results. Leveraging Splunk’s built-in data
visualization and analytical features, we have built custom
tools to gain insight into the operation of the control system
and to increase its reliability and integrity [3]. Use cases
include predictive analytics for alerting on pending failures, analyzing shot operation critical paths to improve operational efficiency, performance monitoring, project management, and analyzing and monitoring system availability. This talk will cover the numerous ways we have leveraged Splunk to improve and maintain NIF’s integrated control system.

INTRODUCTION
The National Ignition Facility at Lawrence Livermore
National Laboratory (LLNL) is the world’s most energetic
laser system for experimental research in inertial confinement fusion (ICF) and high-energy-density (HED) physics.
The NIF laser system consists of 192 laser beams, which
are focused inside the 10-meter Target Chamber (TC), delivering up to 1.8 MJ of ultraviolet light onto the target.
Since 2013, the NIF Information Technology (IT) and
Integrated Computer Control System (ICCS) organizations
have been relying on Splunk for collecting, managing and
analyzing computer log files [2]. Splunk is a commercial
software system for processing unstructured log files into
a centralized indexed database with powerful search, data
processing, and visualization capabilities.
Based on the positive experience and value of the analytics insights, Splunk monitoring of the NIF control system has been extended and now includes all logs generated
for one year. The production NIF control system generates
20-50 GB of logs per day, which constitutes 20-25% of total NIF Splunk daily volume. Control system log storage is
currently 3.4 TB, while total NIF Splunk data size is
15.1TB.
Splunk’s ability to process unstructured log files is of
key importance for a specialized control system such as
ICCS. Many log analytics systems are fine-tuned for a specific IT application: webserver logs, database logs, firewalls, etc. The majority of ICCS software is developed inhouse and is unique to NIF – there is no commercial vendor

or a market to develop analysis tools for our control system. With Splunk, there is a simple setup step of configuring log data sources: where they are coming from and the
general format: timestamp, hostname and text body. Once
sources are configured, the body of the log message is not
constrained; any text will be imported, indexed and stored.
There is no fixed data schema –- search, data extraction,
analysis, and visualizations can be performed on any
part(s) of the log messages.
In addition to its primary indexed log file storage,
Splunk supports connectivity to external data sources and
databases. For controls system applications, Splunk is connected to ICCS configuration and NIF Archive Oracle databases. For data-driven project management, Splunk is
connected to NIF enterprise management and problem
tracking systems, IT inventory, and monitoring databases
and Jira issue-tracking software.
Since deployment, Splunk has become the primary tool
for ICCS log analysis, and we have retired the previously
used “snapshot” log capture system [2]. Splunk online
training materials have helped to introduce ICCS developers to Splunk and its Search Processing Language (SPL).
Many developers have progressed into advanced courses
to achieve Splunk Power User certification [5]. ICCS software expertise is in the server-side and embedded control
applications, not in the Web visualizations. With Splunk
and SPL, our software engineers can create visualizations
and dashboards without Web development skills and with
minimal overhead. To encourage developers’ adherence to
best logging practices, we have placed ICCS development
and test environments under Splunk monitoring. By making Splunk available early in the development cycle, we
have assured that all interesting data are logged, developers
practice their SPL skills, and Splunk dashboards are developed and tested well before production deployment.

CONTROL SYSTEM MONITORING
Performance Monitoring and Alerts
One of the traditional applications of the system monitoring tools is to observe “vitals” at the Operating System
(OS) level: CPU load, memory utilization, and swap use.
In a large distributed control system such as ICCS, visualization of this information coming from hundreds of computer hosts presents a challenge. If shown individually
there are too many screens, and it is unclear what is normal
and what is not. Combining all hosts into one screen creates
a noisy, unusable chart.
The readability and usefulness of ICCS performance
monitors greatly improved after we configured a custom
Splunk dashboard which segments the “vitals” into several
groups of comparable hosts: framework servers (Solaris),
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supervisory applications (Linux), front-end processors
(FEPs) (Linux, Windows), and operator consoles (Windows) (Fig. 1).
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At the lowest hardware interfacing level, Splunk is setup
to monitor and alert when VxWorks motion control software detects an unexpected VME input-output (I/O) board
state. Since such situations require an immediate repair action, these Splunk alerts are routed to the NIF hardware
technician paging system.

Long-Term Trend Monitoring

Figure 1: Operating System “vitals” segmented by host
type.
Resource utilization patterns vary from group to group;
some FEPs are continuously acquiring data, while framework servers peak at the time of a NIF shot. But within
these groups, the utilization patterns are similar, so the
well-behaving majority can serve as a visual reference for
the group. After we have gathered the similarly functioning
hosts into the groups, normal utilization patterns have
clearly emerged on the charts, and abnormal outliers became easily identifiable.
Interestingly, at that time we did not even have Splunk
collecting “vitals” raw data. While Splunk forwarders can
be deployed and configured to capture OS load metrics, we
did not have Splunk forwarders installed on every control
system host. However, we previously had Oracle Enterprise Manager (OEM) deployed and already collecting OS
load metrics. By configuring a Splunk data source pointing
to the OEM database, we have obtained access to all historical and new streaming OEM data. Using SPL, we have
quickly prototyped data segmentation and visualization
and come up with an effective dashboard, optimized for our
system usage patterns.
In addition to the visual dashboards, Splunk alerts were
configured to email responsible individuals (RIs) whenever unhealthy levels of OS loads are recorded. After being
set and almost forgotten, these alerts have repeatedly
proven their value by sending email notifications when a
software or system reconfiguration has produced an unexpected, surprising effect on one of the systems. For example, a new framework tool is deployed across all video
front-end processors (FEP). As expected, and proven by
the pre-deployment tests, 99% behave correctly. However,
three x-ray imaging systems got pushed into high random
access memory (RAM) utilization due to the limitations of
their hardware platform. The problem was noted and
preemptive mitigation actions have been initiated based on
the Splunk email alert.
In addition to OS “vitals,” similar monitoring is configured at the Java Virtual Machine (JVM) level, since the majority of the control system applications are Java-based.
Heap size and Garbage Collection (GC) times are proven
to be the most useful for producing relevant actionable
alerts.

Unlike traditional database or archive systems, Splunk
does not have a schema. There is no need to define data
values of interest up front. Instead, any part of the logging
output, or a combination of such parts, or their timestamps,
duration, or patterns, can be defined as a data value in SPL
expression and used for extraction, analysis, and visualization. The flexibility of going back and defining “schema”
in the past is especially helpful when a new problem or
concern comes to attention. Months of bulk logs captured
by Splunk then become a data mine for insights supported
by quantitative data.
The NIF laser system utilizes large, state of the art capacitors to pulse its flash-lamps during the shot. The capacitors age and eventually require replacement to prevent
failures. The health of the capacitor can be assessed during
an inspection, which requires operational downtime. We
have been asked to help pre-select at-risk capacitors for inspection prioritization. By reviewing logs produced by the
NIF Power Conditioning FEP, we have identified a log entry relevant to capacitor health. With the logs collected in
Splunk storage, we immediately gained access to a oneyear time-series for each of NIF’s 192 capacitor bank modules. By comparing trends for good and failing capacitors,
we have established criteria for the at-risk inspection.

Figure 2: Capacitor health dashboard (fragment).
Using Splunk rapid development tools, a dashboard was
developed for the NIF Power Conditioning group which
guided prioritization of the inspections and replacement
processes (Fig.2).

Gantt Chart Visualization of NIF Shot Cycle
Experiments at NIF are structured as “shots” – sequences of steps in which the entire facility is orchestrated
to get set up, aligned, and then driven into main laser firing
by the ICCS Shot Director software [4].
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Most of the facility troubleshooting or performance analysis starts with a time-sequence question – when has a
given activity happened, or what was the facility doing at
a certain time? The Shot Director software does log when
and what step has been executed; however, the volume of
the data is overwhelming.
To help navigate through the NIF shot sequences, a hierarchical dashboard was developed, relying on Splunk’s
“drill-down” feature – a custom action can be assigned to
an element on the chart, such as expanding that element
into the next level of detail. At the top level of the dashboard the multi-day overview is presented, with several
NIF experiments (“shots”). For each shot on the graph,
only key state transitions are shown, such as “Begin Shot,”
“Implement Plan,” “Ready,” “Rod,” and “System Countdown.” (Fig.3)
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Finding Laggards
The NIF laser has 192 laser beams organized into 48
quads or 24 bundles, further grouped into 4 clusters in 2
laser bays. The underlying symmetry in NIF hardware design leads to the expectation of similar performance across
the locations. As demonstrated by the Fig.5 example in the
previous subsection, a drastically different performance
from one location is likely to indicate a hardware or system
configuration issue.
This comparative approach has been utilized by NIF Automatic Alignment to identify laser beams and quads which
throttle overall performance. Laser alignments are performed automatically and concurrently, so the slowest performing location determines the total duration of the operation.

Figure 3: Gantt chart visualization of several NIF shots
The state bars are clickable, so the user can narrow in on
one of states of a specific shot and see more details (Fig.4).
Figure 6: Duration of alignments across quads (fragment).
The alignment duration dashboard tool identifies alignment operations and laser locations with abnormally slow
performance compared to average durations (Fig.6). The
tool helped to identify failing hardware, incorrect reference
data, or control system configuration. As a result, the underlying issues were resolved and performance was improved, supporting a higher shot rate for the entire facility
[3].

SPLUNK FOR PROJECT MANAGEMENT
Figure 4: Drill-down into shot countdown (fragment)
The steps on this level also support Splunk “drill down.”
For example, if a critical-path step is being investigated,
the next screen may reveal that the Quad 46B Power Conditioning unit took an abnormally long time to charge, and
therefore is responsible for the critical path delay (Fig.5)

Data-Driven Project Management

Figure 5: Abnormal charge time in one laser quad.
Figure 7: Developer load planning, Jira data connection.
Once the ICCS team became familiar with Splunk for
analysis and visualization of the control system events and
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metrics, it became natural and efficient to use same tool for
building dashboards for other tasks such as project management.
ICCS is relying on Atlassian Jira [6] for tracking software issues and development tasks. Jira comes with its own
dashboards, but we wanted the full power of data manipulation, custom visualizations, and drill-downs. Using the
Splunk DB Connect plugin [7], we have exposed Jira data
to Splunk and developed dashboards for monitoring and
planning team workloads (Fig. 7).

Visualizations to Support Engineering Processes
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larger NIF organization. Clear, accurate, real-time dashboards with visualizations of the key performance indicators (KPIs) help to avoid misunderstandings in multidisciplinary projects.
In the diagnostic alignment area, the ICCS team was responsible for the introduction of two new alignment efficiency tools: The Target Area Alignment Tool (TAAT) [8]
and the Advanced Tracking Laser Alignment System (ATLAS) [9]. Both ICCS software and alignment teams were
interested in knowing how often the new tools were used
and how successful they were. A Splunk dashboard was developed to monitor tools utilization patterns over time as
well as by different diagnostic categories. The dashboard
has helped both teams to track problems and direct efforts
during introduction of these new technologies (Fig. 9).

THE NIF SPLUNK PLATFORM

Figure 8: Issue Disposition Dashboard (overview)
We have found that a clear, relevant dashboard makes an
effective tool to encourage or enforce new management
processes across the team.
For example, when we needed to focus developers’ attention on prompt analysis and disposition of the incoming
problem logs, we established a new policy with timelines
for the initial assessment and resolution of the issues. Introduction of the policy was supported by development of
a dashboard which reflects developers’ progress toward
satisfying the established goals. The dashboard is projected
during the status meetings and immediately indicates how
well the new policy is being implemented and where attention needs to be focused (Fig. 8, top-level overview)
Universal access to all data with DB Connect and ease
of rapid dashboard development with SPL were key enabling factors, since long development time or a significant
overhead would make this approach unfeasible.

With the development of many new dashboards, and
finding new uses for Splunk analysis within the control
system and across the entire NIF organization, the load on
our Splunk indexing and web search engines has increased.
To assure availability and performance, Splunk “health”
also required monitoring.

Figure 10: Splunk index summary dashboard

Support Interdisciplinary Communications

Figure 9: Analysis of alignment tool utilization patterns.
With firm adoption of Splunk within our ICCS computer
controls team, we have started to use dashboards when
communicating with non-computer groups across the

Figure 11: Daily usage visualization.
Consistent with the universal data access approach,
Splunk exposes its own internal performance data to SPL
queries and visualizations so the metrics can be monitored
with either built-in or custom dashboards. (Figs.10, 11)
At one point, our increased Splunk usage has resulted in
search and indexing delays. By learning about Splunk performance tuning and through the on-call and on-site customer support, we have identified deficiencies in our early
architecture and deployment:
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• Search and Indexer configurations require a cluster of
performant bare metal hardware, not a virtual machine.
• A deployment server is required to manage a production system; maintaining configuration files manually
is not sustainable and is inconsistent and error-prone.
• Sizing and quantity of indexer “buckets” have critical
effects on the indexer performance; e.g., oversized
“buckets” never transition to “cold” long-term storage
and may have a blocking effect on new data imports.
• VMs are sufficiently performant for forwarders and
auxiliary functions (deployment server, cluster masters, administration, license, and monitoring).
The NIF Splunk architecture has been adjusted to address these performance recommendations (Fig.12)
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EXPERIENCE WITH MACHINE LEARNING IN ACCELERATOR
CONTROLS ∗
K.A. Brown† , S. Binello, T. D’Ottavio, P. S. Dyer, S. Nemesure, D. J. Thomas,
Collider-Accelerator Department, BNL, Upton, NY, USA
Abstract
The repository of data for the Relativistic Heavy Ion Collider and associated pre-injector accelerators consists of
well over half a petabyte of uncompressed data. Some of
this data is viewed and analyzed in the course of accelerator operations. Other data has been retrospectively analyzed
offline. However, a large fraction of that data has never been
analyzed. Even data that has been analyzed may contain additional useful information that did not come to the surface
during initial processing. We will describe in this paper our
efforts to use machine learning techniques to pull out new information from existing data. Our focus has been to look at
simple problems, such as associating basic statistics on certain data sets and doing predictive analysis on single array
data. The tools we have tested include unsupervised learning using TensorFlow™, multimode neural networks, and
hierarchical temporal memory techniques using NuPIC.

INTRODUCTION
Statistical machine learning uses automated techniques
for predictive modeling [1]. What distinguished these approaches from classical statistical methods is they are data
driven. No linear or specific structure is imposed on the
interpretation of the data. Machine learning is focused
on developing efficient algorithms to optimize a predictive
model.
In our business, we put much effort into real-time processing of data, in order to present to operators, engineers,
and scientists results that allow them to either diagnose the
health of the system or have a signal on which to perform
some optimization process. For example, most of us monitor (on some comfort display in the main control room) the
beam current or intensity in the accelerator in real time. People become “trained” in recognizing when these signals are
doing the wrong thing. For example, operators get to be
extremely good at making the very abstract connection of
the behavior in the beam current signal to particular fault
conditions in the accelerator.
Our job, here, is to ask whether we can use machine learning to recognize (or train, if you like) in software what a
person is able to detect visually. An advantage to such an
approach is the computer can be looking all the time, while
people tend to get distracted. Also, a computer can, possibly, react much more quickly than a person, if a learned
response is given to the algorithm.
∗
†

Work performed under Contract Number DE-SC0012704 with the auspices of the US Department of Energy.
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We break up machine learning for accelerator controls
into two domains; recognizing anomalies (true anomalies
and outlier values) and developing learned “responses”.
One example of a learned response is to consider the use
of machine learning for correcting the beam trajectory in
a beam line. This highlights well how machine learning
uses no model but just learns the statistics of a signal and
adapts a response based on setting target statistical values
(e.g., bring a given signal to within n sigma of a target value
of x by adjusting parameter a).

RELATED WORK
Machine learning, as a field, has grown out of advances in
Artificial Intelligence research, particularly in the areas of
pattern recognition and computational learning theory. The
term, coined by Arthur Samual, IBM, goes back to 1959,
where the idea was to give “computers the ability to learn
without being explicitly programmed” [2]. The Machine
Learning journal has been in publication since 1986. So
there is a long and interesting history to this field.
For particle accelerators, the use of Machine Learning
techniques goes back as far as 1987, when T. Higo, H.
Shoaee, and J. E. Spencer, SLAC, discussed applications
of artificial intelligence to problems in accelerators [3]. In
1989, J. E. Spencer, SLAC, discussed using Neural Networks techniques in accelerator controls [4]. Two years
later, D. Nguyen, M. Lee, R. Sass, and H. Shoaee, SLAC,
used Neural Network techniques to develop a dynamic feedback system for beam line controls [5].
More recently, A. L. Edelen, et al., have been experimenting with the use of machine learning techniques for RF gun
temperature control [6]. At the SwissFEL, A. Rezaeizadeh,
T. Schilcher, and R. Smith, PSI, used a model-free iterative
learning approach to produce flat-topped RF pulses. The
method iteratively updated the input pulse shape to generate the desired output pulse shapes in the RF system [7].
At Los Alamos, Sung-il Kwon, et al., used iterative learning techniques for modeling the SNS SRF cavity feedback
controls [8].
At TRIUMF, M. Laverty and K. Fong used an iterative
learning feedforward LLRF controller to improve the beam
stability in the e-linac [9].
The use of machine learning for orbit control goes back to
the work at SLAC, but has been investigated by many others
over the years. In 2012, E. Meier, Australian Synchrotron,
studied the use of neural networks for orbit correction [10].
Going back further in time, in 1994 E. Bozoki and A. Friedman, BNL, studied the use of neural networks for orbit control in the National Synchrotron Light Source [11].
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A number of other examples showing how people have
made use of Machine Learning techniques can be found in
the various conference proceedings on the JACoW site [12].
A few we found are listed here [13–19]

A LITTLE ON THEORY
The probability that the next observation in some data
will be a certain value, given some set of previously observed data, can be derived from our knowledge of the data
up to this time and how it impacts the probability of a given
observation. This may sound like a circular definition, but
it is simply a statement on how we make predictions based
on what we already know. This is better known as Bayes’
theorem and can be written as,
P(H|E) =

P(E |H)
· P(H)
P(E)

(1)

With this notation, you read (H|E) as a conditional. So
P(H|E) is the probability of H given E and P(E |H)/P(E)
is a way of saying the impact of E on the probability of H.
Why are we starting out with Bayes’ theorem?
There are basically two ways to make predictions based
on prior knowledge. One is known as the Frequentists approach, which is what we know as a historical way of analyzing data and focuses on the frequency or proportion of the
data. The basic idea here is that any two repetitions of the
same experiment should produce statistically independent
results. This is known as statistical inference. Bayesian inference, the second approach, uses Bayes’ theorem to update the probability as more data is collected.
In the introduction we introduced Statistical machine
learning, which, as we stated, is a technique for predictive
modeling. Here we are discussing pure Machine Learning,
which is really about algorithms that can learn from data.
Machine learning, some parts of pattern recognition, and
some aspects of neurocomputing are all subtopics of artificial intelligence. Without going too deep in this direction,
the basic point here is, machine learning uses analysis of
prior data to learn the characteristics of that data and enable predictions to be made about future data. Artificial
intelligence takes that data and through some algorithm devises a basis for taking a decision. Now pattern recognition
and neurocomputing are also subtopics of machine learning.
They also use prior data to make predictions about future
data.

Statistical Machine Learning
Let’s take some vector of values, called a record, and
classify that record with how similar records are classified.
To do this we will use ensemble learning and form a decision tree. In ensemble learning we use many models to
form a prediction. What we are after is to form a predictive model and we will focus on the statistics in the data to
look at the underlying structure of the model. The simplest
method to do this is called K-Nearest neighbors. Neighbors
are records that have similar predictor values. A predictor
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value is basically a feature of the record (e.g., the ratio of
two values or an average of some set of values).
A simple example might be to take a series of accelerator
cycles where the record contains the beam current, the measured vertical tune, and whether the beam was successfully
extracted or not (e.g., beam was lost before extraction). We
can create predictor values from just the beam current and
the vertical tune. We can predict whether the next cycle will
succeed based on the new beam current and tune value, by
comparing those values to a handful of similar values from
the past (the nearest neighbors). Our prediction can be improved if we collect more data and average over records (i.e.,
binning the data). Since we likely want to achieve the highest beam current, we would look for nearest neighbors at
high currents that are more likely to succeed. The process
is not much different from what an operator would do to
keep the operation of the machine stable but at the highest
level of performance.

Neural Nets
The traditional way of viewing a neural net is as an interconnected group of artificial neurons in which each neuron
receives weighted values from other neurons and an activation function defines when the neuron ’fires’. The weights
are learned during a training period. Training periods can
be supervised or unsupervised (self-learning).
Consider, for example, a simple feedforward network. A
layer of input neurons receive one input signal per neuron.
All other layers of neurons can receive an arbitrary number
of input signals, which are outputs of other neurons. For
each neuron, the inputs are weighted. How the neurons
are interconnected defines the topology of the network and
there can be hidden layers or signals can be cascaded. Typically, there is a desired output of the network (e.g., a beam
position at a given point is 0). The training processes learn
the weights that best achieve the desired result. However,
there can be many parameters to optimize, depending on
the network model.
Modern neural networks are used to model complex relationships in data, for example in pattern recognition or
to untangle the statistics in overlapping probability distributions. They are naturally good at modeling data that has
non-linear statistical properties. We usually represent neural networks as directed graphs, but the graph models can
be highly complex and contain non-linearity’s. There are
many kinds of networks; Bayesian, Markov random field,
bipartite (e.g., restricted Boltzmann machine), chain graphs
(e.g., a Markov or Bayesian chain), and so on. The traditional feedforward neural network is a form of a Bayesian
network, which is a directed acyclic graph.
The beam current and vertical tune example from the previous section is an example that can be described with a
Bayesian network. Given values from the beam current and
the tune we can either have or not have successful extraction.
The joint probability function is;
P j (S, B, T) = P(S|B, T)P(B|T)P(T),

(2)
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where S = Successful extraction, B represents the beam current safe level, and T is the tune safe level. Statistical learning could be used to determine these values. A safe level
could be thought of as a probability for that variable to be
in a safe or unsafe range. We can now ask what the probability will be that we have successful extraction, using a
conditional probability function. As a neural network we
want to have B and T to be learned such that S is always
successful, while maximizing, if you will, both B and T.

TensorFlow™
TensorFlow™, an open-source library developed by
Google [20], is a framework for creating deep learning
models. Deep learning models are basically multi-layered
neural networks. In TensorFlow™a computational graph is
built, which is basically a network of computational nodes.
The difference between what has been described so far,
machine learning with neural networks, and what is done
in more general, with deep learning tools, is to break up the
learning into a process. In a TensorFlow ™model, a neural network model is constructed by the user, which then
gets compiled into a dataflow graph. There are many neural
network models to choose from; feedforward models such
as autoencoders, probabilistic, or time delay, and recurrent
neural network models, such as fully recurrent, long shortterm memory (LSTM), hierarchical, or stochastic. For the
work we have done, we have focused on the use of (unsupervised) autoencoders and LSTM, both of which map a
set of input signals to a set of output signals with the intent
to reconstruct both sets of signals in such a way that [Input
≈ Output]. LSTM has the added ability to learn context in
time series data through the use of remember/forget gates.
In the neural network discussion, we described how the
training process can be supervised or unsupervised. In supervised learning, we want to learn weights such that we
construct a map from some set of inputs to a desired set of
outputs. In unsupervised learning, we are basically looking
for hidden patterns in the data (to find anomalies, for example). There is also reinforcement learning, in which some
kind of feedback is provided to direct the learning (e.g., selfdriving vehicles obtain constant feedback as to what is a
correct or incorrect response.) For deep learning, tasks are
often categorized (e.g., is an image a car or a cat? If those
are the only two choices, does a dog get categorized as a
car?) So in classification there is a model for the learner
to follow. Supervised learning often uses regression to converge on the best map representation.

Hierarchical Temporal Memory
Hierarchical temporal memory (HTM) is an example of
a neurocomputing approach to machine learning. The approach is described in the book, “On Intelligence”, by Jeff
Hawkins and Sandra Blakeslee [21]. Basically, they built a
library that models the way the human cortex learns and by
using this library methods for machine learning can be developed. To be clear, HTM is not a deep learning or machine
learning technology. It is a machine intelligence framework,
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based on models of how animal brains function. This library is an open source project and there are various implementations (C++, Python, Java, Clojure) [22]. The developers of this system are mostly focused on researching ways
to model the brain. The use of these libraries for things like
machine learning is a spinoff of their research.

Deep Learning
For deep learning there are many tools. TensorFlow™is
currently one of the most popular of these tools, especially
since it is built to run on multiprocessor and GPU systems.
Since machine learning is being used in so many areas, including speech recognition, image recognition, natural language processing, web searching, world wide web data mining, etc., many methods have been developed to turn a simple neural network into a hierarchical learning machine. In
a hierarchical system there are many hidden layers and systems can combine supervised, unsupervised, and reinforcement learning into a single tool.
We will introduce just two deep learning tools, Theano
and Keras. In our investigations we have used Theano and
Keras, but we are still learning how these tools may or may
not be useful in processing accelerator data.
Theano [23] is a Python library for defining and evaluating computations on multi-dimensional arrays. It was designed to support the rapid development of machine learning algorithms, with a focus on processing large amounts of
data.
Keras [24] is a Python deep learning library meant to
be easy to use. It is also designed to work on top of TensorFlow™or Theano, with a focus on enabling exploration
without having to be an expert in machine learning.

TENSORFLOW™
TensorFlow™is, at its core, written in a combination of highly optimized C++ and CUDA as a library
known as Eigen [25], as well as NVIDIA™’s cuDNN
[26], an optimized DNN (deep neural network) library for
NVIDIA™GPU’s. Python is used by the user for neural
network model expression, which TensorFlow™compiles
to a dataflow graph in C++ and CUDA. It should be noted
that TensorFlow™has out of the box neural network structures, but combining those into a usable model of multiple
layers along with training and optimization algorithms is
done by hand. If the user is willing to sacrifice some degree of versatility and learning ability/speed, there are third
party libraries that can be used on top of TensorFlow™to
construct models for you. Two of these being Theano and
Keras. Both support TensorFlow™’s ability to take advantage of NVIDIA™GPU’s.
Figure 1 shows the machine learning processing data flow
model using TensorFlow™modules. The main modules are
neuralframe.py, generic.py, analysis.py, and procdata.py.
Userscript.py is how an application would process using
these modules.
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Figure 1: TensorFlow™based ML processing for C-AD data.
Neuralframe.py contains functions that represent and are
used to construct and train specific types of networks. Neuralframe.py replaces a set of predefined neural networks.
In this specific example a call is being made to cae(), a
constructor and trainer for a Contractive Autoencoder [27].
This function takes arguments from userscript.py. A data
file is read and converted to a numpy ndarray with the function np.loadtxt(). Preprocessing is then done inside of cae().
This may include altering the shape of the ndarray and
other needed corrections. While still inside cae(), multiple
calls are made to generic.py to build and train the network.
Anomaly detection is also done inside cae() with a call to
analysis.py. cae() returns anomaly results along with the
fit-subtracted data to userscript.py so that the user can make
use of the results.
Generic.py contains functions for constructing networks,
choosing cost functions and optimization routines, and
training the network. The network constructor nfBuild() is
very generic as there are no predefined networks. nfBuild()
is responsible for feeding TensorFlow™information regarding the shape of the network along with information about
what type of distribution the weights/bias’ will be initialized
with and their range. nfCost() and nfOpti() contain routines
for constructing different types of cost and optimization
functions respectively. nfTrain is used to initialize all TensorFlow™variables, start the actual TensorFlow™session,
and train the neural network. The type of cost function be-

ing used is the Mean Squared Error [28]. The Frobenius
norm [27] is added to this term using nfReg(), which is what
defines this autoencoder as contractive.
Analysis.py contains routines for data analysis. An important function in this script, zoutlier(), is used by cae()
in neuralframe.py. zoutlier(), when given fit-subtracted
data along with arguments for tail number and significant
z-score, will detect anomalies in a data set using z-score=(xmean)/(standard deviation). A common value that indicates
a significant deviation from a normal distribution is a zscore of 3.0.
Figures 2,3, and 4 show results of finding anomalies using this TensorFlow™approach. In the first case we see how
the system is able to detect two quench events. In the second
case it is used to detect anomalous server activity.

NUPIC
The Numenta Platform for Intelligent Computing
(NuPIC) is an implementation of Hierarchical Temporal
Memory (HTM), a memory-prediction framework with
the goal of creating general intelligence by mimicking the
learning processes of the human neocortex. It employs
Sparse Distributed Representations (SDRs) along with a
network of Spatial Pooler and Temporal Memory regions
to learn patterns in temporal data. One typical use-case
for an HTM system is anomaly detection; HTM will learn
TUCPA03
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Figure 2: RHIC Yellow Ring Main Dipole Current, with
two quench events.

Figure 4: TensorFlow™Analysis of server activity over
nine months. Almost every transient dip gets flagged as an
anomaly.

Figure 3: TensorFlow™anomalies identifying the quench
events.
what is “normal” for a signal and flag significant deviations
as anomalies.
The HTM paradigm postulates that the SDR is the natural data type of the human brain. SDRs can be visualized as
sparse arrays filled with 1’s and 0’s, wherein less than 20%
of the cells are 1’s. SDRs provide a huge storage capacity
for encoding input data, as well as a large tolerance for noise.
In a simple HTM network, the input space contains input
data encoded as binary arrays, which is connected to a Spatial Pooler. The Spatial Pooler is a stack of SDRs, in which
each “column” of cells connects to a subsample of cells in
the input space. These connections, or synapses, are modified during the learning process to pool spatial patterns in
the input. Each column will learn to be “active” when it
detects its specific pooled pattern in the input.
The Temporal Memory region learns sequences of the active columns in the Spatial Pooler. While the Spatial Pooler
learns to identify patterns, Temporal Memory learns the sequential contexts of those patterns. For example, suppose
the Spatial Pooler has learned the patterns A-D, and the input signal varies between one of two sequences: ABCD or

DBCA. Temporal Memory learns that C can occur in two
different contexts and subsequently what pattern should follow C in each context. This is achieved by using the individual cells of the Spatial Pooler’s SDR stack to represent the
contexts. One combination of cells across specific columns
will represent C in the AB context while a different combination across the same columns will represent C in the
DB context. A specific set of active columns represents C,
but the specific active cells in those columns determines the
context.
While Spatial Pooling relies on proximal synapses from
cells in lower levels of the network hierarchy (e.g. input/sensor regions), Temporal Memory relies on distal
synapses from cells in the same hierarchical level. During
learning, these synapses are modified to strongly connect
context cells to their sequential successors. In the example
mentioned, the cells representing B in the Spatial Pooler
will create strong distal synapses to the cells representing
C. Thus, when B occurs those B cells will pre-activate C
cells, in effect predicting that C should occur next.
Anomaly detection compares the predicted cells against
the next set of active cells. The non-overlap, or number of
predicted cells that do not become active on the next step,
is used to calculate an anomaly score (little overlap means
poor prediction and implies anomalous behavior). These
anomaly scores are collected over time to build a distribution. Once a sufficient number are collected, new anomaly
scores are compared against the distribution; if the score is
well outside the norm, the observation is said to have a high
anomaly likelihood and flagged as anomalous (the standard
threshold is >0.9999 on a scale of 0 to 1). This process of
anomaly detection implies that subsequent similar anoma-
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Figure 6: After 60 passes of the data, the prediction now
leads the actual value.

Model Results After 1 Pass of Data
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input data included seconds elapsed from the beginning of
the ramp and the magnet’s current at that time. Because
the data set is so small, we ran multiple passes of the data
through the network. At the end of each pass, we reset
the Temporal Memory sequence states to prevent the system learning that hysteresis ramps are followed by hysteresis ramps. As seen in Fig. 5, after one pass of the data the
prediction is poor (the prediction lags the actual value). After 60 passes of the data (Fig. 6), the prediction is much
better (the prediction now generally leads the actual value).
In addition, no anomalies are detected using the standard
threshold of 0.9999, as expected.

Anomaly
Likelihood

lous events will not be flagged as anomalies because the
incorporation of the anomaly scores into the distribution
will eventually define a new norm (i.e. if you see the same
kind of anomaly multiple times, by definition it becomes
normal).
Getting started with NuPIC can be an involved process,
but Numenta provides three different ways of using their
code: the Online Prediction Framework (OPF), the Network
API, and the source code. The OPF is the easiest to use but
the least customizable, while the source code is the opposite. The Network API provides a middle ground of customizability and ease of use. We chose to work with the
OPF for our exploration.
To use the OPF, one has to specify many, many different
parameters to setup the different regions (e.g. number of
cells per column, the rate at which synapses grow and die,
etc). Fortunately, Numenta provides a straightforward tool
that “swarms” the parameter space and determines what
parameters are best for modeling the input data. One can
choose swarms of different sizes, the idea being that larger
swarms will find better parameters than smaller swarms. In
our experience, we found no huge improvements between
the two. Additionally, since we were specifically interested
in anomaly detection, we used a set of model parameters
provided by NuPIC that was reported to work well detecting temporal anomalies from streams of scalar data.
To explore how HTM performs, we applied it to two
cases: learning an electromagnet’s current during a hysteresis ramp, and learning a data logger server’s activity over
time. In both cases, we were most interested in evaluating
HTM’s ability to predict anomalies.
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1200

Figure 5: After one pass on magnet data, the prediction lags
the actual value.
Using the OPF, we trained a network to learn how a electromagnet’s current behaves during a hysteresis ramp. The

To simulate an anomaly, we presented the network with a
hysteresis ramp during which the magnet quenches, causing
an interlock which drops the current to zero (aka a QLI).
Figure 7 shows this registered as an anomaly. Post-anomaly,
the prediction quickly began lagging the actual current as
the system began learning the new norm. Interestingly, even
though there were several ( 10) significant prediction spikes,
the system did not report these as anomalous.
In our second application, we trained a network on a
data logger server’s activity over the course of nine months.
Here we were not concerned with prediction; knowing what
the idle time of a logger will be is not useful for us. What
is useful is knowing if the server is experiencing anomalous behavior. To get this information, we trained a network using model parameters that NuPIC provides for general anomaly detection on streams of scalar data. Unlike the
magnet current application, we did not run the data multiple
times through the network.
Figure 8 shows that the network did very well flagging
as anomalies almost every transient dip in the signal. Note
that the decrease in the DC component just prior to DecemTUCPA03
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FUTURE WORK
Model Results on Simulated QLI

Our main focus remains on exploring how we can use
machine learning techniques with different kinds of accelerator data sets. However, we are discussing tools that can
be built for operations and for the control systems. For operations, we believe these techniques can be used to improve
data mining and may be useful in building early warning
systems. There is still more research needed on the practicality of such systems.
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MODEL LEARNING ALGORITHMS FOR ANOMALY
DETECTION IN CERN CONTROL SYSTEMS
F. Tilaro, B. Bradu, M. Gonzalez-Berges, F. Varela, CERN, Geneva, Switzerland
M. Roshchin, Siemens AG, Corporate Technology, Munich, Germany
Abstract
The CERN automation infrastructure consists of over
600 heterogeneous industrial control systems with around
45 million deployed sensors, actuators and control objects.
Therefore, it is evident that the monitoring of such huge
system represents a challenging and complex task.
This paper describes three different mathematical approaches that have been designed and developed to detect
anomalies in any of the CERN control systems. Specifically, one of these algorithms is purely based on expert
knowledge; the other two mine the historical generated
data to create a simple model of the system; this model is
then used to detect faulty sensors measurements.
The presented methods can be categorized as dynamic
unsupervised anomaly detection; “dynamic” since the behaviour of the system and the evolution of its attributes are
observed and changing in time. They are “unsupervised”
because we are trying to predict faulty events without examples in the data history. So, the described strategies involve monitoring the evolution of sensors values over time
in the historical data. Indeed, consistent deviations from
the historical evolutions can be seen as warning signs of a
possible future anomaly; these warning signs have been
used to trigger a generic anomaly alarm for the specific incoherent sensors, requiring further checks by system experts and operators. The paper also presents some results,
obtained by the application of this analysis to the CERN
Cryogenics systems.
Finally, the paper briefly describes the deployment of
Spark and Hadoop platform into the CERN industrial environment to deal with huge datasets and to spread the
computational load of the analysis across multiple hosts.

INTRODUCTION
The performance of the CERN Large Hadron Collider
(LHC) relies on the operation of a multitude of heterogeneous industrial control systems. More than 600 industrial
Supervisory Control and Data Acquisition (SCADA) systems have been deployed for the supervision and monitoring of CERN accelerators chain, detectors and technical infrastructure. Currently the stored data volume produced by
the different industrial control systems exceeds the 100 terabytes per year; nevertheless, the volume of the controls
data is actually much higher since multiple filters (deadbands both in time and value) are applied both at the
SCADA systems and at the control level (PLCs and FrontEnd Computers) in order to reduce the data flow.

The generated controls data, after a proper analysis, constitutes a source of useful information about the current
state of the processes, their performance, stability and overall behaviour. Obviously, an extensive analysis of this massive data flow requires specialized frameworks to handle
big datasets and cannot be achieved by operators through
manual operations.
The detection of anomalies and disturbances in an industrial process represents a key factor in the quality of the
overall system [1, 2]. Nevertheless, an anomaly, if not
properly handled, could lead to a system failure, therefore
causing a downtime of the entire system. In our scenarios,
the anomaly detection is strictly connected to the ability to
identify sensors’ measurements which do not conform to
the expected patterns; this explains the use of machine
learning techniques to extract patterns from both historical
and online data. The correct detection of such types of unusual behaviours allows system experts to take actions in
order to avoid, correct and react to the situations associated
with them.
The temporal aspect plays an important role in the analysis of control data; in this domain time series data represents the main object of analysis in order to detect regular
patterns against the sensors’ measurements as described in
[3]. In recent years a growing attention has been paid to
online knowledge discovery and data mining (KDD) techniques [4] for multivariate time series data. In the systems
analysed, the change point or anomaly detection from data
streams was an unsupervised learning task, which aimed at
deciding whether the new generated sensors’ measurements showed a different trend from the historical reference.
In this paper, we address the problem of change point
detection for streams of multivariate time-series data. Specifically, this paper describes three different algorithms for
online detection of faulty measurements that have been developed and integrated into the CERN control system as a
continuous monitoring task of the machine operation. Once
these analyses have been deployed, the system experts are
notified on specific issues or possible anomalous conditions through the generation of alarms. To achieve the
aforementioned task the proposed solutions are based on
unsupervised techniques due to the lack of labelled training
data.
The last sections of the paper present a comparison of
the three developed algorithms and some anomalies detected through the analysis of the CERN cryogenics control
system.
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FAULTY SENSORS DETECTION IN THE
CRYOGENICS SYSTEM
The presented analyses mainly focused on the LHC cryogenics system. It plays a fundamental role to keep the
magnets and the RF cavities under superconducting state,
which allows an electric current to pass almost without resistance and avoid the joule heating effect. Actually, 27 km
of superconducting magnets have to operate in superfluid
helium below the temperature of 1.9 K. The cryogenics helium distribution line consists of 8 sectors with a length of
about 3.3 km each. As a result of that, the cryogenics control system is highly distributed and made of heterogeneous devices. However, since each sector is operationally
autonomous, a similar behaviour is expected across the entire system. A large number of industrial sensors, electronic
conditioning units and actuators (mainly heaters and
valves) are deployed in the cryogenics control system.
Moreover, those components located in the LHC tunnel
have to properly operate in a hostile radiation environment
in order to deliver reliable measurements. The cryogenics
process control logic consists of more than 4700 control
loops executed in 80 PLCs which are connected to a multitude of I/O channels; the specific numbers are shown in
the table below as documented in [5]:
Table 1: LHC Cryogenics I/O and CCL
Analog Inputs
Analog Outputs
Digital Inputs
Digital Outputs
Control Close Loop

Tunnel
12136
4856
4536
1568
3680

Production
9200
2152
13820
2644
1024

Total
21336
7008
18356
4212
4704

The above given description underlines both the criticality and the complexity of the cryogenics system whose entire cooling process consists of three different stages and
takes almost one month to complete. The signals’ heterogeneity is another important aspect which increases the
complexity of the problem. The analysis exploits the welldefined control system structure to discover possible systematic relationships among different signals; these relationships can be classified in 2 main categories:
• Physical relationships: two or more sensors deployed in the same sector or even in the same cell
should not differ much in value (like to temperature
sensors in contiguous cells).
• Logical relationship: the control loops regulate
some output signals as a function of some input signals.
Both classes of these relationships need to be discovered
within the controls data in order to make a model of the
system. The latter can be then used to detect change points
that are distance from the reference state. It is worth noting
that the cryogenics sensors’ values are highly dynamic: different machine runs can show completely different trends
depending on the operational mode and energy of the HC.
For this reason, the existing alignment techniques [6, 7]
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cannot be used to calculate the “anomaly score” (that is the
distance from the reference state) over multiple machine
runs (or time intervals). On the contrary, the machine learning process must continuously keep the model in line with
the dynamic of the control system. As it will be described
in the following paragraphs, this has been achieved through
an incremental learning methodology that uses the streams
of input sensors’ data to extend the existing model.

ANALYTICAL SOLUTIONS
The following paragraphs will present three different algorithms that have been developed and integrated into the
control system for online detection of faulty sensors. The
three algorithms make use of different techniques to extract
patterns from the historical data; these patterns are then
compared against the input stream of measurements for
online anomaly detection.

Anomaly Detection by Sensors Correlation and
Conditional Nearest Neighbours
The main idea of this algorithm is to group the large list
of sensors and actuators into different clusters based on the
previously described logical and physical relationships. In
order to find these relationships, the historical data are
mined and a correlation matrix is computed. As shown in
the equation below the Pearson correlation coefficient is
used:
=
, ,

=

,
ℎ
ℎ

, ℎ

:
ℎ
.

If the standard deviation of the single signals is close to
zero, then the Kronecker’s delta function is used instead:
≠
0,
=
=
,
1,
=
ℎ
,
ℎ
ℎ
This kind of formulation is able to properly deal with
different sensors parametrization, calibrations and offsets.
However, as one can see from the formulations above, the
use of the Pearson correlation coefficient implies a linear
dependency among the sensors; nevertheless, this limitation could be overcome by extracting some linear features
from the initial raw values or by projecting them in to a
linear domain. In the study conducted for the cryogenics
system, the linearity limitation did not constitute an issue
since multiple linear relationships have been discovered
among the input signals.
In the literature, many studies [8, 9] represent streams of
time series data into weighted graphs where each node corresponds to a specific signal and each edge shows the similarity between a pair of signals. The proposed method
adopts a similar approach by defining a K-Nearest-Neighbour graph [10] based on the computed correlation coefficients; precisely the distance between signals, represented
by the graph edges, is calculated as follows:
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= − ln
Therefore, the distance between highly correlated signals will be close to zero and for uncorrelated signals will
tend to infinity. ‘K’ represents the dimension of the graph
and theoretically should be chosen as the minimum size of
the highly correlated clusters. The accuracy of KNN
method can be severely degraded with high-dimension
clusters because of the difference between the nearest and
farthest neighbours (increase of the inner-cluster distance).
Furthermore, increasing the size of the graph leads to an
increment of the computational complexity of the KNN
graphs. In our scenario, after some initial test, ‘k’, the number of correlated signals in each graph, was set to 3. During
the analysis of the cryogenics system most of the unimportant fluctuations in the measurements under nominal
operation did not affect highly correlated pairs of signals.
In order to evaluate each significant change in the signals
(change point analysis), the following dissimilarity function was defined:
( )=∑
∗ ( | ), where:
(j|i) = probability of j to be in the KNNi
ℎ
The so-defined expected dissimilarity of each signal is a
function of the previously described distance between the
nodes in the KNN graph and the probability of the sensors
to be in the same cluster (KNNi) during different time windows.
In our scenario, the conditional entropy quantifies the
amount of information needed to describe the value of a
signal sj, given that the value of another signal si is known.
The conditional entropy is equal to zero if the value of the
sensors sj is completely determined by the value of si:
=−

( | ) ln ( | )
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The faulty sensor detection was achieved by detecting
any change exceeding a predefined threshold in the dissimilarity function for each KNNi graph. Due to the high dynamic of the system, the learning process continuously updates the KNN-based model, which is used as a reference
during the online fault detection analysis.

Anomaly Detection by Stochastic Clustering of
Sensors Measurements
This algorithm aims at detecting faulty sensors by clustering them into different partitions based on their historical measurements. The clustering is based on K-Means
[11] method by splitting the historical data sets into time
windows; by limiting the size of the signals analysed the
computational load and the execution time are reduced.
Due to the presence of different sensors calibrations it
was necessary to standardize the data. Therefore, for each
time window, the mean of each signal is subtracted from
each measurement and then divided by the standard deviation to remove any scaling effect.
One of the main disadvantages of K-Means is having to
provide as a parameter the number of clusters. To overcome this issue and optimize the choice of this parameter
the Davies-Bouldin index [12] was used. This index tries
to minimize the intra-cluster distance and at the same time
maximize the inter-cluster distance. This allows to isolate
in a single cluster only those sensors/actuators with similar
behaviour and, at the same time, very different from other
signals clusters. In order to find the optimal cluster number,
the algorithm is running multiple times increasing it in each
execution. The execution ends when the difference between the standard deviations of the intra-cluster distances
is less than a specific threshold. The latter is calculated for
two contiguous execution as follows:

∈∪

Consequently, the probability distribution can be calculated as a minimization problem introducing the Lagrange’s multipliers for the conditional entropy between
the sensors:
( )−
=0 → ∑
( | )−
=0
+ ln

− ∑ ( | ) ln( ( | ) = 0

−

→
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( |)=

( ( | )) = −

In order to have a meaningful probability value within
the range [0, 1] the probability normalization condition has
been imposed:
( | )+

( |)=1
∈

Therefore, the probability related to each pair of signals
can be calculated as:
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Moreover, the time window length was selected trying
to maximize both the number of clustered signals and the
probability to find each cluster in multiple time windows.
To achieve it, a quality index of the analysis has been defined. Let NSC be the number of signals clustered and N
the total number of signals. Then, for a time window with
the chosen parameter p (number of seconds), the quality Q
of a time window is defined as:
=

∗

,∀

, ℎ

ℎ
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ℎ
Let Q be the quality of a time window with parameter p
(number of seconds), MPCS the minimal percentage of
clustered signals, MPC the minimal probability of each
cluster and MIQ the minimal increment of quality index for
the time window optimization; then the thresholds are defined as follows:
>
∗ MPC
=
,
−
<
The result of this phase is a probability model of the most
frequent (across all the time windows) signals clusters.
Since there is a binary possibility to find a cluster in each
time window, then the binomial model can be applied. Let
be the probability of the cluster , the number of
time windows, the number of success for the cluster
and the binomial random variable, then the binomial distribution model can be defined as:
=

=

∗

∗ (1 −

)

If the expected value of the binomial distribution of any
cluster is changing more than a defined threshold then an
alarm is generated.

Anomaly Detection Based on Experts’
Knowledge
This algorithm has been entirely based on experts’
knowledge; the latter has been translated into mathematical
conditional equations in order to detect if an actuator’s behaviour deviates from the actuators of the same type
(mainly valves). Specifically, the system experts defined a
list of static “actuators groups/clusters” within the cryogenics distribution line that should behave almost identically.
If one or several actuators show a different operational pattern than the rest of the group, it could represent a potential
fault. Most of actuators in a group can have different absolute values but their derivatives should be similar. This is
why after an initial first order filtering of the signals, the
derivatives of the signals are computed. The so obtained
derivatives are then grouped into global statistical indexes
(i.e. the average of the signal group derivatives). An alarm
is generated if the difference between the single signals indexes and the global indexes exceeds specific thresholds
(also defined by the system experts).

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUCPA04

the CERN Hadoop [14] cluster. Particular attention has
been paid to parallelize the execution of such algorithms,
showing the positive benefits of scaling the analysis across
multiple nodes. Moreover, the lightweight portability of
the spark jobs solves any deployment issues related to different execution environments.
All three presented methods combine measurements of
multiple signals to detect anomalies in the control system.
Therefore, the multivariate nature of the analyses (MVA)
influenced the strategy of spreading the signals’ datasets
across different Spark nodes. More precisely, each cluster
or group of signals has been loaded within the same node;
this avoids any shuffling and communication overload
among the Spark nodes. Moreover, a time window approach has been adopted to avoid keeping in memory massive datasets and to reduce the computational load; on the
contrary, depending on the time window length, only a portion of the dataset was kept in the nodes’ memory for the
analysis.
Spark provides data scientist with high-level APIs in
Scala, Java, Python and R development languages. Unfortunately, the Cloudera distribution currently installed at
CERN does not support R. Python was chosen mainly because of the large number of modules and packages that are
readily available for signal processing. Specifically,
NumPy [15] and SciPy [16] have been combined with
Spark Python API to deal with multidimensional arrays and
implement algebraic operations.

ALGORITHMS COMPARISON
AND VALIDATION

PARALLELIZATION OF THE ANALYSES

Due to the unsupervised nature of the analysis and the
lack of an anomaly database, the three aforementioned algorithms have been tested and compared through the use
of synthetic data. Specifically, the sensor faults have been
classified as following:
• Spike: a single faulty measurement which is abnormally high/low if compared with the range of values
next to it (i.e. a temporary glitch).
• Step: a temporary degradation of the signal which
results in a step function.
• Noise: the signal deviates from its normal pattern
for multiple measurements.
• Flipping: a special case of the noise fault, where the
signal is passing from a high value (higher than the
proximity values) to a low one (lower than the proximity values).
• Offset: offset that alters in a constant manner the
sensors values (e. s. wrong calibration).

A massive amount of computational resources is necessary to analyse the data produced by the CERN control systems. Any naive attempt of using standalone scripts or even
single node applications results ineffective due the limited
amount of resources, like I/O bandwidth, memory consumption and CPU load. Consequently, a cloud computing
approach would match the computational requirements to
run the analysis. This is why the described algorithms have
been implemented as Spark [13] jobs and executed against

For each of these anomaly types multiple faulty measurements have been generated (synthetic data) with different frequency and amplitude. Therefore, the three algorithms have been compared by computing the confusion
matrix containing: positive predictive value (PPV), negative predictive value (NPV), sensitivity (Sens), specificity
(Spec) and accuracy (Acc). The PPV and NPV values reflect respectively the precision at detecting true positives
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TP and true negatives TN. The Sens and Spec indexes represent the ratio of actual TP/TN which are correctly identified. Finally, the accuracy value shows the portion of correct predictions. They are calculated as functions of the
number of true/false positives (TP/FP), the number of
true/false negatives (TN/FN):
=∑
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time window. During the learning phase the actuators were
clustered together due to their historical behaviour. The
anomaly was detected because one of the signals (the one
in black) starts moving in an uncoordinated way with respect to the others.

,
,

+∑

Figure 1 represents these different indexes for the three
algorithms previously described. As one can notice from
Figure 1 the three algorithms are able to detect different
anomaly types without changing the input parameters. The
stochastic and NN (SNN) and the Expert’s knowledge
(EK) algorithms have a lower PPV for different reasons.
The SNN algorithm generates a higher number of FP because a change in one of the cluster affects the calculus of
the centroids of the rest of clusters; the EK algorithm is
really specialized at detecting the faults defined by the experts, but not general enough to detect new types of faults;
this latter point explains why it also achieves the lowest
sensitivity value, which represents the anomaly ratio correctly identified. On the other end, the EK method reaches
the highest specificity value since it generates less FP.
From the performed evaluation, the correlation and NN
algorithm demonstrate to be the more robust and at the
same time general method.

Figure 2: Flipping fault detection in a cluster of cryogenics
valves.
Figure 3 shows another type of signal fault with the
shape of a step function; the signal in black changed its offset for a limited period of time before returning to its nominal state. Similar behaviours have been frequently discovered during the actions of an operator overriding the process control output. Even in this case, the necessary human
manual action can be interpreted as a control process
anomaly.

Figure 3: Step fault detection of one cryogenics actuator.

Figure 1: Comparison of the algorithms.

FAULT DETECTION ANALYSIS FOR THE
LHC CRYOGENICS SYSTEM
As mentioned in the previous chapters the main subject
of the presented analyses was the LHC cryogenics system.
The analysis has been applied for anomaly detection in the
cryogenics 1.8 K cooling loops, the beam screen cooling
loops and current leads.
The following pictures show different faulty patterns
that have been detected by the analytical algorithms. Specifically, Figure 2 displays a noisy movement of one actuator, while the others are mostly constant along the full

In specific, isolated cases some process instabilities have
been discovered. Figure 4 clearly depicts this situation
where the valve shows an unstable oscillatory behaviour to
control the temperature process. Obviously if this faulty oscillation had been present in all signals then it would not
have been detected by the clustering algorithms, but only
by the experts’ knowledge formulation. However, in our
scenario the probability of a faulty situation involving multiple signals at the same time was almost close to zero.
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Figure 4: Multiple signal oscillation detection of a cryogenics valve.
In Figure 5, one of the cryogenics valves shows a faulty
range of movement if compared to the other actuators. This
excessive movement of the valve can be seen as an inefficiency of the control process, or most probably due to an
abnormal heat load in the cell, or even a wrong mechanical
valve setting. The algorithms detect the operational anomaly but they are not able to identify the root cause; a direct
intervention from the system expert is necessary to fully
understand the nature of the problem.

Figure 5: Faulty signal amplitude detection of a cryogenics
valve.
In the last example, one of the actuator changes its offset.
Figure 6 underlines the ability of the analytical algorithm
to detect any change in the parametrization of sensors/actuators.
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The above examples demonstrate the algorithms’ ability to
detect different types of anomalies that may affect the control systems. Moreover any change or upgrade in the system will be automatically be handled by the continuous
learning phase without any direct intervention from engineers. Currently the analyses have been implemented as
Spark jobs; they are daily executed to monitor several thousands of sensors and actuators, which otherwise could not
been manually checked. The detected anomalies are published in a CERN internal website that engineers and operators can consult. Furthermore a specialized reporting tool
has been designed and implemented in order to show the
analytical results directly into the SCADA (Supervisory
Control and Data Acquisition) applications at CERN [17].
The detection of these anomalies has allowed engineers to
improve the tuning of thousands of regulation loops and
reduce undesirable mechanical movements (e.g. wearing
of valves due to abnormal opening/closing).

CONCLUSION AND FUTURE WORK
The paper describes three different algorithms that have
been developed and integrated into the LHC control system
for online detection of faulty sensors. Different data mining
techniques have been used to extract patterns from the historical data; these patterns are then used for online anomaly
detection. The three algorithms have been compared to understand their advantages and disadvantages. From this
comparison, it is evident that the use of machine learning
techniques makes the anomaly detection more generic and
suitable for dynamic systems, since they are able to identify class of errors initially not foreseen by the experts. Finally, the usefulness of the presented methods has been
demonstrated with real control data produced by the LHC
cryogenics system. Nevertheless, the analytical solutions
are so generic that they can be applied for anomaly detection in any other CERN domains.
As possible future work, these anomaly detection algorithms could be combined with a root-cause analysis. Currently, once an anomaly is discovered, it requires the manual investigation of an operator or system expert to identify
their root cause. This last process could be partially automatized or supported by other analytical processes.
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LASER DAMAGE IMAGE PRE-PROCESSING BASED ON TOTAL
VARIATION
J. Luo†, X.W. Zhou, X. Q. Xie, Z. G. Ni, Institute of Computer Application, China Academy of
Engineering Physics, Mianyang City, China
Abstract

The inspection and tracking of laser-induced damages of
optics play a significant role in high-power laser systems.
Laser-induced defects or flaws on the surfaces of optics are
presented in images acquired by specific charge coupled devices (CCDs), hence the identification of defects from laser
damage images is essential. Despite a great effort we have
made to improve the imaging results, the defect identification is a challenging task. The proposed research focuses
on the pre-processing of laser damage images, which assists identifying optic defects. We formulate the image preprocessing as a total variation (TV) based image reconstruction problem, and further develop an alternating direction method of multipliers (ADMM) algorithm to solve it.
The use of TV regularization makes the pre-processed image sharper by preserving the edges or boundaries more accurately. Experimental results demonstrate the effectiveness of this method.

INTRODUCTON
In high-power laser systems, because of reasons such as
self-focusing, the laser-induced damage threshold of the
optics that are irradiated by long periods of a high-power
laser is lowered. The damage should be detected and
tracked at the early stage of formation [1-2].
Currently, the inspection and tracking of laser-induced
damages of optics play a significant role in high-power laser systems, and is also widely applied. NIF is the world’s
most energetic laser, delivering up to 2.0 MJ at 351 nm
with its 192 beamlines. The Final Optics Damage Inspection (FODI) camera system is inserted in the centre of the
NIF target chamber after a laser shot to acquire images of
any or all of the final optics for all 192 beamlines [3]. The
acquired images are processed using custom image processing and analysis software [4-5], referred to as the Optics Inspection (OI) package, to detect anomalies on the
surface of the optics, with the intention of identifying and
tracking laser-induced damage. The online inspection system technology for final optics damage was studied in order to build a final optics damage online inspection system
for SG- prototype device [6].
However, damage analysis has been surprisingly difficult over the years. And many efforts have been made in
this research area, which can be divided into two main categories, one is to develop the optic illumination techniques,
and the other is to improve the damage image analysis and
defect identification technology. Proper illumination of the
optics to be imaged is critical for the successful performance of the final optics damage inspection. In [7], based
___________________________________________

† email address: luoj1987@caep.cn

on total internal reflection of flat optics, the light emitting
from array LED was coupled into the large aperture optics,
the edge illumination methods were employed to illuminate the optics. Further the method of timesharing illumination of large aperture optics was developed for damage
imaging, and the model of signal noise ratio was developed
for dark-field imaging mode. A technology of detecting laser-induced damage on optics, using line-scan imaging and
dark-field imaging principle, is proposed in [8]. Defect inspection relies heavily on image processing. Optics inspection analysis is an essential component of the FODI system,
whose main aim is to conduct automated image analysis,
processing each image quickly and identifying candidate
sites on each optic that may correspond to laser-induced
damage [3]. During each inspection cycle up to 1000 images acquired by FODI are examined by OI to identify and
track damage sites on the optics. The process of tracking
growing damage sites on the surface of an optic can be
made more effective by identifying and removing signals
associated with debris or reflections. Considering the manual process to filter these false sites is daunting and time
consuming. In [9], G. Abdulla etc. discuss the use of machine learning tools and data mining techniques to help
with this task. To improve the inspection resolution of the
FODI device in the ICF, an inspection method based on
image mosaic was proposed [10]. Because of the tiny size
of defects compared to the image, detection of the defects
is a challenge. Moreover, the grey value of different image
areas is different because of the uneven distribution of illumination. Considering these two factors, a robust defects
detecting method based on Local Area Signal Strength
(LASS) and 2-D histogram is theoretically and experimentally proposed in [11].
Laser-induced optics damage and image analysis process are described in the next section. Issues about the image preprocessing is further discussed in section , including the problem description, total variation (TV) based
model, and the ADMM-based algorithm development. On
this basis, section provides the results of preliminary experiments. Finally, we conclude this paper in section .

OPTICS DAMAGE AND IMAGE
ANALYSIS

Currently, the laser flux in high-power laser systems is
increasing more and more fast. Because of reasons such as
self-focusing, laser-induced damages are likely to happen
to the optics, and the laser-induced damage threshold of the
optics that are irradiated by long periods of a high-power
laser is lowered. Usually, laser-induced defects or flaws on
the surfaces of optics are presented in images acquired by
specific charge coupled devices (CCDs). Fig. 1 is an example

TUCPA05
272

Data Analytics

of the imaging results of the optics acquired by the specific
CCD. It is of a great importance to inspect and track these
defects once they are initially produced, especially before
they approach the specifically defined threshold, otherwise
the optics would be damaged heavily and become non-repairable.
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Hence, this motivates us to raise one question: Can we
develop algorithms to pre-process these laser damage images acquired by CCDs, and to improve the identification
of defect points?

IMAGE PRE-PROCESSING
Problem Description
Given that the laser damage images we obtain from
CCDs are generated with unknown signal pollutions, we
regard the problem of image pre-processing as an image
restoration problem, namely to reconstruct the image from
blurry and noisy observations.
Without loss of generality, we assume that the underlying image is grayscale and has a square domain. Let
2

2

2

x ∈  n be an original n × n image, K ∈ n ×n be a
n2
blurring (or convolution) operator, ω ∈  be an additive noise, and f
the relationship

2

∈ n be an observation which satisfies
f = K x+ω .

Figure 1: Example image acquired by the CCD.
Thus image analysis is a key task to inspect and track the
optics defects. The analysis of laser damage images mainly
consists of 3 steps:
1. Split the image to get the interested area, like the centre lighter squared area in Fig. 1.
2. Detect the defect or flaw points and their sizes presented in pixel.
3. Project the defect or flaw points in the damage image
into the real optics, including their locations and spatial sizes.
Despite a great effort we have made to improve the imaging results, the defect identification is a challenging task.
Reasons are multi folds. As mentioned in [11], the tiny size
of defects compared to the image, and the fact that the grey
value of different image areas is different because of the
uneven distribution of illumination, are among the reasons.
In [12], A. G. Basden etc. discuss the imaging principle of
charge coupled device (CCD) and its major shortcoming.
They point out that the major shortcoming of CCD is
readout noise, i.e. the additional noise added by the on-chip
output amplifier, where the charge of the detected photoelectrons is converted into an output voltage. Optics damage inspection system introduces a tiny part of the laser
passing through the whole laser beam to reduce the energy,
which means that the CCD captures few photo-electrons,
leading to low-light-level images and bringing a big difficulty to identify the defect points.

(1)

Given K, our objective is to recover x from f, which is
known as deconvolution or deblurring.
It is well-known that recovering x from f by directly inverting Eq. (1) is unstable and produces useless results because the solution is highly sensitive to the noise ω . Researches about solving the above problem abound. In [13],
the ellipsoid algorithm is proposed. Traditional regularization techniques include the Tikhonov-like regularization
[14], the total variation (TV) regularization [15], both of
which have been well studied in the literature, and others.
Total variation (TV) regularization is popular in image reconstruction due to its edge-preserving property. However,
the non-differentiability of TV makes the underlying optimization problems difficult to solve. In the past a few years,
alternating minimization algorithms for recovering images
from blurry and noisy observations with total variation (TV)
regularization have been proposed and analysed [16-18].

Total Variation (TV) Based Model
To stabilize the recovery of x , a common approach is
to add a regularizer to certain data fidelity. The method of
total variation (TV) regularization means that the regularizer is a total variation term. It has been shown both experimentally and theoretically to be suitable for preserving
sharp edges. The discrete form of TV for a greyscale image
2

x ∈  n is given by

TV( x ) =  i =1 Di x 2 ,
n2

(2)
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where for each i, Di x ∈  2 represents the first-order finite
difference of x at pixel i in both horizontal and vertical directions, the quantity Di x 2 is the variation of x at pixel i,

and the summation in Eq. (2) is taken over all pixels, which
explains the name of total variation (TV).
The fidelity term in is usually taken as a penalization on
the difference between Kx and f measured in different
norms. Here we choose the l2 norm.
Hence combining TV with l2 norm fidelity, we get the
TV based image reconstruction model as following:
min  i =1 Di x
n2

x

2

+

µ

2

Kx − f 2 .

2

(3)
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We terminated the iteration by relative change in x in all
of our experiments, defined as
x k +1 − x k
max

where

ε >0

{ x ,1}
k

<ε .

(6)

is a given tolerance.

EXPERIMENTAL RESULTS
We randomly choose one laser damage image obtained
by the CCDs, as provided in Fig. 2. After splitting out the
useful area, we conduct the image pre-processing according to the method developed in the former section.

Applying ADMM to the TV Based Model
The problem of (3) can be transformed into an equivalent
constrained problem of the following form:
min  i y i +

µ

2

Kx − f

2
s.t. y i = Di x , i = 1,..., n 2
x,y

2

.

(4)

In (4) the objective function is separable and the constraints are linear. Denote y = ( y 1 ; y2 ) ∈ 

and

are

y2

vectors

of

length

2 n2

n2

, where y1
satisfying

(( y1 )i ;( y2 )i ) = y i ∈  2 for i = 1, … , n .
Γ ( x, y, λ ) be the augmented Lagrangian funcLet Α
2

tion of (4)

Γ Α ( x , y , λ ) =  i ( y i − λ i T ( y i − Di x ) +

β
2

x

+

µ

Kx − f

2

2
2

2

y i − Di x 2 )

.

(5)

λ

2

where each i is a vector in  and λ ∈ 
y, is a reordering of i, i = 1, 2, … , n2.
k

2n2

, similar to

k

Started at x = x and λ = λ , the alternating minimization idea applied to (4) yields the following iterative
scheme:
•
•

y k +1 = arg min Γ Α ( x k , y, λ k )
y

x

k +1

= arg min Γ Α ( x, y
x

k +1

k +1

k +1

.

,λ )
k

k +1

.

= λ − β ( y − Dx ) .
• λ
Thus the process of image reconstruction is given below:
k

1. Input f, K,
0

0

µ > 0 , β > 0 and λ . Initialize x = f and

λ =λ .
2. Repeat the above iterative computations until converged.

Figure 2: Original laser damage image.
After the image pre-processing, we utilize the traditional
technology of defect inspection. Further we compare the
results obtained by the method of this paper with those obtained directly with the original image, as provided in Table 1. We note that the pre-processed image makes both the
false alarm rate and the missing rate of defect inspection
dropped.
Table 1: Accuracy Comparison
Method
No pre-processing
With pre-processing

False Alarm
Rate
30%
8%

Missing
Rate
15%
5%

CONCLUSION
We focus on the pre-processing of laser damage images
in this paper, by formulating a total variation (TV) regularization based image reconstruction problem, and developing an alternating direction method of multipliers (ADMM)
algorithm. The use of TV regularization makes the image
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pre-processed sharper by preserving the edges or boundaries more accurately, which shows a big potential to assist
identifying optics defects and improve the inspection accuracy.
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SwissFEL - BEAM SYNCHRONOUS DATA ACQUISITION –
THE FIRST YEAR
S. G. Ebner, H. Brands, B. Kalantari, R. Kapeller, F. Märki, L. Sala, C. Zellweger,
Paul Scherrer Institut, 5232 Villigen PSI, Switzerland
Abstract
The SwissFEL beam-synchronous data-acquisition system is based on several novel concepts and technologies.
It is targeted on immediate data availability and online
processing and is capable of assembling an overall data
view of the whole machine, thanks to its distributed and
scalable back-end. Load on data sources is reduced by
immediately streaming data as soon as it becomes available. The streaming technology used provides load balancing and fail-over by design. Data channels from various
sources can be efficiently aggregated and combined into
new data streams for immediate online monitoring, data
analysis and processing. The system is dynamically configurable, various acquisition frequencies can be enabled,
and data can be kept for a defined time window. All data
is available and accessible enabling advanced pattern
detection and correlation during acquisition time. Accessing the data in a code-agnostic way is also possible
through the same REST API that is used by the webfrontend. We will give an overview of the design and
specialities of the system as well as talk about the findings and problems we faced during machine commissioning.

OVERVIEW
As described in the general SwissFEL paper [1], there
are two categories of data to be dealt with at SwissFEL,
namely synchronous and asynchronous data. This paper
will only focus on the synchronous part of the system
although both are using same/similar infrastructure and
software.

Figure 1: Basic building blocks.
As shown in Figure 1 the beam synchronous data acquisition system consists of simple basic building blocks.
Each block will be described in detail in the following
sections.
The beam synchronous data acquisition system consists
of two independent subsystems dealing with small (scalars and waveforms) and large data (cameras, detectors).
Both subsystems consist of the same building blocks
although different software components are used. The
differences we will be outlined in the respective sections
below.

Sources
All beam synchronous sources are connected to the
central SwissFEL timing system [2]. The realtime timing
system distributes the readout triggers as well as the
unique pulse-id for each FEL pulse. After reading out the
data upon receiving a readout trigger, the sources immediately attach the corresponding pulse-id to the data and
send out an atomic message including all readout data and
pulse-id.
Each readout value of a source is called channel and a
source can have various channels.
Each source can be dynamically configured via a REST
API, i.e. what channels to read out and in what frequency,
without the need of reboot or restart.
A source can be implemented in various ways. At the
moment, there are sources implemented as Epics IOCs
and real-time applications running on a real-time Linux at
SwissFEL.

Synchronization / Dispatching
Data send out by the sources is received by the Dispatching layer. For small data, this layer consists of currently twelve machines that form a cluster with the ability
to synchronize data on the fly.
Clients can transparently request synchronized streams
of channels coming from different sources via a REST
API from this layer. Upon a client request, the Dispatching layer creates a customized data stream for the client as
if it would originate from a single source. This technique
frees the client from synchronizing data on its own.
Once the client disconnects from the custom stream, the
Dispatching layer takes care that the stream gets closed
and all required resources are cleaned up.
The Synchronization and Dispatching layer decouple
the sources from the clients. Therefore, sources are protected from being overwhelmed by client requests.
Beside the ability to synchronize data and provide custom streams this layer also forwards all data to the buffering layer that is hosted on the same machines.
For large data this layer currently consists of currently
one machine taking care of the receiving of camera data,
compressing the images, doing (optional) standard analysis on the data and passing the data on to the large data
buffering system.

Buffering
The Buffering layer temporarily stores all beam synchronous data for later retrieval. At the time of writing,
the retention period of data inside the buffer is two days
for scalar values, two hours for waveforms and two hours
for images.
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After this time, data is being reduced to 1 Hz and is
kept for one additional month until it is discarded.
Next to the default retention policies, users can register
custom retention policies, i.e., the retention time and
reduction algorithm can be specified for individual or
groups of channels.
Data can also be tagged manually to be kept for longer.
This is done for example for RF data once a breakdown is
detected for a cavity.
For buffering small data, we currently use a cluster of
twelve machines with local SSD storage. For buffering
large data, we use one machine connected via Infiniband
to a GPFS filesystem.
We use a proprietary file based persistence approach for
the data to be buffered. Each channel is stored in a single
file which is rotated after some time.
Both buffering systems can be queried and data can be
retrieved via a REST API. The exact same API can also
be used by users to query non beam synchronous data

Online Analysis / Feedback
Online analysis and feedback enables users to see, analyse and react to the incoming data. This kind of applications request and use a customized stream of data with all
required channels from the synchronization and dispatching layer. By doing so the amount of coding needed boils
down to simply implement the analysis and/or visualization logic.
Right now we have various applications in this layer
ranging from Python, Java and Matlab. Some of the applications used are presented in [3].

Communication Protocol
The communication protocol used for transferring data
between the components is called BSREAD. It is based
on ZMQ [4] and follows a design used and established for
large scale detectors at the Paul Scherrer Institute. Data
transmitted with this protocol is self-describing and
makes use of the multipart message feature of ZMQ.
For each machine pulse there is one message send from
a sender (see Figure 2).
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The first part (sub-message) of the message consists of
a JSON string holding the protocol version, the pulse-id,
global timestamp and a hash and compression of the next
sub-message of the message.
The second part of the message consists of a JSON
string holding an ordered dictionary for each channel
transmitted for this pulse with the name of the channel,
type, number of elements, compression and other metadata.
The remaining sub-messages of the message consist of
the individual channel values and timestamp (each a submessage) in the sequence the channels are mentioned in
the data header.
Right now we are supporting bitshuffle-lz4 [5] compression for data and data header. We apply compression
to images and waveform data of a specific size. We can
reach compression factors up to 5.
While using the ZMQ protocol, we make use of the
built-in delivery schemes push/pull and pub/sub to
achieve failover and load-balancing.

Web Frontend
Data within the buffering system can be browsed using
a web UI (see Figures 3, 4, 5).
The web UI sits on top of the exact same REST API
exposed by the buffering systems to extract data from it.
To allow fast and responsive browsing of data, we apply simple but powerful data reduction on the server side.
For example, if a query for a channel returns more than
512 data points, we use data binning and calculate the
min, max and mean value for each bin and show this
reduced data instead.
Using this approach, we avoid transmitting large
amounts of data points that cannot be displayed accurately on the client’s machine as the screen resolution is not
high enough. Also, this positively impacts user experience
as the UI remains responsive, even for large amounts of
underlying data.

Figure 3: Web Frontend showing scalar data.
The same reduction is applied for waveform data. Instead of transmitting the whole waveform for each data
point, we only transmit the min, max and mean value of
the waveform. And again, if more than 512 data points are
queried/visualized, we additionally start binning and
calculate the bin’s min, max and mean.
Figure 2: Message.
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The Synchronization / Dispatching as well as the Buffering layer and all REST APIs are implemented in Java.
We are extensively using Java 8 streams and asynchronous processing. Here, the most important libraries we
use: SpringBoot [6], Netty [7], Hazelcast [8], Jeromq [9],
and Bittshuffle-lz4.
For the online analysis we are providing a Python library that can be used by scientists. This library is also
used from within Matlab through the Matlab/Python interface.
The web frontend is implemented in Polymer [10]. For
plotting, we are relying on the Javascript-based plotting
library plot.ly [11].

LESSONS LEARNED
Figure 4: Web Frontend browsing waveform data.
In case the user needs to see the raw value, he can interactively zoom into the data by holding a specified
keyboard key. This will reload the data only for the zoom
range and apply the same reduction procedure described
as before until the raw data is reached.

There are a lot of lessons learned for the first year of
operation. Generally, we can distinguish between technical and human/social lessons learned.

Technical
The most important technical findings are:
 Keep things clean, slim and simple. This includes
the reduction of system interfaces as well as dependencies to libraries and frameworks. Over the course
of a year we replaced our Cassandra based storage
with a custom file-based storage. In order to achieve,
e.g. data locality, we had to circumvent built-in features of Cassandra. Although we lost some (nice to
have) features which Cassandra provided out of the
box, we immediately saw a ten- to hundred-times
performance gain and ended up with less code.
 Have well defined REST APIs rather than libraries
for special programming languages.

Figure 5: Web Frontend browsing image data.
For efficiently visualizing images from the ImageBuffer in the web UI similar binning and reduction approaches
are applied. We generate and transmit a PNG image on
the server side unless the raw data of a single image is
requested. This has been shown to be much quicker than
transmitting raw data and displaying this data in a 2D
fashion using a plot library. To further improve responsiveness and loading time, lazily loading of images, based
on the user’s scroll position, has been implemented.
The Web UI can also be used to query non beam synchronous data from the Epics Channel Access Archiver.
This way users are able to (roughly) correlate non synchronous and synchronous data within the same tool.

Implementation
The implementation of the various systems is done in
different programming languages.
Current production sources are implemented in C and
C++. For testing and verification, we have Python and
Java implementations.
TUCPA06
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 Avoid data copies. In Java use direct byte buffers
and operate on bytes for performance critical code.
An efficient way to avoid data copy from the network stack is the use of the Netty.io library.
 Compress data. Compressing data while transmitting and storing greatly improves performance.
Bitshuffle-lz4 is a very good compression for most
the cases.
 Avoid premature optimizations. A comment we
hear often is that transmitting information via JSON
is inefficient. In none of the components is this an issue or the limiting factor. Using a different serialization would make things more complicated. Also optimizations we introduced at the beginning based on
the frequency of incoming data proved to be counterproductive and caused a lot of issues as it turned
out that certain sources do not send data regularly.
 Use asynchronous processing and concepts. The
use of (Java) asynchronous data processing and concepts speed things up significantly and lets the system behave more responsively.
 Use Solid State Disks (SSD). Data access pattern of
buffering (and archiving) systems are random I/O

Data Analytics

especially for data recorded recently. SSDs are ideal
for these non-regular access patterns.
 Spend (lots) of time on the (web) UI. Having to
deal with tons of data the (web) UI has to be carefully designed and implemented. Without clever data
reduction and interaction, a responsive UI and satisfactory user-experience is not possible.
 Testing. Although testing is very time consuming, it
is key to the success of the system. Every time an error occurs, add unit tests to reproduce, fix and test
for the error. Lots of errors cannot be tested on test
systems via unit and integration tests upfront, some
only occur on the live system. Therefore, set aside
time for such production-level issues.
 Collect statistics. Statistics are first class data to collect and store. Information on whether/when channels are connected/disconnected, how many times a
connection was dropped, and data is accessed, are all
important for operating such a system. Also the detailed knowledge on up and downtime of the system(s) are essential to draw the right information out
of data.

Human / Social
The most important human/social findings are:
 Mindset. People are not (yet) accustomed to the
large amount of data collected and provided by the
beam synchronous data acquisition system. In general, the issues that arise with “big-data” are massively underestimated. Often people complain that
data access is very slow, not realizing that they requested multiple Gigabytes or even Terabytes of data.
 Data retention policy required. Dealing with vast
amounts of data, what is needed is a dedicated data
owner who defines a retention and reduction policy.
Without this, large amounts of money and resources
will be wasted.
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CONCLUSION
The SwissFEL beam synchronous data acquisition system has been in production use for about one year.
While keeping the system up and running, we implemented various major changes to accomplish the tasks at
hand and improve the performance and stability of the
system.
Although not all data sources are in place we are confident that the current system will be stable, resilient and
able to cope with the final load once all sources are up
and scientific experiments are running.
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 Be prepared. Problems and issues of other systems
will first be visible in the DAQ and buffering system.
Therefore, always collect and keep statistics and
metrics to help in pin-pointing the issue.
 Documentation. Keep documentation accessible,
simple and in a copy/paste manner. This helps people especially when dealing with the large amount of
data.
 The design/implementation/support of the software ecosystem around the DAQ system is as important as the DAQ system itself. Without the
proper tools, libraries, infrastructure, support, etc.,
people will be lost and won’t be able to work efficiently. A decent amount of time and resources are
required to teach and support users to deal with the
system.
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REPRODUCE ANYTHING, ANYWHERE: A GENERIC SIMULATION
SUITE FOR TANGO CONTROL SYSTEMS*
S.Rubio-Manrique, S.Blanch-Torné, M.Broseta, G.Cuní, D.Fernández-Carreiras,
J.Moldes, ALBA-CELLS Synchrotron, Barcelona, Spain
Andrew Götz, ESRF, Grenoble, France
Abstract

PySignalSimulator

Synchrotron Light Sources are required to operate on
24/7 schedules, while at the same time must be
continuously upgraded to cover scientists needs of
improving its efficiency and performance. These
operation conditions impose rigid calendars to control
system engineers, reducing to few hours per month the
maintenance and testing time available. The SimulatorDS
project has been developed to cope with these restrictions
and enable test-driven development, replicating in a
virtual environment the conditions in which a piece of
software has to be developed or debugged. This software
provides devices and scripts to easily duplicate or
prototype the structure and behaviour of any Tango
Control System, using the fandango python library to
export the control system status and create simulated
devices dynamically. This paper will also present first
tests using multiple SimulatorDS instances running on a
commercial cloud.

In the case of most control systems, it is not possible to
do a functional test without a certain capability to
simulate the hardware system to be controlled.
The PySignalSimulator Tango Device Server was
developed to cover these needs during ALBA Synchrotron
construction phase. It provided an easy-to-configure[3]
generic simulation tool for testing graphical applications.
Based on single-line formula definitions stored in the
Tango database (Table 1), it allowed to simulate hardware
and to test the control system infrastructural services, like
archiving[4] or alarms[5]. The success of this approach
enabled other Tango Collaboration[6] members like MAX
IV to reuse our developments during its design and
development phases.
Table 1: Dynamic Attributes as Declared in Tango DB

INTRODUCTION
The classical paradigm for building a simulation
infrastructure is the development and prototyping of a
new control system, a period in which a software team is
already committed to the development of a complex
system but doesn’t have yet access to the real hardware
nor infrastructural resources[1].

Software Testing Techniques
Continuous
Delivery
and
other
widespread
methodologies emphasize the importance of delivering
well-tested systems to operators, as it will build
confidence over the delivered system[2]. The two most
common techniques for software testing are Unit Testing
and Functional Testing.
Unit testing is a well established technique in the
software field for validating libraries and API's; based on
breaking up library components in basic software
procedures that can be validated against well specified
interfaces. It’s widespread and well-established, but costly
to apply in already existing or inherited projects where
documentation may be scarce or outdated.
Functional testing instead proceeds to test the different
parts of the application behaviour, validating that each of
the functionalities of the program behaves according to
the expected results. Depending of the scope and
objective of the tests it can be known as integration
testing, regression testing, usability testing, smoke
testing, sanity testing amongst others.
______________________________________________

* Work supported by the Tango Consortium and the European
Synchrotron Radiation Facility
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But, once ALBA Synchrotron entered in operation, new
necessities appeared for simulators that a simple approach
like PySignalSimulator was not able to cover. For a
facility in a growing phase like ours, upgrades of the
control system are required monthly, in systems as critical
like Linac injection modes, Radiofrequency upgrades,
orbit feedback improvements, … Upgrades that must be
applied without interrupting the current operation
schedule of 5912 yearly hours of beam for users, a
constrain that limits the availability of hardware for
testing to a few hours per month.
This lack of testing time availability created the need of
an automated way of validating updates by replicating a
running Tango Control System in a test environment.

SIMULATORDS
Several studies [7] has been done on the advantages of
using simulation environments for software development.
These works have pointed out that the effort of building a
fully detailed model is often hardly justifiable if the work
needed to implement a simulation environment must
doesn’t tend towards 0.
This lack of profitability of simulation environments is
often caused by the impossibility to replicate the real
hardware infrastructure or the obsolescence of the
simulation design, as real systems tend to change a lot
during building phases.
The SimulatorDS [8] package has been developed to
overcome these certain limitations of the model-based
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approach. It evolved from PySignalSimulator device
server to provide a data-driven approach, easier
replication and a generic framework for testing.
In order to evolve our existing simulation tools, several
needs has been identified to be covered by the simulation
framework:
• Control System Replication: create a simulated copy

of a running system.

• Continuous Integration: validate effect of software
•
•
•
•
•
•

changes during development.
Functional testing: validate the behaviour of a whole
control system before a part of it is upgraded.
Integration tests: validate external software upgrades
(OS, libraries, tools) against our own software.
HMI Validation: Provide a testing platform for GUI's
whenever real hardware availability is scarce.
Chaos engineering / Canary testing, prepare test
cases and validate them under production conditions.
Proof of concepts, test new technologies.
Bug reproducibilty: recreate bug conditions to be
included in issue reports for external teams.

Figure 2: Device Properties of a SimulatorDS, as seen in
Jive configurator tool.
The evaluation engine permits to codify complex state
machines through the VAR and PROPERTY methods,
that allows to pass/store/retrieve between dynamic code
evaluations and keep the current state of the device, either
in memory (using VAR(name,value)) or persistently in the
database (WPROPERTY(name,value)).

The required functionalities to achieve these objectives
have been split in two different pieces of software: the
SimulatorDS Tango Device Server for executing the
simulation itself and the gen_simulation script for
configuring the testing environment and facilitate the
generation building.
Both developments are focused on not starting new
tools from scratch but on exploiting the already existing
features of existing python libraries in Tango: PyTango
and fandango.
All the features of SimulatorDS are possible due to the
versatility of Tango Python binding, PyTango[9]. It
allows the flexibility of a dynamic typed language and
mutable objects, providing device servers that can be
expanded on-the-run with new attributes and behaviours.

The SimulatorDS Tango Device Server
As an evolution of the PySignalSimulator device
server, the SimulatorDS device is a wrapper around the
DynamicDS class of the fandango python library [10].
This device server reads single-line python code [recipes]
from the Tango Database for each declared attribute,
command, quality or state.
The device extends the python built-ins with
mathematical and statistical methods. Other methods
available[11] include time conversion, external attribute
reading, database access (Fig.1), regular expressions.
Additional libraries and declarations can be loaded using
ExtraModules and LoadFromFile properties (Fig. 2).

Figure 3: User defined specification of attributes and
constants for simulation, using XATTR to acquire real
data from devices while simulating the rest.
Via ExtraModules and LoadFromFile properties, the
expert user can load its own constants, formulas, classes
and objects and export them to the evaluation engine.
Objects declared this way can be used to keep the internal
StateMachine model of the simulated device.
States of SimulatorDS devices are declared on a list
(Fig.5) and evaluated sequentially, applying the first state
which formula evaluates to True.

Figure 5: DynamicStates declaration.
Figure 1: DynamicAttributes
archived data via ExtraModules.

declaration

accessing

As seen in Fig. 6, there are several properties that allow
to configure the internal evaluation process from Jive.
KeepAttributes, KeepTime and CheckDependencies will
TUDPL01
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control for how long formulas result are kept instead of
being re-evaluated, as well if its results have to be kept at
all. These properties will manage both cpu usage and
memory usage.
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developers outside of the institution can work on them
without access to the real system.

Simulating the Control Infrastructure
In addition to simulators, many other devices play a
role on simulating the whole control system.

Figure 6: Properties to configure the internal evaluation
engine of SimulatorDS.

Copy and Paste: the gen_simulation Script
One of the main objectives of the SimulatorDS project
was to simplify the replication of existing systems to be
able to debug existing bugs without no need of a real
hardware or infrastructure behind.
The process of replicating a running system has been
divided in multiple steps:
• Extract all attributes accessed from a PyTango

application.

• Export all its values and data configuration to a data

file (csv, json or pickle).
a SimulatorDS
default
property
specification for each Tango class that has been
exported.
• Recreate the exported data as new simulators in a
different tango-host, mimicking the original structure
but with entirely simulated data.
• Apply or modify the events/polling configuration
data of all the exported devices to reproduce the
original conditions or experiment with new ones.
• Generate

These tasks are fulfilled by the gen_simulation script, a
guided helper that allows to perform each step
sequentially generating intermediate files that can be
modified during the process. It allows to modify
selectively the device names or its properties during the
replication process.

A Tool for Bug Reproducibility
Bug unreproducibility is a common issue when sharing
open source projects amongst several institutes. As we
rely on several open source packages to operate our
machine (Tango, Taurus, PyTango, HDB++) sometimes
we find bugs that are not easy to reproduce at all by the
developer teams of these projects in other sites.
A simulation platform that imports/exports files that
can be shared and launched anywhere helps to provide
reproducibility of bugs encountered in the system so

Some of these devices involved are:
• Tango Starter devices (daemon-like processes
managing running Tango servers on each host) allow
to easily restart device servers with adding new
devices to them or modifying its interfaces.
• ProcessProfiler Device Server, it obtains CPU and
memory statistics for all processes running in the
machine and converts it into Tango attributes, that
can be used for archiving or alarms.
• HDB++ Archiving Database [hdbpp], to log and
register the whole simulation process, allowing to
generate statistics afterwards.
• WorkerDS: A device capable of running maintenance
scripts (cron-like), either to clean up the archiving
database or execute system maintenance tasks.
• PyAlarm Device Server, the PANIC Alarm System
device [12], that may trigger alerts in case of
abnormal behaviour of the simulation.
The HDB++ database [13] is a perfect tool for storing
data results, as it subscribes to the events pushed by the
simulators in a non-intrusive way.
The CSV / JSON files used by gen_simulation script
can also be used to store / recreate all these infrastructural
devices, or to configure new ones depending on the needs
of our tests. The CSV format provides a human-readable
way to declare new test cases and setup the
host/server/device distribution. These approach has been
used to configure the PANIC Alarm System test suite.

OTHER SIMULATION TOOLS IN TANGO
Although SimulatorDS allows final-users to place their
simulation code in Python files that will be imported by
the device, this kind of implementation doesn’t provide
any additional feature respect of using the high-level API
of PyTango, that allows to define Tango device servers
with few lines of code.
The power and versatility of SimulatorDS resides
instead on exploiting the Tango Database as repository of
rules for the simulation. Using the database allows to
freely move devices between machines or update the
behaviour with no need of restarting the processes. That’s
the most prominent feature of SimulatorDS in comparison
with the python high-level API or tango-simlib library.
Any code loaded at startup can be modified at runtime to
provide different behaviour if needed.
The tango-simlib library [14] has been also recently
developed for the large telescope array SKA [15]. Using a
combination of model-based and data-driven simulation
techniques it provides similar features to SimulatorDS. As
both tools may be complementary we are actually
including it in our Tango 9 tools benchmark setup.
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TESTING IN PRODUCTION
Continuous Delivery at ALBA
A technique for validating software in production is
Canary Testing, implemented at ALBA Accelerators
System for all control packages since 2014. New versions
of control software are not deployed for the whole
accelerator system but to a well delimited part of it. It
allows for early detections of problems while limiting the
impact to users.
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A platform for integration testing must allow to run as
much layers of the real control system as possible, thus all
devices involved in testing (HDB++, WorkerDS,
ProcessProfiler, Starter) must be available.
As shown in Fig. 7, a central node is deployed as
database for the test, and then successive EC2 instances
are launched via aws-cli tool. Each of the nodes reuses an
already created image with all tango services.

Chaos Engineering
Chaos engineering [16] is the discipline on running
controlled experiments on production systems in observer
its behaviour. It increases the knowledge about the limits
and weaknesses of a system and increases our level of
confidence.
It is based on five principles[17]:
• Build hypothesis around steady state behaviours.
• Vary real-world events.
• Run experiments in production.
• Automate experiments to run continuously.
• Minimize blast radious.
Chaos engineering is starting to be applied at ALBA for
doing specific experiments on the performance of the
Control System. ALBA is actually migrating its control
system from a polling-based approach in Tango 7 to an
event-based approach using Tango 9 and ZMQ; in which
events can be triggered either on internal polling or
asynchronous pushing.
All these variants affect in different way the behaviour
of devices, increasing their cpu or memory usage due to
the internal threading and cacheing. It also may affect the
behaviour of commands, as an slow implementation of a
command may trigger unexpected timeouts on clients.
In the case of a layered system, problems are often not
caused by any concrete element of the system but by the
aggregation of them (accumulated delays, memory leaks,
unexpected logics, lost messages that lead to wrong
states). Thus makes important to have some ways to
"degrade" system conditions in the simulation to study the
reliability and fault-tolerance of the system.
Machine runs are actually being used to experiment
with the different event configurations available in Tango,
trying to get the optimal configuration for each device
class.

Testing Tango on Amazon Web Services
In order to perform full integration tests of new releases
of tools in Tango, a platform for testing and Chaos
Engineering is being developed using Amazon Web
Services (AWS) and its Elastic Computing Cloud (EC2).
The objective of the testing is having a full control
system infrastructure to validate the effect of a change or
upgrade on any part of the system, doing both integration
tests for new features or regression tests to discard loses
of performance.

Figure 7: Nodes created in EC2 for each test.
Using the CSV specification of hosts, devices and
servers; the fandango library and its Astor API is used to
create and configure each device and start them on each
node using the desired distribution for the test. Events,
polling and archiving configuration is done in the same
CSV files for each test case.

CONCLUSIONS
Classical testing, like unit or functional test, have
limited usage if they validate the software in conditions
that do not match those occurring in production. Checking
code correctness is a must, but not enough as many other
factors may affect the behaviour of software when it is
deployed in real production (problems of scale, delays
and timeouts, memory leaks appear, conflicts between
tools, unwanted regressions, ...).
To detect those problems before the software gets
deployed in the whole system we can apply two other
techniques: Canary testing and Chaos engineering. But,
with the current tight schedules, there’s very limited time
to do these experiments. We must arrive to the production
stage with our software ready to be validated and with
the tools in place to detect any abnormal behaviour.
Thus, a simulated environment is needed to perform
integration tests on new tools before deployment and
know exactly what to expect. The SimulatorDS suite has
been developed and is now already in use for Continuous
Integration and Delivery of the PANIC Alarm System at
ALBA, as well as a common tool for bug replication and
HMI testing.
In addition, the ongoing work on deploying replicated
control systems on AWS would help to use it as a generic
tool for Integration Tests for any Tango related project;
the next step would integrate tango-simlib in the
developed platform to provide a full-featured solution.
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Abstract
We built an EPICS-based radiation therapy machine control program and are using it to treat patients at our hospital.
To help ensure safety, the control program uses a restricted
subset of EPICS constructs and programming techniques,
and we developed several new automated formal verification
tools for this subset.
To check our control program, we built a Symbolic Interpeter that finds errors in EPICS database programs, using
symbolic execution and satisfiability checking. It found
serious errors in our control program that were missed by
reviews and testing.
To check the EPICS runtime (EPICS Core) itself, we first
developed a Formal Semantics for EPICS database programs,
based on the EPICS Record Reference Manual (RRM) and
expressed in the specification language of an automated theorem prover. We built a formally-verified Trace Validator and
used it to check the EPICS runtime against our semantics
by differential testing with millions of randomly generated
programs. The testing process generally corroborated that
the EPICS runtime conforms to its specification in the RRM,
but it did find several omissions and ambiguities in the RRM
that might mislead users. Our formal semantics for EPICS
enables valuable future developments: a full proof of correctness for our EPICS program, verified analyses for arbitrary
EPICS programs, and a Verified Compiler that could compile
an EPICS database to a verified standalone program, while
dispensing with much of the unverified EPICS toolchain and
runtime.

INTRODUCTION
The Clinical Neutron Therapy System (CNTS) at the University of Washington Medical Center (UWMC) has been
treating cancer patients with radiation therapy and making
isotopes since 1984 [1]. The system includes a cyclotron
and a treatment room with an isocentric gantry and leaf collimator operated under computer control. The system was
built and installed by a vendor, but since then has been maintained and upgraded by UWMC staff. In 1999 we replaced
the therapy portion of the vendor’s original control system
(a PDP11 programmed in FORTRAN) with new hardware
and our own software (a 68040 in a VME crate running
VxWorks programmed in C) [2]. In 2015 we replaced the
therapy control hardware and software again, this time using the Experimental Physics and Industrial Control System
(EPICS) running under Linux on an x86 processor [3].
∗

jon@uw.edu. Thanks to the UWMC cyclotron engineering group: Dave
Argento, Eric Dorman, Robert Emery, and Gregg Moffett.

EPICS has been used for over twenty-five years in many
demanding applications [4–6]. Nevertheless, some experienced EPICS developers caution against using it for safetycritical controls:
(EPICS) code is not rigorously audited to the standards . . . that would be needed (for medical applications). [7]
EPICS should never be relied on for safety-critical
operations [8]
Despite these warnings, we use EPICS at CNTS on some
safety-critical signal paths essential for therapy. Our therapy control system uses relays, PLCs, and other non-EPICS
components for safety-critical functions nearest the hardware, but we do use EPICS to process some of the data that
is input to these components, and to process output that is
collected for record keeping. In particular, we use EPICS
to retrieve stored prescriptions from a database (comprising
about 50 parameters per treatment field), load them into
the control hardware, check conformance between the hardware and the prescription, store treatment records, and to
restore and finish interrupted treatment sessions. Programs
written in high-level languages running on general-purpose
computers are best suited to handle these processing steps.
For this, EPICS is no worse than the alternatives and offers
some advantages. This judgment is based on many years
of experience at our installation with EPICS and several
alternatives.
We have always had a safe system design and a careful
development process [2, 3, 9]. However, in view of warnings
from experienced EPICS developers, the greater complexity
of EPICS compared to our previous platforms, and the lack
of any close precedents for our project, we felt an obligation to focus exceptional care and scrutiny on the EPICS
components in our system.
We chose two complementary approaches. First, we limited ourselves to a restricted subset of EPICS components
and programming styles that we expect to be feasible to
understand, review, and analyze. Second, we developed specialized software tools for analyzing both our own code (an
EPICS database, or program, written in our restricted style)
and the EPICS runtime (the EPICS implementation, also
known as EPICS Core). These remedies are complementary,
since our restricted programming style limits the amount
of EPICS our tools must model. For the latter, CNTS staff
are collaborating with faculty and graduate students from
the University of Washington School of Computer Science
and Engineering (UW CSE) who are experts in the formal
verification of software.
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We have developed and used two tools to help build reliable software using EPICS: a Symbolic Interpreter and a
Trace Validator. The Symbolic Interpreter detects errors in
EPICS programs (also known as EPICS databases). It has
already found serious errors in our control program code
that escaped detection by reviews and unit testing. The Trace
Validator checks that the EPICS runtime adheres to our expectations by differential testing. We found some omissions
and ambiguities in the documentation but no outright errors.
In the course of building and using this tool, we performed a
rigorous independent review of the documentation and code
for the portions of the EPICS runtime that we use. We have
thereby mitigated one of the objections made in [7]. In the
future, we plan to create a Verified Compiler for generating,
from an EPICS database, a standalone executable program
that would not depend on the large, unverified EPICS runtime.
Some this work has already been reported in the computer
science literature [10, 11]. This present report concentrates
on the application of that work to our control program, including validation and workflow.

RESTRICTED EPICS CODING STYLE
Even before we contacted UW CSE, the CNTS staff resolved to use as few EPICS features and mechanisms as possible in order to make our program easier to understand and
analyze. Specifically, we decided that the program should
express a data flow from inputs to outputs, as simply as possible. The tools only work on EPICS application programs
coded in this restricted style.
The entire therapy control program runs on a single soft
IOC1 , the only application program on its computer. The
IOC is self-contained; it does not need to communicate with
any clients to achieve or maintain a safe state.
The entire IOC is expressed by EPICS database records
(that is, the EPICS program), StreamDevice protocol files,
and the IOC startup command file st.cmd. There is no custom device support nor any other custom code, not even
subroutine records. We do not use the EPICS State Notation Language or the sequencer. The IOC itself does not
use the EPICS Channel Access (CA) network protocol. A
client database program uses CA to load prescribed settings
into the IOC when a prescription is selected, and a client
operator’s console program uses CA to display PV values
and transmit operator’s commands, but the IOC itself does
not require either of these to execute control laws or maintain safety. The database itself uses no CA links, only local
database links (except in three instances, where we use a
CA link to break a lockset for performance). All control
flow in the database is “pushed” from input to output, using
SCAN PASSIVE, OUT PP, and FLNK fields. We forbid run-time
alteration of control or data flow within the EPICS database:
we prohibit reassigning of fields such as input and output
links or CALC expressions after IOC startup.
1

An IOC is an EPICS Input-Output Controller: an executable built from
an EPICS database program along with the EPICS runtime.
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Our program uses only 19 record types: acalcout, ai,
ao, asyn, bi, bo, calc, calcout, dfanout, fanout, longin,
longout, mbbo, scalcout, seq, stringin, stringout, subArray,
and waveform.

EPICS SYMBOLIC INTERPRETER
The Symbolic Interpreter finds errors in EPICS programs [12].
To use it, the application programmer codes an assertion
that expresses what the program is intended to do, then runs
the symbolic interpreter to see if the assertion fails. The
symbolic interpreter checks the assertion for all possible
input values. If the symbolic interpreter reports no assertion
failure, then the assertion will be always be satisfied at run
time.
Unlike unit testing, the programmer does not need to
choose concrete values for the inputs. Another difference is
that test coverage is usually incomplete, and a passing test is
inconclusive—perhaps some other input values would have
caused it to fail.
We consider the symbolic interpreter complementary to
unit testing. We still do thorough unit testing, because it
tests the actual IOC with EPICS Core as it will run in production, while the symbolic interpreter relies on a separate
reimplementation of EPICS record processing logic.

Using the Symbolic Interpreter
The programmer provides three items to the symbolic
interpreter: the program, an entry point into the program,
and a property that the program’s behavior should satisfy.
The program is specified by the st.cmd file that starts
the IOC. The symbolic interpreter infers from it the program or database for the IOC, comprising all of its .db,
.substitutions, and .template files.
The entry point is a record in the database; processing
this record is the event whose consequences are analyzed.
Typically we examine records where processing begins, such
as those set to periodic scanning or those attached to physical
devices.
The property expresses the intended behavior of the IOC
in response to the given event. The property includes preconditions, which describe the values of pertinent EPICS
process variables (PVs) before the event, and an assertion,
the relation that should hold between PV values before and
after the event, if the event occurs when the preconditions
are all true.
For example, we used the symbolic interpreter to verify
that when the measured gantry rotation angle (a therapy
machine setting) differs from the prescribed gantry angle,
subsequent processing will set an interlock that turns off
the neutron beam and prevents it from turning on with the
gantry in the wrong position. Figure 1 shows this property
expressed in Racket, as it would be input to the symbolic
interpreter.
A unit test could check this property for some (usually
small) sample of prescribed and measured angles; the sym-
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;; Read values from the hardware.
(define gantry-prescribed
(get-value "Iso:GantryCouch:Gantry:Prescribed"))
(define gantry-actual
(get-value "Iso:GantryCouch:Gantry:Actual"))
(define gantry-override
(get-value "Iso:GantryCouch:Gantry:Override"))
(define session-mode
(get-value "Iso:Session:Mode"))
;; Precondition:
;; The prescribed and actual (measured) angles differ.
(define precond
(and
(> (difference gantry-prescribed gantry-actual) 1)
(= gantry-override 0) ; Not in manual override
(= session-mode 0)
; Not in experiment mode
))
;; Run the record that reads the actual angle;
;; this also runs downstream records.
(process "Iso:GantryCouch:Gantry:Actual")
;; Assertion:
;; If precondition was true, then the beam is disabled.
(assert
;; In Racket, "=>" means implication
(=> precond
(= 0 (get-value "Iso:GantryCouch:Gantry:Calc"))))
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counterexample:
Iso:GantryCouch:Gantry:Actual.VAL = 48 [64-bit]
Iso:GantryCouch:Gantry:Prescribed.VAL = 312 [64-bit]
Iso:Session:Mode.VAL = 0 [16-bit]
Iso:GantryCouch:Gantry:Override.VAL = 0 [16-bit]
log:
start: Iso:GantryCouch:Gantry:Actual
start: Iso:GantryCouch:Gantry:Calc
Iso:GantryCouch:Gantry:Calc.A = 312
Iso:GantryCouch:Gantry:Calc.B = 48
Iso:GantryCouch:Gantry:Calc.C = 1
Iso:GantryCouch:Gantry:Calc.D = 0
Iso:GantryCouch:Gantry:Calc.VAL = 2
...

Figure 2: Counterexample generated by the symbolic interpreter that reveals an error in the gantry angle code. The
symbolic interpreter log also shows the execution of downstream records (elided here for brevity).

bolic interpreter checks all possible combinations of prescribed and measured values.
If the property is satisfied, the checker prints, “Everything is OK”. If the property is violated, the checker prints a
counterexample that demonstrates the violation.2 The counterexample contains the values of the pertinent PVs in the
initial state before the event begins and a log showing the
chain of record processing steps, with the PV values for each,
leading up to the violation. The counterexample is usually
sufficient to identify the error that caused the failure, so it
can be corrected.
The symbolic interpreter did find an error in the control program, and produced the counterexample shown in
Figure 2. The actual angle differs from the prescribed angle, but the code erroneously indicates a match, setting the
Gantry:Calc.VAL PV to 2 rather than the expected 0.

In the translation stage, the interpreter reads the program
(the database files) and generates a symbolic IOC: a simulator for the IOC expressed in the Racket language, where
every PV is represented by the symbolic formula that calculates that PV value from all of the other PVs that might
affect it. The formula is generated by accumulating all the
CALC fields along all possible data flow paths to that PV,
and might include logical and conditional operators as well
as arithmetic operators.
The checking phase uses the symbolic IOC and the property. It combines the two into a single large formula such
that any solution to the formula represents a violation of the
property, and the absence of solutions indicates the property
is satisfied. It invokes Z3 [13, 14], an SMT solver, to solve
the generated formula for PV values that violate the property.
The checker is coded in Rosette [15, 16], a Racket package
that simplifies the interface to Z3 and the task of generating
formulas.
The symbolic interpreter only works for programs where
processing of every event terminates, there are no loops, and
there is no unbounded allocation of resources. These requirements are not ensured by programs in general. Termination
is a common property of event processing in EPICS programs, because EPICS uses the PACT record field to prevent
infinite loops while processing record chains. Our restricted
programming style ensures that there are no loops or unbounded allocation of resources.

How the Symbolic Interpreter Works

Validating the Symbolic Interpreter

To a programmer, the symbolic interpreter works like an
exhaustive tester. Internally, it works symbolically: rather
than storing a concrete value for each PV, it stores a set of
constraints, such as “VAL is odd” or “B is positive if A is
negative”. It never runs the program explicitly, but analyzes
every possible execution. The symbolic interpreter works in
two stages, currently provided in two separate commands.

If the symbolic interpreter is buggy, then the checker
might print “Everything is OK” even though the EPICS
program is defective. In addition to standard practices such
as code review, we tested the symbolic interpreter to increase
our confidence in it.
We seeded errors into EPICS programs, then we confirmed that the checker finds the expected counterexamples.
We inspected the counterexample PVs and logs to confirm
they show the expected IOC state and activities. We con-

Figure 1: Property (expressed in Racket) that expresses a
safety requirement. The precondition states that the prescribed and actual (measured) angles differ. If so, then the
beam must be disabled.

2

The symbolic interpreter may also time out. This has never happened to
us.
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Figure 3: A small portion of our EPICS program that checks gantry angle. Each box represents an EPICS record. The
entire program comprises over 1700 records. The “Calc” record in this portion incorrectly checks for similarity between
the prescribed gantry angle (“A”) and actual angle (“B”), causing the system to accept gantry angles that are opposite the
prescribed value.
firmed that the counterexamples correspond to errors in real
EPICS IOCs built from the same erroneous programs, and
the counterexample logs resemble traces generated in the
real IOC by EPICS after setting TPRO fields.
This provides confidence that the checker accurately models the real IOC, and we have detected a few errors in the
checker this way. Primarily we use the counterexamples to
develop and debug our properties.

Writing Properties for the Symbolic Interpreter
It can be challenging to write properties. Our first attempts
to write a property often resulted in spurious counterexamples (i.e., normal behavior), due to missing preconditions.
Examining the spurious counterexamples enabled us to correct the property and re-run the symbolic interpreter.
Sometimes the assertion is only intended to hold in particular modes or states, and the missing preconditions must
precisely describe what mode or state of the IOC.
Another type of missing precondition restricts the values of a PV to those that can occur during real processing.
Without an explicit precondition, the checker considers all
possible values for the PV’s data type and often produces
counterexamples that rely on PVs taking on unrealistic or
out-of-range values. Given a range constraint for a PV, the
checker can ensure that it is preserved by certain events, but
cannot infer such properties on its own.
Expected counterexamples can fail to appear when the
preconditions are too strong so they exclude the triggering
condition for the seeded error, or when there is a data flow
path that satisfies the assertion while bypassing the seeded
error.

Errors Found by the Symbolic Interpreter
The symbolic interpreter has found subtle errors that escaped detection during reviews, unit tests, and system tests.
Here are two examples.
One error was quite serious: the property about the gantry
angle in the example above was violated! The erroneous program (Figure 3) failed to interlock only when the measured
angle was a reflection of the prescribed angle around zero

degrees (for example, it would allow 270 degrees where 90
was prescribed), due to an error in the code to convert all
angles (including negative angles) to the range 0–359.
The checker also identified a potential version skew problem. The control program was originally written to use the
EPICS calc library version 2-8. In version 3-0, the calc
maintainers made an incompatible change in the array indexing convention for acalcout records [17]. Later, the symbolic
interpreter was upgraded (at UW CSE) to use version 3-2 of
the calc library, while the control program itself (at UWMC)
continued to use the old 2-8 version. The checker accurately
models version 3-2 of the library, so it was able to identify
a situation in which the new array indexing conventions in
the library, when called by the old, unrevised version of
the control program, would allow the beam to turn on even
when some machine settings differ from the prescribed values. Thus forewarned, the control program maintainers at
UWMC made the necessary changes in the control program
when they installed version 3-2 of the calc library.
The checker also identified a potential performance problem. A counterexample log revealed that a large number of
records were being processed unnecessarily, due to redundant FLNK fields. The problem was confirmed in the actual
IOC after setting TPRO fields. The redundant FLNK were removed, and the IOC functioned correctly while processing
many fewer records.

FORMAL SEMANTICS
We have created a formal semantics for our subset of
EPICS. The formal semantics precisely describes the set
of possible behaviors for any given IOC. Our formal semantics is derived from the informal English specification
found in the EPICS Record Reference Manual (RRM) [18]
and has been validated through millions of differential tests
against the EPICS runtime. The creation and validation of
this formal semantics identified a number of omissions and
ambiguities in the EPICS specification, which might lead to
unexpected behavior for users.
To produce our formal semantics, we read the RRM entries for the record types we use, focusing particular attention
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on the Record Processing sections. We then re-implemented
those definitions in Coq [19], a mechanized proof assistant.

Coding the Formal Semantics
We decomposed all the activities described in the RRM
into combinations of about thirty primitive operations that
each perform a small change to the state of the IOC (its
PV values), while possibly consuming inputs or producing
outputs as well. Each record’s process routine can be compiled into a sequence of these operations. Each primitive
operation is individually very simple, and many are needed
to process even a single record. For example, one primitive
operation is to copy the value of one PV into another PV.
Another is to load a constant into a PV.
The semantics are single-threaded. Operations are atomic:
only one operation can execute at a time, and must complete
before another operation can begin. This has the effect of
modeling EPICS lock sets.
There are some sequencing constraints; certain sequences
of operations can only execute in particular orders. We express these by writing preconditions, assertions that describe
the states where a given operation can occur.
In addition to the operations that an IOC may perform on
its own PVs, our semantics capture things that might happen
in the outside environment. For instance, a new value might
become available on a hardware device or a timed callback
might fire.
The semantics admit nondeterminism. The results of
some operations, such as reading from a hardware device,
are not fully determined by the current state of the IOC, so the
semantics allows multiple behaviors. For example, because
the semantics does not require a particular outcome for a
hardware read, the space of allowed behaviors will include
one where the read produces 2.0, one where it produces 3.0,
and so on for each possible reading of the hardware device.

VALIDATING THE FORMAL SEMANTICS
The EPICS runtime is correct if it behaves as specified in
the RRM. Establishing this property would be valuable to
the EPICS community.
Our formal semantics is correct if it accurately models
the EPICS runtime. Any discrepancies would compromise
its usefulness in identifying bugs in EPICS programs. Our
formal semantics is based on our reading of the RRM.
Ideally, the RRM, our formal semantics, and the EPICS
runtime would be consistent. We have not proved these correspondences, but we have used testing to identify discrepancies between the EPICS runtime and our formal semantics.
Our testing identified a number of errors in early versions
of our semantics, where we had incorrectly interpreted the
RRM; we have since corrected these errors. More seriously,
our testing identified several omissions and ambiguities in
the RRM.
We built a Trace Validator that compares one IOC execution to our semantics. The trace validator takes as input a trace of events, such as record processing steps and
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changes to PVs, captured from an instrumented IOC, and
checks that the given trace is consistent with the semantics. We ran the trace validator on traces from millions of
randomly-generated programs to ensure that our semantics
accurately describes the behaviors of real EPICS programs.
This process of comparing two independent implementations
is called “differential testing”.
We performed this testing process because we were concerned about the complexity of the EPICS framework,
toolchain, and runtime. This might lead either the EPICS
maintainers, or EPICS programmers like us, to make errors.
In particular, EPICS seems more complicated and harder
to understand than previous platforms used by CNTS. We
were also mindful of the warning that the EPICS “code is
not rigorously audited” [7]. Validating our formal semantics
constitutes an audit that the behavior of the EPICS database
processing engine conforms to our understanding of how it
is supposed to work, based on our reading of the RRM.

Coding the Trace Validator
The trace validator checks that each state transition observed in a trace matches an operation defined in our formal
semantics.
We coded the trace validator in Coq. This makes it possible to verify the validator—i.e. use Coq to write and check
a proof of correctness of the trace validator. Specifically, we
proved in Coq that if the validator accepts a trace, then that
trace is actually possible under our semantics. Put another
way: if a trace is impossible under our semantics, then the
validator will reject it.

Differential Testing
We randomly generated over 20 million small test cases.
Each test case is a database of five records, where the trace
is started by an EPICS IOC shell dbtr command. We used
the trace validator to empirically check that our EPICS semantics is consistent with behavior of the EPICS runtime.
No test case caused the EPICS runtime to crash, but we
discovered dozens of discrepancies. Most discrepancies
were due to our misreading of the RRM and EPICS runtime code; we revised our semantics. Other discrepancies
revealed ambiguities and omissions in the documentation.
Here are some examples:
• The RRM does not document the default value for OMSL
on dfanout records and others. We assumed the default was closed_loop, but the EPICS runtime sets it to
supervisory.
• calcout records with OOPT = On Change consider inf ,
inf for the purposes of determining when to execute
their output link, contrary to IEEE 754 [20].
• seq uses callbacks even if all delays are zero. The callbacks are chained, not scheduled simultaneously, which
allows them to interleave with other records processing.
TUDPL02
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• Records with several input links will store the value
read from the link into a local field before proceeding to
the next link. A calc record, for instance, will write to
its A field before fetching the value pointed to by INPB.
This is observable if later input links refer to earlier
fields or if an input link processes a record that reads
from an earlier field.
There might be other omissions in the RRM, which we
did not notice because we made an assumption that is the
same as the EPICS runtime behavior. An advantage of our
formal semantics is that it makes every decision explicit, so
all assumptions are clear to anyone who reads the formal
semantics.
None of the discrepancies above affected the therapy control program. They yield differences in behavior only in
configurations that do not occur in our code. The testing
increases our confidence that the records we use, when used
in our restricted style, behave as described in the EPICS
RRM and as implemented in the EPICS runtime.

FUTURE WORK: VERIFIED EPICS
TOOLCHAIN
We plan to use our formal semantics to produce verified
tools for EPICS programs. We have already created two
proof-of-concept verified tools: a range analysis and an
interpreter. An ambitious goal is a verified compiler, that
would compile an EPICS database to a verified standalone
program that could replace an EPICS IOC, while dispensing
with much of the unverified EPICS toolchain and runtime.

Verified Analysis
Our semantics allows us to verify that analyses we write
for EPICS programs are correct. For example, the Symbolic
Interpreter is a powerful but unverified analysis. Future work
is to verify it with respect to our semantics.
We have already built one verified analysis, which finds
PVs that can only take on a finite set of values (e.g. zero
or one). Its proof of correctness states that if the analysis
reports a given PV can only be zero or one, then no matter
what happens to the IOC, that guarantee will hold. We hope
to use this analysis to help check some of our preconditions
for symbolic interpreter properties.

Verified Compiler
We have already built a verified interpreter, which runs
EPICS programs much like EPICS would, but without device support or channel access. We defined an opcode for
each operation in our formal semantics, then coded (in Coq)
an interpreter that processes each opcode by assigning PVs
to update the IOC state and (where required) by consuming
inputs and producing outputs. We then used the Coq theorem prover to check that the behavior of this interpreter is
consistent with the assertions in the formal semantics. The
proof confirms the interpreter does not make any updates
that violate the assertions in our semantics.
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We hope to use a similar approach to produce a reimplementation of EPICS with sufficiently good performance to build IOCs that could be used in production. This
would provide an alternative to the complicated EPICS
toolchain and much of the large, unverified EPICS runtime.
We plan to use the same formal semantics and opcodes,
but then perform a verified transformation to a program in
C. We would then generate machine code via a C compiler
that was proved correct, such as CompCert [21].

CONCLUSIONS
It is possible to use EPICS with confidence in safetycritical applications, by using the programming style and
the tools described here.
We have demonstrated:
1. successful use of restricted EPICS in a safety critical
application,
2. a tool that finds errors in EPICS databases using exhaustive analysis,
3. testing of the EPICS runtime against the RRM finds
ambiguities and omissions, but no crashes or outright
errors.
Those interested in obtaining the toolset can contact the
first author at jon@uw.edu.
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Abstract
Development of Karoo Array Telescope Control Protocol (KATCP) based control systems for the KAT-7 and
MeerKAT radio telescopes proved the value of a fully simulated telescope system. Control interface simulators of all
telescope subsystems were developed or sourced from the
subsystems. SKA SA created libraries to ease creation of
simulated KATCP devices. The planned SKA radio telescope chose the TANGO controls framework. To benefit
from simulation-driven development tango-simlib, an OSS
Python library for data-driven development of TANGO device simulators, is presented. Interface simulation with
attributes only requires a POGO XMI file; more complex
behaviour requires a simple JSON SIMDD (Simulator Description Datafile). Arbitrary behaviour is implemented
selectively using Python code. A simulation-control interface for back-channel manipulation of the simulator for
e.g. failure conditions is also generated. For the SKA Telescope Manager system an Eclipse DSEE (Domain Specific
Engineering Environment) capturing the behaviour and interfaces of all telescope subsystems is being developed. The
DSEE produces tango-simlib SIMDD files, ensuring that
the generated simulators match their formal specification.

INTRODUCTION
The current MeerKAT Control And Monitoring (CAM)
system is developed against a fully simulated telescope system. In development environments, all the subsystems that
would make up the real telescope are simulated at the level
of their KATCP interfaces. KATCP is a communications
protocol based on top of the TCP/IP (Transfer Control Protocol/Internet Protocol) layer. It is a syntax specification
for controlling devices over a TCP link. The full, actual,
MeerKAT CAM is run against the simulated devices, thus
CAM functionality to be tested without the need of real
telescope hardware. This is exploited by CAM developers
in their own development environments and also allows
automated functional integration tests to be run daily.
The testing of SKA Telescope Manager (TM) will be
started in the absence of other Elements since not all of
them will be available when TM is ready to be tested, it
would be beneficial to have a mechanism that allows TM
testing without depending on other element’s Local Monitoring and Controls (LMCs). A useful tool for developing
an evolutionary TM prototype is a data-driven TANGO simulation framework that is used to develop Element LMC
∗
†

Work supported by NRF.
aramaila@ska.ac.za

simulators that can be used in the TM test environment. The
goal is to develop a simulation framework for Element LMC
Simulators that can be used in the TM test environment.
Furthermore, the TM interface to LMCs can itself can be
simulated using this framework. The simulation framework
was presented to Element Consortia to keep them abreast of
developments in this respect. Element Consortia are being
encouraged to make use of the Simulation Framework to
develop LMC Simulators where required. The following
risk reductions have been identified:
• Risk reduction for early Assembly Integration and Verification (AIV) support;
• Risk reduction for TM product development, by providing early LMC simulators;
• Risk reduction for Element development by producing
LMC Simulator Framework to aid them in the development of element simulators;
• Risk reduction by producing an early scriptable TM Simulator that can aid Element LMC development and
integration efforts.
The early AIV integration would demand complete development of some components. Unavailability of hardware or
incomplete development of element can be a hurdle for such
AIV integration. The simulation framework reduces such
risk by generating simulators that could be used in place of
LMC’s which are not fully developed or unavailable due
to hardware dependencies. The test framework provides
an approach to create test cases and points out areas where
it can reduce manual effort in writing test cases through
some amount of automation. It was shown that a basic LMC
simulator can be produced using the information provided
by the Element LMC Interface Control Document (ICD)
through the simulation data-description file. The approach
also enhanced our understanding of how domain specific
simulators can be integrated into the testing and simulation
framework as and when they become available. The simulation framework demonstrates how this risk can be mitigated
for the TM product development by auto generating the
simulators for the LMC’s to a great extent based on the Self
Description-Data (SDD) data that captures the information
typically captured using ICD’s in a structured and machine
processable manner. Initially this was an exploratory prototype with the aim to develop it further into an evolutionary
prototype during 2017 in the period towards Critical Design
Review [1].
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APPROACH AND STRATEGY
As TANGO has been selected as the LMC common framework this prototype can be developed using TANGO while
incorporating concepts from the MeerKAT fully simulated
framework as used in the MeerKAT CAM development
and qualification. The usage of simulators during the development of MeerKAT telescope proved useful. Hence
the aim was to enable the reuse of the same simulators
for TANGO based environment. Based on this idea, a
generic TANGO simulator open source library [2] was implemented in the Python language. The simulation library
(simlib) eases the development of simulators exposing a
desired TANGO interface. The initial step explored the
technological feasibility of implementing a development
environment which is aligned with the proposed Telescope
Management (TELMGT) design. Using a Domain Specific
Language (DSL) to generate the SDD was explored by the
TCS-R&I team showcasing the use of aDSL developed using the Model Driven Engineering (MDE) methodology,
implemented as an Eclipse Plugin. The DSL enabled capturing SDD information that was proposed in the TELMGT
design. The first version of the SDD template to capture the
self-description data was released as a part of LMC Interface Guideline (LIG) document by the TELMGT team. In
this phase the DSL was used and compared against the SKA
schema to see if there was any problem generating an instance of the template using the DSL. The prototyping plan
identified the following iterations for the LMC Interface
Simulator Framework prototype:
• Iteration 1 - First demonstration with MeerKAT framework using Tango simulator(s) and TANGO -> KATCP
translators;
• Iteration 2 - Evaluation of TANGO tool capabilities in
the context of a MeerKAT-like radio telescope;
• Iteration 3 - Improved Simulators, including behaviour
extension;
• Iteration 4 - Demonstration of the exploratory LMC Simulation.
The main focus of the initial iteration was on: training
and familiarisation with the TANGO framework; implementing simple TANGO based simulators (i.e. simulated
"devices" exposing TANGO interfaces; and investigating
how TANGO devices may be incorporated in the existing, fully functional KATCP based MeerKAT Control and
Monitoring (CAM) environment. The MeerKAT CAM performs a function equivalent to the SKA Telescope Manager for MeerKAT. The main focus of the second iteration
was on investigating Tango tool capabilities in the context
of a real telescope (MeerKAT) TM system; progress towards data-driven TANGO device simulators with richer
behaviour; making simlib more dynamic; investigating
the Eclipse based Domain Specific Engineering Environment prototype (DSEE) as a source of data for data-driven
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simulators; and translating between KATCP and TANGO
devices and clients. The primary use case was to allow
the use/evaluation of TANGO tools alongside the existing
KATCP based MeerKAT CAM. Another future application
could be interfacing KATCP devices (potentially MeerKAT
subsystems) to a TANGO based TM.

TOOLS
Since we were a distributed collaboration team based
out of South Africa and India various tools were used to
facilitate the development of the Control System Simulation Framework, such JIRA© for issue tracking and project
management and Google Drive© and WEBEX web conferencing for association purposes. GitHub© is mainly used
as version control of project code repository.

PROJECT OUTPUT
First Demonstration with MeerKAT Framework
using Tango Simulators
During the initial stage, simple TANGO based simulators
were implemented, and we investigated how those device
simulator can actually be incorporated in the existing, fully
functional KATCP based MeerKAT CAM environment. As
a proof of concept, a weather device simulator was implemented, i.e., Fig. 1. This simulator was configured to match
the functionality of the existing MeerKAT weather station.
Each TANGO attribute of the simulated weather station
is backed by a simlib simulated quantity. Only the data
parameters need to be specified; simlib automatically creates a simulated TANGO attribute that varies according to
the specified data. During phase 1, slew-limited Gaussian
random variable quantities and constant quantities are supported. Simulation parameters (e.g. min/max/mean) can be
specified, as can the metadata (e.g. TANGO attribute label,
description text, unit) that is used to configure the TANGO
attribute backed by the simulated quantity. Each simulator
created with simlib creates two TANGO interfaces. The
simulated device interface [Fig. 1] mimics the TANGO
interface that a real device would have presented to the TM.
The simulation control interface [Fig. 2] is used to control
the behaviour of the simulator. It can be used to change simulation parameters and values in real time. It could e.g. be
used to simulate an error condition to test the TM’s reaction.
The ATKPanel view of the two TANGO interfaces of the
weather simulator is presented [Fig. 1 & 2]. To demonstrate
the effect of the simulation control interface, the wind speed
is simulated with the default values that were entered in the
simulator code. Around 17:33:30 the standard deviation of
the simulated wind speed quantity was reduced [Fig. 3]. At
around 17:36:30 the simulation was paused [Fig. 3]. At
around 17:37:30 the simulation was resumed [Fig. 3]. As
another proof of concept, an existing advanced MeerKAT
simulator was adapted to present a TANGO interface rather
than a KATCP interface. The MeerKAT Antenna Positioner
(AP) simulator presents the same KATCP interface as the
TUDPL03
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actual hardware AP as delivered by the antenna motion
control subcontractor. A TANGO based simulator was created by using the original AP simulator model class unchanged, and implementing a TANGO interface class to replace the KATCP interface class as the view and controller.
For each TANGO device that needs to be incorporated a
translator instance is created [Fig. 4]. The translators are
generic, and have no precoded idea of the TANGO device it
is translating. Each translator connects to its TANGO device
as a client and inspects the device for TANGO commands
and attributes and exposes them over a KATCP server interface as KATCP requests (TANGO commands) and sensors
(TANGO attributes).
Figure 1: A TANGO implemented weather device simulator.

Figure 4: KATCP based TM controlling TANGO devices.

Evaluation of TANGO Tool Capabilities in the
Context of a MeerKAT-like Radio Telescope

Figure 2: Simulation control interface with adjusted std_dev
and paused simulation.

Figure 3: Simulated wind speed response to control interface updates.

The main focus of this iteration was investigating
TANGO tool capabilities in the context of a real telescope
(MeerKAT) TM system. We also wanted to explore the
usage of DSEE so that much of the simulation requirements could be specified using DSL’s rather than having to
hardcode them using programming languages. The DSEE
provides a DSL for specifying the details of a system that
needs to be simulated through a controller. From the specified description, it provides capability to derive the TANGO
implementation of the same. It further allows to refine the
input with specific details about the types of simulation
needed e.g. algorithm to be used with parameters. Based
on this the DSEE configures tango-simlib library as necessary. Using the KATCP device to TANGO translator [3] to
expose MeerKAT devices as TANGO devices, the TANGO
HDB++ [4] and PANIC [5] tools were evaluated. We leverage Python’s dynamic language features to allow the simulator to be defined by an input data file, while providing a
mechanism for behavioural extension using external Python
code. In support of this approach, the generic simulator library described in TANGO Simulator devices is extended to
be more dynamic with an eye on data driven simulator gen-
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eration. The data derived from a device description (such
as the DSEE DSL) or simulator description data, should
have been derived from a device’s ICD in the first place. For
this reason, it could be useful to testing device simulators,
and potentially also comparing real devices to their ICDs.
In light of this use case, the test generation mechanism
currently implemented in the DSEE have been evaluated
[6].

Improved Simulators, including Behaviour Extension
Here we mainly focused on updating the simulator library to allow the creation of functional, fully data-driven
TANGO device simulators without having to code. The
updated simlib component was released as an open source
package on github [2]. Support for model actions that back
TANGO commands have been introduced. By default a donothing action is generated that simply produces a successful return value, but support for model state manipulation
and Python code-based action overrides are supported and
are described below. Thus a useful basic device simulator can be created using only the TANGO POGO interface
generation tool. The XMI file generated by POGO is interpreted at runtime, and used to dynamically set up a simlib
device model. TANGO attributes defined in the XMI file
are mapped to model quantities like those demonstrated in
the first stage of the project, but without the need to write
code. TANGO commands defined in the XMI are mapped
to default no-op model actions. These simulators expose the
same functionality as described in Iteration 1, including the
simulation control interface. A provisional Simulated Device Description (SIMDD) format was introduced to allow
more complicated data-driven simulators to be generated.
This is a fairly simple JSON based format. The SIMDD can
be used to specify attribute quantity simulation types and
parameters. Table 1 shows a SIMDD code snippet example
for specifying attribute simulation parameters. Moreover
extended TANGO device command action simulations were
implemented; the behaviour of the default command actions
can be modified using the SIMDD as shown in Table 2;
SIMDD example snippet for specifying command simulation. The aim is not to support arbitrarily complex command
behaviour through the SIMDD (see command simulation
overrides below, Table 3), but to allow the most common,
relatively simple command behaviours to be specified via
the SIMDD. Current SIMDD specification allows command
input parameters to be transformed (currently “copy” is the
only transform, but mathematical and other basic operation
could be added) and stored to a named temporary variable.
These temporary variables can be used to define side effects
that update attribute simulation quantities in the simulation
model. Furthermore the command can return either a temporary variable or a model quantity. Custom action handler
overrides can be coded in Python (APPENDIX). The override class is specified as shown in Table 4; SIMDD snippet
for specifying a command action override class.
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Demonstration of the Exploratory LMC Simulation
The main focus of this iteration was to utilize tangosimlib in an SKA-mid representative LMC configuration
and to implement interoperation between the DSEE and
tango-simlib. To explore the concept of using tango-simlib
to generate LMC interface simulators for SKA telescope elements, a simulator was generated for the LMC interface of a
real SKA telescope element. The DSH element was chosen
for this exercise since we have easily obtained the developed
LMC ICD of the element at the time of writing. Since the
first DSH prototype is to be qualified using MeerKAT in
the near future, it would also be beneficial to have a DSH
simulator allow integration with the MeerKAT TM system
before the physical DSH hardware is on site. The existing
DSH ICD was analysed to generate a basic device interface
using the TANGO POGO tool. The .xmi file generated by
POGO was then passed to tango-simlib to generate the basic
simulator functionality. The MeerKAT AP simulator code
was ported to use the tango-simlib override class API in
order to extend the basic tango-simlib simulator to provide
more detailed physical modeling of a moving DSH. To incorporate the DSH simulator in the MeerKAT system, the
TANGO <-> KATCP translator [3] developed during earlier
iterations was used. Since the DSEE device DSL already
captures much of the information that would be needed
to generate a device simulator, the approach of generating
tango-simlib input files for a device described using the DSL
was investigated. In principle this would allow a simulator
to be derived from the same description as a real device,
ensuring consistency between the two. The DSEE DSL describes a device at a somewhat abstract level, and does not
include simulation specific information such as the expected
statistical parameters of simulated attributes. To address
this, the original DSL is enriched with two additional DSL
layers [6], viz. the Pogo DSL and the Tango SimLib DSL,
Fig. 5. The Pogo DSL layer adds TANGO-specific metadata that can refine the TANGO representation generated
from the Monitoring and Control Modelling Language. The
Pogo DSL layer is applicable both to the real device and
to a simulated representation, ensuring that both have the
same TANGO interface. The Tango SimLib DSL adds extra simulation parameters, such as statistical parameters for
simulated attributes and expected behaviour of simulated
commands. This information can be exported in the tangosimlib SIMDD format, allowing a simulator to be created
without having to write any extra code. Regarding the Domain Specific Engineering Environment prototype (DSEE)
for driving simulator data generation and test generation:
The approach was found to have some promise, but the
DSEE in its current form could not be used for e.g. testing
an actual TANGO device against its ICD. After feedback
was provided to the DSEE developers, it was extended to
support the generation of tango-simlib simulator data files.
This would allow both a real device and a simulated device
to be generated from the same DSL description.
TUDPL03
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Table 1: SIMDD for Attribute Simulation Parameters
"dynamicAttributes":

[
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Table 3: SIMDD for a Command Action in Override Class
"override_class":

{

"name":
"basicAttributeData":
"name":

{

// "module_directory":

"an attribute",

"module_name":

// can also be specified in the XMI file has

"class_name":

// been removed for brevity

"mkat.simulators.weather_sim"
"WeatherActionOverrides"

}

"dataSimulationParameters":
"gaussianSlewLimited":

"Locate the override module

in this directory”,

// Other “standard” attribute parameters that

"min_bound":

{

"unique_override_identifier",

{
{

"minimum bound for randomly

varied simulator quantity",
"max_bound":

"maximum bound for randomly

varied simulator quantity",
"mean":

}

}

"mean value",

"max_slew_rate":

"maximum slew rate",

"update_period":

"update period"}

},

]

Table 2: SIMDD for Command Simulation Behaviour
"basicCommandData":
"name":

{

"command name",

"description":
"actions":

"command description",

[{

// Transform the command input value and store it

Figure 5: Using DSEE to generate tango-simlib data files.

in a named
// simulation temporary variable (scope is the

CONCLUSION

command handler)
"behaviour":

"input_transform",

// Name of a temporary variable to store the
transformed value into
"destination_variable":

"temporary_variable_name"

},
// Side effects
{
"behaviour":

"side_effect",

// Temporary variable that provides side
effect data
"source_variable":

"temporary_variable"

// Model quantity that is updated
"destination_quantity":

"temperature"

}
// Output return values
{
"behaviour":

"output_return",

// either a temporary variable
"source_variable":

"temporary_variable"

// or a model quantity, but not both, only one of
source_variable or
// source_quantity may be specified.
"source_quantity":
}
]}

"model_quantity_name"

This exercise has shown that KATCP and TANGO based
devices are similar enough in principle that the concept of
translators could be utilised when integrating MeerKAT into
SKA Mid Phase 1. The development of a generic, datadriven TANGO simulator generation library has progressed
well and can now be used to create moderately complex
simulators with TANGO interfaces without having to write
any code. This current functionality should be sufficient
to develop a basic simulated SKA telescope environment
against which TM could be developed. This was proven
by implementing an early DSH LMC simulator and integrating it with MeerKAT TM using a TANGO <-> KATCP
simulator to support software integration of the SKA Dish
element (DSH) prototype into MeerKAT before the physical
prototype arrives on site.
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class WeatherActionOverrides(object):
"""An example of the override class for the TANGO device
class ’Weather’.

It provides implementations of the

command handler functions for the commands specified
in the POGO generated XMI data description file.
"""
def action_stoprainfall(self, model, tango_dev=None,
data_input=None):
"""Totally sets the simulated quantity rainfall to a
constant value of zero.
"""
try:
quant_rainfall = model.sim_quantities[’rainfall’]
except KeyError:
MODULE_LOGGER.debug("Quantity rainfall not in "
"the model")
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else:
quant_rainfall.max_bound = 0.0
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STREAMLINING SUPPORT AND DEVELOPMENT ACTIVITIES
ACROSS THE DISTINCT SUPPORT GROUPS OF THE ALBA
SYNCHROTRON WITH THE IMPLEMENTATION OF
A NEW SERVICE MANAGEMENT SYSTEM
M. Martin†, A. Burgos, C. Colldelram, G. Cuní, D. Fernández Carreiras, E. Fraga,
G. García López, O. Matilla, A. Pérez Font, D. Salvat
ALBA-CELLS Synchrotron, Cerdanyola del Vallès, Spain
Abstract

The MIS section in the Computing & Controls division
at ALBA Synchrotron designs and supports management
information systems. This paper describes the streamlining of the support and development work of twelve support teams into a single customer portal and issue management system.
Prior to the change, ALBA was using five different
ticket systems. To improve coordination, MIS researched
tools able to support ITIL Service Management, as well as
PRINCE2 and Agile Project Management. Within market
solutions, JIRA, with its agile boards, calendars, SLAs
and service desks, was the only solution with a seamless
integration of both.
Support teams took the opportunity to redesign their
service portfolio and management processes. Through the
UX design, JIRA has proved to be a flexible solution to
customize forms, workflows, permissions and notifications on the fly, creating a virtuous cycle of rapid improvements, a rewarding co-design experience which
results in highly fitting solutions and fast adoption.
Team, project and service managers now use a single
system to track support and development in a timely
manner, view trends, and get a consolidated view of efforts invested in the different beamlines and accelerators.

PROBLEM: SILO MANAGEMENT
SYSTEMS FOR SERVICE SUPPORT
AND DEVELOPMENT
Prior to the change, ALBA was using five different
ticketing systems:
 Request Tracker: an open source ticket system customized to handle Service Desk requests (service
requests, changes, incidents, problems) as well as
maintenances and small projects; first used by Control Systems, Electronics, IT Systems and MIS,
then Infrastructure, Vacuum, Alignment, Floor
Coordinators and Beamline Technicians.
 Redmine: an open source software project management system used by Control Systems and MIS,
used with an agile project management plugin for
backlog prioritization, sprint planning and tracking.
 Safety Ticket: a home-made web application used
by Health & Safety for the prevention of occupa___________________________________________

† mmartin@cells.es

tional hazards and radiation protection.
 Internal Order: a home-made web application used
by Engineering Workshop to manage production
orders.
 Manipulation Order: another home-made web application used by Engineering Workshop to manage transport and installation orders.
In ALBA Computing division, Control Systems and
MIS were using two distinct management systems, Request Tracker and Redmine, for service requests and for
software projects, which resulted in a lack of integration
between support and development. For instance, problems or new needs reported via the Service Desk in Request Tracker would be duplicated in Redmine for them to
be addressed in the right Agile development team, generating cumbersome double tracking.
Similarly, having different service management systems
for different teams did not facilitate cross functional
collaboration. For example, every shielding movement
would be handled both in Safety Ticket by the Radiation
Protection team and in Manipulation Order by the Engineering division, without communication between the two
systems.
In addition, the five systems from before 2007 were becoming difficult to maintain with outdated technologies
and business processes. In particular, Health & Safety had
revamped their management processes and Safety Ticket
was no longer fit for purpose.

SOLUTION:
USE JIRA AND CONFLUENCE
AS A UNIQUE TOOLSET FOR SERVICE
SUPPORT AND DEVELOPMENT
Based on a pressing need to coordinate service support
and development tasks better, MIS investigated tools able
to handle management processes based on ITIL service
management best practices [1] and PRINCE2 [2] and
Agile [3] project management methodologies. Within
available market solutions, JIRA was the only solution
supporting both.
JIRA Software and JIRA Service Desk [4] have proved
to be extremely versatile and flexible solutions to manage
different Service Desk teams accessed through a unique
Customer Portal, configure highly customized Request
Forms using dynamic Custom Fields [6], and design
complex Workflows, without any programming involved.
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Permissions and Notifications are easily configured for
each project or service desk based on users’ Project
Roles.
Changes are done on the fly, allowing extremely short
iterations of improvements during prototyping, pilot,
introduction and support phases. This virtuous cycle of
rapid improvements creates a very rewarding co-design
experience which fosters teams’ collaboration and results
in custom fit solutions that are quickly embraced.
To make the most of JIRA solution, we also decided to
use Confluence [4]. ALBA intranet had organically grown
into a sedimentary information structure of partially updated contents, used 12 year old outdated Plone and Python technologies, and was difficult to search and maintain.
Confluence provides highly searchable collaborative
spaces for teams, projects and service knowledge bases,
and is a natural companion to JIRA:
 New needs identified in a Confluence page such as a
meeting note or product requirements in a project
space can be sent as new issues to the corresponding
JIRA project, with the JIRA issue status automatically shown and updated in the original Confluence
page.
 JIRA Service Desk agents can create how-to and
troubleshooting articles in the corresponding Confluence knowledge base.
 When a user raises a new request in ALBA Customer Portal, a list of self-help articles is automatically
displayed based on the words used in the request
form, potentially deflecting the request and helping
the user to solve his/her problem more quickly.
 Service or project reports in Confluence can be generated automatically using templates and functions
such as JIRA issues filters or graphs.
To make ALBA new intranet easier to search and navigate, spaces have been organized and structured around
three main usage categories:
 Organizational spaces where users can find who is
doing what in ALBA, and where teams typically describe who they are and what they do: mission, objectives, roles & responsibilities, service portfolio
(operating + in development), etc.
 Collaborative spaces where temporary or cross
functional teams share short term collaborative information: project objectives, requirements, meeting
notes, milestones, reports, etc.
 Service spaces where end users and support teams
can find long term service information, service catalogue and service descriptions with how-to or troubleshooting articles, and how to get help.

RESULTS
A Single Point of Access To All Support Teams
Now, ALBA staff and collaborators use a unique Customer Portal to raise service requests, report problems or
just ask for help to any ALBA service support team
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(figure 1). Besides the teams previously using a service
management system (Health & Safety, Floor Coordinators, Beamline Technicians, Control Systems, Electronics,
Electronic Technicians, IT Systems Support, MIS, Telephony, Infrastructure, Engineering Workshop, Vacuum,
Alignment), other service support teams have joined and
introduced their own service desk: 3D Printing, Transparency Portal, Continuous Service Improvement, Communication & Outreach soon, and possibly Administration.

Figure 1: H&S Service Desk in ALBA Customer Portal.

Service Level Management
Time To First Response and Time To Resolve objectives are now measured, tracked and reported in all Computing Service Desks.

More Agile Service Design
Controls Systems and MIS software development many
projects have been migrated from Redmine to a few consolidated JIRA Software projects.

Figure 2: MIS backlog sprint burndown chart including
issues coming from support and development.
The leap in web technology generation results in a huge
improvement in terms of usability, performance and reporting capabilities. Backlog prioritization, sprint planning and tracking in SCRUM or Kanban boards are
incomparably more flexible (figure 2), easier and faster.
New reports such as burndown charts (figure 2), sprint
reports or velocity charts provide a more accurate measure of progress, work done and team capacity for future
planning.

Agile beyond IT teams
In addition, for the first time in ALBA, Agile project
management methodologies are used by non IT teams
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for Health and Safety projects, Radiation Protection activities, Optics Lab activities and new beamline construction
projects.

Usage Based Structured Intranet
ALBA new intranet is growing quickly around a neat
usage-based information structure (figure 3), helped by
a thorough catalogue of templates for team, project and
service management. Teams quickly picked on the interest
of spaces to efficiently share information, meeting notes
and centralize action item tracking. Templates offer an
easy-start structure to showcase teams and projects, and
articulate them seamlessly around ITIL, PRINCE2 or
Agile concepts. The comparison with other implementations in other institutions shows that structure and templates are fundamental to growing organized, thorough,
attractive and easy to read contents. Knowledge bases
have been longer to develop, taking weeks to migrate
from existing user documentation, and months to review,
update and restructure. IT Systems user documentation
was ready first with abundant articles feeding ALBA
Customer Portal self-help. MIS, Accelerators Operations
and Beamline Support knowledge bases were close behind. And now Health & Safety, Beamlines, Communication & Outreach, Control Systems and Electronics are
following.
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tion items in a Confluence meeting note and then send
them to a JIRA agile project or service desk where they
will be managed by the corresponding support or development teams.

Easier Change and Maintenance
Any change in the service catalogue, custom fields,
management workflow, permissions or notifications is
managed on the fly as a standard change in a project configuration. Atlassian maintenance plan guarantees that the
systems won’t fall behind in terms of technology for the
coming years.

Agile Service Operation
As a pollination of Agile Service Design best practices,
most Service Desks (figure 4) also use SCRUM or
KANBAN boards to prioritize and plan Service Operation work. For instance, application changes are managed using SCRUM (figure 2); the 3D printing pipeline is
visualized in a Kanban board (figure 5) where print job
processing is tracked from “To be revised”, “To Do”, “On
Queue”, “Printing”, “Curing”, to “Waiting for Customer
Verification” and “Done”. Electronics Technicians’ tasks
are scheduled in online calendar [5] (figure 6) where
tasks can easily be distributed and balanced between
technicians.

Figure 3: Intranet with a usage base information structure.

BENEFITS
Improved Integration between Support and
Development
Support and development activities are more integrated
and tracked more agilely than ever through service management queues, agile boards, calendars and ad-hoc management dashboards. Any problem, new need or improvement arising in a Service Desk can now be moved to
the most relevant Agile development team/project, where
it will be reviewed, prioritized, planned, tracked and reinjected in Service Operation as a change, new feature or
new service component.

Figure 4: 3D printing service management queue.

Improved Cross-Team Collaboration
Collaboration between teams is more effective as issues
can be linked across service desks or projects. Back to
Health & Safety example, any risk notification, such as a
problem with the stairs for instance, can be linked to the
corresponding intervention request in Infrastructure Service Desk. H&S will be notified with Infrastructure intervention status change and the information will appear as a
comment in the original risk notification. Conversely,
Infrastructure will be notified when the risk notification is
closed and this information will appear as a comment in
the corresponding infrastructure intervention.
As another example of easier collaboration, now a
Beamline Responsible can collect requirements and ac-

Figure 5: 3D printing service management queue.

Figure 6: Agile Electronic Technicians Planning.
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Agile Service Portfolio Management

90% Change Management

Computing Service Strategy Management is now
more agile (figure 7). With all development and support
issues in the same management system categorized by
customer unit and service component, managers can review the current needs of our internal customers (ex: a
particular beamline) by service (ex: hardware installation,
control software development, IT infrastructures, communication management systems, etc.) and dimension
Computing service capabilities (people, skills, processes, technologies, service levels) based on demand trends
and future objectives (ex: new beamline).

With changes and new features handled trough project
configuration and product add-ons, 90% of the project
effort is about understanding business processes, listening
to suggestions and concerns, refining processes, and proposing creative solutions that result in real life improvements, as solving a user’s ache is probably the most effective key to turning reluctance into enthusiasm.

User Experience Design Techniques to Boost
Adoption
For each Service Desk team, existing service management processes and information were examined and objectives discussed with service managers. Based on these
first inputs, new service management processes were
specified and a first Service Desk prototype built. The
prototype was reviewed with the team in order to collect
additional feedback and improvement ideas and generate
a possible second or third prototype. Then support teams
would go through training and pilot periods, during which
new feedbacks and suggestions are collected and implemented whenever possible. Then the new Service Desk
would be opened to all users, whenever the Service Desk
team and management felt ready with their custom fit
solution.

Sharp Training to Smoothen Introductions

Figure 7: ALBA Agile Service Portfolio Management
using JIRA and Confluence.

LEARNING FROM THE EXPERIENCE
Stage Effort of ~2000 Hours over 18 Months
The implementation was staged by group and based on
user experience design techniques: observations, interviews, mock-ups, iterative prototyping, user testing, and
pilot periods. Two people were involved, one for system
administration and one for change management. JIRA and
Confluence setups in ALBA are quite standard except for
CAS single sign on, which needs to be reconfigured with
every major application upgrade once or twice a year.
Users and groups come from ALBA LDAP user directory,
a handy way to automate access and license management.
MIS developed a script to migrate issues from Request
Tracker to JIRA so that all Computing Service Desks
could keep their ticket history and statistics. The use of
add-ons was limited to the minimum as the value added
of extra features has to be balanced with the support risk
involved with every major application upgrade. This risk
was mitigated by installing only the add-ons with a large
installed base from providers with broad and well rated
add-on portfolios.

As Service Desk were introduced one after the other,
the experience was capitalized in how-to and troubleshooting pages in a knowledge base, and re-injected as
known points of friction in the user training that all new
service desk agents would have to experiment. As a result, agents were well prepared to manage their service
desk and introductions went smoothly.

Low Control on Team Timelines
Given the simplicity of setting up a new Service Desk
team in JIRA, our original schedule was, after the setup
phase, to introduce a new Service Desk every month, a
reasonable pace given MIS bandwidth. The reality is that
we’ve had very little control over the introduction schedule of each Service Desk as it depended very much on
teams’ availability to discuss their needs, review prototypes and go through trainings. Attitude toward change
and operational constraints were major factors. Some
simple Service Desks were introduced in less than a week
including definition, prototyping and user training. Others
took more than a year. Bigger teams tended to want longer pilot periods to smoothen the edges. For some teams,
shutdowns were too-busy periods, when for others, they
were the right moment for changes. Summer is always a
wrong time, but the end of the year usually spurs teams to
transition and start the year on fresh grounds.
Health & Safety was probably the team with the heaviest service management revamp, most complex workflows, and most constraining compliance framework [7].
Their final prototype was ready in six months, after four
prototype reviews, but it took another seven months for
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the new processes and tool to be approved at all levels.
The team was eager to go live and is now very satisfied
with their new management system. They’ve presented
their new Service Desk to the H&S community, with
excellent feedbacks, and possible followers in other research institutions.

Relative Maintenance Cost and Change
Responsiveness
JIRA and Confluence license acquisition is expansive
[4], even with the 50% discount for academic customers.
The cost of maintenance licenses including support and
upgrades the following years is still half the cost of acquisition, a very high price in an organization that lives and
breathes open source. Besides, ALBA is a small customer
for Atlassian and has little influence over their feature
roadmap. We have yet to see a low priority bug reported
by ALBA be fixed. Is that a wrong thing?
In our experience, JIRA changes the ratio of requirement gathering effort vs implementation effort from 1/20
to 20/1. Quality is not an issue as the solution supports
changes done on the fly with very low risk on functionality, performance or reliability. Developing ALBA Customer Portal as it exists now would have taken years with a
lower quality and lower capacity to adapt to business
changes, and the technology would have been obsolete by
the time we’d finished. Although we have a very minor
say in Atlassian roadmap through open suggestions and
features voted by their customer community, new features
delivered usually hit the mark as changes we had wanted.
In a way, limiting changes to the ones approved by a large
community of users protects us from the less rational
change requests, while we take advantage of the regular
release of solutions to widespread problems to continuously improve our service management system with stateof-the-art functionalities. Bottom line, JIRA and Confluence maintenance cost is balanced by the quality of the
products and the gain in capacity to adapt to business
changes quickly, and it is an insurance that ALBA service
management system won’t fall behind in terms of features
or technology for the coming years.

NEXT STEPS
Our objective now is to push ALBA service management system integration with other ALBA applications
one step further and to become even more agile in our
service portfolio management.
The next step is to meld ALBA Confluence intranet
with Alfresco document management system, so that
documents controlled in the DMS can be searched, displayed, attached or browsed in any Confluence page.
At the moment, JIRA information is only partially incorporated into ALBA reporting system. This integration
should be completed by the end of 2017.
As a getaway from “traditional” business intelligence
with cumbersome exports to Excel pivot tables, MIS will
also explore new options to enable “agile” business intelligence, or how to empower managers and users to gener-
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ate in-app reports customized on the fly to explore live
data.
Seeking for further ways to make our service portfolio
management more agile, Computing & Controls division
will also take a more systematic look at DevOps as a
means to unify development and operation with automation and monitoring at all steps of the software life cycle,
from integration, testing, releasing to deployment and
infrastructure management.

CONCLUSION
Atlassian products – JIRA Software, JIRA Service
Desk and Confluence collaborative spaces – are efficient
solutions to implement Agile Service Portfolio Management and extend the use of ITIL Service Management
best practices as well as PRINCE2 and Agile project
management methodologies well beyond traditional IT
groups. The cost of acquisition and maintenance is balanced by the quality of the products, the gained responsiveness in adapting to business changes, and the guarantee that ALBA service management system will remain
cutting edge in the coming years.
JIRA Service Desk enables the rapid creation of a
unique Customer Portal where users can raise requests to
multiple Service Desk Teams, with uniquely customized
forms, complex workflows, and controlled service levels
in terms time-to-first-response and time-to-resolve.
JIRA Software allows the use of agile management
methodologies both for Service Design and Service Operation. Any pool of activities can be reviewed, prioritized,
planned, tracked and reported using backlogs, Kanban or
SCRUM boards, sprints, calendars, releases and ad-hoc
reports.
Confluence is an effective option to manage teams, projects and services information if provided with sensible
structure and ad-hoc management templates.
User Experience Design techniques are a powerful way
to engage teams, collect feedback and address concerns.
The iterative co-design process guarantees that the final
implementation is custom fit and boosts adoption.
The use of a single management system for all teams
and all core processes facilitates cross team collaboration
and the integration of support and development activities.
The fact that all activities are categorized by customer and
service component enables Computing Service Strategy
objective to dimension its service capabilities – people,
skills, processes, technologies, service levels – based on
quantitative demand trends and future objectives.
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NEW EPICS/RTEMS IOC BASED ON ALTERA SOC AT JEFFERSON LAB
J. Yan, C. Seaton, T. Allison, B. Bevins, A. Cuffe
Thomas Jefferson National Accelerator Facility, Newport News, VA 23606, U.S.A.
Abstract
A new EPICS/RTEMS IOC based on the Altera System-on-Chip (SoC) FPGA is being designed at Jefferson
Lab. The Altera SoC FPGA integrates a dual ARM Cortex-A9 Hard Processor System (HPS) consisting of processor, peripherals and memory interfaces tied seamlessly
with the FPGA fabric using a high-bandwidth interconnect backbone. The embedded Altera SoC IOC has features of remote network boot via U-Boot from SD card or
QSPI Flash, 1Gig Ethernet, 1GB DDR3 SDRAM on
HPS, UART serial ports, and ISA bus interface. RTEMS
for the ARM processor BSP were built with CEXP shell,
which will dynamically load the EPICS applications at
runtime. U-Boot is the primary bootloader to remotely
load the kernel image into local memory from a
DHCP/TFTP server over Ethernet, and automatically run
RTEMS and EPICS. The first design of the SoC IOC will
be compatible with Jefferson Lab’s current PC104 IOCs,
which have been running in CEBAF 10 years. The next
design would be mounting in a chassis and connected to a
daughter card via standard HSMC connectors. This standard SoC IOC will become the next generation of lowlevel IOC for the accelerator controls at Jefferson Lab.

INTRODUCTION
The accelerator control system at Jefferson Lab is
based on the Experimental Physics and Industrial Control
System (EPICS) which uses a client/server model. Currently, the servers, or IOCs consist of VME IOCs, PC104
IOCs and Soft IOCs. PC104 IOCs running Real Time
Executive for Multiprocessor Systems (RTEMS) and
EPICS have been successfully used in the accelerator
control system for the past 10 years with more than 280 in
service [1]. However, the PC104 manufacturer, Kontron,
has discontinued the PC104 board, so we have to decide
whether to source another vendor to continue using the
PC104 or seek a new embedded IOC platform that meets
our long term goals. The PC104 is a stackable Single
Board Computer (SBC) with an ISA bus connecting a
carrier board. The data transfer baud rate between the
processor and the carrier board is limited by the ISA bus.
This limitation pushes us to seek a new IOC which has
high bandwidth, especially for those applications which
require fast data transfer. Since most of our designs are
using a Field-Programmable Gate Array (FPGA) and a
separate microprocessor, a System-on-Chip (SoC) FPGA
should definitely be considered. The SoC FPGA is likely
to provide comparable, if not superior functionality and
performance, but at a lower board space, lower power,
and lower system cost. The integration of thousands of
internal connections between the processor and the FPGA
leads to substantially higher bandwidth and lower latency
compared to a two-chip solution. Some SoC FPGAs have

been designed as EPICS IOCs for other accelerator control systems [2,3]. The Intel (formally Altera) Cyclone V
SoC [4] was chosen as our standard IOC platform. In this
paper, we will describe the design of the SoC IOC board,
the booting of the SoC, and the real-time operating system development.

HARDWARE DESIGN
The Terasic SoCKit and DE0-Nano-SoC Development
Kit were chosen as our hardware design reference platforms [4,5]. Both of the kits were built around the Intel/Altera Cyclone V SoC FPGA, which integrates an
ARM-based HPS consisting of a ARM Cortex-A9 processor, peripherals and memory interfaces tied seamlessly
with FPGA fabric using a high-bandwidth interconnect
backbone. On our first design of the SoC motherboard,
we keep most features of the SoC kits and add an ISA bus
to be compatible with the PC104 IOC. Figure 1 shows the
block diagram of the new SoC motherboard. It has the
following feature devices:
 Altera Cyclone® V 5CSEBA2U19C8N device.
 Serial configuration device – EPCS.
 USB-Blaster II onboard for programming; JTAG
Mode.
 25MHz clock sources from the clock generator.
 One ISA Bus header.
 600MHz Dual-core ARM Cortex-A9 processor.
 1GB DDR3 SDRAM (32-bit data bus).
 One EEPROM for MAC address.
 1 Gigabit Ethernet PHY with RJ45 connector.
 Micro SD card socket.
 Two UART to RS-232 10-pin connectors.
 One 64 MB QSPI Flash.
 One header for Reset, Led and Speaker.
 One user button and one user LED.
 Switches for boot selection.

Figure 1: Block Diagram of the SoC IOC.
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The SoC board is a 10 layer Printed Circuit Board
(PCB) designed with Altium Designer software. Figure 2
shows the picture of the SoC IOC motherboard. It has the
same standard size as our existing PC104 SBC and will
be a direct replacement.

Figure 2: The Picture of the SoC IOC Board.

SOFTWARE DEVELOPMENT
The control system standard at Jefferson Lab requires
new IOCs to remotely boot the operating system, dynamically load the objects, database, and EPICS, just like the
present VME and PC/104 IOCs. The software development of the SoC IOC will meet this standard. In this section, We introduce the SoC IOC’s booting, the real-time
operating system RTEMS, the building of the RTEMS
kernel image with a generic “shell” CEXP and generic
system application (GeSys), and finally EPICS and its
applications.
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Figure 3:The GSRD Boot Flow.
The SD card is a very convenient method to boot the
SoC board, and can be easily re-created and updated.
Figure 4 presents the layout of the SD card that is used by
the GRSD. The Master Boot Record (MBR) partition
contains descriptions of the partitions on the card. Partition 1 contains the Device Tree Blob files
(soc_system.dtb), compressed FPGA configuration file
(soc_system.rbf), compressed Linux kernel image file
(zImage), and U-Boot script for configuring the FPGA (uboot.scr). Partition 2 is the Linux root file system. Partition 3 contains the Preloader image and U-Boot image. It
is a custom partition with type=0xa2, and is required by
the boot ROM which loads the Preloader from the beginning of it. In order to run RTEMS, the RTEMS image file
(rtems.bin) is copied in the partition 1, and the file uboot.scr is updated to load RTEMS instead of Linux.
When it is booting, U-Boot will read the MAC address
from the EEPROM chip and assign it to the environment
parameter ‘ethaddr’, and run a Dynamic Host Configuration Protocol (DHCP) to obtain an IP address from the
HDCP server and request a Trivial File Transfer Protocol
(TFTP) server to download the RTEMS kernel over the
Ethernet. U-Boot is a powerful and user-friendly boot
loader for the embedded SoC.

U-Boot
The Universal Boot Loader (U-Boot) is an open source,
primary boot loader used in embedded devices to package
the instructions to boot the device's operating system
kernel. U-Boot is both a first-stage and second-stage
bootloader. It is loaded by the system's ROM or BIOS
from a supported boot device, such as SD card, SATA
driver, NOR flash, or NAND flash. The first stage is
configuring memory controllers and SDRAM, and the
second-stage is performing multiple steps to load an operating system from a variety of devices that must be configured, presenting a menu for users to interact with and
control the boot process. Figure 3 shows the boot stages
of the Golden System Reference Design (GSRD) boot
flow [6]. Upon power on, the processor executes the
BootROM code which resides in on-chip ROM. It initializes all required hardware components and fetches the
Preloader binaries form the boot device. The Preloader
configures clocking, IOCSR, pin-muxing, SDRAM and
loads U-Boot. It is based on the SPL (Secondary Program
Loader) which is a component of U-Boot. U-Boot configures the FPGA, and finally loads an Operating System
(OS), such as Linux, RTEMS, VxWoks, etc.

Figure 4: SD Card Layout.

RTEMS
RTEMS is an open-source real-time operating system
designed for embedded systems [7]. It has been ported to
various target processor architectures and provided a
variety of Board Support Packages (BSPs) including
commercial-off-the-shelf (COTS) hardware and custom
hardware. RTEMS version 4.11 and 4.12 were built for
our target processor Cyclone V SoC which has the BSP of
altcycv_devkit or altcycv_devkit_smp. Many example
applications have been built and tested to check the network, I2C bus and I/O interfaces. RTEMS GeSys from
SLAC [8] was chosen as the system application which
simply fires up the system and starts CEXP. CEXP is a C
expression interpreter command line tool. It can be used
as a general purpose shell for RTEMS, but most importantly it provides run-time dynamic loading of code,
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such as EPICS applications. The RTEMS GeSys executable file was built with two stages of compiling and linking. First of all, compiling and linking all the application
source codes, including the linkcmds file of the specific
BSP, to generate all the object files. Then, using the tool
‘ldep’ to create the system symbol table file ‘allsysms.c’
which includes symbols of all parts of the core libraries
(libc, libgcc, libstdc++, RTEMS managers, CPU/BSP
support, network, etc.), all object files, and other additional libraries which will possible be used by modules
loaded into to the running system. Second, compiling the
allsyms.c file and linking it with all object files and libraries to create the system executable file ‘rtems.exe’. Finally, using ‘objcopy’ to generate the system image file
‘rtems.bin’ which can be loaded by U-Boot.
After the RTEMS image is loaded in the target
memory, the system initializes RTEMS, starts the network, mounts the NFS client, and runs the CEXP shell.
The CEXP shell dynamically loads the executable file
from a remote NFS server, and then runs the applications.
We are now on the development stage of porting EPICS
to RTEMS and the Cyclone V SoC.

CONCLUSION
The new IOC board based on the Altera Cyclone V
SoC FPGA is being designed and built. The first design is
a PC104 compatible board which can replace current
PC104 IOCs in our control system. It can be booted with
a SD U-Boot and run the RTEMS kernel. The RTEMS
system application built with CEXP will dynamically
load the EPICS application at the run-time. However,
there is a lot of work to be done to optimize the RTEMS
primary application and port EPICS to RTEMS and the
SoC BSP. Eventually, the standard SoC IOC will be design to be mounted in a chassis and connected to a daughter card via standard HSMC connectors. And, this SoC
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IOC will be the new low-level IOC for accelerator controls at Jefferson Lab.
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LCLS-II TIMING PATTERN GENERATOR CONFIGURATION GUIs*
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SLAC National Laboratory, Menlo Park, CA 94025, USA
Abstract

BEAM RATE PATTERN

The LINAC Coherent Light Source II (LCLS-II) is
an upgrade of the SLAC National Accelerator Laboratory
LCLS facility to a superconducting LINAC with multiple
destinations at different power levels. The challenge in
delivering timing to a superconducting LINAC is dictated
by the stability requirements for the beam power and
beam rate up to 1MHz (Table 1). A timing generator will
produce patterns instead of events because of the large
number of event codes required. This paper explains how
the stability requirements are addressed by the design of
two Graphical User Interfaces (GUI). The Allow Table
GUI filters the timing pattern requests respecting the
Machine Protection System (MPS) defined Power Class
and the electron beam dump capacities. The Timing Pattern Generator (TPG) programs Sequence Engines to
deliver the beam rate configuration requested by the user.
The TPG generates the patterns, which contain the timing
information propagated to the Timing Pattern Receiver
(TPR). TPG and TPR are implemented in FPGA solution
and configured at the EPICS level. This paper will explain
the requirements and show an overall design of the highlevel software solutions that meet the physics requirements for LCLS-II timing.

INTRODUCTION
LCLS-II timing system does a variety of tasks for the
triggering and synchronizing of the beam bunches and
data acquisition. The configuration of the timing system
can be accomplished on a low-level programming or by a
user-friendly interface. The timing GUIs will be generating beam rate patterns including all the intermediate rates
between 0 and CW operation at 1MHz. The GUIs will
also allow the generation of single shot and burst mode.
The timing team, together with the physicists and the
MPS team, identified three GUIs to meet specifications;
the identified interfaces are listed in Figure 1.

The LCLS-II Timing System prescribes the actions to
be performed on a sequence of bunches as they are injected into the accelerator using the timing pattern. The timing pattern will dictate the rate, temporal separation of
bunches and the bunch destination (to the HXR, SXR,
dumps etc.) as well as other parameters that can be altered
on a bunch-by-bunch basis (energy, peak current etc.).
The pattern that is applied to the sequence of bunches will
repeat itself continuously until the timing generator makes
a change in the pattern [1].
There are two classes of beam rate pattern: Standard
beam rate and the AC synchronous beam rates.

Standard Beam Rate Pattern
The standard patterns are defined as a fixed integer
number of RF phase reference cycle.
The LCLS-II standard patterns are listed in Table 1.
Table 1: LCLS-II Standard Pattern Rates
Nominal Rate
Zero rate
Single shot
Burst mode
1 Hz
10 Hz
50 Hz
100 Hz
1 kHz
10 kHz
100 kHz
Half rate
Full rate

Exact Rate
0
Once, on request
Specify number of shots
Specify number of spacing
0.928 Hz
9.28 Hz
46.4 Hz
92.8 Hz
0.928 kHz
9.28 kHz
92.8 kHz
262.285 kHz
928,571,428.571 Hz

The described patterns are absolute and not locked to
the variable AC frequency [1].

AC Synchronous Beam Rates

Figure 1: TPG GUIs list.
This paper will describe the features offered by each
one of the listed GUIs.
____________________________________________

* Work supported by the U.S. Department of Energy under

contract number DE-AC02-76SF00515

The beam rates included in this class are locked to the
AC power line. In spite of the standard pattern rates, the
AC synchronous beam rates do not guarantee the same
number of RF cycle at full rate.
The following list contains the beam event triggers synchronized to the power line:
 Time slot assignment for AC synchronous beam rate;
 Bunch trains;
 Bunch trains to compensate beam-loading transients.
The format of the timing pattern frame is enumerated in
Table 2. (Figure 2)
TUMPL04
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Table 2: Timing Pattern Frame
Field

Size

Pulse ID

64

Time Stamp

64

Fixed Rates

10

ACRates

6

Time Slot

3

Beam Request

1

Destination
Charge Inj.
Beam Energy

4
16
4x16

BSA Control

4x64

ControlSeq[0:17]

288

Description
Unique, monotonic.,
increments at base rate
Time since 1990 epoch.,
increments at programmed step size
Fixed rate markers 09;one bit for each
Power line synchronized markers 0-5, one
bit for each
360Hz time 1-6 persistent. Computed from
TS1 input
Beam is requested from
the injector
Beam destinations
Bunch charge
Beam energy at 4 locations
For each buffer, initialize, average, acquire,
finalize
16b control step data for
each of 18 sequences

+others
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with the requirement to configure bunch trains expressed
the need to have three level of customization for the TPG
GUI design:
a) Parameterize configuration (Figure 3)
b) Manual bunch entry configuration (Figure 4)
c) pre-configured sequences selection (Figure 5)

TPG GUI Parameterize configuration

Figure 3: TPG GUI parameterize (smaller trains and fixed
spacing).
Programming bunch trains is more effective when the
GUI allows the users to enter parameters to define the
number of macro pulse duration, macro pulse repetition’s
frequency, repetition frequency within the train and the
number of trains to repeat the bunch train configuration.
This GUI will be available for LCLS-II production
commissioning together with the manual bunch entry
configuration GUI. This GUI allows easy configuration of
parameterized bunch trains to run at 1 MHz.

TPG GUI Manual Bunch Entry Configuration
Figure 2: Timing pattern frame (visual).
The timing pattern frame itself is encapsulated within
control characters that allow additional data streams to be
serialized onto the link. This configuration allows transmission of differing domains that firmware outside of that
domain are not required to parse. The entire 1MHz frame
is validated by 32-bit CRC calculation.
Beam pattern generation, together with MPS rate reduction setup, and sequenced triggering are instructions executed by the 50 instruction processor engines in firmware.
Each processing engine has 2048 instruction cache and
loop up to four level depth [2].
All the processing engines are programmed via the
same EPICS interface: the timing generator high-level
applications.

TIMING PATTERN GENERATOR
The Timing Pattern Generator GUIs (TPGGUI) uses
the EPICS PVs provided by the TPG IOC to program the
Sequence Engines at the FPGA level. The Physics requirements document describes the desired functionalities
for the timing configuration. There are multiple challenges hard to address at 1MHz, as Multiple Destinations and
Bunch Trains. LCLS-II phases of commissioning (Early
Injector Commissioning and Production Commissioning)

Figure 4: TPG GUI manual bunch entry configuration.
The initial design of the TPG GUI allows the user to
manually configure each bunch.
This interface design allows the user to store or retrieve
commonly used beam patterns and to compose new sequences. The full implementation of this GUI will program the beam pattern requests to all destinations including diagnostic lines and dumps. It also responds to the
MPS rate reduction requests. The implementation of MPS
requested rate reduction is addressed by the Allow Tables.
The TPG GUI Manual bunch entry configuration offers
the following options for the user:
1. create a bunch train
2. modify or make a new “rate name” based on an existing one
3. delete a “rate name”
4. install timing sequences.
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As shown in Figure 4, option 2 does satisfies physics
requirements; the user can select a bunch and assign to it
a charge, rate marker and a destination [2]. The destination’s power count increases when bunches are assigned
to it, in order to always respect the destination capacity.
The slider allows movement along the bunch train to
select and configure each bunch.

TPG GUI Pre-configured Sequence Selection
During Early Injector Commissioning (EIC), the patterns will be limited to trivial implementations of fixed
rate beam patterns to one destination. This is possible
because the timing system requirements for generating
timing patterns for EIC are reduced:
 Limited set of beam rates
 max charge limited to 300pC
 one destination (GUN B)

Figure 6: MPS communication with the Timing System.
The TPG GUI has a table of all the timing sequences
and the charge associated with each configuration. The
program filters from this table all the sequences that
match MPS’s charge requirement. The filtered timing
sequences, called “Allow Sequences”, represent the
common sets of “Allow Tables”. The user beam request
can be extracted from these, allow tables and pre-allocate
beam buckets for minimal setup changes.
The Timing system is also communicating to the MPS,
the desired charge. When the user defines the timing sequences, desired charge is selected. The desired charge is
important information for MPS, to use for comparing the
actual measured charge in order to take preventive actions
if required.

Early Injector Commissioning
The requirements for EIC are reduced, with a maximum charge of 300pC. A fixed maximum charge permits
a static allow table as shown in Figure 7.
Figure 5: TPG GUI manual bunch entry configuration.

ALLOW TABLE PROGRAM
The MPS system uses the timing system as a mitigation
device to reduce rate.
Definitions:
 Power Limit (PL): This is the maximum power authorized from MPS, communicated by the Central
Node.
 Allow Sequence (AS): This is the set of timing sequences allowed for a specific Power Class (PC).
The communication between the Timing System and
MPS is fundamental to calculate the Allow Table. The
GUI program receives input from MPS about rate reduction requests. The rate reduction request is communicated
via the MPS’s Central Node to the Timing Generator,
Figure 6. Once the allowed Power Limit is communicated, the Allow table program GUI selects a sub set of allow sequences.

Figure 7: Allow Table Interface design.

ACTUAL RATE DISPLAY
The “Actual Beam” rate may differ from the “Requested Beam” rate if higher than the “Allow table rate”.
For EIC the control room is going to use a unique display with the rates selection that includes the “Actual
Rate” and the “Desired Rate” for the one destination,
Figure 8.
For Commissioning, a display will be developed to
support machine operation. The “Actual Rate” iscompared to “Desired Rate” for all destinations: Diagnostic
Line, D10, SXR and HXR. This display has a very clear
and simple design that allows Operation to identify when
the actual rate is lowered by MPS or requires further
troubleshooting.
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CONCLUSION
The Timing System GUI designs are required by the
system to be very flexible.
The user interfaces have the appropriate level of complexity. Early Injector Commissioning requirements are
reduced allowing a simplified version of the GUIs. The
complexity increases when the interfaces have to satisfy
LCLS-II machine commissioning.
The programs and GUIs are designed and developed to
generate patterns that dynamically adapt to what MPS
allows for the current condition. The GUIs described in
this poster provide the timing interface for use with multiple systems. The user interfaces are designed to be
friendly and intuitive.
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STRATEGIES FOR MIGRATING TO A NEW EXPERIMENT SETUP TOOL
AT THE NATIONAL IGNITION FACILITY
Allan Casey, Richard Beeler, Chantal Fry, Jessica Mauvais, Eric Pernice, Misha Shor,
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Abstract
For the last 10 years, the National Ignition Facility (NIF)
has provided scientists with an application, the Campaign
Management Tool (CMT), to define the parameters needed
to achieve their experimental goals. Conceived to support
the commissioning of the NIF, CMT allows users to define
over 18,000 settings. As NIF has transitioned to an operational facility, the low-level focus of CMT is no longer required by most users and makes setting up experiments unnecessarily complicated. At the same time, requirements
have evolved as operations has identified new functionality
required to achieve higher shot execution rates. Technology has also changed since CMT was developed, with the
availability of the internet and web-based tools being two
of the biggest changes. To address these requirements
while adding new laser and diagnostic capabilities, NIF has
begun to replace CMT with the Shot Setup Tool (SST).
This poses challenges in terms of software development
and deployment as the introduction of the new tool must be
done with minimal interruption to ongoing operations

INTRODUCTION
CMT has been under steady development for almost 15
years. Initially created to commission the NIF laser, it was
designed to put many low-level experiment configuration
details into the hands of expert users and architected primarily around the repeating patterns of the NIF laser hierarchy: 192 beams, 48 quads, 24 bundles, four clusters, two
laser bays, and one NIF. However, since the start of NIF
science campaigns in 2009, the overwhelming source of
feature development pressure has come not from evolving
the NIF laser but from ongoing development and evolution
of the target chamber diagnostic systems employed to capture x-ray, neutron, and optical radiation generated during
NIF experiments. These “target diagnostic” systems carry,
individually, a tiny fraction of the complexity of the NIF
laser, but they evolve at a much faster pace as physicists
invent novel approaches for extracting evermore useful
data from NIF experiments.
During the DOE-mandated 120 Day Study, completed in
2014 and conducted to identify changes in NIF operations
necessary to significantly increase the shot rate, one of the
findings was the need to make experiment configuration
faster and simpler for experimentalists, i.e., simplify CMT.
Even prior to that study, an increased rate of target diagnostic development coupled with staff changes in the Shot
Configuration project that maintains CMT had brought
into sharp focus the challenges in continuing with the existing architecture and development lifecycle.

DECIDING ON THE PATH FORWARD
In theory, the overall requirement of simplifying CMT
was straightforward; just make the tool easier to use by the
user community and make it quicker. But before the team
could begin to make such a transition, they had to assess
what other high-level requirements could be addressed as
part of this change.
Interviewing the key stakeholders of the User Office,
NIF operations, experimentalists and Control Systems
software developers and by talking to the SST developers
themselves added eight more high level requirements that
the team was to develop to (see table 1).
Table 1: Shot Setup Tool High Level Requirements
Requirements
Ensure data is consistent with other User Tools.
Use rule sets to set up an experiment.
Integrate with the facility configuration management system.
Provide integrated access controls.
Employ a data group-centric setup.
Support non-contiguous experiment setup.
Maintain interfaces to external systems.
Be easier to maintain and evolve.
Do not interrupt current NIF operations
With the 120 Day Study providing a programmatic mandate, the door was open to update or replace CMT, and after an extensive requirements-gathering phase and internal
architecture review, the Shot Configuration team determined that modifying CMT to meet current programmatic
needs was not a viable solution.
At this point, the obvious issue confronting the team was
how to go about re-implementing the one million lines of
code currently used by CMT in an entirely new tool and
adhere to the ninth high level requirement of not disrupting
NIF operations. For many reasons, a single, big bang deployment of a replacement application would be extremely
risky. It would be difficult to create an accurate plan that
would estimate when the tool would be complete, user
needs would likely change over the duration of the development and in reality, there would be a lot of new bugs that
would need to be addressed as users found them.
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To be successful, the development effort would need to
be broken into smaller more manageable pieces, leading
the team to decide to base the new tool around the Data
Group centric requirement.

DATA GROUP CENTRIC DESIGN
When a CMT experiment is exported for use by the control system, it is formatted as a single XML document in a
hierarchical tree structure and with related pieces of data
co-located in the relevant nodes. For example, Target Diagnostics (TDs) are defined in a single branch and each individual TD as sub branch within it as seen in Figure 1.

Figure 1: Target Diagnostic hierarchical structure.
To achieve the goal of creating many smaller development efforts, the designers simply took the current export
and broke it up into many distinct groups of related data.
These Data Groups were then prioritized by assessing the
state of the current support for the data group, the complexity of the setup for the users to create that data group, the
time since that major update to the data group and finally
the complexity of the requirements of data group itself. Table 2 was the result of this analysis.
Table 2: Data Group Development Priority
Data Group
Target Diagnostics without setup support
Target Diagnostics with setup support
Target Specification
Main Laser Specification

Priority
Highest

Lowest

The key project design choice taken at this time was the
decision to migrate data groups incrementally from CMT
to SST while both tools were still in operational use. There
are many benefits from taking this approach; namely:
 It gives the users the opportunity to provide feedback
much earlier and more regularly in the overall development lifecycle rather than at the end of the overall
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development effort, and it facilitates introduction of
new requirements in rolling releases.
 Significantly reduces the training burden that comes
with the development of a new tool as the amount of
change to the user interface is limited by each release.
 Incremental delivery also helps bound performance
problems as they arise and answers the question “what
changed in the release?”.
 Data groups can be developed in parallel more easily
and aids developer cross training.
 Follows AGILE development principles of delivering
small releases more frequently.
 The data groups also make it easier to define a simple
ruleset based setup aka express setup as the scope is
limited. This limits the numbers of stakeholders that
need to be consulted to mine requirements.
The most obvious drawback is that the users must use
two tools in parallel to create their experiments. While this
is inconvenient for the users, the team thought that the benefits of the approach outweighed the drawbacks, and with
the support of the User Office, the team took time to explain the approach to the user community through working
group meetings and the NIF User Fora.
Once approval for the development of the new tool was
granted, the first release was planned with the goal of implementing two target diagnostics; one that was very simple and one for which an “express setup” concept had already been defined. The express setup is a new functional
element planned for SST data groups that is intended to
enable non-subject matter experts to configure complex diagnostic devices requiring only their knowledge of the
overall physics goals of a particular experiment.

DATA SERVER UPDATE
The CMT data server is responsible for generating the
experiment XML export to the control system and to the
other tools in the campaign management suite. It also performs data validation to ensure that the experimental setup
can be executed within the safe operating parameters of the
laser.
The data group centric approach allows the team to reuse
most of this code as part of the new implementation. However, one significant update was required, the creation of a
merge service.
To migrate a data group from CMT to SST, the user interface for that data group is removed from the CMT and
reimplemented in SST. Once this is complete, the XML for
that data group is no longer generated by CMT but will be
created by SST. When an experiment export is requested
by a user, both tools create XML files; CMT creates an
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Figure 2: The Data Group migration process from the CMT tool to the SST tool
XML document the data groups it manages and SST
generates XML documents for each of the data groups defined in it. A merge service takes these various XML documents
and makes a single XML document that is identical to the
original created by CMT. This allows outside applications
with dependencies on the monolithic experiment XML
document to continue to function with few or no changes.
Testing and verification of the output from the merge
service is straightforward as it is nothing more than a comparison of the experiment export before the migration to
the experiment export after the migration. If no new export
data was requested during the migration of the data group,
the two files should be the same.

TECHNOLOGY UPDATES
The current tool was architected utilizing a thick client
based on the no longer supported Oracle JNLP technology,
and the UI was built on a custom framework. Moving off
these technologies was a key driver in the project and so
the opportunity was taken to refresh the user interface technology stack using web based technologies at the same
time.
Before development began, research was carried out to
assess technology trends and developer skill sets to make

sure that any chosen technologies would not be obsolete as
soon as we used them. For example, discussions were held
with LLNL’s other software development groups to check
the direction that they were taking in terms of web based
technologies. Eventually, the team decided to use TypeScript[1], jQuery[2], and Angular [3] for the user interface
implementation.
From a project standpoint moving to these web based
technologies realized many benefits. The most important
benefit for the longevity of the tool, was for the developers.
Using Angular and jQuery components provided an opportunity for developers to refresh their skill sets which in turn
aids retention and motivation. If it becomes necessary to
hire new developers, use of these technologies will make it
easier to find and attract personnel rather than trying to find
developers to work on a bespoke, out of date technology.
An example of the problem faced can be seen with a simple web search. No results are returned for the CMT property model framework and there are limited results and examples for JNLP. However, there are many sites that can
be used for coding assistance when searching for help with
the modern technology stack. This simple change can really boost developer productivity as they can focus on the
application rather than trying to answer the question “How
do I…?”.
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Figure 3: Some of the user interface features of the SST tool
Finally, by creating a clean interface to the new components using the Model-View-Controller pattern, updates
can be added without significant changes to the underlying
data model. This will facilitate the on-going maintenance
of the tool over the coming years.
In terms of the user interface itself, the update changed
the user experience from something that looked like a simple tree structure editor to a tool that resembles many of the
web sites used today. Figure 3 shows some of the features
of the new interface
The interface has been designed around context based
menus associated with the data groups and what the user
can to do with that data group. Once the user is familiar
with the concept, learning how to use the tool is greatly
simplified; there is no need to remember where menu options are and context menus help guide the user through the
setup process.

SUCCESSFUL DELIVERY
The first release deployed to production in January 2017
supporting the FFLEX and EXHI diagnostics. Since then,
four other major releases have been delivered providing
support for over twenty diagnostics.
User feedback is that the tool is easier to use through the
context menus and express setup and that the new tool is
significantly faster than the original setup tool. The users
can manage the two-tool model but understandably, want
the migration to a single tool to complete as soon as possible.

CONCLUSION
Referring back to table 1 and the high-level requirements
set for the team, the Data Group centric design of the new
tool helps to address several of the other requirements at
the same time. Namely:
 Use rule sets to set up an experiment.
 Maintain interfaces to external systems.
 Be easier to maintain and evolve.
 Do not interrupt current NIF operations
In doing so and by using the data model as a significant
element in the design process, a potentially long and risky
migration was avoided whilst allowing the team to deliver
a functional product for both users and the sponsor as
quickly as possible

ACKNOWLEDGEMENT
This work was performed under the auspices of the U.S.
Department of Energy by Lawrence Livermore National
Laboratory under Contract DE-AC52-07NA27344.

REFERENCES
[1] TypeScript website, https://www.typescriptlang.org/
[2] jQuery website, https://jquery.com/
[3] Angular website, https://angularjs.org/
[4] React website, https://facebook.github.io/react/

TUMPL05
314

Software Technology Evolution

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUMPL06

CONCEPTUAL DESIGN OF DEVELOPING A MOBILE APP FOR
DISTRIBUTED INFORMATION SERVICES FOR CONTROL SYSTEMS
(DISCS)*

A. Khaleghi†,1, M. Akbari, J. Rahighi, Iranian Light Source Facility (ILSF) Institute for Research in
Fundamental Sciences (IPM), Tehran, Iran
1
also at Imam Khomeini International University (IKIU) Engineering, Qazvin, Iran
K. Mahmoudi, M. Hosseinzadeh, M. Oghbaei, Imam Khomeini International University (IKIU)
Engineering, Qazvin, Iran
Abstract

Due to involvement of different engineering disciplines, tools and methodologies in design, construction
and operation of an experimental physics facility (EPF),
an integrated information system is needed to efficiently
manage data. DISCS is a framework developed to address
this need which includes multiple modules and services
that provide web-based management tools and APIs to
access EPF related information stored in various databases like Controls Configuration Database (CCDB) and
Cables Database (CDB). In this paper we propose a conceptual design of a mobile application that can easily be
used by technicians working at EPFs to access their required data. The proposed application would use QR code
and Augmented Reality (AR) to enhance user experience.
It can also be used as a means to create a collaborative
environment by providing social networking features
helping technicians to share their knowledge from different facilities worldwide.

modules based on user requirements, functionality, and
cohesion among the data sources. Development of DISCS
is kept decentralized and it consist of two main groups:
the first is the Module Team that is responsible for development of a module and for its all deliverables like services, API, schema and applications. The second group
named Collaboration Board is a group of stakeholders
responsible for governance and architecture of the system,
each module should be approved by the Collaboration
Board before it is published as a part of DISCS [3].
Each module consists of one or more applications, services and databases. Applications and services within a
module can access data directly or through some layers
but user applications must access module’s data only
through its service API, the system is made up of a collection of collaborating modules as shown in figure 1 [1].

INTRODUCTION
Mobile phones and other portable devices have become
an integral part of our everyday life. People are getting
used to various applications that help them with handling
their personal and professional tasks. Technicians and
other employees at an experimental physics facility may
need to access multiple databases to gain the information
required for their ongoing tasks, a mobile application can
be used as a user-friendly tool to meet their needs.
An integrated information system is needed to manage
the data and computation of an EPF. Distributed Information System for Control Systems (DISCS) is a framework for integrating, managing and accessing information
base and other necessary computation [1].
European Spallation Source (ESS) is an under construction facility that will be the world’s most powerful neutron source for research which is built in collaboration of
17 European countries. ESS has been cooperating in
DISCS, one of the products of this collaboration is the
development of CCDB which will be used to store data
about control system components and some additional
metadata [2].
DISCS is partitioned into smaller subsystems called
___________________________________________

* Work supported by Iranian Light Source Facility (ILSF)
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Figure 1: Collaborating modules.

CONCEPTUAL DESIGN
Comparing Different Approaches
There are three different approaches that can be used
for the development of a mobile application for DISCS.
A naïve approach for providing access to the CDB via
mobile application would be the developing of an app that
runs the Cables module web application through an embedded web browser like android WebView [4].
Using this approach we can rapidly create a mobile application to access the cable information but in fact this
would be just an alternative way of using the previously
existing module’s web application. The negative point of
this approach is that the database is not accessed directly
and new features cannot be added.
A major problem of this approach is that the application
cannot be used if the web service is down or corrupted.
The other approach to design the application may use
the API services provided by previously existing modules.

TUMPL06
Software Technology Evolution

315

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

In this situation the application can send different requests
to the services provided by the other DISCS modules then
process and display data in a compatible manner.
This approach makes the development of the app fast
and secure but its disadvantage is that the developers are
bound to the framework of these APIs and cannot run
custom and complex queries and it is difficult to add new
features in this method.
The third approach which is used in our proposed conceptual design is that we develop the mobile application
as a part of an independent module which later can be
added to DISCS. In this method the developer team
would create a new module including mobile application
and it’s required APIs and database schemas so that they
can easily run custom queries and add new features.
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ing several numbers in a web application to find the relevant cable information.

Application Architecture
Presented module consist of developing different mobile applications to support both iOS and Android operating systems. These applications would use custom defined
APIs to connect the CDB and module’s Social Network
Database (SND) which will store technicians and other
employees profile information and their shared messages
using a NoSQL database engine.
It will use the Role Based Access Control (RBAC) [5]
module to perform authentication and authorization actions for the application security. Authentication is the
process of verifying the user’s identity to prevent undefined users to access RBAC protected resources. When a
user is authenticated and wants to do an action authorization will be granted or denied based on the user’s role and
permissions. Authorization to write to an EPICS IOC’s is
determined by role and/or IP address of the user and the
state of the machine [6]. The module structure is shown in
figure 2.

Figure 3: Finding cable information using QR code labels.
This feature will also prevent getting incorrect information by mistake, since there is no need for typing the
cable numbers.
Augmented Reality
Using the QR code labels, we can show cables information on the screen and the user can do several actions
like finding detailed information by pointing to the real
cable and the application would detect the event and display the corresponding information in responsive view. As
shown in figure 4, the cable’s detail information is shown
in a table adjusted to screen size of the device.

Figure 2: Module Architecture.

Features
QR Scanner
By labelling each cable with a QR code that contains
the cable identifier or number we are able to use a QR
scanner in the proposed application so that the cable information can easily be retrieved from CDB. This feature
as shown in figure 3 can query the cables database just
with a tap of the finger. This eliminates the need for typ-

Figure 4: Finding cable information using QR code labels.
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E-logging
By connecting the application to an available e-logging
system, technicians can report a fault or malfunction and
describe the situation. They can also record a voice message instead of writing the report to save time. These
reports then will be stored at the e-logging database.
Social Networking
This application can create an opportunity for technicians and employees from different experimental physics
facilities to share their information and knowledge.
Each employee who installs this application will have a
professional profile visible to other in house staff and also
available to others from various facilities worldwide this
feature is shown in the figure 5. Users can create groups
based on their professional activities and interests and
they can share photos, voice messages and the data with
sharing permission.
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They also can record voice messages and store them in elogging database. Social networking feature provides an
opportunity to create a collaborative environment for the
technicians in different facilities worldwide to share their
opinions and knowledge and create professional groups
based on their expertise and interests. Since the mobile
devise are equipped with various sensors and devices they
can be used to improve system’s security, location based
security was mentioned as a good example for this topic.
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Figure 5: Shows employee’s profiles in social network
Location based Security
Most of the smart phones and mobile devices are
equipped with GPS. This can be used as a complement for
RBAC to provide location based security.
We can track the movements through different facility
areas and also we can restrict some features to work only
in the facility.

CONCLUSION
Here we proposed a conceptual mobile application design which can be a part of independent module to provide user-friendly interface for searching DISCS databases like Cables Database. We introduced several new
features that can enhance user experience, collaboration
and security.
With augmented reality feature technicians can find detailed information about any cable just by pointing to it.
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MAX IV BioMAX BEAMLINE CONTROL SYSTEM: FROM
COMMISSIONING INTO USER OPERATION
M. Eguiraun∗ , R. Appio, V. Hardion, J. Lidon-Simon, A. Milan-Otero, U. Mueller, J. Nan,
D. P. Spruce, T. Ursby, MAX IV Laboratory, Sweden
Abstract
The BioMAX beamline at MAX IV is devoted to macromolecular crystallography and will achieve a high level of
experimental automation when its full potential is reached
due to the usage of high end instrumentation and comprehensive software environment. The control system is based
on TANGO and Sardana for managing the main elements
of the beamline. Data acquisition and experiment control
is done through MXCuBE v3 web application, which interfaces with the control layer. Currently, the most critical
elements such as the detector and diffractometer are integrated into the control system, whereas the integration of
the sample changer has started. BioMAX has received its
first users, who successfully collected diffraction data and
provided feedback on the general performance of the control
system and its usability. The present work describes the
main features of the control system and its operation, as well
as the next instrument integration plans.

BIOMAX BEAMLINE DESCRIPTION
BioMAX is the first X-ray macromolecular crystallography (MX) beamline of MAX IV Laboratory, which began
its user operations in 2017. It is a state-of-the-art resource
accommodating multiple cutting edge experimental possibilities. The design goal for BioMAX was to create a stable
and reliable beamline that provides a user friendly environment. The beamline experiment set-up is highly automated,
in terms of both sample handling hardware and data analysis, including feedback on the data collection. The X-ray
beam focus is 20 x 5 µm2 at the sample position and the
operational energy range is 5-25 keV, [1]. Table 1 shows the
main characteristics of BioMAX.

Optics
The main optical elements are a liquid-nitrogen
cooled double crystal monochromator and two mirrors in
Kirkpatrick-Baez geometry (named Vertical and Horizontal
Focusing mirrors). The mirrors have three different stripes
for different energy ranges, selectable by adjusting the position of several motors. Apart from in-air and in-vacuum
motors, there are two piezo actuators for fine adjustment of
the second crystal pitch and roll in the case of the monochromator, and additional two for the focusing mirrors’ pitch.
Before the focusing mirrors there is a slit module, consisting of two identical units, one with horizontal movements
and one identical unit with vertical movements. In addition,
there are measurements for temperature, flow, pressure, etc.
∗

mikel.eguiraun@maxiv.lu.se

Several diagnostics modules are distributed along the
beam path. The first module includes a fluorescent screen, a
fixed Cu mask, a fixed bremsstrahlung mask and a filter unit.
The screen switches between two positions by means of a
pneumatic actuator and it also includes a CCD camera. The
filter unit has two axes that are stepper motor driven. Each
axis has five positions including four different filters and one
position without filter. This diagnostic module also includes
several temperature measurements. The second diagnostic
module mainly contains a similar fluorescent screen setup
as the previous one.
Table 1: Main Specifications of the BioMAX Beamline at
MAX IV

Techniques
Beam Size
Energy Range
Samples

MX, MAD, SAD, S-SAD, atomic
resolution data collection, large
sample ensemble screening, in situ
crystal diffraction
20 x 5 µm2
5-25 keV
Single crystal (1 - 100 µm)

Experimental Station
This is the area where the most complex elements of
the beamline are located. The main components of the
experimental station are the beam conditioning unit, the
MD3 diffractometer from Maatel/Arinax, the ISARA sample changer (Irelec), the EIGER 16M detector (Dectris) and
all the associated motorised support tables (one for the beam
conditioning unit and the diffractometer, and another one for
the detector). The Figure 1 displays a recent picture of the
experimental hutch. The MD3 diffractometer is an evolution
from the previous MD2, which is an advantage since the
communication API is the same and the MD2 was in use in
the old MAX-lab MX beamline, therefore the development
has been focused on the addition of the new functionality.
Concerning the ISARA sample changer, it can hold up to
400 samples supporting both Unipack and Spine standards
and a crystalization plate holder, and it provides a fast sample exchange due to a double gripper mechanism. Together
with the state of the art detector, the goal is to provide a fast
and highly automated environment for the users, aiming at a
sample/crystal processing rate higher than 200 samples per
eight hours shift.
In addition to those main components, further elements
are the Beamline Conditioning Unit, which encloses several motorised devices such as two piezo actuator driven
slits, an attenuator device consisting of three wheels, an
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Figure 1: BioMAX experimental station; from left to right: EIGER 16M detector and its support table, MD3 diffractometer
and the Beam Conditioning Unit (BCU) on their table, ISARA Sample Changer.
intensity monitor and several diamond XBPMs. Also, the
Rapid Nozzle Exchanger (REX) is a remote controlled nozzle exchanger used to quickly switch between the cryogenic
flow and the crystal dehydration nozzle (HC-Lab Humidity
Controller).

CONTROL SYSTEM DESCRIPTION
In order to simplify the control system design, implementation and maintenance, the MAX IV controls and IT group
(KITS) have defined a set of procedures, tools and devices
as standard. As a principle, KITS team pursues the user
autonomy, a value that focuses on making control and IT
systems more accessible to users, so it is easier for them to
contribute. A user can be a KITS member from a different
domain, another staff member or a visiting user of MAX
IV. The control system development has to ensure that the
user is able to participate in the development and also have
access to troubleshooting in any situation in which they have
the capacity to do so. Together with an Agile development
process, the development team is able to provide solutions
quickly and react to changing specifications earlier in the
process, [2, 3].
Therefore, from the initial beamline design, the control
system group has been tightly involved in the design process
and provided support as needed. Moreover, the advanced
necessities regarding experiment automation and the important needs on software development has made this beamline
an interesting model of the integration of highly complex
elements following the MAX IV standards.
Table 2 shows some reference numbers with the aim of
describing the size of the control system, although the complexity of such cannot be represented so easily. Most of
the pseudo-motors are straightforward mathematical cal-

culations, such as slits or bragg-energy conversion. The
movables mostly consist of motor axis, but there are several
piezo actuators as well. Regarding the vacuum, there are
sixteen ion pumps together with a variety of vacuum gauges
and valves. In addition, a few hundreds of analog and digital
signals are acquired; limit switches, sensors (temperature,
flow, etc.), beam position, etc. Most of those signals are
available through the corresponding TANGO device.
There are a high number TANGO devices running on
twelve different hosts. Some of those devices contain a few
attributes, for example a thermocouple measurement is exposed as a single TANGO device consisting of a temperature
attribute and additional ten attributes (alarms, status). On
the other hand, a complex device like the sample changer
contains a few hundred attributes and commands.
Table 2: Control System Size
Section

Movables

Pseudomotors

14
28
22

3
14
4

Front end
Optics
Experimental
TANGO hosts
TANGO
devices

12
471 in 53 servers

The following subsections are devoted to the software and
hardware part of the control system.

Software Elements
The MAX IV control system is based on TANGO, [4],
a free open-source distributed control system in use and in
active development in most of the European synchrotrons.
TUMPL08
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In BioMAX, most of the devices are integrated into TANGO,
at least with their main functionality implemented. Some
of them are based on existing developments, others are developed from scratch using Python TANGO bindings, [5].
Ideally, all the control system elements should have their
corresponding TANGO device. Currently, the main device
not integrated in TANGO is the diffractometer, although it
is possible and supported by the manufacturer, the existing
code we used for the data collection forced the usage of a
custom TCP based communication protocol.
The control system functionalities are exposed to the user
by several elements. On top of TANGO there is Sardana [6],
a software environment that provides the user with tools to be
able to steer motors, to define and act on pseudo-motors (or
virtual motors composed of real axis) and to run macros. Typically, the command line interface named Spock is used for
those tasks, and mostly by the beamline staff. At BioMAX
we do not expect the end-users to deal directly with the Sardana environment, neither for data collection or for acting
of moveables.
At BioMAX, as in some other MX beamlines in Europe,
the data collection and experiment control is provided by
MXCuBE, [7]. It is a software platform that provides users
of beamlines at synchrotrons an easy to use graphical environment. From one side it hides the complexity of the
beamline hardware, facilitating normal operation, while on
the other side provides routines for automated complex data
collection strategies. The third evolution of this software is
under development as part of the MXCuBE collaboration,
on this conference [8]. A pre-release version has already
been used in user experiments at BioMAX, see Figure 2.
The main evolution compared to the previous versions is the
transition to a web based environment, which is expected to
facilitate remote data collection and on-line data analysis,
among other things.
In addition, at BioMAX there are several user interfaces
based on the Qt based Taurus SCADA framework [9]. The
composition and the layout of the panels can be easily
changed by the users and beamline staff. It displays a raw
list of motor positions, temperatures, flows and pressures
split by section. For complex data display and/or operation
BioMAX rely on MXCuBE as described above. Also, the
beamline synoptic enables an intuitive way of interaction
with a control system, by displaying a graphical representation of the physical beamline structure, and allowing various
information and interactions to be tied in to this representation. The user can interact by panning/zooming and clicking
elements to bring up informations or launch more specific
panels, see Figure 3. This application is widely used in MAX
IV for beamlines as well as for the machine control systems,
the underlying library is the same and the only difference is
the svg file used for the drawing.
Apart from the above mentioned standards, a facility like
a synchrotron usually needs to adapt to software elements
which do not fall within the facility’s standards. This is also
the case of BioMAX, where the cryogenic control system
is supplied as a black box from the manufacturer and the
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only interface to it is based on an EPICS IOC. In this case,
a TANGO/EPICS gateway device server is used to expose
in TANGO the most important EPICS PVs of the cryogenic
system. Also, the NanoBPM diagnostics comes with a LabVIEW application which was modified in order to export the
measurements to TANGO. For that purpose, a DataSocket
device server was configured.

Figure 2: MXCuBE v3 user interface displaying a crystal
and a successful data collection and another one just started.

Hardware Elements
A dedicated PLC is used for most of the input output
signals, as well as for the vacuum and the machine safety
systems. In addition, an independent PLC manages all the
safety system which several connections between both PLCs
to allow the operation of the most critical elements from a
safety point of view, e.g. beam shutters. A TANGO device
talks to these PLCs and exposes the relevant parameters as
TANGO attributes. On top of this device there are TANGO
devices for temperatures, vacuum pumps, etc.
Regarding motorisation, Icepap was chosen as the standard motion equipment for MAX IV, [10]. All the beamline
motors are steered through this controller (in addition to
the hundreds of axes in the whole MAX IV facility). It is
very easily integrated into TANGO/Sardana by means of
existing libraries. It can also execute synchronous multi-axis
movements and a single Icepap driver can manage up to 128
axes, which is below the requirements of BioMAX.
An industrial PC serving as Standard Input Output Controller (IOC) have been installed to read several digital and
analog input signals. The IOC is based on Adlink IPC and
National Instrument acquisition card (NI-6602). This equipment is intended to be used as a General Purpose Input
Output acquisition system on the experimental station of the
beamlines in scenarios when the standard PLC acquisition
system does not meet the requirements.
For the monitorization of the photon beam several XBPMs
are controlled by a new electrometer developed in collaboration with the ALBA synchrotron, [11]. It consists of 4
current amplifiers in a single chassis, controlled and synchronised through a backplane managed by an FPGA. This
will allow synchronised measurement and the possibility
to embed custom algorithms for a control loop to steer, for
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Figure 3: BioMAX beamline synoptic, a graphical interface describing the status of the main devices of the beamline.
Users can hover and click on elements and the corresponding device panel is displayed.
example, a piezo fine tuning based on current and quickly
adapt the beam to changing operating conditions.
Additional beam positioning devices are the NanoBPMs,
which is a device that encloses a thin screen in the beam path
that scatters X-rays that are captured by an X-ray camera. A
dedicated FPGA performs the calculations and exposes the
relevant data.

Taurus

Once the main components of the control system have
been described, it is worth to explain how they are related.
Figure 4 depicts the interfaces between the most relevant elements. Since BioMAX heavily rely on MXCuBE as its main
user interface for the experiment control and data acquisition,
it needs to interface to all the motors, pseudo-motors and
data acquisition devices such as the detector. As opposed
to other beamlines where sardana macros and controllers
are in charge of the experiment sequence (configuration of
the experiment, triggering acquisition, data collection, etc.),
at BioMAX, MXCuBE performs such tasks together with
the diffractometer. Therefore, the Sardana layer has a reduced number of responsibilities, limited to motorisation
and beamline optimisation macros and such.
The subsystems not mentioned like the vacuum, ventilation or the cooling systems are also interfaced through
TANGO.

INITIAL USER EXPERIENCE
The first successful experiment ever performed at
BioMAX happened in June 2016. After that, the user operation began at the end of 2016 and finished in summer
2017. During those months the user operation was limited
to one or two days a week, while the rest of the time was

MXCuBE
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Linking All Together

Spock

Vacuum

Detector

SC

Cryo

Vent.

IO

UI Layer

TCP

Com.

MD3

Hardware

Cool.

Figure 4: Simplified structure of the control system describing how the different elements are related.
devoted to beamline and ring commissioning, software development, maintenance and to the installation and testing of
new equipment such as the sample changer. The general consensus among the users was very positive. They were able
to perform data collections in a variety of scenarios. They
were impressed by the speed of the data collections, by the
ease of use of the software, and the general stability of the
control system. The users were also kind to understand some
situations were the control system did not behave properly,
mainly in the beginning of the operation. Twelve extended
user groups have made experiments at the beamline, and
they were able to start operating the equipment on their own
after a short introduction of less than an hour.
The next user operation is expected before the end of
year, and all the involved actors are confident that BioMAX
control system will work smoothly and with increased capabilities. Those additional features are in some cases beyond
the scope of the control system of a single beamline and
involve more teams at the MAX IV facility, for example the
data management and processing.
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CONCLUSION AND FUTURE WORK
The main conclusion of the present work is that the control
systems group, together with the specifications and descriptions by the beamline staff, was able to provide a functional
control system able to perform data collections in a very
complex and demanding environment.
There is still equipment that needs a proper integration, as
for example the sample changer. It was recently developed
and integrated, however it has not been properly tested to be
considered as finished. In addition, the usage of the sample
changer will increase dramatically the usage of all the components as well as the amount of acquired data and, therefore
the reliability of all the elements must be guaranteed.
In addition, the main user interface, i.e. MXCuBE, is still
under development but the first release of the version 3.0 is
expected for mid-october. Therefore, some adaptation time
will be needed in order to fine tune its functionalities as well
as bug fixing, although the development version has been
tested at the beamline quite frequently.
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Abstract
The ALICE Detector Control System (DCS) has provided its services to the experiment since 10 years. During
this period it ensured uninterrupted operation of the experiment and guaranteed stable conditions for the data taking.
The DCS has been designed to cope with the detector
requirements compatible with the LHC operation during its
RUN1 and RUN2 phases. The decision to extend the lifetime of the experiment beyond this horizon requires the redesign of the DCS data flow and represents a major challenge. The major challenges of the system upgrade are presented in this paper.

THE ALICE DETECTOR CONTROL
SYSTEM (DCS)
The ALICE Detector Control System is based on commercial SCADA system WINCC OA. Wherever possible it
uses industrial components and tools to provide its functionality.

power supplies, PLCs and detector front-end electronic
modules, and devices interfaced via industrial fieldbuses.
The hardware abstraction layer provides unification of
the communication between a large variety of devices and
the control system software. It consists of industrial OPC
servers and of ALICE FED servers [1] providing OPC-like
functionality on nonstandard devices. The communication
interface of the FED servers is based on the on lightweight
DIM protocol [2] developed at CERN.
The data acquired from the devices is processed in the
DCS Controls layer. A farm of about 120 servers runs a
distributed WINCC OA SCADA system configured to behave as one large system. Each received value is compared
with the operational limits and if needed a corrective action
is taken or the issue is brought to the attention of the ALICE shift crew. The control layer configures the control devices and sends commands to them. The configuration data
as well as all acquired data is stored in the ORACLE database. The control layer is in charge of about 1 million parameters.

Figure 1: The mapping of the DCS layers to the hardware and software system components and the general data flow.
The operation of the experiment must follow a carefully
The DCS is using a five tier architecture (see Fig. 1). At tuned sequence of steps. For example a detector module
the bottom, the hardware layer provides all devices and cannot be turned on, unless sufficient cooling is provided,
sensors required for the operation of the experiment. It con- certain electronic modules may be powered only after the
sists of about 1200 network attached devices – mostly high voltage has been applied to the sensors, etc. This logic
is implemented in the operations layer. Based on the
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SMI++ package [3], this layer represents all devices and
their channels as a finite state machine integrated into a
global hierarchy. This approach allows the operator to send
a global command, for example to prepare the experiment
for data taking and the controls layer will synchronize all
actions between the detectors and their components.
Finally, the User Interface layer visualizes all DCS components and their states in a user friendly form, allowing
for the operation of the experiment from one workplace by
a single operator.

THE DCS DATA FLOW IN THE ALICE
EXPERIMENT
The ALICE experiment operation follows the operational cycle of the LHC. All devices controlled by the DCS
are configured according to their operational requirements
related to the beam mode and the type of physics being
studied by ALICE. For example, the operation with protons
typically requires settings different from the ion mode.
During the periods without the beam presence the detectors
usually take calibration data and need to be reconfigured
again.
The configuration data required for each operation mode
is read from the ORACLE database and distributed to all
DCS devices by the WINCC OA systems (see Fig. 1). The
raw configuration data stored in the database is typically
inflated along its path to the devices. The storage-optimized configuration records are compiled and adjusted to
a format recognized by the devices. In the front-end electronics domain, the data is largely repetitive and the database stores one configuration record common to group of
modules instead of a set of identical individual records. Before sent to the destination, the data volumes can be increased by two orders of magnitude in the data abstraction
layer (the FED servers).
The detector conditions are monitored, regulated and acquired data is stored in the ORACLE database. The conditions data flow direction is opposite to the configuration
data flow and its size is being reduced.
The detector conditions are recorded continuously, independent on the experiment operation mode. During the periods without the beams, the conditions are recorded
mainly for reference or for calibration purposes. Once the
beams are accelerated and brought to the collisions, the role
of the DCS is to assure a stable data taking. The stability of
the conditions is crucial for the physics analysis. The signals of the detectors triggered by the detected particles are
processed by the Data Acquisition System (DAQ). The
data stream from DAQ is stored using a separate infrastructure independent from the DCS. For the final analysis, the
DAQ data must be merged with the DCS information
stored in the ORACLE database.
A period during which the LHC provides particle collisions is called a fill. It can last several hours and the role of
the experiment is to records as much physics data as possible. During a fill, the data taking might be interrupted due
to a physical condition change like a voltage channel trip
due to overcurrent caused by high particle flux, or various
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software or hardware reasons. A period of stable data taking is called a run, each fill can be split into several runs.
Data recorded during a run is sent to further levels of
analysis, using the computer GRID infrastructure. The signals of the detectors are assigned to particle tracks and the
particle properties (type, momentum, and trajectory) are
calculated. This reconstruction is largely dependent on the
DCS parameters. A dedicated mechanism, called ALICE
Shuttle, requests from the DCS a set of recorded condition
parameters after each run. The DCS retrieves the requested
data from the ORACLE database and provides it to the
Shuttle using a custom server-client mechanism called
AMANDA [4].

THE DCS ALICE UPGRADE FOR THE
LHC RUN3
The interaction rates at LHC in ALICE during the RUN3
period, planned to start in 2021, will increase by a factor of
100. A new Combined Online Offline computing facility
(O2) [5] has been developed to cope with the new data processing requirements.
The detector readout will be upgraded and it will provide
3.4 TBytes/s of data, carried by 9 000 optical links to a First
Level Processing (FLP) farm consisting of 270 servers.
The data taken during the same period of time by individual detectors is merged and sent 1 500 Event Processing
Nodes (EPN), deploying ~100 000 CPU cores. After initial
processing, a compressed volume of 100GByte/s will be
transferred to the computing GRID facilities.
Due to high interaction rates, it is not possible to store
the detector data on disk and perform the processing once
the run ends. Even the local disk storage of 50PB, which
will be installed in ALICE, is not sufficient for the whole
data processing. The detector data will be therefore processed immediately on the EPN farm. The event reconstruction will allow for significant reduction of the data
volumes before it is passed to the GRID for further analysis. To allow for such analysis, the DCS conditions data
needs to be provided together with the detector data.
The new readout electronics will be accessed through
the CERN GBT link [6]. The traffic on this link will be
shared between the DCS and the data acquisition system,
which requires a new concept for the front-end control to
be implemented.
The conditions data handling and front-end electronics
access represent the two main fields of new DCS developments for the LHC RUN3.

Conditions Data
While the current DCS assembles the conditions data
block using the ORACLE archive after each run, the upgraded system must ensure a steady streaming of all conditions. Each data frame, covering 50 ms of data taking must
be complemented with a block of about 100 000 DCS parameters to allow for reconstruction in the O2 facility. This
requirement results in the increase of the DCS data publishing rate by a factor of 5000 and it cannot be covered by
the present system.
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The typical monitoring frequency for the DCS devices is
~ 1Hz. It largely depends on each device and is usually defined by the hardware vendors. Furthermore, the DCS data
readout is usually not triggered externally and it is driven
by the conditions change. As a result, the data arrival time
to the DCS is not regular and cannot be predicted. The DCS
devices equipped with commercial OPC servers usually do
not allow for a parameter readout on demand. The firmware of most of the devices performs internal poll of all
devices, before it makes the data available to the OPC
server. The polling time usually exceeds the available
50ms window and the DCS is not able to assemble a fresh
conditions data block for each data frame.
The newly developed approach is based on a process
image stored in the computer memory. This large formatted
data block contains all information about the monitored
channels required for the O2 processing. This information
consists of the channel name, timestamped values and various flags describing the data type and quality information.
The DCS creates this block at the startup time and populates it with the latest known values. As the new data
arrives to the DCS, the process image is updated. At each
period of time the process image contains the actual status
of all condition parameters. This block is then streamed to
the O2 at the requested time intervals.

New Conditions Data Flow Implementation
The conditions data flow from the DCS to O2 is managed by the Alice DAtaPOint Service (ADAPOS). Its task
is to collect the DCS data and assemble a memory block
with conditions data required for the further stages of reconstruction.
Data to be published to the O2 is scattered across ~100
WINCC OA systems. At the startup time, the ADAPOS
server first needs to locate the data and subscribe to each
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The current experience with the control system shows,
that the distributed system registers more than 100k incoming values each second. The fluctuations of the individual
parameters are usually not significant for the operation as
these are caused by the noise. A filtering mechanism implemented at the driver level reduces this amount to about
10000 values per second. The role of this first level data
reduction is to suppress fluctuations caused by noise. In
WINCC OA a further volume suppression, based on the
processing dead band defined for each monitored parameter, is performed. Although each value arriving to the system is processed, only those exceeding the dead band settings are archived in the ORACLE database. Using this
method, the DCS archives in total only ~400 parameters
each second, without losing any information significant for
the reconstruction. The smoothing efficiency is based on
several years of detector operation and is constantly improving. The same principle will be applied to the new data
publishing mechanism and will significantly reduce the
traffic between the DCS system and the ADAPOS.
The current simulations show, that the ADAPOS process
image shall receive in total ~1k updates each second, after
applying the noise rejection filtering. Using a simulated environment, ADAPOS can safely cope with this amount of
input data with a contingency of about 2 orders of magnitude. It is expected, that in the first phases of the operation
with new detectors, the smoothing efficiency will not be
optimal and the DCS infrastructure will need to cope with
bigger amounts of data. The present implementation of
ADAPOS can cope with the full DCS data load even without the smoothing.
The process image is streamed to the O2 infrastructure.
Each of the 1500 EPN nodes will receive the same conditions data for each 50ms data frame. In the test setup, stable
streaming of the process image containing 100k parameters

Figure 2: The DCS dataflow in the O2 architecture.
value. The present implementation is based on DIM protocol, supported on the WINCC OA platform at CERN. For
each value a corresponding DIM service is created and the
published value is updated on each change. Using the DIM
DNS service ADAPOS finds the values and establishes a
peer-to-peer connection to each publishing server.

has been achieved using the 0MQ protocol. The data flow
from the DCS devices to the O2 processing farm is shown
in Fig.2.
The immediate processing of the physics data in the O2
facility does not tolerate any downtime of the ADAPOS
TUMPL09
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service. A system redundancy is one of the critical requirements as missing conditions would block the data reconstruction algorithms. The developed architecture allows for
parallel operation of multiple ADAPOS servers at the same
time. Each of these servers subscribes to the conditions
data and maintains the same process image. In case of
server failure, the O2 client will automatically reconnect to
the next available ADAPOS server.
The assurance of data availability is one of the challenging tasks for the control system. Due to the missing triggering mechanism for the conditions data readout, the system
cannot predict the arrival time of the next update. A faulty
channel that will stop updating the values might escape the
system attention for a relatively long time. A proactive
check of the parameters requires a deployment of relatively
complex algorithms customized for each individual system
in the distributed environment. ADAPOS provides an elegant way for addressing this problem. A dedicated software
can access the process images and perform regular checks
of the values. Noisy channels, or channels not publishing
the values can be detected by a common quality assurance
system and corrective actions can be taken.
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The GBT links are controlled by the Common Readout
Units (CRU) installed in the FLPs. Here the DCS data is
extracted from the data stream and sent to ALF (Alice Low
Level Front-end) interface, which publishes the data to the
upper layers of the software.

Modified Frontend Access
New electronics, prepared for the LHC RUN3 requires
also modifications of the whole front-end DCS subsystem.
The front-end modules, installed near the detectors in the
ALICE experiment cavern use the CERN GBT link to
transfer the detector signals at 4.4 Gbit/s speed. The link is
supervised by the Common Readout Unit (CRU) installed
in the FLP computers. In total, 270 FLPs will host 540
CRUs and control 10 000 GBT links. The same path is used
for accessing the DCS information.
The physics information acquired from the detectors
flows directly from the FLPs to the EPN farm. Information
from the individual detectors is stored in a data structure
containing all ALICE information recorded during the
50ms interval. This data is later merged with the DCS information provided by the ADAPOS and the common DCS
FLP (see Fig. 2).
Physics data frames are interleaved with frames carrying
the DCS information. This part of the data is stripped off
the main data stream and redirected to the DCS.
The DCS data packets are created by the front-end electronics and are inserted into the data stream. Alternatively,
the readout of the DCS parameters can be triggered by the
DCS, using dedicated commands sent to the electronics using the same optical link.
A typical detector front-end module implements the
DCS functionality using the CERN developed Slow Control Adapter (SCA) chip interfaced to the GBT link [7]. It
provides a wide range of possibilities to access the controlled parameters using multiple busses like JTAG, I2C,
parallel I/O bus etc. Although the front-end architectures
and DCS requirements of the detectors are largely different, the common SCA-GBT architecture allows for standardization at the software level.

Figure 3: The ALF-FRED architecture of the DCS.
ALF can also receive commands and converts them to
data words to be sent to the front-end electronics. To keep
the ALF detector neutral, its functionality is restricted to
the basic I/O operations. In the current implementation, the
ALF can read/write registers implemented on the front-end
modules and publish the data using a DIM service. The
data published by ALF could be single values, or blocks of
data prepared by the electronics modules.
Communication between the WINCC OA systems and
the ALFs is managed by the Front-End Device (FRED)
module. This layer provides the necessary translation of
high level WINCC OA commands to simple ALF transaction and unpacking the ALF data before it is published to
the WINCC OA.
The ALF-FRED architecture decouples the front-end details from the high level SCADA system. Separating this
task into 3 layers of software – the drivers, the ALF and the
FRED (see Fig. 3), brings clear advantages – the ALF remains detector independent and can be deployed to all detectors. The FRED layer provides highly customizable detector-specific module which implements all resource intensive calculations, such as data unpacking and first level
filtering.
The WINCC OA system implements the standard controls functionality covering the control, monitoring, alert
handling and data visualization and archival. From the
WINCC OA perspective, the ALF-FRED behaves as any
other standard device.
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The present ALF-FRED implementation is based on
DIM protocol. It allows for easy integration of complex detector granularity into a coherent system. The ALF modules are installed for each FLP belonging to the same detector and are serviced by a dedicated FRED. The SCADA
system recognizes the FRED as a device that recognizes
high level commands (such as configure, turn on/off) and
publishes its data as single services. It is the task of FRED
to translate the high-level commands into a sequence of
atomic actions to be carried out by ALF.
The separation of the commands and management of
their complexity through the different ALF-FRED layer
brings an additional advantage. At the lowest layer, the
ALF is interfaced to the CRU through a driver developed
in ALICE. It takes care of CRU transactions over the GBT
link. Replacing this driver allows for use of a different field
bus (such as CANbus) without the need of extensive software modifications. The ALF with modified driver will
provide the same functionality to FRED and the modification of the front-end access will remain transparent. This
approach is used in ALICE for improving the redundancy.
Some detectors implement CANbus in their front-end.
During the downtime of the GBT link (for example during
the FLP maintenance), the CANbus will take over the controls functionality and will eliminate the need for shutting
down the operations. The communication speed will be
strongly reduced, however it will remain sufficient for assuring the detector safety and will even allow for less demanding applications (such as detector calibration or debugging of the operational procedures).
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CONCLUSIONS
The ALICE upgrade is a challenging task for the whole
collaboration. Upgraded detector hardware and change of
the data processing strategy required the redesign of the
DCS data flow. The data will be provided to the O2 processing facilities in streamed mode for which the DCS data
stream has to be diverted from its standard path.
Access to new front-end modules will be shared between
the DCS and the Data acquisition. A new device access
strategy covers the complexity of the new hardware and
provides a flexible mechanism for transferring the information between the DCS and the hardware. Separation of
the functionalities using a three layer architecture allows
for splitting of the common and detector specific tasks.
This approach improves the maintenance and allows for
shared developments.
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NEW VISUAL ALIGNMENT SEQUENCER TOOL IMPROVES
EFFICIENCY OF SHOT OPERATIONS AT THE NATIONAL IGNITION
FACILITY (NIF)
M. Fedorov, J. Castro Morales, V. Pacheu, R. Wilson, Lawrence Livermore National Laboratory,
P.O. Box 808, Livermore, CA 94550, USA
Abstract

Established control systems for scientific experimental
facilities offer several levels of user interfaces to match domain-specific needs and preferences of scientists, technicians and engineers. At the National Ignition Facility
(NIF), the low-level device panels address technicians’
need for comprehensive hardware control, while Shot Automation software allows NIF shot directors to advance
thousands of devices at once through a carefully orchestrated shot sequence. MATLAB scripting with the NIF
Layering Toolbox has enabled formation of intricate deuterium-tritium ice layers for fusion experiments. The latest
addition to this family of user interfaces is the Target Area
Alignment Tool (TAAT), which guides NIF operators
through hundreds of measurement and motion steps necessary to precisely align targets and diagnostics for each experiment inside NIF’s 10-meter Target Chamber. In this paper, we discuss how this new tool has integrated familiar
spreadsheet calculations with intuitive visual aids and
checklist-like scripting to allow NIF process engineers to
automate and streamline alignment sequences, contributing toward NIF shot rate enhancement goals [1].

INTRODUCTION
The National Ignition Facility at Lawrence Livermore
National Laboratory (LLNL) is the world’s most energetic
laser system for experimental research in inertial confinement fusion (ICF) and high-energy-density (HED) physics.
The NIF laser system consists of 192 laser beams which
are focused inside the 10-meter Target Chamber (TC), delivering up to 1.8 MJ of ultraviolet light onto the target.
Eleven target and diagnostic positioners are used to precisely position NIF targets and diagnostic instruments inside the Target Chamber. NIF positioners are large electromechanical systems with several degrees of freedom. Positioners are 10-15 meters long and extend up to 5 meters
reaching NIF’s Target Chamber Center (TCC) (Fig. 1).

Figure 1: A NIF positioner.

NIF targets, diagnostics, and laser beams need to be precisely aligned for every NIF experiment (also called
“shot”) (Fig. 2). The alignment tolerances are determined
by the type of diagnostic and the experimental requirements, and can be as demanding as tens of microns when
aligning pinholes of the neutron imaging systems.

Figure 2: Multiple positioners at NIF TCC.
Most of the target and diagnostic alignments at NIF are
performed by trained operators using visual features and
alignment aids. Video cameras of various orientation and
zoom levels support this process, such as the 50-megapixel
Opposed Port Alignment System (OPAS).
With the addition of the Advanced Tracking Laser Alignment System (ATLAS), the exact positions of diagnostic
instruments can be measured without relying on a human
operator. This new NIF alignment capability opens the path
toward precise, fully automated diagnostic alignment at
NIF [2].

NEED FOR AN ALIGNMENT TOOL
Target and diagnostic alignment operations at NIF consist of hundreds of steps performed by skilled operators.
Each experiment at NIF is unique due to variations in target
designs and changing diagnostic configurations. The specifics of the experimental setup, target and diagnostics metrology all influence the alignment process. Based on these
data, the expected positions of the alignment features are
computed for each step. Once the equipment is coarsely
aligned, the operator identifies the alignment features using
one or more cameras and determines the feature location as
projected on the camera image plane. NIF camera user interfaces (UI) are equipped with graphical alignment aids
(GAA) which allow operators to draw lines, rectangular
boxes, circles, etc. and then read out the positions of these
aids. Using both the expected and actual positions of the

TUMPA01
328

User Interfaces and User eXperience (UX)

alignment features, the operator can determine whether a
correcting move is needed based on the alignment tolerance. To perform the move, the coordinates are input into
the motion control software UI. The motion control system
displays the proposed move as an overlay on the camera
UI, prompting the operator to assess whether the move is
adequate and compliant with the collision avoidance rules.
Once the move is approved and executed, the operator repeats the visual identification and measurement steps described above.
Prior to the development of this software tool, the alignment subject matter experts (SME) were relying on spreadsheet software to document alignment procedures. The
spreadsheets include fields where the operators manually
enter the experimental setup, metrology and measurements
data. These data entry fields trigger spreadsheet calculations developed by the SMEs. The calculations produced
the coordinates of the required correction moves, if any are
needed based on the alignment tolerance criteria.
By interviewing SMEs with many years of alignment
checklist development experience, we learned that the
spreadsheet software allowed them the required flexibility
in adjusting the procedures, as well as ease of developing
new checklists from the existing ones. Importantly, the embedded spreadsheet calculations enabled SMEs to “code”
and “debug” all computations before the operator “runs”
them during production alignments. In case of unexpected
situations, the SMEs could do “forensics” by entering production data into their copy of the spreadsheet.
For our new software tool to be useful and accepted, we
needed to bridge the domain gap into the space of alignment SMEs and operators and to match their concepts of
operations and tooling.

CONTROL SYSTEM USER INTERFACES
It is common for control systems to develop several levels of user interfaces. The low-level control panels for individual devices provide full control over numerous settings and commands – usually mirroring the front panel of
the corresponding instrument and allowing a technician to
fully operate and troubleshoot the hardware remotely.
Higher-level “supervisory” UIs coordinate operation of
several devices and implement one of the standard control
sequences, such as setup-arm-acquire-store. Interfaces to
scripting languages such as Python or MATLAB allow scientists to design complex sequences of control actions intermixed with specialized data or image processing.
At NIF, the individual “maintenance” panels are addressing the need for comprehensive low-level control of a single device. On the opposite end, the Shot Director UI orchestrates the entire NIF, thousands of devices, into a
tightly controlled, carefully optimized shot sequence, hiding all low-level details [3]. The NIF control system supports several scripting languages by providing library interfaces for MATLAB, JavaScript, Groovy, and BeanShell.
The MATLAB Layering Toolbox was a key enabling factor
for NIF successes in forming perfectly round and smooth
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layers of deuterium-tritium ice for thermonuclear ignition
experiments [4].

GOALS AND CHALLENGES
The design and development of the Target Area Alignment Tool (TAAT) (Fig. 3) was undertaken to improve efficiency of alignment operations, a key enabling factor for
the increased NIF shot rate [5]. The software requirements
were derived from the multi-year critical path analysis and
from the working group collaboration with NIF alignment
operators and SMEs.

Automated Checklists
From the initial technical assessment, it became clear
that NIF’s target and diagnostic alignment processes cannot be fully automated to a “hands-off’ level, at least for
now. While NIF fully relies on automatic image analysis
for laser beam alignment [6], visual identification and precise location of target alignment fiducials cannot be currently trusted to an image analysis algorithm due to variations in target designs, diagnostics configurations, lighting
conditions and alignment sequences. A hybrid man-machine solution was needed.
Checklists have been utilized across NIF as a primary
tool in achieving human operator efficiency while maintaining low error rate in 24x7 operational environments
constrained by the cleanroom, hazardous materials and radiological protocols. Both traditional paper and electronic
iPad checklists are in use at NIF [7].
By positioning TAAT as an automated checklist, we have
immediately achieved good coherence with the established
processes and we have gotten access to accurately documented use-case scenarios in the form of
existing
checklists. By analyzing these checklists, we have identified steps well suited for software automation.
There are “good” checklists and “bad” checklists [8]. By
automating out repetitive copy-paste and mouse-click operations, we can convert “bad” checklists into “good” ones
with few well-defined pause points, a focus on essential
operations, and a trust of operator professionalism. The
goal is to free operators’ minds from the memory overload
of mundane operations and instead focus humans on key
operations which computers still fail to do.

Preserving SME’s Ownership
Once the operators learn to rely on the checklists, it becomes crucially important that they remain correct and upto-date. Trusting an outdated checklist is worse than not
having a checklist at all.
With the development of the new TAAT software, we
wanted to preserve full ownership of alignment SMEs over
their checklists. Given that NIF alignment SMEs’ backgrounds lie in mechanical, optical or facility operations
fields, we cannot assume their software engineering proficiency is sufficient to code in traditional programming languages. On the other hand, the same SMEs have previously
developed
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Figure 3: The Target Area Alignment Tool executing an alignment sequence.
and maintained highly sophisticated, data-driven branching checklists using spreadsheet applications.
From the user workgroup discussions, we realized that
the best way to bridge the domain gap is to allow SMEs to
“program” the automated checklist using traditional
spreadsheet software.

Embedding Simple Spreadsheet-like Calculations

While reviewing pre-TAAT checklists, we observed that
alignment SMEs already use spreadsheet formulas to “automate” data processing operations:
• Computing correcting moves
• Coordinate transformations
• Table lookups
• String concatenation and formatting
• Conditional completion indicators
• Conditional hiding of checklist sections
These calculations and data conversion operations vary
between the alignment procedures and change frequently
over time. It is highly desirable to keep these calculations
in the spreadsheets, under SME control, to allow rapid enhancements and corrections and to prevent introduction of
errors when translating into traditional programming language.

Solving Copy-paste Issues
One inefficient pattern was immediately obvious in the
pre-TAAT spreadsheet-based alignment process: manual
data entry and copy-pasting of data between software applications. While the spreadsheets are “programmed” by
SMEs to perform the calculations, all data inputs and outputs were left for the operator to do. First, the experimental
setup data must be copied from the NIF Campaign Management Tool (CMT) [9] and metrology information entered from the NIF Location Component State (LoCoS) [10] application. Then, for each alignment step the
visual measurement coordinates are entered into the
spreadsheet, with calculation results typed back into the
motion control software UI.
Unlike spreadsheet software, the newly developed TAAT
tool is an integrated component of the control system,
which has direct access to the experimental setup and metrology data; it can submit requests directly to the motion
control system. To capture operator placement of the alignment aids, the TAAT embedded a video interface panel to
allow creation of the GAAs. For the new ATLAS laser
tracker alignment system, the tool can interact with the
measurement system directly.
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Specialized Task-centric Video UI
While reviewing operator-software interaction patterns, additional inefficiencies were recognized. When performing alignment operations, operators need to observe,
identify and measure features on several video UI panels.
The video streams are from different cameras and the sets
of cameras vary for different procedures and even within
the procedure step-to-step. The placement, size and order
of UI windows is unpredictable in common operating systems due to the “stacking” of window managers. We observed that the experienced operators carefully aligned
video camera panels side-by-side before proceeding with
the alignment, which assures consistency, minimizes
chance of error, but also takes time.
A more controlled side-by-side placement of the windows was desired, similar to tiling window managers [11].
Ideally, the placement and source of video panels should
be defined by the SME in the alignment sequence spreadsheet; so for each phase of the process, the correct set of
video streams is automatically presented to the operator.
For precise placement of the alignment aids, zoom-in
and full-screen features were requested, with a simple restoration to the predefined tile layout.
Finally, a NIF target-specific use case was described:
when aligning NIF hohlraums from the top or bottom view,
the location of the Laser Entrance Hole (LEH) is determined by placement of 3-4 markers on the LEH border. To
achieve maximum precision, a zoom-in is desired. However, the zoom-in also pushes other markers out of the field
of view. Ideally, the TAAT video panels should be equipped
with a specialized zoom tool which keeps the LEH border
sections in view while leaving out the emptiness of the
hole.

Logging All Data, Tracing Execution Steps
NIF alignment SMEs required recording all data and the
execution timestamps from the alignment processes. In the
event of an off-normal situation, the full set of data supports the root-cause analysis and helps to pinpoint the problem in the controls software, metrology data or an operator
action. Collecting years’ worth of data also allows longterm trend analysis. Detailed timings of the execution sequences are invaluable when looking for opportunities to
tune up efficiency of the processes and systems [5].

TRADEOFFS AND SOLUTIONS
Integrating SMEs’ Spreadsheets
From the alignment tool working group discussions, it
became clear that spreadsheets represent the most familiar,
well-understood format for describing alignment sequences. Ideally, the spreadsheet application would be
equipped with a sequencer execution engine and a direct
interface to the control system. The control system did not
presently support this interface, and developing in this direction would be a significant diversion from the NIF con-
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trol system architecture and the skillset of our software engineers. After additional consultations, we refined the
spreadsheet interoperability requirements to the following:
• For authoring of the alignment sequences, the SMEs
use spreadsheet software, including formulas for calculations and data manipulation.
• For execution of the alignment sequences, the operators do not need a spreadsheet application. Instead, it
is desirable to hide the details from the operators and
prevent them from editing the sequence.
• The execution of the alignment sequence should be
performed by a control system application which will
have same ‘look and feel’ as other control UIs.
Accepting these constraints has opened a path towards
implementation of the new tool using the NIF controls Java
platform, leveraging the existing frameworks to provide
the necessary access to data and control interfaces.
For importing spreadsheets with alignment sequence
definitions, we have chosen Apache POI library [12]. The
library supports import and export of spreadsheet documents within a Java application. Importantly, the calculations of the spreadsheet formulas are also supported by the
Apache POI, which means that the TAAT tool will perform
computations as developed by the alignment SMEs.
During library evaluation, we discovered a shortcoming
in the Apache POI calculation engine: the array and matrix
functions were unimplemented. Since the library is open
source software, we established a collaboration to remedy
this deficiency, with a software patch offered back to the
Apache POI project [13] to implement the missing functions.
We have agreed with alignment SMEs on the following
“coding” conventions:
• Alignment sequence steps are represented by rows in
the spreadsheet. Separate worksheets may be used to
decompose the sequence into logical blocks.
• Queries and commands to the control system are invoked by the keywords in the sequence.
• Inputs and outputs are mapped to spreadsheet cells or
cell ranges.

Sequencer Engine
Once the alignment sequence is imported from the
spreadsheet file, it is ready to be executed by the TAAT sequencer engine. To maintain better structure, the sequence
is divided into steps, with each step invoking several actions. Steps can be re-used in the sequence.
The execution of the sequence can be paused and
stepped back and forth for troubleshooting. Conditional execution of the steps is supported to allow simple branching.
Most of the alignment sequence runs without operator
involvement. Optionally, the operator can bring up TAAT’s
status panel to watch execution progress.
When user attention or action is required, an alignment
sequence keyword causes TAAT to display operator instructions, pause for the decision, or wait for the manual
visual feature measurement.
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Visual Interface
TAAT includes a video/image UI panel which addresses
task-specific needs of this tool. The layout of the panel is
defined by a keyword in the alignment sequence file, so the
SMEs can direct that a specific set of cameras in consistent
order is presented to the operator at the appropriate time.
For example, for NIF target alignment, the operator places
circular alignment aids on top and bottom views of the
LEH, as well as markers on the side views (Fig. 4).
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CONCLUSION
With the introduction of TAAT into NIF alignment operations, the tool has helped to streamline alignment operations and contributed toward the NIF facility efficiency
goals [5]. Compared with the previous manual alignment
approach, the tool saves 30 minutes per alignment sequence on average, and it reduces or eliminates a considerTable 1: TAAT Savings of Alignment Actions
Metric
Manual
TAAT
Savings
1413
763
46%
Number of
measurements
130
34
74%
Number of
moves
83
0
100%
Number of
data entries
26
0
100%
Number of
move choices
Future savings are expected from integrating TAAT with
the ATLAS laser tracker alignment system, which replaces
operator visual measurements with precise, automated operations.

Figure 4: Alignment aids placed on four video panels.
To address the important use case of measuring the target
LEH circle, TAAT provides a multi-segment zoom capability, where several panels are synchronously zoomed while
maintaining their individual center positions (Fig. 5).
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Figure 5: A multi-segment zoom.

Logging and Archive
Alignment SMEs have requested that for each alignment
operation all inputs, outputs and intermediate calculation
results be captured as they were presented to the operator
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insert at the appropriate place in the sequence. The data is
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Abstract
The Korea multi-purpose accelerator complex
(KOMAC) 100 MeV proton linac has been developed and
installed at the Gyeong-ju site [1]. The KOMAC consists
of low-energy components, including a 50 keV ion
source, a low-energy beam transport (LEBT), a 3 MeV
radio-frequency quadrupole (RFQ), and a 20 MeV drift
tube linac (DTL), as well as high-energy components,
including seven DTL tanks for the 100 MeV proton beam.
The KOMAC includes ten beam lines, five for 20 MeV
beams and five for 100 MeV beams. The KOMAC
utilizes a high power, heavy-ion linear accelerator to
support diverse beam service, including a radio-isotope
beam line and provides beams of 100 MeV with a beam
power > 100 kW [2]. Therefore, in the event of operating
failure, it is extremely important to shut off the beam to
prevent damage to accelerator components such as the
linac cavities and diagnostic equipment. The KOMAC
machine protection system (MPS) is required to protect
the high-performance accelerator components. The MPS
developed previously with an analog circuit interlock box
was upgraded to a digital interlock system [3]. We
designed the new MPS to be flexible enough to
accommodate both machine study and beam operations.
In case of a beam abort, the KOMAC MPS inhibits all
relevant devices to protect the accelerator components
against beam losses, thereby avoiding damage leading to
long maintenance times. In this paper, we present the
KOMAC machine protection architecture, technical
specification, and performance results of the new machine
protection system.

The maximum beam repetition rate is 120 Hz at 20
MeV, and 60 Hz at 100 MeV. The KOMAC has a plan for
increasing the beam power to 160 kW. The accelerator
components are protected from damage by a MPS that
shuts off the beam within one beam pulse during normal
120 Hz operation. The damage to sensitivity components
when operating an accelerator facility comes from beam
loss. The machine interlock system uses KOMAC-built
hardware with both commercial processor and field
programmable gate array (FPGA) chips. The system
comprises eleven local interlock nodes covering the 100m
machine from the injector to the 100 MeV beam dump.
The local interlock nodes are located each 30m in the
component gallery of the KOMAC facility, as shown in
Fig. 1.

MPS ARCHITECTURE

The local interlock nodes are connected to the main
interlock node in a star topology over a fiber connection.
The MPS is intended to detect failures of the accelerator
components. The components need to be controlled
according to beam conditions. An unstable beam can lead
to undesirable results such as damage to equipment and
long maintenance times.

The KOMAC linac and multi-beam lines were designed
to provide users with a proton beam under various beam
conditions. Representative specifications of the KOMAC
linac are maximum beam energy of 100 MeV, and peak
beam current of 20 mA, and the adjustable repetition rate
is up to 120 Hz, as described in Table 1.
Table 1: Specifications of the KOMAC Linac
Output Energy (MeV)
Max. Peak Beam Current
(mA)
Max. Beam Duty (%)
Avg. Beam Current (mA)
Pulse Length (ms)
Max. Repetition Rate (Hz)
Max. Avg. Beam Power (kW)

20
1 - 20

100
1~100

24
0.1~4.8
0.1~2
120
96

8
0.1~1.6
0.1~1.33
60
160

Figure 1: Network overview of the machine protection
system.

MPS IMPLEMENTATION
In order to protect the linac cavities and other
accelerator components from beam loss, a fast response
time by the interlock system is required. The required
global response time of the KOMAC MPS is from 20 to
50 μs for the high power linac that runs at the maximum
beam repetition rate of 120 Hz at 20 MeV and 60 Hz at
100 MeV with a pulse length of 0.1 to 2 ms. The
KOMAC MPS has been designed in three layers: local
interlock box (LIB), local interlock system (LIS), and
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main interlock system (MIS). The LIB is responsible for
converting analog to digital signals between local devices
and the LIS. The local device currently in use has diverse
interlock signal types for itself (e.g., analog, digital,
contact signals). The LIB is used to unify the various
interlock signal types. The signal transmission between
LIB and LIS has been designed to be resistant to external
noise at 24 V between isolation intervals, with galvanic
isolation of up to 4,000 V. The digital isolator is a digital
in/out and has a 100 Mbps transmission speed and 10 ns
propagation delay. The analog isolator is an analog in/out
and has a wide bandwidth of DC to >1 MHz, 5,000 Vrms
voltage isolation, and linear photoconductive output type.
The operating time of the D/O relay is 0.1 ms with 170 V
switching voltage and 0.5A switching current. The LIS
nodes are connected to the MIS using optical cable and a
timing system. The fiber optic connection between LIS
and MIS has a transmission speed of 50 MBd data rate
and transmission distance of 900 m.
The MPS software supports EPICS IOC which
communicates via EPICS channel access over Ethernet to
the control system [4]. The interlock system is based on a
Raspberry Pi processor that runs at 900 MHz and has 1
GB of RAM. The processor uses UART communication
and FPGA using the Asyn library [5]. Figure 2 shows a
schematic layout of the hardware architecture. The EPICS
IOC that is ported in Raspberry Pi is connected with the
KOMAC control system. The MPS sets individual device
interlocks based on the approved mode, and controls
changes to configurations using EPICS client tools. It is
possible to set enable or disable for interlock input and
output of each channel according to the machine
operating mode. It is also possible to set active low or
active high for interlock input and output levels.

Figure 2: Architecture of MPS hardware.

PERFORMANCE
The response time of the interlock system should be
adequate to prevent excessive radiation and component
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damage from any abnormal beam loss effectively. The
concept of the KOMAC MPS is that the LIS detects
component failures and passes this information to the
MIS. The MIS sends the interlock signal to another LIS.
The system performance has been measured with
loopback tests of the local interlock system and main
interlock system. The loopback test is used to measure the
response time when the interlock system detects
equipment failure, as shown in Fig. 3.

Figure 3: Schematic diagram for loopback test of LIS (ⓐ
Red line) and MIS (ⓑ Green line).
The FPGA detects an external signal, and counts the
signal for 400 ns to determine whether the interlock signal
is noise or not, and if not, approves an interlock signal.
The noise is generated in the optical receiver that uses an
optical bit pattern of active low and will be improved by
photodiode replacement. Since it is not easy to detect the
error moment of the bit pattern, we use filtering of 400 ns.
After 400 ns delay, the interlock signal is sent to LIS and
MIS. The response time of the loopback from LIS to LIB
was 25 µs, as shown in Fig. 4.

Figure 4: Response time of LIS loopback (Orange:
Interlock Input, Green: Interlock Output).
This result shows that the RF switch can be turned off
within 30 µs. This response time includes the RF
interlock box delay of 3 µs [6]. The loopback test
between LIS and MIS showed a response time of about
3.5 µs. During the loopback procedure, the LIS detects
TUMPA02

Functional Safety and Machine Protection

335

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

the interlock signal and transfers it to the MIS, and the
MIS sends it to the LIS, as shown in Fig. 5. Including the
LIS loopback time of 25 µs, the overall response time is
about 30 µs.
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during normal 120 Hz operation, and to improve the
reliability of the equipment used in the high-power beam
transport in the KOMAC facility.
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Figure 5: Response time of MIS loopback (Orange:
Interlock Input, Green: Interlock Output).

CONCLUSION
In order to protect the linac cavities and other
accelerator components from beam-related damage, a
rapid response machine protection system (MPS) is
required. The KOMAC MPS that was developed using an
analog circuit interlock box was limited from covering
increasing interlock signals and modifying the interlock
logic. These disadvantages have been much reduced with
an upgraded to a digital interlock system for more
efficient logic modification and interlock management.
By selecting hardware that supported our requirements for
the machine protection system, and making use of the
features available in the machine operation, we were able
to provide a powerful tool for protecting the equipment
from damage at the KOMAC facility. The MPS has been
shown to cut off the beam gates within one beam pulse
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THE IMPLEMENTATION OF
KSTAR FAST INTERLOCK SYSTEM USING C-RIO*
Myungkyu Kim†, Taehyun Tak, Jaesic Hong, NFRI, Deajeon, Korea
Abstract
In the tokamak using superconducting magnet that can
operate in long pulse with high temperature and density
plasma, the interlock system is becoming more and more
important to protect the device itself. Korean Superconducting Tokamak Advanced Research (KSTAR) achieved
high-confinement mode (H-mode) operation for 70 seconds in 2016. In this case, it is necessary to have precise
and fast operation protection device to protect Plasma Facing Component (PFC) from high energy and long pulse
plasma. The higher the energy of the plasma, the faster the
protection is required, and the protection logic should be
implemented to process the signals from the various devices as quickly as possible. To meet these requirements,
KSTAR implemented the Fast Interlock System (FIS) using NI’s Compact Reconfigurable Input Output (c-RIO).
The c-RIO is a device using FPGA (Field Programmable
Gate Array), its form is similar to PLC (Programmable
Logic Controller) and is easy to expand I/O. The implemented protection logic is performed in the FPGA, so input
and output can be processed quickly and much. The EPICS
IOC performs communication with peripheral devices
(PCS, CCS, SIS, heating devices) and operation of c-RIO.
In this paper, we describe the detail implementation of the
FIS in the actual KSTAR situation, as well as future plan.

INTRODUCTION
The fast interlock is an interlock that stops the heating
device to prevent components in the vessel from being
damaged during plasma discharge. Tokamak using superconducting magnets is capable of long pulse operation and
high temperature and density plasma confinement, so that
the function of the interlock system to protect the device is
becoming more important than the conventional tokamak.
KSTAR (High Superconducting Tokamak Advanced Research) achieved high-confinement mode (H-mode) operation for 70 seconds in 2016 [1]. In this case, KSTAR also
has an accurate and fast-acting protection device for protecting in-vessel components from high energy and long
pulse plasma. The higher the energy of the plasma, the
faster the protection device is needed, and the protection
logic must be realized using the signals from various related devices.

OVERVIEW OF KSTAR FAST
INTERLOCK SYSTEM
The final target of the KSTAR device [2] is 2MA for
plasma current and 300second for pulse length, and it is in
the process of reaching the target value through continuous
upgrade. The KSTAR team is constantly contemplating
how to protect equipment from high-energy and long pulse
plasma [3-5]. As results of these troubles, three versions of
fast interlock system have been constructed, tested and
supplemented. The core contents can be summarized as
follows [6]:
 1st Version, 2009
Central Control System (CCS) activates heating stop
from Plasma Control System (PCS) using RFM within
200 ms.
 2nd Version, 2012
Fast interlock interface activates heating stop from
plasma current (Ip) signal using Timing Synchronization
System (TSS).
 3rd Version, 2014
2nd Version plus
Plasma Facing Component (PFC) fault, NB armor fault,
CCS to PCS using RFM
Running the previous three versions of FIS, we needed
to migrate to CCS functionality that works on the existing
VME VxWorks. We also needed a new system that could
easily extend I/O, easily implement control logic, and flexibly accommodate various types of information. First, the
new system includes NI-Compact-RIO, which has an
FPGA as a main controller and supports various I/Os. It
also can be configured to process information with peripheral devices and communicate with compact-RIO in the
EPICS IOC Server. The NI compact-RIO is chosen as the
main processor with the following benefits.
 Fast response time, fast processing time.
 Proven device, platform, high reliability.
 Easily implement and modify logic using FPGA and
labview.
 Fast system development.
 Communication with EPICS using IRIO is possible.

___________________________________________
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Figure 1: Configuration of KSTAR fast interlock system.

Table 1: c-RIO Module Descriptions
Modules
NI 9159
NI 9402
NI 9401
NI 9426

Description
14-slot chassis, LX110 FPGA, MXIe
4-ch, 55 ns, DIO, BNC
8-ch, 100 ns, DIO, 25pin D-SUB

NI 9477

32-ch, 8 ㎲, DO, 37pin D-SUB
4-ch, 100 kS/s/ch, 16 bit AI, BNC

NI 9215

32-ch, 7 ㎲, DI, 37pin D-SUB

IMPLEMENTATION OF KSTAR FAST
INTERLOCK SYSTEM
Configuration
The NI 9159 is equipped with a Virtex-5 LX110 FPGA
in a 14 slot chassis and uses MXI-Express to communicate
with the host EPICS IOC using IRIO. We have installed 4
NI-9402, 2 NI-9401, 2 NI-9426, 2 NI-9477, and 2 NI-9215
in consideration of future expansion [7]. The description of
each module is shown in table 1. And Figure 1 shows the
configuration of KSTAR Fast Interlock System. The basic
concept is that compact-RIO which is a FIS main controller, processes the calculation based on the given information and directs the heating stop signal directly to each
heating device. More detail, the conditions for the heating
stop can be listed as follows.
 While T1 ON, Ip < Ipth
 While T2 ON, Ip > Ipth then Ip < Ipth
 PCS fault
 NBI armour over-temperature fault via EPICS
 PFC over-temperature fault via EPICS

No.
1
4
2
2
2
2

FPGA Programming Description
FPGA has the feature of perfect multi-tasking. Using
these characteristics, the control logic is divided into three
loops. Considering the processing speed of installed DI and
DO module, the operating clock of the control loop is set
as 100 kHz (time base as 10 µs).
The Ip protection loop generates a heating stop when Ip
is less than the threshold when the T1 (+ 210 ms to shot
stop) signal transmitted from the TSS is ON using the
plasma current (Ip) signal from the AI module (NI 9215).
When T2 (-14.9 sec to shot stop) is ON, and Ip is greater
than the threshold then it becomes smaller than threshold,
the heating stop is also generated. The counter loop counts
the occurrence time of the event starting from T2. As
shown in Figure 2, a counter to record the PCS heartbeat
abnormality occurring at 1 kHz cycle, a counter to record
when the PCS fault occurred, a counter to record the occurrence time of the previous heating stop, and a counter
to record the NBI armour fault are transmitted to EPICS
PVs such as auxAI4, auxAI5, auxAI6 and auxAI7. Finally,

TUMPA03
338

Functional Safety and Machine Protection

the heating stop and reset loop performs the function of delivering the previously generated heating stop signal to
each heating device and transmitting the fault using EPICS
PV that received from CCS to PCS. This loop also includes
the function of reset signal and function of selection
whether the heating stop is enable or disable for individual
heating device. The concept logic can be easily embedded
on FPGA using NI’s labview FPGA module. Advantages
of the FPGA programming using labview can be listed as
follows.
 Easy implementation using labview programming
rule.
 Good expandability by loop base programming.
 No need on clock calculation.
 Easy communication with EPICS using IRIO driver
[8].
 Easy FPGA logic debugging using labview host interface.

LabVIEW FPGA Code for the Counter Loop
In Figure 2, using LabVIEW FPGA, the counter loop
which showed in the Figure 3 displayed with concept diagram is shown. In this logic, when timing window T2 is
ON, the counter increase 1 by 10 µs cycle, and each counter works independently.
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Functional Operation Test
Figure 4 shows the result of the operation test for the
function of counting the PCS heartbeat error among the
mentioned counter loop. The test proceeds to the reset and
action process. By comparing the time between the ON
time of T2 recorded in EPICS PV and the time of occurrence of heartbeat error and the time recorded in the counter, it can be confirmed whether the function operates normally. Heartbeat (HBT) fault occurs when the same value
exceeds 200 times during 1 kHz HBT at 10 µs clock. Theoretically, the first detection is possible only after 2 ms. In
two trials, the detection time is approximately 2 ms, indicating that the function is working normally.

CONCLUSION AND FUTURE WORKS
The 4th version of the KSTAR Fast Interlock System was
installed hardware and software for 2017 operation. However, due to the early termination of the unexpected campaign, commissioning on actual equipment has to be delayed until 2018. Although not applied in the actual devices,
we conducted a test to verify FPGA function and confirmed
that it works with the intended function. The upgraded
FPGA programming is being prepared for more features
and considering various situations, and will be applied in
2018 operation. Also in the long term, Fast Interlock Server
will share information with PCS and RFM Gateway using
Synchronous Databus Network (SDN) of ITER.

Figure 2: LabVIEW FPGA code for the counter logic.
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Figure 3: FPGA logics for three independent loops.

Figure 2: Functional operation test result for the PCS heartbeat error counter.
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OPERATION STATUS OF J-PARC MR
MACHINE PROTECTION SYSTEM AND FUTURE PLAN
T. Kimura†, K. Sato, J-PARC-Center, KEK & JAEA, Tokami-mura, Ibaraki, Japan
Abstract

The J-PARC MR's Machine Protection System (MRMPS) was introduced from the start of beam operation in
2008. Since then, MR-MPS has contributed to the improvement of safety including stable operation of the
accelerator and the experiment facilities [1]. The present
MR-MPS needs to be reviewed from the aspects such as
increase of connected equipment, addition of power distribution building, flexible beam abort processing, module
uniqueness, service life etc. In this paper, we show the
performance of MR-MPS and show future consideration
of upgrade.

INTRODUCTION
J-PARC (Japan Proton Accelerator Research Complex)
is a high-intensity proton accelerator facility. It consists
of three accelerators: 400-MeV linear accelerator (LINAC), 3-GeV Rapid Cycling Synchrotron (RCS), and 30GeV Main Ring synchrotron (MR), and three experimental facilities: Material and Life Science Experimental
Facility (MLF), Neutrino Experimental Facility (NU), and
Hadron Experimental Facility (HD) [2-4].
The MR has two beam operation modes: a fast extraction (FX) mode for beam delivery to the NU, a slow extraction (SX) mode for beam delivery to the HD. The MR
operation cycle based a main magnet current pattern
shown in Figure 1. The MR-MPS ensures the safety of
accelerator and experimental facilities by stopping beam
operation and abandoning beam to abort dump when
accelerator components or experimental facilities components interlock signal occur.

Figure 2: Photo of MR-MPS unit.

PRESENT MR-MPS
The MR-MPS consists of 6 BLM-MPS units, 8 MRMPS units and 5 MR-MPS units in experimental facilities. The BLM-MPS unit monitors 254 channels Beam
Loss Monitor (BLM) signal of 3-50 Beam Transport line
(3-50BT) and MR. The MR-MPS unit monitors 134 kinds
of interlock signals of 3-50BT and MR components including BLM-MPS units in three power distribution
buildings (D1-D3). A photograph of the MR-MPS unit is
shown in Figure 2. The MR-MPS unit consist of 1 CPU
module, 10 input modules, 4 input/output modules and
1power supply module. The input module is 3 types: an
optical signal input module using ST connecter for main
bending and quadrupole magnets power supply’s interlock signal, a contact signal input module for interlock
signal of various MR component and TTL signal input
module for timing signal. The input/output module is an
optical transceiver module using SC connecter for communicating between MPS units. 2 MR-MPS units and 2
BLM-MPS units are installed in the Local Control Room
(LCR) of each power distribution building, 3 MR-MPS
units in NU and 2 MR-MPS units in HD. The MR-MPS
layout is shown in Figure 3. All MR-MPS signals are
consolidated in the dedicated MR-MPS units of the D3
power distribution building. They do a beam abort by
sending a signal to the kicker power supply and also stop

Figure 1: MR operation cycle of the two modes.
Figure 3: Layout of MR-MPS in J-PARC.
___________________________________________
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Figure 4: GUI of MR-MPS made by CSS.
the beam operation by communicating with the superior
J-PARC MPS. The MR-MPS signal is monitored on the
screen shown in Figure 4.

FANCTION OF MR-MPS
There are two functions of the MR-MPS: (1) a beam
operation stops function and (2) a beam abort function.
(1) there are two types of beam stop processes of MRMPS: All-stop signal and MR-inhibit signal. All-stop
signal stops beam operation of all accelerators in J-PARC.
MR-inhibit stops only beam operation in MR [5]. (2)
there are three types of beam abort processes: an abort
signal is sent a trigger signal to the FX Kicker at the
scheduled P4 timing, a SX-abort signal is sent stop instruction to the SX component in real time [6] and millisecond(msec)-abort is sent a trigger signal to the FX
Kicker in real time. The msec-abort signal will be introduced by 2018. These signals are set as to which to output
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Figure 6: Operation mode setting in MR-MPS.
Also, it is possible to mask the output of the MR-MPS
signal at an arbitrary timing. In MR-MPS, the operation
cycle of MR is divided into six of Ts-P0, P0-P1, P1-P2,
P2-P3, P3-P4, P4-Ts. These signal processes are set in the
CPU and processed using the FPGA. Figure 7 shows an
example of signal processing when some MR component
interlock signal occur. Firstly, the signal is masked if the
beam destination is not NU or abort. Secondly, if it is not
during beam injection or beam acceleration, the signal is
masked. Finally, if the above two conditions are satisfied,
the MR-MPS outputs a beam stop signal and a beam stop
signal. Since the signal processing is completed in 300

Figure 7: MR-MPS signal output logic.
nanoseconds and the signal transfer between the power
stations requires a maximum of about 3 microseconds, the
beam stop can be completed with 6 microseconds.

OPERATION STATUS OF MR-MPS
Figure 5: MR-MPS signal mask setting.
for each monitoring MR component. A screen of MRMPS signal setting is shown in Figure 5.
As mentioned above, MR switches between two operation modes. therefore, MR-MPS is set so that the monitoring target MR components are automatically switched in
the operation mode. There are four operation mode settings in MR-MPS: in the Abort mode, the signal is
masked if the beam destination is not a beam abort dump
in FX and SX operation, in HD mode, the signal is
masked if the beam destination is not a HD target, in NU
mode, the signal is masked if the beam destination is not a
NU target, and in continuance mode, the signal is masked
when one shot operation. Like the MR - MPS signal, it is
set for each MR component. A screen of MR-MPS monitoring setting is shown in Figure 6.

The MR-MPS started operation since 2008. It has contributed to the improvement of safety including stable
operation of the accelerator and the experiment facilities.
Up to now, one hardware trouble and three network troubles occurred while operating MR-MPS. Hardware trouble is that normal signal cannot be output due to aged
deterioration of power supply. However, since the MRMPS is a normally closed system, the beam operation was
immediately stopped and there was no problem in MR
safety. Trouble was solved soon by replacing the power
supply. All three are troubles that the state of MR - MPS
cannot be monitored by central control building due to
software bug. They have also been solved by software
debugging [7]. The present MR-MPS is very trouble-free
and excellent. This is because signal processing has been
simplified as much as possible.
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MR-MPS FUTURE PLAN
MR-MPS future plans to add additional functions,
noise suppression by improving the optical line in power
distribution buildings and to develop a new MR-MPS unit
in order to operate more smoothly.
Firstly, the additional function is about the visualization
of the occurrence order of MPS. When multiple MPS
occurred in a short time, we cannot immediately know the
occurrence order of MPS. It is because the MPS archive
data is recorded only every 0.1 seconds. However, the
MR-MPS cannot record the occurrence state at high speed
[8]. It can record data for about 24 seconds every about
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The final plan is the development of the new MR-MPS
unit. The MR-MPS unit update is necessary for 10 years
from operation start. On the present MR-MPS backplane,
four types of 8-channel MPS signals can be output, but
five types of outputs are already required. Therefore,
backplane redesign is necessary. The design of new MRMPS does not change much from the present one performing signal processing using FPGA. We are considering whether to use proprietary backplane or micro-TCA.
We will choose the backplane in 2017. We will test prototype produced in 2018. We plan to update to the new MRMPS unit in 2019.

CONCLUSION
We introduced the operation of present MR-MPS and
future plans. The MR-MPS in operation up to now has
very few troubles. It has also demonstrated sufficient
performance for safe and efficient beam operation of
accelerators and facilities. However, it was developed ten
years ago and needs to be updated. We are planning to
develop a new MR-MPS unit. We also aim to improve the
safety of accelerator and laboratory facilities.
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Figure 8: MR-MPS signal output logic.
1.5 microseconds. Unfortunately, its function is not synchronized with the MR operation cycle. In order to visualize the occurrence order of MPS, it is necessary to synchronize with the MR operation cycle using software.
Figure 8 shows the MPS occurrence order recording function. Its function displays the occurrence order and occurrence time.
The second plan is the conversion of interlock signal to
optical line for noise reduction. Currently, the interlock

Figure 9: MR-MPS layout future plan in P.S. bldg.
signal of most MR components is input to the MR-MPS
unit in the LCR with the contact signal. It is an inflow
source of noise into LCR, which may cause malfunction
of other control devices. As shown in Figure 9, after converting the contact signal into the optical signal in the
power distribution building, it is input to the MPS unit to
prevent noise inflow.
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OPC UA TO DOOCS BRIDGE: A TOOL FOR AUTOMATED INTEGRATION
OF INDUSTRIAL DEVICES INTO THE ACCELERATOR CONTROL
SYSTEMS AT FLASH AND EUROPEAN XFEL
F. Peters†, I. Hartl, C. Mohr, L. Winkelmann, DESY, Hamburg, Germany
Abstract
Integrating off-the-shelf industrial devices into an
accelerator control system often requires resourceconsuming and error-prone software development to
implement device-specific communication protocols.
With recent progress in standards for industrial controls,
more and more devices leverage the OPC UA machine-tomachine communication protocol to publish their
functionality via an embedded information model.
Here we present a generic DOOCS server, which uses a
device's published OPC UA information model for
automatic integration into the accelerator control systems
of the FLASH and European XFEL free-electron laser
facilities, thus reducing software development time and
errors.
We demonstrate that the server's and protocol's latency
allows DOOCS-based burst-to-burst feedback in the 10Hz
operation modes of FLASH and European XFEL and is
capable of handling more than 10⁴ data update events per
second, without degrading performance. We also report
on the successful integration of a commercial laser
amplifier, as well as our own PLC-based laser protection
system into DOOCS.

MOTIVATION
The DOOCS control system [1] of the FLASH and
European XFEL free-electron laser facilities extends to
thousands of individual sensor and actuator devices,
connected to hundreds of distributed computer nodes.
Many of these devices are off-the-shelf industrial
products and the majority of them feature a devicespecific communication protocol. Integrating them into
the control system requires implementing the custom
protocols and mapping the devices' functionality to the
DOOCS data model. This software development process
is both resource-consuming and error-prone.
The development of a general OPC UA to DOOCS
bridge software enables the immediate integration of OPC
UA devices into the control system, based on the device's
published OPC UA information model. Thus integration
effort and costs are minimized.

INTRODUCTION TO OPC UA
A result of recent progress in industrial controls is the
standardization of the OPC UA (Open Platform
Communications, Unified Architecture) protocol [2]. It
differs significantly from it's predecessors by it's ability to
not only transport machine data (such as control variables,
______________________________________________
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measurements and parameters) but also describe them
semantically in a machine-readable information model.
In the simplest case, the device-specific part of the OPC
UA information model consists of named Variables,
Objects and Methods, called nodes. The device-specific
root node is a defined object, fittingly named Objects.
• Objects contain any number of variables, methods
and/or other objects.
• Variables are either scalars or fixed-size arrays of a
fixed type (e.g. 32-bit integer, float, string)
• Methods have zero or more input arguments as well
as zero or more output arguments. The arguments are
named and typed, similar to variables.
The OPC UA protocol follows a server-client
communication model over TCP/IP. Clients can perform
synchronous requests to read and write node values, i.e.
get or set the value of a variable and call a method.
Additionally, clients can subscribe to nodes to be
asynchronously notified when a variable's value changes.

INTRODUCTION TO DOOCS
The DOOCS (Distributed Object-Oriented Control
System) data model constists of named and typed
properties. The type of a property can range from simple
scalar values such as bits or floating point numbers, over
arrays, up to arbitrarily complex data types, such as
camera images with metadata.
Properties are organized into locations, where one
location typically corresponds to one physical device.
Each location and it's properties can be identified by their
DOOCS addresses. Several locations can run alongside
each other in a server process on a specific computer
node.
The DOOCS protocol also follows the server-client
model over TCP/IP. Clients can read or write the values
of properties synchronously via “get” and “put” requests.
Alternatively, clients can subscribe to properties, to
receive asynchronous updates of the properties value via a
“server push” messaging mechanism.

MAPPING OPC UA TO DOOCS
Although there are considerable similarities between
the data and communication models of OPC UA and
DOOCS, some aspects are incompatible and impose
limitations to the bridging between the two protocols.
First, one DOOCS location connects to a single OPC
UA server and exports the objects, variables and methods
in a subset of it's data model as DOOCS properties. At the
same time it is possible that several DOOCS locations
connect to the same OPC UA server, mapping separate,
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overlapping or even the identical subsets of it's data
model.
Second, the components of the OPC UA data model are
“translated” to DOOCS properties as follows:

Variables
Each OPC UA variable is mapped to one DOOCS
property with an appropriate type (Table 1). The DOOCS
server subscribes to OPC UA data-change events for the
mapped variable to achieve fast update times. Property
value changes are published to the DOOCS system via the
publish-subscribe mechanism.
Table 1: Mapping of Types Between OPC UA and
DOOCS
OPC UA
Boolean,
Sbyte, Byte
Int16, Uin16
Int32, Uin32
Int64, Uin64
Float
Double
String,
LocalizedText

DOOCS Scalar

DOOCS Array

D_int

D_bytearray

D_int
D_int
D_int
D_float
D_double

D_shortarray
D_intarray
D_longarray
D_floatarray
D_doublearray

D_string

-

The DOOCS property's name is generated from it's path
in the OPC UA data model, prefixed with “OPCUA” to
distinguish the mapped properties from other properties
related to configuration or DOOCS server diagnostic.

Methods
DOOCS does not directly support the concept of a
method call with arbitrary arguments and return values.
Thus OPC UA methods are each mapped to several
DOOCS properties:
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• One DOOCS property for each of the method's input

arguments.

• One DOOCS property for each of the method's

output arguments. The type mappings for both inputand output arguments are the same as for variables
(Table 1).
• One “CALL” property of type D_int.
To call the OPC UA method, a client first sets the
DOOCS properties for the input arguments. To actually
execute the method, the value 1 is written to the “CALL”
property. The DOOCS properties for the output
arguments are then set to the values returned by the OPC
UA method call.
As a consequence, the mapped methods are not
“atomic”. If several DOOCS clients access a method's
argument properties, race conditions may occur.

Objects
Each child of an OPC UA object (i.e. another object,
variable or method) is mapped to DOOCS properties.
DOOCS does not support the concept of nesting and all
properties in a location exist in a flat structure. Thus the
object itself does not appear in DOOCS. Only it's name is
retained as a component of the address of properties
belonging to the object.

EVENT-BASED COMMUNICATION
BETWEEN OPC UA AND DOOCS
SERVERS
The communication between the OPC UA and DOOCS
Systems involve four distinct components (Fig. 1). The
components are typically physically distributed over the
facility's TCP/IP control network.
OPC UA Devices are the industrial devices to be
integrated into the control system. Often these are based
on programmable logic controllers (PLCs).
The OPC UA DOOCS Server is the software
component discussed here. It is written in C++, using the

Figure 1: Sequence Diagram of OPC UA to DOOCS communication.
TUMPA05
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standard DOOCS libraries as well as the open-source
FreeOpcUa library for OPC UA communication [3]. It's
only task is mapping the communication between the
OPC UA and DOOCS protocols. No device-specific logic
is programmed into this server. Note that this software
component is a DOOCS server, but an OPC UA client.
Application DOOCS Servers, also called middle-layer
servers, can optionally be used to perform device-specific
operations on the OPC UA device in an automatic or
semi-automatic fashion without direct operator input, e.g.
feedback controls or running state machines.
JDDD Control Panels (Java DOOCS Data Display)[4]
enable operators to perform control tasks.

Feedback Performance
Using the asynchronous update capabilities of both
OPC UA and DOOCS (DataChange event and Server
Push, Fig. 1) enables a low-latency operation of controls
and feedbacks in device-specific application servers,
limited mostly by the performance of the OPC UA device.
To measure feedback performance, we use a Beckhoff
[5] CX5140 PLC running an OPC UA server to read an
analog input signal. Through the asynchronous update
data path as described above, the signal is propagated to a
“Feedback” application server, doing nothing but
immediately writing the received value back to the OPC
UA DOOCS server and to an analog output signal in the
PLC. The rising-edge delay between the PLC's input- and
output signals is our performance metric (Fig. 2). We
observe that feedback latency depends linearly on PLC
cycle time. Cycle times up to about 20ms allow burst-toburst feedback in the 10Hz-operated FLASH and
European XFEL facilites.
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We observe constant performance up to more than 10⁴
DataChange events per second (100 variables, updated
every 10ms). With a larger number of update events, CPU
load becomes a limiting factor.
Table 2: OPC UA DOOCS Server Performance Under
Load
Number of
OPC UA
Variables
1
10
100
1000

Roundtrip-time
avg.
38ms
35ms
36ms
63ms

Server CPU
load

Network
load

3.5%
10%
17%
67%

530kB/s
2MB/s
13MB/s

Note that the use of individual 16-bit integer variables
is close to a worst-case in terms of protocol overhead. The
same number of updating variables could be transferred
more efficiently by using arrays.

INTEGRATION OF COMMERCIAL
DEVICES INTO DOOCS
The OPC UA DOOCS server is currently used for
integration of several PLC-based systems into the FLASH
and European XFEL control systems.
• A commercial laser amplifier is installed in the
XFEL backup photocathode-laser currently being
commissioned. The laser control system runs on a
Beckhoff PLC including an OPC UA server.
• Several Beckhoff PLCs are installed in the laser
systems at FLASH and European XFEL used for
controlling actuators in the laser- and beamlinesystems as well as for monitoring purposes such as
lab-temperatures and cooling water flow.
• For the upcoming FLASH2 pump-probe laser
system, a PLC-based laser protection system is
developed at DESY.
Integration of these devices into DOOCS was achieved
without programming work, requiring only configuration
of the servers' network connections and, where necessary,
the design of jDDD control panels.

CONCLUSION
Figure 2: Feedback performance of the OPC UA DOOCS
server. The dashed line at 100ms shows the repetition
period of the burst-mode operated FLASH and European
XFEL facilities.

Behaviour Under Load
To analyze the system under load, we measure the
behaviour of the OPC UA DOOCS server with a
feedback-setup similar to the one described previously. A
number of variables (16-bit integers) are set to random
values on a PLC running with 10ms cycle time. Again we
measure round-trip time of an analog input signal as our
performance metric. Additionaly we monitor server CPU
load and network load (Table 2).

The emergence of standards such as OPC UA in
industrial controls enable rapid integration of conforming
devices into existing control infrastructure. The
development of a single piece of software, bridging the
OPC UA protocol and DOOCS, makes the integration of
OPC UA-enabled devices into the control systems of the
FLASH and European XFEL free-electron laser facilities
easy, quick and inexpensive. Using a standardized
communication protocol increases system reliability as
well as availability of support in the form of litarature and
commercial services.
By choosing appropriate mappings between the data
models of the protocols, we achieve a well-performing
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and reliable, yet simple interplay between
heterogenous components of the control systems.

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUMPA05

the

REFERENCES
[1] G. Grygiel, O. Hensler, K. Rehlich, “DOOCS: A Distributed
Object-Oriented Control System on PC’s and Workstations”,
PCaPAC conference, 1996.
[2] The OPC Foundation, “OPC Unified Architecture”,
http://opcfoundation.org/opc-ua/

[3] FreeOpcUa library, http://freeopcua.github.io
[4] E. Sombrowski. A. Petrosyan, K. Rehlich, W. Schütte,
“jddd,
a state-of-the-art solution for control
panel development”, in Proc. ICALEPCS’11, Grenoble,
France, October 2011, paper THBHAUST04.
[5] Beckhoff Automation GmbH, http://beckhoff.com

TUMPA05
Integrating Diverse Systems

347

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUMPA06

RF HEAT LOAD COMPENSATION FOR THE EUROPEAN XFEL
M. R. Clausen, T. Boeckmann, J. Branlard, J. Eschke, O. Korth, J. Penning, B. Schoeneburg
Deutsches Elektronen Synchrotron DESY, Hamburg, Germany
Abstract

The European XFEL is a 3.4km long X-ray Free Electron Laser. The accelerating structure consists of 96 cryo
modules running at 1.3 GHz with 10 Hz repetition rate.
The injector adds two modules running at 1.3 and 3.9
GHz respectively. The cryo modules are operated at 2
Kelvin. Cold compressors (CCs) pump down the Helium
vapour to 30 mbar which corresponds to 2 Kelvin. Stable
conditions in the cryogenic system are mandatory for
successful accelerator operations. Pressure fluctuations at
2 K may cause detuning of cavities and could result in
unstable CC operations. The RF losses in the cavities may
be compensated by reducing the heater power in the liquid Helium baths of the nine cryogenic strings. This requires a stable readout of the current RF settings. The
detailed signals are read out from several severs in the
accelerator control system and then computed in the cryogenic control system for heater compensation. This paper will describe the commissioning on the cryogenic
control system, the communication between the control
systems involved and first results of machine operations
with the heat loss compensation in place.

THE XFEL CRYOGENIC SYSTEM
The cryogenic system for the European XFEL [1] consists of two cold-boxes with the associated warm compressors. One cold cox is enough for cryogenic operations
up to the desired operation point of 17.5 GeV in the linac.
The cold-boxes were refurbished from the former hadron
electron ring HERA. Both cold-boxes are connected by a
distribution box which feeds a transfer line into the XFEL
shaft. The four stage cold compressors are located in the
shaft followed by a valve box from where the Helium is
fed into the XFEL tunnel and the injector section.

COLD COMPRESSOR OPERATIONS
The cold compressor box is housing four cold compressors which are running in sequence. The pressure in the 2
Kelvin areas of the injector and the XFEL tunnel is
pumped down to 30 mbar which corresponds to 2 Kelvin.
The pressure rise from 28 mbar at the entry of the cold
compressor box (CB44) to 1 bar at its outlet is necessary
to feed the helium back into the cold-boxes of the cryo
plant. Cold compressors are necessary to improve the
total efficiency of the cryogenic process. There is one
limiting factor in cold compressor operations which is the
small operation range for the individual compressor stages. Small fluctuations on mass flow or temperature may
move the operation point closer to the surge line. This
could cause the compressors to trip and the whole system
to stop.

To avoid such a dramatic consequence the cold compressors have been equipped with a sophisticated bypass
line. This bypass together with the speed control of the
cold compressors helps to keep the mass flow changes
within certain margins.

RF OPERATIONS
The XFEL RF systems may be operated independently
of the cryogenic system as long as the impact on the cryogenic system is limited to minimal values. This approach
was used for commissioning the RF components at very
low load.
As soon as the heat dissipated due to the dynamic load
reached certain limits it will cause liquid helium in the
helium bath of the cryo modules to evaporate at higher
rates. This will cause the level to drop and the level control valve to open for more mass flow. These changes will
result in changes in both the forward direction (~3K @
1.5bar) and in the return flow (2K @ 30mbar)
In the end the total mass flow in the whole system will
be increased. This change must be compensated by the
control loops implemented in the cold compressor box. As
described this compensation may only occur within certain limits before the cold compressors will trip. This is
the first reason why a compensation of the dissipated heat
into the cryo system should be implemented.
The second reason to compensate the heat load is the
resulting pressure fluctuation in the 2 Kelvin regime of
the cryo modules. These fluctuations may cause a detuning of the superconducting cavities in the modules. This
would disturb RF and thus machine operations and must
be avoided. So there are two good reasons to compensate
the dynamic heat load into the cryogenic system.

HEAT LOAD COMPENSATION
Implementation
There are several ways to calculate the dissipated heat
load into the cryo system:
1. Calculating the dissipated heat from the initial
measurements of the individual cavities before theses got installed into the cryo modules.
2. Calculating the dissipated heat from the measurements of the individual modules (with eight cavities) before they got installed into the XFEL tunnel.
3. Calculating the dissipated heat from the measured
RF and the boundary parameters of the cryogenic
string.
The basic implementation in the XFEL case is version
three (3) where version two (2) is used to cross check the
results of three.
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Before we describe this kind of implementation we’ll
have to understand the existing cryogenic control implementation of a cryogenic string in the XFEL.
Cryogenic Controls for a Cryo Sting in the XFEL
A cryogenic string of the XFEL typically consists of
twelve cryo modules with eight cavities each. The superfluid helium is covering all of the cavities and ending in
two helium baths at both ends.
The basic control loop for such a cryo string is the level
control by the Joule-Thomson (JT) valve. Fig.2 (red circle) The valve is used to control the Helium level on the
opposite side ensuring that the level on both ends will
stay within the defined margins.
The heaters run at constant value. The value must be set
to be large enough to leave a minimum margin (e.g. 10%)
after reducing the value by the dynamically calculated
heat load compensation. Namely: Qconst- Qheat load dynamic
> 10% Fig. 1.

RF
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Heat Load Calculation from RF Parameters
To calculate the expected dissipated heat we have to
observe the following parameters:
 The power from each klystron which is spread
over two times two modules. Three sets of
modulator/ klystrons produce the RF power for
one cryo string. (P12 and P34)
 The number of cavities which are actually in
tune (ON) and thus have their share on the total
dissipated heat into the Helium. (LF = sum of
ON cavities/ 16)
 The repetition rate of the RF pulses (Rep) Fig.3.
 The form of the RF pulse itself Fig. 3.
The resulting formula is:
Q=(P12*LF12+P34*LF34)*Rep*(tfill*0,35+tflat+tdecay)*CF
Where CF is the experimentally determined so called
‘cryo factor’ to adjust the resulting value to the observed
heat load.

Heater

Figure 1: Heater power decreasing while RF power increases and thus dissipates the same amount of heat into
the LHe bath. The overall energy balance stays constant.
As RF operations improve and modules will be tuned to
run close to their limits the dynamic losses will rise.
Therefore the constant values must be adjusted accordingly before a new run starts.

Figure 3: Repetition rate and pulse form.
Figure 3 also describes the resulting integral of the RF
power during fill time and decay time and the expected
voltage curve.

Figure 2: A cryo string in the XFEL consists of of twelve cryo modules. The main control loop is configured to keep
the LHe level constant by setting the JT valve accordingly.
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Separation of Concern
The continuous controls like control loops and the heat
load calculation belong closely together. The runtime
requirements are different. While the continuous controls
have to fulfil the 24/7 operation requirement of the cryogenics the heat load compensation has to be flexible to
react on new / changing requirements or new experience.
We decided to separate the two functionalities from
each other Fig. 4. While the control loops run in the designated EPICS IOC with the direct connection to the I/O
through Profibus [2], the heat load calculation runs on a
virtual Linux host in a so called ‘soft’ IOC ( IOCs without
direct connection to hardware I/O are called ‘soft’ IOC.
They run the same EPICS IOC code software and process
EPICS records in the same manner as any other IOC)
The communication between the two systems is the
standard EPICS communication protocol called Channel
Access (CA). Special precautions have been implemented
to handle network interruptions.
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After this successful ‘spontaneous test’ the development of the heat load calculation went on.
Figure 5 also shows some instability in the 30 mbar
lines at 2 Kelvin. These are only partly caused by uncompensated RF operations.

Ongoing Developments
In the last months the algorithm was optimized. The information about detuned cavities had to be incorporated.
Also the precise calculation of the pulse form and the
resulting power had to be improved.
This process is ongoing and will continue to be optimized.

Network Communication
All RF data are supplied by front end controllers of the
machine control system [3]. Since the communication
with the XFEL machine controls is essential for XFEL
operations a dedicated fibre optical link has been established between the cryo- and the machine control systems.

ALTERNATIVE HEAT LOAD
CALCULATIONS

Figure 4: Soft IOC(left) for heat loss calculation and cryo
control IOC (right).

FIRST RESULTS
After thoroughly testing the initial implementation of
the heat load compensation the first version went into
operation in the evening of the 4th of April. At this day
the RF commissioning team wanted to run several RF
stations in parallel. This new operation scheme was possible with the heat load compensation in place Fig.5.

Method Two (2)
As mentioned before there are two alternative methods
to calculate the expected heat load. Method two (2) takes
into account how the RF is distributed into the cavity
couples of the four couples per module and this for the
two modules which are connected to one of the two RF
distribution arms from one klystron. A quadratic formula
will calculate the expected heat load at a given RF power.
As a result his method computes qualitatively good results. The absolute values still need to be adjusted.
Method One (1)
The calculation of the expected heat load based on the
individual measurements of the cavities still needs to be
fully implemented. It might also help to identify the so
called ‘soft quenches’ mentioned below.

OPEN POINTS
Recognition of so Called ‘Soft Quenches’

Figure 5: First run with heat load compensation switched
on. And first RF trip the next day.
In the morning of the next day a trip caused the RF to
be switched off instantaneously, an operation which did
not happen before. A trip at 10GeV could be compensated
without major level and pressure fluctuations.

RF operations of ‘normal’ cavities shows a clear signature. The Qload stays constant during the whole RF pulse.
If the RF reaches the maximum gradient such a cavity
will quench from the beginning of the pulse. This kind of
quench can be clearly identified by the LLRF controls.
The modulator will switch off the RF for just a few pulses
and normal RF operations will continue afterwards. In
such a case the cryo system will not even recognize the
quench and the dissipated heat is negligible.
If a cavity is operated just ‘at the edge’ of the maximum
gradient it will start quenching during the pulse. If the
cavity shows this kind of behaviour the RF power will
slowly but increasingly heat the Helium. The point when
this happens is difficult to detect. See the plots in Fig. 6
where cavity C5.M3.A14.L3 clearly shows a hard quench
at 16 MV/m. Between 13 and 16 MV/m the cavity can
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still be operated but the Qload degrades dramatically. Due
to the fact that the RF controls (for now) cannot detect
this critical operation mode it is possible that a cavity is
‘boiling’ Helium in a module for a long time.
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continue after a short interruption in the adjacent modules.

OUTLOOK
A heat load compensation has been successfully implemented in the XFEL cryogenic control system. Changes in the RF operations of the linac have a minimum impact of the cryogenic system. Especially the impact on the
operations of the cold compressors is negligible.
While the XFEL operations will move forward to higher energy we will have to continue our effort to improve
the heat load compensation.
The special case of so called ‘soft quenches’ must be
clearly identified. Special strategies must be implemented
to continue machine operations while ‘soft quenches’
occur. Once ‘soft quenches’ can be identified the RF in
these cavities must be reduced to get back to normal operating conditions.
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Figure 7: ‘Soft quench’ of just one cavity can cause major
problems in a cryo string.
Figure 7 shows a long lasting so called ‘soft quench’.
RF heat loss compensation was turned on. It could only
compensate for the heat losses during normal operations.
The RF power was too high for at least one cavity. Even
stepwise reducing the RF did not cure the situation. The
Helium level did not recover to normal. In the end the RF
had to be switched off from the cryo module. Cryo operations recovered after about two hours from this incident.
Even though the situation looks dramatically – we were
still in safe mode. If the LHe level had gone below a certain safety margin, the RF would have been switched off
automatically.
On the other hand it demonstrates the impact of ‘soft
quenches’ on the cryo system. The dissipated heat in such
a case can easily reach a factor of 100 above normal. The
cryo system actually needs a long time to recover to the
previous stable conditions while RF operations could
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ADVANCES IN AUTOMATIC PERFORMANCE OPTIMIZATION AT
FERMI
G. Gaio†, M. Lonza, Elettra-Sincrotrone Trieste S.C.p.A., Trieste, Italy
N. Bruchon, L. Saule, University of Trieste , Trieste
Abstract
Despite the large number of feedback loops running
simultaneously at the FERMI Free Electron Laser (FEL),
they are not sufficient to maintain the optimal working
point in the long term, in particular when the machine is
tuned in such a way to be more sensitive to drifts of the
critical parameters. In order to guarantee the best machine
performance, a novel software application which minimizes the shot-to-shot correlation between these critical
parameters and the FEL radiation has been implemented.
This application, which keeps transversally and longitudinally aligned the seed laser and the electron beam, contrary to many algorithms that inject noise in the system to be
optimized, run transparently during the experiment beam
times. In this paper we describe the status of the FERMI
optimizers and present a newly developed method to
calculate a FEL quality factor starting from the images
provided by a photon energy spectrometer which tries to
mimic the evaluation of machine physicists, as well as the
first results obtained using two model-less algorithms to
optimize the FEL performance through maximization of
the quality factor.

The origin of longitudinal drifts is more difficult to ascribe to a particular system. The extreme sensitivity of the
laser systems to temperature variations, which can affect
the timing of the systems, small changes in the distribution of electron charge and energy in the bunches or drifts
of the time of flight from the gun to the first bunch compressor are probably the main causes.

INTRODUCTION
In a seeded FEL [1], the transverse (horizontal and vertical) and longitudinal (temporal) alignment between the
electron bunches and the UV seed laser pulses is fundamental for the quality of the produced FEL photon beam
in terms of intensity, pulse energy stability and spectral
purity. In order to guarantee the alignment stability, a
number of beam-based feedback loops [2] have been
deployed over the years and very good results have been
obtained in stabilizing the transverse coincidence between
electrons and seed laser, which is now in the order of 10
uµrms. Moreover, continuous advances in the LLRF system of the linac RF plants and in the locking systems of
the photo injector and seed lasers, have reduced the average fluctuations of the arrival time between electrons and
the seed laser down to 150 fs in a time period of a few
hours.
However, the FEL performance in the long term is still
affected by a slow decay of the FEL intensity and a consequent increase of the shot-to-shot jitter (e.g., Fig. 1).
This is mainly due to a loss of longitudinal and transverse
superposition between the electron bunch and the seed
laser pulse.
The main cause of the transverse drift is the seed laser
pointing which is not completely controllable due to the
technical difficulty to place diagnostics inside the undulators.
___________________________________________

† giulio.gaio@elettra.eu

Figure 1: Typical decay of the FEL intensity and increase
of the jitter in a time span of 11 hours. The jitter was
reduced at the 5th hour by a manual re-optimization of the
delay between the seed laser pulses and the electron
bunches. The intensity could not be fully recovered because of an ongoing transverse misalignment of the two
beams.
A more predictable case in which both the transverse
and longitudinal alignment could be perturbed is when the
seed laser wavelength (and consequently the FEL wavelength) is intentionally changed by the operators on request by the beamlines. The delay introduced by the Optical Parametric Amplifier (OPA) changes with the laser
wavelength and a feed-forward loop implemented to
compensate for this variation is not able to completely
suppress the residual error. Moreover, by changing the
wavelength, the pointing of the seed laser can be disturbed by a variation of shape and intensity of the laser
spot measured on the CCD cameras, which affects the
calculation of the centroids and induces the pointing
feedback to an improper correction.
Before the deployment of correlation-based optimizers,
no preventive actions were taken during the experiments
to recover the machine performance and a re-optimization
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was normally carried out by the operators only on request
by the beamline scientists. The procedure to recover the
machine performance in most of the cases is well established. First the operators use a delay line to adjust the
arrival time between the seed laser pulses and the electron
bunches, then they run an automatic software procedure
which restores the transverse overlapping of the laser and
the electron beams [3].

CORRELATION MINIMIZER
When the intensity of the FEL is unstable, it is usual to
search for machine variables having the same behaviour.
Since a seeded FEL is sensitive to a plethora of variables,
the real causes of the FEL instabilities are difficult to
identify. This is particularly true when the machine is not
optimally tuned and the dependency on parameters usually not critical is higher. In this case the real causes of FEL
instabilities could be masked or mixed with each other.
This occurs, for example, when the dispersion of the electron beam is not optimized or when RF plants are working far from the crest. In both cases the electron trajectory
is strongly affected by the energy jitter of the linac. In this
condition, if the resonance energy of the undulators is not
perfectly matched with the electron energy, the electron
trajectory instability is well correlated with the FEL intensity suggesting wrongly a non-optimal alignment of the
electrons in the undulators. For this reason the concept of
correlation, even if powerful, has to be taken with particular care and the variables used for the optimization should
be selected case by case.
There are many correlation indexes used to measure the
dependency between two variables. The most popular is
the Pearson correlation coefficient [4] which measures the
linear correlation.
After a machine optimization, most of the critical variables used to maximize the FEL performance have low
correlation with it because we assume to be on a maximum of the non-linear relationship between the variables
and the FEL parameter to optimize. The goal is to keep
this correlation low in time. To accomplish this task a new
software application called “correlation minimizer” has
been developed and is currently used to keep transversally
and longitudinally aligned the electron and the seed laser
beams.

Software Application
The main goal of this application is not to maximize the
performance of the FEL by exploring the variables space
following a defined strategy [5, 6], but to slightly adjust
these variables in order to maintain the machine in a good
working point previously found. For doing that we exploit
the natural jitter of the variables by analysing their shotto-shot correlation with the FEL output. In this way we
don’t introduce any perturbation that could disrupt the
experiments.
In this application three variables have to be defined:
 Target: the objective function to maximize, which is
usually the FEL energy or a combination of FEL parameters.
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 Sensor: the variable whose correlation with the target has to be minimized.
 Actuator: the variable used to change the sensor
value.
The correlation minimizer acquires synchronously the
last N shots-to-shot values of sensor and target, calculates
the correlation coefficient and moves the actuator in the
direction to increase the target. In the case of positive
correlation (an increase of the sensor corresponds to an
increase of the target) the actuator is moved to increase
the sensor value and the opposite if the correlation is
negative. The goal of this procedure is to approach the
maximum of the target and consequently reduce, and
eventually keep, the correlation to zero.
Figure 2 shows the graphical panel used to control the
correlation minimizer.

Figure 2: Graphical interface of the correlation minimizer.
The spots on the right represent the relationship between
the target (vertical axis) and the sensor (horizontal axis).
The spots are big for the most recent samples and get
smaller as the samples become older. In the example of
the figure the correlation is almost linear and the correlation index is -0.587.
Although the usage of the Pearson coefficient naturally
drives the correlation minimizer in such a way to maximize the target, in some experiments the FEL energy stability is more important than its absolute value. In this case
we adopt an alternative index described below, which
takes into account also the energy jitter.
Similarly to the method based on correlation, N shot-toshot samples are acquired from both sensor and target.
The couples (ti,si) are sorted by the sensor values. Then
the sorted couples are divided into two groups: the first
group A containing N/2 couples (tsi,ssi)i=1..N/2 with the
highest sensor values and another group B containing the
rest N/2 couples (tsi,ssi)i=N/2+1..N.
For each of the groups an index is calculated as:
TUMPA07
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T=
where avg is the average function and std the is standard deviation.
If T(A) > T(B) then the actuator is changed so to increase the sensor value, otherwise the actuator is moved
in the opposite direction.
The exponent “X” can be used to tune the optimization
strategy between “maximum search” (X = 0) or “balanced
search” (X > 0, usually = 1) that takes into account the
target noise magnitude.

LONGITUDINAL OPTIMIZATION
In order to search the longitudinal position of the seed
laser pulse inside the electron bunch that gives the highest
FEL energy, the laser can be moved along the electron
bunch by means of a mechanical delay line. When the
seed laser pulse overlaps the head of the electron bunch,
the correlation between the electron arrival time and the
FEL energy is positive. In fact an increase of the arrival
time moves the bunch ahead, thus moving the seed laser
into the core of the electron bunch with the effect of an
increase in FEL energy. The opposite effect (negative
correlation) happens when the seed is on the tail of the
bunch. It is therefore obvious that if we want to maximize
the FEL energy we have to move the delay line accordingly to the sign of the correlation between electron bunch
arrival time and the FEL energy.
In the longitudinal alignment optimization, the configuration of the correlation minimizer is:
 Target: FEL energy measured by a gas ionization
monitor or by a photon energy spectrometer.
 Sensor: bunch arrival time measured after the first
bunch compressor or in front the undulators.
 Actuator: mechanical delay line used to align longitudinally the seed laser with the electron beam.
The number of samples N and the step size depends on
how fast is the instability of the FEL. Typically N varies
from a minimum of 100 to a maximum of 500, while the
step is usually between 5 and 20 fs. The correction period
is in the range 1.5-3 s.
In general the correlation minimizer automatically
brings the seed laser pulse close the head of the electron
bunch because of a peak in charge density. In this region
the FEL has the maximum intensity but also more jitter in
energy, spectral purity and wavelength. In this case it can
be appropriate to adopt the alternative correlation index
with X=1 (balanced search). Figure 3 is an example of
automatic optimization.

Figure 3: Example of automatic optimization of the delay
between the seed laser pulse and the electron bunch using
the correlation minimizer acting on the delay line. After
reaching the maximum the minimizer is turned off. At
580 s the minimizer is switched on again in “balanced
search” mode which decreased the FEL energy rms from
16% to 10%.

TRANSVERSE OPTIMIZATION
At FERMI, an automatic tool assists the operator in
aligning transversally the seed laser with the electrons.
However, it can be run only in agreement with the beamlines scientists because it produces perturbations that can
disturb the experiments.
In order to maintain a good transverse overlap with the
electron bunch during the experiments, four correlation
minimizers are applied simultaneously to optimize separately the four set points (horizontal and vertical position
on two CCD cameras) of the seed laser pointing feedback.
The correlation minimizer configuration is the following:
 Target: FEL energy measured by a gas ionization
monitor.
 Sensor: vertical and horizontal position of the seed
laser spot on two CCD cameras.
 Actuator: set points of the seed laser pointing feedback.
An example of optimization is reported in Figure 4.
If the seed laser beam is too stable to allow measuring
the correlation, the gain of the laser pointing feedback is
slightly increased, which produces a fast low-amplitude
noise which is ideal for the shot-to-shot correlation measurements. Typically the number of samples acquired for
correlation calculation is between 300 and 600, the step is
in the range 5 to 10 m, the correction period is 2 s.
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In this case the optimization of the laser pointing has
been limited only to the second CCD camera because it is
the most correlated with the FEL. The sharp steps of the
FEL energy (red line) are due to changes of the photon
filters made by the beamline scientists. At hour 12 the
spot of the laser was vertically re-aligned (purple line)
because it was going out of the camera field of view. At
hour 41 the correlation minimizers were switched off
producing a decay of the intensity (red line), then recovered by switching on again the optimizer.
During this 48-hour period the minimizer was able to
change autonomously the set point of the seed laser pointing feedback by a total of 2 mm and to effectively keep
the FEL energy and jitter at optimum values.

FEL QUALITY FACTOR
Figure 4: Automatic optimization based on four correlation minimizers working on the set points of the seed
laser pointing feedback.

LONG TERM PERFORMANCE
In single-stage single-color FEL mode [7, 8] the usage
of the correlation minimizers during user experiments is
well established and contributes effectively to obtain and
maintain a FEL with good quality.
Figure 5 shows the FEL performance in a period of 48
hours with the transverse alignment optimizer active.

Figure 5: Performance of the FEL in a period of 48 hours
with automatic optimization of the seed laser pointing.
The third and fourth plots are the values of the sensors
used for the optimization.

In the process of machine optimization carried out by
FEL experts or operators during the machine setup, the
quality of the photon beam energy spectrum is often taken
as a reference. In fact, high intensity and low shot-to-shot
jitter are not the only good characteristics of a seeded
FEL; also a single line spectrum with narrow bandwidth
and good wavelength stability plays a fundamental role in
most of the experiments. For this reason some effort has
been dedicated to develop an algorithm to automatically
analyse the spectrum and use its overall quality as the
objective function in an automatic optimization procedure. The FERMI high resolution photon energy spectrometer has been used for this purpose [9].
The FEL Quality Factor (FELQFactor) is an index
which summarizes in a number the most important features of the spectrum. The idea was to develop an algorithm capable of evaluating the spectrum image as an
expert does. The FELQFactor has been used in some
preliminary machine optimization tests in which the dispersive section and the delay between the seed laser and
the electrons had to be optimized. Two optimization algorithms have been used: Descent Gradient and Extremum
Seeking [10]. Figure 6 shows an example of the results;
the image on the left represents the initial spectrum, while
the spectrum after optimization is depicted on the right.

Figure 6: FEL spectrum before (left) and after (right)
optimization based on the FELQFactor index. The horizontal axis in the images is the photon energy, while the
vertical axis represents the vertical photon beam distribution.
Due to the complex data processing required, at present
the FELQFactor cannot be calculated at the machine
repetition rate of 50 Hz, which is mandatory for the correTUMPA07
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lation-based optimization tools. A basic simplified version
of the algorithm able to work shot-by-shot has been successfully tested with a correlation minimizer, encouraging
us to proceed with the development of a faster FELQFactor implementation.
Currently the main operational problem is that the spectrometer is a shared resource used both for machine optimization (e.g. correlation minimizers) and experimental
data normalization, each of them requiring different spectrometer settings most of the time.

CONCLUSION
At FERMI research in the field of automatic optimization is in progress. In the last two years, several software
tools have been successfully developed to keep automatically the FEL in a good shape during user experiments by
acting continuously and transparently on the longitudinal
and transverse alignment of the seed laser with the electron beam. They are routinely used during FEL operations, although further work and additional operating
experience are necessary in order to develop robust and
reliable tools to be used also in non-standard FEL configurations [7, 8]. With this regard, a novel algorithm has
been recently developed to provide automatic human-like
evaluations of the FEL energy spectrum quality. The first
tests are promising and encourage us to proceed investing
further effort in this direction.
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THE AUTOMATIC QUENCH ANALYSIS SOFTWARE FOR THE HIGH
LUMINOSITY LHC MAGNETS EVALUATION AT CERN
M.F. Gomez de la Cruz, H. Bajas, M. Bajko, J.V. Lorenzo Gomez, F.J. Mangiarotti, H. Reymond,
A. Rijllart, G. Willering, CERN, Geneva, Switzerland
Abstract
The superconducting magnet test facility at CERN,
(SM18), has been using the Automatic Quench Analysis
(AQA) software to analyse the quench data during the
Large Hadron Collider (LHC) magnet test campaign. This
application was developed using LabVIEWTM in the early
2000’s by the Measurement Test and Analysis section
(MTA) at CERN. During the last few years, the SM18 has
been upgraded for the High Luminosity LHC (HL-LHC)
magnet prototypes. These HL-LHC magnets demand a
high flexibility of the software. The new requirements
were that the analysis algorithms should be open, allowing contributions from engineers and physicists with basic
programming knowledge, execute automatically a large
number of tests, generate reports and be maintainable by
the MTA team. The paper contains the description, present status and future evolutions of the new AQA software
that replaces the LabVIEWTM application.

INTRODUCTION
The superconducting magnet test facility at CERN,
known as SM18, has been using the Automatic Quench
Analysis (AQA) software to analyse the quench during
the Large Hadron Collider (LHC) magnet test campaign
[1]. Nowadays, the magnet test facility is being upgraded
to test the High Luminosity LHC (HL-LHC) [2] magnet
prototypes and AQA is not anymore compatible and not
flexible enough for the multitude of future HL-LHC magnets.
This paper will describe the requirements, design and
special features for the new AQA.

SOFTWARE REQUIREMENTS
The superconducting magnets of the LHC have been
tested at the SM18 facility [3], and the results of the tests
were analysed with the AQA tool. AQA is in turn integrated in another program known as Viewer, both developed in LabVIEWTM and available in the SM18 control
system. The Viewer was specially designed to interpret
and display the measurements from the collection of tailored binary files (for data) and ASCII files (for metadata)
generated during the tests by the acquisition systems.
Both tools were adapted specifically for the series of LHC
magnet measurements, which now dates back to the early
2000’s.
For the HL-LHC magnet prototypes tests [4] an upgrade of the SM18 analysis framework was required to
ensure the flexibility in the analysis algorithms [5].
In the actual SM18 test facility, the upgraded data acquisition (DAQ) systems now produce TDMS (Technical

Data Management Streaming) files, which are not compatible with the previous generation analysis tools.
A new tool has been developed, which also satisfies the
main requirements covered by the previous tool:
 Automatic detection of the quench location and energy released by the quench.
 Analysis of quench heater signals.
 Computation of the electric current derivative and
identification of the functions that fit the electric current profile.
 Analysis of the magnet superconducting coil voltage
signals.
The additional requirements that provides the new
software are:
 Flexibility to accept different magnet types
 Compatibility with the new TDMS file format adopted in the SM18.
 Arrangement of the signals in the TDMS file to help
the users to navigate through the data
 Concatenation of the magnet signals acquired by the
DAQ system at high and medium frequencies before
analysing.
 Ability to pre-select the coils, signals and parameters
to analyse: inductive and resistive voltage, resistivity
and its derivative, temperature, resistance and inductance, and energy.
 Automatic detection of the quench location and ability to allow the user to verify this location and manually modify it by his criteria.
The results must be saved as a TDMS file, but the tool
should also be able to create a PDF report that summarizes and clearly displays the results of the analysis.
The new tool should give the possibility to the mechanical engineers, not expert programmers, to implement
custom analysis algorithms in a user friendly language.

Implementation
National Instruments (NI) DIAdem® was introduced,
in 2013, into the SM18 software framework to visualize
and analyse existing data that had been previously converted to TDMS [6]. This first step of renovation was
aiming to replace the legacy viewer, by using a commercial application and developing a converter for the binary
files. A second step related to the new DAQ, gave the
possibility to get directly the output files into TDMS [7].
As the NI DIAdem® environment offered the possibility of creating Visual Basic Script (VBScript) code, the
new AQA tool could be developed in this language, which
is also a standard language of the SM18 mechanical engineers.
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The AQA tool should be accessible from any of the operational Linux consoles of the SM18 control rooms,
where the acquisition application runs. As NI DIAdem®
can only run under Windows, the notion of virtualisation
was introduced.
The CERN OpenStack deployment service was used to
build and associate a Windows Virtual Machine (VM) to
each Linux console, running the analysis application. The
VM has NI DIAdem® installed, from where the analysis
tool has to be launched. This action opens the main dialog
to select the configuration.
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detected as an event in the GUI that triggers the execution
of the dedicated function written in VBScript [8].

SOFTWARE ARCHITECTURE
The architecture that suits this kind of analysis software
is “pipe and filter”. Based on the concept where each
component or module needs a data input to either modify,
operate or filter the data. The generated output feeds the
next component. [8]
The diagram shown in the Fig. 1 quickly summarizes
the modules, components and the interactions between
them. AQA runs within NI DIAdem® and communicates
with the Network File System (NFS) server where the
configuration and test files to analyse are located. Intermediate, final and report files are stored in the same location.

The AQA Graphical User Interface
When opened, the Graphical User Interface or GUI
(Fig. 2) uses a configuration file with the settings present
the last time the application was launched. This is very
helpful for the operators in an extensive test campaign,
when the DAQ system is constantly producing new files
and the operator needs to analyse them as soon as they are
produced, all of them under the same conditions. Additionally, AQA requires the name of the user that performs
a magnet test analysis. It can be selected from a pulldown menu that already contains the list of all SM18
users predefined in a file.
After the user selects the settings and different analysis
options, the pre-analysis module starts.
For the GUI design, the software architecture that better
fits is the event-driven-programming. Each user action is

Figure 2: Example of AQA GUI dialog (Time Range tab).

The Pre-Analysis
The purpose of the pre-analysis intermediate module is
to prepare the data for the analysis.
The DAQ system produces High (HF), Medium (MF)
and Low (LF) Frequency data from the magnet tests. HF typically 200 kHz for 1 second - and MF - typically 5 kHz
for 10 seconds - data are analysed through the AQA tool,
which allows the concatenation of HF and MF signals.
The users define the time interval around the quench to
analyse (Fig. 2), reducing the amount of data to be processed. The GUI allows selecting different intervals for
HF and MF, merging them automatically. After this merge
is done, an intermediate file is generated, saving upload
and analysis time when the test file is re-used for further
analysis.
The signals are then grouped in the Data Portal (window to view the internal NI DIAdem® data store [7])
according to its signal type (current, trigger, coil voltage,
quench heater …). One of the DAQ system features is
that the operators can select the type of signal and this is
stored as the ‘Analysis’ TDMS property. When this property is present, then the categorization of the signals into
groups in the TDMS file is simply done using this information.

Figure 1: The software components, modules and their interactions.
TUMPA08
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The SM18 has standards for naming the signals. When
‘Analysis’ TDMS property is not defined, then it can be
done using signal name pattern recognition. A configuration file contains the instructions to organise the signals
by this method. For example, all quench heater voltage
signal names must start by U(Y or V QH, the configuration file specifies that these signals have to be sorted into
the quench heater TDMS group.
This pre-analysis module is also in charge of loading
the specific parameters to analyse the corresponding type
of magnet and the quench heater limits. A data plugin for
each file is responsible for loading an MS Excel® data
sheet into the data portal. The raw data are now ready in
the Data Portal for being analysed.
The left flow chart in Fig. 3 describes the pre-analysis
module.
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Other steps are executed on demand depending on the
operator request and they concern mainly the coil voltage
signals. In this process, the user interaction is normally
required to select the channels and type of analysis to
perform (Fig. 4). The user can select a predefined mode to
avoid any interaction at this level, allowing fully automatic analysis.

Figure 4: Interface to select the channels and indirect
measurements.
To increase the flexibility, the software has been designed to automatically detect the magnet type and automatically load the corresponding configuration, each per
magnet type. If a new magnet type arrives to the facility,
then a new configuration file must be created following
the documentation and template. The GUI contains an
advanced settings tab reserved for the mechanical engineers to modify a set of these computational parameters to
adjust the analysis.
Moreover, the user interaction might be required, depending on the user settings, to verify and correct the
quench location. In this case, the user can use a graph
display to verify it and modify if necessary to re-calculate
the dissipated energy.
Finally, the results are saved in a TDMS file which can
be used for future revisions.
The right flow chart in Fig. 3 shows the diagram that
describes the analysis module.

Reporting

Figure 3: Simplified Pre-Analysis and Analysis activity
diagrams.

The Analysis Module
The Analysis module consists of two blocks. Some
analysis steps are always executed, like the quench detection or the quench heater analysis to get the quench heater
resistance, temperature and energy.

The last component is in charge of automatically loading the report templates, fill the graphs, texts, values and
tables with the results of the quench analysis. The user
can navigate through the different reporting tabs to examine the results (Fig. 5 shows the tab dedicated to the
quench heater analysis results). The report is also saved as
a PDF for future references. It has been proven in an early
release that, for multiple tests on the same magnet, it is
very useful to generate image reports to easily compare
results between them.
It is possible to generate, based on the user selection,
either basic or full reporting. The basic report gives only
the general magnet test status, while the full report provides extensive details on all the magnet components.
TUMPA08
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With full reports, the engineers can easily follow the
magnet tests comparing graphs of the most relevant information like energy and quench location.

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUMPA08

[4] G. P. Willering, “Cold Powering Performance of the First 2
m Nb3Sn DS11T Twin-Aperture Model Magnet at CERN”,
in IEEE Trans. on Appl. Supercond., vol. 27, no 4, Jun.
2017
[5] M. F. Gomez de la Cruz et al., “New Analysis Framework
Software for the CERN Superconducting Magnet Test Facility”, in IEEE Trans. on Appl. Supercond., vol. 26, no. 4,
Jun. 2016.
[6] H. Reymond et al., “Unifying data diversity and conversion
to common engineering analysis tools”, in International
Conf. Accelerator & Large Experimental Physics Control
Systems, San Francisco, CA, 2013.
[7] National Instruments, http://www.ni.org
[8] A. Balachandran Pillai, Software Architecture with Python,
Packt Publishing, April 2017.

Figure 5: Example of quench heater signals summary
report.

CONCLUSIONS
The upgrade of the SM18 superconducting magnet test
facility for the HL-LHC magnets has created the need to
design a new Automatic Quench Analysis (AQA) tool.
This new tool developed in a user friendly language,
VBScript, permits to analyse series of magnet tests in an
automatic or semi-automatic way. High and medium
frequency signals are merged to provide more information
around the quench event. The analysis settings can easily
be tuned by the mechanical engineers by editing the configuration files. The resulting data is arranged by grouping the results according to the signal category.
The new AQA has been the result of the collaboration
of two teams, one providing the mechanical engineering
expertise and the other the programming and software
development competences.
Thanks to the new flexibility and modularity of the
tool, as well as the documentation and guidelines for the
VBScripts, it is now easier to expand the functionalities
or modify existing analysis modules when new conditions
are requested. The fact that these adaptations can now be
done directly by the mechanical engineers, speeds-up the
development cycle. This will also ensure the maintainability of the analysis over the lifetime of the HL-LHC magnets.
In the future, we will send the generated results to a database to improve the magnet traceability and the quality
assurance. For this we are currently identifying the list of
the pertinent results to store, and we are designing a SQL
database.
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RESEARCH ON FAULT DIAGNOSIS OF POWER SUPPLY CONTROL
SYSTEM ON BEPCII*
Di Wang†, Jia Liu, Xiao.Li Wang, Institute of High Energy Physics, Chinese Academy of
Sciences, Beijing, China
Abstract

The reliable and stable operation of the accelerator is
the premise and foundation of physics experiments. For
example, in the BEPCII, the fault of the magnet power
supply front-end electronics devices may cause accelerator energy instability and even lead to beam loss. Therefore, it is very necessary to diagnose and locate the device
fault accurately and rapidly, that will induce the high cost
of the accelerator operation. Faults diagnosis can not only
improve the safety and reliability of the equipment, but
also effectively reduce the equipment's cycle costing. The
multi-signal flow model [1] proposed by Pattipati K.R is
considered as the preferred method of industrial equipment faults detection. However, there are still some problems about fault probability conflict in the processing of
correlation matrix diagnosis due to the hierarchical nature
of multi-signal flow modelling. Thus we develop the fault
diagnosis strategy based on the important prior
knowledge of the fault. This method is applied to the
front-end electronic devices of BEPCII magnet power
supply control system and improves the fault diagnosis
and analysis ability of magnet power supply control system.

MULTI - SIGNAL FLOW GRAPH
METHOD
The basic principle of magnet power supply front-end
electronics system modelling is based on the idea of multiple signal flow dependencies. Multi-signal flow graph
model is a hierarchical model you can directly see the
impact of a fault mode of transmission to other modules.
The multi-signal flow graph model does not need to establish the exact quantitative relationship of the system. It
only needs to determine the important functional attributes of the system. Since the multi-signal flow graph
model covers multiple information flow models, the model is closer to the physical structure of the system. In
addition, the signals in the model are independent and
will not influence each other. These features make the
modelling of multi-signal flow graphs simple, and the
integration and verification of the models are relatively
simple too.
Testing
model
analysis
firstly
performs
FMECA(Failure Mode, Effects and Criticism Analysis) to
determine all possible fault mode of various components
of the system during the designing and manufacturing
process through system analysis, and the causes and effects of each fault mode. According to this, the function
and structure of the UUT (Unit under Test) are divided,
___________________________________________

* Di.Wang(1993-) Male
† wangd1984@ihep.ac.cn

and the correlation graph model is established by using
the available test points. Then, the first-order correlation
is established, furthermore the D-matrix model (also
called the diagnosis matrix or dependency matrix) is acquired. After establishing the D-matrix model, the test
points can be calculated, and the diagnosis tree and the
fault dictionary can be established. Then the generated
diagnosis strategy can be used to predict the system’s
fault detection rate and fault isolation rate [2].

APPLICATION OF MULTI - SIGNAL
MODEL IN FAULT DIAGNOSIS
Supposing the correlation matrix of the simplified multi-signal model D = [ dij ] (1≤i≤m,1≤j≤n, where m and n
denotes the totality of the source of failure and the set of
testing respectively), y={y1, y2, ..., ym} is the possible set
of fault sources for the system, T={t1, t2, ..., tn} is the set
of testing. The essence of fault diagnosis is to find the
most likely candidate set of faults ( X  Y ) based on the
structure of multi-signal model. And it is consistent with
the test results, with the formula described as：

max Pr ob( X | Tp , T f ) .

(1)

X Y

In the above formula, Prob() represents probability
function and Tp represents success and Tf represents fault
during tests.
For the sake of description, we define a vector, x={x1,
x2, …, xm }, if xi=1,that means yi  X ; if xi=0, that
means

yi  X . After deleting the constant term

Pr ob(Tp , T f ) according to the Bayesian theory, the
question turns to find the max value of the formula below:

Pr ob(Tp | X ) Pr ob(Tf | X ) Pr ob( X )
Among them,

Pr ob( X ) 

m
i 1

p( yi ) xi (1  p( yi ))(1 xi )

(2)

(3)

According to [3] ,after negating the left and taking natural logarithm and then deleting the constant term, this
problem can be converted to an optimal set covering
problem (SCP)：

min (
 ci xi )
X  Y  yi Y 

(4)

Where Y- is the set of the source of failure which excluded the normal components. The restriction is : Dx≥e,
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xi∈ {0,1}, i = 1, 2, …, m. D is the result matrix consisting
of a series of fault sources tested. e=[1,1,…, 1] T. ci represents the source of failure based on the probability of
failure.
p( y )

ci   ln( 1 p ( iyi ) ),

i  1, 2,…, m

(5)

The optimal set covering problem is a kind of NP-hard
problem, which can’t acquire a complete solution in polynomial time. But we can obtain the lower bound of the
SCP problem which can be generated by using the Lagrangian relaxation algorithm, and then the solution satisfying the requirements can be generated. The solution of
the problem is obtained by a series of steps. The solution
in detail is described in the paper [4,7] .

IMPROVED MULTI - SIGNAL FLOW
DIAGNOSIS APPLICATION BASED ON
FAULT MODE’S FAULT PROBABILITY
In the modelling of multi-signal models discussed in
the previous section, it is considered that the reliability of
every constituent unit is the same. But in practice it is
difficult to occur, and the reliability of the constituent
units is usually not the same. Low probability of fault of
the component unit should be a priority detection, and
give it high detection weights and isolation weights.
However, considering the reliability of the impact of fault
mode’s fault probability, the signal fault probability,
which comes from different sources compared to fault
mode’s fault probability, will conflict with the fault probability. Therefore, it is necessary to amend the fault
mode’s fault probability to prevent the bias of synthesis
diagnosis.
In order to formally describe the processing method
when fault probability of a fault mode and the signal
probability occur conflicts, these elements involved are
defined as follows in paper [8]:
1) F is the set of fault mode, F={f1, f2, …, fu}, fi
(1≤i≤m) represents fault mode;
2) S is the set of signal , S={s1, s2, …, sv}, sj (1≤j≤n)
represents signal;
3)  ( fi ) is the fault probability of fault mode fi ,
which equals the number of faults in this fault mode/the
number of faults in all fault mode, we have:
u

 ( f )  1
i 1

i

(6)

4) P( sj ) is the fault probability of signal sj ,which
equals this signal’s frequency/all the signal’s frequency
u

 P( s )  1
j 1

j

(7)

FM ( sj ) is the set of fault mode related to signal
sj , SN ( fi ) is the set of signal related to fault mode fi .
5)
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Fault Mode Probability Equalization Method
The method recalculates the signal reliability data by the
fault probability of all fault modes associated with the
aliased signal (the fault probability of the fault mode
remains unchanged). The method is simple, although the
original signal reliability data is completely ignored. But
the adjusted signal probability comes entirely from the
fault mode associated with the signal. This correction
method is suitable for the case where the probability of
the signal is in error and the reliability is too low or the
signal probability can’t be calculated.
We assume Pd ( s j , fi ) is the probability of

s j (s j  SN ( fi )) when  ( fi ) is assigned at
SN ( fi ) ,thus the equation below is the number of
SN ( fi ) .
(8)
Pd (s j , fi )  v1i  ( fi ), ni

Then the probability P' ( sj ) of the corrected signal sj is

P'( s j ) 



fi FM ( s j )

Pd ( s j , fi )

(9).

Fault Mode Probabilistic Priority Method
Fault Mode Probabilistic Priority Method differs from
the Probabilistic Equalization of fault Mode, which takes
into account the raw signal probability data but still prioritizes the fault probability of the fault mode. This method gives priority to the reliability data of the fault mode,
but also emphasizes the reliability of the signal. This
probabilistic update method fits the reliability data of the
signal with a certain degree of confidence, but is lower
than the fault mode reliability data. And the fault mode
probabilistic priority method considers that the different
fault modes associated with the same signal contribute to
the signal differently. This approach is implemented in the
following four steps:
( s j  S ) and
1)According
to
sj

 ( fi )( fi  FM (s j )) ,

the relevant proportion

we can calculate

c( fi , s j ) between fi and sj

c( f i , s j ) 

 ( fi )
 ( fk )



(10)

f k FM ( s j )

c( fi , s j ) , we assign the fault probability P( sj ) of sj into FM ( sj ) ,then we can obtain the
distribution probability of fi correlated to sj .
Pd ( fi , s j )  c( fi , s j ) P(s j )
(11)
3) The distribution probability correlated to fi of
s j  SN ( fi ) is re-adjusted in the same proportion to get
2)According to

partial fault probability



s j SN ( fi )

P' d (s j , fi )

P' d ( s j , fi )   ( fi )

(12)
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4) Calculate the updated P'( s j )( s j  S )

p '( s j ) 



fi FM ( s j )

P' d ( s j , fi )

(13)

MODELING AND SIMULATION OF
MAGNET POWER SUPPLY INTERFACE
EQUIPMENT
There are about 400 various power supply for many
types of magnets in the BEPCII accelerator storage,
which provide a stable magnetic field for the beam. Power Supply Interface (PSI) is a key electronic device for
controlling and monitoring the output and status of magnet power supply, which includes power supply, interface
cards and other parts [9]. Schematic diagram shown in
Fig. 1 and Fig. 2.

Figure 1: Interface card diagram.

Figure 2: Power supply diagram.
After performing the structure and function analysis of
the power interface device, the multi-signal flow modelling of each functional module and components of the
interface device is carried out. The modelling process is
not described in detail because of the large number of
internal components and the large number of component
fault mode effects and hazard analysis categories. The
overall model and the power supply model are showed
below in Fig. 3 and Fig. 4 after the multi-signal flow
diagram of the power control system is modelled [10] .

Figure 3: Multi-signal flow graph of the whole system.

Figure 4:Multi-signal flow graph of power supply.
After modelling power control system for multisignal flow diagram, the resulting model is showed in Fig.
5 and Fig. 6. The TEAMS toolbox can be used to test the
testability of this model without considering the fault
mode reliability. Considering the reliability of the components and adding the probability of the fault mode, the
fault mode probabilistic priority method can comprehensively consider the different reliability data compared
with the fault mode probabilistic equalization method, so
this model is corrected by using the probabilistic priority
method of the fault mode , The FDR (fault detection rate)
increases from 97.37% to 97.47%, and the FIR (fault
isolation rate) increases from 97.52% to 97.62% (see
from Fig. 5 and Fig. 6) by comparing the analysis results
of the interface models. Due to the simpler structure and
simpler function of the power control system, the accuracy of the fault detection is limited, but the accuracy of
FDR and FIR will be greatly improved for complex systems.
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Figure 6: Histogram of ambiguity group and test usage.

CONCLUSION
This paper first introduces the application of the multisignal flow method in fault diagnosis, and proposes the
idea of improving the multi-signal flow diagnosis based
on the fault probability of the fault mode. The confidence
level of the latter is improved by modifying the probabilistic data with high confidence to the probability of the
other confidence, and the multi-signal model is modified
to improve the accuracy of the system's testability analysis and fault diagnosis strategy generation. At last, this
method is used to the modeling and simulation of the
front-end electronic devices, Power Supply Interface. It
can be seen that the improved multi-signal model based
on fault mode fault probability can effectively improve
the testability of the system when dealing with system
fault, which provides a new idea for fault diagnosis of
multi-level and complex systems.
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BDN NSLS-II PROJECT STATUS: HOW TO RECYCLE
A SYNCHROTRON?*
O. Ivashkevych, M. Abeykoon, J. Adams, L. Carr, S. Ehrlich, M. Fukuto, R. Greene, C. Guerrero,
J. Ma, G. Nintzel, P. Northrup, D. Poshka, C. De Silva, R. Tappero, Z. Yin, BNL, Upton, NY
11733, USA

Figure 1: Components of NSLS X15B being moved to NSLS-II 8-BM. From left to right: focusing mirror, monochromator,
vertically
collimating
mirror,
beam-defining
slits.

Abstract
With many synchrotron facilities retiring or going
through upgrades, what is the future of some of the stateof-the-art equipment and the beamlines built for a specific
science at these older facilities? Can the past investments
continue supporting the current scientific mission?
The Beamlines Developed by NSLS-II (BDN), former
NxtGen project, are reusing scientifically valuable
equipment recovered from the now shuttered NSLS. For
example TES(8-BM) reported 2um x 3um beam size
achieved with reclaimed KB mirrors [1].
This paper describes new, reused, adapted and modified
instruments, which NSLS beamlines they came from, as
well as their integration into the new NSLS-II control
system.
Many popular NSLS programs and custom-built
equipment developed for them are welcoming old and
new users in NSLS-II.

INRODUCTION
____________________________________________

* This research used resources of the National Synchrotron Light Source
II, a U.S. Department of Energy (DOE) Office of Science User Facility
operated for the DOE Office of Science by Brookhaven National Laboratory under Contract No. DE-SC0012704."

Every facility puts efforts into minimize maintenance
by standardizing common infrastructure and utilities. All
BDN beamlines received the following new standardized
equipment: photon shutters, vacuum gauges and controllers, Beam Intensity (BI) Monitoring equipment, CCDs
and surveillance cameras, network and computing infrastructure, Personnel Protection System (PPS) and Equipment Protection System (EPS). Most of the beamlines
received new optic for the mirrors, while reusing vacuum
chambers and motorized positioning systems. Some
mirrors were reused, as well as end station equipment.
Fig. 1 shows X15B instruments being moved to NSLS2.
BDN is home for instruments developed by scientific
non-commercial groups. CMS(11-BM), TES(8-BM), and
XFM (4-BM) use KB-mirrors, designed by the Center for
Advanced Radiation Sources (CARS) at the University of
Chicago [1]. In-house developed electrometer by P. Siddons was used in many beam diagnostic solutions at all
BDN beamlines. This design is now sold commercially
[2].
All beamlines reused ion pumps and ion pump controllers, gate valves, bellows, viewports and more, wherever
it was suitable, with some beamlines building mostly
from recovered components.
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CMS 11-BM
Complex Material Scattering (CMS) beamline, 11-BM
completed construction in 2016, had its first light in August 2016 and started general-user operation in 2017.
Most of the CMS equipment came from NSLS X9
beamline: monochromator, KB micro-focusing mirrors,
sample chamber, SAXS flight path, SAXS Pilatus 300k,
WAXS Photonic Science detectors. Vertical focusing
mirror support, motion and mirror tank came from X21,
while the toroidal mirror substrate was replaced with a
new one.
CMS procured a new experimental shutter, new sets of
beam-defining slits, several beam diagnostics, new beam
transport pipe, and upgraded SAXS detector to Pilatus 2M
in 2017.
CMS has three GPFS servers and local storage, two user workstation areas: one area is for the data collection,
and the other is for data processing, to eliminate possible
resource conflicts and ensure speedy data collection by
one group and data processing by another at the same
time.
CMS modified monochromator from Double Crystal
(DCM) to Double Multi-Layer configuration (DMM).
The DCM Monochromator came from NSLS X9 beamline and was one of the first instruments of a kind built by
FMB Oxford in 2007. It came with an MCS-8 motorcontroller with embedded PC 104 card and servo protection unit for Bragg motion. See Fig. 2. Signal based EPICS IOC was included on Linux embedded board which
was initialized at the MCS-8 power on. FMB provided
EDM screens to control the instrument from the workstation. On the PMAC level motors’ controls were implemented via Motion Programs; homing and over-travel
protection were done in the PLCs. The Yaw and Roll for
the second crystal did not have limit switches, but hard
stops.

Figure 2: Monochromator controls were modified to
conform to the NSLS-II standard.
The user was informed about the positive and negative
boundaries via a P-variable, which was set when the following error exceeded certain value.
NSLS-II uses motor record and dedicated PLCs for
homing. In order to make the controls compatible with
NSLS-II standards and work with motor record we have
modified the PMAC configuration and added an extra
layer of PLCs, while preserving all the protection PLCs.
To the user the controls look identical to everything else
in the NSLS-II complex.

TES
The Tender Energy X-ray Absorption Spectroscopy
(TES) beamline, 8-BM was installed in 2016, had its first
light in August 2016 and is taking general users in 2017.
Most of the TES equipment came from X15B [3]. This
includes collimating and focusing mirrors, pink beam
slits, and double-crystal fixed-exit monochromator. The
redirecting mirror was designed in collaboration with the
mirror (InSync) and vacuum (Lesker) vendors, and assembled in-house. The secondary source aperture (SSA)
was new; its granite support and positioning slide came
from X13. TES re-claimed a good portion of the old controls system of the reused equipment. See Fig. 1. Single
axes monochromator came with a Parker drive from
NSLS. It is controlled by step and direction from Delta
Tau Geo Brick LV at its new home.
The TES endstation sample chamber includes KB mirror system, scanning stage, and Canberra Ge and Vortex
Si detectors. See Fig. 3. This endstation was built for
NSLS-II but first commissioned at NSLS X15B in the last
months of NSLS operation. Prototype NSLS-II controls
TUPHA003
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were developed for operation and for on-the-fly scanning.
Amplified signal from the detector goes through single
channel analysers to the Struck scaler in VME crate.
Thus, on day one TES had a fly-scanning system, tested
and commissioned at NSLS. Fly-scanning is implemented via Position Capture and Compare feature in Turbo
PMAC, selectable for either the sample stage (for imaging) or monochromator axis (for fast absorption spectroscopy). TTL trigger signal from the motor-controller is
used to bin the detector and scaler data, which is buffered
in the device for one row of an image or one energy scan
of a series.
TES is currently integrating a new generation of solid
state detector, and the Xspress-3 from Quantum Detectors
to replace existing signal acquisition system. This will
enable full fluorescence spectrum data collection in flyscan mode.
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parts and retrofitted to side clamp cooling with external
water flow. See Fig. 4. Motors were wired to interface
NSLS-II control system.
In 2012, X16B upgraded its vertical collimating mirror
with a new optic from InSync. This mirror is a part of
XFM now.

Figure 4: Vertical collimating mirror reassembled from
two identical mirror systems recovered from X16A and
X16B.

QAS

Figure: 3 TES End Station sample chamber, contains
(from left to right, along beam path) I-zero ion chamber,
custom KB mirror system, sample stage, visible-light
camera, detectors, and transmission ion chamber.

XFM
X-ray Fluorescence Microprobe (XFM), 4-BM was
built in 2017, had its first light in September 2017, and is
planning to start general user operations in 2018.
Recycled XFM equipment came from X27A, X26A,
X16A, X16B and X6B: water-cooled UHV white-beam
slits, motorized optical table with six degrees of freedom,
water-cooled pneumatically-actuated fluorescent screen,
vertical collimating mirror system, JJ X-ray AT-F7-HV
slits, two Vortex ME4 SDD detectors, MAIA-384 homebuilt detector with electronics [4], and dozens of Newport
stepper linear and rotation stages. NSLS and now NSLSII is a proud owner of several KB mirror units custom
designed and built by CARS University of Chicago [1].
XFM owns two sets of these mirror system: 100 mm and
200 mm pairs.
X16A and X16B donated two identical set of mirror
mechanics. After years in operation, each one had a complementary set of problems. The collimating mirror assembly and mechanics was rebuilt from both mirrors’

Quick x-ray Absorption and Scattering (QAS) on 7-BM
had its first light in September 2017 and plans to take
general users in 2018.
Its vertically collimating mirror and bender came from
X7B, while the mirror’s motorized motions came from
X6B. Motions were retrofitted with absolute encoders and
wiring changed to interface with the standard NSLS-II
control system. The mirror was stripped and recoated with
Rh and Pt stripes and cooling was added.
The monochromator, originally from X18A, was modified with a new drive. Originally, the Bragg axis was
driven by DC motor and cam for fast scans and a stepper
for slow ones. Instead, it was modified with direct drive
servomotor NMR-FEFBA2C122AP and NSR-REML1A10 rotary encoder with 3.6 Mct/rot, both from NIKKI
DENSO. The motor is driven by VC II D-type AC servo
driver (NCR-DDAOA2A-152) and controlled by Power
Brick via DAC output signal. Wiring diagram is shown
on Fig. 5 and upgraded monochromator on Fig.6.
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For the end-station QAS is planning to integrate a reclaimed Perkin Elmer 1621 area detector from X18A and
new PCIe card, a Vortex-ME 4 element Si-drift detector
from X18 and X19 with new Xspress-3 electronics from
Quantum Detectors, salvaged ion chambers, Canberra
PIPS from X18A with Keithley current amplifiers and
home designed Pizza box [5] with 8 A-D channels.

FIS/MET

Figure 5: Wiring diagram of new direct drive motor, AC
servo driver and Power Brick.
The toroidal mirror and a chamber came from X21,
while the stand and motions came from X6A. The mirror
was stripped and recoated from Pt to Rh, motions rewired
and easily blended with NSLS-II control system.

Frontier
Synchrotron
Infrared
Spectroscopy
(FIS)/Magnetospectroscopy Ellipsometry and TimeResolved Optical Spectroscopies (MET), 22-IR is being
built now to be completed in 2018.
FIS/MET equipment came from NSLS infrared programs at beamlines U2A, U4IR and U12IR. The items
include the spectrometers (commercial Fourier Transform
Infrared instruments from Bruker Optics), 10T magnet
cryostat, a custom Müller-Matrix ellipsometer and an
infrared microscope, many infrared detectors, plus a
number of infrared mirrors to be used in the endstation,
large vacuum gate valves, fast vacuum shutters and six
Procilica cameras. Müller-Matrix ellipsometer is shown
on Fig. 7. Specialized equipment included diamond anvil
cells (DACs) for studying materials at extreme pressure
and supporting instruments for performing Raman spectroscopy and ruby fluorescence for pressure calibration.
FIS/MET plans to procure six IR mirrors for photon delivery, four of which to be positioned inside the ratchet
wall, and have at least 6 GigE cameras for beam diagnostic.
The unique beamline specialization will use a number
of custom instruments with a diverse control support,
developed and built by IR user groups across the globe.
One of them, Müller-Matrix ellipsometer, made by the
group of Prof. Andrei Sirenko from New Jersey Institute
of Technology delivers a unique functionality to extract
electric and magnetic property of a sample, while scanning across energies and polarization [6]. Polarization
State Generator (PSG) and Polarization State Analyser
(PSA) chambers enclose many motorized optical components.

Figure 6: QAS Monochromator retrofitted with Direct
Drive servomotor from NIKKI DENSO.
QAS is almost entirely built from NSLS components.
Ion pump controllers’ firmware was upgraded to successfully work with EPICS drivers developed for the newer
models. In addition, this beamline has all ion pumps, gate
valves, right angle valves, bellows and viewports collected from NSLS, a six motion end station table from X29
and a Be window from X4.

Figure 7: Müller-Matrix ellipsometer‡ with Polarization.
State Generator (PSG) and Polarization State Analyser
(PSA) [6].
___________________________________________

‡ The development of the Ellipsometer was supported by NSF under
Grant No. DMR‐0821224.
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Controls for this instrument are done via LabVIEW. It
includes many custom algorithms developed and tested at
different stages of the instrument’s life. The challenge for
such custom instruments is to seamlessly blend them with
standard NSLS-II control system, incorporating all partners’ contribution to the beamline capabilities.
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and magnetic field at the same time. See Fig.8.
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Figure 8: 5K cryostat on the left, and superconducting 5T
magnet on the right, both from Cryo Industries of America (CIA), to be combined in a unique sample environment.
Optical table with four motorized motions, Huber motion stack x, y, yaw will be enhanced with new z motion
from the same vendor.

CONCLUSION
Reused, rebuilt, or refurbished scientific equipment
sometimes decades old can be successfully retrofitted
with modern controls solutions and customized to fit the
control system standards.
This then brings the component up to current specifications and gives the design a long life and the world class
performance.
___________________________________________

†The beamline X17A at National Synchrotron Light Source, Brookhaven
National Laboratory, was supported by the DOE‐BES under Contract No.
DE‐AC02‐98CH10886

TUPHA003
Systems Engineering, Collaborations and Project Management

369

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUPHA004

PROCEDURES OF SOFTWARE INTEGRATION TEST AND RELEASE
FOR ASTRI SST-2M PROTOTYPE PROPOSED FOR THE CHERENKOV
TELESCOPE ARRAY
V. Conforti∗ ,A. Bulgarelli, V. Fioretti, F. Gianotti, G. Malaguti, M. Trifoglio,
INAF – IASF, Bologna, Italy
M. Bartolini, A.Orlati, INAF – IRA, Bologna, Italy
O. Catalano, P. Sangiorgi, INAF – IASF, Palermo, Italy
L.A. Antonelli, S. Gallozzi, S. Lombardi, F. Lucarelli, M. Mastropietro, V. Testa,
INAF – O.A. Roma, Monteporzio Catone, Italy
F. Russo, INAF – O.A., Pino Torinese (Torino), Italy
P. Bruno, A. Costa, A. Grillo, F. Vitello, INAF – O.A., Catania, Italy
R. Canestrari, J. Schwarz, S. Scuderi, S. Vercellone, INAF – O.A. Brera, Merate, Italy
E. Antolini, G. Tosti, Università degli studi di Perugia, Perugia, Italy
for the CTA ASTRI Project
Abstract
The Cherenkov Telescope Array (CTA) project is an international initiative to build a next generation ground-based
observatory for very high energy gamma-rays. Three classes
of telescopes with different mirror size will be located in the
northern and southern hemispheres. The ASTRI mini-array
of CTA preproduction is one of the small sized telescopes
mini-arrays proposed to be installed at the CTA southern site.
The ASTRI mini-array will consist of nine units based on the
end-to-end ASTRI SST-2M prototype already installed on
Mt. Etna (Italy). The mini-array software system (MASS)
supports the end to end ASTRI SST-2M prototype and miniarray operations. The ASTRI software integration team
defined the procedures to perform effectively the integration
test and release activities. The developer has to properly
use the repository tree and branches according to the development status. We require that the software includes also
specific sections for automated tests and that the software
is well tested (in simulated and real system) before any release. Here we present the method adopted to release the
first MASS version to support the ASTRI SST-2M prototype
test and operation activities.

INTRODUCTION
The Italian National Institute for Astrophysics (INAF) is
leading the ASTRI project [1] proposed for the ambitious
Cherenkov Telescope Array (CTA) [2]. In the framework of
the small size class of telescopes, a first step of the ASTRI
project is the realization of an end-to-end prototype in a dual
mirror configuration (SST-2M) [3] with the camera at the
focal plane composed of a matrix of silicon photo sensors
managed by innovative front-end and back-end electronics [4]. The ASTRI SST-2M prototype is installed in Italy
at the INAF “M.G. Fracastoro” observing station located
at Serra La Nave, 1753 m a.s.l. on Mount Etna, Sicily [5].
As a second step, as part of the early CTA southern site,
∗

conforti@iasfbo.inaf.it

the project includes the implementation of the ASTRI miniarray [6] composed of nine ASTRI telescopes. The ASTRI
SST-2M prototype has been earlier verified and tested with
the engineering software released in beta version. Later
on we defined a software integration method to support the
integration test and software release activities for the next
software version [7]. We are adopting an iterative incremental approach for the development of the software, then
we foresee many other software releases before to publish
a stable software version which fulfils the whole ASTRI
system requirements. In addition we plan to use this method
also during the maintenance activities such as debugging
and implementation of new functionalities. Figure 1 depicts
the whole ASTRI software [8]. The Archive & Data Analysis System runs off site. It provides the management of
permanent archive, the data analysis, the proposal management and the tools to access data and proposal [9]. The
Observatory Control System (OCS) provides the graphic
user interface (also for engineering purposes) for the management of the whole on site system. The resource manager is responsible to start up and monitor the resources in
order to minimize any resource fault. The Logger stores
continuously the system status; the OCS MASTER monitors and controls the operations. The Observatory Control
System uses the on site repository through the TMCDB (the
database for the software configurations and the monitor
points), the Data Capturer (to support the on site analysis)
and the DAQ (Data AcQuisition system) which archives the
science data received from the camera server. The Device
Control, used also by the Observatory Control System, has
in charge the telescope and the ICT (Information and Communication Technologies). This software (written in high
level programming such as C++, Java or Python) is built
within the ACS (Alma Common Software) framework [10].
The Device Control components interact with the device
firmware through OPC-UA [11] and with other ACS component through the ACS services. The camera server which
deploys the DAQ software acquires the bulk data from the
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Figure 1: ASTRI MASS software architecture.
Camera BEE (Back End Electronic) and performs the preprocessing [12]. The ICS (Instrument Control System) has
in charge the camera management. The TCS (Telescope Control System) is responsible for the mount and tracking of the
telescope. It controls the AMC (Active Mirror Control), the
PMC (Pointing Model Camera), the MCS (Mount Control
System) and also satefy, interlocks, networking and power
infrastructures. The CACS (Calibration Auxiliaries Control
System) controls the Auxiliary used for the calibrations of
the devices. The ICT component monitors and controls the
ICT and Power hardware devices.

INTEGRATION DURING THE CODING

Figure 2: Integration-Manager workflow.
We provide to the developers, who produce code through
high level programming, a virtual machine with the environment similar to the real machine on site. We require
the developers to test effectively their code before to commit on repository in order to minimize potential errors during integration with other software components. We implemented the integration-manager workflow [13] on Git repo
(see Fig. 2) in order to control the software versions and
to support the developer who executes the local test of his
component which interfaces other components. During the
coding period the developer commits in the local (private)

development branch. Once the software is ready for the release, the developer pushes the code to the remote (public)
development branch. The integration manager clones the
public development branches and performs the integration
tests. In case of failure the developers have to fix any bug, in
order to eventually close with success the integrations tests.
Finally the integration manager merges the development
branch on the master branch and pushes the codes into the
remote master branch (blessed repository). The developers
pull the whole last software version from the blessed repository in their development branch to continue the coding for
the next release. The interface between the OPC-UA server
installed on the hardware device and the OPC-UA client that
is part of the ACS component is defined through an ICD
(Interface Control Document) created with a predefined format. The ASTRI software has to provide the management of
many hardware devices. In order to reduce the coding time,
we implemented code generator software (python script)
that takes as input the ICD (either in xls or xml format) and
provides the ACS component which includes the OPC-UA
client. We also implemented the OPC-UA server simulator
that get information about the device to simulate from a configuration file provided by the code generator. In this way
the developer executes very quickly the local software test
without any real hardware. We require also the developer
to implement the test for the business logic layer. The test
consists of one or more programs that can be repeated by
whatever user.
The test suite has to be run by the developer before to
commit to the repository the software with the new code.
Furthermore ACS includes TAT (Tool for Automated Tests)
that is a framework which can run a test suite with only one
command and reports the result in a simple and clear way:
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Figure 3: ASTRI continuous integration with Jenkins.

the word PASSED or FAILED is printed to the standard
output. Although the ASTRI developers do not push new
software with very high frequency, we keep continuously
monitored, through a Jenkins server, the software status in
order to detect very quickly any breaking build in our development work. We implemented two Jenkins jobs for each
software component: the prime compiles the last version
on the development branch, the latter runs the unit test suite
through TAT. Figure 3 shows the Jenkins page for the ASTRI
project. The first column is the status of the build (the build
broken is marked with a red bullet); in the second column
there is the weather report showing aggregated status of
recent builds; follow the name of the job. The integration
manager and the developers can display in any moment the
details about the continuous integration through a jenkins
server installed at the Astronomycal Observatory of Catania.

THE INTEGRATION TESTS
We plan an integration test before any software release.
Before we require that the component version candidates for
the release locally passed the tests. We execute the preliminary tests on the ASTRI test bed [14]. The test bed is a set
of virtual machines which reproduce the same real machines
on site. The virtual machines in the test bed have the same
configuration (networking, users, operating system, DNS)
as the one of real machines so to perform effective tests. All
the machines in test bed as well as those on-site have the
ASTRI git access read-only in order to update the software
version. The test bed has been installed in the INAF IASF
Bologna server room, the same server room which will host
the CTA Headquarters servers. The goal of these tests is
to verify the software setup, and the interactions among
software components.
Figure 4 depicts the ASTRI deployment model of the
Telescope System as example of the ASTRI software deployment model. The nodes with stereotype «SL 6.7» are server
machines equipped with Scientific Linux at the version 6.7.
During the boot of this machine, we launch the ACS container services in order to exploit the facilities of ACS to run
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the software in distributed mode. We deploy on the machine
slntcs the ACS java component PMC, AMC and THCU
(Telescope Health Control Unit) and TCU (Telescope Control Unit) which implement the MCS. The machine slndaq
is the camera server and we install there the DAQ software.
Also the ACS components DAQ Controller and Camera Controller (written in java), and DAQ Monitor (written in C++)
are deployed on this machine. The nodes with stereotype
«device» denote the hardware where is installed both the
firmware and the OPC-UA server to interface the ACS components. The camera device is made of the firmware for the
BEE and the FEE (Front End Electronics). We created an
installer project for the management of the software components which exploit the ACS services. In particular it
provides the functionalities to download the software either
from development or master branch. In this project we configure also the parameters to connect the hardware devices,
the parameters for the monitoring and the details for the
deployment. We install this project and the ACS software
components on a dedicated machine where runs the ACS
manager that is the responsible for the software deployment.
All the other machines are configured to link properly the
node where runs the manager. Once the test succeeds on the
test bed, the next step is to perform the integration test onsite. During this test we verify the setup procedures on the
real servers, the interfaces among the software components,
and here we have also to verify the connections between
the software and the firmware installed in the hardware devices. This integration test is part of the ASTRI project AIV
(Assembly Integration and Verification) plan.

THE SOFTWARE RELEASE
We officially release the software version when all tests
are successfully completed on site. The integration manager
updates the installer in order to download the specific tested
version of software component. Then the integration manager tags and pushes on the master branch all the updated
software on the repository. We apply a specific pattern to the
tag of the release that is V.X.Y.Z, where X denotes a major
release not always compatible with the previous version, Y
means a minor release which includes new capabilities and
it is compatible with the previous version, and Z is used
to point the bug fixes. These activities are reported in the
release document which provides an overview of that version, the details and capabilities for every component which
constitute the version. In this document we also refer to the
test reports and user manuals. In addition we published a
web based application (see Fig. 5) built on redmine software,
to collect the issues, to require new feature or to report any
bug. Redmine provides also the functionalities to track the
issue status.

CONCLUSION
The procedures presented in this paper, concerning the
integration test and software release for the ASTRI project
have been applied with success to the first three software
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Figure 4: UML deployment diagram of the ASTRI telescope system.
dead time for the other AIV actitivies and during the observations when the ASTRI telescopes will be in operation.
The second benefit is that in case of failure (either software
or hardware) we are able to replace very quickly the current
software version with a previous and stable version. Nevertheless we are working to further improve the integration
procedure adding such as the methods and tools to perform
the code assessment. The ASTRI integration procedure is
being used on the ASTRI SST-2M prototype and will be
used on the ASTRI mini-array. We may share the ASTRI
integration lesson learned with the CTA software team to
support the construction phases and the operations.
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AUTOMATION OF THE SOFTWARE PRODUCTION PROCESS FOR
MULTIPLE CRYOGENIC CONTROL APPLICATIONS
C. Fluder∗ , V. Lefebvre, M. Pezzetti, A. Tovar-Gonzalez, CERN, Geneva, Switzerland
P. Plutecki, T. Wolak, AGH University of Science and Technology, Kraków, Poland
Abstract
The development of process control systems for the cryogenic infrastructure at CERN is based on an automatic software generation approach. The overall complexity of the
systems, their frequent evolution as well as the extensive use
of databases, repositories, commercial engineering software
and CERN frameworks have led to further efforts towards improving the existing automation based software production
methodology.
A large number of process control system upgrades have
been successfully performed for the Cryogenics in the LHC
accelerator, applying the Continuous Integration practice
integrating all software production tasks, tools and technologies. The production and maintenance of the control
software for multiple cryogenic applications have become
more reliable while significantly reducing the required time
and effort. This concept has become a guideline for development of process control software for new cryogenic systems
at CERN.
This publication presents the software production methodology, as well as the summary of several years of experience
with the enhanced automated control software production,
already implemented for the Cryogenics of the LHC accelerator and the CERN cryogenic test facilities.

INTRODUCTION
Cryogenic systems, an integral part of the infrastructure
of the most important accelerators and experimental facilities at CERN, require complex industrial process control
systems for operation. Their large scale and evolving requirements, functional (change requests) and environmental
(updated control software components), are big challenges
for developers, who have to produce error-free, robust and
safe control system software.
From the very beginning the large scale of the control system for the Cryogenics of the LHC accelerator forced the use
of automatic code production in the development process.
The existing CERN code generation tools were adapted to
cover the requirements of the control system for the Cryogenics of the LHC, which became fully operational for the
first time in 2008. Experience after months of operation led
to a review and optimization of the process functional analysis [1]. As a result the second major release was successfully
deployed in 2010, ensuring the operability of the cryogenic
infrastructure during the first run of the LHC accelerator.
The amount of changes to implement during the LHC’s
Long Shutdown 1 (LS1), a 2-year consolidation and maintenance work period (2013 - 2015), using the UNIfied COntrol
∗
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System (UNICOS)-based complex and time-consuming software development process triggered work towards further
improvements and more complete automation of some parts
of the process, i.e. the software building and testing [2].
Introducing the Continuous Integration (CI) methodology
to the development of the software for the LHC accelerator allowed to enter the second run of the LHC with a very
reliable control system software, and with significantly improved and more efficient development process, allowing to
address any modifications much safer and faster than before.
Both have contributed to improving of the overall reliability
and availability of the Cryogenics [3], what was especially
important while facing new challenges with the beams of
higher luminosity in the LHC accelerator [4].
The experiences in development and the use of the first
version of the CI system along with new requirements and
new projects led to further evolution of the CI system for
control system software of the Cryogenics. These new developments and their applications are discussed below.

THE CONTINUOUS INTEGRATION
SERVICE FOR THE CONTROL SYSTEM
SOFTWARE FOR THE CRYOGENICS OF
THE LHC TUNNEL
Building software for large-scale control system applications would be very difficult, if not impossible, without specialized tools facilitating the process. Automated code generation have been used in development of control system applications at CERN since many years [5]. The UNICOS framework with its Continuous Process Control package (UNICOS CPC, UCPC) is a standard for building programmable
logic controller (PLC) based applications at CERN and other
laboratories [6]. The framework, by providing a library of
generic device types, a methodology and a toolset to design
and implement industrial control applications [7], simplifies
and unifies the way control system software is implemented.
The architecture, the communication layer, the main data
structures, the execution flow of the control applications and
also development workflow is the same for all the projects
and varies only in very project-specific areas.
Still, even using the framework, for very large scale control systems producing control system software is a complex
and long process, requiring many time-consuming steps to
be performed manually by the developer. During the LS1
it became clear that in the case of the control system for
the Cryogenics of the LHC accelerator, the largest cryogenic system at CERN (and in the world), it would be very
difficult to rebuild reliably the software implementing all
required modifications without further automation of the proTUPHA006
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cess. Small, seemingly transparent modifications of the hardware database, changes in evolving framework or changes
in the logic could have devastating impact on the software
produced if not tested incrementally, in iterations and in
isolation. Introducing too many changes to a single build
complicates debugging, makes difficult to find causes of the
problems, and in result it consumes time of the developers.
Software engineering is addressing these issues with the
Continuous Integration practice coming from Agile development methods (originally - eXtreme Programming, XP). At
the time (LS1) the use of the CI was very limited in the field
of industrial automation (at least in case of PLC-based systems). Partially it was a consequence of closed/proprietary
character of the development environments for PLCs, not
providing ready to use, flexible and scriptable ways to automate software builds. Another cause that might have prevented adoption of the CI by PLC-based industrial controls
could be difficulties in implementing testing environments,
that, for a more complete testbed, require sophisticated and
expensive hardware simulation devices replacing inputs and
outputs of the original (unique!) hardware from production
systems.
In case of such large-scale system the potential gains
from finding a way to overcome the difficulties and optimize
the development process were sufficient to use some time
and resources to investigate possible solutions. Availability
of libraries with programming interfaces (APIs) providing
means to use the Siemens SIMATIC® environment without
human interaction allowed to develop custom automation
tools, i.e. the SIMATIC Step7® command-line interface
(s7cli) [2]. The hardware simulation box for SIMATIC
(SIMBA Profibus® ) and developed UNICOS testing framework allowed to exhaustively test the most critical functionalities (i.e. alarms and interlocks, communication) in an
automated way.
The possibility to execute the project build tasks automatically (i.e. those most time-consuming and the most
frequent) opened a way to integrate all the software frameworks, developed tools, and automated tasks, and thus led to
construction of an (almost) complete Continuous Integration
solution for UNICOS CPC control applications for Siemens
Step7 PLCs [2]. The CI service was built using Jenkins [8],
chosen for its flexibility concerning various types of jobs on
multiple platforms and wide possibilities to integrate with
miscellaneous services - in general for its flexible, extendable architecture and functionality (using variety of plugins).
The service made use of a number of standard IT services
(i.e. Git service - repositories, Atlassian JIRA® - issue tracking, CERN Virtualization Infrastructure - virtual machines
with the CI service and for build jobs execution). At the time
(LS1) dedicated virtualized build infrastructure consisted 16
virtual machines with Microsoft Windows® (Server 2008® )
and Linux (SLC6) systems with all the required software
(i.e. Siemens SIMATIC Step7, Oracle Java® 1.7, Apache
Maven, UNICOS Application Builder (UAB), Oracle Instant
Client® 11, Python 2.x).
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The service, configured in a way that it reflected project’s
and team’s workflow, had significant impact on the software
development process and the result - which in short was
very high quality and very robust application software for
18 critically important control systems for the Cryogenics of
the LHC accelerator. It also meant entering the Run 2 of the
LHC with a development environment allowing to address
any change requests in more efficient and secure way.

Review and Improvements
After the first three years of software development using
the existing CI system one of the drawbacks of the Jenkins
system became visible - a configured, heavily customized by
using many plugins system became difficult to upgrade. The
configurations of Jenkins itself and of many of its important
plugins (like, for instance, those responsible for security credentials and authentication) were incompatible with newer
versions. In consequence such upgrade could break configured complex build jobs, making the system unusable and
not easy to repair. Therefore, it was worth considering setting up a new, clean instance of the service. Having gathered
many experiences during years of exploitation of the system
it was also an opportunity to apply additional improvements.
Functionality The work on modernisation of the system had several stages. First, the Jenkins itself and underlying plugins had to be updated to the latest stable version
(Jenkins-CI 2.10). The available plugins were assessed in
order to provide new and expand existing functionalities.
After the review of the plugins, it was decided to take
a more generic approach creating build jobs structure and
configuration. To achieve this some carefully selected plugins were used, for instance the Matrix Project plugin. The
plugin allows the developer to execute multiple similar build
jobs within a single one by defining a set of parameters
with predefined, valid values. Each parameter is treated as
an axis of a matrix containing all possible combinations
and the job using the plugin is executed against each of the
combinations.
Building control applications comprise a number of steps
(configured as build jobs in the CI) to execute [2]. Another
selected plugin, the MultiJob Plugin, allowed to create build
jobs, which execution flow is defined by consecutive phases.
Each phase may contain one or more steps (build jobs), executed sequentially or in parallel. Also, the jobs in the phases
inherit the environment variables (parameters) defined in
the corresponding MultiJob.
Incorporating this functionality allows to create a single
job to execute the whole build chain - and to parametrize it.
For the discussed CI system, it brought means to aggregate
the jobs building control applications for the eight LHC sectors into a single, parametrized job. Its phases and subjobs
correspond to the jobs in the old CI system (like “Code generation”, “Compilation”, “Testing/Validation”), but simple
parametrization permitted to significantly decrease the number of jobs (what implies reduced maintenance efforts). The
jobs using the plugin can be themselves executed by another
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Figure 1: The updated architecture of the CI system.
MultiJob - currently all 16 applications for the LHC Tunnel
can be built using a single job.
The possibility to easily parametrize the whole build chain
and, in particular, let selecting a repository branch (Fig. 2),
opened a simple way to build the applications using different
versions of the UCPC framework. To achieve this the jobs
were also reconfigured in a way that the logical content
(build commands) was extracted to be used with a standard
software build automation program, GNU Make, and placed
in a configuration file stored in the repository. This facilitates
and makes more secure addressing any changes in the build
process - which since then can differ depending on the branch
in Git repository.
Concerning the repository management system itself the existing CERN’s Git repository management system,
Gitolite, became deprecated due to creation of a new service
based on GitLab® . All repositories had to be moved to the
new system and according changes were applied in the CI
system. GitLab also replaced Atlassian FishEye® , software
allowing to visualize and analyze changes in the source code
(Fig. 1).
Optimizations The activities to review and upgrade
the existing system were triggered directly by the necessity to migrate the service to the new CERN’s Cloud infrastructure, which was in the period of transition from a
custom virtualization system based on Microsoft’s HyperV® to OpenStack® . However, initial tests performed on
migrated worker nodes revealed a potential issue - due to
the way the SIMATIC is using the disk input/output (I/O),
performing many small writes with very frequent file buffer
flushes, build times for jobs operating on a PLC project1
would become unacceptable (2-3 times longer than before,
1

It concerns operations like SCL source code importation or compilation.

with previous hypervisors offering very fast I/O). Requesting
the use of better performing (and more expensive) hypervisors could be an (expensive) solution but in this case using a typical temporary storage for building PLC projects
requiring not more than 200MB - it did not seem an optimal
solution. The best way to optimize performance of a virtual machine (VM), sharing I/O bus and disks with others,
is using system’s memory as much as possible. In case of
the file storage (and software not using system file buffers
effectively) this means creating a disk in the VM’s memory
(RAM). Microsoft Windows systems do not provide such
possibility natively and it is necessary to use additional 3rd
party software. At the time (2015) two free products were
available: SoftPerfect RAM Disk and ImDisk. The first one
was chosen for (slightly) better performance2 .
Using RAMdisk for building SIMATIC PLC projects
improved performance of the CI system (even comparing
to the previous system with faster I/O). The average time
to compile two applications for a single sector of the LHC
(ARC and LSS) was 3h, with RAM-disks - around 1h.
Optimizations were made also in organization and configuration of the build tasks. For instance, the most timeconsuming task, exportation of the source code files from a
SIMATIC PLC project, was optimised by introducing more
parallelisation in comparison to the previous Jenkins setup.
Gains All the improvements described above proved to
be very useful in further development of the control applications for the LHC Tunnel. It allowed to work efficiently on
required modifications and have updates ready to deploy in
a very short time. For instance, during 2016/17 Extended
Year-End Technical Stop of the LHC accelerator all the 18
2

Nowadays, newer versions of SoftPerfect RAMDisk comes with a commercial license and are not free any more.
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LHC accelerator control applications had to be upgraded
(and therefore - rebuild and redeploy) to the newer version
of the UNICOS framework. The possibility to use more
branches without the necessity to alter Jenkins’ configuration allowed to generate and to validate multiple sets of
control applications and to develop scheduled logic modifications simultaneously for the production (released) and the
development (testing) version of the UNICOS CPC.
Another example of a complex update of the control applications was the implementation of the feed-forward control
in order to compensate the beam effects on the beam screen
temperature. It was needed to maintain stable cryogenic conditions with beams of higher luminosity in the LHC accelerator [4]. The update required applying many modifications in
the UNICOS database (containing information about control
system objects), what implied changes in many source code
files. The modification itself and also improvements coming
on the fly were deployed without any problems.
For a large scale control system, like the one for the Cryogenics of the LHC accelerator, some modifications have to
be deployed and validated in the production environment just
in one part of the system (one application or a sector) prior to
applying them everywhere. The possibility to use multiple
branches made feasible building and deploying control applications independently (e.g. with different modifications),
what was difficult to achieve in the former configuration.
Validated modifications are propagated to all applications
and deployed in all sectors of the LHC. Particular modifications can be selected (“cherry-picked” in Git), then built
and deployed in short time.
The use of improved CI system allowed to build up an
efficient workflow for developing large scale control applications and thus to reduce time and efforts - and therefore
human resources required. In a way, they were replaced by
a larger pool of worker nodes of the build system (Fig. 3).

Figure 2: The workflow with the updated CI system.
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CONTINOUS INTEGRATION FOR
NON-LHC CRYOGENIC CONTROLS
PROJECTS
The first use of CI systems for a non-LHC Siemens application was in 2015 and concerned migration to UNICOS of
the 10 horizontal magnet test benches (cryogenic feedboxes
- CFBs) in the CERN’s magnet test facilities (SM18). Those
10 applications share the same hardware design and process
logic, thus building them consists of a large number of repetitive tasks that can be automatized using a CI system and
automation tools, in addition to UNICOS python templates.
The CI system was set up with the same base as the existing
one for the LHC tunnel (dedicated Jenkins instance, use of
Git branches for CFB specific generation files, with tools
like s7cli etc.). This strategy allowed to successfully deploy
the 10 applications in a short period of time avoiding manual
execution of many time-consuming tasks. It eases also the
deployment of logic updates that have to be propagated to
the 10 CFBs.
In 2017, the CI system was updated in order to follow consolidation initiated for the LHC tunnel and to standardize
the use of CI tools. For this, the dedicated Jenkins instances
were migrated to the one used for the LHC and Makefiles
stored in the Git repository were introduced. This common
structure allows to have one pool of OpenStack machines
shared between all CI systems, and results in an easier maintenance of the machines and applications.
Following the successful use of CI for the SM18 CFBs
and experience gained during work on the LHC Tunnel, it
was decided to develop a system for the generic use of CI
tools in order to facilitate the production of new applications.
The system was named Cryo-apps and is composed of two
parts: a Python library and an automatic build solution based
on Git and Jenkins. The key feature of the Python library is
that it separates the complete logic generated automatically
by the UNICOS Application Builder and the logic which has
to be completed by the developer. This step allows the developer to create an application without the necessity of writing
Python templates for Siemens code generation and introduces simple procedure to regenerate the sources without
losing the already written code, i.e. to reuse the code exported from an older version of the application. In addition,
the system provides a set of predefined Python functions
to generate commonly used Siemens chunks of code, like
automatic generation of Cernox® curves and interpolation
functions. Some other tools have also been developed in
order to ease the automatic built of the code, for instance to
assign symbols dynamically (UAB / Step7) and to generate
compilation files.
For the automatic build part, a common Git structure
is defined. It natively contains all the necessary tools for
the automatic generation of a Siemens project: s7cli, the
mentioned Python library and a generic Makefile. Then
any application just inherit from the common Git and only
project specific files have to be added. The Jenkins build job
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does not need any specific configuration since the process is
based on the generic Makefile.
Cryo-apps has been successfully used for several projects
of different size and importance since its first version in
2016. The first projects using cryo-apps were the High Field
Magnet (HFM) and ClusterD - the new magnet test stations
for SM18 test hall. They are built as twin systems and therefore they share the same Python code templates. The HFM
was the first one deployed and was used as a beta test for
the newly developed cryo-apps system. Following the successful deployment of the HFM, it was decided to continue
with ClusterD, and then to use cryo-apps for other Siemens
application such as NA62 and HIE-ISOLDE cryomodules.
This application is a great example of how one can fully
benefit from the use of the CI tools to generate and build
applications. Indeed, the application is composed of up to 6
cryomodules that share the same logic and equipments, making it one of the largest non-LHC cryogenic control system
applications in CERN. It needs frequent updates since the
number of cryomodules increase every year - currently 3 cryomodules are in place and the test phase is still in progress.
Therefore, the CI system makes the development process
more efficient.
The first successful experiences using cryo-apps and its
genericity led to consider it as a standard to build every future
Siemens application (such as ClusterG Infra and B180 new
magnet test area).

CONCLUSIONS
The automation of the software production process in
CERN Cryogenics has become an essential part of the creation of the necessary software for the control applications.
The results and expectative of the update have shown that
the time and resources needed to implement it were more
than worthy to obtain a system which is better configurable,
faster and more reliable than the previous one. The necessity
of the maintenance and updates of the different components
of the Continuous Integrations service is overshadowed by
the benefits the system provides.
Thanks to its modularity, it can be configured to be
adapted to different types of applications and even cope with
different versions simultaneously. That way it is possible
to modify and test an application while generating a working version of the installed software. The rise of the speed
gained increasing the number of machines and optimizing
them allow a faster error detection within the programming
code reducing the time to get a working application. It
also improved quality assurance of the control applications
produced. Human error is minimized while launching the
different jobs of the Continuous Integration service as all
of them are already predefined. All the benefits combined
permitted to evolve from maintaining 18 applications to 49
with possibility to be increased in the near future.

FUTURE PLANS
Future developments will most likely be focused on integrating more use cases, in particular those using different
hardware and software components. For the moment, a prototype CI was created for the first Schneider Unity® -based
projects. While already helpful, further developments on
automating some stages of the process and supporting tools
are necessary for better coverage of the workflow. With upcoming multiple upgrades scheduled over the next two years
- these will most likely have a high priority in the near future.
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SOLEIL AND SYMETRIE COMPANY COLLABORATE TO BUILD TANGO
READY IN-VACUUM DIFFRACTOMETER
Y.M. Abiven*, N. Aubert, G. Ciatto, C. Engblom, P. Fontaine, S. Zhang, Synchrotron Soleil, Paris,
France, A. L’Hostis †, P. Noire, O. Dupuy, T. Roux, SYMETRIE, Nîmes, France
Abstract
Two years ago, SOLEIL (France) and MAXIV
(Sweden) [1] synchrotron light sources started a joint
project to partially fund two similar in-vacuum
diffractometers to be installed at the tender X-ray
beamlines
SIRIUS
and
FemtoMAX.
SOLEIL
diffractometer, manufactured by the French company
SYMETRIE and complementarily funded by an Ile-deFrance region project (DIM Oxymore) [2] gathering
SIRIUS beamline and other laboratories, features an invacuum 4-circle goniometer and two hexapods. The first
hexapod (out of vacuum) is used for the alignment of the
vacuum vessel and the second one (in vacuum) for the
alignment of the sample stage which is mounted on the 4circle diffractometer (Figure 1).

Z
X

Y

Figure 1: In vacuum diffractometer installed in the
SIRIUS beamline experimental hutch with its electronics
rack
In order to efficiently integrate this complex
experimental station into SOLEIL control architecture
(based on TANGO [3] and DELTA TAU [4] motion
controller), SOLEIL and SYMETRIE [5] have worked in
a close collaboration. SYMETRIE used SOLEIL
developments and added to it its expertise in hexapods,
motion
control,
and
metrology.
Multi-axial
synchronization in the diffractometer subsystems is a key
issue in this work and also opens up future possibilities in
terms of improvement of the sphere of confusion thanks
to corrections done by the sample stage alignment
hexapod. This paper details the organization of this
collaboration on the electronic and software control
___________________________________________
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†anthony.lhostis@symetrie.fr

system.
A detailed description of the instrument mechanics,
geometry and scientific applications will be the subject of
a future work.

SIRIUS BEAMLINE DIFFRACTOMETER
SIRIUS takes advantage of the best energy range of the
SOLEIL synchrotron ring between 1.2 and 13 keV in
order to provide a tool for structural study to several
communities of condensed matter.
The beamline, mounted on an HU36 undulator source
and provided with two monochromators, is suitable of
performing different x-ray characterization techniques
such as: grazing incidence x-ray diffraction (GIXRD),
small angle scattering (GISAXS) at fixed energy, and
anomalous x-ray diffraction (AXD) and spectroscopies
(XAFS, DAFS) in energy scans [6, 7].
Until 2015, the beamline has been equipped with two
endstations
(six-axis
tower
and
kappa-head
diffractometers) for hard x-ray studies of soft and hard
condensed matter, respectively. However, no proper in
vacuum instrumentation for fully exploiting the lower
energy range of the undulator spectrum was available.
The in-vacuum diffractometer project was thought to fill
this lack. In fact, there is a great interest in performing
resonant diffraction studies in the tender x-ray range,
where the absorption edges of several chemical elements
are located. These elements are common constituents of
advanced materials used for technological applications
such as functional oxides, III-V semiconductors and light
metallic alloys.
The diffractometer is composed of three motion
subsystems: The JORAN hexapod at the bottom (carries
the system with the vacuum vessel), and a 4-circle invacuum diffractometer which is itself equipped on one of
its circles of a with an in-vacuum BORA hexapod. The
JORAN hexapod is used to align the center of the
diffractometer according to the x-ray beam in the vertical
(Z) and transverse (X) directions. It is also used as a 5th
circle along the vertical (Rz-axis) which is synchronously
moved with the 4-circles diffractometer. The BORA
hexapod aligns the sample stage.

CONTROL REQUIREMENT
SOLEIL Motion Interface for TANGO
Architecture
The diffractometer control is implemented with respect
of the architecture defined in the so-called
REVOLUTION project [8]. It is based on the DELTA
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TAU Powerbrick controller which is integrated and
supported in the SOLEIL standard. It offers powerful
computing capacity, multi-axis synchronization, encoder
processing, virtual/operational space control through
kinematic equations, non-linear trajectories, built-in
software PLCs (programmable in Power PMAC script
and/or C language) etc.
In order to permit a friendly integration in the TANGO
framework, SOLEIL developed standard functionalities
for the hardware low-level configuration and a standard
embedded software. This approach guarantees a system
delivery that is easy to use and maintain in normal
operations.
Tango interfaces (Figure 2) for Delta Tau controller
“ds_PowerPMAC" include the following set of devices:
 Device PowerPMACBox for the controller and
general data.
 Device PowerPMACAxis for driving physical axes.
 Device PowerPMACComposedAxis for driving
composed virtual axes (one device/CS).
 Device RawDataViewer, a diagnostic tool providing
read-only raw firmware data of Power PMAC for
specified axis.
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Temperatures of in-vacuum motors are monitored by a
dedicated PLC which interlocks the motion controllers in
case of overheating.

Figure 3: Power PMAC software feature.

Electrical cabinet

6 x Motors and
limit switches
6 x Encoders

Vacuum chamber

PowerBrick IMS N°1
Temperature

BORA hexapod

PLC: interlock
4 x Encoders
PowerBrick IMS N°3
Drive command

4 x Motors and
limit switches

Electrical enclosure
with PHYTRON drives

MACRO bus:
Motors synchronization

PowerBrick IMS N°2

Figure 2: Software architecture overview, from TANGO
to Power PMAC.
The collaboration with the SYMETRIE Company to
develop instrument control was established on this
principle: SOLEIL provides the high-level TANGO
interface and low-level layer embedded in the controller.
SYMETRIE (Figure 3) integrates and connects their
kinematic routines to the TANGO interface, adding
specific configurations and code for the hexapods and the
diffractometer.

HARDWARE ARCHITECTURE
The implemented architecture (Figure 4) from
SYMETRIE is composed of a Power Brick controller for
each subsystem: the JORAN hexapod, the 4-circles
diffractometer, and the BORA hexapod.

6 x Motors
6 x Encoders
JORAN hexapod

Figure 4: Hardware architecture.
The last circle of the 4-circles diffractometer has
infinite rotation ability. A vacuum slipping ring is used to
convey electrical signals and powers to the BORA
hexapod and to the sample.
In order to enhance automatic alignment and reach the
best possible SOC (Sphere Of Confusion), the
diffractometer and the JORAN hexapod controllers are
both synchronized by a MACRO bus. MACRO is an open
protocol, for real-time motion and a machine control bus,
which was developed by DELTA TAU. The MACRO bus
on the Power Brick controllers permits to synchronize
multiple axes from multiple control- systems.
TUPHA007
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TANGO INTERFACE
Two TANGO devices are used to interface the Power
PMAC controller for this application. The first one,
named PowerPMACBox device, has a fixed interface
optimized for motion. The second one, name
PowerPMACdataviewer, is flexible and allows any
variable exchange with the controller.
Those devices allow the configuration and the control of
singles axes and composed axes. A “composed axis” is a
group of operational axes, to which can be associated
with simple or complex kinematic models (that act on one
or several motors) in the Power PMAC controller.
SYMETRIE used a VirtualBox running SOLEIL
TANGO packages providing Device Server, Scanning
tools, etc…). Power PMAC devices were used to test the
work done on the controllers. SYMETRIE directly
delivered the TANGO devices configuration files to
SOLEIL.
The PowerPMAC device (Figure 5) can be used to read
positions and start movements, to configure speed and
acceleration, or to launch homing sequences. On
composed axes; operational linear moves are realized
using high frequency path interpolation for motor
synchronization. Speed can be configured in its
operational space to be constant or it can use the fastest
possible speed (under the constraints of each motors
maximum speeds and accelerations); this is done thanks
to the look-ahead feature of the DELTA TAU controller.
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for example the adjustment of the center of rotation of the
BORA hexapod after a sample stage change.
In standard use two composed axes are used: one for the
BORA hexapod, and one for the group “4-circles +
JORAN hexapod”. Others single- and composed axes
were created for maintenance purposes.

NOMINAL USE

1 PPMAC device, composed of:
1 box for communication with
the controller
1 composed axis of 10 axes to
synchronously move joran
hexapod and huber gonio

MAINTENANCE

1 PPMAC device, composed of:
1 box for communication with
the controller
1 composed axis of 6 axes to
move the BORA hexapod

1 PPMAC device, composed of:
1 box for communication with
the controller
1 composed axis of 6 axes to
move the JORAN hexapod

6 single axes: for the 6 hexapod
actuators

6 single axes: for the 6 hexapod
actuators

1 PPMAC dataviewer:
Bora_hexapod, to add extra
data exchanges specifically with
the composed axis

1 PPMAC dataviewer:
Joran_hexapod, to add extra
data exchanges specifically with
the composed axis

1 composed axis of 4 axes:
gonio
4 single axes: Delta, theta, chi,
phi (gonio axes)
1 PPMAC dataviewer:
Huber_gonio, to add extra data
exchanges specifically with the
composed axis gonio
1 PPMAC dataviewer:
Huber_hexagonio, to add extra
data exchanges specifically with
the composed axis joran +
huber

MACRO ring

PowerBrick IMS N°1

PowerBrick IMS N°2

PowerBrick IMS N°3
4 drives for steppers

6 axes

BORA hexapod

6 axes

4 axes

JORAN hexapod

HUBER 4‐circles

Figure 6: TANGO devices.

CONTROLLER EMBEDDED SOFTWARE
…
…

Figure 5: SOLEIL TANGO Power PMAC device.
SYMETRIE used dataviewer devices (Figure 6) to give
the possibility to modify the hexapods coordinate
systems.
An operational position is fully described by the
position and orientation of a frame, relative to a reference
frame. For SYMETRIE hexapods, the operational
position is defined when “platform” coordinates are
transformed into “machine” coordinates. The SYMETRIE
software allows customers to move between these two
coordinates systems CS.
In addition, “machine” coordinates can be transformed to
another fixed so-called “user” CS, and the “platform” CS
can be transformed into a so-called “object” CS. The
commanded and read positions become the position of the
“object” CS in the “user” CS, which are all implemented
into the controller. Change of coordinate system allows

SOLEIL developed its Power PMAC embedded
interface in 2014. The software has already been deployed
on the SAMBA beamline for their monochromator.
The main guideline on this new project was to integrate
SYMETRIE hexapods into SOLEIL developments. The
delivery to SOLEIL is an open-software project with a
SYMETRIE pre-compiled hexapod library. This solution
allows for system evolutions and independence in
SOLEIL, and to protect SYMETRIE knowledge. It was
made possible by the great flexibility of the DELTA TAU
controller which SYMETRIE has been using for its
hexapods since more than 15 years.
Each of the three systems were first independently
implemented on their individual controller. Various
hardware were interfaced: incremental and absolute BiSS
encoders, and stepper motors, using Power Brick drive
stages and external drives. Homing and limits switch
functionalities when needed.
SYMETRIE built a library (Figure 7) having interfaces
compatible with SOLEIL development. That library is
made of few functions which manage the kinematics, the
hexapod moves pre-validation, the coordinate systems
changes, some real-time security verifications. Few
evolutions to SOLEIL development were proposed,
jointly validated and implemented.
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Possible Evolutions
The next step is to improve the SOC (sphere of
confusion) of the diffractometer by compensating the 4circles errors (mechanical defaults, crossed motion

4‐circles motors
JORAN motors
BORA motors

MACRO
16kHz

MACRO
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MACRO
16kHz
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JORAN hexapod

HUBER 4‐circles

Figure 7: Controller embedded software.
The project requested the synchronization of JORAN
hexapod Rz axis with the 4-circles. A single operational
entity was created grouping the 4-circles and the JORAN
hexapod. This was made using the MACRO bus. The 4circles controller control the JORAN hexapod motors in
torque mode, sending torque commands, receiving the
encoder positions and exchanging various security
variables, all this at 4kHz. Having all those axes in a
single operational entity allows synchronized interpolated
moves, common acceleration and deceleration phases,
and common stops. In MACRO use, only current loops
are enabled on the JORAN hexapod Power Brick, being
reduced to a six drives station.
SYMETRIE, combining metrology expertise to its
motion expertise, did the metrology qualification of the
diffractometer. To improve the accuracy of the system,
compensation tables were implemented in the controller.
Accuracy compensation tables for the 4-circles and
operational accuracy and cross-coupling compensation
tables for the JORAN hexapod. The operational moves
are interpolated at 1 kHz, permitting a smooth operational
compensation along the path. Compensation tables permit
to reduce the errors to levels close to the accuracy of the
measurement instrument or to the repeatability of the
positioning device.

4‐circles kinematic
JORAN kinematic
BORA kinematic

DELTA TAU
Servo/PID 4kHz

MASTER: Torque command, enable, brakes
SLAVE: Encoder, limits, amplifiers faults

1KHz

DELTA TAU
Servo/PID Loops 4kHz
•
•

bending/deformation, cross-coupling) using the BORA
hexapod. It can be done along the operational axes path
by grouping the 4-circles and the two hexapods in a single
operational entity with the help of the MACRO bus.
Moves will be synchronized and interpolated allowing for
compensation adjustments along the path. See the pink
frames
on Figure 8.

SOLEIL & SYMETRIE
DELTA TAU Script/Configuration
•
•

DELTA TAU
Motion Tasks

Compensation table selection
Coordinate system change
Point to point move pre‐validation
Forward kinematic
Inverse kinematic
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16kHz

4 drives for steppers

Figure 8: MACRO allow motors control from a single
controller – BORA hexapod could be added.

CONCLUSION
SOLEIL is convinced in their choice of the DELTA
TAU controller for its systems requiring complex control.
It also confirms that the software architecture is flexible
and well adapted for collaboration, allowing for an easy
integration of third party kinematics while maintaining
the same interface.
The strong collaboration between SOLEIL and
SYMETRIE permitted an optimum integration of
SYMETRIE
hexapods
in
SOLEIL
TANGO
developments. SYMETRIE was able to deliver an open
software project to SOLEIL, allowing evolution and
independence for SOLEIL and protecting SYMETRIE
knowledge. Synchronization of the JORAN hexapod and
the 4-circles diffractometer was needed when using the
JORAN hexapod Rz- axis as a 5th axis for the
diffractometer. This synchronization was successfully
conducted using the MACRO bus to command JORAN
hexapod motors from the 4-circles controller and by
grouping the JORAN hexapod and the 4-circles in a
single operational entity.
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Thanks to the collaboration with SOLEIL, SYMETRIE
is now able to furnish a ready-to-use, TANGO controlled,
hexapod system.
The diffractometer factory acceptance tests were
successfully carried out at SOLEIL which involved: the
mechanical integration on the beamline, the metrology
constraints, the vacuum quality of the chamber, the
project management and collaboration were successfully
achieved. The instrument will be commissioned with the
synchrotron beam by the end of the year 2017.
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SOFTWARE QUALITY ASSURANCE FOR THE DANIEL K. INOUYE
SOLAR TELESCOPE CONTROL SOFTWARE
A. Greer, A. Yoshimura, Observatory Sciences Ltd, Cambridge, UK
B. Goodrich, S. Guzzo, C. Mayer, DKIST, Tucson, AZ 85719, USA
DEVELOPMENT AND TEST SET-UP

Abstract
The Daniel K. Inouye Solar Telescope (DKIST) is currently under construction in Hawaii. The telescope control
system comprises a significant number of subsystems to coordinate the operation of the telescope and its instruments.
Integrating delivered subsystems into the control framework
and managing existing subsystem versions requires careful
management, including processes that provide confidence
in the current operational state of the whole control system.
Continuous software Quality Assurance provides test metrics on these systems using a Testing Automation Framework
(TAF), which provides system and assembly test capabilities
to ensure that software and control requirements are met.
This paper discusses the requirements for a Quality Assurance program and the implementation of the TAF to execute
it.

INTRODUCTION
During the software conceptual design phase DKIST
elected to use a Common Services model as a basis for
the standard distributed software infrastructure used to build
the control subsystems. The Common Services Framework
(CSF) was developed as a result of this decision, providing
a standard framework supported in three programming languages (Java, C++ and Python) [1]. The framework offers
many features including deployment support, communications support, persistence support, as well as application
support and a broad library of additional tools. All of the
DKIST control software subsystems are built using the CSF.
Figure 1 shows a block-representation of the layout of the
CSF. This infrastructure software, and the software required
to control a large telescope such as DKIST presents developers and maintainers with a substantial level of testing needed
to ensure the quality of the software remains at a satisfactory
level throughout the lifetime of the project.

The DKIST project offices in Tucson, Arizona and Boulder, Colorado have been equipped with the necessary control
hardware to be capable of running the entire control software stack. This includes the required network infrastructure,
Data Handling System (DHS) servers, CSF servers, an operator’s station, 4k monitors and network hub [2]. The hub
is provided for future expansion. This hardware installation
is called the End To End (E2E) simulator. Every subsystem
accepted by DKIST must be delivered with the ability to
simulate all hardware at the interface level. This requirement
allows the development team to run the simulated subsystem
within the E2E environment. It is possible to run all of the
subsystems together natively on the hardware, or spawn virtual machines to execute a subsystem in isolation. A network
of virtual machines can be spawned to verify messaging and
database logging across operating system and software versions. The virtual machines are created and executed using
the VMWare commercial product VMWare Workstation [3].
VMWare has been developed for more than 15 years and
aims to provide the most stable and secure local desktop
virtualization platform in the industry. The E2E rack and
operator’s basic layout is shown in Figure 2. The rack shows
the required network infrastructure, DHS, and CSF servers.
The operator’s station is shown with its two 4k monitors,
desktop, and network hub. The instrument operator’s position is shown with its Quality Assurance computer and 2
HD monitors. Figure 3 is a screen shot taken from the two
4k monitors with the subsystems and simulators running,
and has a photo of the server rack overlaid in the top right
hand corner.

Figure 2: End to End hardware schematic.
Figure 1: Layout of Common Services Framework.
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Figure 3: Screen shot taken of the E2E with a photo of the hardware in the top right corner.

SOFTWARE QUALITY REQUIREMENTS
The DKIST control software is supported in three languages, with differing levels of support for each. The communications and middleware independent layers have been
developed in-house by DKIST staff, but many individual
telescope subsystem software modules have been developed
by external commercial companies and delivered as part of
the whole subsystem. Upon delivery these modules must
be integrated into the overall control software system and
then maintained by DKIST staff. Each module has passed
the factory acceptance tests (FAT) prior to delivery but for
every new release of the infrastructure software the tests
must be executed and the results verified once more. Add to
this the need to regression test for any bugs and subsequent
bug-fixes found in either the subsystems or the infrastructure software itself, and the matrix of tests becomes large.
For this reason investment was made to produce a software
quality assurance (QA) program which allows all tests to
be grouped, executed, monitored and logged in a consistent
manner, with continuous integration and automated notification of failures. Unit, regression and system tests can
be scheduled to execute at predetermined times, with specially marked benchmarking tests executed multiple times
and then statistical analysis of the results performed. Test
reports should contain a concise summary, with detailed report information available if required. Below is a summary
of the requirements identified:
• Consistent reports generated for all tests.
• Unit test framework required for each supported language.
• Use existing tools and frameworks where possible.
• Ability to group different test types and languages.
• Ability to install relevant software subsystems for tests.
• Continuous execution of tests.
• Notifications of test results.

Existing Tools
For the development of test frameworks it was clear that
making use of existing test frameworks would reduce costs
and provide well supported libraries to use. For the continuous execution of tests there were also products available
but the decision was made to develop a thin Python layer

that made use of the existing VMWare virtual machines that
were already in use within the DKIST project. VMWare
Workstation provides an API for interacting with the virtual
machines which made it easy to control them, as well as
interact with the sessions running on the virtual machines
from the host. The benefit of this is to be able to coordinate
test execution and result collection across multiple virtual
machines.

TEST REPORTING FORMAT
To ensure that test reports are easily compiled and processed from multiple test frameworks and languages it was
necessary to settle on an agreed standard report format for
recording the results of all tests. This test reporting format
was agreed upon before any development of testing frameworks had begun. To make the reports easily parsed by
automated metric generating software, but also relatively
human readable it was agreed that an XML format should
be used. This format provided scalability for storage of test
reports; a file could contain a single report or many hundreds of reports and each report could contain every type
of attribute available or just a subset. Each report contains
information that can be used to identify which test the report
relates to, where and when the test was executed, the version control tag of the test script (to ensure exactly the same
version of tests can be re-run if required), and the results
of the test execution. Other metadata associated with a test
can be added to the report as required. Figure 4 shows an
example test report of a test that has failed. The example
contains additional information describing which versions
of software packages were checked out for the test execution,
along with details of the specific failure.

TESTING FRAMEWORK FOR MULTIPLE
LANGUAGES
All languages have existing testing frameworks available
and for the QA programme DKIST wanted to make use of
these where possible. When selecting a framework there was
a requirement to customise the generated output and so this
was one of the major factors that contributed to the decision.
The overall QA infrastructure and tools were developed using
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<?xml version="1.0" ?>
<TEST>
<ID>
SYS_REQ_4.1_1110
</ID>
<CVSID>
$Id: SYS_REQ_4.1_1110.py,v 1.2
2015/09/10 08:27:35 Exp $
</CVSID>
<DESCR>
Disconnection - Invocation of target
public interface method shall no
longer be possible after
disconnection.
</DESCR>
<TYPE>system</TYPE>
<TIME>2017-05-17 07:31:25.662</TIME>
<MACHINE>localhost.localdomain</MACHINE>
<VERSION name="CSF">HEAD</VERSION>
<VERSION name="Base">HEAD</VERSION>
<RESULT>
FAIL
</RESULT>
<FAILURES>
<FAILURE>
<STEP>
18
</STEP>
<REASON>
qas.test.41.1110.java
.comp.client.javacomp
shouldn’t have been added
by ’get’.
</REASON>
<LOCATION>
StepFailGetTest
</LOCATION>
</FAILURE>
</FAILURES>
</TEST>
Figure 4: Test report example.
python, as the language suited the requirement to coordinate
multiple applications, and as a mature scripting language
has built in support for many of the tasks that were required
to operate the QA programme.

C++ Testing
The testing framework that was selected for executing C++
tests was CxxTest [4]. CxxTest has a good set of assertion
macros, is distributed as header files and has no other dependencies. CxxTest also allows for the creation of a custom
test runner that can be compiled into the test application and
also the registration of a test listener, used to catch failed
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tests and generate reports of the correct format. A custom
executor and listener were constructed for the DKIST QA
framework, providing the C++ unit tests with the capability
of generating the expected XML report format. This method
of building the custom test runner into the framework means
that the end user who is constructing tests does not need
to write any specific boiler plate code for the tests to be
compatible with the DKIST QA framework. The resulting
executable test applications generated by CxxTest can be
executed from the command line and as part of a larger suite
of tests. TinyXML-2 [5] was selected as the library for the
production of XML reports. TinyXML-2 is a small and
efficient C++ XML parser, it was easy to use and consists of
a single header and single cpp file which could be compiled
into the test applications.

Java Testing
For Java unit testing JUnit [6] was used, which is a unit
testing framework for the Java programming language. JUnit provides an interface for creating and executing custom
test runners providing the necessary hooks to be able to customise the tests. A custom runner was produced that could
create test reports with the same format as those produced by
C++ tests. Once again JUnit tests can be executed from the
command line. Java provides native support for generating
XML documents.

Python System Testing
There was no requirement to provide unit tests for Python
as the CSF main classes provide only Java and C++ support.
Python is used by DKIST for scripting at the system level,
with a Jython interpreter providing the interface between the
python scripts and the CSF framework. Therefore for the
python tests it was only necessary to create the relevant test
classes to assist with testing standard system level operations.
This included testing methods for loading and initialising
subsystems, connecting to the subsystems and verifying the
health, submitting command configurations and testing success and failure of those configurations, setting and getting
data items, verification of expected log messages and other
permanent storage interactions, publishing and receiving
events. Custom Python classes were created to generate the
required XML report files and these were kept consistent
with the C++ and Java generated reports.

TESTING AUTOMATION FRAMEWORK
Having developed testing capabilities for all three languages supported by the DKIST CSF control software, the
next step was to support the execution of suites of tests. Each
of the test scripts can be executed from the command line
and so the decision was made to create a framework that
can execute tests of any language. The Testing Automation
Framework (TAF) is responsible for coordinating a large set
of tests. It consists of a set of Python scripts, Java unit tests
and CPP unit tests that are executed on the (virtual) machine
where the tests are to be run. The TAF has developed into a
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tool that can perform installation of any system or subsystem
of the DKIST software including the installation of the CSF
software itself. The TAF runs under the assumption that tests
are to be executed from a clean system. The TAF checks
its configuration file to find out which version or versions
of the DKIST CSF and subsystem code should be installed
and tested. The TAF will then check out the required software versions from the DKIST software repositories into
the designated directory and perform all installation steps
required to have a fully operational CSF installation. Once
the installation is complete the TAF runs in sequence all
of the pre-selected system tests, followed by the unit tests.
Tests that execute on a particular instance of the TAF are
entirely configurable. Multiple TAF instances can run simultaneously within separate virtual machines so that several
versions of CSF can be regression tested at the same time
(subject to the physical memory constraints of the underlying hardware). It is possible to configure an instance of the
TAF to not execute any tests at all, instead checking out the
required versions of the DKIST software and performing the
installation only. This is useful for a situation where tests
executing under another TAF instance on a separate virtual
machine expect to connect to remote application instances.
A set of virtual machines can be configured to mimic a fully
networked system ready for network tests. This is not suitable for testing the network architecture, only for testing the
software behaviour within a distributed deployment. The
TAF is responsible for collecting and processing all of the
individual reports from the tests which are saved to disk at a
specified location. The TAF is not responsible for compiling
the final report or sending the emails containing the reports;
that is the responsibility of the End To End Test Executor
described below.

END TO END TEST EXECUTOR
The final component required to complete the QA software infrastructure was a tool that could coordinate the execution of TAF instances, spin up and down virtual machines,
parse the test reports and send out notifications of test summaries. The E2E Test Executor (ETE) was developed to
perform this list of tasks, and is responsible for all of the
tasks mentioned above. The ETE comprises a set of Python
scripts and configuration files that are executed as part of
a cron job and can be easily configured from a command
line tool. The ETE can be configured to start up a test run
at any pre-defined time on any available virtual machines.
When the specified time is reached the ETE will wake up,
start the necessary virtual machines and then copy the TAF
scripts and configuration files to the virtual machines. After
the copies have completed the ETE will execute TAF scripts
on the virtual machines and wait for the completion of all
tests. Once the tests have been completed the ETE will shut
down the virtual machines and then perform the appropriate
notifications of the test results. The ETE will be responsible
for ensuring only one test run is performed at any one time
on one virtual machine, but will not stop multiple virtual
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machines from being active and running separate test runs
at any one time. From the command line it is possible for an
operator to invoke the ETE to start a test run immediately.
For situations where real hardware might be used for testing
the ETE would not be required, instead configured instances
of the TAF would be manually executed on physical machines. The result is a full set of tests run with real hardware
and reports stored in the configured location.

ETE AND TAF WORKING TOGETHER
In summary the following QA test runs are performed
each day as follows:
• The ETE checks its configuration files and starts any
virtual machines as appropriate.
• The ETE copies the TAF source distribution and the
specified TAF configuration file onto the virtual machine.
• The ETE executes a script on the virtual machine which
runs up the TAF.
• The ETE instance then waits for a signal from the virtual machine that marks completion of the TAF execution.
• The TAF instance executing on the virtual machine
reads the configuration file which was transfered to the
machine by the ETE.
• The TAF checks out the software modules specified in
the configuration file (unless specified not to).
• The TAF updates any configuration parameters required to run the software on the specified virtual machine (such as location of event servers, database IP
address).
• The TAF builds the DKIST control software (unless
specified not to).
• The TAF initiates tools required to run the DKIST control software (starts database and event servers).
• The TAF runs system tests and unit tests, generating
the reports and storing them on the host machine.
• If there are more virtual machines to run, the ETE
executes them as before.
• When there are no more virtual machines to run, the
ETE shuts down all the virtual machines, writes the
final report and, optionally, emails the report.

BENCHMARK TESTS
After the initial QA software infrastructure release had
been operating for some time a request was made to be able
to add benchmarking tests. The testing code was updated to
allow the notification of a benchmark value from a test and
the TAF updated to allow configuration of a benchmarked
test. Essentially the TAF configuration can specify how
many times to execute a benchmark test, and the results are
not treated as separate test results; instead the benchmark
statistics are calculated and added to the report.
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FUTURE ENHANCEMENTS

CONCLUSION

The following enhancements are on the roadmap for the
DKIST QA software:
• It would be useful to be able to configure the TAF to
ignore a specific test failure, if the test always fails and
it is understood why the test fails. This would allow
the known test failure to be ignored in the final test
report so that any new test failures are prominent and
not masked by existing failures.
• Disk space monitoring will be added to the TAF to stop
disk full errors if logs have been filled. During previous
test runs a particular error that occurred would result in
a tight loop writing errors to a log file. This eventually
resulted in the disk filling up and locking up of the
virtual machine. The TAF could monitor the available
disk space and safely shut down a virtual machine prior
to the disk becoming full.
• The TAF will have permanent storage of results history
added so that any significant changes to benchmark
results can be recorded and appropriate notifications
sent.
• The implementation of a standard set of system test
methods and associated templates to simplify the writing of subsystem tests is currently ongoing. The templates can be used by test developers and will ensure
that the same kind of tests are carried out in exactly the
same way for each subsystem. Examples of the sort of
tests include checking health transitions and associated
log messages, starting and stopping subsystems and ensuring correctly formatted command configurations are
accepted by subsystems within allowed time budgets.

DKIST have fully invested in the software QA programme
for project control software. As a result of this investment, a
QA infrastructure tailored to the needs of the DKIST project
has been developed, leveraging on the power and flexibility
of existing virtualisation and testing tools. Many hundreds
of tests are automatically executed on the DKIST servers
throughout every day, with key project members receiving
detailed email reports of the results. DKIST control software
developers can commit new features with the confidence that
all existing requirements will be re-verified and that any failures will be reported. Additionally new unit or system tests
can be integrated into the test suite and either executed in
complete isolation or as part of the full E2E control software
deployment.
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A NEW DISTRIBUTED CONTROL SYSTEM FOR THE CONSOLIDATION
OF THE CERN TERTIARY INFRASTRUCTURES
L. Scibile*, C. Martel, P. Villeton CERN, Geneva, Switzerland
Abstract
The operation of the CERN tertiary infrastructures is
carried out via a series of control systems distributed over
the two main CERN sites (Meyrin and Prevessin). The
scope comprises: ~260 buildings, 2 large heating plants
(~50 MW overall capacity) with 27 km district heating
network and 200 radiators circuits, ~500 air handling
units, ~52 chillers, ~ 300 split systems, ~ 3000 electric
distribution boards and ~ 100 000 light points.
In the last five years and with the launch of major tertiary infrastructure consolidations, CERN is carrying out
a migration and an extension of the old control systems
dated back to the 70’s, 80’s and 90’s to a new simplified,
yet innovative, distributed control system aimed at minimizing the programming and implementation effort,
standardizing equipment and methods and reducing
lifecycle costs. This new methodology allows for a rapid
development and simplified integration of the new controlled building/infrastructure processes.
The basic principle is based on open standards PLC
technology that allows to easily interface to a large range
of proprietary systems. The local and remote operation
and monitoring is carried out seamlessly with Web HMIs
that can be accessed via PC, touchpads or mobile devices.
This paper reports on the progress and future challenges of this new control system.

INTRODUCTION
CERN has a large infrastructure of buildings. Most of
these are more than 40 years old (see Figure 1). In particular, a large set of buildings (260) are dedicated to tertiary
functions. These functions are quite heterogeneous ranging from offices, workshops and warehouse, 2 large heating plants (~50 MW overall capacity) with 27 km district
heating network and 200 radiators circuit to 3 restaurants,
3 hotels and a kindergarten.

Figure 1: CERN buildings ages in Meyrin.
Throughout the years, different generations of building
automation systems have been installed. These systems
monitor and control building functions for the heating,
*

cooling, ventilation, air conditioning, chillers, lighting,
shading and, in general, functions aiming at optimizing
energy usage and building operation and maintenance.
Given the age, some of these installations require substantial refurbishment: at CERN, this programme goes
under the name of consolidation. The term “consolidation
of infrastructure” identifies the main elements in the
buildings and tertiary systems that needed to be refurbished, to be renovated or to undergo a large maintenance
intervention. In addition, CERN has embraced the concept that a building doesn’t have to be new to be smart
and has taken the opportunity when renovating systems to
incorporate smart building capabilities. This step-by-step
process allows to develop the new smart capabilities
along with the improvement of the building infrastructure.
Since early 2009 and as part of the consolidation of the
infrastructure, a novel methodology has been applied for
the development and the integration of the new controlled
building/infrastructure processes. This paper is organised
as follows: first, an overview of the methodology is described, second, the basic principles of the new distributed control system dedicated to the tertiary infrastructure is
presented. Then, examples of installations deployed in the
last five years are presented. Finally, the paper concludes
with the most important ideas and future work

METHODOLOGY
In order to fully understand the reasons behind the
methodology, it is important to provide some elements to
contextualize the motivations:
1. the old systems were built over the years through
international call for tenders leading to a large
number of heterogeneous manufacturers and architectures;
2. the old systems were built without a remote control and were rarely upgraded with such functions;
3. the local control functions were not networked to
improve energy building performances.
In addition to the context, the following facts should also be taken into account:
4. the replacement of the old control systems should
allow interfacing with different system manufacturers;
5. new process equipment come with various standard interfaces (not always the same);
6. most of the work on the building control systems
is typically subcontracted;
7. there was no interconnection between heating,
cooling, lighting and, in general, among various
building control functions;
8. the physical distribution of the building.

Luigi.Scibile@cern.ch
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In addition, the field of building automation system has
suffered since its inception the problem of heterogeneity
making the interoperability cumbersome [1].
Finally, the strategy is to upgrade the control systems
also to improve the building performance in terms of
comfort, energy usage, operational costs and maintainability.
On the basis of the above-mentioned facts, it was decided that the methodology would allow:
1. to interconnect seamlessly with different
building systems using standard protocols
2. to reuse pieces of codes for reducing costs
and improving maintainability
3. to remotely monitor the various distributed
control systems without a centralised SCADA
but rather using built in functions allowing
access from a multitude of different platforms
and locations.
The core of the methodology is to implement an automation layer that is capable of directly interface with the
field layer using standards hardware interfaces with
standard protocols and avoid the use of proprietary technologies. This will also allow the compatibility with multinational tenders/contracts and increase flexibility for the
selection of manufacturers. In addition, the methodology
breaks from specific automations platforms (for example,
lighting) toward generic automations platforms that allow
interoperability among different functions (for example,
human presence, lighting and cooling). This is also built
on some guaranteed basic functions by predefining data
points and naming conventions.
Another core element of the methodology is the reusability of the code [2]. To achieve this goal, a number of
software modules have been identified and programmed
creating software components that can be further specialized in the individual applications. This piece of the
methodology allows to reduce development and validation effort (reusability), facilitates monitoring and
maintenance and provides a high degree of standardization in dealing with integrators: the final result is a component-based software architecture. An example of such a
component is the building ventilation function. This component is based on a standardized P&ID. Its programming
includes the control algorithm, the connection to the sensors and actuators and its control panel interface as shown
in Figure 2. Another advantage of software components
and component-based design is the possibility to use the
actual software components in simulations with the plant
model. Hence, this methodology allows a rapid prototyping from the simulation stage to the implementation stage:
i.e. the software components can be tested with the actual
hardware (aka, hardware in the loop) and then installed on
the plant.
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Figure 2: Example of control panel interface component.
The final element of the methodology is linked to the
concept of a lean ubiquitous remote monitoring and control: continuous improvement with the aim of increasing
value for user and reducing/removing useless functionalities. This element has been implemented by a distributed
rather than centralised architecture based on standard web
technologies [3]. This provides (1) maximum flexibility
to support the constant changes (due to the integration of
the new/renovated systems) without compromising the
operation, (2) the stability of the elements not affected by
the changes and (3) the overall quality since only part of
the systems might be affected. This element of the methodology also allows to apply improvements incrementally
on a component or system base and, on the basis of the
automation of the process described in the previous section, the improvement can be implemented faster than
starting from scratch. Finally, the usage of standard web
interfaces and secure connections allows a seamless access to the distributed monitoring and control systems
from a multitude of different platforms and locations.

NEW DISTRIBUTED CONTROL SYSTEM
The new distributed control system for the CERN
building/infrastructure processes is based on an automation model that puts the openness at its centre and, as
such, allows the implementation of the methodology
described in the previous chapter. This architecture is
shown in Figure 3.
This technical solution is based on the Saia Burgess
Controls (SBC) product line [4] for the management and
automation layer and a multitude of field devices products: all connectable through standards hardware interfaces with standard protocols (DALI [5], KNX [6], MODBUS [7]).
All the building/automation processes are connected to
the IP network allowing the remote monitoring and control functions. All connected field devices are based on
standards hardware interfaces with standard protocols.
The remaining old systems with proprietary technologies
are being progressively phased out. In addition, by using
the standard software components described in the previ-
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Figure 3: Control & monitoring architecture of the CERN tertiary building infrastructure.

ous chapter, the interoperability between building services
is made simple.
Data is integrated in the CERN standard services like
the Technical Infrastructure Monitoring (TIM) for the
CERN central monitoring, the TIMber database for the
CERN central logging, the CERN Enterprise Asset Management (EAM) for the management of the hardware
configuration and maintenance and the CERN IT database
for the network management and configuration.
Since 2009, all new systems have been designed and
implemented following this new concept and old systems
are systematically migrated: to date, almost 75% of all the
systems are implemented in the new architecture.
This implementation minimizes the effort in the design,
the development, the implementation, the testing, the
commissioning and the long-term maintenance by using
“real” and widely used open standard and reusing optimized software components. Minimizing the effort plays
a role in all the life-cycle activities and, finally, results in
a reduced cost of ownership. For example, a typical system cost has been cut to almost 70% of the traditional
proprietary systems.

IMPLEMENTATION EXAMPLES
This chapter illustrates two examples of implementation of the new distributed control system.
The first example is in the field of lighting management. The main objective of a lighting management system is to deliver the right amount of light where and when
needed thus reducing energy consumption while providing greater users comfort, to minimize maintenance cost
by monitoring system performances (only replace what is
not performing) and to rapidly repair system failures (the
system monitors failures and automatically call for a
repair). This has been achieved by using KNX compliant
sensors and actuators and controlling the lighting directly
using the DALI compliant fixtures. Where implemented,
the energy consumption has been reduced to about 80%.
Thanks to the embedded interoperability, in some areas
the information about the presence of people has been
used to operate the heating and cooling of that area.
The second example is a building management system
for a new construction: the building 774 [8] shown in
Figure 4. This building can be defined a green smart
building for its integrated functions that allow the real-
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time monitoring and control of its energy management
(heating, cooling, lighting and shading). In particular, the
building implements an energy concept based on multiple
productions (gas district heating, electricity and thermal
solar collector) and energy recovery through air circulation [9].

Figure 6: B774 Actual implementation of the solar collectors with its control panel interface.

CONCLUSIONS AND FUTURE WORKS

Figure 4: The B774 building.
Heat is used to produce hot water for space heating, for
sanitary usage and, when sufficient solar energy is available, for the production of chilled water via an absorption
system otherwise a traditional compressor-driven cooling
system is started to produce the chilled water. Chilled
water is distributed for the cooling of technical installations and some building areas.
Depending of the external weather conditions and the
real-time heating/cooling needs of the building areas
(technical rooms, conference rooms, etc), the energy
flows are managed to maximize the usage of solar energy,
hence reducing costs. A schematic diagram of the flow of
energy is shown in Figure 5 and the actual implementation of the solar collectors with its control panel interface
is shown in Figure 6.

The field of building automation systems is going
through a fundamental change with the introduction of
smart connected devices. However, when it comes to
manage a large number of assets, systems owners either
opt for proprietary solutions or to a tailored engineered
solution. CERN has decided to move away from proprietary solutions and move to an open, yet controlled, architecture that allows to manage a large number of building
automation systems with limited resources. The time from
conception to commissioning and a typical system cost
has been cut to almost 70% of the traditional proprietary
systems.
Future works are on-going to complete the migration of
the old systems and to develop additional software components to further reduce the total cost of ownership.
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Figure 5: B774 energy flow principle.
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NEW CONTROL SYSTEM FOR LAPECR2*
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Institute of Modern Physics, CAS, Lanzhou, China
University of Chinese Academy of Sciences, Beijing, China
Abstract

Lanzhou All Permanent magnet ECR ion source No.2
(LAPECR2) is the ion source for 320 kV multidiscipline
research platform for highly charged ions. Its old control
system has been used for nearly 12 years and some problems have been gradually exposed and affected its daily
operation. A set of PLC from Beckhoff company is in
charge of the control of magnet power supplies, diagnostics and motion control. EPICS and Control System Studio (CSS) as well other packages are used in this facility
as the control software toolkit. Based on these state-ofthe-art technologies on both hardware and software, this
paper designed and implemented a new control system for
LAPECR2. After about half a year of running, the new
control reflects its validity and stability in this facility.

INTRODUCTION
Since built around the year of 2005, 320 kV multidiscipline research platform for highly charged ions has
successfully produced and delivered ion beams with kinetic energy from several keV to MeV for many experiments such as ion-atoms/molecular collision, ion-surface
interactions, low energy astrophysics [1], etc. Its operational time can amount up to 6500 hours per year. The
320 kV multi-discipline research platform for highly
charged ions consists of the Lanzhou All Permanent magnet ECR ion source No.2 (LAPECR2) [2] located on 320
kV high voltage platform, an electrostatic accelerating
tube, beamline and 6 experimental terminals.
After almost 12 years in operation, many problems of
its old control system were gradually exposed such as the
ever worse stability and reliability, high failure, poor
maintainability and so on which affected heavily the daily
operation of 320 kV research platform. Besides, the old
control system is difficult to extend or change when the
controlled devices are changed. Under this context, a plan
to design and implement a new control system was proposed in 2016. The concrete goal of this plan is to design
and implement a new control system for the ion source
(LAPECR2) and beamline as well as experimental terminals.
In this paper, we report design and implementation of
the new control system for Lanzhou All Permanent magnet ECR ion source No.2 (LAPECR2). Firstly, the structure of LAPECR2 is described briefly and control requirements are analyzed following. Secondly, design and
implementation of the new control system are explained
in detail. Finally, summary and future work are outlined.
___________________________________________

† email address
changjianjun@impcas.ac.cn

LAPECR2 OVERVIEW AND CONTROL
REQUIREMENTS
LAPECR2 was operated at 14.5GHz. By injecting microwave of proper power level and raw materials into
vacuum chamber under appropriate magnetic field, the
ions of plasma are generated. In order to extract ion
beams from plasma, an electrical potential difference is
needed. The max extraction high voltage is 15kV. The
plasma chamber and some equipment needed to generate
ion beams must be placed on high potential to enable
effective extraction. After plasma is generated, a serial of
measures are taken to achieve high quality ion beams. A
solenoid located next to plasma chamber is used for ion
beams focusing. LAPECR2 can produce multiple charge
states for a given nuclide, whereas it only needs to provide a particular charge state according to a certain experiment. After strong focusing, ion beams are delivered to a
90° double focusing bending magnet, which is utilized to
select the ion beam of specific charge state of the given
nuclide according to the final application. Following the
bending magnet are a pair of steering magnets. Following
the steering magnets is a faraday cup. Next to the diagnostics is an einzel lens used to focus ion beams further.
Downstream the einzel lens, there is an electric static
accelerating tube. The accelerating voltage can reach up
to 320kV. The mentioned equipment are all located on a
high voltage platform as shown in Figure.1

Figure 1: Layout of 320 kV high voltage platform.
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In order to operate this facility, several devices are
needed to be controlled list as follow:
(1) Microwave machine
This microwave machine together with waveguide
components are used to generate plasma.
(2) Power supplies
Power supplies of solenoid and bending magnet are
required to be adjusted remotely. As for bias disc and
extraction electrode, the situation is the same. To produce
sufficient vapour of solid or metallic materials, microoven is used. Its power supply also needs to be adjusted
remotely.
(3) Gas valves
Gas valves of working gas and supporting gas are also demanded to be accurately adjusted remotely. These
gas valves are driven by two servo motors.
(4) Auxiliary devices
These contains vacuum gauges, cooling meters and
beam diagnostics. Besides, relevant interlocks must be
implemented to ensure high reliability.

DESIGN AND IMPLEMENTATION OF
NEW CONTROL SYSTEM
In design and implementation of the new control system, we adopted PLC from Beckhoff company to finish
the control of passive devices and motion control. As for
software, we choosed EPICS(Experimental Physics and
Industrial Control System ) [3] as the integrated development framework.

Architecture of New Control System
Architecture of the new control system is shown in
Figure.2.
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through the control network. As for those devices controlled through analog I/O and digital I/O are managed by
a high performance PLC from Beckhoff company. In all,
in the view of IOC, there is only one kind of control interface which is TCP socket. Thus, all devices were integrated together into the control system network in a seamless
way. This makes control architecture more flexible and
scalable.

Hardware Configuration
As for hardware configuration, a powerful industry
computer from Advantech company running CentOS 6.6
is used as EPICS Input/Output Controller(IOC) with
front-end control software running in it. This IOC integrates all devices together through control network and
communicates with the outside with process variables(PV). It also manages part of interlock and human
safety.
Another thing worth noting is that we used two servo
motors to adjust two gas valves. These servo motors are
provided with absolute positioning functionality even
when they are powered off. This functionality is very
useful for beam tuning because they provide the operators
with precise control and quantitative reference. Besides,
this functionality greatly reduce maintenance since the
servo motors need self-calibration zero spot only once
after installation. The drivers are also managed by the
PLC through EtherCAT field bus. Also, from the view of
IOC, it only needs to send control commands and receive
state values of the motors and do not need to care about
the details of motion control which is done by the
PLC.Hardware configuration is shown in Figure.3.

Figure 2: Diagram of control system architecture.
As is shown in Fig.2, because there are types of control
interface of the controlled devices, relevant measures
must be taken to unify the control interface. For example,
magnet power supplies have several sorts of control interface (RS485, analog I/O) while microwave machine,
vacuum gauges and cooling meters are controlled through
RS232. In this context,serial port servers were used to
convert serial protocols to TCP socket for data exchange

Figure 3: Hardware configuration.
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Operator Interface
As for the interactive GUI, we choosed Control System
Studio(CSS)[4] which is a cross platform and support
rapid development. Besides, it is easy of operation and
maintenance. This GUI has a main panel and three sub
panels. General running status are shown in main panel.
Operation and monitoring is done detailly in the “Adjust
Beam” sub panel. The “Spectrum” sub panel is used to
plot spectrogram and select the needed ion beam. The
“Adjust Beam” panel is shown in Figure.4. and the “Spectrum” panel is illustrated in Figure.5.

Figure 4: The “Adjust Beam” panel.
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The trigger sources use “OR” logic. This implies that
any trigger source can trigger interlocks.
The 320kV high voltage platform was installed in a
closed hall with a door to enter. The door with a key signal. This key signal is gathered by another PLC located
on ground potential. This PLC is in charge of human
safety. Normally when LAPECR2 is in operation, nobody
is allowed to enter the hall. If the door is opened, both the
microwave machine and the high voltage power supplies
are cut off to protect human from been hurt.

SUMMARY AND FUTURE WORK
In order to build a new control system of good quality,
control requirements were analyzed in detail. Based on
EPICS and PLC, the new control system for LAPECR2
was designed and implemented. Hardware and software
resources were integrated to be a whole in the new control
system which may provide some substantial reference for
future work.
Since its completion in September 2016, the new control system has enabled successful operation of LAPECR2 and reflects its validity. The successful application of EPICS reflects its power and validity in LAPECR2.
In the future, we will implement new control system for
the beamline and 6 experimental terminals. Based on
EPICS and PLC, this will be favourable and smooth.
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Figure 5: The “Spectrum” panel.
This GUI run on another industrial computer with Windows operating system located in the control room which
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we used wireless communication method. We used three
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During the operation of LAPECR2, malfunction or
undesirable operation state can hardly be avoided which
may be harmful to controlled devices. In this context,
interlock mechanism must be implemented to ensure good
operational performance. If the situation is going worse,
the interlock mechanism will take effect to shutdown
relevant devices. The interlocks are list in Table 1.
Table 1: Interlocks of LAPECR2
Trigger Source
Injection Vacuum
Extraction Vacuum
Cooling pressure
Cooling temperature
Cooling flux

Protection
Microwave machine
Extraction high voltage
Microwave machine
Extraction high voltage
Microwave machine
Microwave machine
Microwave machine
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ACCELERATOR FAULT TRACKING AT CERN
C. Roderick, D. Martin, S. Pade, P. Wilk, L. Burdzanowski CERN, Geneva, Switzerland
Abstract
CERN’s Accelerator Fault Tracking (AFT) system aims
to facilitate answering questions like: “Why are we not
doing physics when we should be?” and “What can we do
to increase machine availability?”
People have tracked faults for many years, using
numerous, diverse, distributed and un-related systems. As
a result, and despite a lot of effort, it has been difficult to
get a clear and consistent overview of what is going on,
where the problems are, how long they last for, and what
is the impact. This is particularly true for the LHC, where
faults may induce long recovery times after being fixed.
The AFT project was launched in February 2014 as a
collaboration between the Controls and Operations groups
with stakeholders from the LHC Availability Working
Group (AWG).
The AFT system has been used successfully in
operation for LHC since 2015, yielding a lot of interest
and generating a growing user community. In 2017 the
scope has been extended to cover the entire Injector
Complex.
This paper will describe the AFT system and the way it
is used in terms of architecture, features, user
communities, workflows and added value for the
organisation.

that AFT be used for CERN’s Injector Complex. As such,
work started in late 2016 to prepare AFT for use in the
Injector Complex for the start of operation in April 2017.
Since then, work has been on-going to further refine the
system to cater for additional injector-specific needs and
adapt to emerging requirements.

AFT SYSTEM
The AFT system aims to facilitate answering questions
like: “Why are we not doing physics when we should
be?” and “What can we do to increase machine
availability?” To support this, AFT needs to provide the
means to consistently and coherently capture details of
faults and other events impacting machine availability
(e.g. beam-related effects) together with the tools to
visualize, analyze and extract the data.

Architecture

INTRODUCTION
People at CERN have tracked faults for many years,
using numerous diverse, distributed and un-related
systems. As a result, and despite a lot of effort, it was
difficult to get a clear and consistent overview of what is
going on, where the problems are, how long they last for,
and what is the impact. This is particularly true for the
LHC, where faults may induce long recovery times after
being fixed.
In February 2014, CERN’s Beams Department
launched the Accelerator Fault Tracking (AFT) project as
collaboration between the Controls and Operations groups
with key stakeholders from the LHC Availability
Working Group (AWG).
The project was initially divided into 3 phases, with the
1st phase completed ahead of the LHC restart (post Long
Shutdown 1: 2013-2014) and delivering the means to
achieve consistent and coherent data capture for LHC,
from an operational perspective. Phase 2 of the project
was in progress during 2015-16 working on detailed fault
classification and facilitating analysis for equipment
groups. Phase 3 (still pending) foresees extended
integration with other systems e.g. asset management
tracking to be able to make predictive failure analysis and
plan preventive maintenance operations.
Due to the success of AFT for LHC during 2015, in
2016 CERN’s Machine Advisory Committee proposed

Figure 1: High-level AFT system architecture.
Figure 1 shows the distributed nature of the AFT
system. At the core is a Java server, based on Spring Boot,
which provides the necessary business logic and the
means to both write and read back data. Certain
functionality is exposed via RMI for use in CERN’s
Electronic Logbook, which has been adapted to allow
operators to enter basic fault data that is sent directly to
AFT where it is persisted in a relational database. This is
the primary means of initial fault data capture. The AFT
server also exposes methods to read and write data via
REST. For the time being, the REST API is only used by
the AFT Web application, which allows any authenticated
user to consult the fault data, related statistics and
graphical displays of historical data. The AFT Web
application also allows authorized system experts to
complete the details of faults assigned to their systems,
while AWG members are able to define relations between
faults (e.g. parent and child or blocking). The Web
application is written in TypeScript and developed using
the AngularJS framework. Authentication and row-level
TUPHA013

Control Systems Upgrades

397

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

authorisation is implemented using Spring Security and is
fully data-driven. In order to easily understand the impact
of faults on machine operation, additional data describing
operational modes, beam intensities etc. are periodically
extracted from CERN’s Accelerator Logging Service [1]
and combined with AFT data in various displays. Further
integration of data from other systems (e.g. Post-mortem
and Alarms) is foreseen for the future.

Features
AFT includes a number of core features:
Basic fault registration can be made from the
ELogbook (Fig. 2) or the Web application (Fig. 3). The
initial registration process is intended to be as lightweight
as possible for the operators, only requiring essential data
to be filled at this stage.

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUPHA013

Figure 4: Fault search.
The details of any fault can be consulted and edited
(Fig. 5), including managing relations between faults and
linking to external systems. Fault edition is available only
to users with appropriate roles.

Figure 5: Fault details and edition.

Figure 2: AFT fault registration screen in the ELogbook.

The AFT system provides a wide range of generic and
accelerator-specific fault and availability statistics for
either all accelerator top-level systems, or at the level of a
selected sub-system. For example, Figure 6 shows the
statistical view of the number of faults per system versus
the average and total durations.

Figure 3: Fault registration in the AFT Web application.

Figure 6: Fault duration versus frequency statistic.

Faults can be searched for within a time window or
predefined interval (Fig. 4). Advanced filtering criteria are
available with dynamic attributes corresponding to the
selected accelerator or a filtered system.

The Cardiogram (Fig. 7) is a historical view of the
accelerator activity together with corresponding faults,
including start times, durations, impact on operations and
inter-fault relations.
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2.

Figure 7: LHC Cardiogram.
In order to provide out-of-the-box common overviews
of accelerator activity and to tailor AFT to the specific
needs of individuals or groups, AFT provides generic
dashboards by default, and the option for usercustomisable dashboards in addition (Fig. 8). These
dashboards typically show overviews of accelerator or
sub-system activity and performance in fixed or dynamic
time windows. Dashboards can easily be configured via
copy-paste and drag-and-drop or extended over time to
show additional attributes or statistics. User-created
dashboards can optionally be shared with other users.

3.

destinations, and a basic description of the
problem.
System Experts – responsible for a given
system in AFT (e.g. Vacuum, Cryogenics,
Controls, etc.) and ensuring corresponding
faults details are correct and complete. System
experts can edit a fault description, the details
of the element(s) in fault, and refine the
assignment of the fault to a particular subsystem for which varying levels of granularity
can be configured. After the above, system
experts can flag faults as having been “expert
reviewed”. System experts are notified of
newly registered faults either immediately
post-fault registration or on a periodic basis,
according to the expert’s preferences.
AWG members and accelerator operation
supervisors – responsible for reviewing all
faults registered for a given accelerator and
ensuring that fault details are correct and
complete, including registering links between
related faults – such as parent-child relations
between root causes and subsequent induced
faults [2]. AWG members can change any
detail of a fault. They are also able to accept or
reject any aspect of a structured “fault
modification request” which can be submitted
by any authenticated user. An example is when
a System Expert wishes that a fault assigned to
the system under their responsibility be reassigned to a different system. To ensure an
efficient and transparent re-assignment
processes, the request and subsequent
approval or rejection action will trigger the
sending of notifications to the responsible
persons of both the old and new systems.

ORGANISATIONAL VALUE

Figure 8: Default “LHC Overview” dashboard.

Users & Workflows
Any authenticated CERN user can consult the AFT
system. Approximately 200 individuals use AFT.
There are 3 main categories of users:
1. Accelerator Operators – responsible for
registering faults when they occur, including
basic information such as start time, state
(blocking operation or not), suspected system
and elements in fault, impacted beam

The AFT system is still relatively new, however it has
already brought added value to CERN on various fronts.
Thanks to the clear assignment of roles and
corresponding workflows and notifications – all relevant
parties are informed when a fault is registered to a given
system and quickly come to an agreement on the captured
data – updating and completing when necessary.
Combined with the possibility to define relationships
between faults, and the way this is then used to display
availability statistics, there is no more contention when it
comes to reporting on availability and which systems
were responsible for downtime. Figure 9 shows the AFT
statistics chart displaying both the raw downtime by
system during August 2017, and for the same period – the
downtime by system in terms of impact on LHC
availability. For the later case, downtime of child faults is
attributed to the systems of corresponding parent faults,
while downtime in the shadow of an on-going parallel
fault is removed.
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Figure 9: Raw downtime Vs. LHC impact August 2017.
AFT statistical and historical views and reports are used
as inputs to daily, weekly, quarterly and annual status
meetings and performance workshops. Not only does AFT
save experts significant time to prepare reports, but it also
ensures consistency across reports and between reporters.
Since deploying AFT for CERN’s injector complex –
weekly meetings reporting on performance of the entire
complex use the same type of AFT-generated reports for
all accelerators concerned.
The AWG also produce periodic reports on availability,
highlighting repeating and notable causes of downtime
[3,4,5,6]. In turn such reports can be used to objectively
consider
areas
to
be
targeted
for
consolidation and improvements such as the LHC
Ventilation Doors following the LHC run in 2016. The
report content is based fully on analysis of AFT data.
More and more equipment groups are increasingly
tracking the faults related to their equipment with greater
levels of detail. Once again – this is to facilitate the work
of the system experts to understand the performance of
their systems over time and target corresponding
improvements.
Looking further ahead, a greater value can come from
the AFT system by modelling system reliability based on
the captured availability data. The idea is to predict
potential failures ahead of time and schedule preventive
maintenance and adapt operational procedures and
schedules to try to maximise availability. This is
extremely important given that availability has been cited
as a defining factor in the success of the Hi-Luminosity
LHC project [7,8] and is surely a key factor for things like
the Future Circular Colliders (FCC) studies. For such
models and predictions to become a reality, it is necessary
to gather additional data over the coming years, and to
further develop AFT – integrating with CERN’s Layout
[9] and CMMS systems (Infor EAM) [10] to be able to
link faults to assets, including corresponding
manufacturing data, intervention reports etc.
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extendable – as shown by the recent inclusion of CERN’s
Injector Complex. The AFT system has proven to be
extremely useful, giving a basis for a common
understanding of what problems exist and what is the
corresponding impact on machine operation, performance
and availability. Further work is foreseen in order to
deliver additional time-saving data analysis and reporting
features. It is also planned to integrate with other data
management systems (e.g. Layout and CMMS – asset
management) in order to have a means from which to
start to analyse faults and availability taking into account
geographical location, manufacturing and maintenance
processes. Eventually it should be possible with the
appropriate features and a significant data set – to be able
to start to predict failures and target repairs and
consolidation work before critical faults actually occur –
thus maximising machine availability for physics.
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CONCLUSION
The Accelerator Fault Tracking system has been in use
at CERN for the LHC since 2015. The system is
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BOOSTER RF UPGRADE FOR SPEAR3*
S.Condamoor†, S.Allison, J.Sebek, J.Vasquez, J.Wachter
SLAC National Accelerator Laboratory, Menlo Park, CA 94025, USA
Abstract

SSA CONTROLS

SLAC's Stanford Positron Electron Asymmetric Ring
(SPEAR3) Booster Radio Frequency (RF) system was
recently upgraded where the existing klystron providing
RF power to a 5-cell cavity was replaced with a Solid State
Amplifier (SSA) [1]. The Low Level Radio Frequency
(LLRF) Controls to drive the SSA was provided by a high
performance Field-Programmable Gate Array (FPGA)
based
system
built
on
SLAC’s
Advanced
Telecommunications Computing Architecture (ATCA)
modules. RF Cavity Tuner Controls were replaced with
EtherCAT-based stepper motor controller. New hardware
was designed and built for programmable logic
controller (PLC) based Machine Protection System (MPS).
Fast digitizers to sample and acquire LLRF signals were
implemented in a LinuxRT Server. All of these required
new controls software implementation. This paper
describes the controls associated with each of the above
hardware upgrades.

BOOSTER RF UPGRADE CONTROLS
SYSTEM
The controls layout of the upgraded Booster RF system
is shown in Figure 3. The main components are the
Experimental Physics and Industrial Control System
(EPICS) Input/Output Controller (IOC) controls for the
SSA, ATCA, PLC MPS, Booster RF Cavity Tuner and
the PCIe Digitizer. Each of these is described below.

EPICS IOCS
The software controls for all the new hardware described
above are via EPICS Soft IOCs running either on a Linux
or LinuxRT (Real Time Linux) Server. All IOCs provide
the following generic functions:
 Alarm setup capabilities and alarm handling
notifications.
 EPICS Process Variable (PV) archival for History
plots.
 Save/restore values on IOC boot up.
 Monitoring of processor load, memory usage and IOC
heartbeats.
 Extensible Display Manager (EDM) display panels
for operator control.
 Message logging.
In addition, each IOC provides functions specific to the
hardware to which it interfaces.
___________________________________________

* Work is supported by the U.S. Department of Energy,
Office of Science under Contract DE-AC02-76SF00515.
† scondam@slac.stanford.edu

The EPICS Soft IOC for SSA controls provides the
following functions:
 Control of the SSA over the EPICS Channel Access
(CA) network. This includes SSA ON/OFF, set
operating mode to either Continuous Wave (CW) or
Pulse mode, RF Operate or Standby mode, set DC
Power Supply output voltage levels, enable/disable
individual power supplies.
 10 Hz Digital and Analog status updates of the SSA.
 SSA Internal and External Fault detection and Fault
Reset capabilities.
 Read SSA Error Codes and provide appropriate
alarms.

SSA IOC
The IOC interfaces with the SSA via the MODBUS
protocol based network device.
MODBUS is an
application layer Messaging protocol in OSI model based
on Client-Server communication. The Server in SSA’s
Main Controller Unit (MCU) supports MODBUS
communications via on-board embedded Ethernet network
device. The EPICS Soft IOC is the Modbus Client and runs
on a Linux Server. The MODBUS communication
protocol is over TCP/IP and uses the standard port 502.
During development, “modpoll” application which is a
MODBUS test utility was used for in-house SSA testing
and Factory Acceptance tests. EPICS support MODBUS
within the “Asyn” framework [2]. The application for the
Soft IOC uses this Asyn based EPICS Module “modbus”.
MODBUS supports several Data Types. The SSA uses
only the ‘Single bit’ and ‘16-bit Register’ Data Types. The
communication between the Client (IOC) and the Server
(SSA) consists of Request Messages sent from the IOC to
the SSA and Response Messages received from the SSA
by the IOC. The Request Message reads from or writes to
16-bit Modbus addresses defined by the SSA. The data
transfer type is described as an 8-bit MODBUS function.
EPICS MODBUS supports eight function codes of which
the SSA uses only two function codes:
 Function Code 3: Read 16-bit SSA Registers
 Function Code 6: Write 16-bit SSA Registers
SSA Modbus I/O addresses are contiguous 16-bit
Registers and begin from address 1. Spear3 Booster RF
IOC currently has access to slightly over 400 SSA
addresses. Each EPICS MODBUS Read operation is
limited to transferring 125 16-bit words at a time. Write
operations are limited to transferring 123 16-bit words.
SSA responds to every Read or Write Request Messages
from the IOC with a Response Message containing valid
TUPHA014
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data if successful or error codes. The IOC receives analog
information from the SSA such as temperature, voltage,
and fan speed etc. via Analog Input (AI) Database (DB)
records. These records have their SCAN fields set to “I/O
Intr” and are processed when Response Messages from the
SSA are received in response to periodic polling via
Request Messages. SSA Digital status PVs are constructed
from the 16-bit AI values. Analog Output (AO) records are
used to write set points to the SSA such as threshold limits
and desired voltage. Binary Output (BO) records are used
for single-bit operations such as SSA ON/OFF and
correspond to a single bit defined within a 16-bit word.
The EPICS EDM panel which is the User Interface of the
SSA for the operators is shown in Figure 1.
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ATCA LLRF CONTROLS
The LLRF controls comprises of a High Performance
ATCA system consisting of an ATCA chassis and a
SLAC-built custom ATCA carrier board with Advanced
Mezzanine Card (AMC) LLRF daughter boards custombuilt for the SPEAR3 Booster RF frequency. The ATCA
system provides the LLRF drive to the SSA via the Digital
to Analog Conversion (DAC) AMC1 module and provides
RF Phase and Amplitude Fast Feedback (FF) controls
using the RF signals read by the fast digitizer in the Analog
to Digital(ADC) AMC0 module.

ATCA LLRF IOC
The LLRF algorithms run on the FPGA while an IOC
running on the LinuxRT Server is used for communicating
with the ATCA system. The main purpose of this IOC is
to provide a User Interface to configure the FPGA and the
AMC Modules and to perform periodic acquisition of RF
waveforms for diagnostics purposes such as shown in
Figure 2.

CPSW
The communication between the FPGA and the IOC is
via a custom protocol “Common Platform Software”
(CPSW) [3][4] over Ethernet/UDP across the fibre. The
IOC uses an Asyn Port Driver based EPICS module that is
layered over CPSW. This module provides support for the
YAML definitions of the registers inside the FPGA which
is used to auto-generate the EPICS PVs. A different Soft
IOC running on the Linux Server provides Intelligent
Platform Management Interface (IPMI) based monitoring
and controls of both the LinuxRT Server and the ATCA
chassis.

Figure 1: SSA Controls interface.

Figure 2: ATCA LLRF Controls interface
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Figure 3: Block diagram of SPEAR3 Booster RF controls layout.

RF CAVITY TUNER CONTROLS
While the fast response LLRF Fast Feedback controls is
implemented inside the FPGA of the High Performance
ATCA Controls System described above, slow response
LLRF feedback is accomplished via a five-cell cavity tuner
control that tunes the Booster RF cavity frequency and
balances the fields inside the cavity cells. Two movable
tuners are present in cell 1 and cell 5 of the RF cavity and
these are controlled by conventional stepper motor drives.
Tuner control is implemented via two EtherCAT [5] based
Beckhoff modules that control the cell1 and cell5 stepper
motors which have freedom of movement in two axes – up
or down. The upper and lower hard stop limit switch
statuses are sensed and read as well. A linear potentiometer
reads back the motor position which is read into an
EtherCAT Analog Input module. All the EtherCAT
Beckhoff modules as well as the drive amplifiers and
power supply are located inside the Tuner Driver chassis.
An EPICS Soft IOC running on the LinuxRT Server
interfaces with the EtherCAT coupler module over a
dedicated Ethernet cable. The functions and
implementation of this Soft IOC are summarized below.

EtherCAT Tuner IOC
An EPICS Soft IOC runs on the LinuxRT Server and
communicates with the Beckhoff EK1100 (EtherCAT
coupler) module over the EtherCAT fieldbus protocol. It
configures and controls the two EtherCAT motor driver
modules EL7041 (Stepper motor driver) using Etherlab’s
[6] EtherCAT Master Driver open source software which
is installed as a Kernel Module compiled for the LinuxRT
operating system. The EtherCAT bus scanner software [7]
runs on the LinuxRT Server. This is a user space utility that
processes EtherCAT messages and drives the actual bus
cycles and provides them to the EPIC IOC acting as a
registered listener on the EtherCAT bus. Beckhoff EL3702
(2-ch AI 100KSPS 16 bit) Analog Input module is used for
the potentiometer-based motor position read back. Tuner
motor calibration showed linearly proportional position
read back values corresponding to potentiometer readings
in the full range of tuner movement as shown in Figure 4
below.
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PCIe GTR IOC

Figure 4: Booster RF Cavity Tuner Motor Calibration.
The IOC uses EPICS Asyn Port Driver layered over the
EtherCAT fieldbus scanner software. Two Asyn Driver
ports are created corresponding to cell1 and cell5 tuner
motor driver, and one for the bus master status. EPICS
motor PVs are automatically generated from the device
names assigned in the EtherCAT chain description XML
file.
The Cavity Tuner Controls User Interface is shown below
in Figure 5.

The digitizer IOC uses an EPICS Asyn based Generic
Transient Recorder (GTR) [8] module to interface with and
configure the digitizer driver and to acquire the input signal
waveforms. The following GTR configurations are
supported:
 Mode: “Post Trigger” or “Disarm”. In Post Trigger
mode, the digitizer will start sampling the input
signals when a trigger is received. It will not sample
when it is “Disarmed”.
 Auto Restart: When enabled, the device is
automatically rearmed after all input signals have
been sampled and read in.
 Trigger type: “External” or “Soft”. When set to
“External”, the digitizer is triggered by a 10 Hz pulser
trigger which is synchronized with the Booster
Ejection trigger cycle. A “Soft” trigger is used for
testing and does not need an external trigger.
 Sample Rate: Number of samples per second. This is
the same for rate for all input channels.
The sampled signals are read in as waveform records by
the IOC. Currently, Amplitude and Phase (as I and Q) for
each of the following ten signals are monitored: (a) Cavity
Cell probes 1 through 5. (b) SSA Output Forward and
Reverse power. (c) Circulator Input and Output, Forward
and Reverse power. Figure 6 shows the User Interface for
the GTR PCIe digitizer and a couple of waveforms that are
sampled.

Figure 5: Cavity Tuner Controls interface.

PCIE DIGITIZER GTR CONTROLS
There are several Booster RF signals whose phase and
amplitude need to be monitored continuously to keep track
of the health of the overall system even if they are not used
in LLRF feedback. The “Gain Phase Detector Chassis”
was built to measure the amplitude and phase of such
signals and have them monitored via a medium-speed
digitizer card in the LinuxRT Server. When triggered, the
General Standards 16ai64ssa PCIe ADC digitizes the
envelopes of the amplitude and phase of the LLRF signals
such as the forward and reverse powers from the SSA and
the 5-cell Booster RF cavity probes. This 16-bit 64channel ADC board is installed in the Server.

Figure 6: PCIe Digitizer GTR Controls interface.

PLC MPS IOC CONTROLS
The Machine Protection System for the upgraded
Booster RF Cavity controls comprises of Allen Bradley
PLC modules from the CompactLogix family. These PLCs
monitor such quantities as temperatures, vacuum, water
flow, etc. and provide machine protection by fault
detection and system trips.

TUPHA014
404

Control Systems Upgrades

MPS IOC

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUPHA014

ACKNOWLEDGMENT

The MPS Soft IOC runs on the Linux Server and
communicates with the Allen Bradley PLC module using
the EtherIP module [9]. Read back of various Booster RF
scalar analog signals such as temperature, pressure,
voltage, current etc. and digital Interlock statuses are
provided by the IOC. The IOC provides Digital Output
control for Fault Reset. Figure 7 shows the User Interface
for the read back of the various temperatures.

Several SLAC engineers contributed towards the
Booster RF Upgrade project and our thanks goes to all:
TID AR RF Systems Department, TID AIR Advanced
Controls Systems Department, AD EED Software
Department, and SSRL Controls and Networking team
members for their valuable contributions during the
development of the project and for their continued support
in making it a very successful one.

REFERENCES

Figure 7: PLC MPS Controls interface.

CONCLUSION
The initial phase of the commissioning of the controls
for the upgraded SPEAR3 Booster RF hardware has been
completed successfully. The ATCA LLRF IOC and the
PLC MPS IOC will be upgraded to include more features
in the near future. A slow feedback RF IOC running on the
Linux Server is also planned and will be implemented
during the current run. Operator EDM panels will need to
be developed and deployed in production in addition to the
Expert panels that are available during the commissioning
period. Operator training for the new controls is also
planned. The migration of the EPICS software from the
existing Concurrent Versions System (CVS) repository
based source control to Git based source control is also
planned.

[1] “SPEAR3 Booster RF System Upgrade: Performance
requirements and evaluation of resources”, SLAC
Publication SLAC-PUB-15773 and IPAC’12, May
2012.
[2] “Driver Support for Modbus Protocol under EPICS”,
http://cars9.uchicago.edu/software/epics/modbusDoc.
html
[3] “The SLAC Common-Platform Firmware for HighPerformance Systems”, ICALEPCS’17, Oct 2017,
paper THMPL08, this conference.
[4] “YCPSWASYN: EPICS Driver for FPGA Register
Access
and
Asynchronous
Messaging”,
ICALEPCS’17, Oct 2017, paper THPHA138, this
conference.
[5] “EtherCAT
Technology
Group”,
https://www.ethercat.org/
[6] “EtherLab”, http://www.etherlab.org/en/
[7] “Integrating EtherCAT based IO into EPICS at
Diamond”, WEMAU004, In Proc. ICALEPCS’11,
Grenoble, France.
[8] “EPICS: GTR – Generic Transient Recorder”,
http://www.aps.anl.gov/epics/modules/analog/gtr/ind
ex.html
[9] “EtherIP: ControlLogix PLC Support”,
http://ics-web.sns.ornl.gov/kasemir/etherip

TUPHA014
Control Systems Upgrades

405

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUPHA016

OVERVIEW OF THE GANIL CONTROL SYSTEMS FOR THE DIFFERENT
PROJECTS AROUND THE FACILITY
E. Lécorché, J. C. Deroy, P. Gillette, C. Haquin, E. Lemaître, C. H. Patard, L. Philippe, J. F. Rozé,
D. Touchard, Ganil, Caen, France
Abstract
The Ganil facility is drastically extending its possibilities with new projects, so increasing its capabilities in
nuclear physics. The most significant one is the Spiral2
installation based on a linear accelerator, then to be associated with the S3, NFS and DESIR new experimental
rooms. Beside of the legacy homemade control system
handling the original installation, Epics was chosen as the
basic framework for these projects. First, some control
system components were used during preliminary beam
tests. In parallel, the whole architecture was designed
while the organization for future operation started to be
considered; also, more structured and sophisticated tools
were developed and the first high level applications for
the whole machine tuning started to be tested, jointly with
the current onsite beam commissioning.
Progression of the control system development is presented, from the first beam tests up to the whole Spiral2
commissioning. Then, according to the new projects to
cope with, some highlights are given concerning the related organization as well as specific items and developments to be considered, taking benefit from the Spiral2
control system feedback experience.

OVERVIEW OF THE GANIL FACILITY...
The Ganil (“Grand Accélérateur National d’Ions
Lourds”) facility has quite yet a long history as the first
beam was delivered to physicists in January 1983. It’s a
heavy ions accelerator complex devoted to nuclear and
atomic physics, astrophysics, material science and radiobiology. The original installation consisted of several
cyclotrons in cascade for accelerating the beam and, in
2001, was enhanced by the Spiral (“Système de production d’Ions Radioactifs Accélérés en Ligne”) extension so
that both stable and radioactive beams were able to be
produced (see Figure 1).

Figure 1: The Ganil facility.

In order to extend to increase the range and quality of
exotic nuclei to be delivered, the Spiral2 project was
approved in May 2005 [1] and is presently within the
commissioning phase [2]. It is based on a superconducting linac delivering up to 5 mA proton or deuteron beams
or 1 mA q/a>1/3 ions beams. The project also includes the
experimental rooms named S3 (“Super Separator Spectrometer”) and NFS (“Neutrons For Science”) and, as a
continuation, the low energy RIB experimental hall DESIR (“Desintegration, Excitation and Storage of Radioactive Ions”).

... AND ITS CONTROL SYSTEMS
As well as the machine itself, control systems strongly
evaluate according with time and emerging technologies
but always having to take into account the existing solutions.
The initial control system was based on Camac serial
loops and parallel branches handled by a minicomputer
(specific language for programming) and local microprocessors (assembly language). In 1993, a major evolution replaced the Camac serial controllers by
RTVAX/VaxELN CPUs linked through an Ethernet network integrating Vax/VMS machines. The Ada programming was used at every control system layer so all the
software had to be rewritten while most of the hardware
interfaces remained unchanged. In 1996, was introduced
the VME standard with RTVAX/VaxELN CPUs then from
1998 by PowerPC/VxWorks CPUs, both still programmed
in Ada. The last important evolution of the original Ganil
installation control system was the migration from VMS
servers to Linux ones in 2003. After two generations for
the hardware servers organised as a cluster group, the last
migration consisted this year of setting the servers into
virtualized machines (Proxmox solution).
When the Spiral2 project started, many reflexions were
carried out for the solution to be considered for the control system to be provided, so provoking many and strong
debates. Even if the Ganil control system was functioning
pretty well in a robust way, it was decided in 2006 to base
the future control system upon a solution widely used
among many laboratories, so allowing sharing developments and solutions and being within an opened environment. Epics was therefore chosen to be the basic framework for the control system. Is was decided nevertheless
that the future Spiral2 control system would share the
same central servers as the original installation control
one; the VME standard was kept both for having the same
hardware solution and minimizing human resources for
implementation. At the same time, the aim was to ease the
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possibilities for collaborations with other laboratories for
providing the control system: so, collaborations with
CEA/Irfu at Saclay and CNRS/IPHC at Strasbourg were
established within this framework.

THE ORIGINAL INSTALLATION
CONTROL SYSTEM
Brief Overview
The original installation (~4000 equipment) control
system is a homemade one entirely developed in Ada at
every layer of the control system, within a three level
architecture: central servers, PCs as operator consoles,
VME crates for equipment interfaces (cross-compilation).
The central servers and operator consoles are running
different Linux flavours (RHEL, Debian, CentOs) while
the VME chassis are under the VxWorks real time operating system [3].
The communication between the central servers, the
operator consoles and the VME crates is achieved within
a homemade protocol directly programming the TCP-IP
sockets. Pieces of equipment are handled either directly
from the VME boards or using a serial line as a field bus,
through the Modbus/RTU protocol (architecture Figure 2).
GUIs are so programmed in Ada, with the Motif suite
and using commercial XRT widgets.
Ingres RDBMS is used for control databases: equipment configuration, machine modelization and beam
parameters management.
The archiving system is implemented using XRT proprietary widgets and files format.
The system interfaces Siemens S5 PLCs through a
homemade Profibus gateway.
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community are different, so with very few solutions able
to be shared.
Some bottlenecks have still being identified for evolving. First is the graphical environment using Motif and
XRT widgets (proprietary solution now no more supported and maintained by the editor). The Ada/SQL integration consists of a specific Ada/SQL preprocessor provided within the Ingres suite but now used by a very few
number of users worldwide.
There is still one Camac crate which will be able to be
replaced only when equipment driven from this chassis
will be changed, which would be quite expensive and is a
problem largely coming out from the strictly control system scope.
Introducing other standards than the VME would be a
way to start an evolution but would require quite huge
human resources.
Lastly, the integration of Siemens PLCs should be renewed by replacing the Profibus gateway by a direct
Ethernet communication.

THE SPIRAL2 CONTROL SYSTEM
Introducing Epics for Spiral2
The Epics based Spiral2 control system adopts the same
layers as the original installation one [4], [5]. The solutions which were retained aim to constitute a compromise
between the introduction of Epics into the laboratory with
new concepts and the wish to share, when reasonably
possible, some of the existing technologies already in use
for the former control system.
Therefore, beside the soft IOCs, VME/VxWorks IOCs
are used to interface equipment. Most of them are reached
through a field bus (Modbus-TCP protocol) in a larger
proportion than for the original installation, except some
diagnostics being directly interfaced by VME boards.
Epics tools are used as much as possible such as
CSS/BOY for defining GUIs and the archive engines
solution for providing the archiving system (Figure 3).
In order to better fit the Spiral2 environment and prepare the future operation, several enhancements have
been added to the standard distribution, as described in
the following paragraph.

Figure 2: The original installation control system layout.

Evolution Perspectives
As the original installation control system is aging, an
important issue is to maintain the system and let it evolve
by bringing progressively some upgrades, taking into
account the specificities and solutions which were
adopted. The whole system is entirely Ada based from up
to bottom, which is a significant strength for the system
coherency and development environment but turned to be
quite isolated as other solutions used in the accelerator

Figure 3: The Spiral2 control system layout.
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When GUIs need to introduce algorithms, need to interface databases or become quite complex to be written
under CSS/BOY, development is performed using Java
programming [6] within an environment derived from
openXal originally developed at SNS and now used by
several institutes. In fact, the frontier between the two
technologies able to be used CSS/BOY and Java is sometimes not so obvious...
As for the original installation, Ingres RDBMS is used
for an equipment database (upstream the so-called Epics
database) and for describing the machine lattice (in a
coherent architecture to be Xal compliant). MySql is
devoted to the archiving storage functionality.
PLCs are from the Siemens S7 series and reached as
other devices using again the Modbus-TCP protocol.

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUPHA016

base” flat files (.db, .cmd and . snl ones). This database allows each user, even not Epics aware, to define their equipment belonging to classes previously
defined by the controls group, in a friendly way, having only to define equipment characteristics such as
maximum and minimum bounds, conversion factors,
range, alarm thresholds, network addresses ... Then,
a generation process allows to generate the Epics
files complying with the standard Epics mechanisms
(macros ...). For equipment driven by PLCs unit, this
process (the so-called “genIOC” software in Figure 5)
goes further as it generates not only the Epics files
but also the Epics modules themselves with the appropriate Modbus-TCP commands and data blocks
interfaces.

SPIRAL2 Control System Specificities
Beside of the standard use of the Epics framework for
Spiral2, several significant enhancements were brought to
the common distributions used within the community.
 To ease equipment handling and their user interfaces,
a specific model has been adopted for defining the
default and status words as well as command specifications. It consists of a set of database records having to be inserted in each equipment module [7].
 CSS/BOY is widely used either by the equipment
specialists or the future operating teams. The standard distribution was adapted within several axes.
First two distributions CSSdev (for developers) and
CSSop (for operators) have been generated from the
standard SNS one, so limiting the actions able to be
reached at the operation level. Also specific widgets
devoted to Spiral2 were designed (quadrupoles, slits,
Faraday cups ...) having pre-defined properties both
for behaviour and graphical representation (PV
name, value, default and status appearance, alignment ...). Lastly, in respect to a graphical convention,
predefined areas are specified on the screen for locating the application launcher, the beam title, the main
display and an optional one with two tabs, one for
commands and the other one for status and default
details (example shown in Figure 4).

Figure 4: CSSop standard display.

 Considering the feedback got from the Ganil operation, it was decided to create an equipment configuration database upstream the standard Epics “dataTUPHA016
408

Figure 5: Spiral2 equipment configuration workflow.

 For high level applications and tuning algorithms, a
framework derived from the openXal suite developed at SNS is in use. It includes the standard
openXal tree structure of the machine with some new
classes having to be added, having previously described the machine modelization. As Spiral2 is able
to produce many types of particles, a key issue is to
manage the different sets of parameters and this is
achieved using also this database (workflow shown
on Figure 6):

Figure 6: Spiral2 beam parameters dataflow.
The CEA off line Tracewin software is used to perform
calculation providing theoretical sets of values which are
uploaded into the database. People in charge of preparing
the beam parameters to be applied then constitute sets of
values resulting from the combination between these
theoretical sets and previous archives. .xdxf Xal compliant files are generated from the database and tuning appli-
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cations can access either these files or the database itself.
Snapshots of the whole machine can be taken and inserted
into the database for off-line analysis or future use as
archives. Lastly comparisons can be done between sets of
values (theoretical, archives, in-use.

GANIL CONTROL SYSTEMS SYNTHESIS
The following table summarizes the main features concerning the Ganil original installation and Spiral2 control
systems.
Table 1: The Ganil Control Systems
Original
Spiral2
installation
Framework
Homemade
Epics
Servers
Shared with Spiral2 Shared with the
original installation
Debian & RHEL6 Debian & RHEL6
operating systems operating systems
on Virtual Ma- on Virtual Machines
chines
Operator
PCs/CentOs
PCs/CentOs
consoles
Equipment
VME/VxWorks
VME/VxWorks
interfaces
&
1
Camac/VaxELN
GUI
Ada / Motif
CSS/BOY &
software
+ XRT widgets
Javascript
Java within
Xal framework
Real time
Ada
Epics records
implementaSNL
tion
C
CommuniHomemade
Channel Access
cation
protocol
Field bus
Modbus/RTU on
Modbus/TCP
serial lines
Safety
CFP / Labview
cRIO / Labview
devices
So, the control system group has now two different
control systems to support, maintain and evolve. The use
of Epics for the Spiral2 extension brought openness to the
control systems laboratories and is clearly a promise for
future.
Because of the specific solutions used within the original installation control system and human resources, it
would require a lot of resources to merge the two control
systems into one global Epics one, so the perspective is to
adopt progressively solutions for the original installation
control system as close as possible to the Spiral2 one. It’s
already the case when sharing some environment (VME,
VxWorks, Ingres, central servers) and the control group
will go through this process in the following times when
reasonable and feasible.
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NEW EXPERIMENTAL AREA CONTROL
SYSTEMS
Next to the Spiral2 accelerator itself will be installed
the new experimental rooms NFS, S3 and DESIR.
The control system which is under consideration for
these rooms will be technically built upon the Spiral2
control system taking also benefit of the feedback from its
development and its first use during the commissioning
phase.
A first major difference with the Spiral2 control system
development is that the controls group has now some
experience with Epics, which was not the case at the beginning of the Spîral2 project. Also, some of the enhancements brought to the standard use of Epics in the
context of Spiral2 were not available at the beginning of
the project and only became mature quite late during the
development, so were partially used or had to be mixed
with the basic solutions.
But now, we consolidated the use of the Epics tools we
are using and do have a good basis for providing an environment suitable for the operation. Typically, this is the
case of the use of the CSSdev, CSSop Spiral2 CSS/BOY
based distributions as well as the openXal implementation
for the accelerator. Also the use of the genIOC suite
proved to be highly beneficial not only for describing
equipment but also when having to interface ModbusTCP driven equipment: people does not have to write any
piece of code or define Epics database, they define
equipment configuration, play the genIOC suite which
both generates the Epics modules and the associated databases, that’s to say most of the IOC paradigms. Doing that
way allows saving a lot of time during this type of development.
We do hope that the development of the NFS, S3 and
DESIR rooms would benefit from the use of such environment and add-ons. Some of the corresponding control
systems developments will be done under collaborations
such as the S3 beam dump (CEA/Irfu) or the High Resolution Spectrometer of DESIR (CNRS/CEN-BG).
A specific consideration concerning the DESIR room is
that it would be able to receive either beams coming from
Spiral2 through the S3 room but also from the original
installation. This particular point will have to be taken
into account as the two control systems will have to interact at a level having still to be defined.

CONCLUSION
The Ganil facility has now two control systems having
to evolve and to be maintained jointly. Because of human
resources and of the technical solutions, replacing the
original homemade control system by a Spiral2 style
Epics based is not a short term objective.
So the controls group will better try to smoothly evolve
the original installation control system to have as most as
reasonably possible the more convergence points with the
Spiral2 one.
The Spiral2 control system starts now to prove its efficiency as the machine commissioning progresses, with a
TUPHA016
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great openness to other laboratories and communities.
This is the good result of the technology drastic choice
which was adopted for the new project. We expect that,
for future, we will take more and more benefit from this
strategy, including the new projects to come, with first the
new experimental rooms to control.
Also, another objective is to introduce new hardware
technologies inside the existing Spiral2 control system,
more modern than the quite traditional and old VME
standard.
Lastly, investigating Epics V4 would be a good investment for future.
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OPTIMIZED CALCULATION OF TIMING FOR PARALLEL BEAM
OPERATION AT THE FAIR ACCELERATOR COMPLEX
A. Schaller, J. Fitzek, GSI, Darmstadt, Germany
F. Wolf, D. Lorenz, TU Darmstadt, Germany
Abstract
For the new FAIR accelerator complex at GSI the settings
management system LSA is used. It is developed in collaboration with CERN and until now it is executed strictly serial.
Nowadays the performance gain of single core processors
have nearly stagnated and multicore processors dominate the
market. This evolution forces software projects to make use
of the parallel hardware to increase their performance. In
this thesis LSA is analyzed and parallelized using different
parallelization patterns like task and loop parallelization.
The most common case of user interaction is to change specific settings so that the accelerator performs at its best. For
each changed setting, LSA needs to calculate all child settings of the parameter hierarchy. To maximize the speedup
of the calculations, they are also optimized sequentially. The
used data structures and algorithms are reviewed to ensure
minimal resource usage and maximal compatibility with
parallel execution. The overall goal of this thesis is to speed
up the calculations so that the results can be shown in an
user interface with nearly no noticeable latency.

go their ways through the different rings and transfer lines to
reach a target at the end, see also Figure 1. With the current
calculation times it won’t be possible to support an efficient
beam operation for FAIR.

Figure 1: The layout of FAIR. The existing GSI Helmholtz
Center for Heavy Ion Research (GSI) facility (blue) acts as
injector for the new FAIR facility (red).

MOTIVATION
To allow the commissioning and operation of the Facility for Antiproton and Ion Research (FAIR), the software
used today has to be optimized. The CRYRING (YR), with
its local injector, acts as a test facility for the new control
system and in particular for the control systems’ central component, the settings management system LHC Software Architecture (LSA) [1]. For the last YR commissioning beam
time, about 3 700 manual trims (modifications of settings in
LSA, that leads to a recalculation of all dependent parameter
settings) were calculated per week with 80 working hours,
which is about one trim every 77 seconds. Since the YR is
a rather small accelerator ring, with a circumference of approximately 54 m [2], everything worked fine. The waiting
time for these 3 700 trims summarizes to about 19 minutes
distributed over the 80 working hours. The human reaction
time is not much less, so the settings management system
is pleasant to operate. But when it comes to calculate the
Heavy Ion Synchrotron 18 (SIS18) or SIS100, the calculations get very slow. To calculate 3 700 trims for the SIS18,
with its approximate 216 m [3], an operator would have to
wait for over 13 hours distributed over the 80 working hours.
The SIS100, with approximately 1100 m [4], calculation
would even take over 91 hours which even doesn’t fit into the
80 working hours. In 2025 not only single ring accelerators
will be calculated separately, but the entire accelerator complex since the individual rings influence each other. Beams
will start in the Universal Linear Accelerator (Unilac) and

SPEEDUP
The speedup S represents a factor, that shows how two
different algorithms perform on the same task. In the context
of parallelization, the “speedup is a multiplier indicating how
many times faster the parallel program is than its sequential
counterpart. It is given by
S(P) =

T(1)
T(P)

(1)

where T(n) is the total execution time on a system with n
processing units” [5]. T(1) is also representable as
T(1) = Tsetup + Tcompute + Tfinalize

(2)

Since the only part that can benefit from parallel optimization is Tcompute , T(n) can be written as
T(n) = Tsetup +

Tcompute (1)
+ Tfinalize
n

The efficiency can be expressed as
S(P)
E(P) =
P

(3)

(4)

and gives an idea of how good a parallel code works. If
the efficiency is close to 1, the parallelization is very good.
The theoretically possible value for E = 1 is called a perfect
linear speedup [5].
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Work Depth Model
The Work Depth Model, described by Blelloch [6], allows to compare the execution time of parallel algorithms.
Especially when using graphs for parallelization, like the parameter hierarchy in LSA, other comparison mechanism do
not fit to the problem. For example, Amdahl’s Law assumes
that the code is equally parallelized, but as the parameter
hierarchy in LSA is an unbalanced Directed Acyclic Graph
(DAG) this assumption is never fulfilled.
In the context of parallelizing LSA, the work W is expressed by the amount of settings and the depth D is expressed by the depth of the parameter hierarchy. Using
Eq. (5) of Blelloch, a range for time T can be calculated for
a given number of processing units P where time T depends
on the hardware:
W
W
≤T <
+D ,
P
P

(5)

• Including one Chain
• Changed one high-level parameter in
– SIS18 (P1-1)
Figure 2: Pattern 1.

with respect to Eq. (1) one can say that the speedup in the
Work Depth Model is
WP
≤ S(P) < P .
W + PD

(6)

TEST SCENARIOS
Since this thesis aims at optimizing the calculations performed in LSA, any other influence on the measurements
must be ruled out. Therefore the patterns with all their Beam
Production Chains (chains), beam processes and settings as
well as the parameter hierarchies with all parameters are
read out of the database before the calculations and time
measurements were started. Also the database persistence
was removed. This procedure is also called a “trim simulation” where only the LSA calculations are performed, but
no data gets persisted in the database and no data is sent to
the real accelerator devices.
The Figures 2 and 3 visualize the two patterns, creating
four scenarios used for testing and Table 1 provides some
more details about them.
Table 1: Overview of the Test Scenarios
No. of
No. of
changed calculated average
Nr. of high level dependent original
Scenario settings settings
settings
time
P1-1
P2-1
P2-2
P2-3

14 538
38 943
38 943
38 943

1
1
1
2

8 707
11 184
8 466
19 650

12.7 s
132.9 s
18.1 s
155.2 s

Each scenario was run twice for warmup, to let the Just
in Time (JIT) compiler of the Java Virtual Machine (JVM)
optimize the code. On the first run, also the caches of LSA
were filled, after the third run, the execution time for each
trim was within an acceptable range caused by the normal
fluctuations in execution time.

• Including three Chains
• Changed one high-level parameter in
– SIS100 (P2-1)
– SIS18 (P2-2)
– SIS18 and SIS100 (P2-3)
Figure 3: Pattern 2.

OPTIMIZATIONS
The following optimizations were performed

Sequential
• use caching where possible
• use suitable data structures for the main use case
• reduce array copies when inserting (or deleting) multiple points to a function
• change algorithms with complexity O(n2 ) to those with
O(n log n) where possible
• do not calculate a setting for all its parents but only
once all its parents have been calculated

TUPHA019
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512

Parallel

OPTIMIZATION RESULTS
256

P1-1
P2-1
P2-2
P2-3

seconds

64
16
4
1
no

serial

serial + parallel

optimization

Work Depth:
range of Speedup
Speedups:
10 cores with HT
4 cores with HT

128
Speedup

• block on cache request if another thread actually calculates the result
• run static data preparation in parallel
• run calculation loops in parallel where possible
• use parameter hierarchy as a task graph

0.25
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32

9.97

8

3.95
2
2

4

810 16 32 64 128 256 512
Number of processing units

Figure 6: Work Depth Model: Equation (6) for W = 3728
(changed setting settings in SIS100) and D = 20 (depth of
parameter hierarchy for SIS100).

For Figure 4 each scenario was run twice for warmup
and five times for measurements on the target platform (10
cores and Hyper Threading Technology (HT), 64 GB RAM).
The parallel execution was measured with the default thread
pool size of 19 plus the main thread. One can assume, that
the patterns used for operating in the full FAIR accelerator
complex will also experience an identical speedup.
Figures 5 and 7 show the memory consumption on the
target platform for scenario P2-3. The scenario was run
twice for warmup and five times for measurements.
The speedup for the test platform with 4 cores and HT
is between 3.92 and 4.00 while the speedup range for the
target platform are 9.49 to 10.00. The measured speedups

3.95 on the test platform respectively 9.97 on the target
platform are at the upper bound of the theoretical ranges.
Since the trim calculates values for several thousand settings,
one can assume that the theoretical forecast will also be seen
in practice, if a platform with more cores is used.
The parallel speedup on the target platform with 10 cores
and HT has an efficiency E of 0.997, on the test platform
with 4 cores and HT the efficiency is 0.987 (see Eq. (4)),
which nearly is a so called perfect linear speedup where
E = 1.
Figure 5 shows the unoptimized memory allocations.
There were more that 5 GB memory allocated and immediately afterwards released and collected by the Garbage
Collector (GC). For the five measured trims, the GC was executed 305 times deleting over 1.3 TB memory data. Whereas
in Fig. 7 the memory usage was optimized and for each trim

Figure 5: Memory usage on target platform without optimizations: 738.6 s, 305 garbage collections, 1 353.4 GB
total memory allocation.

Figure 7: Memory usage on target platform with optimizations: 8.7 s, 5 garbage collections, 18.9 GB total memory
allocation.

Figure 4: Average execution times on the target platform.
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there was only one GC execution, deleting in sum 19 GB of
data.
For Fig. 8, each scenario was executed two times for
warmup and five times for measurements on a test platform
(4 cores, 12 GB RAM) with and without HT. The default
thread pool size is n − 1, so for the setup without HT, the
default thread pool size is 3 and with HT the default thread
pool size is 7. One can clearly see, that the execution time
reaches its limit with about eight threads, which is the double
of the hardware threads. Afterwards the execution time
stagnates or even gets worse. Also its indisputable that HT
has a noticeable speedup for the calculations in LSA.
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Table 2: Overview of the Needed Resources for P2-3 on the
Target Platform
Optimization

None Sequential

Sequential
& Parallel

trim time

95.6 s

5.4 s

0.7 s

CPU usage avg
CPU usage max

6.2 %
19.9 %

9.1 %
11.1 %

62.8 %
62.8 %

Heap avg
Heap max

2.5 GB
5.4 GB

1.8 GB
3.4 GB

2.0 GB
3.8 GB

avg
max

11.4 ms
70.5 ms

29.7 ms
29.7 ms

33.8 ms
33.8 ms

25

Main thread usage
Thread pool usage

100 %

100 %

8.5 %

20

total
avg

0%
0%

0%
0%

91.5 %
4.8 %

147.5 GB
64.1 MB
105.7 MB

6.4 GB
56.8 MB
75.0 MB

4.0 GB
3.6 MB
72.8 MB

30

seconds
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15

without HT
with HT

GC pause time

TLAB size
3 4

7 8
12
16
threadpool size

20

Figure 8: Execution times for different thread pool sizes.
Table 2 provides a detailed overview of the Central Processing Unit (CPU), GC, thread pool usage, Thread Local
Allocation Buffer (TLAB) and allocation rates. The scenario
P2-3 was therefore trimed two times for warmup and one
time for measurement on the target platform. The parallel
execution was done with the default JVM settings, so 19
threads in the thread pool plus the main thread. However,
the number of available Java-threads can be much higher,
depending on the tasks, so that the scheduler is able to use
load-balancing. The TLAB is a storage each thread has for
itself, read and write accesses to this storage do not need any
synchronization. The TLAB size is automatically adjusted
by the JVM; however there’s the potential of optimization,
if one knows how big the TLAB will be one could set this
size as an argument to the JVM. The Object storage on the
other hand is accessible by all threads and needs to be synchronized when multiple threads make a use of it. In the
table one can clearly see, that the trim time reduces from
95.6s to 0.7s in the fully optimized version. Besides the
memory usage, manifested in the TLAB size, which was
also described in figures 5 and 7 the CPU consumption is
another number to note. In the original version, only one
of the ten cores, building two threads due to HT, was used
where on the parallel version all cores were used and reached
a workload of nearly 63 %. The thread pool now takes over
90 % of the total calculations.

SUMMARY
By reducing the memory consumption and complexity of the most used algorithms of LSA from O(n2 ) to
O(n log n) the sequential calculation time could be sped up

total
avg
max

Allocation rate
1 495.0 MB/s 731.3 MB/s 672.0 MB/s
for TLAB
Object size
total
avg
max

114.3 kB
1.0 kB
32.0 kB

10.4 kB
10.4 kB
10.4 kB

5.0 kB
0.8 kB
2.1 kB

Allocation rate
for Objects

1.1 kB/s

1.2 kB/s

0.8 kB/s

by 22.00. Parallelizing the DAG containing the parameter
hierarchy and some loops in the trim calculations increased
the speedup by a factor of 9.97 on the target platform with 10
cores with hyper threading. This leads to an average speedup
of 219.23 which now allows the user to seamlessly change
the overall accelerator scheduling.
In this paper, LSA was optimized at GSI. The next steps
will be the merge with the common code base at European
Organization for Nuclear Research (CERN). More about the
collaboration of GSI and CERN can be found in [7].
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MATLAB CONTROL APPLICATIONS EMBEDDED INTO EPICS PROCESS
CONTROLLERS (IOC) AND THEIR IMPACT ON FACILITY OPERATIONS
AT PAUL SCHERRER INSTITUTE
P. Chevtsov†, T. Pal, Paul Scherrer Institut, 5232 Villigen PSI, Switzerland
M. Dach, Dach Consulting GmbH, 5200 Brugg, Switzerland
Abstract
An automated tool for converting MATLAB based controls algorithms into C codes executable directly on EPICS process control computers (IOCs), was developed at
the Paul Scherrer Institute (PSI). Based on this tool, several high level control applications were embedded into
the IOCs, which are directly connected to the control
system sensors and actuators. Such embedded applications have significantly reduced the network traffic and,
as a result, the controls data handling latency. The paper
concentrates on the most important components of the
automated tool and some performance results of
MATLAB algorithms converted by this tool.

INTRODUCTION
EPICS [1] Channel Access (CA) servers, which are also associated with Input-Output Controllers or IOCs, are
well suited for interacting with sensors and actuators
engaged in the control system. However, basic EPICS
doesn’t provide powerful standard options for dealing
with sophisticated algorithms, which can be used on the
IOC directly to process data obtained from sensors and to
control actuators. Some simple available means include
the calculation (calc) record with embedded elementary
mathematical operations and the pid record for typical
proportional-integral-derivative control functions. If more
advanced mathematical calculations are required, then the
dedicated procedures must be written. It can be either a C
code to be implemented as a process function of a subroutine (sub) record or a state notation language (SNL) program.
The CA servers are developed and supported by control
system specialists. This ensures that these servers are
robust and their data are always available for users. At the
same time, any efficient data analysis and data processing
algorithms can only be developed by scientists who are
experts in the fields of science associated with these data.
This clear border of responsibilities between control system developers and users allows one to increase the research efficiency of any scientific organization.
Very powerful data processing and modeling features
are provided by MATLAB [2], which is used in research
organizations worldwide. In particular, PSI scientists and
engineers have a long successful experience with
MATLAB applications dealing with control system data.
MATLAB is deployed at PSI as an integrated part of the
well-established EPICS based data management environment
[3]. The access to control system data, which are
____________________________________________

associated with EPICS records and referenced as channels, is provided by two in-house developed interface
packages: Java based ca_matlab [4] and C/C++ based
MOCHA/CAFE [5]. The latter, for instance, makes all
basic CA functionalities available for MATLAB programs in terms of simple and transparent commands. For
instance, to get the value from a channel with a specified
name, one can use the following command:
value = caget(‘channel name’).
Similarly, to set the control parameter represented by
some channel name equal to the required value the next
command can be used:
caput(‘channel name’, value).
MATLAB codes are interpreted and executed line by
line, which makes it an ideal tool for application prototyping and testing. The performance of the MATLAB programs versus their C program equivalents is, however,
questionable. With all its great features, MATLAB is a
good solution for “off-line” data analysis applications
where a deterministic time response is not mandatory.
However, to be useful for real “on-line” data processing
applications, MATLAB, with its simplicity of the code
development and maintenance, has to be combined with
the C code performance and real-time data management
mechanisms. The paper describes a way how to implement such a combination in the context of the EPICS CA
server closed loop control.

MATLAB PROGRAM INTRACTION
WITH EPICS BASED CONTROL SYSTEM
MATLAB programs at PSI are mostly used in closed
loop control applications as illustrated in the Fig. 1.

Figure 1: Closed loop controls with the use of an EPICS
CA server and a MATLAB program.

† pavel.chevtsov@psi.ch
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Data flows and processing are done as following. The
EPICS CA server feeds the input (in) channels with data
from sensors. The MATLAB program, which runs on a
PC console, obtains data from these channels via the
computer network and performs all necessary data processing calculations. After calculations, the result data are
sent via the network to the appropriate EPICS output
(out) channels and further to the corresponding actuators.
This scenario looks fine from the functional point of
view. However, the performance of this system depends
on several factors. The Ethernet based computer network,
which connects clients and servers, is a definitely weak
point. By its nature, the network introduces time latencies
and jitters while sending data either way, which makes it
not time deterministic and, as a result, not optimal for
closed loop control applications. Besides, PC consoles
housing MATLAB applications and running under Linux
or Windows OS also contribute to the overall not time
deterministic system behaviour.
A proposal that minimizes unwanted delays for data
flows in the above mentioned scenario is shown in Fig. 2.
The MATLAB based program is moved from the console
PC directly to the IOC. This allows one to simplify interconnections between system components and significantly increase the system performance.

Figure 2: MATLAB algorithms embedded into the IOC.
The basic MATLAB package comes with the MATLAB
Coder, which produces a C code from a MATLAB program. According to MathWorks specifications, the resultant C code is functionally equivalent to the original
MATLAB program. The original MATLAB programs can
be launched on selected computer platforms under Windows, Linux or Mac OS. The embedded systems, which
use ARM, Power PC or MIPS processors, cannot run
MATLAB codes directly but the C code generated by the
MATLAB Coder can be compiled or cross-compiled for
all those architectures.
Imagine that the C code is generated from a MATLAB
program. How to embed it into the IOC?
One possible way is to make it a part of an EPICS sequencer (SNL) program.
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Another way is to use a standard Array Subroutine
(aSub) EPICS record. In this case, the input (inp) links of
the aSub record are associated with EPICS channels,
which are used in the original MATLAB program in the
context of caget calls. The output (out) links of this record
replace caput calls. The C code generated by the
MATLAB Coder is encapsulated by the process function
of the record.
To realize these two ideas, an automated tool for converting MATLAB based controls algorithms into C codes
was created. The tool is called the MATLAB to C Controls Conversion Tool (MCCCT). Its core consists of three
Linux shell scripts.
One script (coderPreprocessor.sh) does the MATLAB
program pre-processing. It acts on the original MATLAB
program and prepares it for the C code generation. The
main goal is to replace all caget and caput calls with the
entries required by the aSub record or SNL program (see
Fig. 3 in the Appendix). In addition, this script determines
the type and number of elements for EPICS channels used
by the original MATLAB program.
Two other scripts do the post-processing of the C code
generated by the MATLAB Coder.
The first post-processing script (coderPostprocessor.sh), converts the generated code into a suitable aSub
record process function. The script also
- generates the EPICS database associated with the
aSub record, which has input and output links
filled with all channels involved,
- generates a standard IOC startup script to load
the aSub record related database, which was
generated in the previous step,
- creates a makefile to compile/cross-compile the
C code, and
- produces all header files and C files, which are
required for the final compilation/crosscompilation.
The second post-processing script (coderPostprocessor_snl.sh) inserts the C generated code into a standard
SNL skeleton provided by the MCCCT (see Fig. 4 in the
Appendix). The script also
- creates a makefile to compile the produced SNL
program,
- generates a standard IOC startup script that loads
a shared library associated with the resultant
- SNL program, and
- produces a standard IOC SNL startup script that
launches the SNL program.
The MCCCT solution looks very attractive for
MATLAB/EPICS developments. The original MATLAB
code, which is easy to test and maintain, can be used for
prototyping, while the generated C code can be used as a
production version to be embedded in the dedicated EPICS CA server.
We note that the SNL part of the MCCCT solution is
especially efficient for MATLAB programs doing data
processing and control actions in infinite loops.
Some more MCCCT details can be found in the Appendix.
TUPHA020
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CONCLUSION
The automated tool for converting MATLAB based
controls algorithms into C codes has been in use at PSI
for about two years. Based on this tool a number of
MATLAB applications dealing with the supervisory of
SwissFEL subsystems, such as diagnostics and lasers,
were converted and embedded into the IOCs handling
sensors and actuators directly. The resultant impact on the
machine operations is clearly noticeable, which contributes to overall machine stability.
All control network traffic associated with the communication of such applications with IOCs is eliminated.
This is especially important in conditions of SwissFEL
operations when the network is heavily loaded not only
by a wide variety of control tools used on-line but also by
the beam synchronous data acquisition system [6] running
at 100 Hz.
After conversion, original MATLAB applications do
not have to run on PC consoles anymore. This solves
Linux system administrator problems related to the execution of these applications on PC consoles and frees the PC
resources for other tasks. Besides, as parts of the IOC
software, the converted applications get the around the
clock support from the control system team, which ensures their reliable run during SwissFEL operations.
Talking directly to controls hardware, embedded
MATLAB applications are much faster than their original
versions. An average execution time of control loops was
reduced up to 5-10 times. For instance, in case of electrooptical modulator bias scans for SwissFEL bunch arrival
time monitors [7] this time was reduced from 75 to 15
seconds.
Further developments of the technique presented in
this paper will be concentrated around MATLAB Simulink applications and embedding initial MATLAB algorithms into FPGA modules.

APPENDIX
The Appendix explains in details all the steps, which
must be followed to embed a MATLAB code into the IOC
with the use of MCCCT.
First of all, a MATLAB program, which interacts with
an EPICS CA server, has to be written and tested. After
that, one can switch to the conversion procedures. We
note that all these procedures were successfully tested at
PSI on 64 bit PC consoles running Scientific Linux 6.4.
Assuming that there is a test MATLAB program
myTest8.m residing in a /home/ioc/MATLAB-TEST
directory, one switches to this directory
> cd /home/ioc/MATLAB-TEST
and starts to execute the MATLAB to EPICS conversion
pre-processing script by typing
> coderPreprocessing.sh myTest8.m
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During the execution, the script reports its actions and
results.

From the reported results, it is seen that the script parses the myTest8.m MATLAB program and produces an
intermediate myTest8_C.m program, which is suitable for
the MATLAB Coder use. The difference between these
two programs is shown in Fig. 3.

Figure 3: The original myTest8.m program and its preprocessing result.
Meanwhile, the script continues and starts the
MATLAB Coder.

After some work, the C code is produced.

At this moment, it has to be decided if the generated C
code is going to be used with the aSub record or to become a part of the SNL program.
When the first option is chosen (“1” is typed followed
by the ENTER key) then the corresponding postprocessing script coderPostprocess.sh generates the
EPICS database and files supporting the aSub record.
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In case if one decides to use the second option (“2” is
typed followed by the ENTER key), the coderPostprocess_snl.sh script inserts the generated C code into a
standard MCCCT SNL skeleton, which is shown in
Fig. 4, and creates files supporting the SNL program.

Figure 4: MCCCT SNL program skeleton.
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EXPERIENCES USING LINUX BASED VME CONTROLLER BOARDS
D. Zimoch*, D. Anicic†, Paul Scherrer Institut, 5232 Villigen PSI, Switzerland
Abstract

IOXOS IFC1210

For many years, we have used a commercial real-time
operating system to run EPICS on VME controller
boards. However, with the availability of EPICS on Linux
it became more and more charming to use Linux not only
for PCs but for VME controller boards as well. With a
true multi-process environment, open source software and
all standard Linux tools available, development and
debugging promised to become much easier. Also the cost
factor looked attractive, given that Linux is for free.
However, we had to learn that there is no such thing as
a free lunch. While developing EPICS support for the
VME bus interface was quite straight forward, pitfalls
waited at unexpected places.
We present challenges and solutions encountered while
making Linux based real-time VME controllers the main
control system component in SwissFEL.

SWISSFEL OVERVIEW
SwissFEL is a 720 m long Free Electron Laser facility
at Paul Scherrer Instiut. It provides femtosecond X-ray
laser pulses with 100 Hz repetition rate to currently one
(later up to three) photon beam lines with up to three
experimental stations each [1].

SwissFEL Control System
The control system is based on EPICS [2], currently
version 3.14.12.4. An upgrade to 3.16 is planned. The
over 300 control nodes, IOCs (Input/Output Controllers)
in the EPICS nomenclature, fall into five categories:
1.

2.
3.
4.
5.

So called “softIOCs” either not controlling any
hardware directly or only controlling IP network
accessible devices. These run Scientific Linux
6.8 on vmWare virtual hosts. An upgrade to Red
Hat Enterprise Linux 7 is planned.
IOxOS IFC1210 VME single board computers
[3] running ELDK 5.2 [4] as provided by the
manufacturer.
Camera servers running Microsoft Windows
Server 2008 R2. An upgrade to Windows Server
2016 is planned.
DeltaTau Power PMAC motion controllers running ELDK 4.2 as installed by the manufacturer.
Moxa DA-661, DA-662 and DA-662A serial
servers for controlling devices with RS232 or
RS485 serial interface. These run embedded
Linux versions installed by the manufacturer.

Scientific Linux 6.8 is used as well on all Consoles and
many central servers.

____________________________________________
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The IOxOS IFC1210 is a single board computer in
VME 6U form factor. From controls point of view the
main components are a Freescale P2020 PowerPC
processor and a Xilinx Virtex-6 FPGA which are
connected with PCI express. Other on-board components
as well as some extension components are accessible
though I²C.
The FPGA is used by various real-time applications, for
example for low-level RF control. The “TOSCA II”
FPGA framework [5] provides a PCIe bus bridge to three
different hardware resources: User programmable FPGA
functionality (“USER”) with access to two on-board FMC
slots and to rear transition modules for I/O, the VME bus
(“VME”) to access other boards in the same crate, and
additional “shared” DRAM with dual access from the
processor through PCIe and directly from the FPGA user
logic (“SHM”).
Any of these TOSCA resources can map memory in 1
or 4 MB pages to PCIe and further to Linux user space.
All can generate interrupts and all can be used in
programmable DMA transfers.

EPICS INTEGRATION
Integrating devices into EPICS means accessing system
hardware resources from a user space process using one
or more of the following four methods:
1.

2.

3.

4.

Exchanging messages with the device. This is
the typical access method for devices connected
over network or a serial bus. In case of the
IFC1210 this applies to the I²C devices.
Mapping device memory and registers for direct
access by the CPU. Accessing device registers
through memory maps is much faster than exchanging messages with the device. This is an
important access mode for the VME, USER and
SHM resources.
Transferring larger data blocks between the
device and program memory efficiently. For
large data blocks using specific DMA hardware
is more efficient than keeping the CPU busy
accessing mapped device memory. This is the
second important access mode for VME, USER
and SHM.
Handling device interrupts. Many devices signal
when they need attention. This can be seen as a
special type of message but deserves special
attention because interrupts are asynchronous,
they often do not contain all information why the
device needs attention and thus require a handler
which does additional register access. Interrupts
are relevant for the VME and USER resources.
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VME Bus Access in EPICS
EPICS has a long tradition of using the VME bus and
many EPICS drivers exist to handle a number of VME
based devices using the standard VME API built into
EPICS since release 3.14. Thus once this API is supported
by a new VME controller card, all these drivers can be
used without change. The API provides functions to map
VME address space to program address space and to
register user functions as handlers for VME interrupt
vectors. Thus to implement VME access one has to
implement those API functions.
Difficulty: The EPICS VME API does not cover the
various VME block transfers modes (BLT, MBLT,
2eVME, and 2eSST) which are translated to DMA by the
VME bus bridge. We had to define our own API for
DMA in EPICS.

EPICS Driver Model vs. Linux Driver Model
EPICS typically implements drivers for specific devices
in the IOC program, only expecting the operating system
to provide access to the bus or communication port these
devices are connected to. This has worked well with
vxWorks [6], the real-time operating system EPICS has
originally been developed on, which had no distinction
between kernel and user space and allowed direct access
to the VME bus for memory mapping, interrupt handling
and block transfer.
Difficulty: Real-time systems and Linux have fundamentally different ways to approach device access. In
Linux, any access to hardware resources requires a kernel
driver which makes those resources available to user
space by the means of special device files. This driver is
also responsible to handle possible concurrent accesses
from multiple user programs and to manage device resources correctly even if a program is not well-behaving.

User Space Interrupt Handlers in Linux
Because of the very real danger to hang up the whole
system when doing interrupt handling wrong, user space
drivers as used in EPICS are somewhat frowned upon in
Linux [7].
Yet user space drivers are possible – under the right
circumstances. Good examples are user space drivers for
serial (RS232) or network attached (TCP/ UDP) devices
as well as for some USB devices. Here, the operating
system only provides access to the underlying data
transfer hardware (network interface or bus controller) but
does not handle the actual device.
The most important prerequisite is that the device can
be handled independent of the data transfer hardware.
This is indeed the case with TOSCA. A kernel driver can
handle the TOSCA bus bridge, while user space drivers
can handle VME or USER FPGA devices.
The kernel driver needs to be very careful when
handling interrupts because it is so easy to hang up the
system if anything goes wrong here. While USER interrupts are edge triggered, and thus are self-acknowledging,
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VME interrupts are level triggered. Typically a device
register needs to be read or written to reset the interrupt.
Because only the user space device driver can acknowledge the interrupt but on the other hand user space cannot
execute while interrupts are active, the kernel driver must
temporarily disable the active interrupt on the bus bridge
until the user space device driver has handled the device.
When done, the device driver must tell the kernel to reenable the interrupt.
Still then there is the danger that a buggy device driver
does not handle the device correctly so that the interrupt is
not cleared and the system gets trapped in futile interrupt
handling. Likewise any interrupt source without a
registered user space handler must be disabled or the
system may hang up.
Difficulty: Linux has no API for user space interrupts.
In Linux, interrupts are usually handled solely in the
kernel. A mechanism needs to be defined that passes
control to userspace and that allows a user space driver to
re-enable the interrupt. This context switch adds latency
and jitter to interrupt handling.

User Space DMA in Linux
Reading larger data blocks from devices into EPICS
can benefit a lot from DMA because it unburdens the
CPU from moving data. While the DMA controllers built
into TOSCA perform the data transfer, the CPU can
perform other tasks.
The kernel driver must serialize concurrent DMA
requests from different user space programs making use
of the two available DMA pipelines in TOSCA. After the
transfer has finished, the program must be notified and
success or failure of the operation must be flagged.
Difficulty: There is no standard Linux API to handle
DMA in user space. In Linux, DMA is used only in the
kernel. One reason is that apparently contiguous memory
in user space is often mapped to several non-contiguous
physical memory pages. While this mapping is transparent for memory access by the CPU, it must be taken
into account for DMA. Luckily the TOCSA infrastructure
allows for scattered DMA, so it can be implemented.

VME Bus Access in Linux
The Linux kernel already includes a rudimentary VME
driver framework but with several limitations: Only one
VME bus bridge type is currently supported and neither
interrupts nor memory maps nor block transfers are
available from user space. The only access method is to
pass a message with the address and the data to transfer to
the driver using lseek() and read() or write() system calls.
Difficulty: Because of the context switch between user
space and kernel space involved with any system call, this
is by far too slow for a user space device driver with realtime performance. Furthermore it does not match the
EPICS VME interface model which expects memory
maps, so that all existing VME device drivers would
require modification.
TUPHA021
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I²C Access in Linux

Interfacing the Tosca Kernel Driver

Linux provides a standard I²C user space API. Thus as
soon as the I²C controllers on the IFC1210 are supported
by a conforming kernel driver, all attached devices are
accessible from user space using standard Linux methods.

The Tosca kernel driver provides a character device file
(/dev/bus/vme/m0) for memory maps. These include
maps to VME address spaces as well as maps to other
TOSCA resources (USER and SHM). A program can
configure a window into those address spaces with ioctl()
and then mmap() the window to program address space.
The kernel also provides a method to map program
memory or USER or SHM address space to the VME bus.
This allows other VME boards to access resources on the
IFC1210. This “slave” map is configured in a similar way
using a different character device (/dev/bus/vme/s0).
VME and USER interrupts are handled using individual
character device files for each interrupt source. For VME
there is one file for each combination of the 7 interrupt
levels and 256 vectors (/dev/toscavmeeventL.V) while for
USER interrupts there is one file for each of the 16
interrupt lines (/dev/toscausereventL). The file becomes
readable when an interrupt has happened. Thus an interrupt handler thread can wait for one or more interrupts
using functions from the select() family. Writing to the
file acknowledges and re-enables the interrupt.
DMA between any TOSCA resources or program memory is performed using ioctl() on yet another character
device (/dev/dmaproxy0). While many devices allow
DMA only with contiguous physical memory and thus are
often limited to kernel memory, we preferred to be able to
use program memory directly, for example allocated from
the heap with malloc(). This allows to transfer data
efficiently into and out of EPICS records without any
additional copy.

Difficulty: The first implementation of the I²C controllers was not generic enough to be used with the Linux
I²C API. It made too strict assumptions about connected
devices and did not clearly distinguish device from bus
controller as needed for a generic bus driver.

Manufacturer Provided Kernel Driver
IOxOS, the manufacturer of the IFC1210, has provided
us with a kernel driver together with a user space API.
This driver did not use the Linux VME API nor the Linux
I²C API. Instead it was completely vendor and board
specific. But it gave full user space access to all features
of the TOSCA framework. Our first implementation of
EPICS access to the IFC1210 used this API.
Difficulty: Unfortunately it turned out that driver and
API had serious issues which could not be solved easily.
In particular concurrent access to the memory map configurations, to DMA and to interrupts was a problem. But
as EPICS is heavily multi threaded, proper locking and
serialization is essential. For example, we need concurrent
access from different processes, not only threads, to DMA
channels. Thus implementing access locking in the program was no solution.
Furthermore resources like memory map windows
needed to be released explicitly at program termination.
This has caused problems when a program terminates
abnormally due to errors. Often the whole system then
needed to be rebooted to recover.

“Tosca” Kernel Driver
Lacking the necessary expertise to write or fix a Linux
kernel driver for a complex device like TOSCA, we decided to outsource that task to a company specialized in
user specific Linux drivers. The result is the “Tosca”
kernel driver.
Special attention had been paid to proper resource
management, including concurrency and automatic cleanup, and a good real-time performance, while at the same
time trying to follow Linux kernel coding styles as closely
as possible.
This driver is based on the Linux VME API but needed
to modify it heavily in order to implement the required
memory maps and in particular for user space interrupts
and DMA transfers from and to user space program
memory.
Difficulty: The driver developer needs a great amount
of knowledge not only about the Linux kernel and drivers
but as well about the device to implement, in this case the
TOSCA framework. It is not easy to find both in the same
person. This made the development very time consuming
due to misunderstanding, misconceptions and a lot of
communication overhead.

EMBEDDED LINUX
The manufacturer of the board had provided us with a
Linux system based on ELDK (Embedded Linux Development Kit). This provides the cross-development
environment and allowed us to easily build a boot loader
(U-Boot), a kernel and a root file system. Also we could
easily install all software packages we needed to run
EPICS and other programs. However, kernel and boot
loader needed several modifications from what ELDK
provides in order to support all system components.

Boot Loader
The boot loader “U-Boot” [8] reads a system configuration (host name, boot server, …) from flash memory,
configures the network port with DHCP and then
programs the FPGA with a downloaded configuration file.
It also downloads and starts the Linux kernel.
The boot loader had already been modified by the
board manufacturer to support the board features like
programming the FPGA. However further modifications
were necessary to allow loading the FPGA configuration
from the network.
Difficulty: Before having access to the network port,
the PCI bus had to be initialized. But the loaded FPGA
configuration file adds a PCI device to the system. It was
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necessary to add a mechanism to restart the boot loader
after the FPGA has been configured.

Root File System
For easier software development we decided to use an
NFS mounted root file system shared among all IFC1210
systems. Thus the systems do not need any local storage
besides the boot loader configuration in flash memory.
In order not to disrupt the other systems, a shared root
file system must not be writeable. On the other hand,
Linux routinely writes a number of files, not only in /tmp
and /var but as well in /etc. We solved that problem by
mounting a ram file system to /var and /tmp and linking
files like /etc/resolve.conv to locations on that ram file
system.
Another issue related to the NFS mounted root file
system was how to reliably pass DHCP leases obtained by
the boot loader to the Linux run-time system because the
IP address cannot change while the root file system is
mounted. This may become a problem on busy networks,
for example if EPICS clients flood the network with
search broadcasts so much that DHCP times out.
Difficulty: Such a set-up is not one of the standard
scenarios provided by ELDK. A considerable amount of
work was needed to find a good set-up with a shared NFS
mounted root file system.

Kernel
The kernel must allow control system applications to
run in real-time with strict deadlines in the millisecond
range.
Difficulty: Linux is not designed as a real-time (RT)
operating system. There is an RT-patched kernel [9]
available to improve the situation, but not for each kernel
version and often not for the latest one. Also the RTpatched kernel is not as widely used as the standard one.
Thus there can be bugs in the RT-patched kernel that are
hard to get fixed. This gets worse if the platform is not
wide spread in the Linux community, as it is the case for
the P2020 CPU on the IFC1210. We have had such
problems with the driver for the network interface buildin to the processor. It needed several kernel upgrades to
get the problem fixed. However each kernel upgrade
comes with API changes which made it necessary to
modify the Tosca driver.

PERFORMANCE MEASUREMENTS
Interrupt performance tests have been made with a
USER FPGA logic that generates up to 16 interrupts and
starts counters at the same time. A user space interrupt
handler triggers EPICS records to read the counter values.
Histograms of the counter values show the latency
distribution.
Using 16 simultaneous interrupts shows some clear
peaks between 50 and 200 microseconds overlaid with a
bell-shaped distribution between 50 and 1200 micro-
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seconds with a broad maximum around 550 microseconds
when using a RT-patched kernel. This is sufficient for
SwissFEL with a repetition rate of 100 Hz. Without RT
patch a low rate of higher latencies in the range of several
milliseconds can be observed which can make reliable
100 Hz operation difficult.
DMA performance depends on transfer direction and
TOSCA resources involved. The most commonly used
scenario is to read data into program memory. Using the
CPU to read 32 bit words reaches 2.5 MB/s from USER
or SHM and 2.0 MB/s from VME (accessing VME
mapped SHM of the same board). DMA is more than 80
times faster, reaching 210 MB/s from USER, 380 MB/s
from SHM and 165 MB/s from VME (using 2eSST
mode) when reading 1 MB blocks. The smaller the block
size the lower is the overall DMA performance because of
an overhead of 133 microseconds for setting up the DMA
transfer. Break even is reached when reading a few
hundred words.

CONCLUSION
Supporting a new hardware platform in Linux is a difficult and time consuming task which requires up-to-date
knowledge of current kernel developments in addition to
expert knowledge of the hardware to support. The Linux
kernel API changes rapidly and not much help can be
expected from the Linux community for devices which
are unusual or unknown to the mass market or for nonmainstream CPU types and in particular when not closely
following the standard Linux way of implementing
drivers. Real-time support is rather sporadic and may
cause unexpected problems which can be hard to fix.
Thus a lot of time and effort must be spent before a new
hardware platform can be used reliably in a real-time
control system. So even though Linux does not cost
anything, nothing comes for free.
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MODBUS APPLICATION AT JEFFERSON LAB
J. Yan, C. Seaton, S. Philip
Thomas Jefferson National Accelerator Facility, Newport News, VA 23606, U.S.A.
Abstract
Modbus-TCP is the Modbus Remote Terminal Unit
(RTU) protocol with the TCP interface running on
Ethernet. In our applications, an XPort device utilizing
Modbus-TCP is used to control remote devices and
communicates with the accelerator control system
(EPICS). Modbus software provides a layer between the
standard EPICS asyn support and EPICS asyn for TCP/IP
or serial port driver. The EPICS application for each
specific Modbus device is developed and it can be
deployed on a soft IOC. The configuration of XPort and
Modbus-TCP is easy to setup and suitable for applications
that do not require high-speed communications.
Additionally, the use of Ethernet makes it quicker to
develop instrumentation for remote deployment. An
eight-channel 24-bit Data Acquisition (DAQ) system is
used to test the hardware and software capabilities.

MODBUS TCP/IP
Modbus is a serial communication protocol widely used
by many manufacturers throughout industry since it was
published by Modicon in 1979 for use with its
programmable logic controllers (PLCs). It has become a
standard communication protocol and is now a common
available means of connecting electronic devices. Many

applications in the field of accelerator control have
implemented Modbus to communicate and control
devices [1,2,3]. Modbus TCP is a Modbus variant used
for communications over TCP/IP network. The Modbus
TCP messaging service provides a Client/Server
communication between devices connected on an
Ethernet TCP/IP network[4]. Figure 1 shows a general
Modbus TCP/IP communication architecture which
includes different types of device, such as, Modbus
TCP/IP Client and Server devices directly connected to
the TCP/IP network, the interconnection devices like a
bridge, router or gateway for interconnection between the
TCP/IP network and a serial line sub-network, which
permit connections of Modbus serial line client and server
end devices. The messaging service of Modbus TCP/IP
has four basic types of messages: Request, Confirmation,
Indication, and Response. When a client initiates a
Modbus Request message for a transaction, the server
side will have a Modbus Indication and send back a
Response message. Finally, the Client has the
Confirmation message for the received Response
message. By using these messages, the Modbus
messaging services perform a real time information
exchange
between
devices
on the
network.

Figure 1: Modbus TCP/P Communication Architecture.
The Modbus protocol defines a basic Protocol Data
Unit
(PDU)
independent
of
the
underlying
communication layers. The mapping of the Modbus
protocol on a specific network will introduce some
additional fields on the Application Data Unit (ADU).
Figure 2 shows the Modbus TCP/IP ADU with a
dedicated Modbus Application Protocol (MBAP) header
which contains the fields of Transaction Identifier,
Protocol Identifier, Length, and Unit Identifier. Modbus

Function Code defines the various reading, writing and
other operation of the Modbus data.

Figure 2: Modbus TCP/IP Request/Response Message.
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MODBUS TCP/IP APPLICATIONS
Modbus is a client/server communication model. In our
applications, the embedded Ethernet device XPort is
designed as the server and a SoftIOC running EPICS
Modbus is the client. The SoftIOC builds a Modbus
request from parameter contained in a demand that is sent
by the EPICS application to the Modbus Client interface.
On reception of the Modbus request, the Modbus server
activates a local action to read, write, or achieve some
other action. Thus, the main Modbus server functions are
to wait for a Modbus request on 502 TCP port, treat this
request, and then build a Modbus response.

Modbus Server
Xport is an embedded Ethernet device server that
includes all essential networking features including a
10Base-T/100Base-Tx Ethernet connection, reliable
operating system, embedded web server, and a full
TCP/IP protocol stack. It also provides a serial interface
having data transfer rate of 300 bps to 921,600 bps. By
incorporating XPort, we can easily design products that
can be accessed and controlled over the internet. The
software tool ‘DeviceInstaller’ was used to set the IP
address and configure the serial port. Based on the XPort,
we designed a prototyped Modbus data acquisition (DAQ)
board, which includes eight serial 24-bit analog-to-digital
converter (ADC) channels, two digital-to-analog
converters (DACs), a serial interface, USB connector,
digital I/O pins, SDRAM memory buffer, and a fieldprogrammable gate array (FPGA). Figure 3 shows the
diagram of the DAQ board. The FPGA assigns a block of
registers for each connected device and these registers can
be read or written by Modbus protocol. For instance,
ADCs convert an analog signal to digital data and store
digital data in the FPGA. Then the FPGA sends this data
to the XPort via serial communications, and the XPort
transfers all data to the remote clients with the Modbus
protocol.
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Response with function code 0x88. For instance, a
protocol encoding for a Read Request is 0100 0000 0006
01 03 0000 0001. Here, the first four bytes 0100 are the
Transaction ID, the second four bytes 0000 are the
Protocol ID, the third four bytes 0006 are the Length, 03
is the Function code, the next 0000 is the starting address,
and the last 0001 is the quantity of register. For this
Request, the Response will be 0100 0000 0005 01 03 02
3478 resulting in two bytes of data 0x3478.

EPICS Modbus
The EPICS Modbus package which is a Modbus Driver
Support for Modbus Protocol under EPICS system was
installed for the Modbus applications[5]. The architecture
of the Modbus module consists of the following four
layers: EPICS Asyn Device Support, EPICS Asyn Port
driver, Asyn Interpose Interface, and Asyn Port Driver
(Figure 3). The EPICS Asyn Device Support is the
general purpose device support provided with asyn. It is
separated with the Modbus package and there is no
special device support needed with Modbus. The EPICS
Asyn Port Driver functions as a Modbus client. It
communicates with EPICS Asyn Device Support using
the standard asyn interfaces, such as asyInt32,
asynUInt32Digital, etc. This driver sends and receives
device-independent Modbus frames via the standard
asynOctet interface to the asyn Interpose Interface layer.
The asyn Interpose Interface layer communicates via the
standard asynOctet interface to both the overlying
Modbus driver (layer 2) and to the underlying asyn
hardware port driver. The asyn Port Driver handles the
low-level TCP/IP communication. It is a standard port
driver provided by asyn, such as drvAsynIPPort. So, we
can see only layer 2 and layer 3 on the Modbus package.

Figure 4: The Architecture of EPICS Modbus Module.
Figure 3: The Diagram of the Modbus DAQ Board.
Four types of Modbus protocol messages are defined
for this prototype. They are Write Single Registers
Request with function code 0x06, Read Holding Registers
Request with function code 0x03, Response message to
Read Request with function code 0x03, and the Exception

Each Modbus port driver is assigned a single Modbus
function code and a single contiguous range of Modbus
memory up to 125 words. Before a Modbus port driver
can be created, the TCP/IP port driver that directly
communicates with the hardware should be first to be
generated. The following is step-by-step procedure to
create a specific Modbus port driver:
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Run the function drvAsynIPPortConfigure
(“ssa1”, “129.57.200.226:502”, 0, 0, 1) to create
an asyn IP port driver named “ssa1” on port 502
at the Modbus server’s with IP address of
“129.57.200.226”.
Run the function modbusInterposeConfig(“ssa1”,
0, 2000, 0) to configure the interpose driver with
the name of “ssa1”, TCP/IP Modbus link, 2000
ms of timeout, and no write-delay.
Once the asyn IP port diver is created and the
interpose driver is configured, the command
drvModbusAsynConfigure(“RF_In”, “ssa1, 0, 3,
1, 125, 0, 100, “RK”) was called to create a
Modbus port named “RF_In” on the asyn IP port
“ssa1”, the slaveAddress or “Unit ID” of “0”,
Modbus function code 3, the start address “1” for
the Modbus data segment, the length of 125 data
segment, the default data type 0, polling delay
100 msec, and a parameter “RK”.
Load the database for the Modbus port by calling
dbLoadTemplate(“ssa1.substitutions”).

Modbus for RF Amplifier Control
The Crymodule Test Facility (CMTF) at Jefferson Lab
is a facility that conducts performance testing of newly
designed cryomodules. An example cryomodule contains
eight cavities of nine cells each with coaxial Radio
Frequency (RF) power couplers operation at 1.3 GHz and
eight Solid State RF Amplifiers (SSA) providing the RF
power. The RF amplifier is a self-contained system that
produces RF power, encompasses water-cooling and
circuit protection, and can also be controlled with a
Lantronix XPort. We developed the Modbus application
for control of all RF amplifiers. Each amplifier has its
own IP Port driver name and multiple Modbus ports, such
as, “RF1_In_word” for read and “RF1_Out_Word” for
write. Figure 5 shows the control screen of SSA1.
Function code 0x06 is applied to write six registers on the
SSA, and has operations of Power Supply Enable/Disable,
RF Enable/Disable, Power Supply Output Voltage setting,
Fault Reset, and System Reboot. Over 500 registers can
be read by using function code 0x03. These registers
include AC, DC Power Supplier status, RF power,
temperature of all devices, cooling water, unit current, and
so on. All the read back data will be updated once a
second. All eight SSAs are controlled by a single soft IOC
that runs in a Linux machine.

Figure 5: RF Amplifier Operational Control Screen.

CONCLUSIONS
The Modbus data acquisition board, based on the XPort
and Modbus TCP/IP protocol, has been prototyped. The
board can be used in various applications that require
remote communications. The Modbus driver support for
Modbus protocol under EPICS is installed and applied for
the cryomodule RF amplifier control system. The
configuration of XPort, Modbus TCP/IP, and the EPICS
Modbus package is easy to setup and suitable for
applications
that
do
not
require
high-speed
communications.
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RECENT UPDATE OF THE RIKEN RI BEAM FACTORY CONTROL
SYSTEM
M. Komiyama†, M. Fujimaki, N. Fukunishi, A. Uchiyama,
RIKEN Nishina Center, Wako, Saitama, Japan
M. Hamanaka, T. Nakamura, SHI Accelerator Service, Ltd., Shinagawa, Tokyo, Japan
Abstract
The RIKEN Radioactive Isotope Beam Factory (RIBF)
is a cyclotron-based heavy-ion accelerator facility. A
major part of the components of the RIBF accelerator
complex is controlled by the Experimental Physics and
Industrial Control System (EPICS). A homemade beam
interlock system (BIS) plays an essential role of safely
delivering high-power heavy-ion beams. In this paper, we
discuss the recent upgrade of the existing beam interlock
system to a new beam interlock system (BIS2). Like BIS
BIS2 is based on a programmable logic controller (PLC).
It has a multi-CPU configuration with a Linux-based
PLC-CPU on which EPICS programs can be executed in
addition to a sequence CPU. The design of BIS2 and its
offline tests in which its basic performance was verified
are presented. We plan to expand BIS2 as a successor to
the existing BIS that has been operating for over 10 years.

INTRODUCTION
The RIKEN Radioactive Isotope Beam Factory (RIBF)
began operation in 2006 and has provided the world’s
most intense beams of unstable nuclei for nuclear physics
studies. RIBF was constructed as an extension of our old
facility (RARF) by adding three new cyclotrons, one of
which is the world’s first superconducting ring cyclotron
(SRC). RIBF consists of two heavy-ion linear accelerator
(LINAC) injectors and five heavy-ion cyclotrons. Various
acceleration modes can be achieved by changing the
combination of the accelerators used, and one of them is
chosen according to beam energy and the ion species
required by users. For example, a uranium beam, which is
suited to produce very neutron-rich medium-mass ions,
can be accelerated up to 345 MeV/nucleon by using a
new LINAC injector and four ring cyclotrons. On the
other hand, the K = 70 MeV Azimuthally Varying Field
(AVF) cyclotron accelerates low-energy light-ion beams
and provides them with its own experimental courses [1].
The components of the RIBF accelerator complex, such
as magnet power supplies, beam diagnostic devices, and
vacuum systems are controlled by the Experimental
Physics and Industrial Control System (EPICS) [2] with a
few exceptions, such as the control system dedicated to
all the radio frequency systems of RIBF. However, all the
essential operation datasets of EPICS and other control
systems are integrated into the EPICS-based control
system [3]. In addition, two types of interlock systems
that are independent of the accelerator control systems are
in operation in the RIBF facility: a radiation safety
† misaki@riken.jp

interlock system for human protection [4], and a beam
interlock system (BIS) that protects the hardware of the
RIBF accelerator complex from potential damage from
the high-power heavy-ion beams [5]. In order to ensure
safety, we implemented a dual interlock by inputting
some signals to both systems. Figure 1 gives an overview
of the RIBF control system.
EPICS-Based Control System

Operator Interface
IOC

IOC

IOC

IOC

(Linux-x86 on
CAMAC crate controller)

(VxWorks on
VME)

(Linux-x86 on
single board computer)

(Linux-F3RP61 on
F3RP61-2L)

DIM

NIO

N-DIM/PLC/
GP-IB

Old Facility
（Magnet Power Supply,
Beam Diagnostic Device,
Beam Interlock System, etc.）

Magnet Power Supply

Beam Diagnostic Devices,
Vacuum System,
Magnet Power Supply, etc.

Magnet Power Supply,
Ion Source, etc.

BIS (Beam Interlock System)
RF

Device Monitor

Non-EPICS-Based Control System

Figure 1: Overview of the RIBF control system.

EXISTING BEAM INTERLOCK SYSTEM
The existing BIS was designed to stop beams within
10 ms after receiving an alarm signal. On receiving an
alarm signal, BIS outputs a signal to one of the beam
choppers installed immediately below the ion source that
deflects the beam immediately. Many accelerator and
beam-transport-line components are registered to BIS and
alarm signals sent to BIS are both digital and analog
signals that show the abnormal behaviors of the
components, such as an error in a magnet power supply or
an overly high beam loss detected by baffle slits installed
at various places on the RIBF accelerators and their beam
transport lines.
One important function of the RIBF BIS is flexibility to
impose appropriate interlock conditions according to each
beam condition required by users. As mentioned
previously, various beams (high power or low power) are
accelerated by adopting various combinations of the
accelerators. Hence, both the components relevant to the
acceleration mode at that time and alarm levels have to be
specified; for example, the allowable beam losses at
baffle slits according to the actual beam power. To realize
the flexibility required by daily RIBF operations, various
interlock condition files in which the interlock signal
pattern and alarm levels are specified are prepared in
advance. BIS then downloads one of these interlock
condition files appropriate to the experiment to be
TUPHA028
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performed. Another important feature of BIS is utilization
of multiple beam stoppers. When BIS detects an alarm
signal of a component used in beam acceleration, it stops
the beam immediately using a beam chopper and also
inserts the beam stopper (Faraday cup) specified in the
interlock condition file and installed upstream of the
problem component. After inserting the relevant beam
stopper, the beam chopper can be switched off and beam
delivery resumed up to the inserted beam stopper. This
feature is especially useful during beam tuning because
beam tuning is conducted in a step-by-step manner, from
an injector to a final-stage accelerator. The inserted beam
stopper can be extracted from the beam line after the
problem is fixed.
The hardware configuration of BIS is shown in Fig. 2.
BIS was developed based on programmable logic
controllers (PLCs) manufactured by Mitsubishi Electric
Corporation (hereafter, Melsec PLCs). All of the interlock
signals are connected to the I/O modules of the Melsec
PLCs.
BIS Station 1

BIS Station 3

BIS Station 4

DO
DI
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LINK
CPU
PS
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CPU
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CPU
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MELSECNET/H (SI Cable, Double loop)
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ETHER
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CPU
PS

DO
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CPU
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BIS Station 5

LAN for Control System
BIS-PC (Set/Monitor)

DO
ETHER
CPU
PS
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Additional System (FA-M3)

Figure 2: Example of the hardware configuration of BIS.
At present, two BISs are in operation at the RIBF facility.
The BIS shown here covers a high-energy part of the
RIBF facility. It has an additional branch (shown in blue)
that uses FA-M3.
As stated above, the RIBF accelerator complex consists
of two LINAC injectors, five cyclotrons, many
experimental ports, and beam transport lines connecting
them to each other. These are broadly distributed in three
buildings. The new building houses two new ring
cyclotrons, including SRC and large experimental setups.
The two old buildings house injectors, other intermediatestage cyclotrons, and experimental setups dedicated to
low-energy heavy-ion beams. In order to secure the
response speed required by BIS, two BISs were
introduced, one covering the new building and the other
the old buildings. The two BISs have the same system
with the same configuration and each has its own PC for
setting interlock conditions and monitoring interlock
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signals. In addition, each BIS is divided into five stations
of Melsec PLCs that are connected to each other through
the MELSECNET/H network system—an optical loop
system. All signal information is summarized in one of
the five stations that contains an Ethernet module. This
station with the Ethernet module communicates with the
BIS PC. Each BIS has approximately 300 digital input
signals, 70 analog input signals, and 30 digital output
signals.

DEVELOPMENT OF NEW BEAM
INTERLOCK SYSTEM
The existing BIS began operation in 2006, concomitant
with RIBF operation. BIS has played an essential role for
safety operation of high-intensity heavy-ion beams, such
as a 345-MeV/nucleon 238U beam of 58-pnA and a 345MeV/nucleon 48Ca beam of more than 700 pnA. The
beam power has already exceeded 10 kW, and beam
operation at the level of several tens of kW is expected in
the near future [6]. To handle higher-power beams more
safely, a much higher response speed is required of the
BIS in order to mitigate hardware damage caused by
higher-power beams to the present level. In addition, a
greater number of components than those included in the
present BIS have to be carefully monitored because
subtler failures potentially cause severe accidents in the
case of very high-power beams. However, there is a limit
to how high the response speed can be increased to by
increasing the associated components in the existing BIS.
Therefore, we started development of the next-generation
BIS (hereafter, BIS2) last year, which is designed to have
more advanced performance and convenience compared
to BIS.
BIS2 implements interlock logic that is fundamentally
equivalent to those of the existing BIS. Based on the
operation experience of more than 10 years of BIS, we
believe the following points are important in the BIS2
development:
1. All the development of BIS2, such as module
selection and program development, should be
performed by ourselves from scratch. Because we
outsourced program development of the existing
BIS, we often felt inconvenienced when we needed
to make minor modifications during beam
operation.
2. Reducing the amount of data shared between
different stations is essential in BIS2 in order to
reduce the time to stop the beam after receiving the
interlock signal. Because too much information is
shared among all the stations through optical links
in the existing BIS, for example, the information of
setting patterns of the input signals and the
information on the signal output destinations, the
time required for stopping the beam is 15–20 ms,
which is greater than its design value of 10 ms.
Taking this into account, only the output signal
status is shared among stations in BIS2.
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As a device satisfying all the above requirements, we
adopted the PLC system manufactured by Yokogawa
Electric Corporation (hereafter, FA-M3). The most
important advantage of the present choice is that we can
use the Linux-based CPU manufactured by Yokogawa
Electric Corporation (hereafter, F3RP61 CPU) in
combination with the FA-M3 system. We have sufficient
experience executing EPICS programs on the F3RP61
CPU. A new control system for ion sources [7] and the
control system of a part of the magnet power supplies
adopt the F3RP61 CPU. We plan to have coupled
operation of BIS2 to the main RIBF control system based
on EPICS, especially in setting and monitoring interlock
signals using EPICS.
Figure 3 shows the hardware constitution and process
flow of the BIS2 prototype now under development. Note
that we adopt here the two-station configuration, but there
is no technical limit to the number of stations and the
number of I/O points included in BIS2. A list of the
modules used in BIS2 is also given in Table 1.
BIS-PC (Set / Monitor)

Read / Set
Register Information

Set interlock pattern
/ Monitor signals
LAN for Control System
Read / Set
Register Information
BIS Station 1
BIS Station 2

FL-net
AI
AI
AI
DO
DI
Sequence CPU
PS

FL-net
DO
DI
Linux-based CPU (EPICS-IOC)
Sequence CPU
PS
Monitor signals
Output signal

Monitor signals
Output signal

FL-net
Sharing DO-status

Beam Chopper / Faraday cup

Faraday cup

Figure 3: Hardware constitution and process flow in
BIS2. Blue lines signify communication via Ethernet,
green lines signify communication via PLC bus, and
Purple lines signify communication via FL-net.
Table 1: FA-M3 Modules Used with BIS2
Type
CPU1
CPU2
DI Module
DO Module
AI Module
FL-net
Module

Product
F3SP71-4S
F3RP61-2L
F3XD32-3F
F3YD14-5A
F3AD08-1V
F3LX02-1N

Note
Sequence CPU
Linux-based CPU
Transistor contact
Transmission
speed: 10 Mbps

The system employs a multi-CPU configuration; the
sequence CPU, F3RP61 CPU, I/O modules, and FL-net
module are mounted on one station (station-1), and the
sequence CPU, I/O modules, and FL-net module are
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mounted on the other station (station-2). Interlock logic is
implemented in the sequence CPU because high-speed
processing and high reliability are required. Such highspeed processing is not necessary for setting and
monitoring the interlock signal; these functions are
implemented in the F3RP61 CPU. We execute EPICS on
the F3RP61 CPU and access it from the upper-level PC in
the control room via Ethernet. The F3RP61 CPU reads the
status of the input and output signals of the I/O modules
indirectly via the internal devices of the sequence CPU
because the master of the I/O modules is the sequence
CPU and direct access from the F3RP61 CPU is
forbidden. Communication between the F3RP61 CPU and
the sequence CPU in the same station is via the PLC bus.
Communication between the different stations is via the
network using a netDev program developed by the control
group of KEK and RIKEN Nishina Center in 2004 with
the aim of controlling various kinds of PLCs and the inhouse controller developed by RIKEN Nishina Center [8].
On the other hand, the interlock signal information
transfer between two stations is performed through FLnet—an open network protocol used for interconnection
between controllers.

PERFORMANCE TESTS OF BIS2
We plan to apply the BIS2 prototype under development
to a small part of the RIBF facility, namely the AVF
cyclotron and its low-energy experimental facility, as a
first step in the RIBF BIS upgrade in the near future.
Simulating the AVF cyclotron facility, we conducted
basic performance tests, in which we registered 18 digital
inputs, no analog input, and seven digital output signals to
the I/O modules in station-1, and 25 digital inputs, 23
analog inputs, and no digital output signal to the I/O
modules in station-2. First, we verified that the BIS2
prototype outputs signals correctly when changing the
pattern of the input signals. Next, we measured the signal
transmission speed in the system, which is one of the
most important performance factors. In our case, the
transmission data size between the two stations via FL-net
is designed to be four words for the link relay area and
zero word for the link register area at the FL-net module,
F3LX02-1N. According to the technical data published in
the F3LX02-1N catalog, data communication through FLnet requires approximately 4 ms at 10 Mbps when the
allocation size per station is 4 (link relay area) + 64 (link
register area) words, the same data capacity is allocated to
each FL-net module at each station, and the number of
connected stations is two, as in the BIS2 prototype.
Naturally, the transmission speed in the FA-M3 system
using FL-net depends on the size of the transmitted data
per station and the number of stations (common memory
size being used) [9]. The transmission speed decreases
with the transmission data size and number of connected
stations.
The obtained results for the transmission speed between
two stations are shown below. First, we measured the
response time within the same station using an
oscilloscope. Figure 4 shows an example, in which the
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yellow line shows the input signal and the green line
shows the output signal. In this measurement, we set the
sampling period of the input signal to minimum at the DI
module. The average response time in the same station
after five measurements was approximately 1.4 ms.
Figure 5 shows the same examples as in Fig. 4. However,
in this case, the data are transmitted through the FL-net
because signal input and output are carried out at different
stations. The averaged response time was approximately
3.8 ms. Thus, the time used for data transmission through
the FL-net is 2.4 ms, which is consistent with the
specification listed in the catalog. The measured response
speed is greater than the specification requires in BIS2
development.
We have successfully confirmed the basic performance
of BIS2, and online operation of the BIS2 prototype at the
AVF site is scheduled for this fiscal year. Subsequently,
we plan to replace the very old beam interlock system of
our LINAC facility with BIS2 by increasing the number
of nodes of the BIS2 prototype. The LINAC facility is a
part of RIBF and consists of one LINAC injector and its
own experimental courses. One of the issues we are also
interested in is use of Ethernet for control automation
technology (EtherCAT) as a communication method
between stations instead of 10-Mbps FL-net. We have
started related testing and expect higher speed
performance. In addition, we will test a new DO module
that has response speed 10 times higher than the present
F3YD14-5A as soon as module delivery starts.
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Figure 5: Signal output timing at BIS2 (between separate
stations, 3.38 ms).
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LIVE VISUALISATION OF EXPERIMENT DATA AT ISIS AND THE ESS
M. J. Clarke, F. A. Akeroyd, L. A. Moore, ISIS, STFC Rutherford Appleton Laboratory, Oxon, UK
O. Arnold, N. J. Draper, M. Gigg, M. D. Jones, Tessella, Abingdon, UK
T. S. Richter, European Spallation Source, Lund, Sweden
Abstract
As part of the UK’s in-kind contribution to the European
Spallation Source [1], ISIS [2] is working alongside the
ESS and other partners to develop a new data streaming
system for managing and distributing neutron experiment
data. The new data streaming system is based on the opensource distributed streaming platform Apache Kafka [3].
A central requirement of the system is to be able to supply
live experiment data for processing and visualisation in near
real-time via the Mantid data analysis framework [4]. There
already exists a basic TCP socket-based data streaming system at ISIS, but it has limitations in terms of scalability,
reliability and functionality. The intention is for the new
Kafka-based system to replace the existing system at ISIS.
This migration will not only provide enhanced functionality
for ISIS but also an opportunity for developing and testing
the system prior to use at the ESS.

INTRODUCTION
Currently under construction, the ESS is an acceleratorbased spallation neutron source located in Lund, Sweden.
After completion, it will be the World’s most powerful neutron spallation source and as such will generate significantly
more neutrons per pulse than existing neutron sources [5].
Initially the ESS will have a suite of 15 class-leading beamline instruments which will cover a range of different applications across many scientific and engineering disciplines.
For each neutron experiment, a range of different data
need to be recorded to allow the scientist to analyse the
results. Naturally, the core of these are the neutron detection
events, but they also include vital complementary data such
as sample environment measurements, details of the proton
pulse from the accelerator, and experiment metadata. For the
beamline instruments at the ESS, the intention is to capture
each individual neutron detection event and every change
in complementary data. Neutron data will typically form
the largest contribution to produced data in terms of both
frequency and volume, however the other data are equally
as important for the scientist. The complete experimental
information will be stored on disk using the NeXus data
format [6].
As well as having the final data available after the experiment, it is becoming increasingly critical to be able visualise
and process them during the experiment in near real-time.
Being able to visualise and process data during the experiment allows the scientist to make more efficient use of their
beamtime; for example: stopping an experiment early once
the counting statistics are acceptable or aborting an experiment early because the sample is not aligned optimally.

To handle the predicted data rates of the ESS, whilst simultaneously enabling live visualisation and processing of
data, requires a robust and scalable high-throughput data
streaming system which is capable of handling both numerous sources of data and multiple consumers of data. It was
decided that Apache Kafka would provide the backbone of
the ESS data streaming system as it meets these requirements.
Collaboration of a team at ISIS with the ESS Data Management Group through an in-kind project provides an excellent
opportunity to improve on current systems in use at ISIS and
to prototype the system ahead of time for the ESS. Like ISIS,
the ESS will use the Experimental Physics and Industrial
Control System (EPICS) [7] for instrument control and the
Mantid data analysis framework for live visualisation and
processing. This overlap of technologies permits testing
and gaining operational experience with the data streaming
system at ISIS prior to it being used at the ESS.

THE SOCKET-BASED SYSTEM
Currently at ISIS, neutron event information from a beamline’s detectors is collated in the Data Acquisition Electronics (DAE) which provides a time-stamp to each neutron event
received. Depending on the requirements of the science the
data is either stored as raw events or histogrammed in the
DAE. Increasingly for analysis the preference is for the data
to be available as events [8].
The operation of the DAE is controlled by the Instrument
Control Program (ICP). The ICP’s primary responsibility is
to extract the event data from the DAE and combine them
with sample environment measurements and experiment
metadata to produce a NeXus file for data analysis. The
sample environment data and experiment metadata are stored
in a database independently of the ICP and are imported by
the ICP when writing the NeXus file.
The ICP was previously extended to stream event data over
TCP to visualisation clients, such as Mantid’s Live Listener
interface. Unfortunately, this simple streaming solution has
a number of practical and functional limitations:
• Each new client connection requires its own TCP socket
and data buffer, placing additional strain on the resources of the ICP which could cause data to be lost
if the ICP cannot process neutron events in a timely
manner.
• Clients are only able to view neutron events produced
after they first connect; there is no way to "playback"
previous data.
• Clients are unaware of any data that has been lost onthe-wire.
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• Only neutron event data is streamed; it does not support sending other data types such as sample environment data or images from the EPICS areaDetector module [9].
These limitations place a restriction on the long-term
usefulness of the system at ISIS.

THE NEW SYSTEM
A data streaming system without the limitations highlighted in the previous section is critical for the success of the
ESS. This is particularly the case as the limitations would be
exacerbated by the high data rates resulting from the ESS’s
increased neutron flux and new detectors with large solid
angle coverage and high pixel counts. In this section the
new system will be described in the context of updating the
existing system at ISIS prior to its use at the ESS. By both
upgrading the existing system and testing the resultant new
system at ISIS this approach is of mutual benefit to the two
institutions.

Apache Kafka
The basis of the new data streaming system is Apache
Kafka, which is a high throughput distributed streaming platform. Kafka is designed for building real-time data streaming pipelines for reliably transferring data between systems
and applications. Kafka implements a publish-subscribe architecture similar to a conventional messaging system combined with functionality like that of a distributed filesystem.
Figure 1 shows an overview of the Kafka architecture.
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based on the age of the data and/or the amount of data in the
topic. Older data is removed first.

The Initial Design
The first implementation of a Kafka-based data streaming
system only transmitted neutron event data; thus matching
the functionality of the TCP socket-based system. Figure 2
shows the basic architecture of the new Kafka-based neutron
event data pipeline.

Figure 2: The architecture for the Kafka-based neutron event
data pipeline.
By modifying the ICP to export event data as a Kafka producer removes some of the limitations of the simple socketbased system:
• Kafka provides a separation between the ICP and the
clients - its operation is now completely unaffected by
the number of clients connected.
• As the data is stored on the Kafka cluster, clients joining
the stream late can replay the stream from the beginning.
• Kafka brokers and consumer libraries have built-in
mechanisms to deal with any data loss in transit.
Kafka is data agnostic and as such does not have a specific
serialisation mechanism for encoding the data being passed
across it. Instead it simply treats data as a binary blob leaving the serialisation and deserialisation to the producers and
consumers respectively. Google’s FlatBuffers [10] serialisation library was chosen for the new system as it is flexible
and efficient. By designing the appropriate schemata it is
relatively straightforward to transport different data types
across Kafka.

First Results
Figure 1: The Apache Kafka architecture.
The core of the Kafka system is the Kafka cluster which
consists of one or more servers each running an instance of
a Kafka broker. The brokers are responsible for receiving
the data from producers and supplying it to the consumers.
The brokers store the data streams in categories called topics
which consist of one or more structured commit logs known
as partitions. The partitions that make up the topic can be
distributed across the cluster to enable parallelisation for
increased throughput. The partitions can also be replicated
across multiple machines for fault tolerant operation. The
data retention policy for the topics is configurable; it can be

To be able to verify the data being sent from the ICP via
Kafka was correct, Mantid’s Live Listener interface was extended to accept neutron data from Kafka. The Live Listener
subscribes to a Kafka topic containing the encoded neutron
event data and at a fixed interval inserts the new data into an
instance of Mantid’s workspace data structure. The new data
is then accumulated with the previously received data and
Mantid’s data visualisation display is updated accordingly.
To test this Kafka-based prototype data pipeline the modified
ICP was installed temporarily on the ISIS instrument LARMOR [11]. Both the modified ICP and the modified Mantid
were operational while LARMOR performed a calibration
run lasting roughly 30 minutes. During the run, Mantid successfully showed a near real-time, updating detector image
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of the streamed neutron data from LARMOR’s ICP. The
final Mantid detector image at the end of the run is shown
in Figure 3.
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To achieve this, prototype functionality to consume sample
environment data from Kafka was added to the Mantid Live
Listener. To fully test the sample environment data pipeline
an EPICS device driver was operated in simulation mode
to produce simulated data for the Forwarder to consume
while Mantid’s Live Listener was consuming the appropriate
Kafka topic. The simulated data was successfully received
by Mantid as shown in Figure 5.

Figure 3: The detector image generated in Mantid from the
streamed neutron data produced on LARMOR.

The Design for the Next Version
After successfully streaming real neutron event data, the
next step is to incorporate streaming of sample environment
data. One way to accomplish this would be to extend the
ICP to supply this information; however, this would put
extra load on the ICP and differs from how the ESS intends
to handle sample environment data. The ESS will stream
EPICS sample environment data into Kafka using the EPICS
to Kakfa Forwarder [12]. The Forwarder was developed as
part of the ESS’s BrightnESS programme [13] by Dominik
Werder of the Paul Scherrer Institute [14].
As IBEX, the control system developed and used at
ISIS [15], is also EPICS-based it is relatively trivial to use
the Forwarder at ISIS for putting sample environment data
into Kafka. This provides an opportunity for testing the
forwarder on operating instruments before it is used at the
ESS and, also, gives an overall data streaming architecture
similar to that envisioned for the ESS. The basic architecture
is shown in Figure 4.

Figure 4: The proposed architecture for the neutron event
and sample environment data pipeline.
One of the requirements for both the ESS and ISIS is to be
able access the sample environment data stream in Mantid.

Figure 5: The simulated sample environment data received
by Mantid from Kafka.

CONCLUSION
It has been shown that it is possible to stream neutron event
data in real-time using a prototype system based on Apache
Kafka at ISIS. This new system overcomes the limitations of
the existing system and will provide scientists with the means
to make best use of their limited beamtime. Incorporating
Kafka did not require major changes to the existing software
at ISIS, rather it was a matter of extending the functionality
already present.
Longer term, the intention is for the prototype data streaming system to evolve to better match the architecture planned
for the ESS. As a step towards this work has already been undertaken to incorporate the EPICS to Kafka Forwarder into
the ISIS architecture. This allows sample environment measurements and other information from EPICS to enter the
data pipeline. As shown in Figure 5, streaming simulated
EPICS data through Kafka into the Mantid data analysis
framework has been already been achieved.
The data streaming system is a critical component for the
success of the ESS; one of the aims of the collaboration
is to provide a battle-tested data streaming system for use
at the ESS. The intention is for ISIS to be actively using
the system prior to its use at the ESS. In the short-term,
the new and the existing data streaming systems will be
run in parallel on one beamline instrument at ISIS. This
will provide the opportunity to modify and test the system
without affecting operation of the instrument. Longer term,
the new system will fully replace the existing one across
all beamline instruments. By adopting the system at ISIS,
the two institutions will be able to continue to collaborate
beyond the term of the in-kind project.
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USING AI IN THE FAULT MANAGEMENT PREDICTIVE MODEL OF THE
SKA TM SERVICES: A PRELIMINARY STUDY
M. Canzari, M. Di Carlo, M. Dolci, INAF, Osservatorio Astronomico D’Abruzzo, Italy
R. Smareglia, INAF, Osservatorio Astronomico di Trieste, Italy
Abstract
SKA (Square Kilometer Array) is a project aimed to
build a very large radio-telescope, composed by thousands of antennae and related support systems. The overall orchestration is performed by the Telescope Manager
(TM), a suite of software applications. In order to ensure
the proper and uninterrupted operation of TM, a local
monitoring and control system is developed, called TM
Services. Fault Management (FM)[1] is one of these services, and is composed by processes and infrastructure
associated with detecting, diagnosing and fixing faults,
and finally returning to normal operations.
The aim of the study, introducing artificial intelligence
algorithms during the detection phase, is to build a predictive model, based on the history and statistics of the system, in order to perform trend analysis and failure prediction. Based on monitoring data and health status detected
by the software system monitor and on log files gathered
by the ELK (Elasticsearch, Logstash, and Kibana) server,
the predictive model ensures that the system is operating
within its normal operating parameters and takes corrective actions in case of failure.

INTRODUCTION
The Square Kilometre Array (SKA) Project is aimed to
build a radio telescope that will enable breakthrough
science and discoveries, that would be impossible with
current facilities over the next 50 years. In the overall
SKA architecture, two telescopes (SKA MID and SKA
LOW) are composed each one by several Elements covering all required functionalities, e.g. DISH and LFAA (the
front-end Elements for direct radiation detection), CSP
and SDP (data processing and delivery), SAT, SaDT and
INFRA (support functionalities). The global orchestration
of this huge system is performed by a central element
called Telescope Manager (TM), which has three core
responsibilities: management of astronomical observations (proposal and scheduling), management of telescope
hardware and software subsystems (observation execution) and management of telescope engineering data.
TM is a complex (and distributed) system, mostly composed by software packages (TMC, OSO, Services), web
applications and user interfaces running on a hardware &
virtualization software platform. In order to ensure the
proper and uninterrupted operation of TM, Software System Monitor and Fault Management of TM Services have
the role to detect, isolate and recover faults.

TM failure situations are derived from accurate dependability analysis (like FMECA, FTA, ...) which are
performed onto the system as it is being developed and
built. The results are used by the Software System Monitor to immediately detect failures and by Fault Manager to
easily isolate and correct the faults which caused them.
This process, however, does not ensure the prediction of
all possible failures, nor the tracement of every failure to
a specific fault or set of faults, especially for complex
systems like SKA TM.
In case of occurrence of an unexpected failure, its detection can be difficult and take some time: a much longer
time, however, can be expected for the process of fault
isolation (usually performed by manually drilling down
monitoring data and inspecting log messages) and recovery. This could result in a significant and unacceptable
outage period for the system.
On the other hand, the sudden (i.e. not preceded by abnormal, non-critical events) occurrence of a unpredicted
failure is rather rare in a complex system: a deep postevent analysis of monitoring data usually reveals hidden
correlations and structures which could not be taken into
account in an a priori estimate and can be discovered only
once the system is operating.
For all these reasons the use of Artificial Intelligence in
discovering as many cause-effect relations as possible in
TM, as well as speeding up the process of failure detection and fault isolation and recovery in TM, seems the
most suitable to maximize its availability (defined as its
ability to mask or repair faults such that the cumulative
service outage period is within the required range).
In this paper a preliminary study of this approach is
presented. The existing algorithms are reviewed and the
selection of the most suitable ones for our application is
discussed. Finally, the tools used for initial testing on a
trial dataset are shown (Fig. 1).
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data and the assignment of discrete class labels to particular observations.

Supervised and Unsupervised Machine Learning Algorithms
In our study the attention has been focused on the Pattern Classification: in particular, it can be further grouped
in two subcategories: supervised and unsupervised. In the
supervised learning, the class labels in the dataset, which
are used to build the classification model, are knows.
More generally, in a given set of input variables (X) and
one output variable (Y), a supervised algorithm learns the
mapping function from the input to the output
Y = f(X)
Figure 1: the architecture of SSM and Fault Manager. AI
Algorithms are implemented in the Fault Engine Module.

ARTIFICIAL INTELLIGENCE AND
PREDICTIVE MODEL
A Predictive Model consists of the construction of a
model based on data source useful to make predictions. It
is primarily needed to prevent future events, but it can be
applied also to past unknown events, regardless when
they have occurred. There are a lot of methodologies that
allow to create predictive models. The current state-ofthe-art of technologies, together with the increase of data
volume and the processing power, makes it possible to
apply Artificial Intelligence algorithms and machine
learning to create powerful predictive models that learn
certain properties from a training dataset in order to be
able to make predictions. Several Artificial Intelligence
algorithms are available from literature, every one created
for a specific purpose, it is also possible to use combinations of algorithms on the same dataset or through the
application of a certain algorithm to the output of another
computation. The choice of the algorithm, or combination
of algorithms, most suitable for the specific application
provides a better convergence to the solution and to a
minimization of time and computational steps. In the next
map the most used Artificial Intelligence algorithms in
literature are reported (Fig. 2).

METHOD STUDIED
The technique of machine learning applied to the predictive model can be divided in two different areas [2]:
Regression and Pattern Classification. The Regression
consist in the study of the relations between a dependent
variable and one or more independent variables (or predictors). At variance with it, the Pattern Classification is
focused on the recognition of patterns and regularities in

Once the function of mapping from the learning dataset, the aim of the algorithm is to compute values of (Y)
from new given values of (X). It is called supervised
learning because the process is supervised by a "teacher"
(a human operator), who knows the real situation and can
confirm, correct or reject the predictions the algorithm
makes on the basis of what it has learnt. Learning stops
when the algorithm achieves an acceptable level of performance. Most common algorithms of supervised learning are:
 Linear regression for regression problems.
 Random forest for classification and regression
problems.
 Support vector machines for classification problems.
On the contrary, unsupervised learning deals with unlabelled instances, and the classes have to be inferred from
the unstructured dataset. More generally, it consists in
knowing a set of input variables (X) without knowing
output variables. The aim of unsupervised learning is
modelling the structure or the data distribution in order to
know them more. This learning is called unsupervised
because there is no verification process by a "teacher":
algorithms are left to their own devises to discover and
present the interesting structure in the data. In particular,
unsupervised learning can be further divided in:
 Clustering: used to discover groups of data
 Association: allows to identify rules that associate big portions of data
Most common algorithms are:
 k-means for clustering problems.
 Apriori algorithm for association rule learning
problems. column).
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Figure 2: A mind-map of artificial intelligence algorithms.

CASE STUDY
According to the study carried out, two different fields
have been identified where the use of machine learning
helps to improve the availability of the system. The first
one is the validation of FMECA. For the validation of
FMECA supervised learning algorithms, like Random
forest for classification and regression problems, have
been identified. The second one is the fault prediction of
the system. In fact, FMECA analysis has the purpose of
analyzing effects and the severity of failures on the whole
system. So, by defining (X) as the possible inputs of the
system that can cause failures and (Y) as the response of
the system to the failure, FMECA identifies with a study
the failure mode f(X), as the behaviour of the system
when (X) occur. Studied and established failure mode in
the FMECA, it is possible to test f(X) using Random
forest for classification and regression problems algorithm. to verify if the values of the (Y) obtained do not
differ from (Y) estimated.
In order to perform fault prediction, unsupervised algorithms have been preferred. This because all the f(X)
already known and already studied in FMECA have been
validated with supervised methods. Nevertheless, it is
possible that FMECA does not cover all the possible cases
in which the system can evolve. So, it is necessary to
predict anomalous behaviours knowing only the values of
(X). Among the most used tools the machine learning
module of X-Pack (formerly Prelert) of Kibana [3][4] has
been taken into consideration. This unsupervised learning
Data Analytics

patented software uses algorithms of Clustering based on
Bayesian network. During the preliminary testing, has
been simulated the functioning of a Tango Device Server
which produced log based on his functioning and an error
in the device server has been simulated. Previously there
was a script that detected the error of the device according
to parameters that would have been obtained in FMECA
stage (Fig. 3).

Figure 3: The dataset and the simulation of fault.
An alert was sent upon the occurrence of this condition.
In order to test the algorithm the detecting script has been
disabled. For the learning stage the system has been
working for 6 days, logging about 80.000 documents of
logs. Once the learning stage was over, in Tango Device
Service has been simulated an error (in this case unexpected in FMECA) that has modified the functioning of
the system. Machine learning algorithm, according to the
learning already made, detected that the system was not
working properly and reported the error (Fig. 4).
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Figure 4: The AI algorithm detects the anomaly.
In order to evaluate the performances and the effectiveness of algorithms the following parameters have been
individuated:
 Sensitivity: It measures the correctness of the
predicted model. It is defined as the ratio of classes correctly predicted to be fault prone
 Specificity: It also measures the correctness of
the predicted model. It is defined as the ratio of
classes predicted that will not be fault prone.
 Accuracy: It is defined as the ratio of number of
classes (including faulty and non- faulty) that are
predicted correctly to the total number of classes
file.
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The results, even being very preliminary (the used dataset, made of a limited amount of simulated data, is not
sufficient to describe the functioning of a complex system), are very encouraging and open the way to a more
extensive work.
Next steps will use much larger datasets (at last one
year of continuous operation) related to real telescopes,
which will be processed by applying all the methods identified in this paper.
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PRELIMINARY CONCLUSIONS AND
FUTURE WORK
In this paper a test has been performed on Artificial Intelligence algorhytms with the aim to automatically detect
a failure or a fault in a system where these conditions had
not been predicted by a preliminary FMECA. The test
used a limited simulate dataset but successfully proved
the goodness of the adopted approach.
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THE ALARM AND DOWNTIME ANALYSIS DEVELOPMENT IN THE TLS
C.H. Kuo, Y.K. Lin, H.C. Chen, J.A. Li, S.J. Huang, H.H. Chen, Y.C. Liu, C.Y. Liao, M.C. Lin
NSRRC, Hsinchu 30076, Taiwan
Abstract
TLS (Taiwan light Source) is a 1.5 GeV synchrotron
light source at NSRRC which has been operating for users
more than twenty year. There are many toolkits that are
delivered to find out downtime responsibility and
processing solution. New alarm system with EPICS
interface is also applied in these toolkits to keep from
machine fail of user time in advance. These toolkits are
tested and modified in the TLS and enhance beam
availability. The relative operation experiences will be
migrated to TPS (Taiwan photon source) in the future
after long term operation and big data statistic. These
analysis and implement results of system will be reported
in this conference.

INTRODUCTION
TLS is a small, state-of-the-art and compact
synchrotron radiation facility featuring with adapted
energy for users. This machine are still operated and
supported with high reliability and stability beam quality.
For this operation request, alarm in advance and analysis
after event must be quick and true to keep from problem
in the next time. Amount of signals analysis and
calculation are heavy duty. The beam trip analysis expert
system is developed to scan signal automatically and find
sub-system problem after event. Big data in the achieve
database is accessed and analysed by this toolkit in each
event. Following subsystem from beam trip event and
statistics are to classify signal that is effective to reduce
searching time and CPU loading.

years as limited by the available RF powers. Meanwhile
it is always aimed to improve the performance of facility
as indicated by availability, mean time between failures
(MTBF) and beam stability index. Availability is defined
as the ratio of delivered user time to the scheduled user
time; MTBF as the ratio of scheduled user time to number
of faults; and beam stability index as the shot-to-shot
photon intensity variation of the diagnostic beamline with
a ratio better than 0.1%. Together with the scheduled
user time and the operation mode, these performance
indicators for TLS operation from 2003 to 2016 is shown
in Fig. 1, are the related performance indicators since
2006 as the accelerator operation was stable.
Table 1: Monthly Beam Stability Index of TLS in the
2016
Month

< 0.1%

< 0.2%

Month

1
2
3
4
5
6

95.3%
98.0%
99.0%
99.5%
97.1%
97.0%

99.9%
99.9%
99.9%
99.9%
100%
99.9%

7
8
9
10
11
12

< 0.1%

97.0%
95.9%
NA
98.1%
97.5%
97.7%

< 0.2%

99.9%
99.8%
NA
99.8%
99.8%
99.8%

Figure 2: Season user time and beam performance
indicators of TLS in 2016.

Figure 1: Annual operation statistic.

BEAM OPERATION STATISTIC
At a beginning of 200-mA top-up injection operations
in October 2005 right after installation of the SRF
module, TLS gradually raised the stored beam current to
achieve 360 mA in 2010 and stayed there in the following

Mostly the operation performance of TLS in 2016 is
better in comparison with 2015. On the basis of
scheduled user time of 5526 hours, the delivered user
beam time is 5427 hours to achieve an availability of
98.2%, while the MTBF and the beam stability index
raises to 100.5 hours and 97.5%, respectively. Once an
original component of old type aged to show bad
performance, it was then upgraded to new model as
possible. For example, the quadrupole power-supplies
were all replacement with the new ones as the same

TUPHA031
Data Analytics

439

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

model for TPS [1]. The beam performance was then
gradually improved. Illustrated in Table 1 is the monthly
beam stability index of TLS, pretty good all year long.
The scheduled user time, beam availability, beam stability
index of 0.1 %, and MTBF of each quarter in 2016 are
shown together in Figure 2, obviously the accelerator
performance is greatly improved since middle of 2015
and kept on going well in 2016.

Main Components Replacement and
Improvement after Beam Trip Analysis.
Linac:
1.

Replace the power-supply of modulator of Linac
Klystron with new unit.

Power-supply of magnets:
1. Improve circuit performance on noise rejection of
TLS kicker.
2. Implement the full-sine wave power-supply for the
septum magnet.
Instruments and controls:
1. Power amplifier of vertical transverse feedback
system is added with extra loop to enhance feedback
power.
2. Upgrade the injection waveform display to EPICS
control interfaces.
Lattice:
1.

Minimize chromaticity of storage ring.
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are approached the lifetime. This is what happens to all
the subsystems of TLS after construction of nearly 3
decades. Some components are even not available
anymore so that preparation works such as to modify the
interface in advance at scheduled shut-down periods are
critical to upgrade the old components with new models
before failure.
The accumulated downtime of each subsystem is
shown in the figure 3, with a total of 99.73 hours.
Together with the trip events listed in Table 2, it is shown
that some trip events resulted long downtime. For
example, the single cryogenic event took about 6 hours to
get system recovery. This tells the importance of high
reliability on these critical subsystems.
Table 2: Summary of Major Trip Events in the 2016
Subsystem

Event

Trip #

Other

Partial beam loss without clear
reason

6

Other

Sag of electric power

2

Other

Earthquake

3

Powersupply

Sextpole power-supply fail

3

Powersupply

Corrector power-supply fail

8

Injector

Wrong firing of kickers

5

Linac

Aged Klystron modulator
power supply relay

1

Environment Monitor:
1.

Install Ethernet cameras inside the accelerator
tunnel for remote monitoring and recording.

RF system:
1.

Apply beam processing on SRF module by
adjusting various tuning angles at high beam
currents at scheduled shutdown period. This
process highly raises reliability of SRF system as
the vacuum burst event in SRF module being
eliminated.

Downtime and Failure Analysis
In 2016, there are 55 beam trips with a recovery time of
1.8 hours in average for each trip event. Illustrated in
table 2 are the major trip events: eleven beam trips are
attributed to others, including partial beam loss, sag of
electric power and earthquake; fifteen faults for powersupply problem, nine faults to magnet system, and six
fails for injection system, includes wrong firing of kickers

Figure 3: Downtime statistics of sub system in the 2016.

ALARM TOOLKIT
The alarm toolkit is shown in the Fig. 4, is based on
BEAST (Before the using of the Best Ever Alarm System
Toolkit) [1, 2]. But data interface isn’t EPICS in the TLS
[3]. One soft IOC is used to bridge data from original
control system of TLS to EPICS.

Table 2 clearly shows some components of the
subsystems, such as power-supply and injection system,
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easy in this short time. Amount of signals will take time
so much. Analysis toolkits will be helpful to find problem
quickly. The toolkit GUI is shown in the Fig. 6. One of
downtime events is recorded with 10Hz post-mortem
mode. Several thousands of signals are recorded in the
database. After toolkit processing, the signals number can
be reduced to 21. It can help operator to find downtime
event and reduce signal number. Checking 21 signals by
operator can save much time that compares with all
signals. In this case, it is injection problem and create
super conductive magnet, RF cavity system problem.
They are correctly searched from amount of signals and
converged to twenty one signals.

Figure 4: Alarm and notification system.

Alarm System with EPICS Interface
The EPICS control system have gradually been
migrated to TLS in the recent year, the alarm system is
developed and based in this interface. In the future, this
system will be applied in the TPS. This alarm system of
CSS support rich function that includes of alarm handle,
acknowledge, event latch, email notification and audio
announcement.

SMS Notification System

Figure 6: Downtime analysis toolkit.

SUMMARY
High reliability operation is very important to users in
the modern light source. Various toolkit and diagnostic
tools are used to check sub-system, look for problem
between ten thousands signals and events in each
downtime. In the future, this artificial intelligence (AI)
toolkit and expert assistance (EA) system for downtime
analysis will be developed continuously.
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Figure 5: SMS automatic sending toolkit with EPICS.
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The Short Message Service (SMS) information is still
necessary to send to relative staffs from sub-system event.
Especially, the WIFI of mobile phone is turned off. This
toolkit GUI is developed by labview, is shown in the Fig.
5. It can be also compatible with EPICS and TLS original
control system.
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ANALYSIS TOOLKIT
After beam trip, reinject beam and resume machine
isn’t frequently the most important procedure. If the subsystem problems aren’t found and solved, the beam trip
will take place again very soon. Check all signals isn’t
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PARALLEL PROCESSING FOR THE HIGH FRAME RATE UPGRADE OF
THE LHC SYNCHROTRON RADIATION TELESCOPE
D. Alves∗ , E. Bravin, G. Trad, CERN, Geneva, Switzerland
Abstract
The Beam Synchrotron Radiation Telescope (BSRT) is
routinely used for estimating the transverse beam size, profile and emittance in the LHC; quantities playing a crucial
role in the optimisation of the luminosity levels required by
the experiments. During the 2017 LHC run, the intensified
analog cameras used by this system to image the beam have
been replaced by GigE digital cameras coupled to image intensifiers. Preliminary tests revealed that the typically used
sub-image rectangles of 128 × 128 pixels can be acquired
at rates of up to 400 frames per second, more than 10 times
faster than the previous acquisition rate. To address the
increase in CPU workload for the image processing, new
VME CPU cards (Intel 4 core/2.5GHz/8GB RAM) are envisaged to be installed (replacing the previous Intel Core 2
Duo/1.5GHz/1GB RAM). This paper focuses on the software changes proposed in order to take advantage of the
multi-core capabilities of the new CPU for parallel computations. It will describe how beam profile calculations can
be pipe-lined through a pool of threads while ensuring that
the CPU keeps up with the increased data rate. To conclude,
an analysis of the system performance will be presented.

THE BSRT INSTRUMENT IN THE LHC
The BSRT (Beam Synchrotron Radiation Telescope) is a
very important instrument for the operation of the LHC and
is currently the only system providing non-invasive measurements of the transverse beam size for calculation of emittance on a per-bunch basis. It does so by imaging the light
intensity of visible and ultra-violet synchrotron radiation
produced by the particles in each bunch.
Synchrotron radiation is generated whenever the trajectory
of a moving, charged particle is bent due to a magnetic
field. This radiation is emitted in the forward direction, in
a narrow cone tangentially to the trajectory. The emitted
radiation power is proportional to the fourth power of the
beam energy and inversely proportional to the square of the
bending radius.
In the particular case of the LHC, where the beam energy
currently lies between 450GeV and 6.5T eV, one can see
that the BSRT system is required to handle a change of more
than 4 orders of magnitude in terms of radiation power. For
this reason, the BSRT setup comprises a set of optical filters
placed between the light source and the image intensifier,
to keep the light intensity in a range where it will not damage either the camera or the image intensifier. A simplified
diagram of the instrument setup is shown in Fig. 1. In this
diagram, most of the complexity of the overall setup includ∗

diogo.alves@cern.ch

ing the details of the optical telescope path, light splitters,
lenses etc have been omitted. For more details see [1].

HARDWARE OVERVIEW
The hardware setup comprises various items. On the
instrument side itself, a subset of the components requiring
real-time control are:
• Digital camera - Basler Ace area scan CMOS-based
1936 × 1216 resolution camera
• Relays - controls camera on/off state
• Image intensifier - enhances/controls light intensity
seen by the camera
• Relays - controls on/off state of image intensifier
• Pneumatic device - control of combinations of optical
filters
• 3x step motors - x,y,z position control of the camera
• 2x step motors - x,y position control of the image steering mirror
The major change for the BSRT between the 2016 and
2017 LHC run was the replacement of the original analog
cameras with digital cameras. The new cameras, Basler ACE
acA1920-50gm [2], are CMOS-based cameras with 1936 ×
1216 pixel resolution and a 1Gbit/s ethernet interface. Preliminary tests have shown that, when configured in free
running mode and in steady state conditions, 128 × 128 pixels (typically used in LHC operations) can be streamed over
ethernet at rates close to 400 frames/sec. Another crucial
component of the overall system is the image intensifier
which consists of a photo-cathode, a multi-channel-plate
electron amplification stage and a fluorescent screen for enhancing the intensity of the light seen by the cameras. The
connection between these components and their power supplies is controlled via relays using a serial interface. Such
devices are also used to control the different optical filter
combinations required to obtain the desired light attenuation.
Finally, various stepping motors are used in real-time to control both the position of the camera and the image steering
mirror to ensure the beam spot is always centred.
The VME-based [3] hardware used for the control, data
acquisition and real-time processing of the BSRT instrument
comprises the following modules:
• CPU1 - runs the BSRT main controller as well as the
controllers for the pneumatic actuators and relays
• CPU2 - runs the stepping motor controllers
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• BOBR - timing card that receives the LHC turn and
bunch clock required for synchronising the system with
the various bunches in the machine

Eth-based technical network

C
P
U
1

• STTY - serial interface card
• DAB - general purpose FPGA motherboard used for
triggering the bunch gating and the camera acquisition
• VMOD - general purpose board supporting mezzanines for analog and digital I/O
• STEPCTRL - control of the stepping motors
Two VME crates are presently used for the online BSRT
system. The VME compatible MEN-A20 CPU boards [4]
employ an Intel Core 2 Duo (dual core) processor with a
clock frequency of 1.5GHz per core and 1GB of RAM. The
(Beam Synchronous Timing Receiver) BOBR card [5] is
used to receive the synchronous LHC turn and bunch clock
required for gating the camera images on each bunch. The
Data Acquisition Board (DAB) [6] is a custom made CERN
generic card designed by TRIUMF (Canada) with on-board
digital signal processing capabilities. This is used for sending the gating signal to the image intensifier and for providing
the hardware trigger for the camera. The VMOD, a general
purpose card supporting mezzanines for analog and digital
I/O, is mainly used in this system for driving the gain of
the image intensifier (analog) and configuring the camera
triggering mode (TTL).
As depicted in Fig. 1, the synchrotron radiation emitted
is channeled through an optical telescope assembly towards
a mirror that steers the light through an appropriate set of
attenuation filters to the image intensifier from which light
is generated for the CMOS sensor of the camera. Both
the mirror and the camera are mounted on moveable stages
which are controlled in real-time via stepping motors using
the in-house developed STEPCTRL card. CPU1, which
runs the main BSRT controller, directly uses the VME bus
to control the bunch gating, camera triggering and intensifier
gain via the various VME cards installed in the same crate.
It also controls the camera on/off status and optical filter
combinations via a serial interface (STTY card). As for
CPU2, it runs the controller for the various stepping motors.
The camera configuration and control is done via ethernet
with the frames also streamed from the camera to the main
BSRT controller application via ethernet.

CONTROL AND ACQUISITION
SOFTWARE OVERVIEW
The control and data acquisition software running on
the CPUs described in the previous section has been developed using the CERN Front-End Software Architecture (FESA) [7] C++ framework for real-time systems. This
framework provides not only highly customisable multithreaded scheduling facilities but also a tight integration
the CERN control infrastructure including interfacing with
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bunch clock

VME bus

D
A
B

S
T
T
Y

B
O
B
R

V
M
O
D

VME bus

C
P
U
2

CMW

steer
camera

on/off
trigger

gate

on/off

gain

S
T
E
P
C
T
R
L

select
attenuation
steer
mirror

M

Telescope optical path

x,y,z
Digital camera

Image intensifier

Steering
mirror

Pneumatic actuator for
selecting optical filters

M
Bunch

x,y

Figure 1: BSRT hardware overview.
the central timing system, data publishing and data subscriptions, data logging and message logging.
The BSRT main controller, the controller of the pneumatic
devices and the controller of the BOBR card are all FESAbased processes running on CPU1 whereas the controller
process for the stepping motors runs on CPU2, in a different
VME crate. The data publishing/subscription scheme is
provided by the Controls Middle-Ware (CMW) [8] tier which
centrally manages the real-time sharing of data between
systems using the CERN remote data access protocol. The
real-time communication between the BSRT main controller
process, the pneumatic device controller and the stepping
motor controller is done via CMW.
The ethernet-based interface with the digital camera is
provided using the Pylon5 [9] software library delivered by
the manufacturer. The BSRT main controller process uses
this library to configure the camera trigger mode (hardware
trigger in this case), the region of interest, the integration
time, the image binning, the image orientation and the camera gain. Control of these settings is performed at a rate
of approximately 1Hz, the same rate at which results are
published. The image acquisition and processing loop is
closely related to both the camera’s integration time and the
time spent processing the camera data. An example of an
acquired frame together with a plot of its vertical projection
and Gaussian fit is shown in Fig. 2.

IMAGE PROCESSING SCHEMES
In order to extract the average transverse beam sizes and
calculate emittances, on a bunch-by-bunch basis, the acquired images have to be processed in real-time.
The scheme presently implemented in the online system
is depicted in Fig. 3. For every bunch the gating has to be set
so that the camera integrates the light coming strictly from
that bunch. This is achieved by activating the intensifier only
during the passage of the specified bunch every LHC turn (at
TUPHA032
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Next bunch

Change bunch
gating

Change gain

Figure 2: BSRT image, projection profile and fit example.

a rate of 11.2kHz, the revolution frequency) while the camera is continuously integrating. The intensifier gain, which
is calculated on a per-bunch basis and depends on the bunch
intensity as well as the beam energy, is subsequently set
before the camera is triggered. This is a fairly delicate step
as excessive light intensity can damage the camera. Once
complete, the camera is finally triggered to start integrating
the input light. In the meantime, while the camera is integrating, if a previously acquired frame is available, the routines
performing the X and Y image projections and the Gaussian
fits are sequentially executed. Once the fits are complete, the
freshly acquired frame is stored, its X and Y projections are
calculated and stored along with the results of the previous
fits. Based on the latest data the bunch gain is updated and a
check is performed on whether the desired number of images
per bunch has been acquired. If complete, then the active
bunch is to be set to the next bunch and the whole process
is repeated. Otherwise the process is repeated keeping the
same bunch gating configuration. This is basically a singlethreaded processing scheme which tries to make best use
of the camera integration time to perform the Gaussian fits.
Prior to the 2017 LHC run, when still using analog cameras,
the integration time was set to 20ms, the frame repetition
rate was 25Hz and the number of required images per bunch
was set to 5 in order to increase the signal-to-noise ratio.
These translated into a scan rate of about 5-6 bunches per
second, i.e. taking 8min to scan the nearly 3000 bunches
circulating.
Already anticipating the foreseen installation of new processor boards with 4 cores [10], a new processing scheme
has been benchmarked in the laboratory while still using
the current CPUs. At the heart of this new processing
scheme (see Fig. 4) is the concept of a Thread Pair. The idea
behind Thread Pairs is to be able to parallelise the orthogonal X and Y operations, including the fitting. The other
change between this and the previously described scheme
is that, as soon as a thread pair is available and unleashed
to start processing a freshly acquired image, the next image
can start being acquired right away. It is clear that, with
the presently available 2 core CPUs the main gain is in the
parallelisation of the X and Y processing, however, as soon
as more cores become available, the gain in processing time
will increase even further.

Trigger camera

Is a previous
frame available?

yes

Fit X profile

no
Read acquired
image

Fit Y profile

Store image,
profiles & fits

Auto-adjust
gain

no

Acquired specified
# images for
this bunch?

yes

Figure 3: Data-flow diagram for the presently used image
processing scheme.
Benchmarking tests of the method presently implemented
online (described in Fig. 3 but acquiring only 1 frame per
bunch rather than 5) and the newly proposed method with
parallel fitting (described in Fig. 4) have been performed in
a laboratory environment.
One can see, in Fig. 5 how the number of scanned bunches
per second changes as a function of the camera integration
time for each of these 2 methods when acquiring a single
frame per bunch. An improvement of the newly proposed
method over the present scheme can be observed. This improvement becomes more evident as the camera integration
time decreases to values comparable to the average time
taken by the Gaussian optimisation procedures (approximately 3 − 3.5ms per axis).

CONCLUSIONS
With this work we have demonstrated that the bunch scanning speed when using parallel processing to provide average
transverse bunch sizes and emittances should be superior
to the currently used technique. It can be seen for example, that for an integration time of 5ms there is an 18%
(i.e. 14 bunch/sec) gain in terms of scanning speed by us-
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work is not to demonstrate that a performance gain could be
achieved but to devise a scheme that would remain valid and
scalable with the number of available cores. The extrapolation of the results of this test for the future MEN-A25 4 core
processor card (using 2 Thread Pairs) is not straightforward
since processor idiosyncrasies affecting performance are not
simple to anticipate. However, from this test one expects
that the gain in bunch scanning speed will only be evident
for short integration times. Although short integration times
mean less light hence a poorer signal-to-noise ratio, preliminary tests indicate that with the new digital cameras, and
even for integration times of only a few milliseconds, the
signal-to-noise ratio is good enough to perform the Gaussian
fits and extract the transverse beam sizes.

Next bunch

Change bunch
gating

Thread Pair
Change gain

Thread1

fit X profile & store
profile + fit results

Thread2

fit Y profile & store
profile + fit results
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AVAILABILITY ANALYSIS AND TUNING TOOLS
AT THE LIGHT SOURCE BESSY II∗
R. Müller† , T. Birke, A. Jankowiak, V. Laux, I. Müller, A. Schälicke, HZB, Berlin, Germany
Abstract
The 1.7 GeV light source BESSY II features about 50
beamlines overbooked by a factor of 2 on the average. Thus
availability of high quality synchrotron radiation (SR) is a
central asset. SR users at BESSY II can base their beam
time expectations on numbers generated according to the
common operation metrics [1]. Major failures of the facility
are analyzed according to [1] and displayed in real time,
analysis of minor detriments are provided regularly by offline tools. Many operational constituents are required for
extraordinary availability figures: meaningful alarming and
dissemination of notifications, complete logging of program,
device, system and operator activities, post-mortem analysis
and data mining tools. Preventive and corrective actions are
enabled by consequent root cause analysis based on accurate
eLog entries, trouble ticketing and consistent failure classifications with enhanced diagnostics. This paper describes
the toolsets, developments, their implementation status and
some showcase results at BESSY II.

OVERVIEW
Accelerator based light sources have become indispensable tools within the international scientific infrastructure.
These instruments enable photon based cutting edge experiments for a huge variety of scientific disciplines. Even if the
number of facilities is still growing, access to suited beamtime is a specific problem. The established "workhorses",
the storage ring based light sources (SR), are serving many
users at a time. Their detailed requirements on photon flux,
energy, stability, coherence, polarization, time structure vary
largely. Thus, within their technical limits, SR facilities try
to accommodate users needs by offering adjusted operations
modes for certain periods of time.
For the application for beamtime users have to decide
first place on the best suited facility, the adequate available
operation mode, appropriate beamline capabilities and experimental setups. Secondly the SR reliability, i.e. the ability
to serve the promised function, over the assigned beamtime
at the light source matters.
Independent of the level of sophistication the primary
parameter for photon delivery of a light source is the stored
beam current. Less obvious cases cover situations where
degraded properties turn out to make stored beam not usable
for most beamlines. Usually statistics on beam availability or
“up-time” are published for most light sources. Conditions
under which beam is considered “available” are frequently
defined according to some common sense. Handling the
∗
†

Work supported by the German Bundesministerium für Bildung und
Forschung, Land Berlin and grants of Helmholtz Association
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rescheduling portions of the whole beamtime calendar due
to disaster recovery or unforeseen technical necessities is
very facility specific and typically very vague.
In order to improve comparability of light source availability some facilities made the attempt to define a simple,
common operation metric [1]. Expectation is that application and refinement of such a common metric will improve
understanding and comparison of light source performance.
This will help to optimize the light source user experience
and to assess the improvements of a specific facility over
time.
Going through the different modes of operation of a single facility illustrates the difficulties to draw a conclusive
picture. The challenge to maintain the desired beam properties is in addition complicated by tight radiation protection
prescriptions that impose significant top-up constraints. At
BESSY II these constraints are implemented in the top-up
interlock, generating a number of enforced combinations
of decay mode, closure of the beam shutters, restricted
refilling modes. Decay mode is enforced by insufficient
lifetime (t < 5 h) or insufficient injection efficiency – a
four hour average of injection efficiency Eff avg < 90%
enforces a T = 4 h ∗ (90% − Eff avg %)/(100% − 90%) compensation time of no injection. If a single shot with efficiency Eff shot < 60%, beam current drop Iring < Imin or
unclear/inconsistent status of the top-up interlock occurs, a
beam shutter closure is requested to allow for restoration of
all top-up conditions and to leave the enforced decay state.

OPERATIONAL MODES
The annual beamtime calendar at BESSY II is organized in
weeks of user operation, machine development and beamline
commissioning, shutdown and beam scrubbing. A standard
week of scheduled user beam time starts Tuesday 07:00 and
ends Sunday 23:00 providing 3 basic user operation modes.
Every other Sunday two eight hour shifts are dedicated to
a single user, the National Metrology Institute of Germany
(PTB, 4th mode).
Multi bunch hybrid mode This mode comprises 298 mA
total current, kept constant by permanent top-up injections. General bunch pattern is an even filling of
300–350 bunches and a gap of about 100–50 bunches
(500 MHz, harmonic number 400). In addition to this
280 mA multi bunch current up to 5 specific bunches
are serving dedicated timing experiments.
A long “dark” gap (200 ns) and a higher current (4 mA),
purity controlled camshaft bunch in the middle supports
pulse picking with mechanical choppers and electronic
gating. Three higher current (4 mA) bunches opposite
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of the gap, sequentially sliced with 20 fs laser pulses
at a 6 kHz repetition rate are generating 100 fs x-ray
pulses [2, 3].
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and duration to produce a live display of overall availability
as well as MTBF and MTTR per week and year (see Fig. 1).

One bunch, typically 3 buckets away from the end of
the dark gap, can be resonantly excited in the horizontal
plane for pseudo-single bunch experiments at specific
set-ups (PPRE bunch) [4].
Problems with the special bunches can affect 3–6 user
groups out of 20.
Single bunch mode Top-up Filling of 15 mA into a (purity
controlled) single bunch for time resolved experiments
(2–3 weeks/y).
Low-α [5] mode Even filling of 100 mA (short pulse mode)
or 15 mA (THz mode, non-bursting coherent synchrotron radiation) in an alternating, 3 ∗ 8 h hour period
decaying beam sequence (2–3 weeks/y).
The 128 ns dark gap is filled with a camshaft bunch, in
the middle, the horizontally excited PPRE bunch close
to the start of the gap, both bunch current equal to the
MB train. In addition there is an ultrashort low current
bunch (30 µA) close to the end of the gap.
PTB mode Beam conditions according to a single main
user’s specific experimental requirements. Availability
is 100% as long as the facility is functional.

IMPLEMENTATION OF THE METRICS
In the common operation metrics [1] ’no beam’ as well
as ’low beam’ has agreed on to be a primary failure. At
BESSY II users do not make a big difference between lost
beam and closed beamshutters: they do not get, what has
been promised, photons on sample are interrupted. Thus, a
’no-beam’ event ("dark" time) starts when the beam current
is below Imin or the moment, the BESSY Top-Up interlock
enforced closure of the beam shutters to restore top-up conditions occurs. Whatever happens first will trigger the start
of the event.
Short interruptions of the injector system are neglected,
as long as the beam current is not decaying to less than ’low
beam’ Itol = 90% of Inom . Below that threshold we record
a ’low beam’ event. In multi-bunch mode limits are set to
Inom = 298 mA, Itol = 268 mA and Imin = 200 mA and
in single-bunch mode: Inom = 15 mA, Itol = 13.5 mA and
Imin = 8 mA. At the moment of writing removal of the third
harmonic cavities for repair imposes a temporary (shutdown
spanning) lowered Inom = 248 mA (Itol = 223 mA, Imin =
150 mA) due to lifetime and impedance heating constraints.
Enforced beam shutter closure can be shifted within limits,
and the failure begins at the moment, any no-beam condition
has been met. A primary failure ends as soon as top-up
conditions are restored, the nominal beam current Inom is
reached and beamshutters are released again.
Each primary failure is an outage from a user’s point of
view. All outages are automatically accounted by number

Figure 1: Complete monitoring of failure conditions and continuous evaluation of the metrics allows to display relevant
numbers in real time.
Undesired intensity changes at the experiments may be
caused by degraded beam conditions. Thus BESSY records
secondary failures like ’beam-blow-up’ events, when the
nominal horizontal or vertical beam size is increased by
more than 30%, i.e. σact >= σnormal ∗ 130% (see Fig. 2).
’Distorted-orbit’ events cover all ’orbit-out-of-control’
situations. If none of the fast or slow orbit corrections
(FOFB/SOFB) is usable/active (orbit-feedback-outage) or
if the RMS deviation from the "Golden Orbit" exceeds
0.08 mm. Typical RMS orbit deviation range between 0.00–
0.01 mm (installation of Golden Orbit, based on new BBA
measurement) and 0.04–0.05 mm year(s) later. An accountable orbit-feedback-outage event lasts longer than 60 sec.
Succeeding events are counted as one if the feedback runs
for less than 10 min.

Figure 2: Planned operation mode is read from the beamtime
calendar. Failure trigger levels for the requested mode are
calculated. Scheduled mode can be overridden as unforeseen
schedule changes require.
At BESSY a qualified even MB filling is only of secondary
relevance in standard user mode: STXM experiments suffer
from phase jumps induced by the high intensity bunches.
The long dark gap, needed by the mechanical pulse picking
chopper, affects time resolution. In low-α mode this is different. At higher currents even filling translates to the quality
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Table 1: Back Evalulation According to Common Operation
Metrics [1]
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been introduced for user weeks with 100% availability and
no primary failures.

2013

2014

2015

2016

OPERATIONAL TOOLS

Availability

96.5 %

92.9 %

97.6 %

98.7 %

MTBF

42.9 h

39.8 h

43.3 h

70.4 h

MTTR

1.52 h

2.83 h

1.03 h

0.91 h

105

136

90

68

Tuning tools are a hierarchical mixture of surveillance
and automatic corrective actions. Primary monitoring is provided by alarm handlers reporting malfunctioning devices
and out-of-band measurements of specific signals. Notification happens via blinking and by text messages sent to
mobile devices. For backtracking all alarms are stored in
logging databases (historically: cmlog, current: splunk, future: Elastic Stack) and retrieved via preconfigured retrieval
requests and generic filtering browsers.

#Outages

of the THz spectrum, close to the CSR bursting threshold,
all bunches have to be safely non-bursting.
Due to the relevance for timing experiments the ’lowbeam-current’ criterion is applied for the specific bunches
and accounted for distorted-filling: it starts below 90% of the
nominal bucket charge in the camshaft bunch (pump probe)
or the slicing bunches (fs-pulse intensity) or the PPRE bunch.
A camshaft bunch purity of less than 500 (typically well
above 5000) is recorded as a ’bad purity’ event.
Beam up-times of less than an hour do not count as available beam. The end of an event is only known after beam is
available again for at least one hour.
BESSY II availability has been back evaluated according
to the common operation metrics until 2013, the introduction
of top-up operation (see Table 1).

Figure 4: Parameter boundary check.

Figure 3: Web-based real time display of current failure
modes and accumulated availability data.

Parameter Checks Hitting the limits of secondary failures is a serious degradation. For an alarm notification this
is frequently simply too late. Thus an extended set of parameters is supervised within much smaller boundaries (see
Fig. 4). In case of a limit violation, the operators are notified
by alarms and take precautions to prevent secondary failures.
In prevention of a beam time interruption, e.g. if there is
significant danger of a bad shot, injection is software- or
hardware-prohibited, to allow for corrective actions first (e.g.
trigger pulses are blocked in hardware if the beamcurrent
in the booster is too low to allow for an accurate injection
efficiency measurement which would be a violation of topup-constraints).
Analysis of possible trends of these crucial parameters is
part of the formal shift hand over procedure (see a preconfigured correlation plot in section Correlation with Fig. 8).

Live evaluation of primary and secondary failure modes as
well as outages, and resulting MTBF, MTTR and availability
of the current week and year are displayed online in real time
at [6] where it is accessible via the tab "Availability" (see
Fig. 3). Internally the intermediate tag "perfect week" has

Post-Mortem Root cause analysis of failures is the key
to mitigation, prevention and repair. Identification of the
root cause is not always an easy task, especially if it is a
very fast event. Storage and analysis of the post-mortem
buffers of the bunch-by-bunch-feedback (BBFB), the fast
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orbit correction (FOFB) and the kicker pulse shape monitor
(see Fig. 5) have turned out to be an invaluable source of
information. Having these in place allows to decide if e.g.
an RF trip on beam loss was the cause or the consequence
of a beamloss.
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The methods of comparison and correlation allow to either
return to a certain state or to correct for the real perturbation
source.
Numerous preconfigured correlation plots (see Fig. 8)
cover single shifts, whole user weeks or arbitrary time spans,
extract data from the channel archiver and the archiver appliance paint a picture of beam parameters like source size,
beam position and pointing, current and fill pattern, beam
loss rates and locations, vibration amplitudes, but also equipment conditions vacuum pumps, temperatures, etc.

Figure 5: Kicker pulse monitoring system. In this event, one
kicker fired a second time while re-charging.
Post-mortem data blocks go to a beam event database
together with relevant beam conditions and operational circumstances (see Figs. 6 and 7).

Figure 8: Preconfigured correlation plots provide a quick
overview of crucial parameters over a shift/day/week.
These overview-plots provide a useful quick view of all
important signals. Unusual behavior of signals is often identified at first glance and can then be further tracked down
to find the cause of perturbations or slow drifts and install
proper countermeasures.

Figure 6: Post-mortem beamloss database. Beammotion in
all three planes during the last turns before a beamloss. A
loss within ~100 turns indicates RF dropout as cause of loss.
In this case due to an interlock-enforced beamdump.

Logging Actions and findings are documented within
appropriate electronic log book entries. Equipment, program
and basic operator actions report to the logging data bases
(cmlog, splunk, Elastic Stack).
Problems, malfunctions and broken configurations are
escalated through a trouble ticketing system and followed
up until solved or clarified.

Figure 7: Post-mortem BPM data dump by FOFB. A ring
buffer of the 512 latest BPM datasets saved about 1 s after an
identified beamloss. BPM dataset are processed at 150Hz.
The beamloss occured about 300 ms after an injection shot.

Figure 9: Cumulative assignment of primary failures to root
causes.

Correlation Operation of a light source can be seen as
a complex, long term experiment. In order to be able to
find the cause of changes on multiple time scales nearly all
beam conditions, direct or mediated, have to be archived
with proper frequency, precision and correct time stamp.

Extraction of information with strategic relevance still require combination and correlation of information in all available datastores. At BESSY this is still a “manual” iterative
process of presentation, analysis and discussions. Significant
steps visible in cumulative primary failure graphics plotted

RESULTS
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according to root causes (s. Fig. 9) have been worked on
e.g. with a refurbishment campaign of all quadrupole power
supplies, improved diagnostics aiming at kicker misfiring
or changed RF maintenance procedures. No appropriate
software based, automatic data mining approach could be
found so far.

SUMMARY
For long term operational light source facilities like
BESSY II transparent availability analysis and maintenance
are crucial. Potential users as well as regular customers need
to know how the facility of their choice handles disaster
prevention and recovery. And management has to know if
the preservation and modernization activities are adequate
or need readjustment.
As a result of the analysis and tuning tools developed at
BESSY there has been practically no beam loss for “unkown
reasons” within the last years.
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SCADA STATISTICS MONITORING USING THE Elastic Stack
(Elasticsearch, Logstash, Kibana)
James Hamilton, Brad Schofield, Manuel Gonzalez Berges, Jean-Charles Tournier
CERN, Geneva, Switzerland
Abstract

WinCC OA Logs

The Industrial Controls and Safety systems group at
CERN, in collaboration with other groups, has developed
and currently maintains around 200 controls applications
that include domains such as LHC magnet protection, cryogenics and electrical network supervision systems. Millions
of value changes and alarms from many devices are archived
to a centralised Oracle database but it is not easy to obtain
high-level statistics from such an archive. A system based on
Elasticsearch, Logstash and Kibana (the Elastic Stack [1])
has been implemented in order to provide easy access to
these statistics. This system provides aggregated statistics
based on the number of value changes and alarms, classified according to several criteria such as time, application
domain, system and device. The system can be used, for
example, to detect abnormal situations and alarm misconfiguration. In addition to these statistics each application
generates text-based log files which are parsed, collected
and displayed using the Elastic Stack to provide centralised
access to all the application logs. Further work will explore
the possibilities of combining the statistics and logs to better
understand the behaviour of CERN’s controls applications.

All the controls applications log errors, warnings and
information messages to local log files on the servers on
which they are running. It is difficult to examine these logs
as they are distributed across many servers. For example,
developers of the applications cannot easily or search these
logs. It should be possible to collect and examine these logs
centrally without putting an additional load on the production systems. In addition, since the log files on the servers
are rolling, old log entries are lost when the log files are
overwritten.

INTRODUCTION
There are around 200 controls applications maintained by
the Industrial Controls and Safety systems group at CERN.
Managing statistics, logs and detecting misconfigurations
from these applications is difficult. This paper describes the
service that we have implemented in order to more easily
obtain statistics and error logs from all applications through
a centralised web application.

TECHNOLOGY
The implementation of the SCADA statistics monitoring service is built on the Elastic Stack [1] – Elasticsearch,
Logstash, Kibana and Filebeat.
Elasticsearch is a distributed database that stores JSON
documents designed specifically for search and analytics of semi-structured data. Unlike a relational database
management system it is schema-free although it is not
schema-less (like MongoDB for example) meaning that
it is not required to define the types (string, number,
etc) of the data before inserting it but it is possible to
define types. The underlying technology is the Apache
Lucene text search engine [2].
Logstash is a "data processing pipeline" that can ingest
data from various sources, transform it and send it to
various consumers; Elasticsearch is one of the many
consumers that can be used with Logstash.

Value Change and Alarms Statistics
Most of the controls applications archive value changes
and alarms to a centralised Oracle database. The history of
values changes and alarms for hundreds of thousands of devices are archived in a centralised Oracle High Performance
Real Application Cluster (RAC), from around 200 controls
applications. Mainly due to the structure of the database and
the huge amount of data it is not easy to view, analyse or use
this data to obtain high-level statistics.
It is not possible to easily obtain, for example, a list of
devices that are archiving an excessive number of value
changes. This is important to detect as it could indicate a
faulty or misconfigured device.
The controls applications also generate alarms and it
should also be possible to easily obtain information on the
number of alarms from each application and device.

Figure 1: Value Change and Alarm Statistics Dashboard.
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Kibana is a web based visualisation tool that integrates
with Elasticsearch to provide easy ways to navigate
and visualise data, using a variety of graphs, charts
and tables. See Figure 1 for an example of a Kibana
dashboard.
Filebeat is one of the many lightweight ‘data shippers’ available as part of the Elastic Stack known as Beats. Beats
data shippers are single purpose and designed to be
installed on the machine that generates the data without
having any impact on the performance of the machine.
Filebeat reads text-based log files and forwards them
either directly to Elasticsearch or to Logstash.
The Elastic Stack is open source but certain features are
available only as part of the commercial X-Pack extension;
for many use-cases (including ours) the open source stack is
sufficient.

IMPLEMENTATION
Using the Elastic Stack we have implemented a web service which allows users to examine, visualise and query
statistics; and to view and search application logs on the
web.
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visualisations in Kibana at the domain, application or device
level.
We execute the queries using Logstash and the logstashinput-jdbc plugin [3] which allows queries to be scheduled
for daily execution for each application1 . This instance of
Logstash is always running, waiting for the scheduled queries
to be executed.

WinCC OA Logs
In order to collect the text-based logs from every application, which are spread across many servers, we use Filebeat [4]. This is a lightweight application that is designed to
read log files without putting too much load on the system
which is a production machine.
Filebeat itself does very little processing – it’s main task is
to watch a folder of files for changes and forward the changes,
line-by-line, to Logstash.
Logstash instances are awaiting input from Filebeat instances. Logstash is concerned with receiving lines from a
log file, collating multi-line messages and parsing the text
into a structured JSON message; the structured JSON message is then sent to Elasticsearch for storage.

Value Changes & Alarms
We solve the problem of gathering statistics on value
changes & alarms by executing queries daily to obtain aggregate statistics, as shown in Figure 2. The basic statistics
gathered for all applications are:
• The number of value changes per day, for each device
• The number of alarms per day, for each device

Figure 3: Logstash setup for collecting logs.

• The number of equipment disconnections
• The equipment disconnection durations
So, when users perform queries in Kibana they will not see
live data but aggregated data from the previous days. Apart
from those listed above, some applications require domain
specific reporting which means running other specialised
queries.

The main challenge with parsing log files generated by the
controls applications is their unstructured nature and the variety of different formats. We make heavy use of the Logstash
filter called grok to convert these unstructured log entries
into structured documents for storing in Elasticsearch.
An example of a basic WinCC OA log entry is shown in
listing 1; this is a log entry composed of several fields that
we are interested in parsing. We can use a regex pattern to
extract the WinCC OA manager, timestamp, severity, error
code and message.
WCCOAui ( 2 ) , 2 0 1 6 . 0 4 . 0 5 1 3 : 4 7 : 1 5 . 0 7 0 , PARAM, SEVERE , 1 9 , The a t t r i b u t e d o e s n o t
e x i s t in t h i s config

Listing 1: Example WinCC OA log

Figure 2: Logstash setup for collecting statistics.
Each JSON document in Elasticsearch contains the count
of value changes or alarms, and metadata such as the domain, application and device names. This allows building

The biggest problem is the huge variety of non-standard
log files generated by the controls applications. We attempt
to parse as many, as correctly as we can but cannot always
guarantee that every message will be parsed correctly. There
are around 80 different regular expressions that are used
1

each application stores data in its own separate schema but within the
same database
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depending on the type of log file and most log file types
require trying multiple regular expressions until a match
is found. In any single type of log file there could be, for
example, differently formatted dates and various forms of
error message.
A useful tool to help create such regular expressions is
the online Grok Constructor tool [5] which enables them to
be created incrementally from example log entries.
Figure 3 shows the Logstash pipeline for collecting and
parsing the WinCC OA logs – we divide the pipeline into
two: the shipper and the indexer. The shipper receives log
messages from Filebeat and concatenates multi-line messages. The concatenated messages are sent to a queue2 [6]
and one or more indexers read logs from the queue, parse
them and send the structured log entry to Elasticsearch. The
main advantage of using a queue is that we can easily scale
up the parsing simply by adding more indexers.
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We generate one Filebeat configuration file with all the
controls applications log file paths listed – Filebeat will
ignore a path if it doesn’t exist – which simplifies the deployment of the Filebeat configuration.

Logstash Monitoring
We have an additional Logstash instance, known as the
monitor (as shown in Figure 3), that collects error logs and
throughput statistics from the other Logstash instances and
queue. This allows us to use a dashboard in Kibana (see
Figure 5) to monitor the status of the setup, for example, to
see errors, the throughput of the shippers & indexers and the
size of the queues.

Logstash Configuration Generator
Soon after we started development of the service using the
Elastic Stack, we realised that the Logstash configurations
became unmanageable – especially due to the high number
of SQL queries that we require (currently ∼500) where each
query requires a separate entry within the configuration file.
To solve this problem we developed a Python application
that generates our configs (see Figure 4). The Logstash
Configuration Generator (LCG) uses the Jinja2 template
engine [7] which allows us to create templates from which
the configuration files are generated.

Figure 5: Logstash Monitoring Dashboard.

Figure 4: Logstash Configuration Generator Architecture.
We have created a custom configuration format (encoded
as JSON) that allows us to define reports (and which templates those reports use) and list the controls applications
for which reports should be generated. The generator will
then generate, for each application and report, a section of
the configuration file.
During execution, the LCG also does some integrity
checks against the Oracle database – to check, for example, that the applications listed in the config exist and have
the correct parameters, such as the correct application ID.
We generate files for the Logstash statistics, shipper, indexer and monitor instances. The generated configuration
file for the Logstash statistics is the largest and contains approximately 30, 000 lines, comprised mostly of SQL queries.
2

Redis, the open source in-memory data structure store [6].

DEPLOYMENT
We have deployed the service using the OpenStack service
provided by the CERN IT department which enables a quick
setup and the easy addition/removal of Logstash indexers.
The CERN IT department also provides Elasticsearch as a
service.
For redundancy there are two Logstash shippers, two
queues, and three Logstash indexers.
All Filebeat instances will send logs to either of the shippers; while the output from the shippers is sent to the primary
queue or the secondary queue if the first queue is not available. If the queue becomes full it will reject new inputs
meaning that Logstash will not be able to send any more
logs and therefore the Filebeat instances will stop sending
logs until the queue is cleared.
There are three Logstash indexers that read from the
queues which parse the log entries. We can add as many
TUPHA034
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indexers as required without any change to any of the configurations.
We use Jenkins [8] to execute the Logstash Configuration
Generator application whenever we make changes to its
configuration which will generate the new Logstash and
Filebeat configuration files. We also have Jenkins jobs to
allow us to deploy, restart and reload configurations with a
single click.

SERVICE STATISTICS
The SCADA statistics service has been running for more
than a year now and covers 26 domains comprising 145 applications. There are around 800, 000, 000 value changes per
day and around 600, 000 alarms per day recorded across all
applications. This means an average of around 2, 000, 000
documents stored in Elasticsearch per day for value change
& alarm statistics (as each JSON document stores an aggregated count value).
WinCC OA text logs are collected for 142 applications
with around 1 million log entries per day across all applications. Some applications produce more logs than others and
there are often spikes of log activity (as can be seen at the
bottom of Figure 6).

CASE STUDIES
This section describes some specific use cases where the
service has been useful.

Faulty Archiving Configuration
The high level statistics for value changes has proven very
useful in identifying misconfigurations in archive settings for
process data. Since the majority of the 200 control systems
archive their data to a common database cluster, misconfigurations on any one individual system may be easily missed.
As an example, the application LHC Circuit which monitors the roughly 1600 power converters for the LHC was
found to have a faulty archiving setting for the reference
voltages of many devices. As an analog value, the voltage
reference would typically be expected to have the customary
deadband filtering.
However, a number of devices had been configured with
‘on change’ archiving, meaning that voltage reference values were being sent to the archive at their sampling rate
of approximately 2Hz. This translated to over one hundred
thousand value changes per day, which stood out very clearly
in the value change statistics. For example, in Figure 1 the
bar charts are split into slices for each application and it can
be seen which applications have higher numbers of value
changes & alarms. Thanks to the service the archive settings
could be corrected for all affected devices.

WinCC OA Log Availability
The statistics service provides a central entry point for
accessing log information for all WinCC OA applications
at CERN (see Figure 6). This is particularly valuable for
application domains in which the control systems are highly

Figure 6: WinCC OA Log Dashboard.

distributed, which implies that logs are located on many
different servers.
Another important feature of the service is that it provides
greater persistence of log entries. Since the WinCC OA logs
are rotated, eventually log entries will be overwritten and
will be lost on the server. This rotation may depend on the
rate at which entries are being made in the logs, which at
certain times can be very high. Typically, times at which
the log entry rate is high are also times at which the system
experts are most interested in accessing the log entries, such
as during control system upgrades. The service ensures that
all log entries are available for longer periods of time.

WinCC OA Log Entry Statistics
In addition to simply making the logs available centrally,
the service’s ability to parse the log entries enables statistics
to be created over various entry types. This in turn allows
diagnostics to be made at a high level. As an example, a
large number of log messages related to middleware communication was used to identify the loss of communication with
certain pieces of equipment, which could then be rectified.

Electrical Network Supervision
The supervision system monitoring the CERN electrical
network has benefited from the service in two different ways
and for two different audiences (Figure 7 shows the Electrical
network supervision dashboard).
Firstly, it has benefited the operation team in charge of the
electrical network by providing the means to compute key
performance indicators (KPI) such as SAIDI (System Average Interruption Duration Index) or SAIFI (System Average
Interruption Frequency Index) in order to provide a quick
overview of the level of service provided to the different
CERN consumers. These KPIs can now be easily computed
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art set of tools – the Elastic Stack – that greatly facilitated
the task.

FUTURE WORK

Figure 7: Electrical Network Supervision Dashboard.
for the primary equipment (e.g. how often a specific client
has been without power), but also for the secondary equipment (e.g. how often and for how long a part of the network
was not supervised because of the loss of connection with
the acquisition devices).
Secondly, it has benefited the team in charge of the development of the supervision system itself by providing key
indicators related to the log messages created by the system.
It is therefore an additional tool to detect and diagnose abnormal situations such as a sudden change in the number of log
messages registered for a particular process. It is also a complementary tool to the current supervision mechanisms as it
allows storing & searching log messages for a longer period
than the local logging storage (typically years vs. days).
This use case goes beyond the original intentions of the
service by doing process related calculations which shows
the usefulness of the service and how further services can
be built on-top of it.

CONCLUSION
Industrial controls applications at CERN produce lots
of data in different areas including an archive of process
and system data and log files. There are many activities
going on to analyse this data and get value from it [9, 10]
This paper presents a high-level approach where the data is
mainly viewed as aggregated statistics and correlations. Only
in some cases is the actual data processed in detail. This
approach gives good results for the use cases mentioned in
the paper, among others, and has the potential to be extended.
The service presented has been built on a modern state of the

There is a huge amount of ‘noise’ in the WinCC OA controls application logs which provides a good candidate for
anomaly detection using machine learning. It is currently
difficult to find the ‘true’ errors when looking through the
log and an automated method of detecting anomalies would
be very helpful for the application developers. One option
to consider is the newly released machine learning features
of X-Pack.
Another X-Pack feature that could greatly improve the
service would be the Alerting component. Currently, users
have to look at the dashboards to diagnose problems but
with the Alerting component we could notify users whenever
thresholds are exceeded.
Furthermore, we believe that the combination of value &
alarm statistics and application logs could lead to some interesting results to better understand the behaviour of CERN’s
controls applications. For example, if there are errors in the
log there could be corresponding alarms.
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DATA ANALYTICS REPORTING TOOL FOR CERN SCADA SYSTEMS*
P. J. Seweryn, M. Gonzalez-Berges, J. B. Schofield, F. M. Tilaro, CERN, Geneva, Switzerland
Abstract
This paper describes the concept of a generic data analytics reporting tool for SCADA (Supervisory Control and
Data Acquisition) systems at CERN. The tool is a response
to a growing demand for smart solutions in the supervision
and analysis of control systems data. Large scale data analytics is a rapidly advancing field, but simply performing
the analysis is not enough; the results must be made available to the appropriate users (for example operators and
process engineers). The tool can report data analytics for
objects such as valves and PID controllers directly into the
SCADA systems used for operations. More complex analyses involving process interconnections (such as correlation analysis based on machine learning) can also be displayed. A pilot project is being developed for the WinCC
Open Architecture (WinCC OA) SCADA system using Hadoop for storage. The reporting tool obtains the metadata
and analysis results from Hadoop using Impala, but can
easily be switched to any database system that supports
SQL standards.

INTRODUCTION
In addition to the vast amount of physics data created at
CERN, the control systems serving the accelerator complex and the supporting technical infrastructure generate
very large amounts of data themselves. The analysis of this
data is an important method for identifying and solving
problems, which are not triggered by the alarms, in the underlying processes with the aim of maximizing the operational time of the CERN installations. A growing interest
in smart solutions for the supervision and analysis of such
data is resulting in the rapid development of many tools
(e.g. Spark – a part of the Hadoop ecosystem) and advancements in machine learning. Often however, these analysis
tools and techniques are applied by data analysis experts,
and the results are not always easily available to process
engineers and operators who might have use of this information in the daily running of the plants.
This article describes a tool that aims to ‘close the loop’
on the data analytics, allowing operators and process engineers easy access to the analytical data directly from the
SCADA systems used at CERN. By making the results of
data analytics available, operators and process engineers
could gain useful and insightful information on how to
maintain production systems in a scope of efficient and reliable work. The work presented in this paper is a pilot project and a proof of concept that was launched at the end of
2016, within the scope of the openlab collaboration at
CERN.
____________________________________________

*

The project developed and supported through CERN openlab collaboration with Siemens, http://openlab.cern/

DATA ANALYTICS AND
CERN CONTROL SYSTEMS
The Large Hadron Collider (LHC), its injector complex
and its technical infrastructure represent one of the largest
and most complex industrial control systems ever built by
mankind. The volume of control data generated by these
industrial facilities is growing year after year. The analysis
of this data is crucial for evaluating and improving the performance, efficiency and predictability of the entire control
system. Multiple innovative data-driven strategies have
been designed and developed to deal with the ingestion,
processing and storing of the huge amount of control data
within a reasonable period of time.

Benefits of Analysing CERN Control Systems
The majority of raw control data does not provide a lot
of value in its initial unprocessed state. Therefore multiple
types of analysis have been developed aiming at distinctive, sometimes even divergent, control system aspects. As
it has been already pointed out by other studies [1, 2] the
detection of anomalies / disturbances in an industrial process represents a key factor in the quality of the overall
control system. Several descriptive analyses have been deployed to condense long lists of control alarms into shorter,
more useful system status summaries. One of the most recurrent problems was the classification of faults and their
related root cause analysis. More sophisticated algorithms
have been developed to detect anomalies or malfunctions
in various CERN control systems [3]. These predictive
analyses exploit statistical, data mining and machine learning techniques to extract a model from the historical data,
which is then used for anomaly detection against the online
streams of control data.
The analytics use cases have been divided into three different categories: online monitoring, fault diagnosis and
engineering design. All of them focus on the control data
to offer analytical services as added value on top of the traditional industrial control services.
Currently, the monitoring and operation of CERN industrial systems is mostly based on specific WinCC OA applications. Therefore, the online monitoring analytics studies
aim at enhancing the services provided by the SCADA systems. For example the alarms analysis system, based on
Complex Event Processing (CEP [4]) engines, has been designed to continuously collect events generated by each
control device, and discover anomalous patterns [5, 6].
Specifically, the stream of historical events is analysed to
calculate the number of events generated by individual devices under nominal conditions; then this information is
used as a dynamic threshold to detect anomalies [7], with
the assumption that a fault will generate a higher number
of events. A similar approach has been adopted by the
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model learning algorithms for the detection of faulty sensors [8]. Signal oscillation detection analysis represents another example of online monitoring activity [9, 10]. This
has been applied to the CERN cryogenics system for online
detection of those valves that were opening and closing
with abnormal oscillatory movements.
The fault diagnosis activities include those analyses that
are performed offline after a fault occurrence. The root
cause analysis for the Gas system is an example of such
analysis. It consists of a fault isolation method based on
event pattern matching. The engineering design is the third
family of analysis aiming at optimizing specific control applications’ aspects. An example of this is the automatic
evaluation of PID performance, which supports engineers
to improve the tuning of control loops [11]. All of these
analyses, as well as their results, are computed and stored
in a Hadoop cluster.
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could be accessed with SQL queries from the panels and
libraries of the tool.
The Data Analytics Notifier informs the user that anomalies have been detected using the standard UNICOS
method (i.e. blinking letters ‘DA’ next to the object’s
graphical widget – Fig. 2). This allows viewing and tracking the global situation in a particular HMI.
Based on the number of detected anomalies for a given
process object, appropriate colours are applied to labels as
presented in Fig. 2. In case of crossing predefined thresholds, the ‘DA’ label blinks red, below that value it blinks
yellow and when the count is zero it is invisible. The user
may preview the analyses count in the tooltip of the ‘DA’
label – simply by hovering the cursor over it.

SCADA SYSTEM
SIMATIC WinCC Open Architecture, developed by Siemens ETM [12], is the most widely used SCADA system
at CERN. It is possible to create standalone as well as distributed systems with the number of machines ranging
from 2 to 2048 and linked via a network [13].
Two frameworks built on top of WinCC OA, JCOP [14]
and UNICOS [15], have been developed at CERN for almost twenty years and form the basis of the majority of
CERN SCADA systems. These frameworks are used in
around 600 controls applications related to all aspects of
the accelerators, experiments and technical infrastructure.
Figure 1 presents an example of the operator’s panel in
one of the cryogenic production systems. The usage of the
frameworks simplifies development of applications and
guarantees a unified user experience.

Figure 1: Operator’s panel in one of cryogenic applications
built with the JCOP and UNICOS frameworks.

DATA ANALYTICS REPORTING
The Data Analytics Reporting Tool connects the results
of the analytics performed within the Hadoop cluster with
the SCADA synoptic views of the related process objects.
The analytics results are stored in the Hadoop cluster and

Figure 2: Different states of the UNICOS valve widget,
based on the amount of detected anomalies.
This feature can be managed and configured by a dedicated panel, presented in Fig. 3. This panel allows the user
to see a global overview of the situation with regard to the
data analytics, collected in one place.

Figure 3: The Data Analytics Notifier configuration window.

Viewing Analyses
To view a particular device’s analyses the entry point is
always a dedicated graphical interface called a faceplate.
The ‘Analytics’ tab in this faceplate, presented in Fig. 4,
will be shown depending on the existence of any analysis
for that object. The user can adjust the time range with several predefined options or by manual selection of the
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Data Analytics

457

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

timestamps. Moreover, there is a dynamically populated
list of all available analysis types in the database that allows filtering the results by this criterion.
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IMPLEMENTATION
Scope and Architecture
Figure 6 presents, in a simplified way, how the data from
the production processes is currently being handled at
CERN. Data is acquired from the field devices by the
SCADA system (WinCC OA) and is then filtered and
stored in an Oracle database. From there, it is being transferred on a daily basis to the Hadoop [16] cluster where
large scale data analyses can be conducted using, for example, Spark [17]. The final link, marked with the red colour, is the Reporting System that reads the analytics results
from Hadoop and presents them to the operator. For the
moment, the reporting tool also accesses the original signals directly from the Oracle archive as it is much simpler
in WinCC OA. The archiver architecture is being reviewed
at the moment with the aim of simplifying it [18].

Figure 4: The Analytics tab embedded in the object's faceplate.
Finally, the user can visualize the results of the selected
analyses in the view, presented in Fig. 5. This view allows
storing, managing and switching between different results
sets. The idea behind this panel is to collect all the opened
analyses results panels in one place, rather than displaying
countless independent panels. This assures clarity and order while working with the control system, preventing the
situation in which the user is flooded with newly opened
panels. Analyses results from different faceplates are
opened within the same view which is an independent
module.

Figure 6: Simplified schema of the data acquisition, storage
and extraction for the analytics reporting tool.

Technologies
Siemens’ WinCC OA is the primary SCADA system at
CERN and many additions are being constantly developed
and upgraded, among others the C++ extension called
ctrlRBDAccess. This extension allows communicating
with different databases using a set of functions and APIs
(Application Programmable Interface), one of which is
ODBC (Open Database Connectivity), within the CTRL
scripts (CTRL is the built-in WinCC OA scripting language). Using ODBC mechanisms it is possible to communicate with any database that incorporates the SQL
standards. Hence, it is possible to easily switch from Impala (part of the Hadoop ecosystem) [19] to any other database by simply modifying the connection parameters.
This assures flexibility and clarity with regards to the selection of storage for the data analytics results and its availability for any other system that one may want to use.
As mentioned above, the analytics database resides
within the Hadoop cluster and it is accessible among others
using Impala and SQL. Data is stored in Parquet files using
Snappy compression.

Analysis Results Database Structure

Figure 5: The view for displaying and managing different
analyses results sets.

The database, whose schema is shown in Fig. 7, consists
of several tables. The main table (ANALYSIS_ALL) is an
entry point that stores all metadata of all analyses like signal name, timestamps, additional comments etc. Other tables hold the results of specific analyses types which are
accessible using the id of a particular analysis. This means
that each type of a data set (e.g. data for plotting amplitude
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and threshold against frequency) is stored in a dedicated
table. This guarantees clarity of the schema and easiness in
adding further types of data sets for different new analyses
that will be performed in the future.

Figure 7: Part of the analytics database schema.
It is worth mentioning that the database is still evolving
and expanding. More metadata will be stored to assure the
integrity and versatility of usage for different systems. For
example, control systems have direct access to the archived
original signals (Oracle Archiver in WinCC OA), but custom applications or web services which would like to refer
to it, need to know their location. Another question is to
determine how to store the data: whether it should be a single database or each control application or groups of controls applications should have their own databases.

Analysis Results Presentation
Due to the existence of multiple analyses types, which
includes analyses for single objects (e.g. oscillation analysis, PID performance), multiple objects (e.g. correlation
analysis) and even entire subsystems and systems (e.g.
electron cloud analysis), one of the project’s goals was to
provide a generic and versatile user interface and experience.

Figure 8: Examples of templates.
Since all analyses present similar data in a similar way
(e.g. trends, tables, plain text) a set of templates was created. These templates, presented in Fig. 8, are a set of parameterised reference objects and associated functions
which assure similar user interface and experience when
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opening a panel for any analysis type. Usage of the templates reduces the amount of code that needs to be written
by assuming certain similarities between ways of presenting data. Some of the templates are static e.g. displaying
some information/metadata about an analysis, others are
dynamic and parametrized, like tables and trends.
In order for the templates to work properly, to be as simple as possible and easy to maintain, some libraries were
created. In order to be compliant with the two frameworks
widely used at CERN, i.e. JCOP and UNICOS, the tool was
divided into a set of framework components:
 fwDACore is a core component, that includes all generic elements like templates, simple objects libraries, but also the library used to communicate and extract the data using the C++ extension ctrlRDBAccess. It allows configuring the connection, preparing and installing the ODBC configuration file and
adjusting some settings.
 unDataAnalytics is a component used to present the
data analytics to the operator in a way compatible
with the UNICOS framework. It consists of faceplate
tabs, views for presenting multiple analyses results
and a feature called the Data Analytics Notifier which
was described earlier. This component requires the
fwDACore and could be treated as a basic/sample implementation with further possibility to expand it.
 Analyses results panels are a group of components
and they were created as examples of how templates,
mentioned before, could be used. These components
are oriented mainly on the application level and what
user needs. Hence, it is possible to install only selected panels and prepare custom versions of the others.
Figure 9 presents an example of a panel for an electron
cloud analysis. It is a bit more complicated than others like
oscillation and correlation analyses panels as it is a very
specific type of analysis, describing the behaviour of an entire LHC sector. Because of this, it is being displayed independently i.e. from the toolbox menu, with the possibility
to change the time range and the mathematical model of
the analysis.

Figure 9: Panel for an electron cloud analysis.
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Limitations of the Current Approach
During the development process certain obstacles
emerged. The primary problem was that the user experience was impacted by high CPU and memory usage.
Plotting multiple huge data sets is a time consuming and
resource intensive task. Moreover, presenting multiple
panels at once can freeze the UI (User Interface) of the control system which is unacceptable in the case of production
systems. The proposed solution was the view, described
earlier, that collects and manages all opened analyses results. Using asynchronous data extraction and the synchronized mechanism of WinCC OA it was possible to manage
opening a huge amount of data sets while avoiding a system crash. The efficiency of the presented solution was acceptable but another issue appeared. The typical result set
usually consists of several plots and/or curves which can
stress the memory of the machine that is responsible for
running the controls application, especially when multiple
analyses panels are opened. Unfortunately, removing the
data set and reinitialising it (i.e. extracting the data and
plotting it) each time would not be performant. An idea that
could reduce the impact of this problem on the user experience and also improve the graphical design of the user
interface is described in the following section.

Ideas for the Future
There is an idea to replace the current solution of displaying analyses results panels in the view. Instead of creating analysis panels and using templates or regular UI
controls a web service could take over that task. A web display control (WebView) could be embedded into the view
and the navigation table would be used to send appropriate
requests. There are several advantages of this solution.
First of all it would enhance the graphical user interface
with modern web based trends and graphs. Secondly, the
memory load from the local machine that runs the application would be transferred to the remote service. Moreover,
this would reduce the source code, especially the parts for
switching the analysis panels and templates themselves.
This means less code to maintain and upgrade on the side
of the controls systems. Finally, a web service could also
be accessible from other applications and normal web
browsers. This would grant an easier and wider range of
access for a larger amount of people involved in maintaining and controlling production systems.

CONCLUSIONS
The tool presented in this paper has been created from a
need to ‘close the loop’ between analysis of archived data,
and the daily operation of the processes. This need has
come about due to the rapid recent developments in methods and tools for data analysis (as seen for example in the
growth of the Hadoop ecosystem). While these tools are
very powerful in the hands of data scientists, they are typically not used directly by process engineers and operators,
and the results of the data analysis may therefore not be
leveraged as well as they could be. The tool described in
this paper allows direct reporting of analysis results within
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the SCADA system, and provides a number of levels of information, from simple warning symbols to indicate that
anomalies may be present in particular process objects, to
the display of trends and frequency domain plots for an individual analysis.
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APPLYING SERVICE-ORIENTED ARCHITECTURE TO ARCHIVING
DATA IN CONTROL AND MONITORING SYSTEMS*
J. M. Nogiec#, K. Trombly-Freytag, FNAL, Batavia, IL 60510, USA
Abstract
Current trends in the architecture of software systems
focus our attention on building systems using a set of
loosely coupled components, each providing a specific
functionality known as service. It is not much different in
control and monitoring systems, where a functionally
distinct sub-system can be identified and independently
designed, implemented, deployed and maintained. One
functionality that renders itself perfectly to becoming a
service is archiving the history of the system state. The
design of such a service and our experience of using it are
the topic of this article. The service is built with
responsibility segregation in mind, therefore, it provides
for reducing data processing on the data viewer side and
separation of data access and modification operations. The
service architecture and the details concerning its data store
design are discussed. An implementation of a service client
capable of archiving EPICS process variables (PV) and
LabVIEW shared variables is presented. Data access tools,
including a browser-based data viewer and a mobile
viewer, are also presented.

INTRODUCTION
As part of building Fermilab’s Solenoid Test Facility
(STF) [1][2], a unique magnet test facility designed for
testing large aperture superconducting solenoid magnets,
the authors designed and implemented a dedicated data
archival service based on a microservice.
Monolithic software architectures have proven to be
very difficult to develop and maintain efficiently. Service
Oriented Architecture (SOA) allows for a modular
approach to application design based on functional
boundaries. Microservices offer a solution inside of SOA
that focuses on the independence of the service as an entity,
rather than as part of an application. Consequently, a
service implemented as a microservice is developed and
deployed independently from the applications that use it.
This design approach has been applied to the data
management solution for the STF test facility. The
developed management solution belongs to a class of
systems known as a data historians.
Data historians are data management systems dedicated
to recording and retrieving data organized by time, known
as time-series data. Time-series data allow the user to view
the data as a trend plot or as tabular data over a time range.
Data historian applications are found in a large set of
domains, including industrial process control and
monitoring computing resources in data centres. Collected
___________________________________________

* Work supported by the U.S. Department of Energy under contract
no. DE-AC02-07CH11359
#nogiec@fnal.gov

data can be analysed for performance monitoring,
optimization, material consumption, plant availability,
quality control, etc.
In control and monitoring systems, data historians
(sometimes referred to as process historians) are used in
systems that support management of the plant. Data from
various sources, such as a PLC, embedded computers,
instruments, and intelligent sensors, are collected in a set
of uniquely named tags and, thus, provide a complete view
of the controlled plant.

DATA ARCHIVING IN A TEST
FACILITY
A typical process historian can be characterized by:
• High capacity storage and use of data
compression.
• High insertion rates (thousands of points per
second).
• Noise filtering and use of data interpolation for
reducing data size.
• Interoperability with many heterogeneous data
sources.
• Included analytic capabilities aiding in answering
plant management relevant questions such as
availability and utilization of plant equipment,
production rates, and max/min values of gathered
signals.
• Presentation of gathered data in the form of trends
or calculated metrics.
Although data historians used in an R&D setting still
need to save time-series data of many points, this niche
application domain presents itself with a different and
specific set of quality of service demands.
The data archival system for the STF R&D test facility
can be characterized by:
• Relatively limited number of tags (measured in
hundreds) and rather low insertion rate.
• Data organized as tests (uniquely identifiable timeboxed operations of the system).
• Storing all signal values, rather than only those
values which have changed.
• Testing of different subjects (accelerator
components such as superconducting magnets)
leading to different sets of data to be archived for
different tests.
The off-the-shelf data historians offer an abundance of
features, but only a subset of them can be utilized in the
R&D testing domain. They excel at handling time-series
data, but are not designed to handle relational data. The
limited ability to impose a structure on top of the timeseries data, such as including metadata and relating the
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time-series data to other events and data collected by other
systems, is a weak point of standardized solutions.
In a test-oriented R&D facility with several independent
systems gathering data and controlling subsystems,
flexibility, extensibility and introspection play vital roles.
It is also very important to keep the data in context, which
means related to other data and information.
The difference between a typical control system and a
R&D test system is that an industrial plant saves a
continuous stream of data reflecting the state of the system,
whereas a test facility saves data in different sets of tags
(per subject) and their corresponding discrete sets of data
in the form of runs. A run is a set of data taken over a period
of time that fulfils some part of a test plan. In a typical
industrial plant, a set of tags does not change frequently
and gaps in data correspond to system or sub-system
outages. In contrast, the set of tags for each subject tested
in an R&D facility will be different, and gaps in data
indicate time between runs. (see Fig. 1).
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Figure 2: Data archiving architecture.

DATA STORAGE LAYER
The data storage layer comprises a microservice with an
XML-based API and a storage mechanism based on a
relational database management system (RDBMS).

Microservice

Figure 1: Time-Series data: typical vs. test facility.

ARCHITECTURE
The architecture of the data archival system follows the
SOA approach and is designed as a microservice.
Microservices are used to cut monolithic applications
vertically, thus encapsulating an entire function in a
maintainable, functionally discrete package with a
specified API. The use of a microservice in archiving in
our specific realm of monitoring and control data allows
for independence and ensures separation of concerns. As
such it can be used both for process data archiving and
generic data archiving.
The overall architectural design comprises several layers
(see Fig. 2):
• the presentation layer, with data retrieval, and data
visualization as trends,
• the data storage layer,
• the data archival layer, and
• the data acquisition and direct control layer.

A microservice is a separate, independent component
offering a specific service, in our case a data archival
service. All external dependencies are on the service API,
which constitutes a de facto contract on the service
functionality. As long as the contract is upheld, the service
maintainers are free to modify its implementation,
including its design, technology and tools (e.g.
programming language, application server, software
development toolkit).
The discussed data storage service for time-series data
fulfils the typical characteristics of the microservice,
including:
• Built as an independently replaceable and
upgradeable component, thus suitable for the
evolutionary design approach.
• Organized around a business capability – the
archival service spans user-interface, persistent
storage, and external integration, thereby forming
a complete solution providing a distinctly different
functionality.
• Focused on being a product, a separately
maintainable and upgradable system.
• Decoupled and cohesive with decentralized data
management.
The microservice is built with responsibility segregation
in mind: essential functionality is supplemented with calls
that provide data in a format easily consumable by data
visualization clients. This solution reduces the code
complexity on the client side dealing with data aggregation
and transformation for visualization.
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Data Persistence Solutions
There exist several approaches to data management
when dealing with time-series data. These include:
• Specialized solution dedicated to storing timeseries data.
• Solutions based on general-purpose RDBMS.
• Solutions based on general NOSQL systems.
• Hybrid solutions: RDBMS for aggregate and
metadata, combined with dedicated storage for
time-series data.
The simplicity and high availability of popular RDBMS,
coupled with their sufficient performance, flexibility and
simplicity of using an existing, dependable storage engine,
led the authors to construct their data storage solution
based on a relational database. The focus of this solution is
not on the insertion rates, but rather on the simplicity and
flexibility when searching and querying interrelated data.
The RDBMS system used is the open source MariaDB.
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inspection and visualization of data. Alternate data saving
is provided by two other file-based persistence engines.
The first file-based persistence option is based on the
TDMS format allowing for fast recording of self-described
data. This solution is geared toward recording high
insertion rate data for a relatively short period of time
during specialized tests. The data saved in files can be
uploaded off-line into the appropriate database archive.
The second file-based solution allows for recording data
in the ASCII CSV format for a short period of time, and is
geared toward immediate, ad-hoc analysis with standard
tools (such as MS Excel) during activities such as test stand
commissioning and troubleshooting.
Each archival option can be independently enabled and
disabled (see Fig. 4). The data acquisition and storage
modules operate with independently settable acquisition
and insertion intervals.

Figure 4: Archiver control panel.
Figure 3: Archive data model.

Data Model
The data is stored in archives. Each archive contains a
set of named time-series data (PVs), where names are
unique tags with a system:tag format (see Fig. 3).
Each archive uses a separate set of tables to store data of
different types, with each set containing one or more runs.
A run groups the data in a specified time range,
corresponding to an actual test or a separate activity at the
facility (see Fig. 3).

DATA ARCHIVAL LAYER
The data archival layer, situated above the data
acquisition layer, may contain several archivers
concurrently storing data to different archives.

Archiver
The archiver has a modular design consisting of a data
connector component that periodically acquires data from
the data sources, a processor aggregating the data and
preparing it for saving, and multiple data persistence
modules. Minimal configuration is needed as the archiver
will automatically detect changes in the tag name space and
update the archive meta-data.
Currently, the standard persistence module is based on
the microservice described above, used for standard
recording of the history of the system and targeted at easy

Data Sources
The archiver used in the system supports two data
sources: process variables coming via the EPICS channel
access interface and LabVIEW shared variables. Using the
IFIX gateway [3] developed as part of the complete test
facility system solution, the archiver can also gather data
from the iFIX SCADA system from GE Digital.

PRESENTATION LAYER
Currently the presentation layer includes two
applications for data visualization:
• a Web based application for historical trend
analysis, and
• a mobile application for showing real-time trends
of selected time-series data.

Web-based Visualization Application
System data visualization is supported by a charting and
data extraction Web application (see Fig. 5). The
application allows for choosing the data series to be
visualized by selecting the appropriate archive and tags of
interest within a specified time-horizon. It accesses stored
historical data via the microservice.
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Figure 5: Web-based charting application.
The visualized time-series can be selectively switched
on/off. A waveform showing the silhouette of the signal
trend at the bottom of the screen can be used to select a
sub-range of the analysed trends. The selected time-series
can be downloaded for off-line analysis from the same tool.

Mobile Plotter Application
The mobile trend visualizer (see Fig. 6) works on
Android-based devices (tablets, phones) and is built to
allow spot checking the system’s current behaviour and the
status of crucial system elements, regardless of the current
location of the user. It allows for selecting an hour, day or
week time-range, nicely complementing the rather
stationary long-term historical analysis tool.
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The organization of the data repository reflects our R&D
testing environment; it requires a specific organization of
the data that is dictated by our testing procedures and
needs.
The microservice and its three companion applications the archiver, the Web-based data browser and display, and
the mobile data plotter - form a complete solution for data
archival and retrieval.
The system is currently fully functional, however, there
are ways it could be extended, for example, by adding an
alternative time-series storage engine, or adding yet
another interactive data visualization tool.
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Figure 6: Mobile trend plotting app.

SUMMARY
The described data management solution is part of the
system developed for Fermilab’s Solenoid Test Facility.
This solution has already been used to test a coupling coil
for the Muon Ionization Cooling Experiment (MICE) [4],
and its future use includes testing solenoid magnets for the
Fermilab Mu2e experiment [5].
The system follows the tenants of the Service Oriented
Architecture - decoupling, isolation, composition,
integration, discrete and autonomous service - with an
archival microservice at its core. The main function of the
service is to persist time-series data and allow for retrieval
of historical time-series data.
As a true microservice it is maintainable and
configurable separately from the rest of the SolTF systems
and is developed in a software technology distinctly
different from other components of the system.
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A GENERIC REST API SERVICE FOR CONTROL DATABASES*
Wenge Fu†, Ted D'Ottavio, Seth Nemesure
Brookhaven National Laboratory, Upton, NY 11793, USA
Abstract
Accessing database resources from accelerator controls
servers or applications with JDBC/ODBC and other
dedicated programming interfaces have been common for
many years. However, availability and performance
limitations of these technologies were obvious as rich web
and mobile communication technologies became more
mainstream. The HTTP Representational State Transfer
(REST) services have become a more reliable and
common way for easy accessibility for most types of data
resources include databases. Commercial products to
quickly setup database REST services have become
available in recent years, each with their own pros and
cons. This paper presents a simple way for setting up a
generic HTTP REST database service with technology
that combines the advantages of application servers (such
as Glassfish/Payara), JDBC drivers, and REST API
technology to make major RDBMS systems easy to
access and handle data in a secure way. This allows
database clients to retrieve data (user data or meta data) in
standard formats such as XML or JSON.

INTRODUCTION
As a common resource of data, the usage of databases
are essential for accelerator control systems. The way to
access databases from all parts of the controls system,
locally or remotely, can greatly affect the overall
performance of the accelerator controls system.
Traditional ways of accessing databases with JDBC or
ODBC from different programming languages works fine
in most cases. However, the rising and widespread use of
mobile and web applications requires more sophisticated
ways of accessing database resources for network-based
programs. The Representational State Transfer (REST)
API paves a universal way for this purpose. While several
commercial products (such as RESTIFYDB[1],
Drupal[2], Firebase[3] etc.) are available on the market,
most of these REST API building products are based on
JPA or Hibernate technology, and each product has its
own advantages with rich functionality. However, there
are also some disadvantages, requiring a constant and
significant amount of maintenance work for dynamically
changing control database systems such as the ones we
are using.
In our controls system, we have several MySQL
database servers and SAP Sybase ASE database servers,
encompassing several hundred databases. Some databases
are for storing the control system configuration data and
others are for use to store real-time controls data. In
______________________________________________
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addition, we have many controls application developers
with different programming language backgrounds (C.
Java, Matlab etc.), that work on different projects on
different OS platforms, some locally and others remotely.
This requires an easy and generic way to universally
expose different kinds of database resource data to all
kinds of clients.
Based on our database resource types and user
environments, we developed a simple REST API service
for our users to access controls databases. In the API
design, we try to avoid the shortcomings of
JPA/Hibernate technology on frequently changing
database structures (such as dynamically mapping
database objects into Java objects), while keeping the full
syntax, flexibility and power of SQL language. This
ensures that users and program developers can always get
whatever database resource data they want, no matter how
a database's structure changes overtime.
The API presents the resource data in either XML or
JSON format along with the meta data, so users get
everything they needed in a single API call. The data
security issue of the REST APIs are also taken into the
consideration in the API design.

APPLICATION SERVER SETUP
REST API services are normally delivered by an
application server system. Our server system setup is
shown in Figure 1 below. Here are some details:
• The main database servers and application servers are
located inside our network firewall. The firewall is
primarily responsible for basic system security and
only allows authenticated users to access the REST
API service.
• We make use of several MySQL (V5.1.73) and SAP
Sybase ASE (V15.7) back end database servers.
Since the core of this REST API is using the standard
JDBC to make database server connections, and
doing all CRUD database operations through JDBC
underneath, this API can be extended to any JDBC
supported database servers.
• The application server is running on a Red Hat Linux
V6.5 OS. The application software is a version of the
open source Payara application server form the
Payara Foundation. The Payara server is derived
from GlassFish, and provides developer support. [4]
• An internal reverse proxy server (NGINX) provides
an HTTP gateway for all internal users behind a local
firewall to access the REST API services available on
the application server.
• An external reverse proxy (NGINX) server provides a
secure HTTP gateway to allow authenticated users to
access the REST API service inside the firewall.
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Figure 1: Diagram of Database REST API Service System.
In addition to serving the database REST API service,
the Payara application server also provides several other
REST API services as well. The system network firewall
provides basic security checking for any possible illegal
access of the system. The DB REST API has additional
security measures to protect back end database resources.

•

•

Database change history logging for all
successful database changes through the REST
API calls.
Format the returned data as XML or JSON.

All APIs share a common base HTTP URL path.
Assuming this base path is defined as:

THE DATABASE REST API

BASEPATH = http://host_domain_name:port/DBServer/

This database REST API attempts to cover all user
requirements for normal database operation without the
need to worry about changes to the database structure
over time. This is accomplished by implementing all
REST API features and functionality with standard JDBC
connections at the back end.
This REST API service includes the following features:
• Query a database on meta data for a target
database object (GET)
• Database CRUD operations through the HTTP
protocol based operations (GET, PUT, POST and
DELETE):
• Create/Insert - (PUT/POST) insert new
data into database
• Read/Query - (GET) Query a database
with desired data
• Update - (PUT/POST) Update database
data
• Delete - (DELETE) Delete database
data
• User authentication on CRUD operations. This
is an additional security measure on the database
server layer to secure the database resources.
• Service call error handling.

Below are three examples of the REST API service call
URLs:
•

Query/GET - Query a database with desired
data
e.g.
BASEPATH/api/query?server=<server>
&db=<db>&sql=<sql>&maxRecords=<maxrow
>&page=<pageNumber>

•

Insert/POST insert new data into a database
e.g. BASEPATH/api/insert?server=<server>&
db=<db>&table=<table>&datapairs=<columnvalue
data
pairs
in
JSON>&pid=
<client_pid>&procname=<client_proc_name>

•

SQL/POST - Data change with SQL
statement
directly
e.g BASEPATH/api/sql?server=<server>&db=
<db>&table=<table>&sql=<sql>&pid=<client_p
id>&procname=<client_proc_name>

There are also more other auxiliary REST APIs server
wide data such as list of all databases, all tables and
objects in a database, etc.

TUPHA038
466

Data Management and Processing

The API parameters used in above APIs are listed in
Table 1 below.
Table 1: Description of Parameters used in all REST APIs
Name

Description

Example

server

The name of the
database server :
host name and
port

host_name:5000

db

Name of a
database to be
queried

testdb

sql

SQL statement
select * from
NOTE: The SQL authors;
statement is
verified on server
side before
execution for
security and
avoid possible
SQL injection
attacks.

table

Name of a table

authors

datapairs

Column vs value
data pairs in
JSON format

{"data":
[{"field1":"value
1"},
{"field2":"value2
"},
{"field3":"value3
"},...]" }

where

The where clause "where
for an update or last='Smith' "
delete SQL
statement.

pid

client PID

"23456"

procname

client proc name

"UIDemo"

When a REST API call is made, all data is returned as
JSON or XML string data. By default, the data is returned
using JSON format. Users can explicitly specify the data
format by setting the request header to either “Accept:
application/json” or “Accept: application/xml”.
On the server side, client requests are authenticated to
prevent data resources from receiving denial of service
(DOS) attacks or SQL injection attacks.
The returned data consists of three parts:
• Meta data provides the properties of the
requested data.
• Data page information provides information such
as page number, page row count, etc.
• Result data contains the requested data
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THE REST API SECURITY CONTROL
The REST API service provides a convenient way to
access database data. However, security is a significant
concern. Although the API is designed to be used inside
the normal network firewall, an additional API layer
supporting user authentication is crucial to protect against
unauthorized access.
Several technologies exist to enhance the REST API
security. These include the use of API keys, openID
Connect/OAuth2/SAML (A Security Assertion Markup
Language), and session state management. Each system
has its own pros and cons, and each adds additional
complexity to the REST API system.
In this API design, we use HTTP Basic
Authentication[5], enhanced with an API key, data
concatenation patterns, and dynamical double data
encoding. The client side and server side share the same
secrete API key and secrete data processing knowledge,
and the right procedure for data parsing, encoding and
decoding.
The procedure used to implement these security
measures is outlined below.
On client side:
Step1: Prepare user credential data that includes:
•
userID (OS layer user id. In most cases, this is
normally known after a user passed the firewall
layer security.)
•
dbID (Database server layer user ID)
•
dbPassword (Database user password)
Concatenate these 3 parts into a single string with a
designed concatenation pattern (shared by client and
server only) and encode the concatenated string into string
#1.
Step 2: Get the system current time stamp string and
encode it into string #2.
Step 3: Concatenate the secrete API key (shared only by
client and server), string#1 and string#2 with a designed
concatenation pattern (shared by client and server) , and
encode it into string#3.
Step 4: Send the REST API call request along with above
encoded user info in HTTP Request Header.
"Authorization" = "Basic " + string#3
The above procedure can be easily implemented in any
programming language.
The double encoded user
information can be sent over the network and can not be
decoded easily without knowing the API key, string
concatenate patterns, double data encoding and data
parsing procedure.
On the server side, the users credential data and client
submitted time stamp data can be decoded back by
reversing the procedure. These decoded data are verified
again on server side, and additional security controls can
be applied on server side to prevent DOS attacks or
throttle the server working loads. Client IP filter checking
on the server side can also be used to further limit the
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clients if necessary. The OS level user verification on the
server side also ensures the users are among the legal
audience. In this design, using simple Base64 [6]
encoding/decoding technology, we can reach a reasonably
high level of database protection.
Client side Base64 based encoding is available for
almost all programming languages such as Java, Perl,
PHP, Python, Bash, XQuery, openSSL etc.

REST API ERROR HANDLING
HTTP errors (communication issues, time outs, etc.) are
returned as standard HTTP error codes. This REST API
follows the generic HTTP return status code settings:
• 200 indicates an OK status;
• Statuses >= 400 indicates a generic HTTP
problem.
•

•

A 500 status represents database SQL errors, and
the errors are returned in the HTTP response
header as a string with the title "DB-Server-Error".
Client should catch the exception and check the
HTTP response header to find out the details of
the error message from the database server.

SUMMARY
REST API services provide a convenient way to make
data resources of many kinds available through the HTTP
protocol over the network with standard data exchange
format such as XML and JSON. This bridges the gaps
between different OS systems and platforms, and makes
data operations especially easy through mobile and web
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applications. This API design takes advantage of the
REST API capability and combines the power of other
technology such as JDBC. With the Database REST API
service, we are able to communicate with different
database systems using a common method, eliminating
the need to know how to connect to each database server.
This makes database data retrieval and CRUD operations
much easier from systems like mobile and web
applications, Matlab applications, and other accelerator
control applications using different programming
languages. With a little more effort, this REST API can
be applied to all JDBC supported database systems.
It is also worth noting that this convenience comes with
a cost due to the additional layer between clients and the
data resources. Resource intensive database operations
could lead to a performance overhead, forcing developers
to use judgement when selecting between a REST API
service or direct communication with the database
resources.
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BUNCH ARRIVAL TIME MONITOR CONTROL SETUP FOR SwissFEL
APPLICATIONS
P. Chevtsov†, V. Arsov, Paul Scherrer Institut, 5232 Villigen PSI, Switzerland
M. Dach, Dach Consulting GmbH, 5200 Brugg, Switzerland
Abstract
Based on a Mach-Zehnder intensity modulator, Bunch
Arrival time Monitor (BAM) is a single-shot nondestructive multi-bunch diagnostic instrument, which
measures the arrival time with <10 fs precision in the
range of 10-200 pC at 100 Hz repetition rate. Being directly coupled to a length stabilized fiber optical link, it
has intrinsically low drift (<10 fs/day) and is thus a useful
instrument for the machine feedback. The overall monitor
complexity demands the development of an extremely
reliable control system that handles basic BAM operations. Two BAM prototypes were successfully used in the
SwissFEL Injector Test Facility and further two are being
presently commissioned at the SwissFEL. The system is
very flexible. It provides a set of tools allowing one to
implement a number of advanced control features such as
tagging experimental data with a SwissFEL machine
pulse number or embedding high level control applications into the process controllers (IOC). The paper presents the structure of the BAM control setup. The operational experience with this setup is also discussed.

142.8 MHz repetition rate is sent to the BAM front end
(“Box”) via length stabilized single mode optical fiber
links. In the BAM front end the amplitude of all reference
laser pulses is modulated to the half with a Mach-Zehnder
intensity modulator, biased at quadrature for maximum
linearity. One reference laser pulse coincides with the
zero-crossing of the S-shaped RF transient from the button pickup. With such an overlap there is no amplitude
modulation, but any arrival-time change causes modulation by the non-zero voltage from the RF transient. Thus
the arrival time information is encoded in the amplitude
modulation with a fs precision. In view of the active fiber
link stabilization, BAM has also a very low intrinsic drift.
To minimize any orbit offset influence, the signals from
two opposite buttons (horizontal or vertical) are combined
and fed in the RF port of the EOM.

INTRODUCTION
SwissFEL is a compact X-ray Free Electron Laser
(FEL) newly built at Paul Scherrer Institute (PSI). With
total length of ~750 m, optimized to produce extremely
bright and short X-rays in the range from 1 to 70 A and
pulse duration in the order of 20 fs, it poses challenging
demands on the diagnostic instruments regarding stability
and sensitivity. The advanced SwissFEL characteristics
open unique research opportunities in many disciplines
such as medicine, biology, chemistry, electronics and
nanotechnology.
SwissFEL is driven by a warm electron linac, which
generates electron bunches with a repetition rate of 100
Hz and charges in the range of 10 pC to 200 pC. The
longitudinal bunch stability of the machine is critical for
user experiments. To monitor and control this stability,
among other longitudinal and transverse beam diagnostics, the facility is equipped with several stations that
provide non-destructive, shot-to-shot electron bunch arrival-time information relative to the extremely stable
pulsed optical reference system [1]. Such Bunch Arrival
time Monitor (BAM) stations [2] are valuable longitudinal diagnostics tools for SwissFEL operations.

BAM DATA ACQUISITION AND
PROCESSING MODEL
The basic BAM detection principle is shown in Fig. 1.
A pulse train from a mode locked laser at 1560 nm and
___________________________________________

† pavel.chevtsov@psi.ch

Figure 1: BAM topology and detection principle.
Each BAM station has the following components (see
Fig. 2).
- An RF vacuum pickup consisting of four cone-shaped
buttons, tapered to 50 Ohm vacuum feedthroughs with 40
GHz bandwidth. They are rotationally symmetrically
mounted in the vacuum chamber with 16 mm diameter.
Usually, two buttons are arranged horizontally and the
other two vertically.
- Two Mach–Zehnder type electro-optic intensity modulators (EOM).
- Two erbium-doped fiber amplifiers (EDFA) with their
controllers from Photop (II-VI).
- Reference laser pulse polarization control components
(PCC), which include a Faraday rotating mirror, a
polarization scanner, and a fiber polarizing beam cube.
- A high precision linear servo motor positioner MX80
from Parker with a controller from Copley Controls. The
MX80 has a built-in incremental encoder with 10 nm
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resolution. The controller actively uses the readouts of
this encoder, but can also output raw quadrature signals to
external electronics for further processing.
- A motorized variable optical delay stage MDL-002
and its controller from General Photonics.
- Eight Peltier elements driven by a PTC10K controller
(TEC) from Wavelength Electronics.
- A set of temperature, humidity, and air pressure
measurement sensors.
- An in-house designed triple photo-receiver (PRX).
- Fast ADC bunch synchronous readout with an RF
front end for pulse shaping, DC offsetting and clock shifting.
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The modulated optical pulses from two BAM channels
are transferred to a data acquisition back-end located in
the technical gallery outside the accelerator tunnel. They
are conditioned in the BAM PRX and read out by the inhouse developed fast (500 MHz) 12-bit analog-to-digital
converter (ADC) unit. The unit is a Generic PSI Analogue
Carrier (GPAC) board [3] that is clocked with a signal
generated from the same optical pulses. The optimal ADC
dynamic range in view of a better time resolution is ensured by the use of a complementary PSI Analogue Carrier (PAC) module, which provides additional DC offset,
amplitude control, and clock shifting functions.
The ADC data are processed by the GPAC FPGA software and then read out by a BAM control computers.
Based on this information, the electron bunch arrival time
is calculated and used for SwissFEL operations tasks.
Each of the three PRX channels has DC photocurrent
outputs, which are actively used in the polarization and
bias control feedbacks [2].
The above formulated data acquisition and processing
model demands the development of a very efficient data
acquisition and control system.

BAM DATA ACQUISITION AND
CONTROL SYSTEM

Figure 2: BAM frontend and acquisition electronics.
These components and their operational conditions define the SwissFEL BAM data acquisition and processing
model.
By the use of a delay line with a high-accuracy position
sensor, the amplitude modulation can be calibrated with
time. The achievable time resolution is proportional to the
slope of the RF pickup signal at zero crossing and the
amplitude jitter of the laser pulses preceding the modulation, which are detected simultaneously in a single shot.
Two EOMs define the high sensitivity and the high dynamic range BAM channels.
The BAM-box is temperature stabilized to 3 mK pk-pk
over 1 hour and is located close to the beam pipe in order
to reduce losses and drifts in the RF cables. The box also
accommodates the end of the optical fiber link and two
EDFAs. The first EDFA is used as an actuator for fiber
link amplitude feedback loops. The second EDFA, which
is out-of-loop, controls the power of the signal sent to the
PRX. The first delay stage in the BAM box is used for
zero-crossing feedback: each time the bunch arrival time
exceeds a predefined limit determined by the slope of the
RF transient signal, the reference pulse is shifted back to
the zero-crossing, thereby keeping the BAM acquisition
within the proper dynamic range of the transient. The
second delay stage matches the zero crossing of the second BAM channel with the first one.

The SwissFEL BAM data acquisition and control system is integrated into the facility controls [4], which is
based on EPICS. The system is implemented as a generic
BAM Control Setup (BCS), which can easily be extended
to include any additional functionality, if needed. The
BCS consists of the next components.
- Process control computers running EPICS Channel
Access servers (IOCs, in terms of EPICS) and control
hardware interfacing BAM equipment.
- Equipment control software which allows remote
readout and control.
- Data acquisition and processing software.
- BAM beam synchronous data readout.

BAM Control Hardware and IOCs
All equipment which is outside the BAM box, is placed
into two 19’’ standard PSI electronics racks located in the
SwissFEL technical gallery. The same racks accommodate the IOCs and control hardware. This arrangement
separates electromagnetic noise sensitive and not sensitive components into different racks, which minimizes the
noise impact on BAM operations.
In each rack, there is one standard SwissFEL 7-slot
Trenew VME-64x crate with external monitoring capabilities and remotely controlled mains power switches from
Gude.
Both VME crates contain one IOC, which is an intelligent FPGA controller IFC 1210 board from IOxOS running a real time Linux kernel, and a new generation EVent
Receiver (EVR) card EVR-VME-300 from MicroResearch Finland talking to the advanced SwissFEL timing and event distribution system [5].
The other components of VME crates are different.
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The noise sensitive crate has a GPAC/PAC set and an
incremental encoder counter card ECM514 (from Kramert GmbH), which interfaces the external encoder output of the MX80 controller unit.
In the second crate, there is an in-house designed VME
transition board with DIO functionalities and a VICB8002
IP carrier board with two IP-ADC-8401 and two IP-DAC8402 modules (from Newwood Solutions, a former
Hytec) on it to deal with 16 bit “slow” ADC (100 kHz)
and DAC (20 kHz) signals.
In addition, the noise not-sensitive rack accommodates
a serial server unit from Moxa, which can handle up to 16
serial (e.g. RS232) ports, an in-house developed precise
temperature/humidity/air pressure monitoring unit ToBaS
[6], and the rest of the equipment, which is outside the
BAM box. One notes that in the SwissFEL control system
Moxa units are primary Linux IOCs directly talking to
serial devices.

Equipment Control Software
BAM equipment control software is implemented as a
set of equipment control software modules (ECSM) created and supported in the frames of the PSI application
development environment (PADE). The environment uses
Git for software revision controls and a powerful PSI
inventory database together with its complementary application installation and loading tools [7].
The core of PADE is the EPICS toolkit. As an international collaboration project, with a wide variety of robust
tools created and available for users, EPICS significantly
simplifies any controls development.
For instance, serial (e.g. RS232) and network (TCP/IP)
devices can easily be accessed with the use of the
StreamDevice software module [8]. All that has to be
done is to define device communication parameters (e.g. a
baud rate), specify device commands in a standard protocol file, create an EPICS database with records referencing those commands, and run this database on any IOC
that has a serial communication port.
Another example is the PSI VME bus memory handling
software (VMHS) module, which is implemented as an
extension of a generic device support package (regDev)
on top of accessing memory mapped (mmap) registers
and IOxOS FPGA (tosca) drivers [9]. Based on this module, the efficient handling of a variety of VME cards can
be performed with the use of a relatively simple EPICS
database containing standard records associated with
registers and memory on those cards.
Since in the PADE framework each particular device
type is handled by its dedicated device control software
module, it was natural to implement each BAM equipment control software module as a combination of the
device control software modules associated with this
equipment and the EPICS database handling this equipment.
As a result, the next BAM equipment control software
modules were created:
- MX80, MDL, and EDFA for handling their corresponding RS232 controllers. They all use generic
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StreamDevice setting components. In addition, the EDFA
software includes a state machine program for keeping
the device parameters in safe operational limits.
- Gude and VME crate monitoring, which also uses
generic StreamDevice settings to talk to the related units.
- VME Slow Memory Access for interfacing
ADC/DAC/DIO, Kramert encoder VME cards, and reference laser pulse polarization control components with the
use of the VMHS package.
- GPAC/PAC for handling the corresponding set based
on the VMHS package.
- ToBaS for monitoring BAM temperature, humidity
and pressure sensors.
Furthermore, each serial or network equipment component is handled by a dedicated thread running on either a
Moxa IOC or a so-called SoftIOC, which is usually deployed on one of PSI virtual Linux machines. It should be
noted that such a single component oriented configuration, in particular, allows one to perform any equipment
specific test or troubleshooting work without affecting the
rest of the system.

Data Acquisition and Processing Software
The main tasks of BAM data acquisition and processing
software are:
- to evaluate the bunch arrival time and jitter and
- to set up and maintain BAM equipment operational
conditions, which are required by the data acquisition and
processing model.
The first task is performed on a shot-to-shot basis by
the used GPAC/PAC set and the IOC, which hosts it and
communicates with it over the VME bus. As a part of the
EPICS database, current bunch arrival time estimates are
always available for users.
The second task is done by applications written in
MATLAB and interfacing EPICS channels with the use of
the PSI MOCHA/CAFE library [10]. By handling channels, which are in charge of particular BAM equipment
components, these applications ensure that the parameters
of such components do not introduce any distortions that
make BAM data incompatible with the model. The applications are mostly implemented as classic closed control
loops. For instance, to make sure that the EOM DC is
biased in quadrature, one such application performs EOM
bias scans. Based on BAM tuning signals, this application
determines the EOM transmission curve by changing the
EOM bias voltage by “slow” DAC and measuring the
resulting DC photocurrent by “slow” ADC. When the
scan is complete, the working point is defined in accordance with the BAM data acquisition and processing model.
To minimize periods when bunch arrival time estimates
become invalid, the second task must be performed as fast
as possible. Usually MATLAB applications at PSI are
deployed on PC consoles running Linux. The loop execution time of such high level applications is strongly affected by natural latencies introduced by the network and
general purpose operating system. In some BAM related
cases this time can reach one minute and more, which is
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certainly not a good performance for SwissFEL operations. To improve the situation, with the use of a special
MATLAB conversion tool [11] developed at PSI all such
applications were embedded into the IOCs directly handling the corresponding control equipment. The results
are clearly noticeable. An average execution time of control loops was reduced by up to 5-10 times, which was
especially impressive when dealing with the corresponding absolute time values. For instance, for the above mentioned EOM bias scan this time was reduced from 75 to
15 seconds.

BAM Beam Synchronous Data Collection
Each electron bunch produced by the SwissFEL machine is assigned a unique ID number, which is generated
by the timing system and distributed by this system all
over the facility. An in-house developed beam synchronous data acquisition system (BSDAQ) [12] provides a
powerful mechanism for collecting and saving control
system data, which are also associated with some EPICS
records and referenced as channels, in the form of
metadata tagged with such a bunch ID. This allows one to
easily restore all facility parameters associated with each
produced bunch sometimes later (off-line) and to use this
information for a variety of applications, including tests
and improvements of the BAM data acquisition and processing model.
The list of all channels, which have to be collected and
saved by BSDAQ, is requested by control system users.
Based on this list, each IOC is provided with those channels that are handled locally.
In its IOC default setting for 100 Hz, one bunch operations, the BSDAQ data collection software is activated in
the last 1 millisecond of the available 10 millisecond
interval between two produced bunches. It obtains the
bunch ID number from the timing system (via a standard
or embedded EVR card), collects the requested data and
tags them with this number. This default setting assumes
that all data processing associated with each particular
bunch ID is done before the corresponding BSDAQ data
collection starts. However, if this data processing is not
done, then the data and bunch ID consistency will be
violated. In case of BAM, such violations were observed
on very rare occasions and were caused by extremely
heavy simultaneous GPAC, IOC, and control network
loads. To prevent such situations, BAM data collecting
BSDAQ software was modified. After each successful
data collection cycle, the ID of the following bunch is
immediately saved in a local buffer, and the data collecting software waits until the data processing performed by
GPAC and IOC is finished. As soon as this processing is
done, the software collects all required data, tags them
with the saved bunch ID, and gets ready for the next
bunch. The overall SwissFEL beam synchronous data
consistency is much more important for the facility than
the existence of rare gaps in BAM beam synchronous data
produced by the modified data collecting BSDAQ software.
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CONCLUSION
The BAM control setup was designed by diagnostics
and control system experts. As a result, all its components
are highly optimized to do their jobs as efficient as possible. A very good performance of the setup was demonstrated during SwissFEL Injector Test Facility operations
and commissioning of first SwissFEL BAM stations.
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DEVELOPMENT OF REAL-TIME DATA PUBLISH AND SUBSCRIBE
SYSTEM BASED ON FAST RTPS FOR IMAGE DATA TRANSMISSION*
Giil Kwon†,Jinseop Park, Tae Gu Lee, Taehyun Tak, Woongryol Lee, Jaesic Hong,
National Fusion Research Institue(NFRI), Deajeon, Republic of Korea
Abstract
In fusion experiment, real-time network is essential to
control plasma real-time network used to transfer the
diagnostic data from diagnostic device and command data
from PCS(Plasma Control System). Among the data,
transmitting image data from diagnostic system to other
system in real-time is difficult than other type of data.
Because, image has larger data size than other type of
data. To transmit the images, it need to have high
throughput and best-effort property. And To transmit the
data in real-time manner, the network need to has lowlatency. RTPS(Real Time Publish Subscribe) is reliable
and has Quality of Service properties to enable best effort
protocol. In this paper, eProsima Fast RTPS was used to
implement RTPS based real-time network. Fast RTPS has
low latency, high throughput and enable to best-effort and
reliable publish and subscribe communication for realtime application via standard Ethernet network. This
paper evaluates Fast RTPS and Zstd about suitability to
real-time image data transmission system. To evaluate
performance of Fast RTPS and Zstd base system, Publisher system publish image data and multi subscriber
system subscribe image data.

INTRODUCTION
KSTAR is a superconductive tokamak fusion reactor in
Korea. KSTAR uses image data to analyse plasma status
and protect device. Interlock system can use thermal imaging camera to monitor tokamak wall temperature status
and to protect device. And TV Image Diagnostic system
uses image data to analyse and understand status of plasma. In KSTAR, raw image data is required to transmit
multiple remote server in real time. Because Image data
acquired from image DAQ system cannot process in real
time in DAQ system. and must be store to archiving server. And some diagnostic image data need to monitored in
real time. In KSTAR, image DAQ system transfer image
data to processing server. Because Processing image data
take much computing cost. If image data processed in
DAQ system, it can interfere the DAQ process. Therefore,
we distribute system to image DAQ system and image
processing system. most of the image are connected with
Ethernet and image data transmitted by manual. we try to
make automatic image processing routine by using the
real-time image transmission system. by using these system, we can simplify image data sharing among servers
which needs to image data in real time.
Transferring the image data in real time is challenging
problem. Because, most of image data size is larger than
other type of data.

Figure 1: Configuration of image transmission system.
Sending/Receiving image data through network will
takes most of network bandwidth and slow down the
network performance. and publisher/subscriber node’s
network latency also will be degraded.
One image source required to transfer to multiple destination. For example, Image DAQ server acquires images
from camera and simultaneously send this data to archiving server, image processing server and monitoring server.
Increasing number of receiving server can create heavy
load on data sending server. We use Real Time Publication Subscribe Protocol(RTPS) to reduce load to publish
node and effectively share the image data. As figure 1
show us, real time image transmission system consists of
compression/decompression module and RTPS module.
Image data compress with lossless compress algorithm
and publish to multiple subscriber. Each subscriber subscribe data and decompress data to get image data.

DESIGN AND IMPLEMENTATION OF
THE IMAGE TRANSMISSION SYSTEM
Real Time Publication Subscribe Protocol(RTPS)
RTPS is a publish/subscribe protocol for Data Distribution Service(DDS) implementations. DDS is a network
communication
middleware
Object
Management
Group(OMG) standard. RTPS facilitates scalable, realtime, reliable and high-performance system. RTPS provides best effort and reliable QoS reliability mode. By
configuring the system to best effort QoS mode, we can
implement high performance networking system. RTPS
implements publisher/subscriber pattern to simplifies
complex network programming.
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Figure 2: Configuration of RTPS and lossless compression algorithm based real time image transmission system.
. RTPS uses this pattern to provide sending/receiving
function for events and data among nodes. Each node
which share topic can easily share data as if each node
were one server. For this functionality, RTPS automatically discover the address of nodes which has same topic.
Each node does not require setting address in advance.
KSTAR implement real-time image transmission based on
RTPS. Image DAQ node acquires image from camera and
publish data with specific topic. And multiple image Clients subscribe this data. (such as image archiving server,
image processing server). Each node publish/subscribe
image data over 1GbE UDP multicast with best effort
QoS reliability mode. To implement RTPS based system,
we use eProsima Fast RTPS framework[1]. Fast RTPS is
a fast publication/subscribe framework. Fast RTPS compliant with OMG RTPS 2.2 compliant. And this framework compatible with other RTPS implementations (such
as RTI Connext DDS, OpenSplice DDS, and Core DX).
This support multiple Operation System (such as linux,
windows, mac os).
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image. In fusion research, diagnostic data integrity is
important. If data changed while transferring to other
system, the accuracy of diagnostic analysis will be degraded. Therefore, lossless compress is important for this
system. there is some kind of lossless video codec. Lossless encoding codec guarantee mathematical lossless.
However, while converting image format (such as RGB to
YUV 4:4:4 conversion), image data loss may occur by
data type conversion. To ensuring the image data integrity,
we compress data with lossless compression algorithm. In
this system, we use Zstandard(zstd)[5] algorithm to compress image data. Zstd is real time compression algorithm.
This algorithm is fast and provide high compression rate.
Zstd has dictionary mode that can train sample data and
compress with this train data. This mode is good for the
case when the compressed data is small(<MB). Dictionary mode compression is more faster and higher compression rate than standard mod. Our system also configured
to used dictionary mode. Before transferring image data,
we use 3~5 image to train dictionary. By using this dictionary, we compress each image coming from camera.

Image Transmission Process
Figure 3 represent the process of real time image transmission process. Real time image transmission process is
following as below:
 Image publisher node acquire image from camera.
 Real time compression method train image to make
dictionary for the compression (This process is performed only once at the beginning.)
 Compressed data are published to subscriber.
 Subscriber nodes subscribes image data and decompress the data.

Lossless Real Time Compression Algorithm
Compressing image data is essential for real-time image transmission. Because image data size is too large to
transfer image through network. Our system use real time
compression method to compress image data. Real time
compression method compress and decompress data in
real time. Generally, video codec is widely used to reduce
the size of image (such as H.264, VP6). Dettie et el[2],
Mohammed et el[3] and B Al-Madani at el[4] proposed
video streaming over RTPS. They encode video stream
with H.264 codec. But most of codec are lossy methods.
The encode and decode image does not same to original

Figure 3: Real time image transmission process.

PERFORMANCE TEST AND RESULT
To validate performance of this system, we did loopback latency test while vary image resolution. The test
environment is following as bellow:
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Figure 4: Test environments.
Table 1: Hardware Specifications
Node 1
Node2
Intel Core i7
Intel Core i3
(2.7GHz, 4core)
(3.3GHz, 2core)
Memory
16GB
8GB
Storage
1TB SSD
8GB
Margin
CPU

Two computer was used to do performance test. Two
nodes are connected with 1GbE.

Loopback Test
Loopback test is the process which measure the latency
of network by calculating the time difference between
sending packet time and receiving packet time from
source node.

Figure 6: Concept of loopback test.
Node1 starts the test with user command and publish
image data with topic1 and node2 make the topic2 packet
with image data received from node1. And publish time
information. Node2 publishes this data and node1 subscribe topic2 packet. After subscribe topic2 packet, node
1 compute the latency of network. Node1 store every time
spent on each task and image data size into memory and
after finishing performance test. Node1 write the data into
file system.

Experiment Results
We did performance test while varying image resolution. As Table 2 show us, we test the image which has
16:9 aspect ratio. We test the color and monocular image.
We did not experiment with 1280x720 color image.

Figure 5: Concept of loopback test.
Node1 acquire image from camera and publish data
with the topic that has publish time information and image data. When node2 subscribe the data, node2 publish
with different topic that has received image data and publish time information. Latency is the time difference between publish time and returned topic subscribe time. For
more accurate test, we conducted 500 times test and compute the statistics of test data.
Figure 7 show us the process of loopback test between
2 nodes.

Table 2: Image Resolution and Size
Resolution
Gray image
Color image
size(KB)
size(KB)
160x90
14.06
42.18
320x180
56.25
168.75
640x360
225
675
1280x720
900
2700
As Figure 7 show use, Node1 store every time spent on
each process. Stored process time is following as bellow:
Table 3: Time Consumed to Process 640x360 Gray Image
Name
Time(msec)
Training for compression
9978
Image acquisition
47.82
Compression
19.49
Network Latency
6.18
Decompression
4.97
And we calculate the percentage of time consumed for
each process.
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Figure 7: Percentage of time consumed by each process
when 640x380 gray image transmitted to subscriber nodes
from publisher node.
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As Figure 9 show us, as image size is increases, latency
also increases. 640x360 grey image take 6msec latency. If
we transmit 640x360 grey image over 1GbE UDP network, it will take 6msec and its frame rate per second(fps)
will be almost 166.
Decompress process is faster than compress process. It
takes about 1/4 of the time. Compress and Decompress
process time are getting larger as the image resolution
increases. Especially compression time exponentially
increases as the image size increases. Figure 10. And
Figure 11 show us the time consumed by compression
process and decompression process.

Training dictionary for compression take almost 9 sec
when training 640x360 gray image. This process take
most of process time. This process run at once at first
time. Image acquisition process take 60% of total process
time. This time dependent to camera device and driver.
Therefore, this time can be changes as camera changes.
Compression time take 25% time. But this time are depended to image size. As Figure 8 show us, as the image
resolution increases, compressed image size decreases.
Minimum compression rate of the system is 80%.
Figure 10: Compression time.

Figure 8: Percentage of compressed data size.
Network latency was calculated by subtracts the topic1
packet publish time from node1 and topic2 subscribe time
from node 1. And then we divide this value with 2.

Figure 11: Decompression time.
We also calculate the frame rate per second(FPS) of
publisher nodes. Fps decreases as the image size increases. And fps converges to 30fps. Because the camera used
for performance test only support 30fps. If we change the
camera we can get more fps. The fps of 640x360 gray
image is 15.

Figure 9: Network latency.
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CONCEPTION AND REALIZATION OF THE VERSIONING OF
DATABASES BETWEEN TWO RESEARCH INSTITUTES
S. Mueller, R. Mueller, GSI, Darmstadt, Germany
Abstract
This paper describes the version control of oracle
databases across different environments. The basis of this
paper is the collaboration between the GSI Helmholtz Centre
for Heavy Ion Research (GSI) and the European Organization for Nuclear Research (CERN) on several aspects of the
control system.
The goal is to provide a sufficient and practical concept to
improve database synchronization and version control for
the database landscape of the two research facilities.
First, the relevant requirements for both research facilities
were identified and compared, leading to the creation of a
shared catalog of requirements. In the process database tools,
such as Liquibase and Flyway, were used and integrated as
prototypes into the Oracle database landscape.
During the implementation of prototypes several issues
were identified, which arose from the established situation
of two collaborating departments of the research facilities.
Requirements on the prototype were, to be flexible enough
to adapt to the given conditions of the database landscape
and an easy integration without too many changes into the
existing development environment.
The creation of a flexible and adjustable versioning system
enables the two research facilities to use, synchronize and
update the shared database landscape.

INITIAL SITUATION
CERN and GSI collaborate since 2008 on the settings
management framework LSA (LSA - LHC software architecture [1]) and the device controller software framework
FESA (FESA - frontend software architecture [2]). During
the collaboration so far, the main focus was on the software
and software versioning and not on the database. The LSA
and FESA frameworks have grown between the two institutes and the software is versioned in Subversion [3]. The
databases grows without a system that allows to trace or
track changes. Although, databases can be restored by backups, it is not possible to determine when which changes
were applied and which database change belongs to which
software feature. In addition, there is a lack of tools for the
collaboration environments that allow the interactions on
database level between the institutes, e.g. the easy exchange
of features. In the past, both institutes saved the database
schema changes in separate versioned text files and the order inside the file represented the execution ordering of the
database schema changes.If the changes were executed on
every database environment (development - testing - production), they were removed from the file. Therefore, the
traceability of the changes was not provided and only existed
if one compared two revisions of this file. This had, among

other things, the disadvantage that software developers could
not determine on which version of the database the software
is currently running. This is a disadvantage, because the different database environments like development, production
etc. may have different versions of the same schema.

METHODS
First, a requirements catalog of the two institutes was created and taken as basis for the choice of the best method to
collaborate and later on for evaluation of a suitable tool. The
second step was to make a model of each possible method
and test these models in a simulation environment. This
approach helped to discover possible issues, which, based
on the concept only, could not be detected. To find out the
institutes requirements, it was necessary to gain an impression of the actual environment and then ask the developers
about the current state and functional requirements, which
would be needed in the future.

Collecting of Requirements
To get an overview of each institutes requirements, it
was helpful to figure out what the technical backgrounds
were. CERN’s LSA and FESA databases were built without
any system of traceability, due to historical reasons. In the
past, database versioning was uncommon. Because of this,
many databases cannot be setup from scratch. They can be
modified only by applying delta changes, while no global
script for setup exists. Therefore, the versioning method of
choice must be applicable on an existing, as well as on an
empty database. In case of the empty one the scripts should
setup the whole schemas from scratch, also for different
environments like development and production.
Another important point was to analyze, how the existing
traceability system for software versions works. One early
requirement was, that the method for the database should
be integrated into the existing software versioning system.
For example, if the software is versioned in SVN, then the
database scripts should also be stored in SVN. In this case
the developer does not have to use two separate systems, but
instead he can rely on a seamless workflow.
An issue, related specifically to the LSA-framework, was
the availability of a lot of Java-code for interacting with the
database, used to change the configuration of the LSA system. To prevent having to maintain the same SQLs in several
locations, it was necessary for the tool to call Java-code for
executing some of the tasks. Another point for importing
data was, that it must be possible to run database imports
scripts after a database migration step.This can be used,
among other things, to repeatably update or import configuration data like calibration curves, granting database rights,
or for compiling invalid objects. The tool for the database
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Table 1: Requirements
Requirements

CERN

GSI

X
X
X
X
X
X
X

X
X
X
X

Java-Migration
Separate Database
Traceability
Repeatable Jobs
Existing Database
Expanding
Open source and free
Cherry-picking
Data import

X

X
X
X

migration must also evolve together with the database. If
some features are added to the database, the tool will have to
support these features too. Hence, the tool should we well
supported and used and some kind of plug-in concept would
be helpful.
A requirement of GSI was the separation of the schema
changes from the ones at CERN. Compared to CERN, GSI
is a smaller institute and has fewer developers. The institutes
differ in some development aspects. Since features developed in the collaboration might have different priorities for
each institute, one GSI requirement was “cherry-picking” of
features from CERN development branch at times, when it
fits GSI’s time schedule. That means GSI must be able to
select the changes, their order and migration time. If GSI
decides that a schema change is needed at a later point in
time or is not needed at all, then the executing order of the
migrations might be changed to fit GSI’s priorities.
Finally, it was required, that the tool has to be open source
and should be free of charge. A summary of the specifications from both institutes is showed in Table 1 requirements.

Selection Process
After collecting the requirements, the next step was to
select tools which will fit theoretically. As it had to be an
open source tool, there are two popular migration tools on
the market - Flyway and Liquibase. Each of these tools
fits theoretically to the requirements catalog. For a better
exclusion process, an environment was created, which is
similar to the production environments of both departments.
The goal was to simulate the database landscape of both
institutes, to be able to test the chosen migration tools in an
environment close to the real-world. First of all, the database
was converted to a set of Flyway and Liquibase scripts. After
this step, the tools were tested and analyzed with several
predefined use cases derived from the requirements catalog.

Implementation
A DDL export of the recent production databases was
used as a blueprint to setup the scripts for a test environment,
which was important for further evaluation. In our case
it was as close as possible to the productive environment
and therefore allowed to compare the different products and
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how they fit with the requirements in near real-life conditions. During the migration the following issues have been
identified:
• Circular dependency: The two schemas LSA and
FESA have internal dependencies into the respective
other schema. While both tools will start to migrate
and thus execute the scripts, this will cause an error at
some point. Both tools works on one specific schema
at a time and the error occurs when a dependent object
from another schema is not available. This situation
occurs only when the two schemas are empty, and when
both are setup from scratch.
• Commons4Oracle: The library Commons4Oracle [4]
- c4o is a collection of database tools and is heavily
used by the LSA and FESA database. C4o can be
installed in its own schema, or inside an existing schema.
At CERN, the c4o database is installed into the LSA
and FESA schemas due to access rights. In this case
the database migration tool has basically to version
two database schemas in one. The c4o schema has an
independent product lifecycle and therefore can not be
easily versioned together with LSA or FESA.
• Different database levels: At both institutes - CERN
and GSI - the database landscape is composed of a development, test and production database. Every level of
database needs a different migration script and possibly
a different set of configuration files.
During implementation those three points mentioned
above were to be the most difficult to solve. The circular
dependency is relatively simple to avoid, but there is no
easy way to solve it. Either the database structure will have
to be adapted - this is the best solution - or the script runs
two times at the beginning. At first, the script will stop just
before the dependency would get executed with an error,
after this the other script migrates the database schema with
the missing dependency up to the point were the missing
dependency is created. Finally, the first database script can
finish completely.
The issue where the c4o database schemas is installed into
an existing schema has the difficulty, that the tool Flyway
orders only on the basis of filenames and has no additional
configuration. Liquibase uses an XML-file in which every change is configured. Because Flyway only relies on
filenames managing c4o inside another schema is difficult,
Liquibase does a better job because this tool can be configured through XML-files. The way how Flyway works is, it
looks in the folder for the migrations files and generates a
ordered list depending on the filenames. The list will then be
compare with a log table in the schema to determine which
files Flyway has already executed. If new files that are ot of
order are found, like the changes for the c4o, then Flyway
might throw an error because it conflicts with the already applied executing order. For this issue the c4o can be installed
in a separate schema, but this scenario is not desired. What
also might be possible but was not practically tested, is to
try two Flyway installations, with slightly different configTUPHA041
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uration, working on the same schema, one for c4o and one
for the product using it.
The last issue is, how to set-up different database with a
specific version of the schemas. On the production database
only code is executed which has already been tested on the
test- and development-database. This problem can be solved
in different ways. It was decided to work with database
specific maven projects which will include a different set of
migrations depending on the corresponding database that
has to be setup. For example the development database will
include folders, containing scripts also for future planned
releases (e.g. R9, R9.1, R10) and the production database
only already applied releases (e.g. R9, R9.1). Another
possible solution is to use the Liquibase feature to apply
scripts only in a specific ’context’ and to configure in that
way the environment in which a migration should execute.
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version number, like ”V00_01_10102017_1500.sql”. This
file was created on 10.10.2017 at 3 pm (15:00).

STATUS
At the moment at GSI the accelerator controls group uses
Liquibase for database migration. Since GSI was starting
with empty schemas from scratch for the LSA and FESA
products they did not have to care about existing data, contrary to that CERN is investigating at the moment how to
handle the already existing content and looking into baselining its database.
The administrator can execute the migration for the one of
the databases. The import process includes the repeatables
(like some access rights). Figure 1 shows on the right side
the different databases at the accelerator controls department (AccDBU: development, AccDBT: testing, AccDBP:
productive).

RESULTS
If both institutes would stick to an agreement, that every
change will be compatible to the other tool, in principle every
institute could handle the change with the tool of his choice.
For example Liquibase users have to set-up the filenames
in a way that Flyway recognizes a sensible execution order.
This is not a common or easy way but it is possible. But
because of the desire for ”cherry-picking” and the versioning
of two schemas (c4o and the product) in one, both tools reach
their limits. Liquibase performs better, it gains flexibility
and has more advantages through the XML-configuration
approach than Flyway a common versioning in Flyway is not
possible because of the difference in execution order when
“cherry-picking”.
Both tools are suitable for continuous delivery. And help
developers to roll-out the software and the database simultaneously with a matching set of features.
Another advantage for Liquibase is, that the tool has an
XML parser which can read the XML files and translate
into a SQL query for a respective database type. In this
case the same XML file can be executed for a test on an
Oracle database and in the next step into for example a DB2
database. Since the change is described through XML it is
translated into the appropriate database dialect. Liquibase
also provides the possibility to specify a rollback script for
a migration step.
Flyway’s biggest advantage is also its biggest disadvantage. Flyway uses convention over configuration, so has basically no configuration files and generates its list of schema
changes based on the filename ordering. Generating sensible version numbers for these schema change scripts in
two different institutes, must be considered when defining
a versioning scheme for the filenames. For example if two
people in each institute generate a new file, and the current
version number is 100, it is not possible that both create
a version 101. Flyway would not execute both migrations,
because the version number needs to be unique. To solve this
issue creation date and time of the file were included into the

Figure 1: GSI’s accelerator controls group migration
overview.

SUMMARY/OUTLOOK
The biggest effort is, to introduce the tool in the daily
workflow of the developers. At the beginning the usage of a
database migration tool is a big step. When introducing a
database versioning tool there is no transition, the change
is instant. SQL (or DDL and DCL) [5] cannot be simply
executed on the database anymore, basically all the changes
have to go through the versioning tool. But in long term
the tool has more advantage than disadvantage. Like the
ability to setup a new database from scratch for testing, to
easy setup a database off site, adding in a specific environment data for Unit-tests, or execute an automatic roll out
of the already tested changes on the production database.
These are just some examples of the advantages that database
migration tools can have. Another point is the possibility
that Liquibase is expandable through plug-ins. The opportunity to write extensions for Liquibase provides a lot of
possibilities. Another topic currently investigated is the possibility to managed a part of the content, mainly more or
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less static configuration, through Liquibase. This is shown
on the left side of Figure 1. The information is kept in configuration files that can also be modified by people that are
not experts on database migrations and imported through
Liquibase ”custom changes”. Which are basically a custom
Liquibase extension [6]. Figure 2 shows the future outlook
of the versioning from both institutes. This status will be
accomplished when the migration of Liquibase is complete.
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Abstract
ALICE Data Point Service (ADAPOS) is a software
architecture being developed for the RUN3 period of
LHC, as a part of the effort to transmit conditions data
from ALICE Detector Control System (DCS) to Event
Processing Network (EPN), for distributed processing.
The key processes of ADAPOS, Engine and Terminal,
run on separate machines, facing different networks.
Devices connected to DCS publish their state as DIM
services. Engine gets updates to the services, and converts
them into a binary stream. Terminal receives it over 0MQ,
and maintains an image of the DCS state. It sends copies
of the image, at regular intervals, over another 0MQ
connection, to a readout process of ALICE Data
Acquisition.

INTRODUCTION
The purpose of this article is to present an overview of
a new software architecture developed for an upcoming
major upgrade to the ALICE experiment at CERN, along
with simulation results demonstrating its performance and
stability.
The O2 project [1] involves extensive upgrades to the
ALICE experiment [2,3] as the interaction rates will
increase by a factor of 100 [4], during RUN3 period of
LHC (scheduled to commence in 2021). ALICE Data
Point Service (ADAPOS) is part of the pipeline for
transmitting conditions data from ALICE Detector
Control System (DCS) to O2, where it will be used in the
reconstruction of physics data from the experiment.
ADAPOS uses Distributed Information Management
(DIM), 0MQ, and ALICE Data Point Processing
Framework (ADAPRO). DIM and 0MQ are multipurpose application-level network protocols. DIM and
ADAPRO are being developed and maintained at CERN.
ADAPRO is a multithreaded application framework,
supporting remote control, and also real time features,
such as thread affinities, records aligned with cache line
boundaries, and memory locking. ADAPOS and
ADAPRO are written in C++14 using OSS tools,
Pthreads, and Linux API.

The basic unit of conditions data is called a data point.
A data point can contain a temperature or voltage reading,
typically from a single device or channel. When the state
of a data point changes, an update (event) is generated,
which ADAPOS needs to pass on to O2.
ADAPOS is a soft real time architecture. It consists of
three applications: Engine, Terminal, and Load Generator
(LG). According to the specifications, ADAPOS Engine
needs to:
1.

not lose or corrupt data;

2.

preserve the order of updates to a data point;

3.

handle data with throughput rate and latency as
predictable as possible;

4.

be stable and responsive; and

5.

allow redundant instances for maximising
overall robustness and maintainability of
ADAPOS
while
avoiding
unnecessary
downtime.

These requirements capture the essential aspects of the
architecture that were considered. As the counterpart of
Engine, Terminal needs to meet the same requirements.
Load Generator, on the other hand, is only a tool created
for testing the performance and reliability of the other two
ADAPOS applications. A manager application was also
built for controlling and monitoring Engine and Terminal.
The main use cases of ADAPOS architecture revolve
around conditions data. These are service subscription
(i.e. obtaining conditions data), transmitting updates to the
readout application of ALICE Data Acquisition (DAQ)
(via Terminal), and publishing statistics for service
quality diagnostics. Figure 1 illustrates the use cases from
the perspective of Engine.
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asynchronous threads also made ADAPOS applications
meet the responsiveness requirement (4) in respect to
responsiveness to commands received over DIM or
POSIX signals.

ADAPOS Engine

1. Service Subscription

<<requires>>
Terminal
2. Transmitting Updates

Device
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Figure 3 presents an informal overview of some of the
main software technologies used for building ADAPOS
applications. Engine is abbreviated as ‘E’, Terminal as
‘T’, and Load Generator as ‘LG’.

<<requires>>

3. Publishig Statistics

Manager

LG

Figure 1: A UML Use Case Diagram of Engine.

E

T

ADAPOS

ARCHITECTURE
ADAPOS applications are designed for the CERN
CentOS [5] (Linux) operating system. C++14 was chosen
to be the programming language for implementing
ADAPOS, especially due to the requirement (3) for
maximising the predictability of update event troughput
rate. For networking, ADAPOS uses Distributed
Information Management DIM [5] – also developed and
maintained at CERN – and 0MQ [6] protocols.
During early stages of development, the common
functionality of Engine, Terminal and Load Generator
was moved to a library (that gradually evolved into a
more framework-like appearance, i.e. to exhibit inversion
of control), known as ALICE Data Point Processing
Framework (ADAPRO). It is open source software and
publicly available at CERN GitLab [7]. ADAPRO is a
software framework that can be used for building
applications that can use simple configuration files and
user-defined worker threads. ADAPRO threads are based
on a Finite State Machine (FSM) model.

C++ / POSIX / GNU / Linux

ADAPRO
DIM / 0MQ
TCP / IP

Figure 3: Software Components
Engine runs on a server in DCS network, and obtains
conditions data by subscribing to the DIM services
provided by the control system and its components. It
stores the latest states of the data points as 128-byte
binary records, known as DataPointCompositeObjects
(DPCOM). Engine sends DPCOMs to Terminal, using a
0MQ socket.
Terminal runs on a Front-Line Processor (FLP), facing
both the DCS and DAQ networks. It updates a contiguous
array of DPCOMs, called Full Buffer Image (FBI). A FBI
represents a snapshot of the state of DCS. Terminal keeps
sending FBIs to the DAQ readout application at regular
intervals, using another 0MQ socket.
Figure 4 presents a sketch showing the basic flow of
conditions data in ADAPOS.

READY
START

STARTING
PAUSE

ABORT

CONTINUE

CONTINUE
RUNNING

ABORT

ABORTING

ABORTED

STOP

ABORT

PAUSED

PAUSE

STOP

STOPPING

STOPPED

Figure 2: ADAPRO Thread States.

The way in which ADAPRO was used, by separating
different computational tasks to independent and largely

LG is an ADAPRO application for Linux, that
publishes data points using DIM protocol, and updates
them periodically with an adjustable delay between
updates. It is used for simulating conditions data sources,
during the development of ADAPOS software, especially
to ensure that ADAPOS meets requirements (1), (2), (3),
and (4). Thanks to the design of DIM, LG is completely
agnostic about the number of Engines subscribing to its
services.
The reliable design of TCP, DIM and 0MQ largely
ensure that the transport layer of ADAPOS meets
requirements (1) and (2).
TUPHA042
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SIMULATIONS

To address the scalability issue, the generated patterns
of LG were modified to grow sequentially. With this
setup, Terminal could verify the updates in real time,
using simple counters. Using sequential updates was also
useful for verifying that ADAPOS didn’t alter the order of
updates, thus meeting requirement (2). Whether the data
in update events grows sequentially or is random doesn’t
affect integrity, which is a fact also verified in a different
set of simulation runs.
The main performance aspects tested during
simulations were the number of LG instances publishing
updates simultaneously, the number of services published
per LG, throughput rate of updates, i.e. the number of
DPCOMs processed per second. It was also noticed that
the Linux scheduler had a major performance impact,
especially on the stability of the sustained througput rate.
Thus, in the later simulations, numactl and/or POSIX
Threads library were used successfully to stabilize the
throughput rate, thus making ADAPOS fulfill
requirement (3).
After hundreds of hours of different simulations on a
hardware that matches the FLPs that are going to be used
during RUN3, results on ADAPOS performance were
obtained. The obtained results provide good indication on
the level of performance of ADAPOS.

RESULTS
The simulations helped to optimize the performance
and stability of ADAPOS software. Figures 5, 6, and 7
present the results of the 33 10-minute simulation runs
with ADAPOS 1.0.0, during which no event loss or
corruption was detected. The coloured bars present the
average throughput of each simulation run. The grey error
bars represent the minimum and maximum measured
throughput during the simulation run, so they give some
idea about best case and worst case performance.
During the nine simulation runs used for producing
Fig. 5, thread scheduling parameters were not adjusted,
and the LGs were configured to add a 5 µs delay between
updates.
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Figure 5: Simulation Results, Part I.

Figure 6 shows results for simulation runs where 5 µs
delay between updates were used. Every ADAPOS
process was started with numactl -N 1 -m 1.

Avg. Throughput, kHz

It was necessary to run simulations in order to verify
that ADAPOS meets its design requirements. The
simulations also helped to determine the level of
performance. During a simulation run, LG would replace
DCS as the data source. At the beginning, Terminal
would dump the data into a Comma Separated Values
(CSV) file on the local filesystem. The files would then
be analyzed using scripts. This solution was not scalable
and the size of the CSV files became an issue.
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Figure 6: Simulation Results, Part II.
Figure 7 shows results for simulation runs using 1 µs
delay and numactl -N 1 -m 1.
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Figure 7: Simulation Results, Part III.

TUPHA042
484

Data Management and Processing

When operating below the maximum capacity, the
performance of ADAPOS was found out to scale roughly
linearly, with a notable exception that seems to be related
to thread scheduling.
The number of data points per LG don’t seem to
have effect on performance, except for increasing the
startup time of Engine proportionally. When starting
Engine with the number of services being in the order of
thousands, the startup time was in the order of
milliseconds, whereas starting Engine with millions of
service, subscriptions took several minutes. The expected
number of services in production is around 100 thousand
services, so the startup time is not an issue.
The maximum level of performance with the test
setup was found to be around 400 kHz, which is two
orders of magnitude better than the current requirements.
When a certain stress level is exceeded, ADAPOS reaches
its maximum performance, which shows in Fig. 7. By
contrast, in the simulations associated with Fig. 6, the
throughput was still growing linearly as a function of the
number of LG instances. In the test setup, the Linux
scheduler started assigning dedicated CPU cores to
ADAPOS threads when their CPU time to real time ratio
gets high enough.
Because ADAPOS applications only keep track
on the latest known state of each data point, the same
memory allocations can be reused. Thus, the memory
consumption of ADAPOS applications doesn’t increase
over time, unless there are recursive memory leaks. The
simulations confirmed that the memory usage remained
constant, even during a span of several days of maximum
operation at maximum throughput at a time, with one
important exception. It appears that the size of the 0MQ
input queue of Terminal can start growing very fast if
Terminal processes updates slower than Engine. Thus,
monitoring the memory usage of Terminal can be very
useful for diagnostics.
As stated above, there were no event loss or
problems with data integrity detected while running the
simulations included in this article. Stress tests that lasted
for days on maximum performance also indicated no
signs of data loss or corruption.

CONCLUSION
ADAPOS turns out to meet its specifications.
It was found out, that the Linux scheduler has a major
impact on ADAPOS performance, especially on a multisocket system, when it moves threads from one CPU
socket to another. Because ADAPOS is an input-output
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oriented system, performance improvements are hard to
achive by compiler optimizations like loop vectorization.
Instead, adjusting scheduling, paging and other such
runtime system parameters, is likely to yield speed boosts
more easily.
ADAPOS 4.0.0 and newer versions also support
the usage of two redundant Engines to cope with
requirement (5) and the mechanism is known to work,
based on later simulations. However, the use of multiple
Terminals or Engines that subscribe to different services,
remains yet to be implemented and tested. Also, adding
support for an ADAPOS configuration database, may
become a future priority. Furthermore, developing
methods for detecting when ADAPOS exceeds the
maximum level of stable performance, remains an option
for future research and development.
ADAPOS also serves as a case study for
demonstrating the features of ADAPRO. Ideally,
adjustments in thread scheduling could be implemented in
ADAPRO framework itself, making it more attractive tool
for general audience in real time parallel programming or
physics control systems. Other possible future
improvements include an unified asynchronous streamlike API to DIM and 0MQ access and a simpler thread
model in ADAPRO.
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CONCEPT AND FIRST EVALUATION OF THE ARCHIVING SYSTEM
FOR FAIR
V. Rapp, GSI, Darmstadt, Germany
V. Čuček, XLAB d.o.o., Ljubljana, Slovenia
Abstract
Since the beginning of computer era the storing and
analyzing the data was one of the main focuses of IT
systems. Therefore, it is no wonder that the users and
operators of the coming FAIR complex have expressed a
strong requirement to collect the data coming from
different accelerator components and store it for the
future analysis of the accelerator performance and its
proper function. This task will be performed by the
Archiving System, a component, which will be developed
by FAIRs Controls team in cooperation with XLAB
d.o.o., Slovenia. With more than 2000 devices, over
50000 parameters and around 30 MB of data per second
to store, the Archiving System will face serious
challenges in terms of performance and scalability.
Besides of the actual storage complexity, the system will
also need to provide the mechanisms to access the data in
an efficient matter. Fortunately, there are open source
products available on the market, which may be utilized
to perform the given tasks. This paper presents the first
conceptual design of the coming system, the challenges
and choices met, as well as the integration in the coming
FAIR system landscape.

around 2000 devices, producing more than 30 MB of data
per seconds. If stored plain, this amount of data will, in
the long term, exceed the capacity possibilities of the
controls systems infrastructure. Therefore the system
must provide functionality to aggregate the historic data
to reduce the required storage size.

SYSTEM OVERVIEW
In order to fulfill all requirements and manage the
existing and future challenges in a fast changing
environment, the archiving system is designed in a
scalable and modular way. It consists of several
components, which communicate with each other.
Conceptually those components can be split in following
functional parts:
 Downstream flow: collecting the data
 Storage component: storing the data
 Upstream flow: extracting the data from the
storage

INTRODUCTION
Previous experience with the existing GSI facility
showed the necessity of a centralized storage of historical
data obtained and generated by individual accelerator
components and their control system at a permanent
location. The main focus of such data archive is to
provide the possibility to correlate the actual and historic
data in order to analyze the accelerator performance and
its proper function. In the coming FAIR [1] facility this
function will be offered by the Archiving System, which
is currently developed by the Control Systems
department, together with XLAB from Slovenia.
This system will allow storing the data on a configurable
base of resolution in time, triggered by timing events or
on-change. Collected data may be either values gathered
from devices, higher level data like computed physics
properties or generated abstract data. The Archiving
System will include functionality to query, filter, correlate
and display historical data. For data identification and
synchronization purposes the system should be able to
query, receive and store data from other control subsystems, such as the accelerator’s settings management
system LSA [2], the Beam Transmission Monitor system
or the Post-Mortem system.
The aim is to collect all the relevant data form the
devices of the controls system. In numbers it means

Figure 1: General system overview
In addition to those core parts, different supporting
components will be a part of the Archiving System.
The basic idea of the whole systems architecture is to
design and implement those components independent
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from each other and clearly define the communication
interface between them.
Generally, the workflow of the archiving systems starts
with the collection of the relevant data. The actual
retrieving of it is described here [3]. Basically, the
archiving system must subscribe for all relevant device
properties in order to get the desired information. This
part of the system is performed by the component called
Data Collector, which is a part of the downstream flow.
The information collected by the Data Collector may be
of general interest in the future. Therefore, the collected
data is disseminated using a message broker. Considering
different broker products on their performance, available
documentation as well as their current distribution in the
market, the Apache Kafka [4] seems to be the most
suitable solution for performing of this task. The Data
Broker component aggregates all data received from the
Data Collector component, originating from multiple
sources. It provides a common interface for other
components to retrieve data and acts as an optimal
consumer for the components underneath, reducing data
flow congestion.
The actual writing of the data into the database is
performed by the Data Writer component, which acts as a
consumer to the Data Broker and wraps all the database
calls used for storing the data in Short-Term Storage
(STS). From the database point of view, the storage is
split into 2 parts. One is the Short-Term storage
containing the fine granular data and the other is the
Long-Term Storage (LTS), where the data is compressed
over fixed time intervals, e.g. by storing only selected
aggregated values of those time interval. The Data
Reductor component collects and reduces data from the
Short-Term Storage and stores it in the Long-Term
Storage component.
The database storage components are based on the
Elasticsearch [5].
In the upstream data flow, the Data Extractor is
performing the actual database queries and aggregating
the data. Additionally a client library will be provided to
ease the data access. The Client makes requests to the
Data Extractor, which checks the user’s access level and
then extracts data from Short-Term Storage and
eventually Long-Term Storage and sends it back to the
client. The Data Extractor GUI Client can be used for
basic querying and visualization of extracted data. The
Extractor Client can also be used to implement custom
exports and make data available to other analytical tools.
Query optimization and resource usage monitoring are an
important task of the Data Extractor.
A number of supporting components called controllers
are used for configuring the Archiving System at different
stages. They can be accessed by the Administration Client
directly through the API Gateway for simple operations
that include only one controller.
Following the scalability concept the collector, writer
and the extractor components are developed for the multi
node deployment, i.e. multiple instances will be deployed
on different servers. To coordinate the tasks performed by
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those particular components an Apache Zookeeper [6]
configuration service will be used.

CORE COMPONENTS
Data Collector
As described previously the Data Collector component is
responsible for subscribing and receiving the data coming
from different devices. Those devices may be based on
top of different communication protocols: RDA3 (FESA)
or Device Access [3]. To achieve this task the Collector
utilizes the JAPC interface, which provides a unified
subscription interface for continuous data gathering. The
Data Collector, as other Data Worker Group and Data
Worker Controller Group components and libraries, is
written using Java.
Each deployed Data Collector instance registers itself in
the Zookeeper Service, making its computing resources
(specified as number of threads) available to the Data
Collector Controller. The Data Collector Controller is
then able to send a list of device configurations to the
Data Collector for subscription and processing.
Implementing and deploying additional Data Collector
device connectivity do not induce changes in the
implementation of the controller or other components of
the Archiving System, because the whole component is
assembled modularly. Each Data Collector can subscribe
to several devices at once.

Figure 2: Data Collector overview
Data Collector instances are controlled with the Data
Collector Controller component through the REST API.
Figure 2 shows the high-level overview of the
components and connections. Data acquired from the
devices are parsed and encoded in JSON format before
publishing them to the Kafka broker. The acquired data
may contain device settings as well as actual
measurements. The device settings go through an onchange filter before they are pushed to the Meta-Data
topic on the Data Broker component. The measurements
are stored continuously and pushed to a separate Data
topic. The device parameter name and timestamp are
stored in each document, so fields from the same device
message can be rejoined in the Data Extractor, if needed.
The benefit of using separate topics and consequently
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separate indices in the Short-Term Storage is that metadata will use much less storage, making filter queries their main usage - on them much more efficient.
Conversely, measurement data will mostly need to be
displayed per-point and usually occupy much wider
domain of ever changing values.
Each Data Collector receives the configuration at the start
of operation by watching for changes in configuration
service, as the Data Collector Controller updates the
record that the Data Collector has created upon startup.
The Data Collector Controller specifies the type of each
device field - whether it produces data, meta-data, or
timestamp.
Each Data Collector instance is also sending its utilization
and data flow rates to the broker component, which are
afterwards written to the database.
Multiple instances of the Data Collector nodes are
coordinated by the Data Collector Controller component.
The main purpose of this component is to distribute and
monitor connections between the devices and Data
Collector nodes. It is connected to Data Collector
instances by watching and using common nodes of the
Configuration Service, where it also watches for newly
registered Data Collector instances. Each Collector
instance is responsible for a specific set of devices and
parameters. The distribution of the load, i.e. subscriptions,
between those instances is done by the Controller
component.

Data Writer

The main objective of the Data Writer is to encapsulate
database specific calls. Similar to other components the
Writer is controlled by the Data Writer Controller. The
data from the Data Broker is consumed by the Data
Writer and inserted into the Short-Term Storage. The
meta-data is stored directly to both Short-Term and LongTerm Storage simultaneously. The Status Library is used
to publish input and output data flow measurements from
all components involved in data processing. In addition it
also provides functionality for publishing notifications,
relevant for the Administrators, events for triggering
remote procedures and system messages, used for
monitoring infrastructure resources.
Apart from storing device data, the Writer is also
persisting component statuses, events and notifications in
Long-Term Storage.
The Writer component follow the same multi thread and
multi node approach as the Collector described
previously. Every thread of the Data Writer instance is
responsible for collecting the data from a particular Data
Broker Topic. Data Writer plays an important role during
the shutdown procedure, because it is responsible for
safely storing all the data, before the maintenance can
begin. The currently proposed idea is to shut down every
instance, only after the collector group reaches the last
record offset and after the Data Collector instances enter
the shutdown state. Operation will be coordinated by the
Data Writer Controller, using Configuration Service
component.
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Storage
As mentioned previously the storage concept consists of
two parts: short and long term storage. First contains the
fine granular data received from the devices. Depending
on the device type and the accelerators mode the
incoming data rate may go up to 1 kHz. Since the
archiving system is aimed to store and manage the data
for time periods of multiple years, the data amount here
would exceed the data storing capacity which can be
supported by the current control system infrastructure.
Therefore a reduction of data needs to take place.
Compressed data is stored in the long term storage. The
compression and writing to the long term storage is
performed by the Data Reductor component.
Due to different infrastructural and organizational
constrains Elasticsearch database was chosen as a storage
backbone for both, long and short term storage. It
provides a simple and powerful interface for retrieving
and inserting data into the database. In addition to this, it
also has some basic analytic tools, which could simplify
and reduce code inside the Data Reductor component.
During the compression the data reduction algorithm may
change the structure of the data. One of the algorithms
which will be implemented is to take multiple beam chain
executions during a defined time interval and leave only
particular aggregated values of those: mean, standard
deviation, maximum and minimum values etc.

Data Extractor

The Data Extractor component is responsible for
seamlessly querying data archived in both the Short Term
and Long Term Storage. From the architectural point of
view the extractor component can be split in several
different parts, as shown on Figure 3.

Figure 3: Data Extractor overview
All requests from clients are processed by the Data
Extractor core service. Main role of this service is to
delegate operations to other sub-components, log user
usage statistics and to authorize request.
Data presenter is responsible for joining results from
different databases. The actual knowledge behind this
operation is possessed by the Data Reductor library,
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because data joining highly depends on the reduction
algorithm.
Data Extractor can request data from the databases of the
short and the long storage. Query engines are responsible
for interpreting requests and assembling consecutive
lookups and results for more complex queries. Data
Export service implements functionality to convert
archived data to other requested formats, e.g. CSV. The
Extractor provides RESTfull interface to query the data.

CURRENT STATUS AND FUTURE STEPS
Currently a prototype of the system was developed and
successfully deployed in the GSI environment containing
the future FAIR relevant components. The prototype
however, offers a limited functionality. So, as example all
components considering the long term storage are still in
the development. On the other hand it provides sufficient
functionality to judge over the overall stability and
suitability of the whole design concept. Additionally, it
allows the first performance tests of different parts of the
system. Especially the stability and the long term
performance of the Elasticsearch database will be in focus
of the coming evaluations. Currently however, the main
focus of testing lies in the functionality area.
Remaining functions of the system, described previously
are currently under development.
In general the controls system department at GSI plans
to use the prototype in the planned beam time in year
2018 at least for smaller amount of chosen devices. This
usage must show how well the overall systems
architecture is suited to the FAIR and GSI environment
constrains. The experience from the usage will also show
if the system must be redesigned in the future.
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INTEGRATION OF THE VACUUM SCADA WITH
CERN’S ENTERPRISE ASSET MANAGEMENT SYSTEM
A. Rocha, S. Blanchard, J. Fraga, G. Gkioka, P. Gomes, L. Gonzalez, G. Riddone, T. Krastev,
D. Widegren, CERN, Geneva, Switzerland
Abstract
With over 128Km of vacuum chambers, reaching pressures as low as in interstellar space, CERN is home to the
largest vacuum system in the world. Its underlying architecture comprises approximately 15 000 pieces of control
equipment, supervised and controlled by 7 Supervisory
Control And Data Acquisition (SCADA) servers, and over
300 Programmable Logic Controllers (PLCs). Their configuration files are automatically generated from a set of
ORACLE databases (vacDB) using a Java application
(vacDB-Editor).
The maintenance management of such an amount of
equipment requires the usage of an Enterprise Asset Management system (EAM), where the life cycle of every
equipment is tracked from reception through decommissioning.
The equipment displayed in the vacuum SCADA is automatically integrated in its user interfaces (UIs) based on
data available on vacDB. On the other hand, the equipment
available in Infor-EAM for maintenance management activities (creation of work-orders, stock management, location tracking) resides in its own database. This leaves room
for mismatches between what users see on the SCADA and
in Infor-EAM. Although manual imports of equipment lists
from vacDB to Infor-EAM are possible, the process is time
consuming, error prone, and only guarantees the correctness of data while no equipment is added, deleted or modified in vacDB. Aiming to solve this issue, a web-based application called vacDM was developed to ensure continuous consistency between vacDB, Infor-EAM and CERN’s
dictionary database for equipment descriptions, the naming-DB.
Following the implementation of vacDM, the vacuum
SCADA was updated to allow the generation of Infor-EAM
work orders.

INTRODUCTION
Vacuum at CERN
Since the foundation of CERN in 1954 that its accelerator complex has been in constant growth. As new accelerators are designed and built to achieve higher energy
beams, the requirements on the vacuum levels in the accelerator chambers become stricter. In order to achieve the
specified beam lifetimes and also to reduce thermal conduction on cryogenic systems, the accelerator chambers at
CERN operate at pressures between 10#$ and 10#%& mBar,
achieved by a multitude of pumps, valves and gauges.
In order to meet the operational requirements, the vacuum control system has evolved over the years to what is
now a multi-tier architecture as illustrated in Figure 1.

Figure 1: Vacuum controls architecture at CERN [1].
Data from field devices is acquired by the PLCs that are
interconnected in CERN’s technical network. The PLCs
communicate with the SCADA server on the supervision
layer, where the incoming data is archived, processed and
displayed to the end user via dedicated consoles.

Data Engineering
The configuration of the SCADA and PLCs is performed
through the vacDB-Editor, where equipment can be added,
modified and deleted (Figure 2). The vacDB-editor stores
persistent data in vacDB, a set of ORACLE databases that
contains all of the required configuration parameters for
every device. From the data in vacDB the export module
of vacDB-Editor generates automatically the configuration
for the SCADA and PLCs, mapping SCADA datapoints to
memory locations in the PLC.
SCADA SERVER
SCADA Configuration Files

vacDB
PLC Configuration Files

vacDB-Editor

PLCs

Figure 2: Control System Configuration Workflow.

The Need for an EAM System
With the increase over the last years on the number of
equipment under the responsibility of the vacuum group,
the task of tracking the location, stock levels and relationships between equipment became almost impossible using
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traditional methods such as excel sheets. Several commercial products are available in the market to aid in this task,
and the official product at CERN is Infor-EAM [2].
Infor-EAM provides functionality for vacuum in three
domains:
• Equipment Management – allows tracking of the
equipment under the responsibility of the vacuum
group for: location, works performed, and hierarchical
relationships (control hierarchy and installation hierarchy).
• Work Management - creation of work orders on
equipment and post-analysis – who did what and
when.
• Stock Management - tracking of inventory levels and
equipment locations within the stock.
In addition, equipment is distinguished into three categories:
• Assets – physical equipment, labelled with a unique
barcode identifier. Assets can be installed in functional positions or associated to other assets, forming
a hierarchical relationship.
• Functional Positions – placeholders for physical
equipment. The names of functional positions correspond to the names of equipment seen in the SCADA.
• Systems – a logical grouping of assets or functional
positions.
The following terminology is also required for the understanding of the coming chapters
• Equipment Code – identifier for the type of equipment. Example: HCVRGPT300 (TPG300 crate)
• Asset Code – identifier for a physical unique piece of
equipment. Asset codes contain the equipment code,
a manufacturer code and a sequence of digits. An example of an asset code is HCVRGPT300-CR000056,
where HCVRGPT300 is the equipment code (in this
case a TPG300 crate), CR the manufacturer (CERN),
and 000056 the sequence number.
• Functional Position Code – an identifier for a functional position. The construction of functional position codes is subject to the naming conventions on
where the functional positions are inserted.
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determined that this issue arose due to the lack of tight linking between the printing of labels and the declaration of
assets.

Problems When Managing Functional Positions
While it is possible to manually import all equipment
available in vacDB to Infor-EAM, this operation is timeconsuming, error prone, and frequently needed, due to continuous upgrades on the vacuum system of CERN accelerators.

The Solution
In order to ensure that asset declaration in Infor-EAM is
tightly linked with barcode printing, and that functional positions are synchronized with vacDB with the correct descriptions defined in CERN’s naming database, a webbased application was developed. This application is called
vacuum data manager, referred to as vacDM. This paper
describes the functionalities implemented as well as the architecture and the technologies involved.

OVERVIEW OF FUNCTIONALITIES
Asset Management in vacDM
Via a web interface (Figure 3), users are able to request
labels for new assets by choosing the equipment code. The
equipment codes available for label printing are displayed
in a tree structure, linked with CERN’s naming database to
ensure that only official, approved codes, are used.
After a user selects the equipment code and number of
assets to be created, vacDM accesses the Infor-EAM database to check the latest asset sequence number printed for
this equipment code. The sequences of the new asset codes
are then calculated, combined with the official equipment
code description for the asset available in the namingDB,
and the assets are created using Infor-EAM’s SOAP API.
In parallel with the creation of assets, an email is sent to
the user responsible for printing the labels and a ticket is
created in JIRA for the printing job.
vacDM Server

JDBC

inforEAM Server

SOAP API

vacDM-DB

Problems When Managing Assets
Prior to the usage of vacDM, when new equipment was
received or manufactured, an asset code would be generated and a label printed and attached to the device for future
identification. The equipment would then be manually declared in Infor-EAM so that the information about the new
asset could be introduced and the device tracked for location and works performed on it.
According to registries held in excel sheets on the number of labels printed for each asset type, it was observed
that the number of labels printed did not match the number
of assets declared in Infor-EAM by several thousands, posing an issue for the traceability of vacuum assets. It was

MVIEW GRANT

JDBC

JDBC
REST API

EMAIL API

namingDB
inforEAM-DB

vacDM Web UI

Figure 3: Asset Management sub-system architecture.
The historical records of all asset requests, along with the
status of the creation attempts for each asset in Infor-EAM
are kept in the vacDM-DB. For assets that failed to be created, a further import can be launched.
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Functional Positions Management in vacDM
For functional positions, the main objective set for
vacDM was the elimination of discrepancies between data
stored in the vacuum SCADA, Infor-EAM, and the naming
portal. To achieve that (Figure 4), a materialized view on
the vacDM-DB joins the functional positions declared in
vacDB and Infor-EAM-DB, with the equipment code descriptions in the naming-DB. This materialized view provides a transversal view on functional positions data and is
used by vacDM to check for inconsistencies between the
three databases. This materialized view is refreshed daily
or on-demand, and a scheduled job updates Infor-EAM
with the differences detected with respect to vacDB or
naming portal.

Figure 6: Work Order Generation Tool.
After the user pushes the button Create WorkOrder, the
SCADA application opens a web browser with a pre-filled
WorkOrder.

vacDB
vacDM Server

inforEAM Server

MVIEW GRANT

JDBC

The vacDM application is built around the Spring
Framework (Figure 7), and therefore it inherits many of its
architectural traits. Spring is a Java EE open source framework created to address the complexity of enterprise applications development [3], and relies on the principle of Inversion of Control (IoC) by automatically managing bean
creation and dependency injection [4].

SOAP API

vacDM-DB
MVIEW GRANT
REST API

ARCHITECTURE AND TECHNOLOGIES

JDBC

namingDB
inforEAM-DB
vacDM Web UI

MVIEW GRANT

Figure 4: Functional positions sub-system architecture.

Work Order Generation from the SCADA
Having vacDB functional positions automatically synchronized with Infor-EAM allowed for the development of
a Work-Order generation tool in the vacuum SCADA (Figure 5). Accessible with a right-click on every equipment,
the work order generation tool provides a subset of vacuum
relevant work order options (Figure 6) in relation to all
available fields in Infor-EAM.

Figure 5: Work Order generation in the vacuum SCADA.

Figure 7: vacDM architecture.
This approach enables the development of java classes
in a loosely coupled fashion, promoting single-responsibility and separation of concerns. Several spring modules
were bundled together to address the requirements of
vacDM:
• Spring core – provides the basic functionalities of
spring such as bean dependency injection, lifecycle
management, auto-wiring, etc…
• Spring web-mvc – provides web functionalities on top
of the spring core using a model-view-controller architecture.
• Spring security – provides authentication and authorization management.
• Spring LDAP – provides wrappers that simplify
LDAP operations, used to authenticate users against
CERN’s active directory database.
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• Spring Data – provides functionality for database access and support for transactions.
Taking into consideration Spring design principles,
vacDM was developed into a four-tier architecture, composed of the presentation, business, persistence, and database layers.

Presentation Layer
The presentation layer is responsible for the visual part
of the application. It runs partially on the web-server and
partially on the client’s browser. Once the static content of
the webpage is rendered by the server and sent over to the
client, the client then issues web-service requests to get,
update and delete data, according to the user inputs.
In the presentation layer, vacDM makes use of the
Apache Tiles view resolver on the server-side and of Bootstrap, CSS, Jquery and Javascript on the client-side to handle the aspect, animations, and API requests to the backend
server.

Business Layer
The business layer implements spring controllers for
handling web resources, restful web-services, and general
business logic. After receiving an HTTP request, the business layer controllers might access data-access object
(DAO) functions in the persistence layer to get database
data. After the data is processed according to the business
logic and, depending on the requested URL, the business
layer controllers return a view, later processed by a view
resolver on the presentation layer, or JSON objects that will
trigger a renderization of the concerned module on the client’s browser.
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roles what defines which pages or web services the user
will have access to.
Out of the box and with minimal configuration required,
spring security provides a login/logout mechanism, and
protection for cross-site request forgery (CSRF), session
fixation, and the ability to secure the application at the
method level.

Servlet Container
The servlet container chosen for the application was
Apache Tomcat 8, an open source implementation of the
Java Servlet, JavaServer Pages, Java Expression Language
and Websocket technologies. It is used in several largescale and mission-critical web applications across a diverse
range of industries and organizations [5]. Tomcat is as of
2017 the most widely used application server for Java [6],
having a large developer community and plenty of online
support resources.

DEVELOPMENT STRATEGY
In order to minimize the risk of propagation of software
faults to the production server, a continuous integration
pipeline was set up using a Continuous Integration (CI)
server (replica of the production server) and the gitlab platform (Figure 8). After every git push, the vacDM CI server
pulls the affected branch, runs units tests, builds the application using maven, and deploys it locally to http://vacdmdev/{branchName}. This allows developers to test their
feature branches in an environment similar to the production server.
Development Machine

http://vacdm-dev/{branchName}

http://vacdm/

Persistence Layer
The persistence layer implements the DAO objects that
provide abstraction to the business layer of the database details. The classes in this layer follow the DAO pattern,
providing a Java interface to the business layer, and allowing an easy swap of the implementation classes in case
needed.

git pull

Database Layer
The database layer is composed of Spring JDBC template beans and CERN hosted ORACLE databases. DAO
classes access database parameters through the Java Naming Directory Interface (JNDI).

Security
The application is secured using Spring Security, a
Spring module that provides the backbone for managing
authorization and authentication, being customizable to address specific user needs. The vacDM spring security module was customized to obtain user authentication from
CERN’s active directory database. This was done to avoid
the duplication of accounts between CERN’s infrastructure
and the vacDM service.
For authorization, vacDM implements a concept of user
roles. A set of roles is associated with each user, being the

deployment

git push

deployment

Master branch copy

vacdm-dev server

vacdm server

GitLab Server

vacDM-DB dev

vacDM-DB

Figure 8: Continuous Integration architecture.
All git push commands on the master branch are automatically deployed to http://vacdm-dev/, allowing developers to test the next release of the application. From
Gitlab’s user interface, developers can trigger an automatic
deployment to production. Upon a deployment to production, the CI server stops the tomcat service on the production server, copies the web application and restarts it. This
enables an automatic application deployment in less than a
few minutes.
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CONCLUSION
The first version of vacDM was successfully put in production and is now managing over 9000 pieces of vacuum
equipment in the LHC. With no further developments required, the SPS and CPS machines will also be integrated
in vacDM, after the completion of an on-going database
consolidation campaign. This will enable the vast majority
of vacuum equipment to be managed in Infor-EAM, improving the tracking of equipment throughout its lifecycle.
After 6 months of usage of vacDM, the number of ghost
assets (with label printed, but not declared in Infor-EAM)
has been reduced to zero. Similarly, 100% of the SCADA
functional positions targeted to be managed in Infor-EAM
have been successfully imported.

FUTURE WORK
To ensure further consistency with CERN’s layout database, vacDM needs to be updated to also import layoutDB
names as aliases on the equipment it creates in Infor-EAM,
along with the database links between Infor-EAM and layoutDB, to allow the navigability between the layoutDB
portal and Infor-EAM.
On the SCADA side, several new features will be developed to improve the user experience:
• Direct links from the equipment menu in the SCADA
to the layoutDB webpage

• Direct links from the equipment menu in the SCADA
to the Infor-EAM webpage
• Automatic WorkOrder creation upon detection of abnormal conditions, such as equipment failure or overpressure.
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PROBLEM DESCRIPTION

Abstract
At the European Spallation Source ERIC (ESS) in Lund,
Sweden, the entire facility including all its instruments will
be controlled by a large number of programmable logic
controllers (PLCs). Programming PLCs, however, entails a
significant amount of repetition. It is thus an error-prone and
time-consuming task. Given that PLCs interface with hardware, this involves economic aspects as well, due to the fact
that programming errors may cause damage to equipment.
With PLC Factory, we managed to automate repetitive tasks
associated with PLC programming and interfacing PLCs
from EPICS. This tool is used in production at ESS and
has led to a large increase in productivity compared to the
previous status quo. We describe PLC Factory as well as its
embedded domain-specific programming language PLCF] ,
which it is built upon.

INTRODUCTION
The European Spallation Source ERIC (ESS) in Lund is
building large-scale infrastructure that is projected to include
hundreds of programmable logic controllers (PLCs). Of particular concern is that PLCs directly control hardware, thus
erroneous instructions may lead to damage to equipment.
An additional problem is that programming PLCs is a rather
repetitive affair. With a small number of PLCs, the tedium is
certainly manageable. However, given the future large-scale
deployment of PLCs at ESS, we were motivated to look
into ways of automating some of the tedium associated with
PLC programming with the dual goal of both saving time
and increasing reliability as computers are better suited to
repetitive tasks than humans.
The structure of this paper is as follows: After describing the problem we were facing at ESS in some detail, we
present a high-level description of our solution, i.e. the application PLC Factory. That section covers how dependencies between devices are implicitly modeled by an in-house
database, the role of template files and how they are processed, the detailed execution of PLC Factory via pseudocode, a description of the substitutions that are performed
by a custom domain-specific language, a brief discussion of
how we check for consistency in the data we produce, and
an analysis of the computational cost of PLC Factory. This
is followed by a short section on related work, and a section
on future work.
∗

gregor.ulm@alumni.lse.ac.uk

ESS uses a database for configuration management, the
Controls Configuration Database (CCDB). It is conceptually
similar to a system at CERN with the very same name [1].
Yet, CCDB at ESS was developed from scratch. The Facility
for Rare Isotope Beams (FRIB) at Michigan State University is another user of CCDB. CCDB contains static device
information of the entire instrumentation hardware at ESS.
The problem we wanted to solve was to automatically generate both EPICS database records as well as code blocks in
Structured Control Language (SCL) for the Siemens product
TIA Portal. The former were intended to be complete records
so that they could easily be imported into our local EPICS
installation, the ESS EPICS Environment (EEE). The Experimental Physics and Industrial Control System (EPICS) is a
distributed control system for scientific instruments [2]. The
goal with regards to SCL code generation was to produce
code blocks with relevant device information for a particular PLC. Furthermore, we wanted to explore approaches
that allow the dynamic computation of values, such as memory addresses, which, for instance, may increase in fixed
intervals.
CCDB stores information for each device instance and
device type. Devices can be in two kinds of relations. First,
a device is in a controls relationship with each device it
controls. This is a finite number of controlled devices, which
may be zero. Second, a device may also be in a controlled-by
relationship that states which devices it is controlled by. In
order to refer to these hierarchies of dependencies, we will
use the term dependency tree in the following, or simply just
tree. Those trees are only implicitly described by CCDB
entries.
Before the advent of PLC Factory, a PLC programmer
would use a number of templates according to device type,
populate them manually with values taken from CCDB, hope
to not have made a mistake, and use the resulting files for
configuring EEE or as a starting point for continuing PLC
programming in TIA Portal. This approach is repetitive,
error-prone, and does not scale well with increasingly larger
dependency trees. Thus, we were looking for a solution that
handles the following cases of substitutions in template files:
1. direct substitution, i.e. for a given device d, use property p as specified in the corresponding CCDB entry
for d
2. enabling shared properties between devices, in order
to remove redundancies in CCDB
TUPHA046
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3. automatically managing counters to specify PLC memory address offsets in EPICS database records
The first problem is straightforward as it is based on a
simple database lookup. The motivation behind the second
issue is that it is not uncommon that devices share property
names and values. This was originally reflected by duplication of data in CCDB. However, we wanted to reduce such
redundancies in order to decrease the maintenance burden.
The third problem is a greater challenge as part of creating
the output file requires manually incrementing memory addresses. It also promised a much bigger payoff, considering
that this task, when creating records for many devices, easily
involves hundreds of modifications. While not inherently difficult, adjusting memory addresses manually is nonetheless
a error-prone and time-consuming task.

SOLUTION
PLC Factory is an application written in Python 2.7 that
automates the three kinds of substitutions we just outlined.1
Those automatic substitutions remove most if not all of the
repetition we encounter when engaging in large-scale PLC
software development. Starting with the foundational concept of a dependency tree, we are going to describe the steps
PLC Factory performs in successively greater detail. After presenting a high-level overview, we will move on to
pseudocode and eventually dissect PLCF] , the embedded
domain specific language that is at the core of PLC Factory,
and which enables the expressivity and flexibility we are
about to discuss.

Dependency Trees
Since CCDB describes dependency relationships between
devices, this information can be used to construct a dependency tree that explicitly models those relationships. Let us
present a simple example: Consider an element r, which is
the starting point for PLC Factory and the root of the tree we
intend to construct. The root device r controls the devices
u1 and u2 , of which the former controls v11 and v12 , and the
latter v21 . This is illustrated in Fig. 1. In a production setting
such a tree can be arbitrarily deep. Every unique device is
of a particular device type, for instance a PLC or a vacuum
pump. A dependency tree may contain several devices that
are of the same device type.

Template Files
PLC Factory takes a list of template IDs as one of its
inputs. One such ID may be EPICS or TIA, where the former may designate templates that are used for creating an
EPICS database records file, and the latter SCL code blocks
for TIA Portal. A device type may have template files with
particular IDs attached to it in CCDB. In general, template
1

PLC Factory is an open-source product, licensed under the third version
of the GNU General Public License (GNU GPLv3). The source code
is available at the following repository: https://bitbucket.org/
europeanspallationsource/ics_plc_factory.



 





 

 

Figure 1: Example of a dependency tree. Different shadings
indicate different device types.

files are text files with a fixed structure. Through processing via PLC Factory, certain fields within a template file
are replaced. A simplified example is the substitution of a
field DEVICE_NAME in a template by the concrete name of a
device that is an instance of the device type this template is
associated with.
In addition, header and footer files with a template ID
can be attached to a device type. Those files may be static,
but they could also be regular template files. The main
reason why headers and footers constitute a separate category
is that the header needs to be prepended to the resulting
output file, and the footer appended. For other templates,
the ordering could be arbitrary, which implies that even
though the output of PLC Factory is deterministic, i.e. given
identical inputs, two runs will result in identical output, there
are many possible valid outputs for a given input.

Processing Template Files
Assume that, in Fig. 1, the root device r is of device type
d0 , devices ui are of device type d1 , v11 and v21 are of device
type d2 , while v12 is of a different type, d3 . We define the
operator ⊕ as a shorthand for processing template files. This
operator is applied to a device instance x and a specific
template. Templates are retrieved by a function t that takes
as its input a template ID like EPICS and the device type of
x, which is determined by the function d applied to device
x. Thus, the resulting operation is x ⊕ t(id, d(x)). If there is
no such template attached to CCDB, then no output for that
particular device within this tree is produced. Conceptually,
PLC Factory skips such nodes in the tree.
In addition, we define the header file h(id, d(r)) as well as
the footer file f (id, d(r)). The root r has no other templates
associated with it. The concatenation operator is given by the
+ symbol. Template processing has a higher precedence than
concatenation. PLC Factory processes a tree level by level.
The resulting order of the output resulting from processing
the tree in Fig. 1 is a concatenation of the following form:
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r ⊕ h(id, d(r)) + u1 ⊕ t(id, d(u1 )) + . . .
+ v11 ⊕ t(id, d(v11 )) + · · · + r ⊕ f (id, d(r))

(1)

This example describes PLC Factory on a high-level, but
glosses over some of the more intricate steps in template
processing, such as user-specified computations, or resolving
references to properties of both the current device as well as
to devices on a higher level in the hierarchy. These features
are discussed in the subsection on PLCF] further below.

Detailed Execution Order
PLC Factory takes a root device r as well as a list ids
of template IDs as arguments. As stated in the previous
subsection, template IDs specify the kind of the desired
output file, for instance EPICS for EPICS database records
of a tree. For each template ID id, the following algorithm
is executed.
Data: CCDB, root device r, template ID id
Result: list out containing text for post-processing
begin
out ← 
. collected output
ds ← r
. list of devices
while ds not  do
d ← ds.pop()
cs ← d.controls()
. CCDB lookup
while cs not  do
c ← cs.pop()
if t(id, d(c)) ∈ CCDB then
out ← out + c ⊕ t(id, d(c))
cs0 ← c.controls()
ds ← ds + cs0
end
end
end
out ← r ⊕ h(id, d(r)) + out + r ⊕ f (id, d(r))
end
Algorithm 1: Processing a dependency tree
The method controls() queries CCDB in order to determine which devices cs are controlled by a given device d,
while the method pop() removes the first element from a
list, and returns it. The function t retrieves templates, while
the function d determines the type of a device, as described
further above.
All lookup operations are memoised, i.e. their results are
stored in-memory, in a hash table. Whenever a lookup is
performed, this hash table is first queried. Only if a certain
device has not yet been encountered, a request is sent to
CCDB via the network. This means that PLC Factory will
not issue unnecessary requests to CCDB as in-memory data
is always queried first. This fact is particularly relevant for
the later subsection on scaling behavior of PLC Factory.
PLC Factory creates output files by processing a dependency tree in a consistent order. In general, templates are
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attached to device types, but CCDB also contains information related to each device instance. For a given template ID,
template processing of a device d involves retrieving both
the template associated with the device type of d as well as
retrieving the instance-specific properties of d from CCDB.
Furthermore, the root element of a tree may have a header
or footer file attached to it, which are processed at the very
end.

PLCF] , An Embedded Domain-Specific Language
A central feature of PLC Factory is the embedded domainspecific programming language PLCF] . Essentially, PLCF]
is a mini programming language for simple expressions,
which are embedded in template files. For each such expression, PLCF] performs a number of substitutions and
evaluations, with the goal of eventually producing a valid
Python expression. Those Python expressions are finally
evaluated and their resulting values placed in a template file
with the goal of producing the final output. PLC developers
define PLCF] expressions within template files. Those expressions are evaluated while PLC Factory processes the set
of template files that are associated with a tree.
PLCF] solves the following two problems:
Shared Property Values CCDB contains properties of
each device. However, it is a relatively frequent occurrence
that a device d 0 which is controlled by d shares some of its
properties as well as the values associated with them. We
refer to this as shared property values. A straightforward
solution is to store those property values in CCDB for both
d and d 0. However, this leads not only to redundancies, it
also increases the maintenance burden as property values
need to be updated for several devices at once. Due to its
repetitiveness, this is a potentially error-prone activity.
Memory Address Management A potentially even
more tedious and repetitive task is the manual management
of memory addresses, and their stepwise increments in
EPICS records and SCL files. In an SCL source code file
for a moderately complex tree, a PLC developer may need
to enter many hundreds of memory locations, and keep
different step sizes in mind.
The general principle is that a PLC developer has the
freedom to define an unlimited number of expressions in
PLCF] as part of a template file. Their general format is
[PLCF ] < expression >]. PLCF] expressions are eventually transformed into valid Python expressions. PLCF]
knows a restricted number of keywords. With the exception
of counter variables and #HASH, these keywords are not discussed in this paper, however. Furthermore, it is possible to
call user-defined functions, which need to be defined in an
external source code file. This is an advanced feature, which
we will not discuss it in this paper either.
Resolving Local Device Properties This is the first
of three increasingly complex use cases that illustrate the
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power and flexibility of PLCF] . A user may want to perform
simple arithmetic operations involving properties related to
the current device, e.g.
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PLCF] properly handle those variables, the only requirement
is to specify the increment of the used counters in a template
file. Modifying the previous example, one of our template
files may contain the following statement:

[PLCF# DataBlockStartOffset + 1]
[PLCF# ^(DataBlockStartOffset) + Counter1]
This means that the value of the CCDB property
DataBlockStartOffset associated with the current device will be used for this computation. The lookup happens
in reverse, though. Instead of looking up a property name
that is part of a PLCF] expression in CCDB, PLC Factory
requests all property names and values for the device it is currently processing. Afterwards, PLC Factory looks for each
property name in the provided PLCF] expression. If there
is a match, it performs a substitution with the associated
property value from CCDB.
While this approach may appear counter-intuitive at first,
it ensures that PLC Factory is highly flexible as it does not
need to have any knowledge of concrete property names. In
contrast, a more straightforward substitution would be based
on known property names, similar to how certain keywords,
e.g. #HASH, are handled. Such an approach, however, would
be much more difficult to maintain. In contrast, with the
chosen approach a user can define any property name in
CCDB and rest assured that its value will be correctly used
when processing template files — as long as both the property name in CCDB and the property name in the associated
template file match. This does not require any modification
of PLC Factory itself as the tool is fully agnostic of property
names.
Resolving Shared Device Properties Recall that
properties may be shared by devices within a tree. PLCF]
knows the special operator ↑, pronounced as "up" and
represented by the caret symbol (^).2 Using the up operator,
a PLC developer only needs to update a shared property
for a parent device in the tree.3 All child nodes can subsequently refer to this one property. In code, it looks as follows:
[PLCF# ^(DataBlockStartOffset) + 1]
Being able to refer to shared properties in this way greatly
reduces the maintenance burden as we only need to update,
in the case of a property that is universally shared among
devices within a tree, one single entry in CCDB instead of a
potentially very large number of entries.
Handling Global Counter Variables Template files
may contain global counter variables. In order to make
2

3

As we later learnt, this design decision happened to be an unintentional
throwback to the early days of computing. The original 1963 ASCII
standard knew an upwards arrow symbol. However, it was replaced by a
caret in its 1965 revision.
This is a simplification. In reality, the root of a dependency tree does not
need to contain the property value a dependent device is using. Instead,
PLC Factory will traverse the entire implicit tree that is specified by
CCDB. Thus, a shared property may eventually be looked up in a device
that is located many levels above the root of the chosen dependency tree.

Processing counter variables happens as a separate postprocessing step. To refer to the algorithm presented earlier,
post-processing is performed on the output out, and subsequently written to a text file. Counter variables dynamically
change as they may be incremented with each additionally
processed template. While part of the motivation behind automating memory allocations and computing offsets is due
to wanting to fill up the available memory block by block in
a consistent manner, the main reason for automating this task
emerges in the interplay between EPICS database records
and their corresponding SCL files. This is briefly discussed
in the subsection on consistency checks further below.

Evaluation Order
The evaluation order of a PLCF] expression is as follows:
1. look up shared properties
2. look up local properties
3. process counter variables
4. evaluate the resulting expression in Python
This order is always maintained, although each of the
first three steps is optional. After the last step, the PLCF]
designators, i.e. [PLCF# and the closing square bracket ] are
dropped and the computed value is inserted into the output.

Consistency Checks
One of the goals of PLC Factory is to make large-scale
PLC programming less error-prone. Thus, we implemented
a measure for indicating whether properties and property
values associated with the devices within a tree have been
modified, possibly by a different user. This is, for instance,
useful in order to quickly verify whether there have been
changes of related data in CCDB after creating a set of
output files. Assume a user receives SCL and EPICS files
for a given dependency tree. By comparing the hash value
contained in the header of both the SCL source file and the
EPICS database records, it can be quickly verified whether
both files refer to the exact same tree. The hash value is used
to compare the consistency between structurally different
files. Thus, using a tool like diff would not be feasible.
Time stamps would not be feasible either, as those would
differ between two executions of PLC Factory even if all
values of the dependency tree were the same.
It is important that the memory locations in a set of EPICS
database records correspond to the associated SCL file. The
reason is that a mismatch may lead to unexpected behavior,
like opening the wrong valve. In order to avoid that kind of
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problem, it is essential to quickly verify the consistency of
both SCL files and EPICS database records. PLC Factory
computes a hash value for a tree in a deterministic manner.
A user is able to access this value by placing the keyword
#HASH in a template file. This value is also printed to the
command line after processing a dependency tree with PLC
Factory.

Scaling Behavior
PLC Factory is a highly efficient tool that scales very well
in practice. The bottleneck of the execution is due to input/output operations like accessing CCDB via the network,
downloading template files, opening those files, and writing
the final output. For every device type and every device
in a tree only one CCDB query is performed. Accessing
information repeatedly queries an in-memory cache instead.
As a consequence, PLC Factory runs in linear time, viz.
O(m + n) = O(n), where m is the number of device types,
of which there is one template associated with each device
type, and n the number of devices.4 CCDB needs to be
accessed once for every device in a tree. Internal operations
are disregarded in this calculation as their cost is negligible
in comparison to the cost of accessing CCDB via the network; writing the final output is interpreted as a constant.
Processing header and footer files is likewise interpreted as
a constant. Thus, PLC Factory scales linearly in the number
of unique devices.
On a related note, processing additional template IDs associated with a dependency tree is only a constant additional
cost, depending on the number of device types. For example,
if the user desires to create EPICS database records and SCL
code blocks, then PLC Factory almost exclusively relies on
cached information. The only additional cost consists of
querying CCDB for templates of the chosen ID for each
device type in the tree because information regarding each
device instance already resides in-memory at that point.
To quantify the runtime empirically: on a 2011 MacBook
Air with an 1.8 GHz processor, PLC Factory processes three
different template IDs for a tree containing around 40 devices
in roughly 7 seconds in total.

RELATED WORK
While a first prototype of PLC Factory was being put in
production at ESS in July 2016, a paper on a similar system,
developed by Borrowman and Taylor at Observatory Sciences Ltd., appeared [5]. They describe a one-pass method
for inserting values into EPICS database records, using a
Python script that takes precomputed values from a Microsoft Excel sheet as its input. In comparison, PLC Factory
seems more flexible as values do not need to be precomputed. Instead, they are generated on-the-fly, while ensuring
4

In case the result of O(n) is not immediately obvious: a tree contains n
unique devices which are instances of m device types. We also know that
the number of device types is at most as large as the number of unique
devices. In reality, though, m is much less than n. Thus, we can identify a
leading coefficient, which is subsequently dropped: O(m+ n) ≤ O(2n) =
O(n).
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consistency. In addition, due to its generic approach, PLC
Factory is able to generate SCL code blocks as well.

FUTURE WORK
PLC Factory is already successfully used in production at
ESS. We are currently evaluating two directions for future
work, however.
First, we are aware that not all users who may be interested
in PLC Factory are endeared to the command line. Thus, we
are considering not only adding a graphical front end, but
to turn PLC Factory into the backbone of an internal webbased application. In order to generate the desired output,
users would only have to select the root device of any of the
possible dependency trees within the entire instrumentation
at ESS and select template IDs.
Second, we are considering extending PLC Factory by
adding an exporter to automatically generate operator interfaces (OPIs). The motivation is likewise to make this tool
even more user-friendly. OPIs are well established in PLC
programming. For instance, Cockrell et. al. [4] have established a number of guidelines for OPIs in this context, which
might be a good starting point for our own work. An example
of an OPI for a PLC system is described by Casas-Cubillos
et. al. [3].
Moreover, we would like to spread the word on PLC Factory. As was mentioned in the beginning of this paper, our
version of CCDB is also used at FRIB. In case CCDB gains
further users, PLC Factory might gain a foothold at other research institutions. Due to its flexibility, PLC Factory can be
easily tailored to use other database backends as well. Thus,
we believe that any institution that deals with the problem
of large-scale PLC deployment with a toolchain similar to
ours could be potentially interested in using PLC Factory
and possibly contribute to its future development.
Finally, it has to be stressed again that PLC Factory does
not rely on any domain knowledge related to PLC programming or EPICS. Due to its generic approach to template
processing it is therefore entirely feasible to use it in many
other domains as well, as it is essentially a universal templatebased substitution engine. In order to encourage adoption
of PLC Factory, we released its source code under the GNU
General Public License.
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VDI (VIRTUAL DESKTOP INFRASTRUCTURE) IMPLEMENTATION
FOR CONTROL SYSTEM - OVERVIEW AND ANALYSIS
P. Kurdziel1, National Synchrotron Radiation Centre SOLARIS, Krakow, Poland
1
also at Jagiellonian University, Krakow, Poland
WHAT IS VIRTUALIZATION?
Virtualization is a process that involves increasing the
physical resources of a hardware through its virtualization.
There are different kinds of virtualization. We can divide virtualization into three groups:




Hardware virtualization.
Systemic virtualization.
Network virtualization.

Because of virtualization implementation we are able to
run multiple processes simultaneously on one physical machine. This process allows multiple operating systems(OS)
to work at the same time on the same machine. We can also
freely change the system configuration. On virtual machines we can increase or decrease:



Processors and their cores.
Hard drives:
- RAM, Configure the network adapters.
- USB devices.
- USB controllers and many other devices.

Server virtualization is a great example of hardware
virtualization.
If using the right software we can run 30 virtual servers
based and operating on different operating systems (OS) on
various subnets and performing different tasks at the same
time.
Another type of virtualization widely used nowadays is
network virtualization.
Creating VLAN (Virtual LAN) on switches allows to extend the capabilities of the device and increases its productivity. One port may have multiple VLANs or virtual subnets.
We can also use virtualized network adapters. There are
only one physical network adapter and the right software
needed to configure many virtual environments.

WHAT IS VDI?
I would like to discuss also an VDI – Virtual Desktop
Infrastructure. It is the virtualization of desktops which
are used in every office.
This method is called a thin client and it allows to implement an end-user application and its configured environ-

ment on the server. This involves creating a virtual machine resource (VM) for each user who is authorized and
has access when logging into Vmware Horizion 7 with the
installed agent on the terminal. The created virtual machines (MV) are on the server and work under control of
hypervisior using the same process as in server virtualization.
Each VM desktop has appropriately configured RAM
memory, disk space, and other resources. The entire installation takes place on a virtual disk created on the physical
server. The user interacts with the VM using the remote
graphical terminal protocol, for example: RDP (Remote
Desktop Protocol). The VDI client is a simple terminal
whose operation is solely connecting to the VDI infrastructure on the server. The protocols used for connection between terminal and VDI are:



PCoIP
VMWare Blast

This solution works very well in places where computers
or laptops are used for multi-tasking and multi-shifts, or for
different users who have access to a particular desktop
where each of them have their own applications, directories
and data. Also all data lives in the data center, not on the
endpoint, so there are significant security benefits of VDI.
There is no data on the machine itself. This is a big advantage and massive benefit of using VDI in the control
system and therefore it was decided to test it in NCPS “Solaris”.

VDI TEST IN NCPS "SOLARIS"
Tests were performed in the control room. Eleven desktop computers with Centos 64 v7.3 operating system and
Tango system were virtualized. All computers had a special configuration, and were very sensitive to any change.
Many packages and repositories have been installed for a
long period of time to balance the quality of work and requirements imposed by operators (see Fig.1).
After moving these computers and creating the same
number on virtual machines(VM), it occurred that there
were no loses on the hardware performance. "Everything
worked as well if not better" - this is a quote from the system users’. Also the assumption was made that the server
must have efficient graphics card because each station has
to be able to operate 4 monitors. The NVIDIA Tesla M60
GPU graphics card was used for testing. It was expected to
be very efficient and meet our expectations
After many tests a problem with the drivers was detected.
The card could not handle 4 monitors at the same time. The
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problem occurred while defining the main monitor. After
the configuration of the graphical environment and the
desktop by the Operator it turned out that the image starts
to flicker and constantly refresh itself. An attempt to set up
a Ticket in Nvidia was made. Unfortunately, there was no
improvement. After many tedious tests the solution was
found and it was simpler than anticipated. A standard
graphics card located on the server was used as a solution.
Everything worked smoothly. The fault was only in the
compatibility of CentOS drivers.

BENEFITS OF VDI
The advantages of VDI implementation in the Control
System are:







Access any computer to the VM.
Possibility to dedicate appropriate groups to the
VM with specific rights to access resources.
Easy Backup.
Can be used as Ansible - easy to deploy VM with
the corresponding system configuration.
Lack of physical computers (cheaper operation,
no support, no failure).
Efficiency.
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The main disadvantage of this system unfortunately is
the price.

Figure 1: VDI in Solaris.
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ARES: AUTOMATIC RELEASE SERVICE
I. Prieto Barreiro, F. Varela. CERN, Geneva, Switzerland.
Abstract
This paper presents the Automatic RElease Service
(ARES) developed by the Industrial Controls and Safety
systems group at CERN. ARES provides tools and techniques to fully automate the software release procedure. The
service replaces release mechanisms, which in some cases
were cumbersome and error prone, by an automated procedure where the software release and publication is completed
with a few mouse clicks. ARES allows optimizing the time
and the work to be performed by developers in order to
carry out a new release. Consequently, this enables more
frequent releases and therefore a quicker reaction to user
requests. The service uses standard technologies (Jenkins,
Nexus, Maven, Drupal, MongoDB) to checkout, build, package and deploy software components to diﬀerent repositories
(Nexus, EDMS), as well as the ﬁnal publication to Drupal
web sites.

INTRODUCTION
At CERN, the Industrial Controls and Safety group of
the Beams Department (BE-ICS) provides solutions and
support for industrial control systems and develops, installs
and maintains safety systems. The software implemented
by the group covers all layers of the control systems, i.e.
ranging from front-end devices like PLCs (Programmable
Logic Controllers), Front-End Computers executing realtime tasks up to the SCADA HMI and web visualization.
Multiple languages and packages are employed to develop
all this software, like:
• The Siemens/ETM WinCC Open Architecture (OA)
SCADA(Supervisory Control And Data Acquisition)
product for the supervisory software.
• Unity Pro and Simatic Step7 for Schneider and Siemens
PLC programming respectively.
• C++ for real-time applications, industrial middleware
like OPC Uniﬁed Architecture and extensions to the
commercial WinCC OA package.
• Java and Python for controls applications automatic
generation tools.
• Java, Javascript and Angular JS for web visualizations.
In addition, due to the diﬀerent operating systems used
for operation in diﬀerent domains at CERN, most of the
software needs to be built for both MS Windows and Linux.
Although all software is committed to a common repository, the build and release processes were traditionally left
up to each developer. This led to a very heterogeneous set
of release mechanisms that included standard automated
tools like Apache Maven [1], custom scripts (Python or Perl)
which were maintained by the developers, or manual procedures consisting of multiple steps. In some cases, the
release procedure was cumbersome and error prone leading
to various problems:

• Very speciﬁc procedures required an expert knowledge
in order to make a release of a software component.
This represented a major problem when an urgent hotﬁx was required in operation but the release expert was
not around.
• Software releases were infrequent since developers
would tend to include multiple bug ﬁxes in a new version of the component to avoid releasing multiple times.
This resulted in a long time for users to wait for a bugﬁx.
• Manual steps led to incorrect information during the
distribution of the components, e.g. inconsistency between version number in the web pages used for distribution and the component itself, which created confusion among the users as well as it caused some published versions to be unnoticed since the version number in the distribution pages had not been updated.
To avoid these issues, the BE-ICS group decided to develop ARES, which is described in the next sections.

AUTOMATIC RELEASE SERVICE
ARES makes use of standard technologies (Jenkins [2],
Nexus [3], Maven, Drupal [4], MongoDB [5]) to provide a
uniﬁed and automated release procedure, thus reducing the
complexity and time required for releasing new software and
keeping in sync the repositories with the software published
for the ﬁnal users. The following sections will describe the
service architecture and the software release and publication
workﬂows.

ARCHITECTURE
Figure 1 shows the main architecture and workﬂow of
the release service. The software responsible persons use
Jenkins as the web interface to trigger and complete the
release. The build and release steps run in the background
and are implemented using Apache Maven. This approach
hides the complexity of the diﬀerent steps involved in the
release and allows to trigger new releases by non-expert
users.
ARES uses two diﬀerent repositories:
• Sonatype Nexus is the main software repository. It
contains the software binaries plus additional metadata used to qualify the release, like the description of
the target system for the software package.
• EDMS (Electronic Document Management System) [6].
The repository is used to store the software documentation and additional information like the software release
notes.
Once the software has been released, the publication procedure uses Nexus, EDMS and Jira [7] as data sources to
obtain the list of released versions, the documentation and
TUPHA049

IT Infrastructure for Control Systems

503

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUPHA049

Figure 1: Service architecture.
the list of issues ﬁxed in the new version of the component. The compiled information is stored in a non-relational
database (MongoDB) where it is queried periodically by the
web content management tool (Drupal).
Apache Maven plays an important role in the release and
publication workﬂows, its main beneﬁts will be explained
in the next section.

Apache Maven
"Apache Maven is a software project management and
comprehension tool. Based on the concept of a Project Object Model (POM), Maven can manage a project’s build,
reporting and documentation from a central piece of information."
There are several beneﬁts in using Maven in ARES:
• Deﬁnition of a common parent POM ﬁle. The software
components having a similar nature, i.e. PLC baselines
or SCADA packages, can share a parent POM ﬁle where
all common tasks are deﬁned. Examples of these tasks
are: how to ﬁlter and package the source ﬁles, deﬁnition
of the repository where to deploy the packaged software
or the deﬁnition of the diﬀerent release proﬁles.
• Release proﬁle deﬁnitions. Maven allows to create different proﬁles to customize how the project is built and
released. For example, ARES deﬁnes three diﬀerent
proﬁles for public releases, beta releases and snapshot
releases. The main diﬀerence in the proﬁles is the
repository where the artifacts are deployed, being internal repositories for the beta or snapshot releases. The
public release proﬁle deploys the software to staging
repositories - explained in the following sections. The
diﬀerent proﬁles are activated automatically from Jenkins by parsing the version number of the release. For
example, version numbers containing alphabetic characters (like ’1.0-beta-01’) will activate the beta release

proﬁle and version numbers containing only numbers
(like ’1.0’) will activate the public release proﬁle.
• Implement additional functionalities by creating new
Maven plugins. In some cases, it might be necessary
to incorporate additional features to a release build.
Maven allows the implementation of plugins to provide
additional goals that can be attached to a lifecycle phase.
For example, ARES provides a plugin to interact with
EDMS for creating new documents, new document
versions and attaching ﬁles to the documents.

RELEASE WORKFLOW
The workﬂow used to release the software and documentation to the repositories is shown in Fig. 2.

Release Build
The release build is triggered from Jenkins by the responsible person of the software component. A release is a
paremeterized build where the developer must introduce, at
least, the release version for the software. In some cases it is
also required to include additional meta-data like the target
platform version. For example, the software packages for
WinCC OA must specify the SCADA version the software
is produced for.
Once the release build is triggered, ARES checks out the
source code from the repository (SVN) and executes the
Maven lifecycle phases [8] until the software is packaged
and installed in the local repository. Some of the typical
phases of the release build are the validation of the Maven
project, compilation of the source code, execution of the unit
tests, packaging of the compiled code into its distributable
format, execution of integration tests and installation of the
package into the Maven local repository.
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Figure 2: ARES release workﬂow.

Package Deployment
If the release build succeeds, the Maven Release Plugin [9]
tags the source code in SVN and deploys the packaged software to a staging repository in Nexus. When the software is
deployed to a staging repository it will not be available for
the end users. Instead, the release will be kept in a private
repository waiting for the validation of the integration tests
or the quality assurance team.

Promotions
At this stage there are two possible outcomes for the software package:
• If the integration tests failed or the software did not
meet the expected quality it can be dropped from the
staging repository (drop promotion). In this case the
tagged sources must be removed from the source code
management system.
• Otherwise the staged software can be promoted and
moved to a public repository (release promotion).
Both promotions are triggered from Jenkins and the only
manual action to be performed by the software responsible
is to delete the tagged sources in case of a drop promotion.
If the release promotion is executed there is an additional
step to be performed: the deployment of the software documentation to EDMS. The deployment of the documentation
is achieved using the EDMS Maven plugin [10] implemented
by the BE-ICS group. The plugin provides goals to interact
with EDMS and allows to create new documents and new
document versions, add ﬁles to the document and change
the document status (released, cancelled, obsolete, etc.).
In some cases, the deployment of the software or the
documentation to the repositories might fail. For example,
if the software artifact was promoted manually from Nexus
or if the expected document version already exists in EDMS.
In these situations, ARES uses the Build Failure Analyzer
plugin [11] for Jenkins to analyze the error log and tries
to map the error with a solution described in an internal
knowledge database.

PUBLICATION WORKFLOW
At this stage the software package and documentation are
deployed to a software repository and to a document management system. The end users can already download them
directly from the repositories. However, it is not possible
to customize the web pages of the repositories to provide a
good user experience when looking for the relevant software.
For this reason, each software framework provides its own
website containing the diﬀerent components, which includes
the download links, the documentation, the release notes, additional information, etc. The JCOP [12] and UNICOS [13]
frameworks use Drupal as a web content management and
ARES ensures that the released software is always up to date
and available for the end users. Figure 3 shows the software
publication workﬂow.

Figure 3: Software publication workﬂow.
The following sections explain the workﬂow details: the
deﬁnition of the components relevant to the service, the
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retrieval of the released versions from the sources and their
publication in the framework webpages using Drupal.

Software Components Deﬁnition
Only a portion of the software deployed to the repositories
is relevant for the publication in the frameworks websites.
The service responsible must deﬁne what are the suitable
components to look for new releases. In principle, it would
be possible to store the information about the new versions
in a database whenever the release is completed but this
approach will only work for new releases, thus ignoring the
software already available in the repositories. Instead, the
approach implemented by the service is to deﬁne the list of
relevant software components and to query a data source
regularly to get the complete list of released versions.
This is achieved by using the Released Components
Maven plugin [14] implemented by the BE-ICS group. The
plug-in input is a POM ﬁle where the list of relevant components is deﬁned together with some additional information:
• Data source for the releases. The possible data sources
currently implemented by the plugin are Nexus and
EDMS.
• The list of EDMS ﬁles that will be displayed next to
the software download link (optional).
• The project identiﬁcation in Jira (optional). This data
will be used to obtain the Jira release notes.
• A list of released versions to ignore (optional). Useful
when a released version became obsolete and it should
not be used in any project.

Get the Released Versions
Once the list of components is deﬁned it is possible to create Jenkins jobs to fetch the list of released versions regularly.
The get-released-components goal of the Maven plugin will
execute the following actions:
• Get the list of released versions from Nexus and EDMS
for each software component. This is achieved using the
Nexus REST API or the EDMS RSS feeds depending
on the data sources deﬁned for the component.
• Get the release meta-data from a properties ﬁle in
Nexus.
• Get the release notes link from Jira.
• Store or update the release data in the MongoDB instance.
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• Component Release. A component release will always
be linked to a unique component page. In this case,
the content type deﬁnes the relevant data to a speciﬁc
release, like the version number, the release date, the
target platform, the software download link, the release
notes link or the additional documentation ﬁles.
With the content types deﬁned it is now possible to deﬁne
the data mapping for the Drupal feeds importer. This conﬁguration step consists on linking the ﬁelds obtained from the
REST query to the database, in JSON format, to the ﬁelds
available in the component release content type.
Before triggering the feeds importer it is also required to
create the component pages for each software component.
Once this step is completed, the feeds importer is able to
import the data of the released software and link each release
to a component page.
The visualization of the software releases in a component
page is implemented using Drupal views. The views module
allows deﬁning the ﬁelds and the format for displaying the
data available in the Drupal database (Fig. 4).

CONCLUSION
The BE-ICS group has made an eﬀort in developing
ARES and integrating the JCOP and UNICOS framework
components in the new release service. Currently over a
hundred components are integrated in the service, including
WinCC OA components and PLC baselines. The number
of software versions released by ARES is around a hundred
and twenty for the current year and around three hundred
and forty since the creation of the service in March 2016.
The software responsible persons proﬁt from a simple
release procedure executed from a unique web interface.
The procedure allows to release more frequently and keeps
in sync the list of published versions with the ones available
in the repositories. As a consequence, the end users of the
software components proﬁt from the frequent releases and
the coherence of the versions published in the framework
websites.
In the coming months ARES will be adapted to use GIT
as a version control system and the deletion of the source
code tags in the release workﬂow will try to be automated.

Drupal Publications
Finally, it is necessary to import the data from the database
to Drupal making the releases visible for the end users. This
step is achieved by exposing the data through a REST interface in MongoDB and using the Drupal feeds importer
module. The imported data will then be mapped to a Drupal
content type. ARES deﬁnes two diﬀerent content types:
• Component Page. This content type deﬁnes the relevant
data to identify a software component, like the component name, the person responsible for the software, the
type of software (framework, component, subcomponent), etc.
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Figure 4: Visualization of a software component releases.
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THE SKA DISH LOCAL MONITORING AND CONTROL SYSTEM
S. Riggi∗ , C. Trigilio, F. Schillirò, A. Ingallinera, A. Costa, U. Becciani, INAF-OACT, Catania, Italy
A. Marassi, R. Cirami, INAF-OATS, Trieste, Italy
G. Nicotra, S. Buttaccio, INAF-IRA, Bologna, Italy
Abstract
The Square Kilometre Array (SKA) will be the world’s
largest and most sensitive radio observatory ever built. SKA
is currently completing the pre-construction phase before
initiating mass construction phase 1, in which two arrays
of radio antennas - SKA1-Mid and SKA1-Low - will be
installed in the South Africa’s Karoo region and Western
Australia’s Murchinson Shire, each covering a different range
of radio frequencies. The SKA1-Mid array comprises 130
15-m diameter dish antennas observing in the 350 MHz-14
GHz range and will be remotely orchestrated by the SKA
Telescope Manager (TM) system. To enable onsite and remote operations each dish will be equipped with a Local
Monitoring and Control (LMC) system responsible to directly manage and coordinate antenna instrumentation and
subsystems, providing a rolled-up monitoring view and highlevel control to TM. This paper gives a status update of the
antenna instrumentation and control software design and
provides details on the LMC software prototype being developed.

Figure 1: Schematic overview of SKA Dish design and
instrumentation.

SKA DISH OVERVIEW
The SKA1-Mid Dish array will consist of 130 15-m
Gregorian offset antennas with a feed-down configuration
equipped with wide-band single pixel feeds (SPFs) for the
SKA frequency bands 1 (0.35-1.05 GHz), 2 (0.95-1.76 GHz)
and 5 (4.6-13.8 GHz) [1–3]. Band 5 will be installed in a
subset (67 dishes) of the available antennas and splitted into
two sub-bands - 5a (4.6-8.5 GHz) and 5b (8.3 to 15.3 GHz) to improve the feed sensitivity and reduce the digitizer complexity and cost [4].
A sketch of the antenna is shown in Fig. 1 with the instrumentation distributed in three major locations: feed indexer,
yoke and pedestal compartment.
Each feed package is mechanically mounted at the subreflector focus on the indexer which allows feed precision
positioning and frequency band switching. The band 1 feed
package is completely at ambient temperature. The band 2
feed package uses an ambient temperature horn, and cryogenic orthomode transducers (OMTs) and low noise amplifiers (LNAs). Bands 5 OMTs and feed horns will be cooled.
All LNAs are followed by a second stage amplifier in the
same package. The two cryogenic feed packages employ
Gifford McMahon (GM) cryocoolers requiring high pressure
helium. The helium compressor is mounted at the antenna
yoke, with helium supply lines routed to the indexer. The
cryogenic components inside the cryostat are thermally insulated by high vacuum. A vacuum pump is placed at the
∗
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indexer with vacuum lines to all connected cryostats. Feed
components can be monitored and controlled by low-speed
serial lines.
The receiver sampler enclosure, located on the indexer,
hosts the circuitry components and the ADC devices for feed
signal amplification, filtering and sampling. ADC sampled
and control data are trasmitted to/from the receiver FPGA
components, located in the pedestal unit, by Optical Digital
Links consisting of optical/digital transceivers connected
with optical fibres. The digitiser packetizes and transmits
the signal over a high-speed Ethernet link to the central
signal processor. A master clock timer unit receives time
and frequency reference inputs externally (provided by the
SKA Signal and Data Transportation (SaDT) element) and
generates timing and frequency references where needed,
including the control of the calibration noise source that is
transmitted over fibre to the feed packages.
A RFI-shielded cabinet is present in the antenna pedestal
to house digital electronics and hardware for antenna movement and monitoring and control purposes. Among these
the Antenna Control Unit (ACU), the single pixel feed and
receiver controllers, the computing equipment hosting the
Local Monitoring and Control (LMC) system and the networking equipment providing the Ethernet link among subelements. No active cooling is provided for equipments
inside the cabinet, only a ventilation mechanism.
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The design and prototyping of SKA Dish hardware and
software components is managed by four major working
groups within the Dish Consortium:

• a standardized control model abstraction, e.g. a predefined set of operating modes and states, each mapped
to Tango attributes

• Dish Structure (DS): responsible for the antenna design (mechanical structure, optics, reflectors, feed indexer), servo systems for antenna and indexer positioning, power distribution supplied to all Dish equipments, safety systems (i.e. fire/intrusion sensors, limit
switches);

• standardized programming language, OS and hardware
platforms (whenever possible)

• Single Pixel Feed (SPF): designing the feed packages
and helium/vacuum services;
• Single Pixel Feed Receiver and Digitizer (SPFRx): designing the digitizer system;
• Local Monitoring and Control (LMC): responsible for
the design of the Dish monitoring and control system.

Figure 2: High level SKA1-Mid M&C system hierarchy.

THE DISH LMC SYSTEM
Dish LMC Role in SKA
Given the scale and complexity of SKA in terms of number of instrumentation to be controlled and spread of collaboration members, the SKA Monitoring and Control (M&C)
system is being designed using a unique M&C reference
framework and a standardized set of design patterns across
the SKA Elements, including the Dish. The Tango Control
System [5] was selected as the SKA framework in March
2015. Since then, an extensive work was carried out in the
Collaboration to define a series of design guidelines and a
common set of standards to be adopted by each Elements,
including:
• overall SKA system hierarchy organized in terms of
Tango domains
• common messaging, naming conventions and architectural patterns, particularly for archiving, monitoring,
logging and Element master control
• a base Tango device with common SKA functionalities
and a mandatory set of Tango devices to be provided
per Element

• common software development and deployment
methodologies and relevant technologies
The standardization process is still in progress for some
of the above cited areas and will be completed before construction phase.
The high-level architecture for the SKA1-Mid M&C system arising from the standardization process is shown in
Fig. 2. Each Element (e.g. the Dish) has a Local Monitoring and Control (LMC) system directly interfacing with
instrumentation and providing Element master control and
rolled-up monitoring data to a central Telescope Manager
(TM) Element. TM, at the top of the hierarchy, orchestrates
the scientific observations, centrally coordinating all the involved telescopes on the basis of the information provided
by LMCs. In this context Dish LMC performs local fast
control, diagnostics, life-cycle and safety operations on Dish
components, collecting and aggregating their monitoring
information (logging, monitoring parameters, events and
alarms) and presenting it to TM in an abstracted and standardized way. Dish LMC performs M&C operations via
the sub-element controllers, through a local Ethernet link,
enabled by a network switch provided by the SKA Signal
and Data Transport (SaDT) element, responsible also for
the external connectivity of the antenna (e.g. transport of
science and M&C data).
Each Element in SKA will have a dedicated Tango facility,
identified by the Tango DB, hosting the Tango device server
configuration for that Element. This corresponds for the
Dish to a Tango facility instance for each of the 133 antennas
present in the SKA1-Mid array. From the monitoring and
control perspective each Dish facility has a moderate size
when compared to other SKA Elements in terms of expected
data flow to TM (of the order of 100-200 kbps), number of
Tango devices present (<20), fastest control loop (∼100 ms
for the antenna pointing monitoring and control), archived
data and log storage requirements (12 h at minimum, few
days or a week at maximum).
Dish LMC architecture is described in the following section.

Dish LMC Design
The high-level architecture of Dish LMC system is shown
in Fig. 3 (top panel) together with relevant monitoring and
control components in the Dish and in Telescope Manager.
Each rounded box in the figure represents a software module
with one associated Tango device server. The connectors
(dashed lines) indicate the major monitoring and control
data flows among the depicted modules, in form of Tango
commands and attribute events. Other data flows (e.g. logging, archiving) are represented separately in the bottom
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Figure 3: Top panel: Dish LMC high-level software architecture; Bottom panel: Alarm and archiving data flow view (left
panel), logging data flow view (right panel).
panels. The gray box represents the Dish Tango facility
grouping all Tango devices present in LMC, SPF and SPFRx
sub-elements, while the upper violet box represents the TM
Tango facility. The Dish Tango DB is physically residing in
the LMC computing server.
A number of Tango devices are present in the Dish and
reported in the figure, each interacting via the Tango channel
(i.e., CORBA [6] and ØMQ [7] for command- and eventbased communication respectively.

Archiver Collecting and archiving monitoring data and
alarms from other Tango devices at configurable level and
persistency

Dish Master Providing high-level control (via low-level
LMC and sub-element devices) and rolled-up monitoring
status to TM

Power M&C A Tango device server interfacing with
the Dish Power Distribution Unit (PDU)

DSManager A Tango device server interfacing with
the Dish Structure sub-element for antenna and power monitoring and control operations. The interface uses a TCP
socket channel and an established messaging protocol with
the DS antenna Beckoff system.

Alarm Handler The Dish Alarm system, detecting and
reporting alarms in the Dish on the basis of monitoring data
collected by other Tango devices

LMC M&C Responsible for life-cycle operations on
LMC Tango servers and for detection of LMC health status
on the basis of collected self-monitoring data (e.g. hardware,
Tango server and service status)

Logger Collecting logs generated from other Tango devices in the same Dish facility at configurable level via the
Tango Logging Service (TLS) channel

SPFController A Tango device providing SPF master
control and aggregated monitoring status to LMC on the
basis of monitoring data reported by low-level SPF devices.
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The latter’s interface with the feed package, helium and
vacuum service instrumentation via serial line links. These
devices are provided by the SPF working group.
SPFRxController A Tango device, designed by the
SPFRx working group, interfacing with receiver digitizer
system to provide SPFRx master control and aggregated
monitoring status to LMC, similarly to the SPFController.
The expected interactions among dish and TM Tango
devices are depicted in Fig. 3 (bottom panel) for different
views. Alarm and archiving data flows are represented in
the left panel while logging data flows in the right panel.
Each Dish device will have three different logging targets
at configurable log levels: a DishLogger device, a CentralLogger device in TM and a local rsyslog server. The first two
devices are standard Tango devices implementing the Tango
Log Consumer interface. Their main purpose is to aggregate
all facility logs and support log viewing applications at the
single facility or sub-array level. Logs generated by Dish devices are stored locally to files with limited time persistency
and centrally to a long-term Elasticsearch storage using a
syslog forwarding mechanism set up by LMC.
Alarms and archiving is naturally provided by the Tango
Core and provided components, such as the Tango Archiver
and Alarm system. Each Dish device can generate specific
archive events on its Tango attributes that can be subscribed
by both a local and a central archiver device, which archive
them to a database backend (e.g., MySQL or Cassandra).
Dish monitoring archive will have a limited time persistency.
Similarly Tango attribute events can be subscribed by the
AlarmHandler device which detects Dish alarm on the basis
of configurable rules. A Central AlarmHandler device uses
the Dish AlarmHandler to form higher-level alarms (e.g. at
array level).

Dish LMC Prototype
A software prototype is being implemented following the
architecture presented in the previous section. The scope of
the prototype is to validate the design and carry out end-toend dish qualification at the end of the SKA pre-construction
phase with all the designed dish systems mounted on the
first SKA antenna deployed in the Karoo area.
A number of technological choices has been made for the
prototype after a preliminary evaluation phase. We list them
in Table 1. Some of the assumptions are already considered
as SKA standards, such as the Tango framework and its
components, the software version system and supporting
OS, while other technologies specified (e.g. Ansible, Nagios,
Jenkins) are under evaluation being adopted also by other
SKA Element LMCs.
Given the scale of Dish LMC a deliberately simple development and continuous integration approach was adopted
for the prototype. A standardized and more robust development and testing methodology for SKA software is under
study and will be available for the construction phase.
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Table 1: List of Dish LMC Prototype Employed Technologies
Type

Technology

Progr. language(s)

C++ (control system), python
(configuration & testing)

M&C framework

Tango 9

Tango tools

PyTango, yat4tango, Elettra Alarm System, HDB++
Archiver, Taurus GUI

Libraries & tools

boost, jsoncpp, pugixml, Exprtk,
Nagios 4

Build system

cmake

Version control

git (GitLab)

Testing

Google Test, python behave +
nose

Configuration
management

Ansible

Continuous
integration

Jenkins

Documentation

Doxygen + Sphinx/breathe

Virtualization & OS

VirtualBox, Ubuntu 14/16

The hardware virtualization and deployment strategy represents another area where a detailed analysis is expected
at SKA level. For the prototype development and testing
we have employed a full virtualization environment with
Virtualbox as virtualization software. However, it was noted
that some LMC components (e.g. the archiving, log storage,
the GUI applications, the Dish Tango DB) would be suitable
for containerization. The potential benefits will be analyzed
in detail after the qualification stage.
While some of the LMC components (e.g. the Archiver
and AlarmHandler devices) can fully re-use existing Tango
components, others require a fresh development to meet the
SKA requirements and guidelines. We have grouped such
required functionalities in a base LMC Tango device so that
all other LMC devices shown in Fig. 3 can use them. We
list the implemented features as follows:
• Logging to syslog target, besides Tango builtin targets,
and custom logging macros
• Dynamical generation of Tango attributes in devices
from formatted (XML) configuration files
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• Tango attribute transition rules and command state machine based on attributes other than the builtin Tango
state
• Definition and configuration of formula attributes in
devices
• Tango device proxy utilities, e.g. proxy, event and
handler registration via properties or macros
• Definition of sequence of commands or tasks
• Software exception and event rate attribute counters
Similarly, other SKA Element LMCs (e.g., CSP and
LFAA) have implemented similar or additional functionalities in their prototypes. A SKA working group is currently analyzing each of these functionalities to produce a
unique SKA base device and enforce standardization in the
construction phase.
Some of the above listed features were introduced to ease
LMC software update due to continuous interfaces and guidelines changes but also to support LMC component configuration with CM tools such as Ansible. The LMC device
configuration can infact be specified in template configuration files easily managed by Ansible at configuration time.
At runtime the device configuration is kept in the TangoDB
as usual.
Formula attributes and the extended state machine support the Dish and SKA Control model requirements and the
main LMC functional requirement which is aggregating and
rolling up the monitoring status from a collection of device
attributes. Formula attributes can be used also as pre-alarm
attributes in combination with the Alarm system.
Finally, Tango does not allow at present to define and
execute a sequence of commands, with potential mutual task
dependencies and long running times. This is particularly
required for the Dish in some operational scenarios, like
setting the antenna in a safe mode in response to given events
(e.g. a power cut) or setting the feeds to operational mode.
The last functionality listed above covers these needs.
Additional Tango devices developed from scratch include:
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SUMMARY
The SKA project has recently entered Critical Design
Review stage of pre-construction in which final software
design and qualification are expected in mid 2018 before
proceeding to construction phase. Implementation of Dish
LMC prototype started after the detailed design review when
no SKA guidelines and standards were released. Software
implementation is in advanced status for some LMC components (LMC base device, Dish logger, master, alarm system,
LMC M&C) while others responsible for the antenna structure and power control are awaiting for progresses in DS
design and interface consolidation. For testing purposes
device emulators have been developed for SPF and SPFRx
sub-elements and early tests of the LMC-SPF interface were
carried out in June 2017. Considerable efforts are currently
dedicated to LMC software and dish interfaces update after
the major SKA guidelines release in March 2017 to ensure
a high-degree of compliancy with the still-evolving SKA
standards.
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• a device to collect LMC self-monitoring data (hardware
sensors, service status, etc) from a Nagios server using
the Nagios Event Radio Dispatcher (NERD) and import
them as dynamical Tango attributes
• an interface device to Dish Structure antenna positioning Beckoff system using a custom protocol developed
by the MT Mechatronics DS group. A similar protocol
is in use also in other single-dish antennas such as the
Sardinia Radio Telescope (SRT).
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Abstract

Novosibirsk Free electron Laser (FEL) based on multi-turn energy recovery linac is the source of coherent
radiation with ability of wavelength tuning. It involves
one single-turn and one 4-turn microtron-recuperator,
which are have general injection channel and acceleration section. There are three different free electron lasers,
mounted on different tracks of these accelerators, and
operating on different electron beam energy and have
different wavelength range and power of generated radiation.
Whole FEL facility is a complex physics installation,
controlled by large amount of equipment of different
types. Therefore, for effective control and monitor of
FEL operation state and its parameters, the particularized
control system was developed. In this paper the architecture, hardware, software compound parts of this control
system are considered. In addition, main abilities, characteristics of this system and examples of its usage are
presented.

INTRODUCTION
A Novosibirsk Free Electron Laser (FEL), on the
base of microtron-recuperator [1] is operating now at
Budker Institute of Nuclear Physics. This FEL involves
three different configurations (operation modes), which
are differ in electron beam energy, which is used for radiation generation and range of wavelengths of this radiation.
Certain number of accelerator turns and separated
free electron laser is corresponds to each of these operation modes.

Moreover, the structure of whole facility is such, that
some of its parts are used in all three operation modes,
whereas other parts are used for operation of only one
mode (see Fig.1)
All these three FEL configurations both separately
and all together, are represents complex physical facility
with large quantity of control and diagnostics parameters. Therefore, for full-functional operation of FEL, the
specialized and distributed control system, containing
specialized control equipment and corresponding software, was developed.

THE PRINCIPLES OF OPERATION AND
FEATURES OF NOVOSIBIRSK FEL
The free electron laser is represents the source of coherent radiation, where the accelerated electron beam,
moving through special magnetic structure – undulator,
is act as working environment. The undulator is generates magnetic field, which is perpendicular to beam
movement, constant in time, and harmonically changing
along the beam propagation.
Accumulation and amplification of radiation is take
place in optical resonator, which is installed on main axis
of beam propagation (see Fig. 2). The wavelength of
radiation is expressed by formula(1).

second and third FEL stages

first FEL stage

RF section

Figure 1: Multi-turn accelerator-recuperator of Novosibirsk FEL scheme.
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Optical Resonator

Undulator

Radiation
Output
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Figure 2: FEL operation principle.
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(1)

where λ – wavelength of radiation, d – undulator period,
γ – relativictic factor of electron beam, K = K0I – undulator parameter, I – current in undulator coils.
It is shown from this formula, that it is possible to
vary the wavelength value in large enough limits by
either changing amplitude of magnetic field in undulator, or by changing the energy of electron beam.
As mentioned before, Novosibirsk FEL is based on
multi-turn accelerator-recuperator, and able to operate
in three different modes. All three modes of operation
are vary in number of turns of electron beam in accelerator, and, therefore operate in different beam energy.(see. Fig.1)
Table 1: FEL Operation Modes
FEL operation
1
2
3
mode
Turns number
1
2
4
Electron beam en12
20
40
ergy, MeV
Radiation wave5110-240
40-80
lengths range, mkm
30
Thus, every FEL operation mode has its wavelength
range and average power of radiation. The common
table of main parameters of all three operation modes is
presented in Table 1.

THE STRUCTURE OF FEL AS
CONTROL OBJECT
The Novosibirsk FEL, based on multi-turn accelerator-recuperator is involves the following main susbsystems:
1. Electron gun, producing electron bunches with
frequency up to 22.5 MHz and charge in bunch up to
1.4 nano-Coulomb.
2. RF-system, involving 16 acceleration resonators, and 3 resonators in injection channel.
3. Magnetic system. Consists of hundreds of
magnetic elements of different types – focusing solenoids, quadrupole lenses, bending magnets, correctors.
4. Beam diagnostic system. Involves beam position monitors, installed on all tracks of acceleratorrecuperator.
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5. System of monitoring of “Engineering” parameters of FEL. This system controls temperature, vacuum, state of electrical power system and so on.
6. Optical system of FEL. Involving equipment,
required for generation, storing and transfer of coherent
radiation – optical resonator, radiation output channel,
system of deliver of radiation to users station.
Every of these subsystems is require great amount of
corresponding electrical equipment. This is power supplies for magnetic elements, RF generators, various signal converters, step motor drivers and so on. For control
of this equipment, special control and diagnostics electronics is required. With the help of control software,
this electronics is implements control over whole FEL
facility.
The structure of all FEL subsystems and their electrical equipment is presented on Table 2.
Table 2: Main FEL Subsystems and Equipment Used
FEL subsystem
Electron
Gun
RF-system
Magnetic
system
Beam diagnostic system
System of
monitoring of
“Engineering”
parameters

Optical system

Subsystem
componentry
Cathodemesh unit and
high-voltage
rectifier
19 RF resonators
390 magnetic elements
70 BPM
stations
290 temperature sensors, water
sensors
20 vacuum
pumps
3 optical
resonators,
channels for
output and
transportation
of radiation

Control
equipment
Devices for
control of cathode mesh unit
and rectifier
4-cascade
RF-generators
DC power
supplies
Signal converters
Signal converters from
sensors, vacuum
pumps power
supplies
Step motor
controllers,
ADC for measure of coherent
radiation parameters

During FEL operation, some of these subsystems are
weakly interact with each other.
Besides, Novosibirsk FEL has a few features, which
are distinguish it from other similar facilities:
1. High consumption power (up to 3 MW)
2. High maximum average electron beam current(up to 30 mA)
3. Necessity of operation alternately in three different modes.
4. “Combined” architecture of whole FEL facility
– some parts are used in all three operation modes,
whereas other parts are used only in one or two modes.
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These and some other factors are influenced on
choice of control equipment and final architecture of
control system.

HARDWARE OF FEL CONTROL
SYSTEM
Step-by-step construction of facility has influenced
on control hardware, used in control system. For example, control system of RF-subsystem is based on devices, made in standard CAMAC. Well known disadvantages of CAMAC based systems and great technological progress in electronics development are initiated
the search of another approaches to design of control
system of FEL facility. As result, in conjunction with
using outmoded CAMAC systems, the set of unified
controllers with CANbus interface [2] was developed
and integrated into different FEL subsystems (control of
power supplies, temperature measurement and so on).
The list of controllers, developed specially for FEL
control system and used now, is shown on Table 3.
Uniform set of channels, used for control required
equipment has provides easy integration of these controllers with different analog devices, while uniform set
of commands of these controllers has greatly simplified
control software development.
The typical resources, provided by these controllers,
are represents precise analog-digital channels with about
20 bit resolution, digital-analog channels of different
accuracy and set of digital input/output channels.
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Table 4: Interfaces Used and Amount of Channels for
all FEL Subsystems
Devices

Control
chan
nels

Diagnostics
channels

Subsystem

Interface

Electron
GUN
RF-system
Magnetic
system
Beam diagnostic system
“Technological” parameters control
system
Optical system
Total

CAMAC,
CANbus
CAMAC

7

10

10

28

50

200

CANbus

61

400

800

CAMAC

75

0

280

CANbus

16

20

330

10

10

20

164

490

1640

CANbus,
RS-485
-

All control devices are connected to IBM-PC computers using interface devices, which are either IBM-PC
extension cards, or external devices, connected to computers through standard buses (USB, Ethernet). Total
layout of control system hardware connections with
IBM-PC computers is shown on Fig. 3.

Table 3: Controllers with CANbus Interface
Controller

ADC
channels

DAC
channels

40
5
6
20
12
-

16
1
1
8
4
-

CANADC40
CANDAC16
CANDAC20
CEDAC20
CAC208
CEAC124
CIR8
SLIO24

Digital input
and
output
channels
8+8
8+8
8+8
8+8
8+8
4+4
16+8
24+24

This set of devices has allowed to universally automate all FEL subsystem with low communication traffic
and eliminate a large amount of connection cables between control devices installed in CAMAC crate and
controlled equipment.
Subsystems with high communication traffic, such
as beam diagnostic systems, are still controlled by devices, compatible with CAMAC standard.
The total information about quantity of control devices, interface used, and total amount control and diagnostic channels for all FEL subsystems are presented in
Table 4.

Figure 3: FEL control system hardware.

FEL CONTROL SYSTEM SOFTWARE
Software of FEL control system is organized as a set
of separated applications, running on IBM-PC computers. Each application implements the control over one of
FEL subsystem. Access to control equipment is executed through interface devices by means of device drivers
and high-level libraries. Structural scheme of FEL control software is presented on Fig. 4.
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USER INTERFACE

Ethernet,
Channel Access
CAMAC, CAN-BUS, RS-485
INTERFACE DEVICES
GUI

- control software module
with channel access server

- Channel Archiver
module

CAC

CAS
I/O board
access

CA
Archiver

GUI

- Client
program

CAC

Figure 4: Architecture of FEL control software.
Each control application containing remote control
server Channel Access from EPICS framework[3].
Server maintain set of Process Variables (PV), which
are bound with corresponding control and measured
values of current subsystem, which this application is
serve. Thus, with help of this server it is possible to implement control of parameters of subsystem “remotely”
that is from any other application on any other computer, connected to FEL control local area network.
Channel Access protocol [3] allows to develop highlevel client applications, which may control parameters,
situated on different subsystems and controlled by different applications.
On the other hand, each control application containing advanced user interface (GUI), which is allow to
control this subsystem from operator console.
Let’s enumerate main FEL subsystems and main
functions of their control applications:
1. Magnetic system – implements the control
over magnetic elements power supplies, and monitoring
of stability of output current and current ripples detection as well.
2. Beam position measurement system – measurement and output of transverse coordinates of electron
beam. Study and monitoring of time stability of position
and average current electron beam.
3. System of monitoring of “Engineering” parameters – readout and output values from temperature
sensors and vacuum pumps control devices. In case of
temperature value exceeding allowed maximum value,
application sends prohibition on electron beam switching on.
4. RF system – control over RF-generators, feeding RF-system of FEL, consisting of 19 RF cavities.
Control and diagnostics of RF cavities.
5. Electron gun - control over cathode-mesh unit
– voltage of filament, cathode and acceleration tube.
Specifying the frequency of electron bunches. Continuous monitoring of losses of electron beam in accelerator
channel.
6. Optical system - tuning of positions of mirrors
of optical resonator, measuring and output of values of
radiation power. Spectrum of radiation measurement
with help of monochromator.
TUPHA051
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Figure 5: FEL magnetic system control application.
The screenshots of some control applications are
presented in Figures 5-6.
Application mentioned above, are used mainly by
operators during regular FEL operation.
In addition to these application modules, which are
interact with control hardware “directly”, the set of
high-level client application was developed (see pic. 4).
These applications are interact with required parameters
with the help of Channel Access protocol through corresponding PVs, located in Channel Access servers embedded into control applications. At that, one client application may work with parameters, belongs to different FEL subsystems, and served by different application.

Figure 6: Monitoring of “Engineering” parameters application.
For archiving of all FEL parameters, standard software module Channel Archiver from EPICS Extension
set is used. All FEL parameters are storing in common
archive during all time of FEL operation. The interval of
data archiving is 30 seconds.
In addition to standard variants of using of Channel
Access protocol (client-server), several control application are apply its combined structure, that is containing
server and client part at the same time. Such approach
used, to realize application-to-application connection,
then for some control application, it is necessary to obtain parameter from other subsystem. Such method is
used most frequently in control application of optical
FEL system [4]. To calculate theoretical value of radia-
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tion wavelength, application is “collect” required parameters (RF-system parameters, undulator current and
so on), calculate wavelength value and pass it to over
computers in FEL control system LAN and to users
stations.

CONCLUSION
Developed FEL control system allow to implement
full-function control over FEL facility both in tuning
mode and in standard operation mode. Uniform interface and control algorithms are realized for all three
FEL operation modes. This feature allows to easy
switch between operation modes and simplifying work
of operators. The experience of FEL operation during
all period of it functionality and successful start of third
FEL operation mode are confirmed accuracy of approaches, selected at control system design and development.
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CONCEPTUAL DESIGN OF TREATMENT CONTROL SYSTEM FOR A
PROTON THERAPY FACILITY AT HUST*
Wei Li, Dong Li†, Ping Tan,
State Key Laboratory of Advanced Electromagnetic Engineering and Technology,
Huazhong University of Science and Technology, Wuhan 430074, Hubei, China
Abstract
A proton therapy facility based on a superconducting
cyclotron is to be built by Huagong Tech Company Limeted, Wuhan, China. This facility is aimed at providing
proton beams with continuously tuneable energy from 70
MeV to 250 MeV, for kinds of cancer treatments. Our
team is responsible for the development of the treatment
control system, which consists a number of functional
modules and connects to many subsystems. In this paper,
we will report our conceptual design of the treatment
control system.

INTRODUCTION
With the development of science and technology, proton therapy has made significant advances in the last ten
years. While not yet considered as the main method of
therapy, proton therapy is becoming widely available in
cancer therapy centers, a number of proton therapy facilities are being built and planned all around the world [1].
Due to the great number of cancer patient in China, the
demand for proton therapy is growing very fast. The development of proton therapy facility (PTF) directed by the
Huagong Tech Company Limeted (HGTECH) is one of
the projects supported by the Ministry of Science and
Technology of China in the thirteenth five-year plan for
science and technology.
The PTF mainly consists of a superconducting proton
cyclotron, beamline system, gantries, scanning system,
patient positioning system, Image Acquisition and Registration system (IAR), Safety Interlock System (SIS) and
Treatment Control System (TCS). With degrader in the
beamline, the proton beam with an energy ranging from
70 MeV to 250 MeV is delivered to the treatment room
for cancer therapy. The TCS propagates the treatment
information from the Oncology Information System (OIS)
to other subsystems, coordinating the operation of all the
subsystems based on the defined workflow. It provides
the Graphical User Interface (GUI) to the clinical and
other users for operation, and enables the users to execute
the clinical and quality assurance workflow. In this paper,
we will present the architecture design and functionalities
of the TCS for this PTF.

TREATMENT CONTROL SYSTEM
The treatment control system is internally divided into
a number of independent modules for specific functionalities, including the interface modules to subsystems. All
the modules are designed to be standalone applications,
each of them runs as a separate process, so that one will
_____________________
* Supported by national key R&D program, 2016YFC0105308
† email address: lidonghust@hust.edu.cn

not affect another. The overview of the TCS is shown in
Figure 1.
Oncology Information
System (OIS)

Beam
Scheduler
(ACS + BCS)

Control Console

Treatment Control System
(TCS)

Scanning
System

Motion Systems
(Couch, gantry, imaging
devices etc.)

Safety
Interlock
System (SIS)

Image Acquisition
and Registration
(IAR)

Figure 1: Overview of the treatment control system.

Data Distributed Service
The Data Distributed Service (DDS) is used for the internal communication among the TCS modules. It is an
objective management group (OMG) machine-to-machine
middleware standard [2]. It enables scalable, real-time,
dependable, high-performance and interoperable data
exchanges by using different strategies of QoS (quality of
service) between the publisher and the subscriber, i.e. the
modules of TCS. Thus, the TCS modules can exchange
information in multiple modes: one-to-one, one-to-many
and many-to-one. The nature of the DDS publishsubscribe pattern allows the individual modules to run
over different hosts, which are connected through internet,
thus the modules are transparent to each other. A central
broker is not necessary for communication among modules in the TCS, therefore, this design prevents the effect
of a single module failure to the whole systems, providing
high reliability.

Functionalities
The TCS is basically a software used to guide and help
the users to deliver the treatment according to the prescribed plan. Therefore, the TCS should have the following major functionalities from the users’ point view:
• Allow the users to verify the patient information and
prepare specific equipment;
• Allow the users to position the movable devices, e.g.
couch;
• Allow image guidance, i.e. the image acquisition of
X-ray or CBCT, thus allow automatic correction of
the patient position using the registration information;
• Guide the users to perform required steps for a
treatment session, inform the users about problems
and safety issues when needed;
• Allow the users to execute the irradiation and moni-
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tor the progress, record the status of a stopped treatment;
• Display the relevant status information of all connected systems (e.g. accelerator system, safety interlock system, etc.).

Main Modules
As aforementioned, the TCS is internally divided into a
number of modules, and the modules are connected using
DDS for communication. These main modules are as
following:
Workflow Execute Module (WEM): This module is
mainly responsible for actually controlling and directing
the flow of the entire TCS operations. It is internally designed with finite state machine to determine its behavior,
so that the TCS operation will follow the required procedures defined by the workflow. This is one of the most
important modules in the TCS, and it is complex due to
its capability to handle various situations throughout the
treatment session. The flow of this module (i.e. the sequence of operations during the therapy) should be designed according to the requirements of different users
(the therapist, the engineer and medical physicist) for
different operation modes.
Graphical Interface Module (GIM): It provides graphic
interface to users, and serves as the main entry point into
the TCS with respect to the patient verification, patient
positioning, beam delivery and so on. It communicates
with other modules using the DDS mechanism over a
network connection. Since this module is used to visually
assistant/guide users, e.g. to help position the patient,
couch or gantry, it should display the relevant information
both in the treatment room and the control room, but they
are not necessary to be the same.
Motion Management Module (MMM): This module is
designed to operate the movable devices of the system,
including the coach, gantry and nozzle, hence it is in
charge of the interfaces to the movable devices. The input
of MMM is mainly from the handle pendant during preparation, the treatment plan for gantry and nozzle position,
and the IAR interface for automatic position correction.
This module is aware of the current position of the movable devices, thus, it also contains the collision prevention
logic of the system.
Resource Management Module (RMM): It manages the
access to the beam resources (accelerator and beamline).
MMM receives the beam request and schedules the right
of beam access to one treatment room in a mutually exclusive way. This mechanism prevents the beam to be
used by two different treatment room in two conflicting
operation modes or to perform conflicting actions. For
example, during the beam delivery session, request of
beamline parameter change from another treatment room
is not allowed.
Besides, there are some other modules for different
functionalities. For example, the Logger Module monitors
and stores all messages internally exchanged between
modules. There are also some interface modules to related
systems for communication or exchanging data/file. For
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instance, the Treatment File interface (TFi) is connected
to the OIS, it is used to receive the treatment plan in Dicom-RT format, interpret and distribute the data to the
corresponding modules during preparation stage. This
module is also responsible for receiving the treatment
data from subsystems and uploading the result to the OIS.

Treatment Workflow
The treatment procedure is controlled and directed by
the WEM of TCS. As it’s shown in Figure 2, the conventional process of treatment can be roughly separated into
three stages: treatment preparation (1 to 5), beam delivery
(6) and ending treatment (7 to 9).
1. Patient
verificat ion
5. Apply
regis tration
2. Load and
imm obilize
the patient
6. Beam
delivery
3. Align the
patient
If patient
moves
4. Imagi ng
and
regis tration

Next field,
need reposi tion

Interlock
triggered

7. Release
beam

All fields finished

8. Upload
resul t

9. End
treatment

Figure 2: Conventional process of a treatment.
In the preparation stage of a treatment, the user (therapist) should verify the patient information to make sure
that the right patient is treated. Patient is loaded to the
couch and immobilized with specific devices. During
patient alignment, the laser in the treatment room should
be turned on, and the makers on the surface of patient/mask should be aligned to the crossing point of the
lasers. To accurately position the patient, the IAR system
is employed, the correction vector is built by comparing
the newly acquired images and the planning images. After
the correction vector is applied, the patient is well positioned. The subsystems like accelerator, beamline and
scanning system should be well prepared for treatment.
When all the systems are ready, it goes to beam delivery
stage. In this stage, the WEM in treatment room applies
for beam control and hands out the control right to the
scanning system, only the GUI monitors the progress of
beam delivery. The right of beam access is released when
TUPHA056
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a field of treatment is finished. If all fields are finished,
the TCS will gather the treatment results and upload it to
the OIS. Inside each of the states, there is a complex
workflow, which includes the response to failure of modules and emergencies.

RELATED SYSTEM
Accelerator and Beamline Control System
Since the design of the superconducting cyclotron and
beamline are undertaken by the China Institute of Atomic
Energy (CIAE) and HUST team respectively, the control
systems of the accelerator and beamline are separated.
The control systems of these two constitute the machine
control system. The main purpose of the accelerator control system is to produce stable fixed-energy proton beam.
An electrical deflector is designed in the cyclotron central
region for the beam intensity tuning by controlling the
bias voltage between the plates. Beamline control system
is used to deliver proton beam with proper energy and
shape to the specified treatment room. The proton beam
energy is changed by adjusting the thickness of graphite
in the Energy Selection System (ESS) in the upstream of
the beamline, and the beam shape is selected by choosing
the proper combination of beam optics and collimators.
The machine control system serves as a beam production
unit for the connected treatment rooms, it is also connected to the scanning system to generate proton beam with
specific parameters for delivery. Another important role
of the machine control system is the executor of resource
management, which has a mechanism to prevent conflicting beam operation among the treatment rooms.

Scanning System
This system is the main driver of the therapy in the facility, and it typically receives the treatment plan of a field
from the TCS. To play it out, it uses the cyclotron and
beamline to produce a beam with appropriate parameters
(energy, size, intensity etc.) and the scanning magnets to
transversely scan the beam over a layer of the tumor. The
dose delivered into each spatial voxel, beam position and
beam size are monitored using two ionization chambers in
the nozzle. When beam parameter (e.g. the beam position)
is detected to be incorrect, the scanning system should be
able to terminate the beam and trigger the safety system
simultaneously. Thus, the real-time control of this system
is needed, and interlocks can be generated by the controllers for safety system. The scanning system is currently
developed for pencil beam scanning technique, but it is
capable of upgrading to intensity modulated scanning
mode in the future.
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are measured correctly. The final element devices are also
designed to be redundant, when the SIS is triggered, they
are activated simultaneously, each of them are able to
terminate the beam. These final elements need to be designed in a “fail-safe” principle. The status of TCS in
each treatment room is an important input to the SIS,
because this is an important part of the interlock logics.
The SIS should also inform the TCS about its status, so
that the TCS can follow the right workflow, for example,
if the SIS is triggered, a treatment should be stopped and
patient should be removed

CONCLUSION
In our PTF project, the primary design of treatment
control system consists of separated modules running as
standalone applications, DDS is chosen for the communication among internal modules. Since the TCS is basically
a medical software, its development should follow the
procedures of international standards, such as IEC-62304,
and this will take much of the development efforts.
In this paper, we also described several main modules,
their functionalities and main treatment workflow. The
accelerator and beamline control system, scanning system
and a primarily design of safety interlock system is introduced.
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Safety Interlock System
The Safety Interlock System is aimed at protecting the
patient from radiation hazards by minimizing the risk
from an uncontrolled irradiation [3]. Thus this system is
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THE CONTROL SYSTEM FOR THE ELI-NP GAMMA BEAM DELIVERY
AND DIAGNOSTICS*
G. Chen†, A. Pappalardo, C. Matei, C. A. Ur, M. Ciubancan, G. Suliman, Extreme Light
Infrastructure – Nuclear Physics, IFIN-HH, Magurele-Bucharest, Romania
Abstract
The high brilliance Gamma Beam System (GBS) at ELINP is based on the Inverse Compton Scattering of laser
light on relativistic electron bunches provided by a warm
radio-frequency linear accelerator. The system will deliver
quasi-monochromatic gamma-ray beams with a high spectral density and high degree of linear polarization. The
Gamma Beam Delivery and Diagnostics (GBDD) of ELINP is implemented to deliver the gamma-ray beams to the
experimental setups and to monitor the characteristics of
the beams during the performance of the experiments. An
EPICS control system is being developed for the GBDD to
support the equipment for the delivery of the gamma beam
and the devices for gamma beam diagnostics and monitoring. High-level software for the Gamma Beam diagnostics
system is under development to complement the real-time
measurements and monitoring. This paper describes the
design and implementation status of the EPICS Control
System for ELI-NP GBDD, including the device modular
integration and the design of the high-level software.

GENERAL SYSTEM REQUIREMENTS
The GBDD system consists of the low-energy and highenergy lines that cross the ELI-Building. The line starts after the low-energy interaction point, respectively after the
high-energy interaction point, and goes until the experimental area [4].

Gamma Beam Delivery

INTRODUCTION
The High Brilliance Gamma Beam System (GBS) of Extreme Light Infrastructure - Nuclear Physics (ELI-NP) will
produce intense gamma-ray beams with spectral densities
of about 104 γ /s/eV, a narrow bandwidth (0.5%), high degree of polarization (>95%) and tuneable energy in the
range from 200 keV to 19.5 MeV [1], based on the laser
Compton backscattering technique on relativistic electrons
provided by a linear accelerator.
The GBS system will be delivered by the EuroGammaS
Association with its own EPICS based control system
framework [2] to provide the data collection and constantly
monitoring for the GBS.
The GBDD System is designed and under implementation to transport the gamma output to the Gamma Experimental areas and to monitor the gamma beam features. To
Gamma Beam Delivery, Eγ up to 19.5 MeV

optimize the operation of the ELI-NP GBS and its use for
experiments, it is of utmost importance to have the proper
means to accurately predict the spatial, spectral and temporal characteristics of the gamma beam. The ELI-NP
GBDD work package is dealing with the equipment and
techniques meant to transport and optimize the gamma
beam in order to make it available for user experiments
within required parameters [3]. Figure 1 shows the schematic layout of the ELI-NP GBS and GBDD.
The full ELI-NP GBS system providing the beam with
the design parameters is expected to be ready soon. All diagnostics and monitor systems have to be already commissioned and ready to be used.

The total length of the beam transport line is approximately 100 m. The vacuum pipe for the gamma beam
transport has a modular design, allowing the removal of individual segments for the placement of experimental apparatus. The pumping stations will be distributed according
to their pumping power, making vacuum connections between sections of pipe where that is necessary.
For the collimation of the Gamma beam, a collimator
which is operated under vacuum and the aperture of the individual slits is controlled with stepper motors.
Five small beam dumps are going to be built at the exit
from each of the experimental areas to ensure safety of
work in the downstream rooms. These small beam dumps
can be placed in different rooms, controlled with stepper
motors to move in/out of beam.

Interaction Point
High Energy

Interaction Point
Low Energy

Gamma Beam Delivery, Eγ up to 19.5 MeV

Racks Room

Interaction Laser
High Energy

Control Room

Racks Room

Interaction Laser
Low Energy

photo-cathode
Laser

Figure 1: Schematic layout of ELI-NP GBS and GBDD.

Gamma Beam Diagnostics
___________________________________________

* The ELI-NP Project (http://www.eli-np.ro/) is supported by the European
Union and co-financed by the European Regional Development Fund
† guangling.chen@eli-np.ro

The diagnostics modules of the GBDD system will provide five real-time beam monitoring systems including: energy and energy spread, flux measurement, spatial position
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monitor, time structure monitor, and beam polarization
measurement.

SYSTEM DESIGN FOR GBDD CS

Energy and energy spread The beam energy measuring system will use a 14-bit, 500 MS/s digitizer for the
HPGe and the NaI anti-Compton shield. The attenuator and
detectors will be remotely controlled using stepper motors.
Flux measurement The fission chamber for flux
measurement will need a 12-bit and minimum 3.2 GS/s
digitizer. One Mesytec MPR-1 preamplifier will be needed
for the cathode signal.
Spatial position monitor The gamma beam spatial
distribution system utilizes a CCD camera to collect the
light produced in a scintillator placed in the beam by means
of a mirror. The system is designed to be mobile and could
be moved to different experimental areas.
The camera will be placed outside vacuum in a special
mount, which ensures position reproducibility and easy removal. The scintillator and the mirror will be housed in a
light-tight box inside the beam transport pipe. To ensure
position reproducibility of the scintillator, a motor controller will be attached to the scintillator.
Time structure monitor One 5*5-cm fast plastic
scintillator or LaBr3 detector will be used to monitor the
time structure of the beam. One channel of 14-bit, 500
MS/s digitizer will be used.
Beam polarization measurement The NRF polarimeter measurement will be carried out using the segmented CLOVER detectors from the ELIADE array [5].
The d(γ,n)p intensity monitor and polarimeter uses three
neutron detectors, either EJ-301 or Li-glass depending
upon the energy of the emitted neutrons and, consequently,
on the beam energy. The 14-bit, 500 MS/s digitizer is
needed to record the waveforms. One channel should be
reserved for recording the signal of the machine.

The CS for GBDD based on EPICS [6] is being designed
and implemented to provide the machine information connection with the GBS CS, to collect data from GBDD devices, to monitor status of GBDD devices, and to provide
the High-Level Software (HLS) for the Gamma Beam Diagnostics.

General Architecture Model
The architecture of the GBDD CS is structured as the
standard three-tier structure:
User interface for individual controls for sub-modules
and the high-level software for the Gamma Beam Diagnostics, including graphical and non-graphical user interfaces.
Central services which need to run continuously for process variables archiving and alarm monitoring.
Equipment interfaces consist of IOCs that are responsible for interaction with equipment and devices.
The gigabit Ethernet (GigE) Local Area Network (LAN)
allows the communication between the IOCs and OPIs.

Software Architecture Model
The GBDD CS is based on a modular control system design that can be schematically shown as figure 2. It includes the modular design for the devices grouped by the
following sub-modules:
 Vacuum system,
 High voltage Power supply module,
 Power crate module,
 Data acquisition module,
 Beam profile module,
 Motor control module,
 Interlock module.
Besides, the high-level software is being designed according to the physics requirement to carry out the measurements and monitoring for Gamma Beam Diagnostics.

Requirements Summary
The detectors used for the Gamma Beam Diagnostics are
different, however, the types of digitizers have been minimized to ensure a quicker implementation of acquisition
software and analysis routines.
Low voltage power crates are required for the digitizer
units that are connected to the detectors of ELIADE. High
voltage power supplies are required for all the other detectors.
The DAQ module will deal with the waveform acquisition by the digitizers.
The GBDD Control System will provide the monitoring
and control for the vacuum stations, the high voltage power
supplies, the low voltage power crates, the motor controllers and the CCD camera.
Input Output Controller (IOC) servers, data storage and
Operator Interfaces (OPIs) will be distributed for each system connected via Ethernet.
The High-level software for the diagnostics system will
also be implemented to provide the GUI tools to accomplish the measurements.

GBDD Control System
OPI
CSS BOY
BEAUTY
BEAST

HLS
Python PyQt
matplotlib
pyepics ROOT

GigE

Channel Access
IOC
Ion
pump

IOC
Vacuum
Gauge

DAQ
C/C++ CAEN‐
Digitizerlib
python PyQt

IOC
Motor
Device

Motor
Vacuum Vacuum
Gauge controller
pump

IOC
Power
supply
Power
supply

IOC
Power
crate
Power
crate

IOC
CCD
camera
CCD
camera

Digitizers

Figure 2: The software architecture for GBDD CS.

IMPLEMENTATION STATUS
The implementation for each type of devices follows the
modular design that defines the common parts including
the required software package framework for IOC and OPI,
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and the communication interfaces between IOC and OPI
from the hardware and software perspective.
The current finished work includes the EPICS integration of the following devices: the VME crate, the high
voltage power supplies, the CCD camera prototype and the
digitizers. The high-level software for Gamma Beam Diagnostics has also been designed based on the physics requirement.

Integration of the Devices
Power supplies The power supplies used in the
GBDD system consist of the VME power crates and the
high voltage desktop power supplies.
In the GBDD system, CAEN VME8100 power crates are
used for digitizers which connected to the detectors for
ELIADE. To integrate the VME8100 power crates, Asyn
and StreamDevice are used to configure the IOCs connected via GigE port.
OPI / CSS

OPI / CSS

Ethernet CA

Ethernet CA

EPICS base
EPICS base
Device Support
Asyn
CAENHVWrapper
StreamDevice
USB / fibre optics
GigE / RS232
DT55xx
VME8100
Figure 3: Modular design for power supplies.
High voltage power supplies CAEN DT5533N and
CAEN DT5521M are used for the detectors. To integrate
the DT55xx power supplies into EPICS, the device support
has been developed based on the CAENHVWrapper lib to
connect the power supplies via fibre optics or USB 2.0
port. The modular design for the integration of power
crates and power supplies can be shown as figure 3.
The GUI showed in figure 4 has been designed to provide the monitoring and control of the power supplies using CSS BOY [7].

Figure 4: Snapshot of CAEN dt55xx OPI.
CCD camera A prototype of CCD camera integration
has been implemented based on Basler acA1600-20gm.
Aravis is used as the EPICS camera driver wrapper and areaDetector is used as the EPICS device support module and
EPICS databases. The areaDetector plugins are used to
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save images and to provide arrays used for displaying images acquired by the camera. A CSS BOY GUI is designed
to provide an intuitive way to use the cameras.
Digitizers the DAQ module for GBS experiment is under development, digitizers for the Gamma Beam Diagnostics will also be integrated into the DAQ [4]. The control
system and high-level software will make connection with
the DAQ module. Soft IOC will be implemented if necessary. The GUI has been developed for testing the digitizers,
using python, PyQt and matplotlib, which can be seen in
figure 5.

Figure 5: GUI for digitizers.

High-level Software Design for Gamma Beam
Diagnostics
The HLS for Gamma Beam Diagnostics has been designed to carry out the measurements for gamma beam energy and energy spread, gamma beam flux, the spatial position, the time structure and the beam polarization.
The HLS collects waveform data from digitizers via the
DAQ module, analyses the data and then presents the results. ROOT [8] has been adopted to carry out the data
analysis. Python and PyQt are used for the script programming and GUI design. Pyepics is used as the interface to
EPICS channel access and matplotlib is used to perform
the result plotting.
The main data flow diagram for the HLS of Gamma
Beam Diagnostics is shown in figure 6:

High-level GUI

Detectors

Result collecting

DAQ

ROOT

Wave to ROOT

Figure 6: Data flow diagram for HLS for Diagnostics.

CONCLUSION
The full ELI-NP GBS system providing the beam with
the design parameters is expected to be ready soon. All diagnostics and monitor systems have to be already commissioned and ready to be used.
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The system design for the EPICS based control system
of GBDD has been finished. The implementation for the
device integration has been carried out modularly for the
power supplies, CCD prototype and digitizers. The HLS
has been designed and it is presently under development to
accomplish the online measurements for gamma beam energy and energy spread, gamma beam flux, the spatial position, the time structure and the beam polarization.
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Abstract

The high-gain free electron lasers have given scientists
hopes for new scientific discoveries in many frontier
research areas. The Shanghai X-Ray Free-Electron Laser
(SXFEL) test facility is commissioning at the Shanghai
Synchrotron Radiation Facility (SSRF) campus. The
Dalian Coherent Light Source (DCLS) has successfully
commissioned in the northeast of China, which is the
brightest vacuum ultraviolet free electron laser facility. The
control systems of the two facilities are based on EPICS.
The embedded controllers, programmable logic controller
(PLC) and field programmable gate array (FPGA) are
adopted for the device control. The archiver is based on the
PostgreSQL database. The high-level applications are
developed using Python. The details of the control system
design, construction and commissioning will be reported in
this paper.

OVERVIEW
The Shanghai soft X-ray Free-Electron Laser facility
(SXFEL) is being developed in two steps, the SXFEL test
facility (SXFEL-TF) and the SXFEL user facility (SXFELUF). The SXFEL-TF is a critical development step towards
the construction a soft X-ray FEL user facility in China,
and is under commissioning at the Shanghai Synchrotron
Radiation Facility (SSRF) campus. The test facility is
going to generate 8.8 nm FEL radiation using an 840 MeV
electron Linac passing through the two-stage cascaded
HGHG-HGHG or EEHG-HGHG (echo-enabled harmonic
generation, high-gain harmonic generation) scheme, as
shown in Figure 1. The construction of the SXFEL-TF
started at the end of 2014. Its accelerator tunnel and
klystron gallery were ready for equipment installation in
April 2016. The installation of the SXFEL-TF Linac and
radiator undulators were completed by the end of 2016. In
the meantime, the SXFEL-UF, with a designated
wavelength in the water window region, began
construction in November 2016. It was based on upgrading
the Linac energy to 1.5 GeV, and the building of a second
undulator line and five experimental end-stations. It is
scheduled to be open to users in 2019[1].

___________________________________________

* Work supported by the National Development and Reform Commission
(NDRC) and the National Natural Science Foundation of China (NSFC)
† dingjianguo@sinap.ac.cn

Figure 1: Schematic layout of the SXFEL-TF.
The Dalian coherent Light Source (DCLS) is a FEL user
facility, which can deliver world's brightest FEL light in the
energy range from 8 to 24 eV, making it unique of the same
kind that only operates in the Vacuum Ultra Violet (VUV)
region. It use a 300MeV Linac to produce fully coherent
photon pulses in the wavelength range between 50-150nm
by HGHG scheme. This project was launched at the
beginning of 2012, and has successfully commissioned by
the end of 2016. It was a close collaboration between the
scientists and engineers from Dalian Institute of Chemical
Physics and Shanghai Institute of Applied Physics, two
Chinese Academy of Sciences institutes.
The control systems of SXFEL and DCLS are
responsible for the facility-wide device control, data
acquisition, machine protection, high level database or web
applications, as well as network and computing platform.
They provide operators, engineers and physicists with a
comprehensive and easy-to-use tool to control the machine
components to produce high quality electron beam and free
electron laser.

ARCHITECTURE
The control systems are based on the open-source
software, which are the combination of Linux, EPICS and
Python. The CentOS (Community enterprise Operating
System) is selected, which is a free operating system
distribution based upon the Linux kernel. The EPICS
(Experimental Physics and Industrial Control System) is
adopted to reach the balance between the high performance
and costs of maintenance. EPICS is a set of open source
software tools, libraries and applications developed
collaboratively and used worldwide to create distributed
soft real-time control systems for scientific instruments
such as particle accelerators, telescopes and other large
scientific experiments[2]. The high-level applications are
developed using Python, which is a widely used objectoriented programming language.
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As shown in Figure 2, the control systems adopt the
standard client-server architecture, which ensures the
system scalability and avoids performance limitations. The
major software is based on the latest stable release series
of EPICS Version 3. The components of Version 4 will be
evaluated and used partially for the middle layer services
in the future.
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custom IOCs are based on asynDriver, which is a general
purpose facility for interfacing device specific code to low
level communication drivers.
Table 1: IOC Summary of SXFEL-TF and DCLS
System
IOCs PVs IOCs PVs
SXFEL-TF

SXFEL-TF

DCLS

DCLS

Power Supply

30

18K

12

7K

Vacuum

13

8K

6

3K

Modulator

5

3K

2

1K

UD,SFT,BBA

8

4K

4

2K

BI/MW Movers

7

3K

3

2K

LLRF

7

2K

2

1K

B/Chicane Movers

BPM

48

4K

19

2K

Figure 2: Control system architecture of SXFEL-TF.

ICT

3

1K

1

1K

SERVER AND IOCS

CCD

7

60K

3

37K

Timing

3

3K

1

1K

MPS

7

2K

2

1K

Total

142

108K

54

58K

The central servers consist of several high-performance
commercial computers, which provide the control system
support services as the follows. They also provide the
platform for high-level physics applications development
and beam commissioning.
 EPICS Services: include the base, support modules,
extensions, cross-compile support for different
platforms. All console computers register on the
server and use the shared resources, such as display
manager.
 Network File Service: provide file sharing solution for
the control system. The authorized clients can view
and optionally store and update files on the server.
 Directory Services: used for the authorization of accessing resources. The NIS (Network Information
Service) is adopted.
 Time Synchronization Service: use the NTP (Network
Time Protocol) to synchronize the controllers, servers
and console computers. It keep their internal clocks
synchronized to a uniform reference time.
 Local YUM (Yellow dog Updater, Modified) Service:
used to install or upgrade the software packages,
which downloads all the packages from the mirror
sites by the rsync utility.
In addition to the above, other services are boot service,
web service, data backup service, software version control
services, syslog service and so on.
The IOCs (Input Output Controllers) are the essential
components of the control system. All the interfaces to
hardware devices are through the IOCs. The summary data
of the IOCs are listed in Table 1. For the SXFEL-TF, the
total amount of PVs (Process Variable) is about 108K. For
the DCLS, the total amount is about 58K. The most IOCs
were built with the existing records and device support
modules. The streamDevice is used for the devices with
serial communication interfaces, including RS-232, RS485, TCP/IP, etc. The netDev is used for communicating
with Omron PLCs, s7nodave for Siemens S7 PLC. The

DEVICE CONTROL
Power Supply, Vacuum, Modulator, etc.
In the SXFEL-TF and DCLS, two types of device
controllers are mostly used: PLCs (programmable logic
controller) and intelligent local controllers. The PLCs
implement complex control logic for the modulators,
undulator motions, Q-magnetic movers of the beam-based
alignment system, machine protection system, etc. The
intelligent local controllers include the digital power
supply controllers, vacuum gauge controllers, ion pump
controllers, digital pulse generators, etc. These devices
controllers connect to the IOCs via communication buses
or Ethernet.
To facilitate the system management and maintenance,
the unified software and hardware platforms are
considered. The IOCs hardware must be COTS
(Commercial Off-The-Shelf) products with the features of
high performance and cost effective. Several possible
hardware standards could be candidates, such as VME,
compact PCI and industrial computers. The fanless
embedded controllers DA-66x series from MOXA are
selected as the IOC standards, which is shown in Figure 3.
The controllers have 8 to 16 RS232/485 serial ports and 4
Ethernet ports. The IOCs run the unified software. Besides
the streamDevice, netDev and s7nodave, the autosave and
procServ modules are used as the standard configuration.

Figure 3: The embedded controllers DA-66x series.
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Take the power supply control system for example. The
digital power supply controllers embedded in the power
supply crate. They connect to the IOCs via the dedicated
network switch, as shown in Figure 4.

Figure 4: The power supply control system of DCLS.

LLRF
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the IOCs and control the power supplies of cameras and
step-servo motors remotely.

DATA ACQUISITION
The data acquisition is mainly responsible for the image
acquisition for beam profile measurement and laser
diagnostics system and general LXI (LAN eXtensions for
Instrumentation) devices.
The industrial cameras support multiple buses, such as
FireWire, USB, GigE Vision, Camera Link, CoaXPress
and so on. The GigE Vision is a globally accepted camera
interface standard developed using the Gigabit Ethernet
communication protocol. It offers the greatest technical
flexibility in terms of bandwidth, cable length and multicamera functionality.
In the SXFEL-TF and DCLS, the GigE Vision cameras
are adopted, which can simplify the system architecture. A
dedicated network is employed to transmit the images to
the servers. The software is based on the areaDetector and
aravisGigE modules. The image processing contains image
rotations, flips, ROI (Region of Interest), profiles, etc. The
panel of beam profile measurement is shown in Figure 6.

The low level RF (LLRF) control system is based on the
MicroTCA.4 platform. The SIS8300-L digitizer cards from
Struck Innovative Systeme are used, which have 10
Channels 125 MS/s 16-bit ADC, Virtex 6 FPGA and fast
feedback DACs. The algorithms are designed and
implemented, including IQ modulation, digital PI regulator,
digital phase shifter, digital FIR filter, etc. The control
panel is shown in Figure 5.

Figure 5: The LLRF control panel of SXFEL-TF.

Microcontroller
The embedded Linux boards, such as Raspberry Pi and
BeagleBone Black are credit-card-sized single-board
computers. They are low-cost and equipped with a huge
array of GPIO (General Purpose Input Output), which can
be used to take readings from sensors and control external
devices. The active development community and opensource nature also make them ideal choices for many
applications. They can be integrated with the accelerator
control system [3].
The BeagleBone Black boards were embedded in some
customized chassis. The dedicated circuits were designed
to control the power supply via electric relays. They run as

Figure 6: Beam profile measurement of SXFEL-TF.
The digital oscilloscopes are used for the data
acquisition of beam charge measurement, which are LXI
devices. The LXI consortium defines standard ways for
Ethernet-based instruments to communicate, operate and
function. The data is transmitted to the servers through the
dedicated network. The IOC software was developed base
on the asynDriver and VISA (Virtual Instrument Software
Architecture). The data rate can reach 20Hz for 4 Channels
50K waveform.
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NETWORK
The network is the important infrastructure for the
distributed control system. The performance and reliability
is critical. The Ethernet is used as the backbone of control
network, as shown in Figure 7. Most of hardware devices
connect to 1 Gbit access layer switches. The access layer
switches have two connections to separate 10 Gbit core
switches, which is designed to ensure the reliability. The
VLAN (Virtual Local Area Network) will be adopted,
which divides the network into multiple subnets.
Figure 8: Control system user interface of SXFEL-TF.

TIMING
In the SXFEL-TF and DCLS, the dedicated femtosecond
synchronization system is used for ultra-stable and ultralow phase noise reference signal distribution for the critical
systems. The timing system provides optical and electrical
trigger signals to the accelerator equipment, including
photocathode injector, laser, modulators, beam and laser
diagnostic system. The cost-effective solution based on the
high precision pulse and digital delay generators is selected,
as shown in Figure 9 and 10, which meet the demands
completely.

Figure 7: Control network architecture of SXFEL-TF.

OPI
The OPI (OPerator Interface) offers graphical user
interface (GUI), command line interface (CLI) and highlevel application programming interface (API) to operators,
engineers and physicists. It allows them to interact with the
machine components.
In the SXFEL-TF and DCLS, the EDM (Extensible
Display Manager) is used as the default user interface. The
integrated framework is designed and implemented, as
shown in Figure 8.
The archiver is based on the PostgreSQL, which is a
powerful, open source object-relational database system.
The RDB Channel Archiver of CSS (Control System
Studio) is adopted. Users access the historic data using the
CSS Data Browser. The alarm system is implemented,
which collects and summarizes all kinds of fault
information. It can help the operators take the correct
action at the correct time.
The high-level physical applications are important tools
for physical parameters measurement, models correction,
machine optimization, etc. They were written using Python.
The CA (Channel Access) interface select PyEpics3 [4] and
Cothread [5].

Figure 9: The schematic diagram of timing system.
The BNC 588 precision pulse and digital delay generator
is chosen to build the global timing system, which has 8
output channels and offers 250ps delay and width
resolution and 50ps internal jitter. It gets the reference
clock from the synchronization system and generates pulse
triggers to the accelerator equipment. The timing system is
integrated in the whole control system. All pulse generators
are connected to the IOC via Ethernet. The delay of each
channel can be programmed by the clients.
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Figure 10: Timing system of SXFEL-TF.

Figure 12: Machine protection station of SXFEL-TF.

MACHINE PROTECTION

CONCLUSION

The Machine Protection System (MPS) is designed to
protect the important machine components from damage
when serious abnormal situations occur. The system must
be robust and reliable. It receives the interlock signals from
the hardware devices, performs the protection operations
and reports the status to the operator interface layer. Take
the vacuum system for example, the pressure in the
vacuum chamber is continuously monitored via vacuum
gauges and ion pump current. The vacuum valves are
controlled by the machine protection system. An interlock
action will close the proper isolation valves and stop the
beam in case of anomalous pressure rises.
The system is based on Omron PLCs and adopts the
hierarchical structure. It consists of one master station and
several local sub-stations, as shown in Figures 11 and 12.
The master station receives and summarizes the signals
from sub-stations. The sub-stations control the executive
devices, such as the vacuum valve and so on. The functions
of operation modes management are employed in the
system.

The control systems of the SXFEL-TF and DCLS have
been designed and developed. Up to now, the systems have
operated steadily for almost one year, and play important
roles during the daily operation and beam commissioning.
With the new equipment installation of SXFEL-UF, more
functionality will be added in the future.
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Figure 11: The schematic diagram of MPS.
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STATUS OF THE GBAR CONTROL PROJECT AT CERN
P. Lotrus†, A. Gaget, A. Gomes, G. A. Durand, Y. Le Noa, J. F. Lecointe, J. Y. Roussé,
Institute of Research into the Fundamental Laws of the Universe , Gif-sur-Yvette, France
Abstract
One yet unanswered questions in physics today concerns
the action of gravity upon antimatter. The GBAR experiment [1] proposes to measure the free fall acceleration of
neutral antihydrogen atoms. Installation of the project at
CERN (ELENA) began in late 2016. This research project
is facing new challenges and needs flexibility with hardware and software. EPICS modularity and distributed architecture has been tested for control system and for
providing flexibility for future installation improvement.
This paper describes the development of the software and
the set of software tools that are being used on the project.

INTRODUCTION
The GBAR experiment [1] (see Fig. 1) is a collaboration
of 14 institutes to build a precise measurement of the free
fall acceleration of ultracold neutral anti hydrogen atoms
in Earth’s gravity field. This experiment is composed of
several parts (source, trap, laser, beam line) provided by
member institutes.

the efficiency of positrons that will be able to enter the second trap by 25%. The purpose of the second Penning trap
is to accumulate 1010 positrons with an expected efficiency
of 50%.
On the other side of the experiment, ELENA will provide
a slow antiproton beam with an energy of 100 keV, which
is still too fast for GBAR. For this reason, this beam will
go through the decelerator which will decelerate the beam
at an expected energy of 1 keV.
By synchronizing trapped positrons and antiprotons
packets, both beams will interact in the reaction chamber.
Several reactions will occur with the help of precise energy
boost provided by a laser to increase the chance of generating few antihydrogen ion with an energy of 1 keV.
Antihydrogen ion will be transported to one trap to decelerate it at 1 to 6 eV, and move in a second trap placed in
the free fall chamber to decrease its energy at 10 microK.
Now, what we want is antihydrogen ion becomes an
electric neutral antihydrogen that will fall on the detectors.
For that, another LASER will provide the energy to take
off the ion extra positron. As we will know the distance between the trap and de detectors, plus the time at which the
LASER as kick off the positron, we will be able to evaluate
the effect of the earth gravity on the antimatter.
10

Free fall chamber
9

Trap

H

1

Figure 1: GBAR experiment CAO.
GBAR is currently in construction at CERN, Switzerland. More precisely, it is installed at the AD (Antiproton
Decelerator) facility [2] connected to the new ELENA decelerator (Extra Low ENergie Antiproton) [3] which will
provide a 100 keV antiproton beam.
To generate an antihydrogen atom, GBAR first needs
two beam lines which transport a packet of positrons on
one side and a packet of antiprotons on the other side.
To produce positrons, GBAR uses an electron LINAC
(see Fig. 2) which will provide a 10 MeV beam at 300 Hz
/ 2µs. The electron beam hits a Tungsten target, many of
the electrons pass through, but 0.5% of the electrons interact with the Tungsten by generating positrons.
Because we need a good amount of positrons for the reaction, the positrons will be trapped using two systems: a
Buffer Gas and a Penning trap. The buffer gas is used as an
injector to the high field Penning trap in order to increase
___________________________________________
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Figure 2: GBAR experiment principal.

CONTROL SYSTEM
Different part of GBAR is provided by a different institute with its own control system method and programming
language like LabVIEW, Python, C++ and Siemens TIA
Portal. EPICS is a good candidate for controlling all the
different parts because we were able to find a communication driver for each of those languages.
IRFU is in charge of providing solutions for the main
control system, and gives support to the front-end to integrate their software solutions to the EPICS [4] communication which is Channel Access.
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The archive system is Archive Appliance [5]. This solution can manage large amounts of data, has easy web access and can extract information through JSON solution.
For easy and rapid installation for other IRFU experiments,
we have developed an Ansible [6] script to automate the
installation on CentOS. This script will:
• Access Archive Appliance on the web, and its required software such as Tomcat, MySQL
• Customize the starting script and web interface
• Define the application as service.

CSS
The GUI (Graphical User Interface) software is CSS
(Control Studio System). We are currently using the SNS
version, but we are working on creating our own product
CSS that would give us a way to add a specific plugin for
a logbook electronic. GBAR will use as logbook ELOG
from PSI [7]. In term of interface with CSS, this software
solution provides an easy way to add information into it by
using a system command.

Beast
For the alarm solution, we have chosen BEAST (Best
Ever Alarm System Toolkit) from SNS/ORL [8]. The
BEAST alarm server is combined with CSS (Control Studio System) [9] to display minor or major alarms. Users
can configure CSS to send automatic emails and/or SMS
for specific alarms.

Web Solutions
To provide information about the experiment status to
the collaborators, we will install a web solution like webopi
[10], webalarm and archive appliance. The experiment is
composed of several high-tech parts and experts won’t be
able on site all the time, this set of web tools will help them
to understand the state of GBAR.

NETWORK
Experiments installed at CERN can choose their software solutions but they have to follow certain network
rules. CERN imposes their Ethernet manageable switches
so they can create a local experiment network with possibilities to open specific doors with CERN’s office network,
called GPN (General Purpose Network). In the case of
GBAR, the distance between the control room building and
the experiment hall requires the installation of an optical
fiber between the two CERN Ethernet switches.
Behind those switches, the experiment is in charge of its
network. In our case, we have decided to defined two networks (see Fig. 3) called instrument and GBAR. This limits
the number of IP addresses on one network, and protects
the control acquisition part.
The instrument network is managed and provided by
each institute. For decelerator experiment part, this network connects the different devices such as power sup-

plies, vacuum controllers and a front-end PC. This separation means that if another part of the experiment is not
working well, it will not affect the decelerator part.
The second network, called GBAR, is the link between
the main control system located in the control room, and
the sub-systems. Each sub-system will have a front end
with one Ethernet card connected on the GBAR network
and another Ethernet card connected to the instrument network. This machine will be also running an IOC (Input
Output Controller) which will provide information to the
main control system.
Control room

Archive Appliance
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Figure 3: GBAR experiment network architecture.
CERN requires the experiment team to nominate collaborators to manage network administration and be the interface in case of dysfunction. Because the GBAR network is
not completely separate from the CERN network GPN, the
IT service provides a number of facilities that GBAR’s administrators can configure by themselves. The configuration tool is accessible via web browser (see Fig. 4). It gives
us the possibility to define specific accesses between
GBAR and CERN network services, such as access to the
Git server and website (GitLab), email server, backup disk
and others, which is very convenient for a small experiment.

Figure 4: GBAR experiment principal.

MATERIAL PROTECTION
To protect material like vacuum and high voltage, we are
using Compact RIO 9035 from National Instruments [11]
in some parts of the experiment. The protection code has

TUPHA059
532

Project Status Reports

been developed on the Compact RIO FPGA target. The
code running on the Intel CPU (programming with LabVIEW RT) is in charge of the communication and other
functionalities like the machine time to repair (MTTR) of
a ion pump.
The Compact RIO 9035 configuration with an Intel CPU
and a Xilinx FPGA has the advantage of not rebooting the
FGPA program when the real-time is rebooting. As is, we
can change EPICS variable names, download the new LabVIEW RT program without losing the protection, like for
example, keep the valves in their initial states.
Research experiments like GBAR are using the system
out of the predicted behaviour, this is the reason why most
of the security limits can be changed through EPICS. For
example, a user can modify the vacuum limit through CSS,
which will send the new value to the LabVIEW RT program using Channel Access communication, then the LabVIEW RT program will use DMA (Direct Memory Access)
functions to transfer the new value to the FPGA
(see Fig. 5).
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SIEMENS PLC
To get information about the Siemens PLC (Programming Logical Controller), we will use EPICS S7PLC driver
running on a PC with CentOS 7. Because moving parts and
dust on a PC are the major dysfunction reasons, we will use
a Nexcom NISE 3500 with no fan, SSD hard disk

CONCLUSION
GBAR experiment is under construction, the LINAC
and the decelerator are physically installed, and we are expecting the installation of the buffer gas and the Penning
trap before the end of the year. EPICS archiving, alarm and
GUI are installed and working well, but we still have work
on configuring systems. LabVIEW IOC drivers have been
developed for now, other languages are starting to be
tested, so in a few, we will be able to purpose solutions for
our partners. Main network installation is done, we are able
to connect devices. Network configuration is still in progress, more services need to be configured and/or tested.
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EPICS server from National Instrument is used as a
Channel Access server. As we use the Compact RIO for a
protection system, we need to configure OSV and ZSV EPICS fields on certain Boolean records. Unfortunately, LabVIEW EPICS server doesn’t provide function to change
record fields others than ‘VAL’ field, even if they are created. A way to configure the alarm fields, is to use EPICS
command caput, or creating a LabVIEW EPICS client.
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CONTROL SYSTEM OF THE LINEAR ACCELERATOR AS A PART OF
NUCLEAR FACILITY NSC KIPT NEUTRON SOURCE
D. V. Tarasov, A. Y. Zelinsky, V. M. Lyashchenko, National Science Center
Kharkov Institute of Physics and Technology, Kharkiv, Ukraine
Abstract
NSC KIPT Neutron Source on the base of subcritical assembly involves 100 MeV/100 kW electron linear accelerator as a driver [1,2,3,4]. Because the Neutron Source is
nuclear facility, all technological systems of the facility are
under regulation of State Inspection of Nuclear Regulation
of Ukraine that is working in accordance with international
nuclear regulation legislation. This regulation demands
certain requirement to the design and realization of the facility control system in order to provide the conditions of
the facility safe operation. In the paper, the features of control system of the linear accelerators as a part of nuclear
facility NSC KIPT Neutron Source are described.

THE STRUCTURE
OF CONTROL SYSTEM
Control System of the Linear Accelerator of "Nuclear
Facility" is designed for monitoring and control the equipment of the accelerator and the accelerator transportation
channel in all operation modes, ensuring the safety of the
operation of the "Neutron source" and accelerator, the accelerator shut off for any violations of normal operation
and accidents, control the power of a beam, the repetition
rate and the charge of electron pulses.
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Figure 1: The control system structure diagram.
The Linac control system of nuclear subcritical assembling
"Neutron source" consists of the following subsystems
(Fig. 1):
Low level - sensors and control driven equipment and devices:

 driven equipment of the triode electron gun control
block of the Linac pulse start subsystem;
 driven equipment of the RF parameters control subsystem;
 driven equipment of controlled power supplies of the
subsystem for control the parameters of magnetic elements;
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 sensors and recording devices of control subsystem of
the vacuum system parameters;
 sensors and control devices of the control subsystem
of the cooling and thermostabilizatio system;
 sensors and recording devices of the electron beam
parameters monitoring subsystem.
Middle level:
 subsystem of the Linac pulse start;
 RF field parameters control subsystem;
 control subsystem of the magnetic elements parameters;
 subsystem for control of the vacuum system parameters;
 subsystem of monitoring of the electron beam parameters;
 control subsystem of cooling and thermostabilization
system;
 Fast interlock block
 electronic keys for opening the Linac start signal;
 media converters and optical keys for contact breaking of timing pulse;
 transmission and primary data processing system.
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- Digital information to data-computing network of the
SCA "Neutron source";
- Digital and analog information to the neutron lux measurement system to ensure synchronization of the operation
of the "Neutron Flux density monitoring system" equipment (repetition rate from 1 to 625 Hz) and provide input
data for the implementation of the algorithms for the primary calculation of the neutron K-factor for the neutron
source, and synchronization of the start of the accelerator
and the neutron flux registration system.
Linac control system provides input:
- Discrete signals from the SCA "Neutron Source" to the
"Permission Box" of the Linac of the control subsystem of
the Linac start control system (Fig. 3);
- Digital information and directives of the SCA "Neutron Source" in the data-computing network of Linac control system.
Cable connections of discrete and digital lines, interaction of SCA "Neutron Source" and Linac control system
are performed by duplicated cable lines.
The block for starting the Linac that is the "Permission
Box" of the Subsystem of the Linac pulse start is duplicated.

High level:
 the Linac operator's console (Fig. 2);
 Software of Linac nuclear subcritical assembling
"Neutron source".

Figure 2: The control room.
The Linac operator's console includes 4 workstations for
control systems of the first loop (30 C) of the klystron generator cooling system, the first loop (30 C) of the cooling
system for electromagnetic elements and equipment located in the accelerator tunnel, the first and second loop (40
C) of the cooling and thermostabilization system of the
accelerating sections and the injector, accelerator system
and waveguides, electron gun, klystron RF amplifiers and
parameters of the accelerating HF field, magnetic elements, electron beam parameters, low level RF field.

Figure3: Scheme of interaction of one of permission boxes
with control system of SCA "Neutron Source".

Linac control system of the SCA "Neutron source" provides the formation and output:
- Discrete signals to the SCA Interlock system of "Neutron Source"
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THE SAFETY IDELOGY
The electron beam is switched on / off by: "Triode electron gun control box", "1st klystron amplifier control
block" and "Timing Pulse generator". Switching on happens in the case of availability of the signal from the "Linac
Permission Box" and the synchronization pulse from "Timing pulse generator" and when the signal "Beam Enable" is
received by the Linac control system from the SCA Interlock system of "Neutron Source" .
The "Linac Permission Box" generates the Linac start
signal by closing the electronic relay when receiving the 24
V signal "Switch on the Linac" from the SCA Interlock
system of "Neutron Source" without using the Linac software. The software is used to monitor the status of the
block and check the logic of its operation.
The drive lines of the start signal from the "Linac Permission Boxes" are equipped with electronic keys. The
keys provide the transmission of signals from the "Linac
Permission Boxes" only at the absence of a signal about the
failure of the operation of Linac technological systems
from the "Fast Interlock Block".
The synchronizing pulse transmission line of the "Timing Pulse generator" to the "Triode electron gun control
box" is equipped with an optical key with a media converter. The key allows to transmit the signal and the synchronizing pulse of the "Timing Pulse generator" to the
"Triode electron gun control box" only in the absence of a
signal about the failure of the Linac technological systems
from the "Fast Interlock Block".
The synchronization pulse signal line of the "Timing
Pulse generator" from the "Control unit of the 1st klystron
amplifier" to the 1st klystron amplifier is equipped with an
optical key with a media converter . The key allows to
transmit the signal and synchronizing pulse of the "Timing
Pulse generator" to the 1st klystron amplifier only in the
absence of a signal about the error of Linac technological
systems from the "Fast Interlock Blocks".
The “Fast Interlock block” is an electronic device at the
inputs of which analogue interlock signals from Linac
technological systems are entered. The electronic circuit of
the "Fast interlock Block" is realized as a device with "and"
logic. If there is an interlock signal at least on one of the
inputs, the interlock signal appears at the output of the
"Fast Interlock Block". Thus, if there is an error in the operation of Linac technological systems, the Linac startup is
blocked without the use of Linac control system software.
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Linac control system provides fast shutdown of the electron beam in the case of failure of any technological subsystems of the Linac by breaking the synchronization pulse
of the "Timing Pulse generator" by the electronics of the
"Fast interlock Block" .
Linac control system provides a fast emergency shutdown of the electron beam by electronics of Linac "Permission Boxes" in case of removing the signal "Switch on
the Linac" from SCA Interlock system of "Neutron
Source" by switching off the triggering signal of the triode
electron gun and the first klystron amplifier by two Linac
"Permission Boxes", then switching off the triode electron
gun by the triode gun control unit, switching off of the first
klystron amplifier by the control unit of the first klystron
amplifier and switching off of the synchronizing pulse by
the "Timing Pulse generator".

CONCLUSION
Control System of the Linear Accelerator is on the final
stage of development. All comments and suggests made by
State Inspection of Nuclear Regulation of Ukraine were realized. The testing and commission of the control system
is going to be held on Dec. 17.
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STATUS OF THE NSC KIPT NEUTRON SOURCE
O. Bezditko, I. Karnaukhov, A. Mytsykov, A. Zelinsky, D. Tarasov
NSC KIPT, Kharkiv, Ukraine
Table 1: Main NSC KIPT Neutron Source Parameters

Abstract
In NSC KIPT, Kharkov, Ukraine the state of art nuclear
facility Neutron Source on the base of subcritical assembly driven with 100 MeV/100 kW electron linear accelerator has been build. The electron beam generates neutrons
during bombarding the tungsten or uranium target. The
subcritical assembly of low enrichment uranium is used to
multiply the initial neutrons due to fission of the uranium
nuclei. The facility is the first world facility of such kind.
It is supposed that maximal value of multiplying neutron
factor in the source will be equal to 0.95. So, the neutron
flux will be increased as much as 50 times. Because of
sub-criticality the facility eliminates the possibility to
produce the self-sustained chain reaction. Now the Neutron source is under commissioning. In the report the
facility and its control system current status is presented.

INTRODUCTION
Since February 2012 ADS Subcritical Assembly Neutron Source is under construction and assembling in NSC
KIPT, Kharkov, Ukraine [1]. In 2016 the construction,
assembling and installation of the main technological
systems of the Neutron source were completed and commissioning of the systems were started. All buildings,
technological constructions were completed in the end of
2014 year. The main facility specifications are shown in
Table 1.
The electron linear accelerator, driver of the SA, was
designed and manufactured in Institute of High Energy
Physics (IHEP), Beijing, China [2]. Now the accelerator
assembled in NSC KIPT and is under beam commissioning and tests. The electron beam commissioning for the
whole accelerator was started in March 2017. As a result
of the first experiments the electron beam was delivered
to the middle of the transportation channel [3].
The SA core is a set of fuel elements of WWR-M2 type
by the TVEL corporation production (Russia) of low
enriched uranium (19,7% 235U). The fuel is finely dispersed uranium dioxide UO2 that is uniformly distributed
in aluminium matrix. The main fissions of actinides are
produced with thermal neutrons.
Neutron Source is nuclear facility all technological systems of the facility are under regulation of State Inspection of Nuclear Regulation of Ukraine that is working in
accordance with international nuclear regulation legislation. This regulation demands certain requirement to the
design and realization of the facility control system in
order to provide the conditions of the facility safe operation [4].

Parameter
Neutron generating
target
Target photo neutron
output, n/s
Neutron multiplication constant keff
Fissionable material
of the core
Neutron reflector

Moderator, coolant
Neutron flux at the core,
n/cm2s
Energy release, kW

Value
U, W
3,01·1014 (U-target)
1,88·1014 (W-target)
Not more then 0,95
Low enriched uranium with
19,7% of 235U isotope
Two zone: intrinsic zone is
beryllium, outside zone is
graphite
Demineralised water (H2O)

2·1013
192 (U-target)
131 (W-target)

NSC KIPT NEUTRON SOURCE
SUBSYSTEMS
NSC KIPT ADS Subcritical Assembly Neutron Source
consists of the following main technological systems:
 Neutron Source building and technological constructions.
 Biological shielding.
 Linear accelerator and electron beam transportation
channel.
 Neutron generating target.
 Facility core with fuel elements and moderator.
 Cooling systems of the facility core and neutron generating target.
 Fuel machine.
 Control system.
 Radiation monitoring system.
 Neutron flux and criticality measurement system.
 Waist fuel and target storage pools.
 Neutron channels.
 Special sewage system.
 Special ventilation system.
 Physical protection system
To provide the start up of the Nuclear facility that is
NSC KIPT ADS Subcritical Neutron Source should provide and carry out the commissioning, State Accept and
Licensing Procedure for technological systems, mentioned above.

Biological Shielding
Biological shielding consists of radial core biological
shielding with shutters for the neutron channels and two
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moveable parts of the top biological shielding. For the
facility maintenance there is possibility to open the biological shielding . The shielding was designed to provide
natural radiation conditions on the surface of the shielding
during the facility operation.
At 2016 the assembling and adjustment of the biological shielding was completed and now it is in operation.
Biological shielding is shown in Figure 1.

Figure 1: Layout of the NSC KIPT Neutron Source biological shielding.

Linear Accelerator
100 MeV/100 kW electron linear accelerator is a driver
of the ADS neutron source that is under commissioning in
NSC KIPT, Kharkov, Ukraine. The main accelerator parameters are shown in Table 2.
Table 2: Main KIPT Accelerator Parameters
Parameter
Value
RF frequency
2856 MHz
Beam energy
100 MeV
Beam current (max.)
0.6 A
Average beam power
100 kW
1%
Energy spread (1)
5x10-7 m-rad
Emittance (1)
Beam pulse length
2.7 s
RF pulse duration
3 s
Pulse repetition rate (max)
625 Hz
Klystron power
30MW/50kW
Number of klystron
6
Number of ACC. structure
10
Length of ACC. structure
1.336 m
Gun voltage
~120 kV
Gun beam current (max)
2A
The assembling of the accelerator in NSC KIPT was
started in May 2013. Now, all accelerator system are
assembled and installed.
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The housing of the target is made of aluminum alloy.
The target construction is connected to the electron beam
guide with flange connections.
The neutron generating target and the facility tank with
core were manufactured, tested on water and vacuum
leakages, installed in biological shielding and adjusted
(Fig. 2).

Figure 2: NSC KIPT neutron source core with target.

Fuel Machine
NSC KIPT ADS Subcritical Assembly Neutron Source
fuel machine was designed and manufactured by “Diakont” company. The fuel machine design is based on
pantograph scheme that can provide high accuracy of the
manipulator movement and targeting to the fuel elements.
Simultaneously, such scheme requires very high accuracy
of the manipulator part manufacturing and adjustment.
Now the fuel machine is under adjustment and upgrade in
NSC KIPT (Fig. 3).

Figure 3: NSC KIPT Neutron Source fuel machine.

Cooling System
NSC KIPT neutron source cooling system consists of
four cooling loops that are: secondary cooling loop of the
neutron source core, secondary cooling loop of the linear
accelerator, primary cooling loop of the neutron source
core, primary cooling loop of the neutron generating target. All equipment of the cooling were installed, assembled and tested (Fig. 4). Now the cooling system is under
preparation to the individual and complex State Accepting
tests.

Neutron Generating Target
The design of the target was chosen on the base of numerical simulations in order to provide the maximal neutron output.
The target consists of the square plate set of
6464 mm transverse sizes and total thickness of 80 mm
with 2 mm gaps between target plates to provide target
cooling.
To eliminate the cooling water contamination by radioactive corrosion products the target plates are covered
with protection layer of aluminum of 0.2 mm thickness.

Figure 4: Neutron Source secondary cooling loop building.
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Neutron Channels

Control and Radiation Monitoring System

The shutters of the NSC KIPT neutron source neutron
channels were designed, manufactured, tested and adjusted (Fig. 5). Now all shutters are ready for the individual
and complex State tests.

For providing of radiation safety of staff and population, monitoring of the Ukrainian radiation safety norms
and rules during the nuclear facility operation of the SCA
the Automatic Radiation Monitoring System was designed, manufactured and put in operation. In 2016 the
system passed through the individual State Accepting
tests and is ready to the complex State tests. Gammamonitor and neutron-monitor are shown in Fig. 7.

Figure 5: 3D model of the NSC KIPT Neutron Source
neutron channels shutters.

Neutron Flux and Criticality Measurement System
The neutron flux and criticality measurement system is
based on CFUF28, CFUF34 (10 inside), CFUF54/HA1 (3
outside), Photonic, France neutron sensors and RNL04.06 detector blocks provides the neutron flux measurements in range of 102 – 1011 cm2/s and signals on keff value
(Fig. 6). The system was designed, manufactured, assembled and tested by Khartron, Kharkov, Ukraine company.
Now system is passing through individual State testes.
There is neutron source in the subcritical assembly. The
range of neutron source is 105 n/cm2s. All neutron sensors are working and calculating neutron flux.

Waste Fuel and Target Storage Pools
The system was manufactured, assembled and tested. In
2016 the system passed through the individual State Accepting tests and is ready to the complex State tests.

Figure 6: 3D model of the NSC KIPT Neutron Source
neutron flux measurement system equipment layout: 1 is
bio shielding with neutron sensors, 2-4 are control cabinets, 5 are cable lines, 6 is SCA tank with neutron sensors, 7 is ladder, 8-10 are measuring cabinets, 11 is commutation boxes.

Figure 7: GIM 204K MGP Instruments, NIM 201K MGP
Instruments.

Ventilation and Sewage Systems
The systems were manufactured, assembled and tested.
Now the systems are ready to the individual State Accepting tests. 6 industrial air conditioning in klystron gallery
were installed, for supporting 25C° temperature in this
room.

CONCLUSION
NSC KIPT Neutron Source on the base of subcritical
assembly driven with 100 MeV/100 kW electron accelerator construction has been completed. All technological
systems of the facility were assembled and tested.
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AUSTRALIAN SQUARE KILOMETRE PATHFINDER - COMMISSIONING
TO OPERATIONS
M. Marquarding ∗ , CSIRO Astronomy and Space Science, Epping, Australia
PROJECT STATUS

Abstract
The Australian Square Kilometre Array Pathfinder
(ASKAP) [1] is CSIRO’s newest radio frequency interferometer located in Western Australia. It is currently operating in
a mixed early science and commissioning phase. This paper
gives an overview of the current instrument, highlighting
updates and changes to software since the last status update.
As previous papers, this overview centers on the monitoring
and control software of ASKAP known as the Telescope
Operating System (TOS).

OVERVIEW
Since the last status update [2] a lot of work by the monitoring and control software team has gone into supporting
debugging of hardware and firmware of ASKAP. As engineers and scientist are progressing their understanding of this
new, never used technology, requirements are continuously
added or refined. We have also focused on the high level user
interfaces as more time is allocated to routine observations
and users gain experience with the instrument. The overall
monitoring and control software architecture has been solid
and has not changed since its inception about 10 years ago.
Some minor modifications to this architecture have been
driven by technology limitations or new requirements. The
logical view of is presented in Fig. 1.
One of the features of the TOS is its configuration management. New deployment sites can be added mainly through
configuration only additions. This is used to differentiate
between different target deployments or even instruments
now:
• ASKAP - the configuration of the main telescope containing the commissioned antennas and correlator
• MATES - the hardware test laboratory system
• COMMISSIONING - a independent subset of telescopes and hardware still to be commissioned
• EFFELSBERG - a self-contained TOS deployment for
a PAF operating on Max Planck Institute for Radioastronomy Effelsberg telescope
• FASTRX - an engineering set-up to test the FAST multibeam receiver constructed by CSIRO for the FAST 500
meter telescope
For the EPICS systems sites are simply distinguished
through different process variable prefix. This even allows
co-location of systems in the same network deployment. The
list above also shows non-ASKAP telescope deployments
demonstrating the solid architectural choice. We are currently working on a TOS deployment for the next generation
receiver system on our Parkes 64m telescope.
∗

malte.marquarding@csiro.au

Infrastructure
30 antennas have been with phased-array feed (PAF) technology. 24 antennas have the full compliment of digital
signal processing backends installed in the central building
and five out of seven correlator backends are available for
use. The new hybrid diesel/solar power station, including
battery storage has been connected to the telescope. 16 telescopes and the correlator form the ASKAP array for early
science programs, the remaining eight are part of the COMMISSIONING array. The final six PAFs, 12 backend system
and two correlator blocks are being installed in the upcoming
months.

Science Data Processing
The ingest of data on the science data processing side
is currently setting the limiting of antennas used for early
science programs to 12. Processing is not yet done automatically after data ingest, but early science programs are
processing their data suing the Pawsey supercomputing platform.

MONITIORING AND CONTROL
SOFTWARE
Software Infrastructure
Software technologies have progressed since the inception of the TOS. In the early stages of the project numerous
third party software systems were not available as part of
the host operating system or were rapidly changing. For
this purpose a from source recursive build system was developed in house. All software is deployed as a single version
e.g. TOS-2.13 including all dependencies. We are in the
process of moving towards OS provided packages and are
changing as part of the upgraded to the latest version of
debian - stretch. After this upgrade, software release will be
per logical set of software as part of a continuous deployment platform. To facilitate this automation we are in the
process of moving from subversion to git which integrates
better with automated process and our issue tracking system
JIRA. During this upgrade process all TOS software will
move from bare server hosting to high-availability servers
for better operational integrity and uptime.

EPICS
The asyn abstraction and composite IOC structure has
been proven to work extremely well in hiding the complexity
of the system. We are still based on EPICS version 3.12.x,
however pvaSrv has now been added to all IOCs, so we can
leverage v4 features. As described in the previous paper,
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Figure 1: Logical view of the ASKAP software as implemented in latest version of TOS. Bold, black bordered components
are recent additions.
most of out I/O records and archiving configuration is autogenerated for the header files associated with the hardware
subsystems. This results in an EPICS deployment of:
• more than 300 soft IOCs
• more than 2.5 million I/O points
• more than 250,000 archived records
• six linux soft IOC host machines

Ice Services
Ice services are building the high-level software components to control observations. A number of these components remain unchanged. The LogArchiver implementation
and the decision to log all observation relevant information
through this interface is under review. The implementation
of the LogArchiver is going to move to a dedicated logging stack in elasticseach/logstash/kibana. (ELK) This stack
wasn’t available during the initial implementation phase but
provides much better scaling, feature set and support then
our in-house solution. This choice is also integrating nicely
with our log4cxx EPICS logging solution. The science data
processing team has already demonstrated and deployed this
as part of their c++ components.
To form beams on the sky from the phased-array feed
detector, specialized observations are needed to generate
so called beam weights. This creates a specific beam pat-

tern. The per antenna raw data capture of these antenna
covariance matrices are too large to move around the system
for processing. To allow a data co-located computation to
be done a distributed beamweights calculation component
was added to the architecture. The design also takes into
account a new hardware component, the on-dish calibration
system to adjust beamweights on a per-antenna bases on the
fly. These components had not been part of the ASKAP
requirements.

Archiving
For archiving of monitoring and control points we use
the in-house product open-monica. It provides per-point
archive policies which are generated from the same header
files as the EPICS records. The front-end to MoniCA, both
for display and querying doesn’t scale to ASKAP volumes,
so an alternative was firstly prototyped and is now being
rolled out to the observatory. This software stack comprised
of InfluxDB, Telgegraf and Grafana build a package called
DiaMonica (add ref). Access to this time series database
platform is also given to users via data science analytics
tools based on python, pandas as well as machine learning
prototypes.
TUPHA063
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Figure 2: Logical view of the ASKAP software as implemented in latest version of TOS. Bold black bordered components
are new additions.

User Interfaces
Observation Management Portal The Observation
Management Portal (OMP) is the main high-level ASKAP
user interface to interact with the telescope. It has gone
through several iterations and re-designs as user became
more aware of how to operate this instrument. It is a webbased portal, providing role-based authorization. Through
tab-based views, the user can create new observation drafts
and submit observations for scheduling (see Fig. 2). A scheduler can view and adjust the schedule. The OMP backend
is implemented in jsp communicating with the various Ice
services. The frontend is written in html5/javascript and is
supported by bootstrap and D3.js for data visualization.
Engineering Display Currently, all of our engineering
or close to the hardware graphical user interfaces are based
on cs-studio v3.4. Due to the frequent use of OPI scripting an
upgrade path to cs-studio v4 has been problematic. It would
largely require to rebuild a significant amount of displays

from scratch. cs-studio doesn’t have a large developer base
so there is concern about future support. As a result we are
investigating open-source, widely-used web technologies
and are prototyping a PVAcess to websocket interface, with a
ReactJS based UI component frontend. This will also require
a rebuild of all displays, but as it is common technology this
could be contracted out. For archival data, we have moved
to another open-source package with a large user-base.
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THE LIGHT CONTROL AND INTERLOCK SYSTEMS
R. Moser, H. Pavetits, ADAM S.A., Geneva, Switzerland
Abstract
LIGHT (Linac Image Guided Hadron Technology) is a
particle therapy system1 developed by Advanced
Oncotherapy plc. Accelerator, control and interlock
systems are developed by its subsidiary A.D.A.M. SA, a
CERN spin-off. The system is being designed to
accelerate protons up to 230 MeV using a modular and
compact 25-meter-long linear accelerator. It is being
designed to operate in pulsed mode where beam
properties (energy, pulse charge and spot size) can be
changed at 200 Hz.
The LIGHT product will be installed in different
facilities. As such, the installations will differ in
accelerator and beam transfer line layouts, number of
treatment rooms (with an optional gantry), facility
services, equipment suppliers and equipment versions.
Thus, the control and interlock systems need to be
extensible through configuration and modularization. To
achieve this, the control system relies on a multi-tier
architecture with a clear separation between front-end
devices and controllers. To minimize time-to-market, the
systems rely mostly on COTS hardware and software,
including a timing and triggering system and a lightweight software framework to standardize front-end
controllers.

INTRODUCTION
ADAM S.A. is a CERN spin-off founded in 2007 in
Geneva (Switzerland) developing applications of
detectors and accelerators to medicine and is a subsidiary
of London-based Advanced Oncotherapy PLC. ADAM
S.A. is developing the linear accelerator to be used in the
Linac for Image Guided Hadron Therapy (LIGHT)
project of Advanced Oncotherapy PLC [1].

Current proton therapy solutions mostly rely on
synchrotron and synchrocyclotron accelerators for
accelerating protons. Driven by the recent advancements
in linear accelerator technology, ADAM S.A. has
designed a new linear proton accelerator as depicted in
Figure 1. The main advantages are:
 Precision: the system has an active longitudinal
modulation along the axis of beam propagation
(beam energy and therefore the treatment depth can
be electronically varied during therapy), rather than
using a passive modulation system (where the
cyclotrons’ fixed initial energy is degraded by the
interposition of variable thickness energy absorbers
between the accelerator and the patient, causing a
quality loss of the beam). Moreover, the LIGHT
system has a dynamic transverse modulation that
allows a precise 3D treatment of the tumours (spot
scanning).
 Compact: the linear accelerator has compact
dimensions compared to a cyclotron or
synchrotron, therefore reducing size and costs of
production and installation.
 Modularity: LIGHT is conceived as an assembly
of modular units thereby facilitating installation
and possible displacement to a different site. This
specific feature offers radiation therapy centres
complete freedom of customisation, allowing the
choice of a wide range of maximum treatment
energies.
 High frequency: the very short pulses (a few
microseconds) typically for the linear accelerator
and the high repetition frequency (up to 200 Hz)
are extremely useful to perform a highly
conformational therapy based on a fast 3D spot
scanning of the tumour.

Figure 1: Example layout for LIGHT.
_______________________________________________

1

The LIGHT Proton Therapy System is still subject to conformity
assessment by AVO's Notified Body as well as clearance by the USAFDA.
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Proton therapy is a kind of particle therapy where
protons are used to irradiate diseased tissue. Beams of
protons are accelerated in particle accelerators to a
required energy before they are focussed into the
cancerous tissue. The main advantage is that radiation is
primarily deposited in the diseased tissue, exerting
minimal damage to the surrounding tissue. Figure 2
shows the energy absorption as a function of depth for
proton therapy as compared to conventional radiotherapy.
The penetration depth of the protons is set by adjusting
their energy.
LIGHT consists of a newly designed mechanical
structure that offers a higher gradient of acceleration,
which allows the protons to reach the maximum energy of
230 MeV within 24 metres. Due to its modular design,
partial installation with a reduced maximum beam energy
is also feasible for smaller buildings. The energy can be
modulated by switching on or off one or more
accelerating structures at the end of the accelerator. In
addition, the last operating structure can fine-tune the
final beam energy, which results in a precise hit. Energy
switching can be done at 200 Hz. After each change the
proton source emits a pulse containing 106 to 109 protons
into the accelerator, depending on the required irradiation
dose.

Custom Suppliers: Custom suppliers for the
equipment in the frontend tier necessitates control
system hardware vendors that are able to provide
equipment with a variety of low-level interfaces.
Configuration: management of configuration and
calibration data.
Procedures: automation of commissioning and
quality assurance procedures for machine
commissioning and operation.

LIGHT CONTROL SYSTEM
The proton therapy system requires a control system for
all accelerator and beamlines equipment and auxiliary
systems. The main requirements include:
 Repetition rate: provide beam pulses with
properties such as energy and dose that may
change at a rate of 200Hz.
 Modularity: handling multiple suppliers for the
same equipment type transparently in the control
system with minimal impact on neighbouring
systems.
 Commercial off-the Shelf: consider commercial
off-the-shelf equipment where feasible to reduce
time to market with suppliers providing long-term
support required for the product.

Figure 2: Energy absorption as a function of depth.






Architecture
The LIGHT Control System (LCS) controls the
accelerator and beam transfer-line devices to generate and
steer the beam into the correct treatment room. It relies on
a standard multi-tier architecture, similar to other medical
accelerator facilities [2][3] as outlined in Figure 3:
 Presentation Tier (Tier-1) provides user
interfaces to control and monitor services in tier2 and equipment in tier-3.
 Processing Tier (Tier-2) is responsible to
configure and monitor the equipment in tier-3
and allows the user interfaces from the
presentation tier to control equipment in a
uniform manner.
 Equipment Tier (Tier-3) abstracts accelerator
hardware specific interfaces into a uniform
interface to the processing tier.
 Frontend Tier (Tier-4) contains the local control
system with custom interfaces that control the
actual accelerator and beamline hardware.

Accelerator Control System
The Accelerator Control System (ACS) consists of
several front-end controllers that integrate equipment
from the frontend tier with the supervisory control
system. Depending on the development approach on the
frontend tier, the following integration approaches can be
distinguished:
 Devices developed in-house without a dedicated
local control system where the front-end controller

Figure 3: LIGHT control system architecture.
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Figure 4: Front-End Controller (FEC) layout based on National Instruments platforms.
FEC) on tier-3 implements the local control
system, for example for beam diagnostics devices.
 Devices provided by supplier but without a
dedicated local control system where the FEC on
tier-3 also implements the local control system, for
example for cooling and vacuum systems.
 Local control system provided by supplier where
the FEC integrates through supplier specific slow,
real-time and trigger interfaces as outlined in
Figure 4, for example source and power converter
systems.
Front-end controllers are to be implemented either
using National Instruments and Siemens hardware. Both
suppliers support short time-to-market, ensured long-term
support, a wide variety of interfaces to subsystems.
National Instruments PXIe platform allows to integrate
accelerator systems that need triggers and real-time
control which allows tight integration of real-time
extensions with their non-real-time platform. Siemens
SIMATIC S7 PLCs are used to integrate slow control
systems without the need of triggers and settings that
change with the properties of the beam. Siemens was
chosen to reduce the overall hardware stack as the safety
relevant systems are also implemented, using S7 PLCs.

Real-Time Front-End Controller
National Instruments PXIe systems are used as FECs
when there is no need to generate interlocks but that need
to change settings at 200Hz and may require triggers.
Real-time control and monitoring will be implemented
on FlexRIO platform with embedded FPGAs to ensure
deterministic behaviour of time-critical systems.
Synchronised with the timing system, FlexRIO cards
reconfigure and trigger the accelerator hardware at a
frequency of 200 Hz.

Slow control and monitoring will be implemented as a
LabVIEW application on the controller, relying on the
“Modular Accelerator Device Integration Environment”
(MADIE), an object-oriented LabVIEW framework by
Cosylab [4]. Its main functionality includes:
 Support FEC development by providing libraries
shared by multiple FECs.
 Unified interfaces to services in the processing
tier.
 Modularity and Extensibility through a plug-in
based architecture to allow adding additional
customer specific plug-ins such as timing and
trigger system.

Slow Front-End Controller
A slow control framework for PLCs with the same
interface to tier 2 as MADIE is under development. The
slow FECs are used for equipment which does not require
real-time functionality or triggers, such as ancillary
systems and systems with static settings. They are
developed in a modular approach without reprogramming the software to support different accelerator
layouts.

Timing and Triggering System
Equipment is intended to be synchronised using a
MicroResearch Finland based [5] timing and triggering
system (TTS) which provides:
 Sub-microsecond timestamping of triggers and
measurements on each National Instruments
system.
 Triggers for processing and frontend tier
equipment with a sub-nanosecond accuracy.
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Distribution of Beam Requests to all
equipment to apply settings specific to beam
parameters.
The TTS has a central timing and triggering generator
(TTG) fed by a GPS clock and a timing and triggering
receiver (TTR) card in each timing slot of National
Instruments PXIe crates that require triggers or pulsed
operation. The TTG generates reconfiguration requests
that are distributed through an optical fanout/concentrator box to the TTRs which forwards
reconfiguration requests and triggers through a backplane
bus or auxiliary outputs connected to the frontend tier.


Supervisory Control System
The processing tier contains services which provide a
uniform interface to configure, control and monitor frontend controllers in the equipment tier. The main services
include WinCC OA as a SCADA system and a publisher
subscriber called Data Server. Data from these services
are archived in a database which can be used by a
reporting tool to generate statistical information about the
system. In addition, an offline element database that
contains all types, instances and settings is planned.
During reconfiguration of the system, information from
the element database is exported and systems in all three
tiers are configured accordingly.
The presentation tier provides graphical applications to
control and monitor services in the processing tier and
frontend controllers in the equipment tier. Graphical
applications do not directly interact with front-end
controllers but use services in the processing tier.
Graphical applications are primarily implemented as
WinCC OA panels and run on Windows based operator
consoles. An example is outlined in Figure 5. Procedures
are executed in a container in the processing tier and
procedure user interfaces are executed as widgets within a
WinCC OA user interface manager.

LIGHT INTERLOCK SYSTEMS
The Interlock Systems reduce the risk of harm to the
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personnel and the machine caused by erroneous situations
or conflicting commands [6]. The protection of the patient
from unintended or stray radiation and the protection of
the devices from internal malfunction are outside the
scope of these systems. The general layout and
connections of the Interlock Systems are depicted in
Figure 6.
The main requirements include:
 Mode independency is required for the interlock
systems to react the same way in all accelerator
modes.
 Uniform interlock interfaces for the
compatibility of all devices to the interlock
system.
 Failsafe interface design assures the safe state
of the connected equipment upon a disconnected
wire or a wire break.
 Manual acknowledgement of the interlocks by
an operator is required to reset the interlocks
upon a resolved interlock condition.

Patrol Safety System
The scope of the Patrol Safety System (PSS) is to assist
the patrol of a room and indicate room accessibility to the
machine and personnel safety system (MPSS). The PSS
signals the start and the successful end of a patrol
procedure to the access control system. Checking of user
roles is the responsibility of the access control system.
The patrol procedure consists of opening and closing a
door, inspection of the area and pressing patrol buttons in
the correct order within a fixed time. The safe status of a
room for irradiation is established after the successful
execution of the patrol procedure. If the door to the
bunker is opened the MPSS immediately trips an
interlock to bring all systems into a safe state to reduce
the risk of harm to personnel. The PSS is implemented on
Siemens SIMATIC S7 PLCs.

Machine and Personnel Safety System
The Machine and Personnel Safety system is an

Figure 5: User interface example for the LIGHT accelerator.
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Figure 6: Example of the general layout and connections of the LIGHT Interlock Systems (grey).
interlock system to reduce the risk for personnel and the
accelerator devices from harm caused by conflicting
commands, malfunctioning of accelerator devices or
unintended irradiation. This functionality must be
provided in any state or mode of the accelerator,
independently of the operation (medical, commissioning,
etc.). Therefore, the MPSS must be an orthogonal system
to the accelerator control systems and it must be
independent of the accelerator modes or states.
The MPSS collects interlock signals from a number of
sub-systems/devices and upon evaluation of the internal
interlock chains it re-generates interlock signals for
distribution to all the sub-systems/devices that are
connected. To avoid hazardous situations each
device/sub-system is responsible for the generation of
status information for the MPSS and to react on the
interlock signals received from the MPSS. The definition
of facility-wide safety mechanisms for risk reduction
purposes using interlock signals is defined at the MPSS
level.
The MPSS consists of two parts:
 Personnel Protection System (PPS) is
responsible to minimize the risk of unintended
exposure to ionizing radiation for personnel
when entering the accelerator and treatment
rooms.
 Machine Protection System (MPS) is
responsible to reduce the risk to the accelerator
equipment of harm caused by erroneous
situations.
The MPSS is implemented on Siemens SIMATIC S7
PLCs with the PPS running in the fail-safe part of the
PLC and the MPS part in the non-failsafe part. The
anticipated maximum reaction time is approximately 500
milliseconds.

CONCLUSION
Developing a particle accelerator for medical purposes
is a challenging task for a number of reasons. Other than
being a very complex device, it must also surpass the
competing products on an extremely competitive market.
This article presented the overall architecture for the
LIGHT control and interlock systems. The multi-tier
architecture as deployed in state-of-the-art medical
accelerators is used as a basis and further extended to deal
with challenging requirements such as short time to
market and a beam pulse repetition rate of 200Hz.
Using National Instruments and Siemens solutions at its
core and the presented architecture will allow us to
minimise the time-to-market and offer state-of-the-art
proton therapy system with a stable long-term support.
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M. Pieck†, S. Baily, E. Espinoza, J. Faucett, J. Hill, F. M. Nortier, J. F. O'Hara, E. R. Olivas,
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Abstract
Isotopes produced at Los Alamos National Laboratory
(LANL) are saving lives, advancing cutting-edge research, and helping to address national security questions.
For the past two years LANL's Accelerator Operations &
Technology Division has executed a $6.4M improvement
project for the Isotope Production Facility. The goals
were to reduce the programmatic risk and enhance facility
reliability while at the same time pursuing opportunities
to increase general isotope production capacity. This has
led to some exciting innovations. In this paper we will
discuss the engineering designs for an upgraded beam
raster system, a new beam diagnostics capabilities and our
new collimator, which is both adjustable and 'active'
(beam current and temperature measurements). We will
also report on results obtained and lessons learned from
the commissioning phase and initial production run.

INTRODUCTION
The Isotope Production Facility (IPF) is located on the
northwest side of the Los Alamos Neutron Science Center
(LANSCE) accelerator complex and consists of a dedicated beamline, target and hot cell as shown in Figure 1.
Beam from the LANSCE 100 MeV drift tube linac (DTL)
is directed through a shield wall in the main accelerator
tunnel to a separate beamline in the IPF tunnel that connects to the IPF target.

 To enhance IPF facility reliability with improved diagnostic capabilities while at the same time pursuing
opportunities
 To enhance general isotope production capacity.

PROJECT GOALS
Based on the overarching motivation four Focus Areas
with associated goals were developed. The first is aimed
at improving the beam window design to reduce programmatic risk associated with a target window failure.
This is listed here for completeness but will not be discussed any further in this paper.
The second is aimed at improving the beam rastering
system to ensure that the beam-power is distributed optimally across the surface of each target.
The third is aimed at developing and installing improved beam diagnostics in the IPF beamline to better
predict the beam size and position at the target window
and target therefore enhancing the reliability of IPF. This
requires transverse emittance characterization of the
beam, the measurement of rastered and unrastered beam
profiles, accurate beam current measurement over a larger
dynamic range and time-of-flight energy measurements at
the nominal operational energies of 41, 72 and 100 MeV.
The last area was focused on the development of an active & adjustable collimator. The collimator is divided
into four active-segments with a beam-spill current and
temperature measurement for each segment. Furthermore,
we will enable the use of larger diameter targets to increase the production capacity of various radioisotopes at
IPF by replacing the fixed-diameter collimator with an
adjustable aperture unit.

BEAM RASTER

Figure 1: Layout of IPF Facility.
The overarching motivation for the IPF Accelerator
Improvement Project (AIP) was
 To reduce programmatic risk with respect to beam
window failure (which is a consumable)

The Beam Raster System is using an existing pair of
Elgar SmartWave Switching amplifiers/power supplies
which run at 4950 Hz AC. One complete raster cycle is
drawn in 202 µs. During the nominal 625 µs beam
macropulse 3+ revolutions of the same diameter are
drawn. There is 1 master and 3 slaves for the horizontal
and vertical rastering which are connected respectively to
the horizontal and vertical raster magnets in the IPF beam
line. The master power supplies are synchronized together
in phase offset by about 89 degrees.
The raster system provides three distinct functionalities,
all implemented in a redundant configuration using two
National Instruments cRIO systems, shown in Figure 2.

____________________________________________
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Run Permit – System Ready







Water Flow in both Magnets
Magnet Temperature
Magnet Ground Fault (current)
Sine-Wave Generator On
Power Supplies On
System Health heart beat making sure that system
has not stalled or locked up

Fast Protect – Fast Beam Turn Off








Current of horizontal & vertical waveform amplitude
Frequency of AC waveform
Phase between vertical & horizontal AC waveforms
IPF Beam Raster Gate
Following desired output raster pattern
Digital Fault Indicator of Elgar Power Supply
Voltage across magnets. Trip when calculated impedance changes >5 %

Beam Raster System (BRS) – Raster Producing
System Must Be

 Capable of producing at least 100 different levels on
successive macropulses.
 Able to produce up to ~3 rastered circles in one
macropulse that are the same size.
 Remotely controllable. Parameters should be set in
an expert screen rather than on the main IPF control
screen.
 Able to limit the waveforms that are selectable.
 Capable of on-the-fly adjustment to account for variation in the day-to-day beam spot size. This requires
independent adjustment of X and Y amplitude, +/10 % in one percent step sizes.

Figure 2: One of two National Instruments cRIOs.
The Fast Protect system’s main focus is to protect the
beam window. Worst case is 41 MeV, 450 µA, 1.4” aperture non-rastered beam. The beam window may not exceed 200°C. Thermal-mechanical modelling results have
indicated that, under worst case scenario, the beam needs
to be shut off within 200 µs. The Fast Protect system has
proven to achieve this level of protection.

BEAM DIAGNOSTICS
The addition of multiple diagnostic capabilities at IPF
is expected to have a significant effect on enhancing the
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reliability of the IPF facility and potentially increasing the
lifetimes of future beam window designs by years. Given
that many IPF production targets operate very close to
their thermal limit, the addition of a wire scanner, the
upgrade of the multi-wire beam profile device (Harp), and
installation of emittance measurement capabilities will
reduce the probability of target failure from poor registration of the beam on the face of the target, enable improved calculation of beam power density for enhanced
thermal modelling, and provide real-time feedback to
operators in the process of tuning facility parameters
during a production run cycle.
The old IPF current monitor system was accurate at
high current, i.e. tens of µA’s and higher, but not at
100 nA, where some irradiations need to be performed.
We developed an enhanced front-end electronics using the
existing toroid-based system in the IPF beamline for 1 %
accuracy of low current measurements.
Realization of recent work to employ routine beam energy (Time of Flight) monitoring with time-of-flight
measurements will reduce the risk of un-optimized beam
energetics, which confound precious experimental irradiations, enhance the precision with which nuclear data can
be collected at the IPF, and reduce the probability of beam
spillage into unwanted longitudinal locations in the target
stack to negligible values. All systems will be now discussed in turn.

Beam Profile and Emittance Measurements
The project utilized an off-the-shelf slide table design
with a common actuation stage for all profile measurement relevant devices. Modifications were then made to
the carriage mount for each interceptive application. The
combination of Slit and Harp provides the Emittance
Measurement capabilities.

Figure 3: Spring loaded wires of Harp Head.
Figure 3 show the high packaging density Harp Head
hosting 77 Silicon Carbide wires at 1mm pitch. A hook,
spring, and collet configuration maintains sensor tension
and placement on the circuit board while also maximizing
sensor density. Signals induced in the sensors travel along
the Harp circuit board’s traces, through two high-density
connectors, along Kapton insulated cables, to two milspec vacuum feedthroughs prior to interfacing with the
Harp’s facility cabling. This combined with a 1 millimeter
resolution dual actuator stepping system as well as the
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ability to perform synchronized data acquisition of waveforms with a custom analog front end board design and
application of specific field-programmable gate arrays
(FPGA) software code allows IPF to do time-dependent
emittance measurements rather than just single time slice.
The advantage is that the system can now do a whole
series of measurements all at once.
Each axis of the emittance-measurement system is operated by cRIO-9038 embedded controllers in a one master - two slave relationship. The master-controller is configured to acquire the 77 channels of Harp sensor waveform data and controls the sequence of positions for data
collection. The two slave-controllers function as actuator
motion control systems to control the positioning of the
emittance system’s slit and harp heads. The synchronized
data acquisition system with the custom analog front end
board design is shown in Figure 4 below.

Figure 4: Data acquisition system.
The synergistic relationship of the controllers allows
for high-density sensor waveform acquisition with associated motion control, enabling such data acquisition methods as single-axis emittance measurements, single-axis
Harp measurements, and, when used in coordination with
the controllers of the orthogonal axis; a two-axis, Harp
based, transverse profile measurement. Furthermore, the
importance of these measurements is compounded by the
beam-rastering capabilities of the IPF beamline.
Key features of the new beam profile system.
 Harp (replaced system: 2.4 mm vs 1.0 mm resolution; stationary vs moveable; 34 wires / axis vs
77 wires / axis; 250 µs vs 10 µs sample rate)
 Emittance Monitor (new system - vertical and
horizontal Harps & Slits)
 Wire Scanner (new system; 1 mm resolution;
17-inch aperture, 8 inch stroke)

Beam Current Measurement
The Beam Current Measurement system is using existing current toroids (IPCM 3 & 4) and pre-existing preamp
electronics. A new average current electronic derived
from the existing current limiter digital circuitry has been
developed for a NIM-Bin module form factor (Figure 5).
In order to maintain noise immunity we are using a
simple Manchester coding unidirectional data stream
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scheme, transmitting digitally the data from the low current measurement card into a binary module of the control
system for decoding which will maintain the high accuracy of the measured signal that the low current measurement NIM-Bin module acquired.

Figure 5: NIM-Bin module.
The beam Current Measurement System itself utilizes
the STM32 which belongs to the family of 32-bit microcontroller with integrated circuits (System on a Chip
(SoC)) by STMicroelectronics. Internally, each microcontroller consists of the processor core, static RAM
memory, flash memory, a debugging interface, and various peripherals.
The system has been designed with the following performance criteria:
 Measurements with 1% accuracy or better over a
range from 100 nA to 450 µA.
 Additional capability of near real time (second
time scale) beam current monitoring with 5% accuracy or better at low beam currents.
The 1% resolution for the low range channel at lower
readings was measured at 12 Hz, adding up 10 reported
samples and then averaged. This gives a sample set of
120 readings, showing the mean falls within 1% of the
actual value. The 1% full spectrum of the high range
channel is achieved by running at 120 Hz with various
currents and pulse widths. At 1Hz the system was well
within the 5% accuracy for low beam currents.

Beam Energy Monitoring (Time of Flight)
The production system under test is currently utilizing
two existing Beam Phase and Positioning Monitors
(IPPM 04 & 08). A third BPPM will be added (IPPM 07)
as part of the Transition to Operation plan for the 41- and
72 MeV measurements yet to be performed. The system
takes advantage of different path lengths to remove ambiguity and achieve the 50 keV resolution for the given
magnitude of the measurement (41, 72, and 100 MeV).
The electronics system architecture shown in Figure 6,
has been developed. It uses a high speed digitizer coupled
with a FPGA mounted in a VPX chassis and is capable of
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measuring position, phase and bunched-beam current of
the IPF beam.

Figure 6: cPCi/VPX BPPM architecture.
The system captures signals from 4-electrodes of a
BPPM along with the accelerator reference signal. The
signals are then conditioned and filtered to pass the
201.25 MHz RF component. The five signals are then
digitized by a high speed digitizer at 4-nanosecond time
increments in to order analyse beam position and phase
variations that occur throughout the 1-millisecond pulse
cycle. A FPGA is being used for the DSP to analyse these
signals in different timing modes. A soft core processor,
which resides in FPGA fabric, hosts the EPICS database
that stores the results and makes them available to beam
operators and other users. Timing for synchronous measurements between BPPMs and beam specific information
is provided by an event receiver connected to the master
timer via optical links. The BPPM results are then
stamped with the timing and beam species information
prior to submission to the EPICS database. A real time
operating system is used to collect data and match it with
the correct timing information for each cycle of the beam.
The Beam Energy system with cPCI data acquisition and
VPX based data processing in housed in one customized
chassis [1]. Figure 9 shows the IPF beamline with diagnostic equipment.

ACTIVE & ADJUSTABLE COLLIMATOR
A collimator narrows a beam of particles and is in most
cases passive and fixed. As part of this project we developed an active (measuring signals) and adjustable
(changeable aperture size) collimator.
Narrowing a beam means stopping any beam outside
the desired aperture. We designed and installed a system
capable of stopping an equivalent of 500 W of average
beam power by providing water cooling while simultaneously measuring beam current and associated temperature
of each segment, providing feedback on beam alignment.
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The segment assembly design consists of a graphite
block, a Shapal insulator and a water cooled cold-plate for
thermal management. The assembly is connected through
solder joint and additionally secured by stainless steel
screws with Macor inserts and washers to maintain the
required electrical insulation (Figure 7). Two of the three
center holes at the top edge serve as mounting points for
the thermocouple (left) and beam signal (right). All other
holes (including top center) host screws used to secure the
cold plate to the graphite segment. In total, 8 active segment assemblies have been installed (two for a fixed

preceding the 4 for the adjustable collimator).
Figure 7: Active segment assembly.
Figure 8 shows the adjustable part of the collimator assembly. It has two graphite segments each covering a
little over 90° of a ring. There are two of these collimator
assemblies. The second assembly is turned by 90° to
provide 360° of collimation.

Figure 8: Adjustable collimator assembly.
A Water Cooling Skid that provides cooling for the 8
active segment assemblies was developed. The system
provides 2 water pressure monitors, 4 water flow meters
and 14 type K thermocouples. The system is installed in
the beam tunnel near the beam line [2].
The newly developed Collimator Electronics (Figure
10) ensure effective control and active feedback for each
segment by simultaneously providing beam current and
temperature measurements. All segments have high voltage bias applied to minimize secondary emission.
In order to achieve this we employed ungrounded
thermocouples and provided AC coupling to the signal
conditioning circuitry which blocks any DC signal.
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Figure 9: IPF Beamline with new or enhanced diagnostic equipment.
capable of. Since the Emittance program is using data
from the Harp we did encounter the same noise problem.
Furthermore, the position data for the Harp and Wire
Scanner were inconsistent with the ones from the BPMs.
New alignment survey data will be used to correct these
issues. The low current signals accuracy has been validated on the benchtop but need to be confirmed with beam.
Work continues on enhancing software applications to
match the technical capabilities of the hardware. This will
be tested in upcoming beam development periods. As we
learn more and more about the capabilities of these systems, future beam development time will further increase
Figure 10: Electronics chassis overview signal flow.
the capabilities of these systems and therefore their useSecondly we provide stepper motor motion control fulness to IPF.
through a closed loop system that consists of a motor
driver and a rad hard motor, brake, and assembly resolver.
CONCLUSION

COMMISSIONING
For commissioning the high level goals using IPF’s
100 MeV beam were to
 Operate and demonstrate functioning beam diagnostics, raster system and active collimator.
 Demonstrate 1-circle, 230 µA rastered beam to
IPF target
 Demonstrate 3-circle, 300 µA rastered beam to
IPF target
We started with a “safe” low current unrastered beam;
2 Hz x 150 µs peak beam of 4.8mA resulting in 1.3 µA
average beam. Using this beam we “touched” each device
with beam for pre-commissioning checkout to find and
fix obvious issues, e.g. broken software, missing signals,
etc. This was followed by four weeks of intermittent
commissioning as beam and people were available and
when it did no conflict with general LANSCE accelerator
tune-up activities.
During the later part, numerous problems were encountered but subsequently fixed during or after the commissioning phase. For example, for the Harp beam profile
measurements we encountered a 20 kHz noise that we
addressed with a Low-Pass Filter in the FPGA. Hardware
improvements in the future will hopefully allow us to
eliminate the filter and regain the bandwidth the system is

There were six project key performance parameters, all
of which have been met. There were also six project ultimate performance parameters (stretch goals), three of
which are completed. The capability for the remaining
three have been established but not executed due to the
unavailability of the facility for sole use or the unavailability of appropriate higher current targets or test time.
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A REAL-TIME, DISTRIBUTED POWER MEASURING AND TRANSIENT
RECORDING SYSTEM FOR ACCELERATORS’ ELECTRICAL
NETWORKS
E. Freddi, O. O. Andreassen, K. Develle, J. Lahaye, I. Mätäsaho, A. Rijllart,
CERN, Geneva, Switzerland
Abstract
Particle accelerators are complex machines with fast and
high power absorption peaks. Power quality is a critical
aspect for correct operation. External and internal
disturbances can have significant repercussions causing
beam losses or severe perturbations.
Mastering the load and understanding how network
disturbances propagate across the network is a crucial step
for developing the grid model and realizing the limits of
the existing installations.
Despite the fact that several off-the-shelf solutions for
real time data acquisition are available, an in-house FPGA
based solution was developed to create a distributed
measurement system. The system can measure power and
power quality on demand as well as acquire raw current
and voltage data on a defined trigger, similar to a
distributed oscilloscope. In addition, the system allows
recording many digital signals from the high voltage
switchgear enabling electrical perturbations to be easily
correlated with the state of the network.
The result is a scalable system with fully customizable
software, written specifically for this purpose. The system
prototype has been in service for two years and full-scale
deployment is currently ongoing.

INTRODUCTION
CERN’s high voltage electrical network is composed of
more than 100 substations that operate at voltage levels of
3.3 kV, 18 kV, 66 kV and 400 kV. With thousands of
electrical equipment and a wide range of different
technologies installed, the operation, control and
supervision of the network constitutes a challenging task.
Furthermore, the electrical network has a critical role in the
accelerators’ reliability, this being directly correlated to the
network availability and quality of supply.
This paper presents a digital data acquisition system
developed at CERN and called Transient Recording
System (abbreviated CTRS). Its purpose is to perform
transient analysis, measurements of network parameters
(voltage, power), power quality and disturbances. One of
main objectives of the CTRS is to correlate accelerators’
instabilities to the electrical network behaviour.
The same hardware platform can be used to perform
power flow analysis, just by swapping the on-board
software.
Measurement of power flows is particularly important in
the accelerators networks where the load profile is rapidly
changing with spikes of several hundreds of kVA within a
few seconds and with cycles lasting up to several minutes
[1]. The power curves can be used for network analysis,

either directly or in conjunction with computational models
of the network.
Network disturbances also play an important role with
the accelerators overall availability, having a great impact
on the beam stability and often causing beam losses or
perturbations. Understanding and identifying the
correlations between power quality and beam stability
helps to plan network consolidations and upgrades.
The transient recording function greatly benefits postmortem investigation after faults on the electrical network,
reducing the time to diagnose the failure as well as giving
important data for subsequent analysis.
In addition, the system is capable of providing power
quality data for statistical purposes. Being based on a
scalable platform, additional features can always be
developed and added even with the system in service.
A number of different solutions ranging from an entire
off-the-shelf to a fully in-house system have been explored
in the early stage of the project [2]. The final solution tries
to take the best from the two worlds, featuring a hybrid
system composed by some commercial components,
several in-house hardware parts and the software and its
source code owned by CERN [3]. This option permits to
control every system feature, also allowing interfacing it
easily with other CERN monitoring systems such as beam
or machines status.

HARDWARE SETUP
The CTRS is a distributed data acquisition system
(DAQ) able to monitor a scalable number of high voltage
bays and other network-related analog or digital signals.

HV Busbars (18 kV, 3.3 kV)

Protection
Relay

VT distribution
crate

CTRS
Analog Crate
Auxiliary
measurement CT

Figure 1: Base configuration for analog acquisition.
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In its base configuration (Fig. 1), the CTRS acquires
three phase voltages and currents from a given feeder
directly from the voltage and current transformers already
installed in the cubicles. It is also capable of recording
binary inputs such as circuit breaker statuses or dry
contacts from other equipment. The selected acquisition
unit is the CompactRIO-9035 from National Instruments.
The power system signals are collected and conditioned
in a dedicated chassis before being sent to the analog to
digital converter (ADC).
The analog bandwidth of the input chain is 5 kHZ
(-3 dB); for power quality measurement the system shall
measure up to the 50th harmonic (2.5 kHz).
The acquisition chain is designed to cope with potential
damage from the network, which can occur during a
number of events such as short-circuits or overvoltage
transients. Voltage and current probes from Verivolt LLC
have been adapted to CERN specification and were tested
during the development phase of the project.
Short-circuit withstand is mainly achieved by
interposing a measurement current transformer (MCT) on
the secondary circuitry of the protection CT; the MCT
saturation limits the thermal stresses on the transducers in
case of primary short-circuit. In addition, the current
probes have been specified to withstand 70 A for
5 seconds: this allows for direct installation on the
secondary protection CT circuit, should it be required.
Table 1: DAQ Main Specifications
Analog Inputs
Voltage channels count
32
Rated voltage input
100 V
Overvoltage withstand
500 V – 10 s
Voltage cut-off frequency
5 kHz
Current channels count
32
Rated current input
1 A or 5 A
Overcurrent withstand
70 A – 5 s
Digital Inputs
Number of channels
3 x 32
48 V DC ±20%
Max. operating voltage and
polarization output voltage
cRIO interface voltage
15 V DC
Digital Outputs
Number of outputs
2x4
Rated current / voltage
2 A / 250 Vrms
Activation time
10 ms
Release time
5 ms
Common characteristics
Inputs/outputs insulation
> 100 MΩ
Common mode insulation
2.5 kV RMS
Max. CM overvoltage
4.0 kV
Max. DM overvoltage
1.0 kV
Overvoltage atmospheric transients are infrequent since
the CERN high voltage network is predominantly
comprised of buried cables. Withstand capability (e.g.
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against indirect lightning) is achieved by the selected
transducers that tolerate up to 500 V for 10 s. This equates
to 90 kV on the network side without considering the
damping effect of the voltage transformer, thus no
additional protection equipment (surge arrestor) is
required. To avoid potential aliasing problems, a low-pass
second order filter tuned at 5 kHz is implemented in the
voltage probes.
The analog input crate is engineered to collect up to 32
current signals and 32 voltage signals. The installed
transducers convert the current inputs to voltage and scale
down the voltage input to a suitable level for the
cRIO-9205 ADC.
The digital input crate is built out of standard electronic
components and allows optical isolation between the
binary inputs and the cRIO-9425 acquisition module. The
digital input crate can either send the polarity for the
external dry contacts or receive externally polarized inputs.
The acquisition unit is located within a dedicated crate,
which interfaces with the analog and digital input crates, as
well as the CERN Technical Network (TN) for control and
communication. The acquisition crate is directly powered
from the high reliability 48 V DC supply of the substation
where it is installed, with a step-down converter used to
supply the 24 V DC required by the CompactRIO.
Table 1 lists the main DAQ technical specifications.

SOFTWARE ARCHITECTURE
The initial development of the software has been
outsourced to the company CIM.AS before being
continued internally.
Data viewer
Configuration tool

Stored
COMTRADE
data
General Purpose Network
Technical Network

Central controller

DAQ
stations
Touch
panels

Figure 2: System architecture.
Each DAQ station is equipped with an on-board
processor, allowing for direct analysis of acquired data,
without the need to transfer it to an external unit. The
software installed in the DAQ allows for continuous
sampling, filtering and data processing. The DAQ
primarily features:
• Sampling rate of 7.81 kHz, able to detect spikes and
quick events;
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• Continuous acquisition cycle, with trigger-dependant
storage, i.e. the sampled and processed data is
archived only upon an external or automatic trigger;
• Inter-trigger between units over Ethernet;
• Configurable recording window up to 10 s with
settable pre- and post-periods;
• Real-time FFT analysis, primarily for power quality
(harmonics) measurement;
• Remote configuration and programming capabilities,
with different configurations to fit each specific
substations’ needs;
• Automatic recognition of disturbances type and
characteristics, e.g. voltage variations magnitude and
duration;
• Export data in COMTRADE format [4];
The CERN IT network architecture presents two
separated networks: the Technical Network, dedicated to
the accelerators and technical services, and the General
Purpose Network for offices and infrastructure.
The CTRS is designed as a distributed architecture,
connected on the TN. To be able to access the system from
the GPN, a central controller interfaces the data viewer and
the configuration tools with the DAQ (Fig. 2).
Each DAQ station is composed by two separate layers:
an FPGA application and a Real Time (RT) application.
The FPGA acquires raw data, buffer and transfer it to the
RT application. Additionally, the FPGA can control
different relay outputs to give information of the cRIO
status. FFT calculation is also carried out within the FPGA,
taking advantage of its high speed.
Data
acquisition

FFT
calculation

FPGA
RT
AI and DI
data analysis

DMA reading

AI data
buffering
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it back to the FPGA for FFT calculation. Figure 3 illustrates
the architecture of the DAQ station software.
All the DAQ stations can be configured remotely. The
system features channel-specific triggering; for each
channel, different triggers can be configured: maximum or
minimum instantaneous value, maximum or minimum
RMS value in a cycle (50 Hz), over- and under-frequency,
harmonics content. Triggering can also be propagated over
the different DAQ stations; this allows taking a “snapshot”
of the entire electrical network when a problem occurs.
Table 2 synthetises the main system technical data.
Table 2: Main System Performances
Analog Acquisition
Sampling frequency
7.81 kHz
Maximum recording length
10 s
Data rate
1.25 Mb/s
Input range
±5V
Conversion time
4 μs
Analog input resolution
16 bits
Synchronization
Synchronization accuracy
< 2 ms
Global triggering delay
< 10 ms

USER INTERFACE
The user interface is composed of two applications, one
for the system configurators and one for the operators.
The configuration tool shown in Fig. 4 allows setting up
each channel of every DAQ station. Setup includes gain,
offset, trigger thresholds and trigger types. The
configuration tool communicates directly with the central
controller, and it can be used to send a general trigger to all
the DAQ stations at once.

FFT analysis

AI and DI
data buffering

Network
message
sender

Network
message
receiver

Data saving

RT
Central
controller RT
Central Controller

Data queue

DMA

Trigger even t

TCP mess age

Configuration message

Figure 3: System architecture.
The RT application has multiple functions. It analyses
the raw signals received from the FPGA, maintains a data
buffer in order to save the data in case of trigger and
communicates with the central controller. In order to
reduce FPGA memory overhead, the Real-Time
application buffers some data before sequentially sending

Figure 4: Configuration tool interface.
The data viewer depicted in Fig. 5 is a COMTRADE file
reader with searching and filtering capabilities for files on
the storage server. Despite fact that the files recorded by
the CTRS can be read by any COMTRADE compatible
software, the data viewer is embedded in the electrical
SCADA system [5] and it is particularly suited for filtering
the many recordings available after an event.
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Figure 5: Data viewer – perturbation on the main 400 kV incoming line.

FUTURE DEVELOPMENTS
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FPGA-BASED PULSED-RF PHASE AND AMPLITUDE DETECTOR AT
SLRI
R. Rujanakraikarn†, Synchrotron Light Research Institute, Nakhon Ratchasima, Thailand
Abstract
In this paper, the prototype of phase and amplitude detector for pulsed-RF measurement is described. The
hardware is designed in VHDL and implemented using
Field Programmable Gate Array (FPGA) for digital processing. The main phase and amplitude detection algorithm is implemented using state machine in the MicroBlaze soft processor. The detector system is designed to
measure the phase and amplitude of a 5-microsecond
wide 2,856 MHz pulsed-RF at a repetition rate of 0.5 Hz.
The front-end hardware for the pulsed-RF signal acquisition is also described with the interface to the FPGAbased controller part. Initial test results of the prototype
are presented.

INTRODUCTION
Synchrotron Light Research Institute (SLRI) is a dedicated synchrotron radiation facility in Nakhon Ratchasima, Thailand. Its 40-MeV linac has been operated since
the first light in December 2001. The SLRI’s linac is a 40
MeV electron linear accelerator consisting of five different parts to accelerate the electron beam. These parts are
pre-buncher 1, pre-buncher 2, buncher, a 20-MeV accelerating tube 1, and 20-MeV accelerating tube 2. They are
fed with a pulsed RF signal operating at 2,856 MHz as the
accelerating field from a klystron. Currently, the phase
and amplitude of the RF signal in the waveguide can be
adjusted manually by the high power phase shifters and
attenuators. With an increasing demand of higher electron
beam quality, an improvement in phase and amplitude of
the RF signal is necessary. The measurement system of
the RF phase and amplitude in each part of the linac is
needed for stability improvement.
In this paper, the prototype of phase and amplitude detector is described. The system is designed to measure the
phase and amplitude of a 5-µsec wide pulsed RF signal at
a repetition rate of 0.5 Hz. RF front-end hardware and
FPGA-based detector system are presented in the next
section. An algorithm implemented in the software part is
described in the following section. System performance
and conclusion are presented at the end of this paper.

hardware is explained. A main processing system hardware based on FPGA is described and the system integration is also discussed.

RF Front-End Hardware
Each set of the RF front-end circuit is designed to
measure the amplitude and phase of a 5-µsec pulsed RF
from the klystron to the linac. Six RF front-end sets are
needed to be installed in the linac system to perform the
measurement at the five parts, as discussed in the introduction part, plus one location just after the klystron.
The amplitude measurement uses RF diode as a linear
detector. The phase detection is designed to measure the
phase differences between the pulsed RF and a cw RF
reference line of the linac. Both of these signals have the
same frequency. In the phase measurement, a double
balanced mixer (DBM) is used as a phase detector. The
detail of this function of the DBM can be found in [1]. A
voltage-controlled phase shifter is used as a nulling detector. Other RF components comprise splitter, low-pass
filters, and band-pass filters. The principle of the phase
measurement technique can be referred to [2] and examples of the complete measurement system can be found in
[3] and [4].
In this prototype development, the selected RF diode
detector is an 8473B model with positive output from
Agilent Technologies, the RF circuit components are
selected from Mini-Circuits, and the voltage-controlled
phase shifter is chosen from Lorch Microwave. Six of
these front-end sets are tested in the laboratory with Agilent Technologies’ RF Vector Signal Generator (VSG)
model EXG N5172B. In addition, a narrow-pulse modulation capability is available on the VSG in order to generate the pulse modulated RF signal. For future installation
in the linac cabinet system, two sets of the phase and
amplitude detector are put in the chassis similar to the
ones described in [4]. This makes the total of three RF
chassis ready for cabinet installation. The RF circuit test
set up is shown in Figure 1. Typical phase shift characteristics of voltage-controlled phase shifters is shown in
Figure 2. The complete RF chassis is shown in Figure 3.

HARDWARE
In order to measure the phase and amplitude of the
pulsed RF signal correctly, both hardware and software of
the detector system must be designed carefully. This section describes various hardware parts used in the design
and implementation of the prototype. The RF front-end

____________________________________________
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Figure 1: Laboratory test set up for RF circuit.
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Figure 2: Typical phase shift characteristics of voltagecontrolled phase shifter.
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In the Xilinx FPGA, MicroBlaze processor is implemented as a main controller. Xilinx’s ISE 14.7 and the
Embedded Development Kit (EDK) are the IDEs selected
to develop this embedded processing system. One custom
IP block is designed using VHDL [8] to interface with the
ADC. The ADC driver IP is generated with a finite state
machine (FSM) for proper operation. It is designed so that
all interface signals meet technical timing requirements.
In addition, since the valid data is available during the
narrow pulse, a trigger input is implemented as a gate to
enable the data sampling instance for the ADC. In the real
application, the trigger signal is available from the timing
system of the linac [9]. To select which ADC channel to
sample data, two AXI GPIO IPs are used to connect the
ADC driver IP. The final design of the ADC driver IP and
its interface in EDK are shown in Figure 5 and Figure 6,
respectively.

Figure 3: RF chassis of the phase and amplitude detector.

FPGA-Based Detector System
In this prototype development, FPGA evaluation board
is our choice for fast digital system implementation. Xilinx’s ML605 Evaluation Kit [5] featuring a Virtex-6
XC6VLX240T FPGA is chosen to be a main controller of
the design. It has two FMC connectors available for connecting daughter peripheral cards.
In order to sample multiple amplitude and phase signals
from the RF chassis, a multi-channel ADC is needed. For
the choice of a multi-channel bipolar simultaneous sampling ADC evaluation board, the Analog Devices’ EVALAD7656-1SDZ [6] featuring AD7656-1 ADC and its
FMC adapter board are selected. The ADC has 6 channels
with a resolution of 16 bits each.
To control the electronic phase shifters, a multi-channel
DAC is required. Maxim Integrated’s MAXSPCSPARTAN6+ board [7] is chosen. It features a MAX5135 4channel 12-bit DAC with SPI interface and available
FMC connector. Figure 4 shows how all the boards are
connected as an FPGA-based detector system.

Figure 4: Virtex-6 ML605 FPGA board with AD7656-1
and MAXSPCSPARTAN6+ daughter boards.
TUPHA068
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Figure 5: AD7656-1 driver IP with trigger input.

Figure 6: AD7656-1 Interface IP in EDK.
The MAX5135 DAC interface is a simple SPI standard.
Figure 7 shows the digital logic block of the DAC. The
MAX5135 block in EDK is implemented using AXI SPI
interface as shown in Figure 8.

Figure 7: Max5135 logic block.
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Figure 8: AXI SPI interface to MAX5135 DAC in EDK.

System Integration
From the hardware connection shown in Figure 4, the
main ML605 controller board can process up to 6 analog
input signals. Thus, 2 sets of this controller are required to
build a complete system.
Table 1: Analog Signal Assignment for ADC
ADC Channel

Analog Signal

CH1
CH2
CH3
CH4
CH5
CH6

Phase # 1
Phase # 2
Phase # 3
Amplitude # 1
Amplitude # 2
Amplitude # 3

The system interconnection and signal interface is
shown in Figure 9. This block diagram is drawn for one
set of the boards. Six analog signals are assigned to the
ADC board. Each channel samples the signal listed in
Table 1. ADC Data Conversion and DAC Code Determination blocks are performed in the MicroBlaze processor.
These two blocks are used to manage and control the
signals and data flow between the FPGA logic and the
main phase and amplitude calculation algorithm. In the
FPGA logic part, AD7656-1 Interface and AXI SPI IPs
are implemented to connect to the ADC and DAC, respectively, via FMC connectors. The timing signal that is used
as a trigger input to determine the time instance to sample
the data is the external trigger signal. In addition, two
AXI GPIO IPs are used to connect to the AD7656-1 Interface IP, one is used to select the ADC channel and the
other is used to receive the 16-bit ADC data.

SOFTWARE
The main phase and amplitude calculation algorithm is
designed in the software part, written in C program, and
run by the MicroBlaze processor. The operations of data
conversion, DAC output generation, filtering, averaging,
system control and hardware interface are performed
here. The amplitude calculation of each RF signal is obtained by simply multiplying by the attenuation of each
RF cable and RF circuit components in the line. The
phase calculation algorithm is of our particular interest.

Figure 9: System block diagram for one ML605 board.
For all RF front-end phase detector circuits, each of
which includes a power splitter, a band-pass filter, a lowpass filter, and a DBM, their DC output at the DBM has
been recorded during the laboratory test. Each of them
has its output characteristics similar to the one shown in
Figure 10. The DC output has a form of a pseudo cosine
function. This suggests that there are two possible values
of phase difference for each value of the DBM output.
This is also possible since the selected phase shifter covers 360 degrees. The phase detector output and the phase
shift characteristics (as shown in Fig. 2) of each RF frontend circuit are stored in the C program for phase calculation.

Figure 10: Phase detector output of the DBM.
The phase calculation algorithm is implemented similar
to that described in [2]. The main part of the algorithm is
to find the correct zero crossing point of the DBM output
and the slope in its vicinity once the DAC is controlled to
output the selected DC voltage. The detail of the implemented algorithm can be further explained in a state machine diagram in Figure 11. The short description of each
state is summarized in Table 2. The phase and amplitude
values are displayed on the PC via UART. In addition,

TUPHA068
Hardware Technology

559

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUPHA068

important information and calculated values are sent via
UART for state tracking and evaluation.

Figure 12: Interface signals and data bus between FPGA
and ADC.

Figure 11: State machine diagram for phase calculation.
Table 2: Short Description of each State in the State Machine
State

Description

0
1

Initial state, set DAC output to 0 volt.
Read ADC data.
Find 2 DAC solutions from phase shift characteristics and compare to the ADC data.
Set DAC to output the DC voltage (0-10 V) to
each solution. Then, verify the result from
reading ADC data again.
Check if the DAC output is indeed the true
phase solution (near the zero crossing point).
Search for the zero crossing point.
Determine the phase solution by interpolation,
if necessary.

2
3
4
5
6

SYSTEM PERFORMANCE
In the hardware test, the interface between the ADC
and FPGA is very important. It was first tested in order to
achieve correct data and timing requirements. Figure 12
shows the ADC interface signals and data bus captured by
Xilinx’s Chipscope Pro software. The signals shown are
chip select (cs), read (rd), and conversion start (convst).
The result shows that the system meets timing requirement and provides correct data for all six ADC channels.

In the software test, the main C program was carefully
tested in each state of the state machine. A number of
conditions and loops were implemented. For each triggering instance from the timing signal (0.5 Hz), the algorithm can manage to make one transition from one state to
the next but all six channels can be processed simultaneously. After initial state is executed and state 1 is being
processed, the sampled data from each channel needs to
be averaged and small delay has to be introduced. This is
important so that we can obtain appropriate response from
DBM output. This procedure is also performed when reset
occurs (from state 5 to state 0) once the phase is out of
track. The result shows that, from starting at state 0, the
algorithm needs at least 12 pulses to successfully calculate the phase. In the C program, the chosen step of the
DAC output constant for setting the DC voltage is 8 times
the DAC unit
, which contributes to a measurement resolution of
. With the zero crossing
search algorithm, the error becomes slightly less by using
interpolation. The phase calculation algorithm can perform satisfactorily in the laboratory conditions.

CONCLUSION
The prototype of phase and amplitude detector is developed for pulsed RF measurement. The system is designed to measure the phase and amplitude of a 5-µsec
wide pulsed RF signal at a repetition rate of 0.5 Hz. The
RF front-end circuits have been designed and tested in the
laboratory. FPGA evaluation board is selected as a main
controller. ADC and DAC evaluation boards have been
selected as daughter boards to reduce development time.
A number of tests have been conducted to successfully
achieve the desired result. The digital logic blocks and
custom IP generated using VHDL enable concurrent operation and interface with a multi-channel simultaneoussampling ADC and DAC. In the software part, the main
phase and amplitude calculation algorithm is implemented in the MicroBlaze processor. In laboratory tests, the
calculated phase and amplitude are displayed on UART
terminal with small calculation errors. The overall performance of the detector, both hardware design and software implementation, is satisfactory.
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FPGA-BASED MOTION CONTROL SYSTEM FOR MEDICAL LINEAR
ACCELERATOR DEVELOPMENT AT SLRI
R. Rujanakraikarn†, P. Koonpong,
Synchrotron Light Research Institute, Nakhon Ratchasima, Thailand
Abstract
Linear accelerator technology has been widely applied
to radiotherapy machines and there has been an increasing
demand of the machines in Thailand over the recent years.
An attempt to increase the availability of the low-cost machines has been proposed for the domestic use purposes.
Currently, the prototype of the 6 MeV medical linear accelerator is under development at Synchrotron Light Research
Institute (SLRI) in Nakhon Ratchasima, Thailand.
For beam shaping purposes a so-called secondary collimator is utilized with different size arrangement of the collimator jaws. The collimator motion control is one of the
necessary machine subsystems for producing the desired
field size of the beam. In this paper, the FPGA-based motion control system of the machine prototype is presented.
The programmable logic part of the hardware is designed
in VHDL for digital processing. The main motion control
algorithm is implemented in the main processor of Zedboard FPGA. Communication between the motion control
subsystem and the main control system software of the machine is also described.

INTRODUCTION
Cancer is one of the leading diseases that causes death
all over the world including Thailand. The demand of cancer treatment machines has been increasing over the recent
years to serve the country’s need as the number of patients
increases every year. The choice of choosing a radiotherapy machine for cancer treatment has been increased accordingly. In addition to saving patient’s life from choosing
the radiotherapy machine, it maintains a quality of life as
the use of radiotherapy preserves a number of functions of
human organs, for example, female breast (for cosmesis),
prostate (for better sexual function), bladder (for more convenient urination) [1].
Linear accelerator has been widely utilized in radiotherapy machines. An attempt to increase the availability of the
low-cost machines has been proposed for the domestic use.
Currently, SLRI has developed a prototype of the 6 MeV
medical linear accelerator (medical linac) for cancer treatment. Reverse engineering approach has been employed in
this research and development via a donated machine. The
prototype consists of a linear accelerating structure of the
S-band standing wave type at 2,998 MHz operating frequency, a 3.1 MW magnetron driven by a solid-state modulator, and a hot-cathode electron gun [2]. A brief technical
specification of the prototype is listed in Table 1.
____________________________________________
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Table 1: Parameters of the Medical Linac [2]
Parameter
X-ray beam energy [MV]
X-ray dose rate [MU/min]
Field size [cm2]
Linac frequency [MHz]
Type of accelerator
Gantry rotation

Value
6
400 - 600 Maximum
0x0 to 40x40
2,998
Standing wave
Vertically fixed

A drive stand and a gantry of the prototype provide housing for a modulator cabinet and its control system for magnetron and electron gun. An automatic frequency control
(AFC) system is also installed in the drive stand.
A linac treatment head consists of an X-ray target attached to the end of the accelerating structure. A transmission ionization chamber is installed to measure a beam
dose. A dosimetry control system is designed to monitor
and control the beam by processing the signals from the
ionization chamber. To confine the shape and size of the
radiated beam, three-stage treatment beam collimators are
used, fixed primary collimators, secondary collimators or
so-called beam limiting jaws, and a multi-leaf collimator
(MLC). A timing system is used to link various subsystems
of the machine in order to provide proper synchronization
in X-ray beam generation.
A central control system software is designed to interface with all subsystems for proper operation. It is run on
the Main Control System with a display monitor and GUI.
All subsystems are connected to the Main Control System
in a private network as shown in Figure 1.

Figure 1: Network diagram of the machine prototype.
This paper describes a motion control system of the secondary collimators for radiotherapy machine. Secondary
collimators consist of two adjustable pairs of jaws. They
are installed in the linac treatment head. One pair is above
the other and at right angles. Control system design, both
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hardware and software, is discussed in the next section.
The following section presents some result and discussion.
Concluding remark is presented in the final section.

CONTROL SYSTEM DESIGN
In order to control the movement of the secondary collimators, hardware and software of the system need to be
designed carefully. This section describes various parts of
the control system design. The main hardware part consists
of the secondary collimators and electronic boards. The
software part includes the design of digital circuits, the implementation of feedback controllers, and the interface
with users from the PC.
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for the design. In order to sample the position data from
multiple potentiometer feedback signals, a multi-channel
ADC is needed. For the choice of a multi-channel bipolar
simultaneous sampling ADC evaluation board, the Analog
Devices’ EVAL-AD7606SDZ [4] and its FMC adapter
board are selected to be used with the Zedboard. The ADC
board is a fully featured evaluation kit for the AD7606
which has 8 channels with a resolution of 16 bits each.
Figure 3 shows how the controller board and the ADC
board are connected.

Secondary Collimators
There are two adjustable pairs of jaws installed in the
treatment head with one pair above the other and at right
angles. The upper collimators or Y-Jaws can be opened or
closed to define the size of the treatment field along one
axis. Similarly, the lower collimators or X-Jaws define the
size of the treatment field along the axis perpendicular to
the one defined by the Y-Jaws. Both collimator jaws can
be operated to give symmetric and asymmetric fields depending on the position of each jaw. The jaw openings can
be adjusted so that a projected square or rectangular field
shape at the target-to-surface distance of the machine
ranges from 0x0 cm2 to 40x40 cm2.
Each collimator jaw is driven by a brushless dc (BLDC)
motor with gears. Traditional H-Bridge circuit is used to
provide appropriate voltage level to control the speed of
the motor. The pulse width modulation (PWM) that drives
the H-Bridge together with motion direction is provided by
the FPGA. An in-house PWM drive PCB is designed for
motor and FPGA interface and it is shown in Figure 2. For
feedback control purpose, a readout potentiometer is used
to provide position data, in a form of bipolar dc voltage
ranging from -10 volts to 10 volts, to the FPGA controller.
Since the system has four collimator jaws together with
their double potentiometers for redundancy, this contributes to the total of eight collimator position signals.

Figure 3: Zedboard and 8-channel ADC.
In the Programmable Logic (PL) part of the Zedboard,
two custom IP blocks are designed using VHDL [5]. The
IPs are synthesized and mapped using the Xilinx’s Vivado
Design Suite 2014.4 development tools in order to provide
signal interface with the ADC and the collimator jaws. The
algorithm in the ADC driver block, AD7606 Interface IP,
is generated with a finite state machine (FSM) for proper
operation. It is designed so that all interface signals meet
technical timing requirements. Figure 4 shows the final design of the AD7606 Interface IP.

Figure 4: AD7606 Interface IP.

Figure 2: In-house PWM drive PCB.

FPGA and Analog-to-Digital Converter (ADC)
In this prototype development, FPGA evaluation and development board is intended to be our choice for test and
implementation, fast information processing, and customization of digital controller and its peripherals. The Digilent’s Zedboard [3] featuring a Zynq XC7Z020 is chosen

Figure 5: PWM Controller IP.
The second custom IP is implemented as a PWM controller. The inputs of the PWM logic block are designed to
receive data (in BCD form) as a percentage of the duty cycle for each collimator jaw. All four duty cycle values are
sent from the Processing System (PS) part of the Zedboard
simultaneously using Advanced eXtensible Interface
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(AXI) bus protocol. The other inputs of the IP are motor
direction and motor enable signals to each of the collimator
jaws to enable motor rotation. This IP block is shown in
Figure 5.

Feedback and System Integration
Typical dc motor position control is implemented in this
motion control system. The feedback control diagram of
each collimator jaw is shown in Figure 6. In this project,
the PID algorithm is applied to each of the collimator jaw
closed-loop control to simplify the controller realization.

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUPHA069

ADC through FMC connector and that between the PL part
and all four collimator jaws through PMOD connector are
also shown.
Figure 8 shows the LabVIEW GUI that is used in the
system test. Initially, without the field size calibration at
the machine isocenter, the position of the collimator jaw is
read in millivolts. The set points can be assigned to each of
the collimator jaws and the output values from the ADC
are also displayed. Furthermore, the status of the collimator
control system and serial communication via RS-232 is
also shown.

Figure 6: Feedback control loop of each collimator jaw.
The standard PID controller is described, in parallel form
with its Laplace transform, by
( )
(1)
=
+ +
( )
where
is the proportional gain,
is the integral gain,
is the derivative gain, ( ), the error or the difference
between reference and the plant output, is the controller input, and ( ) is the controller output.
For digital implementation in the Zedboard, the PID controller is realized by using bilinear or trapezoid transformation method [6]. The Z-transform of Eq. (1) is described
by
( )
=
( )

+

+

(2)

1−

Figure 7: Block diagram of the control system and interface
between hardware.

where
=

+
=

=−

+2
2
−4

+

2

(3)

+2

which can be converted back to difference equation as
[ ] = [ − 2] +

[ ]+
[ − 2]

[ − 1] +

(4)

For the software part of the system, Eq. (4) is implemented in the PS part using Xilinx SDK 2014.4. To further
simplify the controller structure, PI controller is chosen
( = 0). The raw position data sampled by the ADC are
further converted to appropriate unit, and provided to the
closed-loop control for error calculation. To set the desired
collimator position to the control loop, user can determine
each set point value via LabVIEW user interface, which is
sent to the PS part through UART via PC. The detailed
block diagram of the control system is illustrated in
Figure 7. The signal interface between the PL part and the

Figure 8: LabVIEW GUI.

RESULT AND DISCUSSION
Interface between the ADC board and FPGA was first
carefully tested in order to achieve timing requirements
and acquire correct collimator position values. Figure 9
shows the oscilloscope capture of the interface signals between FPGA and ADC. As previously shown in the block
diagram in Figure 7, the signals from FPGA to ADC are
chip select (cs), serial clock (sclk), and conversion start
(convst), and the signals from ADC to FPGA are busy and
digital data in serial form (dout A and dout B). The result
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shows that we receive correct information from all eight
16-bit channels with a 20 MHz sclk. The same result is also
obtained from using higher sclk frequency up to 30 MHz.

Figure 9: Interface signals between FPGA and ADC.
Implementation of the PI controller in the control loops
was observed after an optimized tuning for the different
and
for each of the collivalues of controller gains
mator jaws. Different position arrangements were tested.
The result of the step response, with the best tuned controller gains, is shown in Figure 10. Waveform charts display
the output of the collimator position values in the Main
Control System Software. The expected result of the overall system response is obtained and very satisfactory.
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ment head. Reverse engineering approach has been employed via the donated machine. A number of new hardware and software have been developed. Many in-house
electronic PCBs have been fabricated and controller evaluation boards have been selected. Tests and calculation
have been conducted in order to successfully generate and
control the desired movement of the collimator jaws. The
digital logic blocks and custom IPs generated using VHDL
to interface with a multi-channel simultaneous-sampling
ADC and collimator jaws hardware allow concurrent operation and control of multiple dc motors. This substantially
reduces the processing time compared to that utilized by
other classical electronic controllers.
The digital PID controller algorithm is successfully implemented in the Zedboard’s Processing System for multiple motor control loops. The resulting collimator position
values are correctly displayed by the LabVIEW GUI via
RS-232. Similarly, the position set points can be input
through the GUI and sent to the controller for calculation.
The overall characteristics of the control system and hardware implementation are found to be very satisfactory.
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Figure 10: Main Control System Software of the machine.
The serial communication between PC and Zedboard
works well. All parameter settings can be performed and
position values can be displayed satisfactorily. One task
that could improve the system performance is the implementation of Ethernet communication in the PL fabric of
the Zedboard. In this way, the main processor would not
have been busy with the serial communication while processing the feedback control algorithm. This is aimed to be
done in the next phase of this project.

CONCLUSION
The motion control system of the secondary collimator
is developed in order to produce different field size and arrangement of the collimator jaws in the medical linac treatTUPHA069
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COMMISSIONING AND VALIDATION OF THE ATLAS LEVEL-1
TOPOLOGICAL TRIGGER
A.T. Aukerman*†, T.M. Hong*, University of Pittsburgh, Pittsburgh PA, USA
Abstract
The ATLAS experiment has recently commissioned a
new hardware component of its first-level trigger: the
topological processor (L1Topo). This innovative system,
using state-of-the-art FPGA processors, selects events by
applying kinematic and topological requirements on
candidate objects (energy clusters, jets, and muons)
measured by calorimeters and muon sub-detectors. Since
the first-level trigger is a synchronous pipelined system,
such requirements are applied within a latency of 200 ns.
We will present the first results from data recorded using
the L1Topo trigger; these demonstrate a significantly
improved background event rejection, thus allowing for a
rate reduction without efficiency loss. This improvement
has been shown for several physics processes leading to
low-pT leptons, including H → ττ and J/Ψ → μμ. In
addition, we will discuss the use of an accurate L1Topo
simulation as a powerful tool to validate and optimize the
performance of this new trigger system. To reach the
required accuracy, the simulation must take into account
the limited precision that can be achieved with kinematic
calculations implemented in firmware.

INTRODUCTION
The ATLAS experiment at CERN is one of the
multipurpose experiments operating at the Large Hadron
Collider (LHC) at the European Center of Nuclear
Research in Switzerland [1]. At design specifications, the
LHC provides proton-proton (pp) collisions at a center of
mass energy of √
14 TeV and an instantaneous
luminosity of
10 cm-2s-1 [1]. These protons collide
at a rate of 40 MHz; however, bandwidth constraints
impose limits on the number of events per second that can
be recorded, and the majority of these events contain only
pp scattering events. This motivates the need for an online
trigger system that identifies certain signatures, including
but not limited to, missing transverse momentum, lepton
production, and high pT jets [2].
The ATLAS experiment includes an online Trigger and
Data Acquisition (TDAQ) system that selects events that
will be saved to offline storage for later physics analysis.
This system is comprised of two levels, the first being a
hardware based, low-granularity level-1 (L1) system with
a design latency of 2.5 μs [3]. This system constructs
Regions-of-Interest seeding the software based algorithms
used in the subsequent high level trigger (HLT) system,
reconstructing the event with full detector read-out
granularity. The L1 system is further divided into three
subcomponents, the Calorimeter Trigger (L1Calo), the
___________________________________________
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Muon Trigger (L1Muon) and the Central Trigger Processor
(CTP). The L1 system reduces the 40 MHz collision rate to
100 MHz, and the HLT trigger reduces the rate further to
3-4 kHz [3].
The level-1 topological trigger system is a new element
deployed to impose topological constraints to L1 triggers
[4]. The goal of this system is to purify L1 event selection
by imposing kinematic requirements motivated by the
event topology of certain processes. These new electronic
boards compute angular and kinematic quantities between
various L1 Trigger Objects (TOBs) [4]. Its role in the L1
trigger is shown in the flowchart included in Fig. 1. The
system is designed to receive and process up to 6Tb/s of
real time data [4]. In 2016 the L1Topo system was first
deployed online. This proceedings contribution details its
commissioning and validation.

MOTIVATION
As higher luminosities are reached at the LHC, the
production rate for physics signatures increase [5]. To cope
with the increase in trigger rate, two solutions are
traditionally employed: to record one out of N events, i.e.
to prescale the trigger; and to tighten the selection criteria,
e.g., to increase the transverse momentum threshold. Both
approaches cause some loss of interesting data. For
example, the B0 → J/ψ φ analysis was approaching
bandwidth limits for triggering on low pT muons [6]. The
B-physics program would benefit from improved purity in
L1 event selection as proposed by L1Topo [6]. A nonexhaustive table is given in Table 1 to illustrate some
physics applications for given topological quantities. As a
concrete example, consider the following two variables
implicated in di-muon pairs: the angular separation ΔR and
the di-muon mass Mμμ as defined in equations (1) and (2).
The application of these quantities is illustrated in Fig. 2.
ΔR

Δ

∙ cosh Δ

M

Δ

(1)
cos Δ

(2)

Table 1: Physics use Cases for Some Topological
Quantities. The L1Topo Firmware Accepts a Multitude of
Parameters such that Each Physics Use case can be
Optimally Tuned
Topological Quantity

Physics Use Case

Dijet mass

Vector Boson Fusion /
Scattering

Jet, Et-Miss Δϕ

Exotics, SUSY

Di-muon mass, radius

B-physics

Di-tau opening angle

Higgs
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Figure 1: Flowchart of the L1 trigger scheme. Shown is the role that L1Topo plays in considering both L1Muon and
L1Calo information. The MUCTPIToTopo and CMX modules specifically prepare input to L1Topo. The L1Topo output
bits must be propagated to the CTP such that a decision can be made within the 2.5 microsecond buffer.
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rate lower than 10-15 at 95% confidence level [7]. This
demonstrates that the MUCTPI trigger outputs can reliably
transmit data to L1Topo. The total aggregated rate of the
MUCTPI system is 10.24 Gb/s [7].
Commissioning tests of this system specifically include
use of a high-level software simulation to generate input
vectors and calculation of expected results [7]. No errors
appeared in a sample of snapshot memory from 1010
bunches. The parallel output from the MUCTPI must also
be encoded into optical output for the L1Topo modules.
This is implemented in a dedicated MUCTPIToTopo
board, which includes a Xilinx VC707 development kit and
two FMC cards. Overnight integration tests showed zero
errors out of 2.6·106 test bunches. Cross-checksums are
implemented within the board to ensure error free
serialization [7].

Data Collection from the L1Calo Subsystems

Level-1 M μμ [GeV]

Figure 2: Plot showing the angular separation and invariant
di-muon mass distributions for B0→μμ (above) and for the
minimum bias background (below). Highlighted is an area
of discrimination where a topological cut can improve L1
trigger purity [6].

L1 TOPO ALGORITHM EXECUTION

Data Collection from the L1Muon Subsystems
In Run 1, the MUCTPI (Muon CTP Interface) extracted
only muon multiplicity and momentum quantities to be
sent to the CTP for use in the L1 muon decision [2]. With
the planned implementation of L1Topo, additional
kinematic and angular cuts could be performed [4]. Thus,
for Run 2, the MUCTPI was upgraded to also extract
coarse-grained topological information for the L1Topo
module [7].
The MUCTPI system includes 16 Muon Octant (MIOCT)
modules, one for each octant in each half of the detector.
These cards originally operated at 40 MHz; overclocking
would be necessary to reach a throughput sufficient to
provide good η−ϕ resolution. An overclock by a factor of
8 would permit 8 bits per muon, and with DDR
transmission a total of two muon candidates per octant
module [7].
A feasibility study in which a high resolution phase scan
was performed on data received from the overclocked
MIOCT modules showed that there exists an optimal
sampling point for DDR data transmission, with a bit error

The L1Calo common merger modules (CMMs), which
interface with the CTP, had to be replaced in order to
function with the proposed L1Topo module. The CMM
modules, in the same vein as the MIOCT modules, collect
information from the calorimeter specific to its crate
number [8]. The proposed upgrade of these crate modules
to CMX (Common Merger eXtended) models would allow
transmission of the 400 backplane inputs from a crate to be
sent to L1Topo [8]. The serialization of these crate data is
handled by an FPGA which drives two Avago MiniPOD
optical transmitters [8].

Performance of L1Topo
The L1Topo module includes two FPGAs receiving
serial data on 80 links at 6.4 Gbit/s with 8b/10b encoding
[9]. These modules operate within a clock domain of
160MHz, and each event is contained in 128 bit words [9].
The algorithms are executed in sync with the 25 ns LHC
clock. The first stage sorts the input TOBs, and the next
stage applies the topo algorithms to these truncated lists. A
visual representation of this process is shown in Fig. 3. This
result is output to the CTP for use in the L1 trigger decision.

Figure 3: Block diagram of L1Topo execution. The input
TOBs are sorted and truncated to reduce the combinatorial
load put on the algorithms. Exactly 2 bunch group spacings
(BX) of 25 ns are allocated to the sorting procedure.
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COMMISSIONING
The aforementioned goal of L1Topo is to improve the
purity of L1 trigger selection by imposing kinematic and
angular constraints. This is manifested as a rate reduction
when the rate for a L1 trigger including a topological
requirement is compared with the one for the same
multiplicity and energy thresholds, but without the
topological requirement. An example of this rate reduction
is shown in Fig. 4. This rate reduction however does not
cause any significant reduction in the selection efficiency
[4].

Figure 4: The rate vs. time of two triggers selecting two
muons with transverse momentum larger than 6 GeV. One
trigger (blue) includes the topological requirement that the
two L1 muons form an invariant mass 2 GeV < Mμμ < 9
GeV and have angular separation 0.2<ΔR<1.5, while the
other (red) does not [5].

The Xmon Online Rate Monitoring System
The Xmon rate monitoring system stands as one of the
tools available to both trigger shifters and online trigger
experts. Xmon provides real-time, luminosity scaled rate
predictions based upon both offline and online trigger
cross-section regressions [10].
Each individual trigger can be written in terms of crosssection by considering the current rate of the trigger and the
instantaneous luminosity.
Given a rate R, and a
luminosity , division and adjustment for the trigger
prescale PS, and number of bunches N, returns the trigger’s
observed cross section. This function is parametrized in
time [10] and regression algorithms are performed in
reference to the average interaction rate.

For L1Topo, the Xmon functionality was expanded to
monitor the ratio between trigger rates. Specifically, the
ratio of L1Topo items with their L1 equivalent without
topological requirements. This in turn provides generalized
real-time monitoring of the MUCTPI, CMX modules, CTP
link, and the L1Topo modules themselves. Issues that
involve systematic and widespread failure would
immediately be visible if they involved the new L1Topo
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components. An example showing the ratio between the
L1Topo rate and L1 rate for muons is shown in Fig. 5. This
ratio is now monitored along with the L1 and HLT rate
prediction quantities.

Figure 5: The ratio of a first level topological trigger
(L1Topo) item rate and the associated first level trigger
(L1) item rate. This measurement (red curve) is compared
with predictions based on a linear pileup regression (green
curve) for DY-BOX-2MU6/MU10 [5]. This plot shows
excellent agreement between observed and predicted
values.

VALIDATION
Hardware and Firmware Validation
Validation of the physical modules is of great
importance; for L1Topo this was achieved in two ways.
One such test was to analyze bitwise agreement in the
board output given the same specified input vector. This
can be performed only offline, using a specialized test rig.
Results show great consistency, with a bit error rate set at
an upper limit of 10-19.
The second test was performed within the actual trigger
environment at the experiment site and involved validation
of the calculated angular separation, Δη. This was achieved
by forcing specific trigger towers in the electromagnetic
(EM) calorimeter with a |Δη| > 3.0 to “go hot.” This
angular separation is expected to be reflected in any
L1Topo output that involves an angular cuts imposed upon
EM TOBs.

Use of Offline Simulation
Proper validation requires accurate software modelling of
the L1Topo system [9]. This expected decision from the
software is then compared with the observed hardware
decision. The results from a specific study involving the
HT trigger algorithm, which imposes a cut to the ET as
calculated from jets with pT > 20 GeV and |η| < 3.1, is
shown in Fig. 6.
The excellent agreement between the expected and
observed rates as a function of luminosity demonstrates the
validity of the algorithm execution in the hardware
components in terms of overall observed rate.
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CONCLUSION

Figure 6: Trigger rates as a function of the instantaneous
luminosity of two L1Topo triggers based on the H
algorithm. The online trigger rates are compared to theT
prediction obtained by running the trigger simulation on an
un-biased data sample [5].
Trigger rates provide a comprehensive overview of the
algorithm performance. Consideration of hardware vs.
simulation agreement on an event-by-event level provides
additional and specific insights into the validity of the
algorithm execution. Consideration of the bit-wise
resolution of the trigger TOBs further improve this
agreement. The data as shown in Fig. 7 show near 0%
mismatch rate for both false positives and false negatives.

Following the thorough commissioning and successful
validation of L1Topo, it has become clear that even with
stringent bandwidth, latency, and hardware constraints,
topological information can be extracted and utilized as
part of a complex control scheme for data acquisition in the
ATLAS detector. It is ultimately the TDAQ system that
selects the events recorded, and this has great impact on the
specific physics analyses performed with this data. With
the implementation of L1Topo, greater purity and
specificity of this data can be achieved at the high
luminosity at which the LHC now operates.
The demands placed on the L1Topo subsystem, such as
being low latency, high throughput, and free from angular
and kinematic computation errors, are well met. Excellent
bitwise agreement, extensive monitoring, and offline
software and online firmware validation all show
successful operation of the Level-1 topological trigger
today, and this in turn opens the doors for the exciting
physics analysis of tomorrow.
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Abstract
The
Muon-to-Central-Trigger-Processor
Interface
(MUCTPI) of the ATLAS experiment at the Large Hadron
Collider (LHC) at CERN will be upgraded to an ATCA
blade system for Run 3, starting in 2021. The new design
requires development of new communication models for
control, configuration and monitoring. A System-on-Chip
(SoC) with a programmable logic part and a processor part
will be used for communication to the run control system
and to the MUCTPI processing FPGAs. Different approaches have been compared. First, we tried an available
UDP-based implementation in firmware for the programmable logic. Although this approach works as expected, it
does not provide any flexibility to extend the functionality
to more complex operations, e.g. for serial protocols. Second, we used a SoC processor with an embedded Linux operating system and an application-specific software written
in C++ using a TCP remote-procedure-call approach. The
software is built and maintained using the framework of
the Yocto Project. This approach was successfully used to
test and validate the MUCTPI prototype. A third approach
investigated is the option of porting the ATLAS run control
software directly to an embedded Linux instance.

THE ATLAS EXPERIMENT AT THE LHC

and firmware, which reduces the event rate to a maximum
of 100 kHz, and a high-level trigger system based on commercial-off-the-shelf computers, network components, and
software which reduces the event rate to around 1 kHz.

THE LEVEL-1 TRIGGER SYSTEM
The Level-1 trigger system (see Figure 2) uses reducedgranularity information from the calorimeters and dedicated muon trigger detectors. The trigger information is
based on multiplicities and topologies of trigger candidate
objects. The muon trigger is based on Resistive Plate
Chambers (RPC) in the barrel region and Thin-Gap Chambers (TGC) in the end-cap region. The Muon-to-CentralTrigger-Processor Interface (MUCTPI) [2] combines the
muon candidate counts from the RPC and TGC taking into
account double counting of single muons that are detected
by more than one chamber due to geometrical overlap of
the chambers and the trajectory of the muon in the magnetic field. It sends the results to the Central Trigger Processor (CTP) which combines all trigger object multiplicities from the calorimeter trigger and from the MUCTPI, as
well as the topology flags from the Topological Processor
to make the final Level-1 decision based on rules described
in a trigger menu. The CTP then sends the Level-1 decision
back to the detector front-end electronics.

Figure 1: The trigger and data acquisition system of
ATLAS.
The ATLAS experiment [1] is a general-purpose experiment at the Large Hadron Collider (LHC) at CERN. It observes proton-proton collisions at a centre-of-mass energy
of 13 TeV. With about 25 interactions in every bunch crossing (BC) every 25 ns, there are 109 interactions per second
potentially producing interesting physics. The trigger system selects those events which are interesting to physics
and which can be recorded to permanent storage at a reasonable rate. The ATLAS trigger system (see Figure 1)
consists of a Level-1 trigger, based on custom electronics

Figure 2: The Level-1 trigger system of ATLAS.

___________________________________________
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THE UPGRADE OF THE MUCTPI
The MUCTPI upgrade is part of the overall upgrade of
ATLAS on the road to High-Luminosity LHC and is in line
with the development of the New Small Wheel [3] of the
muon trigger system to be installed during the shutdown of
2019 and 2020. The new MUCTPI will use optical links
replacing bulky electrical cables. Those links will allow the
muon trigger detectors to send more muon candidates with
more precise information. The MUCTPI will provide improved overlap handling and full-precision information of
the muon candidates to the Topological Processor.

Figure 3: The new MUCTPI of ATLAS.
The new MUCTPI (see Figure 3) will be built as a single
ATCA blade, compared to 18 VME modules in the current
system. It will receive 208 optical links and will use two
state-of-the-art FPGAs (Xilinx Virtex Ultrascale+) for the
overlap handling, counting of muon candidates, and sending candidates to the Topological Processor. A third FPGA
(Xilinx Kintex Ultrascale) will provide the total count of
muon candidates to the CTP and readout data to the data
acquisition system. A System-on-Chip (SoC, Xilinx Zynq
7000) [4] will act as a control processor and integrate the
MUCTPI into the ATLAS run control (RC) system.

THE RUN CONTROL OF THE MUCTPI
The RC system of the ATLAS experiment provides control of the MUCTPI, e.g. start and stop commands; loading
of configuration data, e.g. overlap lookup table (LUT) data
and collection of monitoring data, e.g. counter values. Due
to the new technology (ATCA), new forms of communication between the MUCTPI and the RC system had to be
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investigated. A SoC with a processor part and a programmable logic part will be used for the communication with
the RC system and the processing FPGAs of the MUCTPI
(see Figure 4). The processor system runs embedded Linux
and the programmable logic provides the communication
with the processing FPGAs using Xilinx chip-2-chip links,
the configuration of the FPGAs using the Xilinx slave serial protocol, and the configuration and monitoring of the
MUCTPI hardware with its power, clock and optical modules using serial buses like I2C and SPI.
Three models of communication with the RC system
have been investigated and will be discussed below. The
software for the operating system, a kernel module for accessing memory, including the use of DMA (for Model #2
and #3), the port of the RC software (for Model #3), and
all the applications are built and maintained using the
framework of the Yocto Project [5] from the Linux Foundation. Recipes for all packages have been developed, in
order to fetch, configure, and compile the software, and
create all images necessary to boot the processor system.

Model #1: IPBus
IPBus is provided by the CMS experiment [6] and is
based on firmware and software. The firmware is implemented in the programmable logic part of the SoC, receives
UDP packets, and performs read/write accesses on the processing FPGAs of the MUCTPI (see Figure 5). Run controllers on a PC directly connected to the SoC use the software library μHAL. Note that for this model, the processor
system of the SoC is not needed, and that it can actually be
implemented using an FPGA.
This model works as expected and we consider it a fallback solution. The use of a protocol which can lose packets, and the lack of flexibility for extending the protocol to
more complex operation using serial protocols on the
MUCTPI, like I2C and SPI, made us look for alternatives.

Model #2: RemoteBus
RemoteBus [7] was developed by the ATLAS Level-1
Central Trigger team and is based on software using a
Remote-Procedure-Call-like [8] approach. Run controllers
on a PC directly connected to the SoC implement
RemoteBus clients which send requests using TCP/IP to

Figure 4: Run control of the MUCTPI using an SoC.
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the RemoteBus server on the processor system of the SoC
(see Figure 6).
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This model provides reliable communication and the
highest degree of flexibility, as the run control application
is running directly on the processing system of the SoC.
Further development of this model and an investigation of
the maintenance effort required are currently being carried
out.

Figure 5: Model #1 - Use of IPBus using the programmable logic of the SoC.
A dedicated thread per client executes read/write accesses of the processing FPGAs of the MUCTPI or more
complex functions for serial protocols like I2C, SPI, etc.
C++ inheritance provides the flexibility to extend the functionality. All parameters are added to the message or retrieved from it in a stack-like way. Queuing of requests allows them to be executed in one go and mitigate latency
overhead. A minimal latency of 75 μs for a request-response transaction and sustained data rates in excess of
50 MB/s were measured.

Figure 6: Model #2 - Use of RemoteBus on the SoC.
This model provides a reliable protocol, the flexibility
for extending the protocol to more complex operation and
performance well in excess of the previous VME based
model. It is our baseline for controlling the MUCTPI.

Model #3: Run Controller
The ATLAS software for the RC system [9] was ported
to the embedded Linux by the Level-1 Central Trigger
team. Recipes in the Yocto framework were used to build a
minimal RC application running on the processor system
of the SoC and communicating directly with the ATLAS
RC system using TCP/IP. This RC application will be instrumented with low-level software which exists in the RemoteBus model (see above) in order to perform read/write
accesses of the processing FPGAs of the MUCTPI (see
Figure 7).

Figure 7: Model #3 - Use of a run controller on the SoC.

SUMMARY
A SoC (Xilinx Zynq) has been used successfully to provide communication between the ATLAS RC system and
the new MUCTPI. Several models of communication have
been compared. An available UDP-based implementation
uses firmware for the programmable logic, and although
this works as expected it uses an unreliable protocol and
does not provide sufficient flexibility to extend its functionality to more complex operations on the MUCTPI. A
Remote-Procedure-Call-like software implementation running on the processor system with embedded Linux provides reliable communication and its implementation in
C++ provides the possibility to extend its functionality to
more complex operations, like serial protocols to be executed on the processor system. Porting of the ATLAS run
control software to embedded Linux was achieved and provides the highest flexibility by removing the need for intermediate layers of software. All software developments for
the operating system and the application software were
successfully maintained using the framework of the Yocto
Project. Using a full-blown operating system on the SoC
has proven to be very useful in the debugging of the
MUCTPI prototype.
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Abstract

In many nuclear applications such as nuclear/highenergy physics and nuclear fusion, sensors are widely
used in order to detect high energy particles. One of the
available technologies is the scintillator, which is
generally coupled with a photomultiplier and pulse
amplifier. The detector acquisition chain is not
stationary; mainly, it changes its gain as a function of the
temperature, the nuclear irradiation and the magnetic
field on the photomultiplier; therefore it needs to be
periodically calibrated during its operation. A calibration
method reported in the literature is based on the use of a
pulsed LED that flashes on the photomultiplier by
generating a train of reference pulses. A new technique
may be the use of an LED with continuous sinusoidal
intensity emission. This provides as an output of the
detector chain a small sinusoidal signal which can be
digitally processed in real time, by measuring the gain
and the delay time of the detector chain. Moreover, this
sinusoidal background signal can be removed in realtime, before any processing or storage of data. This
paper presents the technique, reporting its simulation and
the main characteristics of the developed firmware and
the hardware.
Keywords: (Liquid Scintillators, Neutron and Gamma Detection,
Intensity Modulation, Real-Time Calibration, ITER Radial Neutron
Camera, Digital Signal Processing)

INTRODUCTION
In many nuclear applications such as nuclear/highenergy physics and nuclear fusion, there is an extensive
use of sensors, in order to detect high energy particle.
One of the available technologies is the scintillator,
which is generally coupled with photomultiplier tube
(PMT) and pulse amplifier (see Figure 1). The high
energy particles incident on the scintillator produces
electrical pulses as output of the PMT chain. The pulses
have different shape and amplitude depending on the
particle type and energy. In general, the pulses due to
high energy particles are composed of a rising and a
falling exponentials, having respectively little rising time
and large falling time. The rising and falling constants
depend on the particle type. Many algorithms can be
used in order to discriminate the type of particles, such
as Charge Comparison [1][2], or Pattern Recognitions
[3].
____________________________________________
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Anyway, the detector acquisition chain is not
stationary; mainly, it changes its gain as a function of the
PMT temperature and sensor irradiation; this gain
variation can cause distortions in the neutron Pulse
Height Spectrum (PHS). For this reason, the acquisition
chain containing the PMT needs to be periodically
calibrated during its operation.

Classical Method: Pulsed Led Calibration
In the literature is reported a calibration method based
on the use of a pulsed LED that flashes on the
photomultiplier, so generating a train of reference pulses
as output of the PMT chain [4].
This method is able to improve the spectrometer
characteristics, but it also has intrinsic limitations due to
the simultaneous effect of the LED pulses with the
neutron and gamma pulses. The LED must induce on the
photomultiplier a signal having different shape with
respect the Neutron and Gamma, in order to distinguish
the pulses corresponding to neutron, gamma or LED. In
the energy spectra, the effect of the LED pulses is
located in a different area than the physic particles;
moreover, for algorithm not based on the spectra
calculation, the LED pulses can be discriminated due to
their shape, being larger than the particles ones [5].
Anyway, by increasing the LED pulse duration, the
joint probability to have at the same time a LED pulse
and a particle pulse increases. This can be a problem
because, when this overlapping event is not recognized,
an error is caused in the PMT chain gain estimation,
especially when the particle flux is high.
Another limitation concerns the measurement rate for
the PMT chain; because, by increasing the rate of the
LED pulses, the coincidence between particles and LED
pulses increases, and this reduces the functionality of the
instrument.
In general, the LED pulse frequency is around 1KHz
[4], therefore the relative gain measurement rate is
lower; this may be inadequate in the case of rapid
variations in particles flow.

PROPOSED METHOD: INTENSITY
MODULATION LED CALIBRATION
The new technique is based on the sinusoidal
modulation of the LED. The frequency and the intensity
of the modulation can be changed, taking into account
the effect on the algorithm.
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Hardware Description
The
hardware
proposed
for
this
system
implementation is shown in Figure 1; it contains:
 the PMT chain;
 the 12 bit 1.6Gbps A/D converter model ISTIPFN
FMC-AD-1Gx, (set to 400Msps) developed by the
Istituto Superior Técnico (Portugal);
 the 16 bit dual D/A converter AMS101;
 the current driver for the LED (currently not
developed);
 the LED;
 the Xilinx development board KC705.
All components of the diagram in Figure 1, with the
exception for the current driver, are already present in
the ITER Radial Neutron Camera project [6].
The IM algorithm can be implemented in the FPGA
XILINX kintek 7 XC7K325T [7] present on the Xilinx
KC705 development board with the following main
features:
 one PCIe bus used to communicate with a PC by
two DMA channels;
 one XMC connector where can be placed a A/D
converter board;
 one 20 pin XADC connector for the connection of
the D/A board.
FPGA Board KC705

N/γ

PMT Chain
Scintill
ator

Photomultiplier
tube

LED

Ampl.

Current
driver

A/D
IPT AtoD conv.

Digital
Signal
Processing
(FPGA
kintek-7)

DMA_channel_0
(row data)
DMA_channel_1
(processed data)

PXIe channel
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D/A
AMS 101

Figure 1: Scheme of the hardware proposed for the PMT
chain gain calibration system.

Algorithm Implementation
The digital signal processing of the algorithm is
implemented by FPGA. The main functions are:
 sinusoidal quadrature generator;
 quadrature demodulator;
 module estimation;
 quadrature modulator;
 signal subtraction.
The signal modulator generates the Sin modulation for
the intensity of the LED and the Sin/Cos reference for
the Quadrature Demodulator. The Quadrature
Demodulator detects the amplitude and the phase of the
sinusoidal echo superimposed to the PMT signal.

FPGA Board
Board Xilinx KC705
Digital Signal processing

Neutron γ discrimination,
pile up detection etc.
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Figure 2: Fully Digital implementation for the
calibration for the PMT chain gain, based on Intensity
LED Modulation.
The Quadrature Demodulator consists of a complex
multiplier and a double Low Pass decimation FIR. In the
test shown in the next paragraph, the low pass
decimation filter is a double cascade of five decimation
FIR. In order to simplify the preliminary tests, FIR
filters with limited requirements have been
implemented:
 5 FIR in cascade having identical coefficients;
 decimation factor: 2;
 Number of coefficients: 21 symmetrical (8 bits).
Figure 3 shows graphs derived from the System
Generator for DSP Graphical User interface. Figure
3.a shows the floating-points coefficients of the FIR:
[0.672 , 2.772 , 5.334 , 4.326 , -4.242 , -17.22 , 21.252 , -1.386 , 42.728 , 89.824 , 110.18 , 89.824 ,
42.728 , -1.386 , -21.252 , -17.22 , -4.242 , 4.326 , 5.334
, 2.772 , 0.672].
The Frequency Responses of the FIR Filters
implemented with floating point and integer (8 bits)
coefficients are showed respectively in Figure 3.b and c.
It is possible observe that the FIR filters do not have a
severe out-of-band rejection.
a)
Pulse Response
Floating Points
Coefficients

b)
Frequency Response
Floating Points
Coefficients

c)
Frequency Response
Integer
Coefficients (8 bits)

Figure 3: Graphs from the System Generator GUI during
the design of the digital low pass FIR Filters.
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The module of the low frequency components (I, Q)
corresponds to the Gain Amplitude. In our study, the I
and Q components are used as modulation of the
Quadrature Modulator in order to generate the sinusoidal
signal, corresponding to the LED effect, to be subtracted
from the A/D input. The LED signal cancellation could
be removed by producing a simplified scheme; this can
lead to reduced performance. However, the performance
reduction is limited due to the small amplitude of the
LED_mod signal, which is negligible when compared to
the amplitude of the noise level and the pulses output of
the PMT_signal caused by the particles, as it will be
shown in the next paragraph.
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TEST RESULTS
Figure 5 shows the evolution of the PMT chain gain
estimated by the algorithm. Due to the presence in the
quadrature demodulator of 5 decimation-by-two filters,
the gain values are upgraded every 25 samples @
400Msps; this corresponds in a gain throughput of
12.5Msps (refresh time of 0.08us). Anyway, the
presence of filtering and other digital processing causes
a delay of about 1100 samples @ 400Msps
(corresponding at 2.7 μs) in the gain estimation.

Gain estimation time (2.75us)

SIMULATION
The automatic calibration system has been simulated
in Simulink, by using the Vivado System Generator.
This solution simplified the development of the final
FPGA firmware after the simulations.
The signal used for the simulation (see Figure 4) has
sampling frequency of 400Msps and contains true case
pulse windows, acquired with trigger on a NE-213 liquid
scintillator during the irradiation in Frascati Neutron
Generator source. In particular, Figure 4 shows: (in blue)
the simulated PMT signal composed of a double train of
4 pulses, (in red) the PMT signal due to the LED
modulation (amplitude 2.2 a.u and frequency 10MHz );
for sake of simplicity the quantization effect is not
represented in this graph.
The signal simulating the output of the PMT chain is
the sum of the red and blue traces; moreover, it is
necessary to introduce the quantization effect due to the
A/D presence.
In order to simulate a continuous stream for PMT
signal, a noise floor compatible with the real-case noise
(amplitude 2 a.u.) has been added between the pulse
windows preliminarily acquired with triggered
oscilloscope.

N γ pulses

Y-zoom (  × 150 )

PMT Noise

sample

Figure 5: PMT Chain Gain estimation.
In the upper graph of Figure 5, some ripples on the
gain are visible; considering the digital process delay,
these mainly overlay with the presence of pulses in the
PMT signal. In order to reduce the effect of the pulses on
the gain estimation, during the process, the input signal
has been saturated to a level higher than the LED
modulation signal. Nevertheless, the artifact due to the
presence of pulses is not completely eliminated.
The amplitude of the ripple in the estimated gain
depends on many parameters:
 the ratio between peaks amplitude and LED
modulation;
 the peaks duration;
 the frequency used for the LED modulation;
 the parameter of the low pass decimator filter;
 the saturation level set in the processing (8 a.u. in
the simulation);
 the phase of the LED sinusoidal signal at the
moment of the pulse;
 the presence of other pulses before the present.
For example, the decrease of the cut-off frequency for
the low-pass filter increases the immunity to particle
pulses, but it delays the gain estimation.
The increase of the intensity in the LED modulation
decreases the gain estimation error; anyway the LED
signal cancellation can be more difficult, and the
presence of residual LED signal can affect the
subsequent processing.

Figure 4: Simulation signals for PMT and LED
modulation.
TUPHA072
Hardware Technology

577

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUPHA072

Figure 66 shows the difference between the PMT
signal including the LED modulation (blue trace), and
after the Led estimation and cancellation (red trace). The
simulation includes the A/D (12bits) quantization effect.
ZOOM 2

ZOOM 1
ZOOM 1

ZOOM 2

ZOOM 2

ZOOM 1

Gain estimation time

a.u.

ZOOM 1

Difference between “without LED modulation” and “after LED subtraction”

Gain estimation time

ZOOM 2
a.u.
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Figure 6: Pulse before and after LED removal.
The noise introduced by the calibration method is
shown in Figure 7. In particular, the first three graphs in
Figure 7 show the PMT signal without the LED
modulation (blue trace), and the PMT signal when LED
modulation is removed by the algorithm (red trace). The
difference between these two signals is shown in the
fourth graph; this corresponds to the noise introduced by
the IM auto-calibration method. It is possible verify that,
after the estimation time, the noise amplitude is less than
2 a.u. , comparable with the noise floor present in the
PMT, and then negligible for the subsequent digital
processing (e.g. pulse detection, pile up detection,
neutron gamma discrimination etc. )

Figure 7: Analysis of the PMT signal: without the
addition of LED modulation (blue) and after the LED
modulation signal cancellation (red). Difference between
the two signals, which corresponds to the noise
introduced by the calibration system (pink).

FIRMWARE LOGIC ESTIMATION
Currently, the hardware system has not been
completely implemented; in particular one of the analog
components (LED current driver) has not been
developed. Anyway, the firmware implementing the
algorithm in Figure 2 has been completed, in order to
verify the feasibility of the digital processing and to
evaluate the logic resources necessary in the FPGA. The
number of bits for the sinusoidal quadrature generator
has been limited to 11, corresponding to a SNR of 66dB;
a greater number of bits was not achievable at 400Msps
due to timing constrains present in the FPGA in use.
The table 1 represents the resource occupied by the
firmware inside the FPGA 7k325tfbg676-3 installed on
the KC705 development board.
Table 1: Total Resources Occupied by the Firmware in the
7k325tfbg676-3 FPGA
Site
Slice LUTs
LUT as Logic
LUT as Memory RAM
+ S Register
Register as Flip Flop
DSP48E1 only
RAMB18

Used
1310
526
784

Available
203800
203800
64000

Utilized %
0.64
0.26
1.23

2495
36
1

407600
840
890

0.61
4.29
0.11
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Main firmware
components
Saturation and pulse
detection
Sinusoidal quadrature
generator,
Complex product,
Low Pass Dec FIR
Module estimation
Quadrature modulator
Signal subtraction
Sincro_delay_block
Total used resources

F/F
Latch
26

LUT

CARRY

MULT
(DSP)

B Mem

34

4

19

2

1

390
1944

30
398

2
30

91
32

31
32

8
8

2

2495

544

20

36

The percentages reported in the last column of table 1
show that just a small portion of the FPGA is used by the
IM calibration algorithm. Moreover, by analyzing the
single components and the relative primitive_type used
in the firmware (see table 2), we can realize that most of
the resources are used to implement the filtering chains.
Taking into account the presence of many resources
still available in the FPGA, there are many possibilities
to add data communication features or to add
functionalities in the algorithm or to improve the present
functions; for example, varying the filters or generator
performances.

CONCLUSIONS
The use of additional modulated input signals can be a
useful method to calibrate, in real time, sensors having
non-stationary gain, such as in the case of the liquid
scintillators. For the liquid scintillators, compared to the
traditional method based on pulsed LED, there is an
advantage for the absence of overlapping between LED
and particle pulses. Moreover, changing the filters
characteristics, the measuring time of the PMT gain can
be easily set from few microseconds up to few
milliseconds, also increasing the signal noise ratio and
improving the stability of the measurement.
The power used for the sinusoidal LED modulation can
be very small, due to the advantage of the dithering
effect; the LED signal amplitude can be set at level
comparable to the resolution of the A/D converter and
generally below the noise present in the PMT chain. For
this reason, the LED modulation signal does not affect
dramatically the photodetector measure; anyway, a
method based on the digital signal processing and usable
to cancel the effect of the LED modulation has been
developed and successfully simulated. The simulation

D Mem

Others
9
11

360
1034

66
350
27
12

1

1406

478

model has been converted in firmware, and the FPGA
resources necessary for its implementation have been
estimated. They are not relevant in comparison with the
medium FPGA size used in the project.
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RF LEAKAGE DETECTOR SYSTEM
M. Jobs, K. Fransson, K. Gajewski, Uppsala University, Uppsala, Sweden
Abstract
FREIA Laboratory is a new facility for developing and
testing the instrumentation for particle accelerators. There
are two pulsed 400 kW 352 MHz RF sources, presently
used for testing the superconducting RF cavities and there
is a need to monitor the electromagnetic field in the experimental hall. The RF leakage detector system consists
of number of physically identical nodes with one of them
configured as a master and the rest as the slaves. Each
node supports 3 separate RF measurement channels with
a frequency span of 100 kHz to 1 GHz. A desired frequency band is selected using a front-end band-pass filter.
The sensitivity of the sensor is -34 dBm and the dynamic
range 48 dB. The slaves are battery powered for easy
installation. Special care has been taken to minimize the
power consumption resulting in battery life to be 0.3 to
1.1 year using 3xAAA batteries in continuous operation.
The footprint of the module is 60x100x40 mm. The
communication between the master and the slaves uses
Wireless Link operating at the 868 MHz ISM band. The
system is controlled by EPICS using the StreamDevice
driver. The master RF module is connected via RS-232
line and MOXA NPort 5610 server to the control system
network.

INTRODUCTION
High power RF sources are used in test laboratories and
facilities all over the world as a mean to generate high
amplitude, high frequency electromagnetic waves to power different test-setups. The sources are usually based
around klystrons, tetrodes or solid-state amplifiers in the
kW to MW range. In order to connect the sources rigid
coaxial lines or waveguides are typically used and any
breaks or disconnections in the RF distribution chain
could generate very high ambient fields. In these kinds of
environments user safety is of paramount importance
since the power levels involved could pose serious risk in
case of system malfunction.
In addition to the different interlock stages embedded
within the sources and test equipment external measurement devices are also required in order to monitor the
working environment for any leakages in the RFdistribution chain which could potentially lead to personnel injuries due to the high power levels in the system.
The RF leakage monitoring and detection system is responsible for continuous measurements of the working
environment in order to detect any abnormal ambient
levels. In order to provide good coverage of large indoor
test-stands such as FREIA [1] the system presented in the
paper relies on multiple distributed nodes. It provides
good coverage and performance whilst at the same time
keeps the overall system cost low. The system is also
designed to be able to measure pulsed signals as well as

be reconfigurable to cover different frequency bands and
to provide multi-band measurements.

SYSTEM ENVIRONMENT
In order to design an RF leakage detection system for
an indoor environment it is necessary to have some description of the expected field distribution which has to be
measured. Typical high power radio-frequency (RF) teststands are indoor environments with a high number nearby metallic components like waveguides, metallic cabinets, shielding plates, water pipes and more. These kinds
of environments put additional requirements on RF leakage detection system due to the high number of scattering
components created when the RF signal propagates from
a leak in the system. It is therefore important to predict
which power levels of the ambient field will actually be
measured when operating the system.
Due to the stochastic behaviour of the field distribution
it is best described in terms of its probability density function (PDF). Multi-scattering environments have been well
studied over several decades, especially within the mobile
communication industry. One of the most common ways
of describing the field distribution within a fast fading
environment is by modelling it as either Rayleigh of Rician fading. The Rayleigh fading distribution describes
the case where all the scattered signals are equal in magnitude whereas the Rician distribution describes the case
where one of the signal components is higher in magnitude and dominates. As such the Rician distribution is a
more general form of the probability density function of
the distributed field and can be describes as [2]:
( )=

(

)

( )

(1)

Where σ is the rms amplitude of the scattered signals
and A is the rms amplitude of the dominant signal. If the
amplitude of the dominant signal is very small compared
to the scattered signals the PDF reverts back to that of the
Rayleigh distribution. A plot of the expected signal variations can be seen in Fig. 1. This would be the worst operating case in terms of measuring the ambient fields as the
variation in the signal level is at its highest. If the dominant signal is much higher than the scattered signals the
expected fading variations will be reduced and the ambient signal will experience less variations. In a real world
scenario the signal is not expected to suffer quite as deep
fading nulls and might be expected to mainly vary in the
range of -30 to +6 dB.
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SYSTEM DESIGN
The design methodology used to construct the system
was as follows: 1) Specify the base requirements of the
system, 2) Specify the key characteristics of the system,
3) Specify the hardware required to fulfil the characteristic requirements and design the base layout, 4) Construct
firmware required, 5) Design and implement the interface
to Epics. The different design steps are described below.

Topology

Figure 1: Probability Density Function (PDF) of expected
signal variations of the measured signal power.

Safety Guidelines
Depending on which country the installation is operated
in the requirements for allowed electromagnetic field
exposure might differ. In the setup at FREIA in Uppsala
the allowed exposure limits for 352 MHz and 704 MHz,
as governed by law, is 10 W/m2 and 17.6 W/m2, respectively [3]. The designed system must therefore trigger an
alarm close to these limits. However, the exact amplitude
of the received signal corresponding to these values will
be highly dependent on the design of the pick-up antenna
used. As an example, if a normal half wavelength dipole
antenna is used at 352 MHz its Effective Area (Aeff) will
have an ideal area of 0.0944 m2 [4]. This then gives a
corresponding received signal level of 29.75 dBm for a
352 MHz with a power density of 10 W/m2. In the rest of
the paper the antenna design itself is not considered and
instead focus is put only on giving correct measurements
of the input power levels from the antenna input.

Figure 2: System Topology.

In order to provide reliable readings of the ambient
field levels the system is designed as a distributed system
operating in a star-mesh topology with a single main node
(Master) acting as the main hub which collects information from several satellite nodes (Slaves). The Slaves
are battery powered and communicate wirelessly with the
Master which allows the user to distribute a large number
of Slaves freely across the area to get the best possible
coverage whilst removing the need of doing additional
cabling. The Master node is hardwired to the facility and
communicates with the control system over an RS-232
line. This ensured that in the event of any unforeseen
issues causing the Slave devices to stop operating there is
still at least one main node operating. Identical hardware
and firmware package is used for both Master and Slave
nodes and differs only in the current configuration of the
node. This allows multiple devices to be split and configured into several subsystems if desired.

Specifications
The system is designed to be able to cover a broad
range of applications, minimum maintenance whilst at the
same time keeping the system cost as low as possible. In
order to make maximum use of the possibility to distribute a large number of measurement nodes the cost per
device must also facilitate this. The base design criterions
for the hardware are as follows:
•
•
•
•
•
•
•
•
•
•
•
•
•

Wireless Communication
3 RF Receive Channels
Dynamic Range: -20 to +14 dBm
Maximum bandwidth: 0.1 to 1000 MHz
Active Power Consumption: 123 to 515 µA
Estimated Battery Lifespan: 0.3 to 1.1 year
Maximum Sample Rate: 2 kHz
Reliable Range: 100 m
Acoustic Alarm
OLED Display
USB and RS-232 Interface
3xAAA Batteries
USB or 24 V External Power
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Hardware
One of the key design parameters in order to achieve a
usable battery-powered wireless system is the minimization of power consumption when operated on batteries.
This has been achieved by carefully adapting the component selection and the board schematic in such a way that
the system makes maximum usage of sleep periods, peripheral power cycling and firmware efficiency. In normal
operating state all interface components such as USBInterface, OLED display, RS232 etc. are completely disabled. The maximum current consumption when running at
2 kHz sample rate and transmitting measurements to the
master at a 1 Hz rate is then 529 µA as seen in Table 1. If
not all measurement channels are required the system can
be configured for lower power consumption and increased
lifespan. Ex: running only 1 measurement channel sampled at 500 Hz and a 0.2 Hz data transmission rate would
result in an average current consumption of 123 µA. Using an estimated battery capacity of 1200 mAh would
then yield an active lifespan of 1.1 years operating 24/7.
Table 1: Design Power Consumption
Component

Type

µC

24F16KA102

91-242 µA

Transceiver

MRF89XA

48.6 µA

V-Regulator

MCP1700

1.6 µA

RF-Detector

LTC5507

24-68 µA

70% Efficiency

529 µA

Total Current

Avg. Current

The Printed Circuit Board (PCB) was designed for
moderate size and low cost. As such the board is designed
as a 2-layer board rather than 4-layer with single sided
component mounting. This setup lowers the manufacturing and mounting cost of the board. A first generation
prototype board under test can be seen in Fig. 3.

Figure 4: First generation operational node. External
connector cable seen at left for RS-232 interface and
external power. Internal 3xAAA battery holder for wireless operation is provided.

Firmware
The sensor software is written in C and includes OLED
display drivers, UART interface, measurement and calibration drivers, custom wireless protocol and the Master/Slave State-Machine. The total memory requirement
for the software is 16 kB. The node also uses the internal
EEPROM to allow it to store any required user configurations between resets.
The master node is in charge of synchronizing the network and collecting data from the Slave nodes. The Master node also has option to push-out new configurations to
the Slaves so that the control system can remotely change
measurement parameters such as sampling times, local
alarm levels and transmission periods.
When operated as a Slave the device switches to a separate state machine. In Slave configuration the node mainly gathers data and transmits to the Master whilst at the
same time keeping track if it is still connected to the network and if there are any updated node configurations
pushed out from the master.
In order to provide good quality measurements the raw
data measured from the internal RF power detectors has
to be linearized across the functional range. This is
achieved by storing a measured broadband calibration
table for the RF detector in the internal EEPROM of the
node which contains measured data in steps of 1 dB
across the entire measurement range and measured across
several base frequencies between 0.01 to 1.0 GHz. Upon
configuration the user selects which frequency to use for
each of the individual RF detectors inputs and the system
then interpolates the data in the internal calibration table
to provide the best possible calibration for the selected
frequency.
The node can be configured by means of a serial ASCII
command based terminal. The base commands provided
allows for read and write operations to be carried out on
the nodes data and configuration variables.

Figure 3: First generation prototype board under test.
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Table 2: General Command Format
IOC
W <cmd> <data>

R <cmd> <par>

Direction











RF master module

Note

W <cmd> <data>
Invalid Cmd
Command Failed

Normal reply
Command not recognized
Communication with RF slave failed
No reply before timeout

W <cmd> <par> <data>
Invalid Cmd
Command Failed

Normal reply
Command not recognized
Communication with RF slave failed
No reply before timeout

Integration with Epics
The master mode is connected to an Epics I/O Controller (IOC) via Moxa terminal server model NPort 5610-16.
The baud rate of RS-232 serial line is set to 9600. For
communication between the IOC and the RF master module a synchronous protocol is used where the IOC sends a
query and waits for a reply from the RF module. Topology of the system is shown in Fig. 2.
There are about 30 different commands that are used
for configuration, control and data acquisition. The general format of the command is shown in Table 2. The
<data> part of the write command (W) and <par> for the
read command (R) is empty for some commands. The
data sent from the RF module can be in form of a scalar
or a waveform. In the latter case specific information is
then extracted from the waveforms with help of Epics
database logic.
StreamDevice device support [5] is used for realization
of the communication protocol. For our system consisting
of one master module and three slaves the epics database
have about 190 records of which about half is used for
interface to the system and the rest is for supporting the
database logic.
At FREIA we use Control System Studio (CSS) as an
operator’s interface (OPI). Examples of the OPI screens
are shown in Fig. 5 and Fig. 6.
The average and peak values of the RF field measured
by each node are continuously monitored by the CSS’s
alarm server BEAST. All data is also saved in an archive;
at FREIA we use archive appliance [6] as an archiving
engine.

Figure 5: Set-up and debug OPI screen.

Figure 6: Overview OPI screen.
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SYSTEM TEST
The system was tested by mounting a Master node at
the test facility and connecting it through the control
system interface. A wireless slave was then mounted at an
arbitrary location in the facility and connected to an RF
signal generator in order to provide a controllable RF
power level at the detector antenna input. The input power to the Slave node was then stepped in magnitude in
order to evaluate system linearity, accuracy as well as
functionality. Both alarm levels and sample rates were
updated from the control system in order to verify that the
system could successfully push out new configuration to
Slave nodes through the wireless network. Measured data
was received and stored in the archive. A plot of the
measured data can be seen in Fig. 7. The system exhibited
good linearity across the measurement range as well as
keeping a stable wireless link. The alarm functionality
operated as intended with the system going into an alarm
state when the input power threshold levels were exceeded on either the Slave or Master side.
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thresholds, sampling rates and others on both the hardwired Master node as well as remotely connected Slave
nodes.

REFERENCES
[1] M. Jobs et al., "352 MHz Tetrode RF Stations for
Superconducting Spoke Cavities", in Proc. IPAC’17,
Copenhagen, Denmark, 2017, paper THPIK090,
http://dx.doi.org/10.18429/JACoW-IPAC2017-THPIK090

[2] T. S. Rappaport, "Wireless Communications: Principles
and Practice", 2nd Edition, 2002, ISBN: 0130422320.
[3] "Elektromagnetiska Fält", The Swedish Work Environment
Authority, AFS 2016:3, Appendix 8.
[4] C. A. Balanis, "Antenna Theory: Analysis and Design",
Third Edition, Eq. 4-92, ISBN: 047166782X.
[5] Epics, http://epics.web.psi.ch/software/streamdevice
[6] Epics Archiver,
https://slacmshankar.github.io/epicsarchiver_docs/.

Figure 7: Measured data of power sweep for test received
from wireless node and displayed in control system.

CONCLUSION
A distributed RF Leakage Monitoring System has been
designed, manufactured and tested on-site at FREIA,
Uppsala, Sweden. The system could successfully setup a
reconfigurable wireless mesh with multiple sensors and
scan for RF leakage over multiple environment locations.
The measured data was continuously monitored and
stored in the measurement archive at FREIA.
The system exhibited good coverage between the nodeto-node communication in the test facility and the wireless Slave nodes could be rearranged easily in order to
change the spatial coverage of the monitoring network.
The Epics interface successfully provided the user with
options to change multiple parameters such as alarm
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A MicroTCA BASED BEAM POSITION MONITORING SYSTEM
AT CRYRING@ESR
P. Miedzik, H. Bräuning, T. Hoffmann, A. Reiter, R. Singh
GSI Helmholtzzentrum für Schwerionenforschung, Darmstadt, Germany
Abstract
At FAIR the commissioning of the re-assembled
CRYRING accelerator, formerly hosted by Manne Siegbahn Laboratory Stockholm, is currently in progress. This
compact low energy heavy ion synchrotron and experimental storage ring will be the main instrument for an
extensive research programme [1] as well as a testing
platform for the future beam instrumentation and control
system concepts decided on for FAIR. Besides many
other measurement systems CRYRING is equipped with
18 beam position monitors (BPM), for which a new data
acquisition system (DAQ) was developed. Based on the
upcoming MicroTCA form factor in combination with
FPGA mezzanine card (FMC) technology the DAQ system was designed to be state-of-the-art, reliable, modular
and of high performance. Testing „Open Hardware“, here
the ADC FMCs and FMC carrier boards, was another
intention of that concept. The DAQ layout and obstacles
that had to be overcome as well as first measurements
will be presented.

INTRODUCTION
The updated CRYRING accelerator [2] is presently under commissioning in the Experiment Cave B on the GSI
Campus. A schematic overview over site and accelerator
design is given in Fig. 1.

Figure 1: Scheme of CRYRING installation in Cave B.
As described in [3] the CRYRING is equipped with
plenty of beam instrumentation devices to measure beam
profiles, intensity, position and orbit. The latter one is
based on a beam position monitor (BPM) system with 18
either horizontal or vertical oriented BPMs, which provides fundamental information for accelerator commissioning and optimization. CRYRING was delivered to
GSI without BPM data acquisition electronics, so an
adequate read-out had to be found. First choice would
have been the Libera Technology [4], which is standard
for all FAIR BPM systems. At time of that decision mak-

ing the required Libera Hadron Platform B was not ready
for purchase. As an alternative the very promising form
factor FPGA Mezzanine Card (FMC) came up, which was
well featured by CERN and DESY in the accelerator
community. FMC in combination with the upcoming
Micro Telecommunications Computing Architecture
(µTCA) standard, which provides significant improvements with respect to data bandwidth on the backplane,
redundancy and high availability compared to traditional
VME solutions, was defined as being worthy to be evaluated.

INFRASTRUCTURE
Control System
The CRYRING installation at GSI is a dedicated testing
machine for FAIR hard- and software developments. The
control system is a CERN style FESA [5] based 3-tier
architecture with a JavaFX GUI at the application level.
The timing system consists of the Open Hardware
(OHWR) GSI White Rabbit Timing Master and the FAIR
Timing Receiver Nodes (FTRN) hosting the GSI specific
event decoding firmware [6].

Acquisition Hardware
The BPM DAQ housed in a Schroff 12-slot MTCA.4
chassis combines a Concurrent Technology AM902-32
CPU with Dual PCIe x4 support on AMC ports 4-7
(FatPipe1) and 8-11 (FatPipe2) and five AMC FMC Carriers (AFC-V2). Those are equipped with 250 MSPS, 16
bit, 4 channel ADC FMC boards.

Figure 2: BPM DAQ system in µTCA form factor.
Both AFC and ADC board types were developed in cooperation between the Brazilian Synchrotron Light
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Source (LNLS) and the Warsaw University of Technology
and were produced by the Polish company Technosystem
under the CERN Open Hardware License [7]. The DAQ
is triggered by an EXPLODER, the GSI White Rabbit
timing receiver shown in Fig. 2 on the upper left corner,
connected to MicroTCA FatPipe1 over a GSI MATPEX1a
PCIe breakout board. System power is provided by one
Wiener 1000W power supply. Two N.A.T. Main Carrier
Hubs (MCH) had to be chosen to gain PCIe connection to
MATPEX1a on FatPipe1 and AFCv2 on FatPipe2 to
achieve highest possible transfer rates.

FPGA Architecture
To comply with the needs of the BPM DAQ a highly
modularized FPGA framework was developed using
VHDL language. It allows producing variations of final
firmware with different scenarios adjusted for a particular
case. Most of the components used in HDL are using
either Wishbone or AXI4-Lite for management purposes.
As shown in Fig. 3 they are connected together to upstream ports over Wishbone Crossbars and expose their
address spaces and types over Self Describing Bus (SDB)
Wishbone extensions [8] to allow automatic discovery of
them.

Figure 3: Example block realisation of the DAQ with
data processing path enabled.
All FMC modules used in the project share the same
interface which can be used in many different variants. To
ease the integration process of VHDL, a FMC helper
library was created and several FMC software modules,
ready to use in next projects, were developed. This library
creates pin assignments in a format which is understood
by the synthesis tool during VHDL synthesis. Later this
information is used in an implementation and bitstream
creation process.
The FPGA infrastructure allows digitizing, processing
and transferring data in an efficient way to the memory of
the front-end controller (FEC) thanks to DMA transfers
and can be reused in upcoming projects.

Enhanced Module Management Controller
(eMMC)
After some IPMI instabilities between AFC and different MCHs a new implementation of eMMC [9] was de-
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signed and developed under the FreeRTOS real-time
operating system kernel [10]. The eMMC supports now
two architectures: ARM Cortex-M3 and AVR XMEGA
and is implemented into three boards: AFC, AFCK and
MATPEX1a.

BPM SYSTEM ARCHITECTURE
Figure 4 shows the schematic of the BPM system. The
pick-ups are based on the linear-cut design with dimensions of 50 or 38 mm diameter to provide linearity over a
large range. The pick-ups are connected to high impedance amplifiers [11] with a possibility of 40/60 dB amplification. The amplifiers contain an embedded 4 MHz
filter to reduce high frequency noise. Following that, the
signal is split between the ADC DAQ and a switching
matrix which is connected to an oscilloscope. This allows
an in-situ comparison of the BPM signals useful for
commissioning and debugging of the DAQ. The BPM
system also obtains an rf signal synchronized with the
cavity rf.

Figure 4: Schematic of the BPM signal chain and acquisition system.
There are three modes of operation envisaged for implementation in DAQ FPGA [12]. The most basic is the
raw data or “scope mode” where data from each ADC
channel will be displayed to a user for a selected time
interval. Then, an “asynchronous mode” is foreseen,
where beam positions are calculated in a user defined
time window. The final mode will be the “rf synchronous
mode”, where beam positions synchronous to the rf cavity
signal are calculated. Depending on the harmonic of the
cavity, this would result in bunch-by-bunch or turn-byturn positions. These modes of operation are planned to
be incrementally implemented in the FPGA.

Signal Conditioning and Calibration
All amplifiers have been matched in the lab with the
maximum gain differences below 0.03 dB, which corresponds to 0.1 mm offset. The amplifiers have an inbuilt
test signal generator for verification of amplifier and ADC
channel fidelity during operation. Figure 5 shows the
signal flow after digitization. The ADCs are ac-coupled
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with the lower cut-off frequency of 20 kHz. The gain
mismatch between ADC channels are measured in the lab
and corrected by the gain correction register on the ADC
board.

MEASUREMENTS WITH BEAM

Position Algorithm
The BPM DAQ uses the Least-Square Fit of Difference
signal to Sum signal to estimate the position of the beam
[13]. The Least-Square Fit algorithm, see Eq. (1), has
been proven as a reliable and robust estimator for linearly
related signals. Further advantages are immunity to low
frequency external noise or offsets to any of the electrode
signals. If the difference (Δ) and sum (Σ) signals calculated from opposite plates, the position estimate < > for
samples is calculated as,
〈 〉

=

∑ (∆
∑

) (∑ ∆ )(∑
(∑

)

)

,

At present CRYRING is under commissioning with
300 keV/u H2+ beam (injection energy), which corresponds to a revolution frequency of 7.1µs. The stored
current presently is of the order of 10 µA. Figure 6 shows
the first BPM measurements of the described DAQ system in the “raw data” mode using a JavaFX GUI.

(1)

where is the radius of the pick-up.
In the asynchronous mode, will be provided by the
user, while in the rf synchronous mode, will be determined by the window generated by the rf signal. Figure 5
describes this process schematically.

Figure 6: Real raw data BPM signal of the new DAQ
system with 300 keV/u H2+ beam.

CONCLUSION
The decision to realize the Cryring BPM data acquisition on the base of FMC and µTCA technology was on
the one hand a good base for gaining experience and
learning for further FAIR developments, but on the other
hand a very time consuming development and debugging
phase which bound the digital engineer for almost 80%
over three years. Mixing components of different vendors
can work out as long these vendors test their equipment
on interoperability workshops. In this specific case, the
Open Hardware products delivered were comparable to an
untested beta version state, showing differences already
from board to board and required huge efforts on debugging and maintenance.
As the project allowed this development time, the positive output, besides a working BPM DAQ system, is the
know-how gained on all stages of such a development.
Many parts of the FPGA developments, such as the MMC
code, can be re-used.
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TIMING SYSTEM USING FPGA FOR MEDICAL LINEAR ACCELERATOR
PROTOTYPE AT SLRI
P. Koonpong†, R. Rujanakraikarn,
Synchrotron Light Research Institute, Nakhon Ratchasima, Thailand
Abstract
A prototype of medical linear accelerator is under dvelopment at Synchrotron Light Research Institute (SLRI).
In order to maintain the proper operation of the machine,
the pulse signal is used to synchronize the various subsystems such as electron gun, RF trigger, and magnetron
trigger subsystems. In this project, we design the timing
system using a Xilinx Spartan-3 FPGA development
board with VHDL in order to achieve the desired characteristics and sequences of the timing signals for those
subsystems. A LabVIEW GUI is designed to interface
with the timing system in order to control the time delay
and pulse width via RS-232 serial interface. The result of
the system design is achieved with the pulse resolution of
a 20 nsec per step for four timing channels. The time
delay and pulse width for each channel can be set independently based on the SYNC reference signal.

INTRODUCTION
Synchrotron Light Research Institute (SLRI) in Thailand has development a prototype of the 6 MeV medical
linear accelerator (medical linac) for cancer treatment.
This project has been proposed to help increase the availability of low-cost radiotherapy machines in Thailand.
Reverse engineering approach has been employed in this
project via a donated machine to develop a prototype of
this machine. The linear accelerating structure has operating frequency at 2,998 MHz, a 3.1 MW magnetron driven
by a solid-state modulator, and a hot-cathode electron
gun. A drive stand and a gantry of the prototype provide
housing for the modulator cabinet for magnetron and
electron gun and automatic frequency control (AFC)
system in order to provide resonant frequency tuning for
the magnetron.
A linac treatment head consists of an X-ray target attached to the end of the accelerating structure. A dosimetry control system is designed to measure and control the
X-ray beam dose by processing the signals coming from
an ionization chamber installed in the treatment head.
Three-stage treatment beam collimators are used to adjust
the shape and size of the beam. The collimators are 1)
fixed primary collimators, 2) secondary collimators, and
3) a multi-leaf collimator (MLC). A timing system is used
to link various subsystems of the machine in order to
provide proper synchronization of the X-ray beam generation.
A central control system software is designed to give
____________________________________________

† pratya@slri.or.th

access and control all subsystems. It is run on the Main
Control System with a display monitor and GUI. All of
the subsystems are connected to the Main Control System
in a private network as shown in Figure 1 [1].

Figure 1: Network diagram of the machine prototype [1].
This paper describes a timing system using FPGA for
the medical linac project. System design, both hardware
and software, is explained in the next section. The following section discusses some result and discussion. Conclusion is presented in the final section.

SYSTEM DESIGN
In order to produce the required X-ray beam efficiently,
the timing system that provides synchronization of the
machine subsystems is indispensable. The accuracy of the
timing signals connecting the subsystems is very crucial.
Each signal has its own specific timing requirement. This
section describes the main design and implementation,
both hardware and software, of the timing system developed in this project.

Hardware
For this project, Xilinx‟s Spartan 3 FPGA development
board [2-3] is chosen to be the main hardware for the
timing system. The main clock of the system runs at 50
MHz which is the primary reference clock signal of the
FPGA. This contributes to the resolution of a 20 nanoseconds (nsec) in the time domain characteristics of the timing signals synthesized by the digital circuit in the FPGA.
Since synchronization of all subsystems of the medical
linac depends on the pulse timing signals connecting
them, we can choose to set up a pulse width and a delay
time of the individual signals independently at the outputs.
In the first version of this system, there are four independent output channels, SYN, Electron Gun, RF Trigger,
and Magnetron Trigger. For interface between the FPGA
board and PC, the serial communication through RS-232
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is designed to transfer the required parameters of the
timing signals. These parameters are master clock, pulse
width, and delay time, which independent among all four
signals. In fact, they depend solely on the main FPGA
clock. The voltage level of the output signals coming out
of the FPGA board is adjustable by the use of high speed
opto-isolator. This can prevent the FPGA from any damages from electrical signals connected to the hardware of
other subsystems.

Software
There are two main parts of the software in the system
design, digital circuit design part and graphic user interface or GUI part. The digital circuit design part is developed using VHDL [4]. There are three main digital circuit
blocks generated in the FPGA fabric, UART transceiver,
data splitter, and pulse width and delay generator. Figure
2 illustrates the block diagram of the designed system
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times in the communication. The following steps explain
how the UART transceiver works:
1. Wait for an incoming start bit whose logic level is
low or „0‟. Then, the system allows the counter to
start counting.
2. When the count reaches the middle of the data bits
where the counter value is 7, the system clears the
counter value and restart the counting process.
3. When the counter value is 15 the system stores all
the data bits into a data register and restart the counting process.
4. Repeat part 3 again N-1 times to receive the other N1 data bits.
5. If parity check is implemented, repeat part 3 again to
receive the parity bit.
6. Repeat part 3 again M times to receive a number of
M stops data
Figure 3 shows a flow diagram of the UART transceiver in the FPGA. A detailed diagram of the FPGA logic
blocks and a standard one-byte serial data transmission
are shown in Figure 4 and Figure 5, respectively.

Figure 2: Block diagram of the timing system.
There are four parts in the UART transceiver, receiver,
transmitter, baud generator, and buffer. To follow a standard practice for asynchronous communication, the sampling rate of UART transceiver is chosen to be 16. Since
the baud rate of 19,200 is selected for the transmission,
the UART sampling rate is equal to 19,200 x 16 =
307,200. As the main clock of the Spartan 3 FPGA runs at
50 MHz, the baud rate is therefore obtained from the
mod-163 counter circuit (
). The
data splitter functions as a data block separator in order to
define constraints for pulse width and delay calculation of
each of the timing signals. The constraints are then passed
to the pulse width and delay generator in order to generate
a required pulse signal whose timing characteristics are
defined by counting a number of pulses of the main clock.
Note that the master clock, whose frequency is at 200 Hz,
is used as a reference for constraints determination from
the data splitter. The output voltage of the pulse timing
signal is equal to an external supply voltage, .
In serial communication via RS-232 with the chosen
sampling rate of 16, each serial bit is sampled 16 times.
Suppose there are N data bits with a number of M stop

Figure 3: Flow diagram of the UART transceiver.

Figure 4: FPGA logic blocks of UART transceiver.
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Figure 5: Standard one-byte serial data transmission.
The graphic user interface on PC is developed using
LabVIEW 2015. The main purpose is to send the pulse
width and the delay time of each timing channel independently to the FPGA via RS-232. The first version of
the main GUI is shown in Figure 6.
Figure 8: Oscilloscope capture of the pulse width of the
reference clock.
Figure 8 shows that the reference clock shape is nearly
a perfect rectangle as expected. This means that it can be
used as an input to the pulse width and delay generator in
order to calculate and generate the correct pulse width and
delay time of the required timing signals. The following
test was performed to generate four timing signals. All
settings can be entered via the GUI which are listed in
Table 1.
Table 1: Parameter Settings of the Timing Signals in
the Experiment
Figure 6: Graphic user interface of the timing system.

Channel

EXPERIMENTAL RESULTS
Time domain characteristics of each of the timing signals is the main specification that needs to be verified.
Figure 7 shows how the experiment was set up. All four
output channels of the Spartan 3 FPGA development
board were connected to the high speed opto-isolator
circuits on the custom-made board. DC power supply was
used to adjust the required output voltage of the timing
signals. All the timing signals were connected directly to
an oscilloscope. The pulse width of the reference clock
was also verified. Its oscilloscope capture was taken and
is shown in Figure 8.

CH1
CH2
CH3
CH4

Required Values
Width (nsec)
Delay (nsec)
100
0
200
50
300
100
400
150

Figure 9: Result of the timing signal generation.

Figure 7: Experiment set up for the timing system.

From the test, all four outputs from the timing system
are shown to be as expected. The oscilloscope capture of
the four timing signals is shown in Figure 9. Their shape
are nearly perfect rectangular pulses. This shows that they
can be used to trigger the operation of various subsystems
of the medical linac. In fact, three different timing signals
from this system were already used in the machine tests in
order to try to generate the beam. As shown in Figure 1,
two of the timing signals were connected to modulator
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cabinet to trigger magnetron and electron gun modulators,
and the other signal was connected to the AFC system to
help sample the needed signals. The result of the multiple
tests was satisfactory as it helped trigger the operation of
the modulators and AFC. The detail of the machine test
result will be discussed in the next technical papers.

CONCLUSION
The timing system using FPGA is designed and developed using VHDL in order to generate the triggering
timing signals for various subsystems of the medical linac
machine. The Xilinx‟s Spartan 3 FPGA development
board is used as the main controller board. The system
clock runs at 50 MHz, generating the timing resolution of
a 20 nanoseconds for each step size of the generated pulse
timing signals. As a result of implementing the system
with FPGA which allows concurrent operation of multiple
timing channels, the pulse width and delay time of all four
timing signals can be set independently. Three main digital circuit blocks, UART transceiver, data splitter, and
pulse width and delay generator, are designed to generate
and control the required timing signals. The main LabVIEW GUI is used to send the values of pulse width and
the delay time of each timing channel via RS-232 to the
FPGA.
From multiple system tests, the reference clock is found
to have the required characteristics. With proper design of
the three main digital circuit blocks, all of the generated
timing signals have good characteristics as required and
expected. This proves that the designed timing system is
suitable to provide synchronization of the various subsystems of the medical linac prototype being developed.
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NEW DATA ACQUISITION SYSTEM IMPLEMENTED BASED ON MTCA.4
FORM FACTOR FOR KSTAR DIAGNOSTIC SYSTEM
Taegu Lee†, Woongryol Lee, Taehyun Tak, Gill Kwon and Jaesic Hong,
National Funsion Research Institute (NFRI),
113 Gwahangno, Yuseong-gu, Daejeon 305-333, KOREA
Abstract
In Korea Superconducting Tokamak Advanced
Research (KSTAR), various diagnostics systems were
developed with various form factor digitizer such as
VME, CPCI, PXI, VXI. and PCIe. The DAQ systems are
measuring the various plasma properties such as plasma
current, magnetic current, electron density, electron
temperature, plasma image, impurity, and so on.
These complicated form factors installed on KSTAR
have difficulties with hardware management, software
management and performance upgrades. In order to
control real-time systems using several diagnostic signals,
the real-time control system is required to share the data
without delay between the diagnostic measurement
system and the real-time control system without branch
one signal. Therefore, we developed the Multifunction
Control Unit (KMCU) as the standard control system
MTCA.4 form-factor and implemented the various
diagnostic DAQ system using KMCU V2, that is KMCUZ30. This paper will present the implementation of
KSTAR diagnostic DAQ systems configured with KMCU
based on MTCA.4 and their operating results.

UPGRADE DATA ACQUISITION
SYSTEMS
The new DAQ systems were set up with KMUC-Z30
MTCA.4 form-factor controller and digitizers of the DTACQ [4] in the 64 bit Linux OS platform. It is
standalone operation capability for a small size diagnostic.

H/W Upgrade the DAQ Systems
In 2017, three DAQ systems were changed from
KMCU-Z35 to KMCU-Z30, and four diagnostic DAQ
systems were changed to the KMCU-Z30 of MTCA.4
form-factor. In addition, a new DAQ system was newly
added to measure MSE data composed of MIT
polychrometer device. As shown in Figure 1, eight
KMCU-Z30s are used for the MD DAQ system with
ACQ424ELF and are connected to the host PC via PCIe
uplink. And the Probe DAQ system was built using the
front SFP+ with aurora link, AFHBA400, to operate
independently in the same chassis.

INTRODUCTION
Korea Superconducting Tokamak Advanced Research
has operated and installed various diagnostic devices, and
has executed to add and upgraded the DAQ systems
according to KSTAR upgrade and installation plan every
year since 2008 [1]. As shown in the Table 1, the KSTAR
has many diagnostics and various DAQ systems. We had
some technical issues and requirements during the
operation that is maintenance of hardware and software,
and software development. There is a need to incorporate
new technologies such as data processing using FPGA
and data analysis using GPU into the DAQ system. To
overcome these technical issues, we have developed a
standard system with MicroTCA.4 form-factor [2][3]. The
KMCU-Z35 supports simultaneous two point streaming
data transmission but the newly KMCU-Z30 supports
simultaneous three point streaming data transmission
[2][3]. In 2017, the KSTAR diagnostic DAQ systems
were rebuilt with KMCU-Z30, which has several
advantages.

Figure 1: Configuration of MD (with PCIe uplink) &
Probe DAQ system (with SFP+) in single create.
As shown in Figure 2, the H-Alpha DAQ systems were
configured via the aurora link with a KMCU-Z30
installed in a VT812 chassis.
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Table 1: Lists of digitizer of used in 2016 for measuring
KSTAR data
Diagnostic System

No of
Ch

Description of DAQ

MD (Magnet
Diagnostics)

480

cPCI, 6 digitizers, 16 bit,
max 100 KSPS/56 sec
(DDS#1)

Probe

96

H-Alpha Monitor

30

cPCI, 16 bit, 1 digitizers,
max 500 KSPS, 96 ch

ECE Heterodyne
Radiometer

76

cPCI, 16 bit, 1 digitizers,
max 500 KSPS, 96 ch

MMW
Interferometer

4

PXI, 16 bit, 500 KSPS

MMW
Interferometer with
FPGA

2

uTCA.4 AMC725, AMC523
100 MSPS, FPGA

Thomson Scattering

198

VME, 8 * QDC, 12 bit / 5
GSPS 8 bit

Mirnov Coil

43

KMCU-Z35(uTCA.4) &
FMC, 16 bit 2 MSPS, 16 ch x
4 (64 ch)

Figure 2: Configuration of H-Alpha DAQ system with
SFP+ (AFHBA400).

Soft X-ray Array

288

cPCI, 16bit, 500 KSPS, 4
digitizers (max 384 ch)

Reflectometer

8

PXI, 16 bit, 100/200 MSPS

Infra-red TV
(survey)

1

FLIR camera, 120 FPS, 60
FOV

Infra-red TV
(divertor)

1

FLIR SC6100 camera,
Window

As shown in Figure 3, the configuration of MSE-K
DAQ system duplicate streaming data transmission from
single digitizer, ACQ425ELF, to two host systems. One
host system was built to reliably store raw data and the
other was configured for real-time analysis using the
GPU. The KMCU-Z30 are simultaneous streaming data
transmission to the two hosts without interference.

Infrared imaging
video bolometer

1

Camera, Window 2000

Visible
Bremsstrahlung

17

PXI, 6 digitizer

Visible
Spectroscopy

2

PCI, CCD, Window

Hard X-ray

4

PCI, 10 MHz, Window

Electron Cyclotron
Emission Imaging

384

cPCI, 14bit, 2 MSPS

Charge Exchange
Spectroscopy

3

CCD, Window

Visible Filter Scope

12

PCI, max 100 KHz, Window

X-ray imaging
crystal spectrometer

7

PCI, max 10 KHz, Window

Fast ion loss
detector

1, 64,
16

Camera system – 1 ch /
uTCA.4 KMCU-Z35, 16 bit
2MSPS, 16 ch x4 : 64 ch /
PXI – 14 bit, 16 ch

Motional Stark
effect

22

uTCA.4- KMCU-Z35 1, 16
bit 2MSPS, 16 ch x 2 : 32 ch

Figure 3: Configuration of MSE-K DAQ system,
duplicated streaming data transmission from single
digitizer to two systems (can do three way streaming data
transmission with PCIe-uplink).
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Figure 4 shows a configuration using two KMCU-Z30s
in one host with aurora PCIe link. The MC DAQ system
has 10G Ethernet cards for quick storing of huge raw data
to MDSplus [5] DB in central storage. More detailed
products of DAQ systems are shown in Table 2.

Figure 4: Configuration of MC DAQ system, two KMCU
controlled with two AFHBA in single host.
The data acquisition sequence of KSTAR is
synchronized with experimental cycle using the LTU
[6][7]. The LTU parameters of triggers and clock signals
are configured with a pre-programmed scenario before
plasma shot. It receives a shot start signal from a Central
Timing unit (CTU) and is under control of a CTU in TSS
[6][7].
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Table 2: Lists of digitizer of changed with KMC-Z30 in
2017 for measuring KSTAR data
Diagnostic
System

Description of New DAQ

MD (Magnet
Diagnostics)

uTCA.4- KMCU-Z30 - 8,
MTCA.4 Optical PCI Express 4x Link
(MPCIE4-T2 & AI-9194) - 1
ACQ400-MTCA-RTM2 – 8 : RTM with 2 x
ELF sites
FMC-424ELF : 16 bit 1MSPS, 32 ch x 16 :
512 ch,

Probe

uTCA.4- KMCU-Z30 1,
AFHBA400 –1 : PCIe 1x HBA, Single SFP
2.5 Gbps
ACQ400-MTCA-RTM2 – 1 : RTM with 2 x
ELF sites
FMC-424ELF :16 bit 1MSPS, 32 ch x 2 :
64 ch

H-Alpha
Monitor
/Visible
Bremsstrahlung

uTCA.4- KMCU-Z30 - 1,
AFHBA400 –1 : PCIe 1x HBA, Single SFP
2.5 Gbps
ACQ400-MTCA-RTM2 – 1 : RTM with 2 x
ELF sites
FMC-424ELF :16 bit 1MSPS, 32 ch x 2 :
64 ch

Mirnov Coil

uTCA.4- KMCU-Z30 - 2,
AFHBA400 –2 : PCIe 1x HBA, Single SFP
2.5 Gbps
ACQ400-MTCA-RTM2 – 2 : RTM with 2 x
ELF sites
FMC-425ELF :16 bit 2MSPS, 16 ch x 4 :
64 ch

Fast ion loss
detector
(FILD)

uTCA.4- KMCU-Z30 - 1,
AFHBA400 –1 : PCIe 1x HBA, Single SFP
2.5 Gbps
ACQ400-MTCA-RTM2 – 1 : RTM with 2 x
ELF sites
FMC-425ELF :16 bit 2MSPS, 16 ch x 2 :
32 ch

Motional
Stark effect
(KSTAR)

uTCA.4- KMCU-Z30 - 1,
AFHBA400 –1 : PCIe 1x HBA, Single SFP
2.5 Gbps
ACQ400-MTCA-RTM2 – 1 : RTM with 2 x
ELF sites
FMC-425ELF :16 bit 2MSPS, 16 ch x 2 :
32 ch

Motional
Stark effect
(MIT)

uTCA.4- KMCU-Z30 - 1,
MTCA.4 Optical PCI Express 4x Link
(MPCIE4-T2 & AI-9194) - 1
ACQ400-MTCA-RTM2 – 1 : RTM with 2 x
ELF sites
FMC-424ELF : 16 bit 2MSPS, 16 ch x 2 :
32 ch,

S/W Development for Standard DAQ System
The DAQ systems of KMCU-Z3x of MTCA.4 formfactor was set up with EPICS [8] middleware based on
Linux O/S. The KMCU EPICS IOC was developed with
SFW (Standard Frame-Work) [9] for control
standardization DAQ system. The SFW is a development
package for KSTAR control system. It supports
synchronized operation with KSTAR discharge
experiment by using internal sequence handler. It
provides MDSplus interface and system status
manipulator. We can make shorten of system development
time and increase the system reliability by using the SFW.
The KMCU IOC can be use for each DAQ system IOC by
change name of IOC using script. And edit the EPICS
IOC to suit the purpose of the diagnostic DAQ system,
such as number of channels, MDSplus node name for
storing each channel data and etc. The KMCU IOC is
streaming data (1 MB) archiving from KMCU-Z3x to
host kernel buffer (1 MB * 66). It is extraction one point
of data per each channel from 1MB data for raw and
voltage data display on real-time. After shot, the DAQ
system archives raw data from Local SSD to MDSplus
DB in Central Storage.
The GUI to control of DAQ system was developed to
use KSTAR Widget Toolkit (KWT) based on Qt library
[10].

TUPHA080
Hardware Technology

595

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUPHA080

RESULT OF OPERATION
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We constructed the DAQ systems with various
configurations using new standard equipment. After DAQ
system was upgraded with KMCU-Z30, its stability and
usability were improved. Only FILD DAQ systems had
some faults in the campaign. The digitizer is located in
the KSTAR Tokamak Hall, which is not convenient for
electrical equipment. So we could not stop the digitizer
from stopping.
New developed DAQ systems has been upgraded and
successfully operated during KSTAR experimental
campaigns.
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SUMMARY AND FUTURE PLAN
The DAQ systems were newly set up in KSTAR
operation in 2017, so the new system was built to operate
with improvement of its performance and function. The
DAQ system has a lot of advantages in its hardware and
software.
Next campaign, we will use segment record for
handling large signals in MDSplus. We will use the
duplicated data for real-time data analysis with GPGPU in
MSE system. For upgrade performance of Ethernet, will
be install 10G Eth card in DAQ systems.
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PILOT APPLICATION OF NEW CONTROL SYSTEM AT SPring-8 RF
TEST STAND
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RIKEN, SPring-8 Center, Hyogo, 679-5148, Japan
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Abstract

The SPring-8 upgrade project is in progress. The
SACLA linac will be used as the injector of the SPring-8
storage ring. The MADOCA control framework was created 20 years ago and has contributed to the stable operation of both SPring-8 and SACLA. However, we must integrate separated control systems of two machines for the
upgrade. In addition, some new ICT standard protocols designed recently have the potential to simplify the implementation of the framework. With these background, we
have developed a new messaging system MS-MQTT and a
new DAQ system MDAQ, based on the concepts of simple,
easy management and unified operation covering SPring-8
and SACLA. For the equipment control hardware, we have
adopted the modern architecture of MTCA.4 and EtherCAT. We are developing a universal driver for MTCA.4
modules. A pilot application of the new control system including the new hardware was performed at the RF test
stand. The result of high power RF operation showed that
the high stability required for the RF amplitude and phase
in the cavity was achieved using the new system. We confirmed that the new framework can control SPring-8-II.

INTRODUCTION
SPring-8 is a third-generation X-ray synchrotron radiation source that has been operating since 1997. It consists
of a 1 GeV linac, an 8 GeV booster synchrotron and an 8
GeV storage ring. SACLA is an X-ray free-electron laser
source that has been operating next to SPring-8 since 2012.
A low emittance electron beam is generated from an 8 GeV
linac of SACLA. SPring-8 and SACLA are currently operated independently.
In 2014, a conceptual design of upgrading SPring-8 to
an ultralow-emittance (~ 100 pmrad) ring, SPring-8-II, was
decided [1, 2]. One of the important concepts of the upgrade is to use the linac of SACLA as the injector of the
storage ring of SPring-8-II. This means that we must operate two machines cooperatively. Another important concept is to minimize the blackout period during users are
forced to stop their experiments. We should carry out the
upgrade plan carefully with as many preliminary studies of
the new system as possible.
The MADOCA control framework [3] was created 20
years ago to control the SPring-8 storage ring which works
as a DC machine. When we constructed SACLA, it was
natural for us to adopt MADOCA for the SACLA control
system [4]. However, we had to add a synchronous data
acquisition (DAQ) system that was not in the original
framework [5]. Because SACLA is a pulsed machine with
a repetition rate of 60 Hz, equipment data arising from the

pulsed electron beam should be collected synchronously.
To keep the operation of two machines independent, we
prepared different databases for them. And we also separated control networks of two machines by a firewall.
For SPring-8-II, we must integrate both control systems
to enable seamless operation of two machines [6]. We redesigned some points to be improved in current control
framework to facilitate the integration. The design concepts were simple, easy management, unified operation
and positive use of new ICT standard systems/protocols introduced in the last decade.
For example, in the messaging, the message server used
to communicate between hosts is run in each host. The
server reads a list of signal names and corresponding host
names from a file prepared in each host. Because the server
uses queues without flow control, the mixing of reply messages could occur. We created new messaging system not
to use any files and no mixing of reply messages using
MQTT. In the DAQ system, a signal list to collect data
from equipment is also prepared in each host. The collected
data are gathered in a collector host then written to the database. The fixed-period DAQ system and the synchronized DAQ system added to SACLA later are operated independently in terms of the databases. We created a unified
DAQ system using Cassandra and MariaDB
The situation is the same for the hardware. Although we
still use VME, RS-232C and so forth, we decided to introduce the leading-edge hardware architectures of MTCA.4
and EtherCAT. For MTCA.4 we inherited the idea of a universal driver from DESY and modified it for our usage.
In this paper, we describe the pilot application of the new
control system to prove the operation feasibility at the RF
test stand of SPring-8.

NEW CONTROL FRAMWORK
MS-MQTT
The MQTT is a publish-subscribe-based “lightweight”
messaging protocol suited for IoT. MS-MQTT is a newly
developed messaging scheme that uses MQTT to access
equipment from an operator console. Its features are (a)
only one MQTT broker (server) in the control network, (b)
no server process in each client host, (c) a simple structure
with easy management, (d) no mixing of reply messages
owing to no queue or flow control, (e) increased speed using multiple threads and sequence control by distributed
processing due to asynchronous processing of messages
and (f) simultaneous message transmission to multiple
hosts.
When a control process is launched, it subscribes topics
that include all signal object names treated in the process
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to the MQTT broker and waits for messages. When an operator wants to access equipment, the GUI process in the
operator console publishes a message including a signal
object name to be accessed. Then the message is delivered
to the target process via the MQTT broker. We designed
MS-MQTT to return a reply from the initial subscriber to
the initial publisher so that the equipment control is reliably
carried out.

MDAQ
To monitor equipment signals periodically, we developed an MDAQ process. The features of the MDAQ are
(A) reading parameter settings, such as a signal list and an
acquisition interval from a database, (B) direct writing collected data to the database without any intermediate host,
(C) easily scaled up with increasing numbers of hosts, (D)
simple to manage, (E) support ability for the synchronized
DAQ which is used at SACLA, and (F) integrated with an
online database using a Cassandra.
The MDAQ consists of an event watcher thread and a
DAQ thread. The DAQ thread reads a list of signal object
names to be collected from a parameter database. The event
watcher thread periodically calls the DAQ thread, then it
writes collected data to the online database directly. The
online data is reduced to a 60 second period and permanently stored in an archive database. In addition to the
fixed-period event watcher thread, we prepared an external
trigger event watcher thread to deal with the synchronized
DAQ.

MTCA.4
After 20 years of successful operation of SPring-8, maintaining the old analogue modules of the LLRF system tends
to be difficult. Meanwhile digital technologies such as
FPGA and fast ADC/DAC have become popular. We decided to replace the old analogue LLRF system in SPring8 with a modern MTCA.4-based one [7, 8].

Figure 1: System structure of the universal driver for
MTCA.4 at SPring-8.

EtherCAT
We have adopted EtherCAT as the standard field bus of
SPring-8-II [10]. It is used for slow control of the equipment. The EtherCAT modules are wired in a daisy chain
topology with Ethernet cables. The reduced wiring is one
of the advantages of EtherCAT.

APPLICATION OF NEW CONTROL SYSTEM TO RF POWER CONTROL
Prior to replacing the system in SPring-8, we examined
the performance of the new system at an RF test stand. A
block diagram of the RF test stand is shown in Figure 2.

Universal Driver for MTCA.4
In terms of software development, it is ideal to use different digitizers without any modification of the source
code for application processes.
The original idea of the universal driver for MTCA.4
was developed at DESY [9]. There are two driver layers.
One is a hardware bus and OS specific driver. In our case,
the hardware bus is PCI Express and the OS is Linux. The
other is a hardware specific driver. Because we have had
experiences in developing a nexus driver and leaf driver for
Solaris OS on a VME system, we could incorporate this
idea smoothly.
Figure 1 shows the system structure of the universal
driver for MTCA.4 at SPring-8. The bus driver is a hardware bus/OS specific layer. It is common for child drivers.
The child driver is a hardware-specific layer in the kernel.
The driver shim is a hardware-specific layer used to transfer data from the user space to the kernel space. Devapi is
a generic API layer and an object-oriented layer. We do not
have to pay attention to hardware when we program applications.

Figure 2: Block diagram of the RF test stand with MTCA.4
and EtherCAT.
The reference RF signal generated by the master oscillator is fed to the klystron through a vector modulator. The
amplified RF signal by the klystron is fed to the RF cavity.
The phase and amplitude of the cavity pickup signal is calculated from the ADC data. The FPGA firmware works to
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and a 2 s period for EtherCAT signals. The parameter database is MariaDB 10.1.9 on CentOS 6.5 (x86_64) of a Proliant DL120 Gen9 with 24 GB RAM. The online database
is Cassandra 2.1.10 on a CentOS 6.7 (x86_64) of a JSC
Vintage 3U with 16 GB and 12 nodes. The archive database
is on the same machine as the parameter database.
After the preparation of the new control system at the RF
test stand, a high-power RF operation was carried out. Typical data collected by the MDAQ are shown in Figure 4.
The graph shows that the speed required to increase the
klystron output power was high when the cavity pressure
was low, but the required speed became low when the pressure reached the upper limit as expected. The cavity conditioning process thus worked well.
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keep the phase and amplitude to the set values by adjusting
the control voltage fed to the vector modulator. An
SIS8300L2 AMC digitizer and a DWC8VM1 RTM vector
modulator manufactured by Struck innovative systeme
were used for the test. The digitizer was equipped with 10channel, 125 MS/s, 16-bit ADCs, two 250 MS/s 16-bit
DACs, and a Vertex 6 FPGA. Two feedback control functions, which originally consisted of analogue modules,
were reproduced in the FPGA of the digitizer. We selected
a Schroff MTCA.4 chassis, an MCH, and an RTM CPU
module manufactured by NAT. An EtherCAT master modules, Advanet AdXMC1573 XMC was mounted on a Vadatech AMC105 PMC/XMC carrier, and installed in the
MTCA.4 chassis. The slaves were a Melec F3200/EC for
the motor control of the cavity tuner, two CEC ECAT-SDIOs for the tuner encoder readout, and a Sinfonia technology AI0816 to read the vacuum pressure of the cavity
and some voltages of the klystron power supply.
Figure 3 shows a block diagram of the control system at
the RF test stand.
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Time
Figure 4: Typical data collected by the MDAQ.
Figure 3: Block diagram of the control system at RF test
stand.
The operating system of the processor CPU is Ubuntu
14.04 LTS with a low-latency kernel. We prepared four
kinds of Linux processes. The equipment manager (EM) is
the most basic process and is used to access all equipment
control modules. The cavity conditioning process increases
the klystron power by monitoring the cavity vacuum pressure to avoid breakdown at an input RF coupler. The tuner
control process keeps the RF reflection power at a minimum by adjusting the cavity tuner position by observing
the phase difference between the cavity input signal and the
cavity pickup signal. The GUI process in the operator console exchange control messages with these processes in the
MTCA.4 via MQTT broker. The specifications of the
MQTT broker are an eMQTT 2.0.7 on a CentOS 6.5
(x86_64) of a DELL PowerEdge R210 with 16 GB RAM.
The MDAC is the fixed-period DAQ process. We prepared
three MDAQ processes with a 1 s period for an AMC digitizer, a 5 s period for RTM power and temperature signals

Currently, we are developing a new MMEADC01B
AMC digitizer equipped with 10-channels, 370 MS/s, 16bit ADCs, two 500 MS/s, 16-bit DACs, and a Kintex 7
FPGA. It will be tested at the RF test stand and installed in
LLRF of SPring-8-II.

SUMMARY
Following the successful high-power RF operation at the
RF test stand, we are confident that the new system has
sufficient capability to control SPring-8-II. This summer,
as the second application of the new system, it was successfully applied to the dedicated accelerator for the soft
X-ray free-electron laser beam line of SACLA, which is a
small accelerator at the SPring-8 site [11]. We will apply
the system to the SPring-8 storage ring this winter and to
SACLA next summer.
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THE TIMING SYSTEM OF HIRFL-CSR
W. Zhang, S.An, S.Z.Gou, K.W.Gu, Y.J.Yuan ,P. Li, M.Yue
IMP, LAN Zhou 730000, P.R. China
Abstract
This article gives a brief description of the timing
system for Heavy Ion Research Facility in LanzhouCooler Storage Ring (HIRFL-CSR). It introduces in detail
mainly of the timing system architecture, hardware and
software. We use standard event system architecture. The
system is mainly composed of the events generator
(EVG), the events receiver (EVR) and the events fan-out
module. The system is the standard three-layer structure.
OPI layer realizes generated and monitoring for the
events. The intermediate layer is the events transmission
and fan out. Device control layer performs the
interpretation of the events. We adopt our R&D EVG to
generate the events of virtual accelerator. At the same
time, we have used our own design events fan-out module
and realize distributed on the events. In equipment control
layer, we use EVR design based on FPGA to interpret the
events of different equipment and achieve an orderly
work. The timing system realizes the ion beam injection,
acceleration and extraction.

INTRODUCTION
HIRFL-CSR (Heavy Ion Research Facility in LanzhouCooler-Storage-Ring) is a multi-purpose CSR system that
consists of a main ring (CSRm), an experimental ring
(CSRe), and a radioactive beam line (RIBLL II) to
connect the two rings. Figure 1 show an Overall Layout
of HIRFL-CSR [1]. The two existing cyclotrons SFC (K
= 69) and SSC (K = 450) of the HIRFL will be used as its
injector system. The heavy ion beams with the energy
range of 8–30 MeV/u from the HIRFL will be
accumulated, cooled and accelerated to the high-energy
range of 100–400 MeV/u in the main ring, and then
extracted fast to produce RIB or highly charged heavy
ions. The secondary beams (RIB or highly charged heavy
ions) will be accepted and stored by the experimental ring
for many internal-target experiments or high-precision
spectroscopy with beam cooling. On the other hand, the
beams with the energy range of 100–900 MeV/u will also
be extracted from CSRm by using slow extraction or fast
extraction for many external-target experiments.
CSR is a double ring system. In every operation cycle,
the stable-nucleus beams from the injectors are
accumulated, cooled and accelerated in the main ring
(CSRm), then extracted fast to produce RIB or highly
charged ions. The experimental ring (CSRe) can obtain
the secondary beams once for every operation cycle. The
accumulation duration of CSRm is about 10 s.
considering the ramping rate of magnetic field in the
dipole magnets to be 0.1–0.4 T/s, the acceleration time of
CSRm will be nearly 3 s. Thus, the operation cycle is
about 17 s [2].

Figure 1: Overall Layout of HIRFL-CSR.

SYSTEM INTRODUCTION
The CSR is a synchrotron system, and the injection,
acceleration, accumulation and derivation of the cluster
must be precisely synchronized to achieve a successful
operation cycle. CSRm infuses the CSRe with a beam
once every other cycle, and CSRe can use the storage (or
deceleration) of the beam to continuously target the target
experiment. This precise synchronization is performed by
the timing system and the magnetic field power control
system. The time of the cluster in the CSR main ring is
approximately 0.5us ~ 3us [3].
The timing system not only completes the normal
control
function,
but
more
importantly
the
synchronization between the control equipment. For
example, a successful independent cycle (from injection
to derivation) of the CSR main ring requires a strict
synchronization between CHOPPER, BUMPER, RF,
QUADRUPLE, KICKER, and so on. The synchronization
control function is the most complex and difficult key part
of the control system. The success of the CSR control
scheme lies in the ability to realize the synchronization of
relevant equipment in the accelerator system and the most
complicated and difficult key part of the system. Only by
accurately pressing the accelerator requirement to achieve
the synchronization function, the CSR can modulate the
ideal beam with the expected target. Figure 2 shows the
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structure of the CSR synchronization control system. The
synchronous control system connects all parts with
Ethernet as the transmission medium: synchronous server,
database, front-end server, front-end controller. The
database system and synchronous server is the
information and control centre of the whole system. The
main function of the synchronization server is to organize
the synchronization data of the CSR tuning bundles to all
related devices, including the distribution of synchronous
data and the generation and broadcast of timing.
Synchronous data is a case table of the device's waveform
data and device response. CSR database mainly adopts
the ORACLE database system, main storage data
structure information, the accelerator static attribute
information, accelerator operation of real-time
information, accelerator operation historical information,
the accelerator malfunction of log information and so on
five aspects. The synchronous database is one of the
subsystems, which mainly stores the synchronous data of
the equipment that is well organized. I/O controller and
the DSP implementation parts perform specific operations
role, they can finish and synchronous communication
between the server and a controller is responsible for one
to four control device object. The front-end server
completes the collection of the output information of the
controlled device object and the data exchange with the
database system, and also provides the man-machine
interface. Synchronous fan out is mainly used to distribute
a synchronous instance in the timing sequence.

Figure 2: The structure of the CSR synchronization
control system.

HARDWARE
HIRFL - CSR current way is composed of a piece of
the story card (FPGA card PXI bus) based on virtual
accelerator software is responsible for time series output
to meet the requirements of optical signal pulse sequence
(the smallest unit of pulse time is 20 nanoseconds), is
converted to electrical signals through the light to electric
switch, via the twisted-pair (150 meters) distributed to
each control station control system. In each station control
system is converted to light pulse signal through electrical
signal to optical signal converter, and then fan out through
light and the optical fiber distributed the light pulse signal
to the control system of workstation front controller
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(DSP). In the front-end controller, it is interpreted and
compared with the pre-deposited cases to determine
whether the waveform output is carried out. The structure
is shown in the Figure 3.

Figure 3: The structure of the hardware.

SOFTWARE DESIGN
There are three types of software for the timing system.
The specific contents are as follows:

The CSR Cycle
The composition of the CSR cycle is as follows:
1） EVT_Start_Cycle
2） EVT_Prep_Inj
3） EVT_Inj_Start
4） EVT_Ramp_Start, EVT_Mid_Start
5） EVT_Prep_Ext
6） EVT_Ext_Start
7） EVT_End
8） EVT_MeasureN
The transmission and storage of a given data curve
(node, cycle) within the DSP execution component needs
to be triggered by an event to be implemented; some
events have nothing to do with DSP. After decoding, it
can trigger the self-process of certain devices, such as
injection process, kicking the electromagnet power
discharge, beam diagnosis...; many events are generated
under certain conditions, such as the state of the
equipment, external interruption, etc., such as the
discharge event of the electromagnet power supply during
the derivation, the beginning of one cycle, etc. Some
events can change the course of the cycle or even
interrupt the cycle.
The event can be divided into four categories according
to the starting conditions. Sequence events: after the
previous event, no special conditions can be started;
External trigger timeout event: triggered by an external
trigger. If timeout, start the scheduled timeout event;
Trigger event outside: triggered by an external trigger.
Even if timed out, the sequence of events continues;
External trigger long wait event: the event starts with an
external trigger or starts after the maximum wait time.
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The Event Table
Type description: Event code is a binary array and the
length is 32 bits. The number of event ID in the table
represents the total number of instances of an accelerated
cycle. Event IDn indicates the number of instances to be
executed in order of expedited order. Event ID delay time
(unit is 20 ns) indicates how long the delay will be done
after receiving the current case. The trigger output pulse
width is a pulse signal that the EVR needs to output a
case after the event is received, which is used to trigger
the relevant device action, and the pulse width is
determined by 40ns. The data file structure of the event
table is shown in Figure 4. The event story structure is
shown in Figure 5.
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The event cycle story structure is shown in Figure7.The
number of events means the number of events in the
sequence of the CSR cycle. Length of the string means
length of the whole sequence data string. Event IDn
indicates the number of instances to be executed in order
of expedited order. Delay time means delay time before to
start next event, unit is μs. Repeat times means how
many repeat times when Generator output the event ID.

Figure 7: The event cycle story structure.

SUMMARY
The timing system has been applied to the actual
operation in 2008 and passed the acceptance of the CSR
expert group. It implements the requirements of the
synchronization for the CSR project. The timing system
has been stable operation of the nine-and-a-half years, and
ensures the normal conduct of the experiment.
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Figure 4: The data file structure of the event table.

Figure 5: The event story structure.

The GUI
For physical events the GUI (Graphical User Interface)
is used to write the event sequence cycle to the RAM on
the EVG, read the event sequence cycle from RAM and
start the event cycle. Moreover, the GUI can exchange
data with the Oracle database [4]. Figure 6 shows the
event cycle sequence organizing GUI.
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Figure 6: The event cycle sequence organizing GUI.
TUPHA082
Timing and Synchronization

603

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUPHA083

THE TimIQ SYNCHRONIZATION FOR SUB-PICOSECOND DELAY
ADJUSTMENT
J-P. Ricaud†, N. Hubert, M. Labat, C. Laulhé1, Synchrotron Soleil, St Aubin, France
H. Enquist, MAX IV Laboratory, Lund, Sweden
1
also at Université Paris-Saclay, Saint-Aubin, France
Abstract
Synchrotron facilities provide short, regular and high
frequency flashes of light. These pulses are used by the
scientific community for time resolved experiments. To
improve the time resolution, demands for always shorter
X-ray pulses are growing. To achieve this goal, Synchrotron SOLEIL and MAX IV laboratory have developed
special operating modes such as low-alpha and femtoslicing, as well as a single pass linear accelerator. For the
most demanding experiments, the synchronization between short light pulses and pump-probe devices requires
sub-picosecond delay adjustment. The TimIQ system has
been developed for that purpose. It is a joint development
between Synchrotron Soleil and MAX IV Laboratory. It is
aimed to be used on three beamlines at Soleil and one at
MAX IV. Based on IQ modulation technics, it allows
shifting a radio frequency clock by steps of #100 fs. This
paper is a description of this system and of its performances.

INTRODUCTION
Synchrotron facilities provide high frequency, high intensity and short pulses of light which are used by beamlines for pump-probe experiments. In such an experimental scheme, a sample is excited with an optical laser
pulse, and the high frequency synchrotron light pulses are
used to study the sample evolution over time [1] [2]. To
study always faster phenomena, shorter x-ray pulses are
required. SOLEIL provides low-alpha [3] and femtoslicing modes [4] for this purpose. At MAX IV the linac is
built both for injecting the two storage rings as well as to
provide short electron pulses for the Short Pulse Facility
(SPF) [5]. At the SPF the electron pulses are sent through
an undulator to provide 100 femtosecond (fs) x-ray pulses
to the FemtoMAX beamline [6].
The synchronization of such experimental setups is getting more and more challenging. Delays and time offsets
between the acquisition devices, the laser and the electron
beam inside the storage ring (SOLEIL) or inside the accelerator tunnel (MAX IV) must be tuned very accurately,
in range of few tenths of femtoseconds . For this purpose,
SOLEIL and MAX IV have developed the TimIQ system.
Based on IQ modulation technics, it allows delaying the
laser’s oscillator clock with sub-picosecond resolution.

IQ MODULATION
A sine wave signal is represented as a circle in the Cartesian coordinates with an in-phase (I) and a quadrature
___________________________________________

† jean-paul.ricaud@synchrotron-soleil.fr

(Q) component. Changing one of those component
changes the phase (ϕ) and the amplitude (A) of the signal
(see Fig. 1).

Figure 1: IQ modulation of a sine wave.
An IQ modulator device, also called a vector modulator, allows to adjust the phase and the amplitude of a radio
frequency signal by modifying its I and Q components.
Not only does it allow achieving very fine delay adjustment, but it also allows drifting infinitely the signal without any discontinuity: I and Q have the same value after a
360° phase shift. This is a major advantage over phase
shifters and delay lines which have a limited phase shift
range.
Many integrated circuit manufacturers provide IQ
modulator chips making the design of this kind of solution for delay adjustment relatively straightforward. Fig. 2
illustrates how these chips work.

Figure 2: IQ modulator device schematic.
The input signal Vin(t) is split in two branches. One of
them is shifted by 90°. After multiplication by Q(t) and
I(t), they are summed together to get the shifted output
signal.
Vin(t) = cos(ωt)
Vq(t) = Q(t) . cos(ωt) = A . cos(ϕ(t)) . cos(ωt)
Vi(t) = I(t) . cos(ωt + π/2) = - A . sin(ϕ(t)) . sin(ωt)
Vout(t) = A . cos(ϕ(t)) . cos(ωt) - A . sin(ϕ(t)) . sin(ωt)
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Vout(t) = A . cos(ωt + ϕ(t))
Usually when an IQ modulator is used as a phase shifter, the amplitude A of the output signal is kept constant to
avoid any malfunctioning of electronic devices connected
to it.

TIMIQ SYSTEM HARDWARE
In pump-probe experiments involving X-rays produced
by electron accelerators, the laser’s oscillator is driven by
the radio frequency clock (RF) of the synchrotron. The
RF also drives the radio frequency cavities of the storage
ring making electrons bunch flying inside the storage ring
synchronous to this clock. To adjust the delay offset between the laser and the electron bunch, the laser’s oscillator clock needs to be phase shifted.
Soleil RF frequency is 352.196 MHz, whereas MAX
IV RF frequency is 3 GHz. To make the system usable by
both institutes, a PLL up-converts SOLEIL’s RF clock to
2.8 GHz (see Fig. 3).

Figure 4: Mixers readout signal.
The mixers voltages are sampled with an 18 bits Analog to Digital Convertor (ADC). All components are
managed with a FPGA. It transmits the data to an ARM
microprocessor running a Linux operating system with an
Apache web server [7]. The system can be controlled
through Tango devices, python scripts or even with a
simple web browser.

FIRST RESULTS
Phase Noise Jitter
The phase noise jitter has been measured by connecting
directly the TimIQ system to a signal noise analyzer [8].
Fig. 5 describes the setup.

Figure 3: TimIQ architecture.
This signal is phase shifted by an IQ modulator which
is controlled through an 18 bits Digital to Analog Convertor (DAC). The resulting signal is delivered to the laser
oscillator either directly at 3 GHz for MAX IV or at 88
MHz after dividing the frequency by 32 for SOLEIL.
A readback on the actual phase shift is important for diagnostics and operation, especially when dealing with
sub-picosecond delays. Two frequency mixers are used to
measure the phase shift between the output and input
signals. Due to high frequency signals, analog mixers are
used instead of digital ones inside the FPGA. To improve
the sensitivity of the measurement, the input of one of the
mixer is shifted by 90°. After filtering, they provide two
voltages, V0° and V90°, which allows retrieving the phase
shift:

Figure 5: Phase noise jitter measurement setup.
Fig. 6 shows the resulting phase noise trace when the
system is configured for SOLEIL usage (input 352.196
MHz; output 88.05 MHz). The spikes between 10 Hz and
2 kHz are due to the input RF clock. The PLL + VCO
main contribution to the phase noise (2 kHz – 10 MHz)
remains under -130 dBc/Hz with a peak at 80 kHz offset
corresponding to the PLL loop bandwidth.

V0°(t) = B . cos(ϕ(t))
V90°(t) = C . cos(ϕ(t) + π/2)
By toggling the measurement from one mixer to the
other, it is possible to read the phase shift only on the
linear part of the cosine function where the measurement
is more accurate (see Fig. 4).
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ence between the measured and the requested phase shift
is plotted on Fig. 8.

Figure 6: Phase noise jitter. SOLEIL configuration.
The phase noise jitters are summarized in Table 1 for
SOLEIL and for MAX IV configurations.
Table 1: Phase Noise Jitter [10 Hz ; 10 MHz]

Jitter

SOLEIL
@ 88 MHz
298 fs RMS

MAX IV
@ 3 GHz
177 fs RMS

IQ Modulator and Mixers Resolution
The phase shift between the input and the output of the
TimIQ system is measured by two inboard mixers as
explained above. When the output is delayed by steps of
40 fs, the readout from the mixer in its linear region
where the resolution is the most accurate, is shown in Fig.
7. This measure cumulates the errors due to the IQ modulator and the errors due to the mixer itself.

Figure 7: TimIQ resolution.
The resulting readout trace shows that the system reacts
to 40 fs step requests.

Accuracy and Precision
The skew between the input and the output signals is
measured with a 20 GHz, 80 GS/s oscilloscope [9]. This
is done several times to measure the accuracy of the device (deviation of the actual signal with respect to its
expected value) and its precision (repeatability over several periods and over several measurements). The differ-

Figure 8: (measured - requested) phase shift.
The period of the signal is T = 1 / (8 * 352.196e6) =
355 ps. Fig. 8 shows a little more than 2 periods. The
peak to peak difference between the measured and the
requested phase shift is about 8.2 ps. The shape of the
traces, with a peak deviation of -6 ps at 190 ps offset, is
due to the IQ modulator chip. The oscilloscope itself has a
typical hardware trigger jitter of 2 ps rms according to its
datasheet.
The good repeatability of the traces allows to correct
the error and to achieve a better accuracy by adjusting the
I and the Q setting points according to Fig. 8 measurements. In the past, such error correction has allowed us to
improve by almost a factor of 10 a former IQ modulator’s
accuracy.

CONCLUSION
Compared to the previous system used at SOLEIL, the
TimIQ brings several improvements. The phase noise
jitter has been reduced from 950 fs to 298 fs. The accuracy has dropped from 48 ps to 8.2 ps. Measurements with
the inboard mixers show that the system is capable to add
delays down to 40 fs.
With an appropriate control software it is possible to
greatly improve the accuracy and to compensate the phase
error. Adding to that the 40 fs resolution of the device, it
should be possible to adjust delays down to #100 fs or
even less. For this purpose, mixers have been included on
the TimIQ, but their performance characterization and the
feedback algorithm is still a job to carry out.
The next step will be to put in operation the TimIQ on
CRISTAL beamline at SOLEIL and on FemtoMAX
beamline at MAX IV and to confirm the performance of
this system in real operation.
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DECOUPLING CERN ACCELERATORS
A. Dworak∗ , JC. Bau, CERN, Geneva, Switzerland
Abstract
The accelerator complex at CERN is a living system. Accelerators are being dismantled, upgraded or change their
purpose. New accelerators are built. The changes do not
happen overnight, but when they happen they may require
profound changes across the handling systems. Central Timings (CT), responsible for sequencing and synchronization
of accelerators, are good examples of such systems.
This paper shows how over the past twenty years the
changes and new requirements influenced the evolution of
the CTs. It describes experience gained from using the
Central Beam and Cycle Manager (CBCM) CT model, for
strongly coupled accelerators, and how it led to a design
of a new Dynamic Beam Negotiation (DBN) model for the
AD and ELENA accelerators, which reduces the coupling,
increasing accelerator independence. The paper ends with
an idea how to merge strong points of both models in order
to create a single generic system able to efficiently handle
all CERN accelerators and provide more beam time to experiments and LHC.

TIMING AT CERN
Raison d’être
The General Machine Timing (GMT) or just Timing is
one of the core components of the CERN control system.
It has two main functions: (1) it is responsible for the precise synchronization of the equipment guiding beams in the
accelerators, and (2) beam scheduling, or sequencing, i.e. deciding which particle beam to produce in a given accelerator
at a given time.

How Does it Work? Cycles, Beams and Sequences
The synchronization is achieved through services called
central timings (CT). For each accelerator they produce
events which are distributed via a timing network. The
events are received by dedicated hardware which is able to
produce electrical pulses or to trigger real-time (RT) software tasks, both used to control the equipment around the
accelerator with the required precision. In parallel to the
events, the CT also sends telegrams. While events concern
a point in time (what happens at that very moment), the
telegram describes what is happening during a period of
time. As such it gives context information to events occurring during its validity. For example, telegrams are used to
distribute information about particle types in an accelerator,
or to which accelerators/experiments the particles are going
to be sent next. Telegrams are distributed in regular intervals
called basic periods (BP), which hence constitute a limit to
their granularity. For most of the accelerators a BP length is
1.2 seconds.
∗

andrzej.dworak@cern.ch

Although a very interesting subject, this paper will not
delve deeper into the synchronization. Instead, it will take
a closer look at the sequencing. To understand it better, we
need to introduce a few key concepts used when scheduling particle beams. The first one is called cycle. A cycle
precisely describes the behaviour of an accelerator during a
period of time. Typically this includes preparation of the accelerator to receive particles, particle injection, acceleration
and extraction towards the next machine. The description is
provided through a list of timing events. Each event, when
received by a timing client, may be interpreted as a request
to perform a specific action. For instance, it may trigger
ramping of magnets, or request preparation for a coming
injection.
At CERN, cycles of the small accelerators (Booster, PS,
LEIR) last between one and three seconds while SPS cycles
take around ten seconds, and AD cycles around two minutes.
LHC cycles, although the same from the physical point of
view, often take over ten hours to execute. Because of that
they are handled by the timing system in a different way, and
are not going to be the subject of this article.
It is clear that a cycle describes behaviour of one accelerator in separation. To describe how particles should be
accelerated from the very beginning in Linacs, up till the
very end when they are collided in experiments, a structure
called beam must be prepared. The structure may be represented as an organised list of cycles of accelerators through
which particles are going to be passed. The involved cycles, their number and structure are selected in a way to
guarantee the characteristics of the beam as required by the
experiments.
The big and flexible CERN accelerator complex [1] makes
it possible to run a number of experiments in the same period of time. Depending on the agreed physics program, the
operation team has many options regarding which beams to
execute and in what order. Sequencing is the very process
of selecting and ordering the beams. The following chapters present the two main sequencing models supported at
CERN. The emphasis is put on each model’s functionality,
and strong and weak points. The results of the analysis are
used later on to propose a unification of the two systems,
with the main goals of providing more beam time to the
experiments and simplifying the Timing software stack.
For the overview of the presented concepts have a look
on the Figure 1.

THE CBCM MODEL
The CBCM model [2], is used by accelerators in the
so called LHC Injector Chain (LIC) group: Linac2, PS
Booster, Linac3, LEIR, PS and SPS. These machines usually
work closely together to produce the beam, notably for the
LHC [3]. The CT that implements the logic has been in op-
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Figure 1: The operation teams program the central timings, which calculate and publish timing events. The events are
received by equipment which drive accordingly the CERN accelerator complex.
eration for almost 20 years, is well-known by the accelerator
operators, and has many interdependent applications. These
factors do not directly influence the logic of the model, but
must be taken into account when the proposed upgrades are
going to be discussed.

Functionality
Key components of the CBCM model are GUI applications provided to the operation, which allow definitions of
cycles, beams, and sequence diagrams. When defining a
cycle an operator is constrained to define the cycle length in
terms of basic periods (the same which are used to distribute
the telegram information). There is no such constraint for
the events which are set anywhere in or around the cycle as
required by the operation and concerned equipment. The
created cycles are merged into beams, which in turn are
grouped into the so-called sequence diagrams.
In the CBCM model a request to execute a beam is made
by sending a sequence diagram to the CT. The CT executes
all the beams as defined in the sequence, and when finished
it starts anew from the beginning. The CBCM provides also
other ways to execute a sequence, but for our discussion this
simple example is enough.

Limitations
To understand better how the CBCM functions, and what
are the potential limitations let us look at some concrete
examples.
To fill LHC with particles [4] the accelerator operators
define the parameters of the requested beam using the LHC
Sequencer application. The request is passed to the LHC
CT, which requests particles from the SPS. A nominal filling
pattern consists of 12 injections from the SPS to the LHC
per LHC ring. Each injection from the SPS comes from a
single SPS beam. This beam has 2, 3 or 4 batches injected
from the PS, which corresponds to 2, 3 or 4 PS cycles. For
the nominal beam the LHC filling schema, as presented in
the Figure 2, in terms of number of batches takes a sequence:
2, 3, 4, 3, 3, 4, 3, 3, 4, 3, 3, 4. Because of a relatively low
responsiveness of the system, it is more efficient to reuse the

Figure 2: LHC nominal beam consists of 39 batches injected
from SPS. The figure presents the first 9 batches and their
mapping between SPS and LHC. Because of a small responsiveness of the CBCM model, it is faster to execute the same
4-batch cycle 3 times.

same beam with 4 PS batches, see Figure 3, for any of the 2,
3 and 4 batch PS injections into the SPS, and eliminate the
unwanted batch by suppressing particles when not needed,
than it would be to define each time the sequence exactly as
needed.
The execution of this schema takes 24 SPS cycles of
around 23 seconds (19 * 1.2 seconds), which sums up to
around 10 minutes. If the system would allow to efficiently
request what is really required, a total of 17 PS cycles each
of 3 BP length, and 34 Booster cycles each of 1 BP length
would be freed each time. That would be a gain of 1 minute
for PS, and 40 seconds for Booster every time the beam is executed. Also, the SPS cycle could be shortened accordingly
to the actual number of the PS batches.
The saved minutes do not seem a lot in comparison with
a 10 hour LHC cycle, but they constitue almost 10% of
the LIC time to prepare the beam. The yearly CERN run
contains other beams where potential savings are of the
similar magnitude. The integrated machine time to gain
becomes considerable.
Another limitation is that the CBCM model sometimes
blocks a time slot for a beam, but for some reason is not
able to execute it. For example, sometimes the LHC beam is
allocated and played in the LIC completely without particles.
This happens especially around the times of the LHC fill,
when the LIC machines are ready to deliver the beam to
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Figure 3: LHC injection beam structure programmed in the CBCM model.
the LHC, but wait for the injection request. Executing an
empty beam may also happen in the case of interlocks or
external conditions. Such situations are in most cases a waste
of machine time, as there are experiments that could profit
from the additional beam time.
A third example of a shortcoming of the CBCM model
comes from the fact that cycles and sequence diagrams are
built as multiples of the BP. This makes it impossible to
optimize their length to a finer degree. The time lost per
cycle is not big, but it grows linearly with the passing time.

THE DBN MODEL
Functionality
As discussed in [5] the AD accelerator [6] requires additional functionality on top of what the CBCM model is
able to provide out of the box. Also, it operates with much
longer cycles than those of the LIC machines. At the time
when AD was a part of the LIC certain hacks were applied to
“squeeze in” the AD cycles and to provide required functionality. They did the job, but when plans to build ELENA [6], a
new accelerator connected to AD, were accepted, it became
clear that the solution would not scale.
The introduction of the ELENA accelerator was an opportunity to propose a new CT model called Dynamic Beam
Negotiation (DBN). The main idea was to exchange the predefined static sequence, with a schedule created dynamically
with incoming beam requests. In more details, a request
triggered by the accelerator operator (on behalf of the accelerator experiments) would describe exactly the beam needed
at a given moment. The request would be sent to a CT of the
top-most accelerator of a beam. The CT would contact the
CTs of all dependent accelerators, negotiating the injection
times between the machines, and so, would dynamically
schedule the beam, Figure 4. This approach would make
each CT more responsive and put less run-time constraints
on other accelerators.

Figure 4: DBN schedules dynamically a beam for ELENA.
Each CT reserves a required time slot. The unasigned time
is available for other beams.

The general ideas were presented and discussed with the
AD and ELENA operation groups [5, 7]. Analysis of usage
scenarios helped to verify them, and to define a list of additional features required to operate the accelerators [8]. Some
of the interesting features, especially those that contrast with
the CBCM model or considerably extend its functionality,
are presented in the Table 1.

DBN for AD and ELENA
The DBN model was implemented in a form of a reusable
engine [7]. This allows to create a new instance of a DBN CT
in separation from the existing ones. Also, any extensions
or bug-fixes in the engine in one go improve all existing
instances. The CT instance for AD was deployed and connected to the LIC CT in 2014. The CT of ELENA was first
deployed in isolation in 2015 to be available for the local tests
of the machine. Then it was connected to the CT of AD in
2016, to allow joint operation and beam negotiation. Since
then the model has proven its efficiency by successfully executing (since the data is collected at the end of 2015) around
320,000 AD and 4,300,000 ELENA operational requests.

DBN for LHC Injectors
Migration of the LIC CT from the CBCM to the DBN
model would be a good idea for a number reasons. First of
all, as explained in the chapter on the CBCM model, it has
the potential of providing additional beam time simply be optimizing the beam scheduling and removing the constraints
as explained in the previous chapters.
Secondly, thanks to the independent scheduling of accelerators certain configurations are much easier to achieve.
For instance, it can be used to test an accelerator (potentially without particles inside) in a complete isolation from
the others. This configuration is possible with the CBCM
but requires extra work. Another example concerns linacs,
which at the moment are handled as one entity with their
parent accelerators (e.g. Linac2 with Booster, Linac3 with
LEIR). This does not allow them to work in isolation, which
sometimes actually is the case (e.g. LBE/LBS measurement
lines for Linac3). Programming a linac in isolation with its
own CT could be beneficial in this case. As a third example, let us consider adding a new accelerator. In the DBN
model it works out of the box and is safe. First the new CT
is instantiated and tested in a complete isolation. Later, it is
easily connected to the existing CTs through the well-defined
interfaces of the beam negotiation mechanism, a scenario
already verified by the AD/ELENA case.
Thirdly, a big gain would come simply from the removal
of the CBCM model. It is clear that having one common
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Table 1: Comparison of functionalities of CT models
CBCM model

DBN model

A common sequence makes the machines strongly coupled.
Decoupling is possible but requires extra work.
Each accelerator is bound within a sequence of the same
length and structure.

The machines are independent (decoupled).

It is impossible to update the sequence of one machine in
separation (update of all at the same time). The sequence is
exchanged with a new one only at its end (low responsiveness).
Static sequence structure defined by the operation requires
more human work and time.

Beams requested as needed, scheduled on the runtime independently for each accelerator. No concept of a static
sequence.

Definitions of programmed beams (cycles and their connections across accelerators) are static.

Definition of a programmed beam (cycles and their connections) may dynamically change from request to request.
Requesting a new beam is inexpensive.

The model assumes that particles have to be produced regularly, there is always someone waiting for them.

Whether the requests are regular or irregular, the system is
flexible to quickly schedule beams and provide particles as
requested.

Best suited to play short cycles between 1.2 up to a few
seconds. Cycle length limited by the sequence length.
The injection schema from one accelerator to another is
static and predefined via the beam structure.

Suited to play cycles of any length.

Length of a cycle defined in BPs. A cycle may take more
space in a sequence than really needed.

The length of a cycle does not depend on the BP. The space
occupied in a sequence corresponds to the real needs.

Cycles have static lengths.

A cycle may dynamically extend its length, for instance
through a pause mechanism.

system is easier than having two. This is true both for the
developers and the users.

SUMMARY
The paper presented the main functionalities of the timing
system at CERN. It concentrated on the sequencing especially as provided by the two models, the CBCM and the
DBN. The capabilities of the two models were compared,
and the differences illustrated with a few examples.
In the past the LIC was used in a much more regular way,
and the CBCM was a simple and perfect solution to repeat
the same sequence again and again. However, since the
new types of accelerators were added and the number of
experiments and beam types has increased and with them
the complexity and the number of possible execution scenarios. The authors believe that the DBN model, with certain
adaptations to the LIC environment, should be well suited
to handle the growth, and it has a potential to provide more
beam time, and simplify some of the timing use cases.
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TIMING SYSTEM UPGRADE FOR TOP-OFF OPERATION OF HLS-II*
C. Li†, J. G. Wang, K. Xuan, G. F. Liu, W. Xu, J. L. Li, L. Wang, W. M. Li,
National Synchrotron Radiation Laboratory,
University of Science and Technology of China, Hefei, Anhui 230029, China
Abstract

The Hefei Light Source II (HLS-II) is a vacuum ultraviolet (VUV) synchrotron light source. A major upgrade
of the light source was finished in 2014, and the timing
system was rebuilt with event-system to meet synchronization requirements of the machine. The new timing system provides about 100 output signals with various interfaces. The time resolution of this system is 9.8 ns for most
devices and 9 ps for the electron gun and the injection
kickers. The measured jitter of the output signal is less
than 27 ps (RMS). In order to improve the performance of
light source, the top-off operation mode has been planned.
As part of this plan, both the hardware and the software of
the timing system are upgraded. By obtaining real-time
data of beam measurement of storage ring, the automatic
selection of the bucket is implemented. With any designated bunch pattern, top-off injection is achieved, and the
storage ring beam can be uniform filled well.

INTRODUCTION
The Hefei Light Source (HLS) at the National Synchrotron Radiation Laboratory (NSRL) is a second-generation
synchrotron radiation light source, providing broad band
radiation from IR to VUV for various user programs. In
order to further increase its brightness, the light source
was overhauled from 2010 to 2014. The upgraded light
source, named HLS-II, is comprised of an 800 MeV linac,
an 800 MeV storage ring and a transport line connecting
the linac and storage ring.
In the upgrade, the HLS-II timing system was completely rebuilt to meet the synchronization requirements
of the machine. It provides about 100 output signals to
trigger accelerator subsystems, including the electron gun,
solid-state amplifiers, modulators, injection septum and
kicker magnets of the storage ring, etc. In addition, the
timing system also provides RF and revolution frequency
clocks for beam diagnostic stations. These clocks are
phase-locked with the storage ring RF system to make the
diagnostic devices work properly.
As the event-driven timing system developed by the
Micro-Research Finland (MRF) Oy is widely used in
many accelerator facilities all over the world, the MRF
cPCI-series products are chosen for building the HLS-II
timing system. The hardware schematic diagram of the
system is illustrated in Fig. 1. As shown in the figure, the
HLS-II timing system employs an event generator (EVG)
card, cPCI-EVG300, as the master card to generate event
codes. The RF signal with a frequency of 204 MHz is
used as the input signal for the EVG card, and for phased___________________________________________

* Work supported by National Natural Science Foundation of China
(11375186)
† lichuan@ustc.edu.cn

lock with the RF system. The input signal passes through
a divider in the EVG card, and is used as the event clock
to generate event codes. The event codes are sent to all
event receiver (EVR) cards installed in Input/output controllers (IOCs) via a cPCI-FOUT12 fan-out card. Among
these EVR cards, cPCI-EVR300 cards are used to generate common trigger signals, while cPCI-EVRTG cards are
used to generate trigger signals with fine delay adjustment
for the electron gun and injection kickers, and to reconstruct the RF and revolution frequency clocks for beam
diagnostic stations.
Five IOCs are distributed in different locations to provide trigger signals for nearby systems. Each IOC of the
timing system employs an Adlink cPCIS-6418U chassises
to host a cPCI-6880 CPU board and MRF timing modules. The IOCs software, include hardware drivers, database records and operation interfaces, are stored in a remote virtualized server cluster, and shared through NFS
protocol [1].
By commissioning and operation since 2014, the good
performance of the HLS-II timing system is well confirmed. The test results show that the relative jittering
between the EVR output and the RF signal is close to a
normal distribution, the jitter width is less than 27 ps, and
the maximum peak-to-peak value is about 180 ps.

BUNCH-BY-BUNCH INJECTION
Bunch-by-bunch injection is essential for stable operation and critical for user programs. To realize this injection scheme, the HLS-II timing system is configured to
provide synchronization signals with proper delays for
various systems [2]. As the timing modules only work
with a frequency lower than 125 MHz, a frequency divider is used to acquire a 102 MHz signal from the 204 MHz
input signal. This 102 MHz signal is used as the clock
signals for the delay modules, and used as the input signal
of a counter to produce the 1 Hz injection signal for the
bucket chooser which is actually a delay unit. Both the
frequency divider and counter are inhabited in the EVG
card. The clock and injection signals are also used by
various beam diagnostic apparatus to synchronize their
measurements. Using pre-programed delays, the bucket
chooser produces signals to trigger the electron gun, linac
power supply system, and the storage ring injection system to aim the electron beam at a designated bucket.
Since the bucket chooser uses a 102 MHz signal as its
clock, while the storage ring RF signal is 204 MHz, the
delay time between two ticks of the bucket chooser equals
to 2 bucket length. However, the harmonic number of the
storage ring is 45, the bunch-by-bunch injection can be
accomplished using proper bucket chooser delays. The
count of delay ticks for the nth bucket is given by Eq. (1).
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Figure 1: Overview of the HLS-II timing system.
tn  n / 2, (n  0, 2, 4,..., 44);

tn  22  (n  1) / 2, (n  1,3,5,..., 43).

(1)

The functional diagram of the timing system is illustrated in Fig. 2. Each bucket can be enabled/disabled to be
filled during injection. The enabled buckets can be automatically iterated or changed manually.
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Clock
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Injection Signal

Trig

Clock

Delay

Beam Diagnostics

Figure 2: The functional diagram of the timing system.

HARDWARE UPGRADE
The top-off mode raises new requirement for timing
trigger signal of the injection system. HLS-II uses 4 kicker magnets to create an injection bump for injecting the
beam of the linear accelerator into the storage ring. The
pulsed magnetic fields produced by these 4 kicker magnets are required to be consistence in waveforms and
complete coincidence in time, otherwise they will produce residual oscillation besides the bump, causing disturbance to the beam in the storage ring [3].
In the decay mode operation, the synchrotron radiation
light is not supplied to any experimental station when the
storage ring is injected, and the residual oscillation will be
attenuated rapidly by damping after injection. However,
in the top-off mode operation, because users are studying
continuously at their experimental stations at the same

time of injection, the waveforms and time features of the
4 kicker magnetic fields should be adjusted more accurately, in order to reduce influences of the residual oscillation.
The waveforms of the 4 kicker magnetic fields can be
pre-adjusted to meet the consistency, but the thyratron
discharge switches of the magnet power supplies have
discrete response time relative to the external trigger. It is
necessary to precisely adjust the delay of each kicker so
that the rising edges of their pulsed magnetic fields completely coincide. The pulse width of the kicker magnetic
field is about 1.3us, and the delay adjustment minimum
step is required to reach 1ns. The injection system itself
lacks remote adjustment means with this precision, thus
the timing system is asked to finely adjust the trigger
signal delay.
In the initial design of timing system, the cPCI-EVR300 board is selected as the output board of the injection
system trigger signal. The delay adjustment minimum
step is equal to the reciprocal of the external clock frequency (for HLS-II, the value is 1 / 102MHz ≈ 9.8ns). In
order to adjust the delay of the kicker trigger signal more
finely, the cPCI-EVRTG board is used to replace the
cPCI-EVR-300 board. Besides the same delay adjustment
function, each output channel of the new board has an
addtional programmable delay line between the FPGA
and the actual output, allowing a delay range of 1024
steps with approximately 9ps each step [4].
Using both the clock counter and the programmable delay line of the cPCI-EVRTG board, the delay range of the
trigger signal can be adjusted more than 1s (the injection
repetition period), while the delay minimum step is less
than 10ps. By this way the time consistency of the 4 kicker magnetic fields can be accurately adjusted (Fig. 3),
which reducing the influences of the residual oscillation
on the beam in the top-off mode operation.
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being "needed" bucket is selected just in time. The comparison between Fig. 4 and Fig. 5 shows that the uniformity of the bunch filled in the storage ring is greatly
improved when the bucket selection process based on the
beam measurement results is used, which means that the
quality of the synchrotron radiation light is better. (Bucket
1-5 and 40-44 are disabled to be filled.)

Figure 3: Time consistency of the 4 kicker.

SOFTWARE UPGRADE
In the original decay mode operation, the timing system
provides accurate timing triggering signals to the beam
measurement system and the injection system (including
the electron gun), respectively. These systems receive the
triggering signal and initiate each independently established work process without feedback any data to the
timing system. However, in top-off mode, we need to
obtain real-time beam current data of each bunch measured by the beam measurement system. And according to
these data, the automatic selection of the bucket is realized.
In order to deal with the requirement of top-off mode
operation, we modified the timing system software, adding a special function to calculate the difference between
the beam current of each bunch and its set value, so that
to judge which bucket should be injected in next cycle.
Then the delay of the event, which trigger the electron
gun and injection system, is set with the corresponding
value. But in the initial test, the program did not work
properly. The bucket that we expect to be selected at some
moment, is actually injected after 2 cycles. (The delay is
2s as the inject repetition frequency is 1 Hz).
Analysing the actual physical process, we found where
the bug is. Each time the cycle is started, the injection
process of the injection system (including the electron
gun), the measurement process of the beam measurement
system, and the judgment process for selecting the bucket,
are all started and completed almost simultaneously after
receiving the trigger signal. The trigger signals between
these three systems are only synchronized. There is no
restriction on their delay to meet the correct logical relationship, “injection——measurement——judgment”.
Considering the damping process of the injection beam
in the storage ring, the trigger signal of the beam measurement system is delayed by approximately 88ms
(equivalent to 400,000 revolution turns of the beam in the
storage ring). This ensures that the measured bunch current data correctly contains the latest injection beam. On
the other hand, the judgment process is delayed by 0.5s
(half a cycle) to ensure that the injection process and the
beam measurement process of the latest cycle are totally
completed, and that the bucket is selected based on the
latest measurement.
After modified mentioned above, the bucket selecting
process works very well. In each injecting cycle, the most

Figure 4: Injecting bucket by turns in decay mode.

Figure 5: Selecting bucket based on beam measurement.

SUMMARY
The HLS-II timing system is developed using the cPCIseries event-driven products manufactured by the MRF
Oy. In order to meet the top-off mode operation requirement, both the hardware and the software of the timing
system are upgraded. The time consistency of injecting
kickers can be more accurately adjusted to reduce the
influences of the residual oscillation on the beam. By
obtaining real-time beam current data of each bunch in
the storage ring, the automatic selection of the bucket is
implemented. With any designated bunch pattern, top-off
injection is achieved, and the storage ring beam can be
uniform filled well.

REFERENCES
[1] G. Liu, C. Li, K. Xuan, et al., “First Experience with
VMware Servers at HLS”, in Proc. 13th Int. Conf. on Accelerator and Large Experimental Physics Control Systems
(ICALEPCS’11), Grenoble, France, Oct. 2011, pp. 323-325.
[2] C. Li, J. G. Wang, K. Xuan et al. , “Event-driven timing
system based on MRF cPCI hardware for HLS-II”, Nuclear
Science And Techniques, vol.26, no.6, p.060401, Dec. 2015.
[3] Y. Wang, “Analysis and commissioning of HLS II new
injection system”, M.S. thesis, USTC, Hefei, China, 2015.
[4] Micro-Research Finland Oy, http://www.mrf.fi

TUPHA086
614

Timing and Synchronization

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUPHA087

THE TIMING DIAGRAM EDITING AND VERIFICATION METHOD
G. Fatkin∗ , A. Senchenko, BINP SB RAS and NSU, Novosibirsk, Russia
Abstract

described by the following system:

Preparation and verification of the timing diagrams for the
modern complex facilities with diversified timing systems
is a difficult task. A mathematical method for convenient
editing and verification of the timing diagrams is presented.
This method is based on systems of linear equations and
linear inequalities. Every timing diagram has three interconnected representations: a textual equation representation, a
matrix representation and a graph (tree) representation. A
prototype of the software using this method was conceived
in Python. This prototype allows conversion of the timing
data between all three representations and its visualization.

INTRODUCTION
Nowadays large experimental facilities often have a lot
of devices and subsystems which require careful orchestration and synchronisation. Therefore configuration of timing
subsystem often requires elaborate formation of the time
diagrams. These time diagrams are mostly compiled and
checked manually. Such procedure, being a difficult task
by itself, becomes even more complex when several subsystems are interrelated or specific timing requirements have
to be met. We propose a method for describing, compiling
and storing time diagrams, checking their consistency and
setting the relevant delay values in hardware.

FORMALISM
Time diagram is essentially the relationship between the
times of different events on the installation. Let us assume
for the sake of simplicity that all the clocks are synchronized.
If it is not the case, the time skews could easily be taken
into account by adding some additional equations. We will
also reduce all the units to the common order and omit the
dimension, e.g. we could count all the times in ns. The
relationship between the time of two events could be then
described by the following linear equation:
t2 = t1 + b,

(1)

where t2 and t1 – times of the events, and b – is the delay. The
value of b can be positive, specifying that the second event
happens after the first, negative meaning that the second
event happens before the first, or zero, indicating that events
are simultaneous.
Let us consider a time diagram of a traffic light as an
example. It consists of three events: at time moment 0 the
green signal is lit, after 5 seconds, the yellow is ignited
and 5 seconds later the red signal is lit. Let us designate
these events as tgr een , tyellow , tr ed . Their interrelation is
∗

G.A.Fatkin@inp.nsk.su



t
=0

 green

tyellow = tgreen + 5


 tred = tyellow + 5.


(2)

Using matrix notation, it could be written as:
1
©
−1
«0

0
1
−1

0 t1
0
ª© ª © ª
0® t2 ® = 5®
1¬ «t3 ¬ «5¬

(3)

Let us note that we have numerated the events, threrefore
we have to keep their corresponding names in a vector:
00 Green 00
©00
ª
v =  Y ellow 00®
00
00
« Red ¬

(4)

In general case, the time diagram of an installation could
be described by a system of linear equations which could be
written in the following form:
At = b,

(5)

where t - the vector of the event times, A - the system matrix,
and b - the delay vector. We also need a vector v of the event
names.
For the time diagram to be correct, the matrix A has to
be invertible, in this case the system 5 is solvable. If matrix
A is not invertible, then there was an error in time diagram
specification. Let us formulate several other properties of
the matrix A:
1. Diagonal elements are 1.
2. Other elemets are either 0, or -1.
3. For a large system A must be a sparse matrix (most of
its elements are 0).
Last property is rather important in practice, because it
allows to choose an effective way of the matrix storage and
linear equations system solution.

EVENTS GRAPH
The matrix representation of time diagram is quite convenient for storage and computation of the event times but it
doesn’t allow to visually explore the relationship of events.
Let us deduce the following matrix:
G = E − A,

(6)

where E - is an eye matrix of the same dimension as A.
We can note that the matrix G is an adjacency matrix of
a directed graph. The vertex of a graph represents an event
TUPHA087
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presented as the following system of linear inequalitis:
Ct ≥ d,

(12)

Figure 1: Graph of the events for the traffic light.
and an edge represents a relationship. It is logical to place
a name of the event in the vertex, and to make the weight
of an edge equal to the appropriate element of the vector B.
Thus we get a representation of time diagram as a graph.
For the example let us construct the graph for a traffic
light.
0 0 0
©
ª
G = 1 0 0®
(7)
«0 1 0¬
This graph is presented at fig. 1. For the inverse transformation of the graph to the system of linear equations we
should calculate:
A = E − G,
(8)
and vector b should be the appropriate weights of the graph
edges.
It is easy to show, that because of the properties of the
matrix A, this graph is a directed graph without cycles, such
graphs are called trees. We could identify several trees by
searching for all the connected nodes. That way we can
probably identify subsystems. That will also help us to
determine a casual relationship between events. We are also
planning to use this tree representation for the tree view
control and therefore ease the operator’s work.

TIME CONSTRAINTS
It is usual to impose some constraints on the time diagram. Such constraints could be on the relative position
of the events, total diagram duration, positioning event in
some range, etc. All these constraints could be represented
as one or several linear inequalities. Let us assume for example that event t1 should happen in the interval [3, 6], and
event t2 should be later than event t1 from 2 to 5 time units.
This could be represented as the following system of linear
inequalities:
(
3 ≤ t1 ≤ 6
(9)
2 ≤ t2 − t1 ≤ 5
For the sake of simplicity we will analyze only non-strict
inequalites, because in practice any strict inequality could
be presented as a non-strict one with slightly moved limit:
a < b ↔ a ≤ b − δ, δ << 1.

(10)

We can also notice that the sign of the inequality could
easily be changed multiplying left and right parts by −1:
a ≤ b ↔ −a ≥ −b.

(11)

Using this property we can make all the inequalities use
the same sign. Therefore all the time constraints could be

where C - matrix of inequalities, t - event times vector, and
d - constraints vector.
E.g. (9), will have the following form:
1
©
−1

−1
«1

0  
3
© ª
ª
0 ® t1
−6®
≥ ®
®
1 ® t2
2®
−1¬
«−5¬

(13)

We can notice that for the large system matrix C would
be sparced ( as the matrix A) and would be composed mosly
of 0, 1 and -1. If we have the matrix C and the event times
vector t it is very easy to check whether this vector satisfies
the inequality. We can count the value of the vector Ct, and
check if all the components ar greater than d.
But there is a probability of an error when we specify the
inequalities system. Therefore we have to know whether the
system is solvable, namely if there is any vector t, so that
Ct ≥ d.
Let us present the system in a canonical form. For that let
us introduce the vector of the lag variables w,thus w = Ct −d.
Then the equivalent problem is formulated as follows:
 
 w
E−A
= b, w ≥ 0.
(14)
x
This problem is reduced to the classical problem of a
linear programming being the problem of minimization of
linear functional with some boundary conditions:
min{(c, y), Dy = e, y ≥ 0},

(15)

where we have to assume the objective function c = 0.
To solve this problem we can use an algorythm using the
simplex-method (e.g. linprog from scipy.optimize [1, 2]).
The algorythm will eithr provide us the first vertex of the
convex polyhedron which is the edge of the solutions of the
system of linear inequalities, or it will determine that the
system is unsolvable.

PRACTICAL REALIZATION
For the prototype practical realization a Python program
using numpy [3], scipy and networkx [4] was developed.
The program consists of several parts: Time Editor, Solver,
Export module. Time editor allows to construct matrix A
and vector set b, v by parsing a set of lines in the following
form:
Start = 0
HVCharge = S t a r t + 50 u s
A r c I g n i t i o n = S t a r t + 30 ms
Adc0 = A r c I g n i t i o n
D e g a u s s = A r c I g n i t i o n + 70 ms + 5800 u s
ModulatorA = D e g a u s s + 200 u s − 45 n s
M o d u l a t o r B = D e g a u s s + 200 u s − 25 n s
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ModulatorC
ModulatorD
ModulatorE
ModulatorF
ModulatorG
ModulatorH

=
=
=
=
=
=

Degauss
Degauss
Degauss
Degauss
Degauss
Degauss

+
+
+
+
+
+

200
200
200
200
200
200

us
us
us
us
us
us

−
−
+
+
+
−

15
10
10
45
15
30

ns
ns
ns
ns
ns
ns

A parser is capable to convert dimensions, the base unit
is chosen to be 1 ns. The equations editor based on Scintilla
component is provided. The program also allows to create
a list of lines from the system of linear equations. The
conversion is not reversible, as all the coefficients in the
matrix form are added (consider line 5 and further on). An
example of the unifying GUI is shown on fig. 2.
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Figure 4: Time editor export to TANGO scheme

separate program accepting a vector and channel names in
JSON format was written in Python. Based on mapping
rules it transfers times vector values to the appropriate devices in used control system software. Currently we have a
TANGO implementation written in pyTango for our timing
subsystem. It is schematically shown on fig. 4.

CONCLUSION

Figure 2: Example of a program window.
To store and create matrix A, a COO (COOrdinate) format
is used. In the Solver it is converted to CSR (Compressed
sparse row) using scipy. The Solver solves the linear equations system using scipy, or determines that the matrix is
irreversible. The conversion to graph and plotting the graph
is also realized. An example of the resulting plot is shown
on fig. 3.

A method was formulated for editing the time diagrams
of the complex physical facilities. A prototype realization of
editor and solver was written in Python, and an export module for TANGO was prototyped. We are planning to test it in
LIA-20 control system [5]. We also plan to create an export
module from the solver for EPICS and CX-Server control
systems and use it to create time diagrams on functioning
BINP accelerators.
We also plan to realize the check on the diagram consistency using a system of linear inequalities. The ideal
evolution of the program is the creation of an interactive
instrument that will allow: editing time diagrams in any of
the three forms (text representation, matrices or graph) and
plotting the events line of the time diagram.
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TIMING SYSTEM AT ESS
J. Cereijo García∗ , T. Korhonen, J. H. Lee, ESS, Lund, Sweden
Abstract
The European Spallation Source (ESS) timing system is
based on the hardware developed by Micro-Research Finland (MRF). The main purposes of the timing system are:
generation and distribution of synchronous clock signals and
trigger events to the facility, providing a time base so that
data from different systems can be time-correlated and synchronous transmission of beam-related data for for different
subsystems of the facility. The timing system has a tree topology: one Event Generator (EVG) sends the events, clocks
and data to an array of Event Receivers (EVRs) through an
optical distribution layer (fan-out modules).
The event clock frequency for ESS will be 88.0525 MHz,
divided down from the bunch frequency of 352.21 MHz. An
integer number of ticks of this clock will define the beam
macro pulse full length, around 2.86 ms, with a repetition
rate of 14 Hz. An active delay compensation mechanism
will provide stability against long-term drifts. A novelty of
ESS compared to other facilities is the use of the features
provided by EVRs in µTCA form factor, such as trigger
and clock distribution over the backplane. These EVRs are
already being deployed in some systems and test stands.

• Delay compensation for stability against long term thermal drifts.
A central top-level EVG generates a bitstream containing
timing events, data and synchronous clocks, which is sent
to the EVRs through several levels of FOUTs over an optical link. The EVG sends events from sequencers stored in
memory, from multiplexed counters that can also be used
to trigger the sequencers, from software or from external
inputs. When no other event is scheduled, the EVG sends
a null event, that is periodically replaced by timestampingrelated special events and a heartbeat. The time used for
timestamping is derived from GPS time. It is incremented internally but periodically re-synchronised with GPS to avoid
drifting too far away from the GPS-defined time. In each
event clock cycle the EVG also can send either data bytes
from a memory buffer or a distributed bus (DBUS) with 8
simultaneous clock signals sampled at half the event clock
frequency(each of them is sent every other cycle). Figure 1
shows the structure of the event clock cycles in the bitstream.

INTRODUCTION
ESS [1] is a collaboration of several European countries
to build the leading facility in Europe in neutron science. It
is being built in Lund (Sweden) and will start initial beam
operations in 2019 and complete construction by 2025. It
will produce neutrons by the spallation process, that basically consists of shooting a high energy proton beam to a
tungsten target. The neutrons generated are used by a number of neutron instruments to do science in a broad number
of disciplines. The proton pulses are up to 2.86 ms long
and generated with a frequency of 14 Hz. The Integrated
Control System Division (ICS) provides control systems for
the whole facility, including the global timing system used
to synchronise the operation of ESS subsystems to make it
operate as a single facility [2]. The timing system has the
following functionality that performs with deterministic latency: distribution of trigger events and clock signals across
the facility, timestamping of the events, actions and data,
and broadcasting of beam-related parameters.

TIMING SYSTEM ARCHITECTURE
The ESS timing system consists of an EVG, EVRs and
fan-out (FOUT) modules. Its main functionalities are:
• Trigger event distribution.
• Fast beam data distribution.
• Timestamping.
• Distribution of clock signals.
∗

javier.cereijogarcia@esss.se

Figure 1: Frame structure of the timing system bit stream.
The EVG creates the event clock by dividing the frequency
of the RF master oscillator of 352.21 MHz by 4, thus being
88.0525 MHz. The proton beam pulse frequency of 14 Hz
is created by counting 6,289,464 cycles of the event clock,
of 11.357 ns each. Figure 2 shows a rough sketch of the
machine timeline, where an event at 14 Hz defines the beam
cycle, and other important events are sent in relation to it.
The EVRs receive the bitstream, decode it and perform
the necessary actions, mainly generating output triggers with
parameters, such as delay, width or polarity, controlled by
software. Software triggers and interrupts are also generated
by EVRs, as well as sharing the beam parameters. The
EVRs also perform the timestamping with the "wall-clock"
time distributed by the EVG and which is kept internally
in between pulses. Figure 3 shows the timing distribution
system.

Beam Parameter Data
In addition to the timing events, the timing system has the
capability to broadcast important parameters of the proton
beam to the entire facility in a fast and reliable manner. The
data is written to a 2 kilobyte data buffer of the EVG and
then sent to the EVRs one byte every clock cycle when the
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Figure 2: Machine timeline example.
Table 1: Preliminary List of Beam Parameters Distributed
by the Timing System. Data items marked with * are further
explained in the following subsections.

Figure 3: Timing distribution structure.

Data item

Format

Beam repetition rate
Beam present
Accelerator mode*
Beam envelope mode*
Pulse length
Proton energy
Raster pattern*
Target segment

Unsigned integer (Hz, 1-14)
Boolean
Enumerated integer
Enumerated integer
Float (ms)
Float (MeV)
Enumerated integer
Unsigned integer

distribution is triggered. The data buffer is segmented to
allow partial updates of the data, with a segment length of 16
bytes. The transmission starts with a segment number that
defines the starting address in the data buffer. After an EVR
writes the received segments into its data buffer it raises
a completion flag, but only for the starting segment, even
if the transmission includes several consecutive segments.
There are also checksum error flags and segment overflow
flags. The last segment of the data buffer is reserved for
delay compensation data.
The data buffer is updated during one accelerator cycle
with information about the following cycle, so that it is available in advance of the start of the cycle and the controlled
subsystems can get ready. Table 1 shows a preliminary list
of the data to be included in the data buffer.

the proton beam, assuming a peak current of 62.5 mA, but
lower values are accepted and specified in other beam parameters. Transitions need permit from the protection systems.
Some possible examples of the beam envelope mode are:
no beam, probe beam (0 to 5 µs, 0 to 1 Hz), fast tuning (0
to 5 µs, 0 to 14 Hz), slow tuning (0 to 50 µs, 0 to 1 Hz) long
pulse verification (2.86 ms, 1/30 Hz), shielding verification
(low power, ~30 kW, production (2.86 ms, 1-14 Hz, 5 MW).

Accelerator Mode One of the parameters sent in the
data transmission is the accelerator mode, which defines the
activities allowed in the accelerator. The accelerator modes
are shown in Table 2. The transitions between modes are
slow and driven by operator intervention. Only some transitions between the different accelerator modes are allowed,
and they require authorization of safety and protection systems.

The Experimental Physics and Industrial Control System
(EPICS) [3] is a well known software toolbox for creating
distributed soft real-time control systems for scientific facilities such as a particle accelerators, telescopes and other large
scientific experiments. The communication between EPICS
and the real world is realised by Input/Output Controllers
(IOCs).
The EPICS integration of the timing system is realised
by the mrfioc2 driver [4], developed and widely used by
the EPICS community, and which provides access to the
whole functionality of the EVG and EVR modules. ESS

Beam Envelope Mode The beam envelope mode describes an "envelope" (limits) of accepted characteristics of

Raster Pattern The raster pattern is a way of implementing the beam repetition rate in an almost arbitrary pattern. It has 14 slots where each slot may or may not have
beam. There are a number of predefined patterns.

EPICS INTEGRATION
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Table 2: List of Accelerator Modes. LoS stands for Line-ofSight.
Name

Description

Shutdown

Ion source, most components off, except non-hazardous systems. Tunnel
access possible.
RF systems could be on, but proton
RF Power
production off. Intended for RF test.
Source
Source plasma on, no beam extraction. Access to tunnel (but not source
cage) possible.
P-beam to Tuning dump; tunnel
Studies Dump
closed. Access to LoS instruments
only if primary shutters closed.
Studies Target
P-beam to target. Target areas and
tunnel "searched and locked"; no access to LoS instruments.
StartUp Target Test Same as Studies Target.
StartUp Low Power Same as Studies Target
StartUp Ramping Same as Studies Target.
Production
Same as Studies Target. Neutron production.

Figure 4: MTCA-EVR-300.
EVM is not yet available, so the initial installation will consist of VME-EVM-300 in VME form factor acting as FOUTs
and a MTCA-EVR-300 with a specific firmware (FW) acting
as EVG, since it meets all the hardware requirements.

STANDALONE MODE
has selected EPICS and mrfioc2 for configuring the timing
system components, for example the actions of EVRs to
event codes or how they handle the data distribution.

HARDWARE
ESS uses the MTCA-EVR-300 and PCIe-EVR-300DC
EVRs provided by Micro-Research Finland (MRF) [5],
which are already being deployed in some systems and test
stands. The PCIe-EVR-300DC, due to its small form factor, only has a SFP and a micro-SCSI type connector that
interfaces the IFB-300, a board with 8 slots for double outputs/inputs mezzanine modules available in different types
(TTL, TTL 5V, LVPECL, etc). The MTCA-EVR-300 comes
in two flavours, one with the same micro-SCSI type connector as the PCIe-EVR-300DC, and another with two slots
for the universal modules. Both flavours also have a SFP,
2 TLL inputs, 4 TTL outputs, 32 RTM connectors and 10
backplane connectors. These backplane connectors are of
special importance at ESS as they will allow for a reliable
and clean installation with less cables, since all the fast acquisition and processing will be done in µTCA AMCs and
RTMs [6, 7]. The backplane connectors run the 8 bussed
trigger lines shared between all the AMCs, which are used
for triggers, and the 2 clock lines for providing low jitter signals that can be used for clock generation or arbitrary pattern
generation (following certain rules); the main use will be
distributing the event clock and other high precision clocks.
The MTCA-EVR-300 with micro-SCSI type connector is
shown in Figure 4.
ESS will use an EVG and FOUT integrated into one module, called Event Master (EVM) in µTCA form factor. This

In the current phase of ESS a lot of systems are still being designed and tested, many of them requiring timing for
running. These systems are located in many different locations, not just in Lund where ESS is being built, but also
in different European countries where ESS in-kind partners
are designing and buildings parts of ESS. Because of that
and the cost of providing every system with its own copy
of the timing system, including at least one EVG and one
EVR, a different approach for providing timing has been
implemented. The latest versions of the MTCA-EVR-300
and PCIe-EVR-300DC EVRs FW have a sequencer implemented, which is identical to the sequencers found in any
EVG. The sequencer is usually triggered by prescalers that
divide down the frequency generated by a fractional synthesizer that is present in the EVR, but can also be triggered
from other sources such as pulsers, the distributed bus, or
manually with a software trigger. The most common use of
the sequencer is just to provide a 14 Hz event that mimics
the beam cycle, which is used to trigger different outputs.
Harmonics of this frequency are usually also implemented.

UPLINK STREAM
There is an uplink stream from the EVRs to the EVG
that works in parallel to the normal, downlink bitstream. It
is used as a fast communication mechanism to inform the
EVG mainly about hardware or other type of failures and
trigger the post mortem functionality. The protocol used
is the same as the downlink stream: there are 256 events
available to be sent at a frequency of 88.0525 MHz. The
events are triggered from the EVRs’ TTL inputs, specially by
the machine protection system and interlock system. When
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the uplink events reach the EVG, they are replicated and sent
over the downlink stream to all the EVRs. The EVRs then
stop a circular buffer present in the µTCA crates that stores
the last actions and their timestamps. This circular buffer is
consumed by the post mortem system to gain information
on the moments previous to the failures.

MINI-IOC
An in-kind partner of ESS, the Tallinn University of Technology, is developing an embedded EVR called miniIOC
based on Zynq [8], a System-on-Chip that integrates an
ARM [9] processor and FPGA. Its purpose is to replace the
µTCA crate that ICS uses [6, 7] in remote locations with
limited space and accessibility, where the µTCA crate is not
feasible or cost efficient. The miniIOC is a light and compact standalone embedded computer system consisting of a
central CPU and programmable logic (together integrated in
the Zynq SoC). It is capable of running Linux with limited
functionality and IO interfaces but precise timing and synchronization, with EVR functionality integrated in the FPGA
that also provides interfacing logic for FMC extension IO
cards. It has an optical transceiver for the timing bitstream,
DIN-rail mountable form factor, and an Ethernet interface
for communicating with the control system, remote management (reboot/restart, power cycling, software updates,
etc) and booting from network, with no local storage of SW
images (Uboot, linux image, FPGA image, etc). Special attention is turned to high reliability and remote manageability
aspects, low power consumption with passive cooling only
and no moving parts such as cooling fans. Figure 5 shows
the system architecture sketch of the miniIOC.
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JACoW Publishing
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CONCLUSION
This paper presents the timing system used at ESS. After
a general overview and description of its integration in the
ESS control system, a series of characteristics is described in
more detail: the beam parameter data broadcast mechanism,
the specific timing hardware used at ESS, the new standalone
mode intended for testing and the uplink stream. Finally
the development of the miniIOC by an in-kind partner is
introduced. As ESS is still in design and construction phase
some of the details presented in this paper might change.
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TiCkS: A FLEXIBLE WHITE-RABBIT BASED TIME-STAMPING BOARD
C. Champion1, M. Punch‡, R. Oger, S. Colonges, for the CTA Consortium,
APC, Univ Paris Diderot, CNRS/IN2P3, CEA/Irfu, Obs de Paris, Sorbonne Paris Cité, France,
and Y. Moudden, CEA – Cadarache / DRF / IRFM / STEP / GEAC
Abstract
We have developed the TiCkS board (Time and Clock
Stamping) based on the White Rabbit (WR) SPEC node
(Simple PCIe FMC carrier), to provide ns-precision timestamps (TSs) of input signals (e.g., triggers from a
connected device) and transmission of these TSs to a
central collection point.
TiCkS was developed within the specifications of the
Cherenkov Telescope Array (CTA) as one of the
candidate TS nodes, with a small form-factor allowing its
use in any CTA camera.
The essence of this development concerns the firmware
in its Spartan-6 FPGA (Field-Programmable Gate Array),
with the addition of: 1) a ns-precision TDC (Time-toDigital Convertor) for the TSs; and 2) a UDP stack (User
Datagram Protocol) to send TSs and auxiliary information
over the WR fibre, and to receive configuration & slow
control commands over the same fibre.
It also provides a PPS (Pulse Per Second) and other
clock signals to the connected device, from which it can
receive auxiliary event-type information over an SPI link
(Serial Peripheral Interface).
A version of TiCkS with an FMC connector (FPGA
Mezzanine Card) will be made available in the WR
OpenHardware repository, so allowing the use of a
mezzanine card with varied formats of input/output
connectors, providing a cheap, flexible, and reliable
solution for ns-precision time-stamping of trigger signals
up to 400 kHz, for use in other experiments.

CTA: CHERENKOV TELESCOPE ARRAY
The Cherenkov Telescope Array (CTA) [1] will be a
gamma-ray observatory in the very-high-energy range
(VHE, above around 30 GeV), consisting of over 100
imaging atmospheric Cherenkov telescopes (IACTs)
distributed over two sites, one in each hemisphere; La
Palma, Spain and the Atacama desert in Chile. The
telescopes detect the few-nanosecond Cherenkov light
flashes from the showers of particles (EAS, Extended Air
Showers) initiated by gamma rays from cosmic sources,
but also those produced by charged cosmic rays, which
are thus background noise.
CTA will use a SoftWare Array Trigger (SWAT) to
detect time coincidences – within a window up to 100 ns
– between the signals from each telescope’s Camera
Trigger Management electronics (CTM). This allows the
rejection of non-coincident images from Night-Sky
Background light or isolated muons, and the “eventbuilding” for stereoscopic events. Such a SWAT can be
more flexible than a hardware trigger using transmission
of analogue trigger signals and delay lines to correct for
differential delays due to different sky-pointings.
______________________________________________
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The SWAT needs accurate relative TSs from each
telescope’s CTM, which it can correct in software for the
telescope pointing directions, and identify coincidences
within a flexible coincidence window, with a flexible
topology and coincidence logic.
The White Rabbit (WR) technology has been adopted
by CTA for this time-stamping. The TS relative accuracy
for trigger coincidence identification for event-building is
only at the tens of ns level. But, the timing information in
the “wave-front” of Cherenkov photons hitting the array
may contain further information, though likely redundant
with the imaging information. Nonetheless, since the WR
technology permits this, a 2 ns rms relative accuracy
requirement was adopted CTA’s timing nodes TSs.

WHITE RABBIT TECHNOLOGY
White Rabbit [2] is an Open Hardware and Software
project to provide sub-nanosecond synchronization
accuracy combined with the flexibility and modularity of
real-time Ethernet networks, based on timing
synchronization over mono-mode fibres. It was initiated
by CERN, the GSI Helmholtz Centre for Heavy Ion
Research, and other partners from universities and
industry starting in 2009. It is hoped that White-Rabbit
will become a high-performance standard implementation
of a future revised Precision Time Protocol.
For the purposes of CTA, WR permits to distribute the
time from a central clock system to WR “nodes” in each
telescope camera, over a hierarchical network of WRcompatible switches located at the array control centre.
The WR-nodes time-stamp trigger signals from CTMs;
both for “read-out” events for which there should be
corresponding image data, and for “busy” triggers for
those cameras which have dead-time (since the overall
trigger pattern is useful at the event-reconstruction level).
Event and PPS counters in the camera’s trigger
electronics and its WR-node allow the image data to be
combined with their time-stamps.
The White-Rabbit network itself may be used to collect
the time-stamps from all telescopes at a central point,
where the trigger coincidence logic can be implemented
in a SoftWare Array Trigger (SWAT), and the
coincidence information forwarded to each camera’s dataprocessing pipeline to allow non-coincident trigger image
data to be dropped.

TICKS: TIME & CLOCK STAMPING
We have developed the TiCkS board (Time and Clock
Stamping) based on the WR SPEC node (Simple PCIe
FMC carrier) [3].
The signals which are exchanged with the trigger
electronics of the camera, using LVDS pairs (Low
Voltage Differential Signalling) for transmission, follow
the agreed CTA interface definition:
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• Camera → TiCkS:
○ Read-out Trigger signals
○ Busy Trigger Signals (Optional, only used

for cameras with non-negligible dead-time)
(Optional) SPI (Serial Peripheral Interface)
clock, data, and chip-select lines
• TiCkS → Camera
○ PPS signal (Pulse Per Second), synchronized
with the central clock via White Rabbit
○ 10MHz clock, aligned with the PPS (for the
cameras under test for this development,
other cameras may use a different frequency)
○ External trigger signal, where the TiCkS
trigger the camera at a defined TAI time.
This interface suffices to achieve the time-stamping and
timing system monitoring functionality required by CTA.
○

Hardware
The SPEC node has been modified to reduce the form
factor to 16.4✕6.0✕2.7 cm, removing the unused elements
which are the PCI controller and connector, DDR3
memory, one of the SATA connectors, and – for the
CTA-specific version – also the FMC connector which is
replaced by two RJ45 jacks.
The power circuitry was adapted to allow 24V supply
for the CTA-specific version. This only necessitated a
change in the value of certain capacitors, inductances, and
MOSFET, with the voltage regulator remaining the same.
Thus, either the 12V or 24V supply version can be chosen
when the board is stuffed. A more sturdy power
connector (Buchanan terminal block) is chosen for the 30year planned lifetime of CTA, for operation in cameras
which reposition quickly.
The current drawn in operation is 160mA at 24V, so the
power consumption is under 4W. The cost of a small
serial production (~5) is under 500€ per board, including
the SFP module interface to the fibre-optic cable.

Firmware
The firmware of the TiCkS is based on the standard
WR core (v4.0 [4] was used in the tests below).
The WR-core provides a PPS and 125 MHz clock
(referred to as “WR-clock” below) which are
synchronized with the central clock over the fibre and
WR switch link. So, natively, it can time-stamp signals
with 8 ns precision.

Figure 1: Photo of the TiCkS board. The two RJ45
connectors are on the left (“A” being the required timing
connector, and “B” the optional busy and serial interface
connector), with the cage for the SFP module on the right.
The mini-USB connector is on the underside of the board.
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To achieve ns-precision time-stamping of the input
trigger signal, we use a 8-bit I/O-SerDes (Input/OutputSerializerDeserializer) clocked at 1 GHz SDR (Single
Data Rate), where the 1 Ghz is generated by a Xilinx PLL
from the WR 125 MHz clock. This is used as a shift
register, and with some programmable logic resources for
resynchronization purposes. We name this the “fineTDC”. The trigger signal from the CTM is fed into this
fine-TDC, and in parallel is sent to the event counter (for
which, the signal must be >20 ns to be counted).
A counter referred to as the “coarse-TDC” is used to
keep track of the ticks of the WR-clock (every 8 ns). This
counter is zeroed by the WR-PPS signal. At each tick of
the WR-clock, the contents of the fine-TDC shift register
are read, the presence of a rising front (reading
MSB→LSB) in the register raises a flag that the fineTDC has data, with the front position giving the number
of nanoseconds since the last WR-clock tick. The flag
triggers the read-out of the coarse-TDC counter together
with the WR-provided International Atomic Time (TAI)
seconds value, and a new flag that these data are ready is
raised. These data constitute the full ns-precision TS,
which is stored in a buffer. Finally, the coarse TDC is
incremented whether or not there was a trigger.
On the subsequent tick of the Spartan-6 system clock
(at 62.5 MHz), if there is a flag that the time-stamp is
ready, the LSB (least-significant bit) parts of the data are
put in a FIFO, where these are described in the “Data
format, reception, and control” section below, and is
resynchronized with the 62.5 MHz domain to avoid
metastable states, after which the data-ready flag is
lowered again. The FIFO used is one provided by the
WR-core, with a width of 96-bit words (12 bytes) and a
depth of 40 words (twice the depth of the packets of
events which are sent, see below).
We found that a significant dead-time was introduced
during the read-out of the 96-bit word FIFO to the 16-bit
word UDP stack (6 clock cycles per event). To get
around this, as a “fix” we use a MUX (multiplexer) to
switch between two such FIFOs, in ping-pong mode.
The accompanying SPI data, currently 16-bits of eventtype and related data, is awaited, and added to the word in
the FIFO. The SPI-core used is that from OpenCores [5],
running at 50 MHz, so it should take ~320 ns for the
16 bits of data to arrive from the CTM. Once it is ready,
the SPI data register is added to the word in the FIFO, but
in any case a time-out is implemented currently at 400 ns,
after which the TiCkS allows new triggers to be input for
time-stamping.
Note that this procedure is applied independently for
both the read-out triggers and the busy triggers, with two
instances of all TDCs and counters being implemented for
this purpose.
Once the FIFO has reached 20 events, or after a
predetermined time-out of 200 ms since the previous time
it was emptied, then the full parts of the final TS (LSB
and MSB, Most Significant Bits), and the full contents of
the counters are added as a “tailer”.
The resulting “bunch” of up to 20 events with their
tailer is sent over the WR-fibre and WR-switches link to a
predefined address using the UDP protocol. We use the
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UDP stack from OpenCores [6]. The choice of UDP was
made for simplicity and availability, with the
consideration that UDP can reach higher throughput than
TCP or more complex protocols, with faster connection
setup since there is no initial handshake, and achieving
faster packet delivery times, lower latency, and less risk
of overloading the network by re-sending of lost packets
(since UDP drops packets silently). But, there is the
corresponding risk of some packet drop, which is
mitigated by having the WR network on its own VLAN,
and as shown below is negligible at the rates considered
for CTA.
The firmware has the following summary
characteristics, for the Spartan 6 xc6slx45t-3fgg484
target device and version ISE 14.7, it is using 6735 slice
registers (12% of the available resources), and one of the
eight high-speed I/O buffers (BUFPLL), but all four of the
available Phase Locked Loops (PLL_ADVs).

Data Format, Reception, and Control
Data Format: The data format was refined over
several iterations in order to minimize the average event
size. Individual event records contain only the Least
Significant Bits (LSBs) of the different counter and TS
fields, i.e., those which are susceptible to change within a
bunch given its number of events and limit in time due to
the time-out for sending bunches, allowing this event size
to be reduced to 12 bytes. The 20-byte bunch tailer
contains the full information for the counters and fields
for the final event, with which each event can be
unambiguously reconstituted.
If every event contained the full information, then
157 bits would be required (i.e., just under 20 bytes) plus
42 bytes of overhead. Whereas, packing the events in
bunches of 20 gives a reduction of average event size to
15 bytes with overhead, so a reduction of 75%. This may
be important since the WR links are currently at 1 Gbps.
A further advantage of grouping the events in bunches,
is that it is strongly discouraged to have too-small packets
(requiring CPU processing power for reception) or toolarge (with higher probability of loss and fragmentation).
A size of around 500 bytes is usually recommended,
which is close to the 302-byte packets resulting from the
20-event bunches plus tailer, plus other overheads.
For a telescope at a maximum rate of 15 kHz, this gives
a TS and associated data stream of 1.8 Mbps, which must
traverse the 1 Gbps WR link, but at the uplink of the WR
switch, it must share this with the other – up to 17 –
telescopes on that switch. So the maximum rate could be
31 Mbps at that point, or only ~3% occupation (with an
equivalent packet rate below 13000 packets/second).
Note that in a previous version of the WR-switch
firmware (v3.3) the switch started to lose frames at high
link loads, especially at low (~64-byte) payloads (see [7]).
Though this problem has been resolved in the latest
firmware versions, we consider it nonetheless prudent to
have payloads of reasonable size combined with rates on
the link which are far below 100%.
Data Reception: For the reception of the bunches, we
have implemented a library in “c” which decodes the data
bunches which arrive via UDP and reconstitute the events
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individually in a standard c structure, with no packing.
This library can be used by whichever instance is required
to receive the TSs and associated data.
For the tests described below, a process receives the TS
bunch stream and either writes the TS data for later
analysis, or produces a histogram of the distribution of
times between successive events and successive event
numbers. This has been essential for the initial debugging
phase. The test-bench acquisition ran on a rather old PC
with an Intel Core2 Duo Processor E8600.
Testing our decoding library gives that 13 ns are
required for decoding, 34 ns if additionally each event is
added to a histogram, and 583 ns if they are also all saved
to disk. So, even old hardware should be able to treat up
to 1.7 MHz of TS data, which is a factor >4 above the full
CTA Southern array TS rate from all telescopes.
For integration tests with CTA cameras, we have
implemented a process which receives the UDP TS bunch
stream, decodes it into the c-structure per event, and sends
it on over TCP to the Camera event builder. Note that the
downstream links no longer have the WR 1 Gbps limit,
but are rather at 10 Gbps, so there is no need to pack the
events for best performance. This set-up has successfully
operated for the integration tests with partial cameras of
the MST-NectarCam and LST cameras (see [8] for the
common CTM, named the Trigger Interface Board).
Control: The TiCkS board is controlled by sending it
commands using the UDP stack.
For the initial configuration, it obtains its IP address
from a DHCP server which should be available and
configured on the network, otherwise it defaults to a fixed
address. Then, it should be sent the MAC address to
which it should send its bunches, while the corresponding
IP address is computed from the TiCkS’s own IP address
by replacing the final 10 bits with a fixed value, and the
port to which it sends these is a pre-defined fixed value.
With this configuration, the TiCkS can send its bunches to
a designated machine on the network.
Another command permits to send the TiCkS a precise
time in TAI at which it will then emit an “external
trigger” to the CTM. For simplicity of implementation,
always aligned with the 8 ns precision of the WR clock.
Two further commands allow to ensure that the
counters in both the CTM and the TiCkS are reset
simultaneously following a well-defined state machine.
The “reset” command to the TiCkS sets the event and PPS
counters to zero, and maintains them in that state. The
counters in the CTM can then be reset via the camera
control, and the CTM placed in a “get-ready” state in
which it awaits a (false) external trigger from the TiCkS
before re-starting triggering. The “get-ready” command
sent to the TiCkS then will cause it to send an external
trigger just after the succeeding PPS, at which point both
the CTM counters and the TiCkS counters will be
synchronized at zero, and both will go into the “running”
state. However, it should be relatively simple in software
to determine counter offsets at a given time, e.g., after the
PPS, so this procedure may not be required.
In a future version we plan to also add further
commands, such as: to configure the IP address and port
that the TiCkS sends the data; to set the wait time for SPI
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between events (or minimum time between triggers); and
to set the time-out after which a non-full bunch is sent.
The current defaults are reasonable for normal operation,
but these changes should be quite easily implemented, as
not affecting the delicate timing logic.
We plan to also implement a “throttle” to avoid the
TiCkS overwhelming the WR system if it receives
spurious triggers at a high rate, by requiring a minimum
time since the start time of a bunch before allowing
triggers for a new bunch, equivalent to setting maximum
sustained rate.
Finally, we have noted that the newest version of the
WR-core (from 4.0 upwards) now includes SNMP
monitoring (Simple Network Management Protocol) as a
standard, so that the node performance can be easily
monitored using standard tools, including the WR node’s
PLL lock state, Return-Travel Time, TAI value, and many
other useful parameters.

MEASUREMENT AND TEST
Test-bench Set-up
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Dual-Inline Package – DIP – switches). This was
implemented using the 20 LSBs of a 32-bit linearfeedback shift register (LFSR) clocked at 100 MHz,
so giving a pseudo-random integer each 210 ns. This
defines the minimum time and minimum interval. In
order to simulate the operation of those cameras with
dead-time, the trigger was sent on the “busy” output
if the time since the last trigger was <380 ns,
otherwise it was output on the “read-out” line.
•

Alignment of the PPS and 10MHz Outputs

We have verified that the alignment between the PPS
pulse and the 10 MHz clock output from the TiCkS board
is small and stable over many cold restarts of the TiCkS
board. This was achieved by creating a 200 MHz clock
from the WR 125 MHz clock using a Xilinx PLL, and
then dividing this clock down to 10 MHz with a simple
counter, with this counter being started at the first PPS.
This was taken care of since some cameras may rely on
this for their internal timing. An example of this
alignment is shown in Fig. 3, and is measured to be
always below 1 ns.

For testing the time-stamping and throughput
capabilities of the TiCkS firmware, as well as the
operation of the TiCkS board implementation, we use the
test bench shown in Fig. 2.

Figure 3: Check of the alignment between the PPS (blue
trace) and the 10 MHz clock (purple trace) output from
the TiCkS board.

Maximum Event Rate Tests, and Missing Events

Figure 2: Set-up used for testing of the TiCkS board.

Two options were developed on this test-bench for the
generation of event-trigger pulses:
1. Triggering from an external pulse generator with
adjustable frequency, where the “Telescope
Simulator” simply transforms the input to LVDS,
adds SPI information, and fans-out these LVDS
outputs simultaneously to a CTA-RJ45 mezzanine
card and thence to the TiCkS board, and in simple
TTL (Transistor-Transistor-Logic) for the event
trigger information only, to an output connected to
the SPEC board with its DIO (Digital I/O)
mezzanine board.
• On the “Telescope Simulator”, creating a random
trigger with Poissonian distribution in time, with
programmable average frequency (via the ML507’s

With the pulse generator input, and both TiCkS and
SPEC being triggered, we have verified the response to
fixed-frequency trigger inputs, by examining the
histograms of times of successive events (ΔTintra). If a
trigger is missed in this mode, it can be clearly seen since
the resulting ΔTintra will be twice the average value.
For increasing fixed trigger frequencies input, we
measure on samples of a few 108 triggers that there is no
loss of events up to 320 kHz, with a slight loss at
400 kHz, and rising losses beyond that rate.
The corresponding distributions of ΔTintra are not
shown, since they mainly show the stability – within
±10 ns – of the pulse generator.
For the random triggers, some such ΔTintra distributions
are shown in Fig. 4, and are very well fitted by an
exponential, as expected, with no obvious features.
Looking for events which are seen in one card but not the
other gives an incorrect estimate of the missed events
since they will be correlated between the two cards.
A better estimate simply identifies skipped events,
since the event counter is incremented even if the timestamp cannot be formed because of dead-time or
buffering loss in the time-stamping mechanism. This
fractional loss is 0 at and below 9.5 kHz, and ~10 per
million at 19 kHz which can be translated into an
equivalent dead-time below 1 ns, which is negligible
TUPHA090
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Figure 4: Time difference between successive injected
events (random with Poisson distribution) for three typical
average frequencies.

especially as a dead-time (~30 ns) is in any case required
for a telescope to not re-trigger on the same shower.

Time Stamping Stability Between Boards
For both of the test set-up options described above, we
examined the distribution of TSs compared between the
TiCkS and the SPEC (ΔTinter), using a simple coincidence
window. This is shown in Fig. 5 for a fixed 10 kHz input
frequency from the generator, both with and without an
additional 62.3 ns cable delay. The distribution for a
given measurement is confined to adjacent ns bins, and
adding the cable delay shifts ΔTinter as expected. For the
randomly generated triggers, the distribution is similarly
well-constrained.
Therefore, we conclude that the TiCkS hardware and
firmware is well-capable of time-stamping input trigger
signals with fixed or random time distribution, with little
or no loss at the rates at which CTA will operate.

CONCLUSIONS
We have developed and tested a TiCkS White Rabbit
node based on the SPEC, with a scaled-down form factor
and fewer components, with a firmware with additions to
the WR core which allow ns-precision time-stamping to
better than ns WR accuracy for two input channels (“read
out” and “busy” triggers), the management of event and
PPS counters for matching these time-stamps with the
corresponding event data, and the transmission of these
time-stamps, counters, and auxiliary data in a well-packed
format to a defined address over the WR links.
We have added other functionalities such as SPI input
for accompanying event types with accompanying
minimum time between events.
We have shown that the TiCkS is capable of handling
the rates expected for CTA in both fixed-frequency and
random trigger input tests with negligible or no loss.
We plan to make the TiCkS firmware available both in
a version which can be used on the TiCkS board with the
CTA-defined 2xRJ45 connectors with LVDS signals, and
also in a version which can be used on a SPEC board with
the DIO mezzanine card, taking simple TTL signals (but
the latter not including the SPI and Busy functionality).
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Figure 5: Time difference for injected events as measured
by the TiCkS and SPEC WR-nodes. For the second
measurement, a cable with measured transit time of
62.3 ns was added. For the random injected events, the
distribution is similarly restricted to adjacent ns bins.

Together with this, we plan to make available the
hardware version of the TiCkS board with an FMC
connector rather than the 2xRJ45 CTA connectors.
These will soon be placed on the Open Hardware site
where many other WR projects are hosted (see references)
– once the reliability analysis has been completed for a
hardened design reaching the goal of 15-year CTA
operations between upgrades.
It will be available for the use of the CTA and wider
communities, for whom such nanosecond time stamping
in a low-cost, low-power package may be interesting.
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Abstract
A new timing system based on White Rabbit (WR) is
being developed for the upcoming FAIR facility at GSI in
collaboration with CERN and other partners. The General
Timing Machine (GTM) is responsible for the
synchronization of nodes and distribution of timing
events, which allows the real-time control of the
accelerator equipment. WR is a time-deterministic, low
latency Ethernet-based network for general data transfer
and sub-ns time and frequency distribution. The FAIR
WR network is considered operational only if it provides
deterministic and resilient data delivery and reliable time
distribution. In order to achieve this level of service,
methods and techniques to increase the reliability of the
GTM and WR network has been studied and evaluated.
Besides, GSI has developed a network monitoring and
logging system to measure the performance and detect
failures of the WR network. Finally, we describe the
continuous integration system at GSI and how it has
improve the overall reliability of the GTM.

FAIR GENERAL TIMING MACHINE
The FAIR General Timing Machine (GTM) is
responsible
for the synchronization of Front End
Controllers (FeC) with nanosecond accuracy and
distribution of Control Messages (CM) for the hard realtime control of the GSI and FAIR accelerator complex.
The hard real-time control is achieved in several steps.
First, the Settings Management [1] distributes the settings
of the FeCs over a standard network. Second, the
activities in the FeCs are prepared by the Front-End
Software FESA [2]. Finally, the GMT generates on-time
actions at the FECs thanks to the CM broadcasted by the
Data Master (DM) [3]. These CMs are sent over the
White Rabbit (WR) [4] network, which is also responsible
for the synchronization of the FeCs, DM and WR
switches.

does not produce beam. Therefore the loss rate of CM in
WR network cannot go beyond 1 CM per year.
Table 1: FAIR GTM Requirements
Requirements
Time Resolution
Precision (Std dev.)
GMT Reaction Time
CM Failure Rate
CM Loss Rate
Num FeCs
Links Distance

FAIR GMT
1 to 5 ns
≤10 ps
≤10 ms
3.17 10−12
1 CM/year
≤ 2000
1 to 2000 m

BUILDING A RELIABLE GENERAL
TIMING MACHINE NETWORK
The Figure 1 depicts the components and topology of
the GTM network. The network is established by the
interconnection of WR Switches and WR Nodes using
fibre optic cables. The GTM network is meant to transport
CMs to the FeCs and synchronize the WR Nodes of the
FeCs. According to the requirements of the GTM, Table
1, the WR network has to provide and guarantee timing
and data delivery even under abnormal operations and
conditions. Therefore the reliability of the GTM WR
network relies on:
• Ethernet traffic delivery within upper-bond latency.
• Synchronization of the network and FeCs.

The GMT have been designed to scale up to 2000 FeCs
and synchronize them in the range of 1 to 5 ns with ps
precision. The GSI and FAIR accelerator facilities
requires the GMT to work reliably in routine operation
24/7.
The GMT is linked to other systems and must be able to
react, within 10 ms, to interlock and external signals [5].
All systems connected to the timing system depend on it’s
high availability. Distribution of CM must be guaranteed
for commissioning and testing even when the accelerator

Figure 1: Overview of the FAIR general timing machine.
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Ethernet networks, like WR, don’t provide by definition
any mechanism to guarantee the level of reliability
required by the FAIR GTM. In order to increase the
reliability of the networks, companies and standardization
groups have developed since years protocols and
techniques. The WR Switch has already adopted some of
these mechanisms.
In the next sections, we describe methodologies and
strategies to achieve reliable data and timing delivery,
either adopting existing features of the WR switch or
proposing new approaches.

Resilient Data Delivery
The principal source of network traffic in the GMT
network is the DM. The DM broadcasts CMs from the top
of the network to all FeCs. It is critical for the control of
the accelerator complex resilient deliver of CMs to the
FeCs over the GMT. Single point of failures (SPOF) in
the network or bit errors in the Ethernet frames may be
the cause of unsuccessful delivery of data.
The GMT network overcomes SPOFs deploying
redundant components: WR switches and links. As the
Fig. 1 shows, the tree topology of the GMT network can
overcome SPOFs thanks to the redundant links between
the WR Switches. Unfortunately, this strategy, redundant
links, creates undesired logical loops in the network.
A family of network protocols, the Spanning Tree
Protocols, could be used to create spanning tree
topologies. These protocols disable those links that
doesn’t belong to the spanning tree. In the event of link
failure, SPOF, the protocol reconfigures the spanning tree
and enables the redundant link to solve the SPOF. During
the reconfiguration, Ethernet frames may get lost and
won’t be delivered. An Enhanced versions of Spanning
Tree Protocol [6], supporting seamless redundancy, has
been proposed and tested in the White Rabbit community.
We propose an alternative to the Spanning Tree
Protocols, the Link Aggregation Protocol (LAG) [7].
LAG provides methods to combine multiple links of a
network to form a single link. This approach provides
redundancy in the network without loops and
reconfiguration of the topology. The links compressed in a
LAG are always active. In the event of SPOF, the LAG
engine is notified and will forward the frames only to the
active links. A set of rules defined by the users in the
LAG engine, determine the output link, among the
aggregate links, for every incoming frame.
Ethernet frames travel over a noise and imperfect
channel, the Ethernet network. Bits of the frame may be
altered in the channel for different reasons, resulting in
flawed or lost frames. The loss rate of CMs required by
the GTM is 1 CM per year, 3.17 10-12,, expressed in terms
of failure rate. The global bit error rate (BER) of the
GTM network is 4.10−11, 3.17 10-10 in terms of frame error
rate (FER) [8]. The GTM BER and FER are calculated
taking into account: logical topology of the network,
number of FeCs, BER of cabling and traffic bandwidth.
TUPHA091
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The loss rate of frames in the GMT network is ten times
bigger than the specified. Classical network protocols,
like TCP, achieve resilient and reliable data delivery
retransmitting the missing frames. Unfortunately, we can’t
rely on retransmission since the delivery of the CMs
won’t be anymore within the specified upper-bound
latency. An alternative technique to retransmission, is the
Forward Error Correction (FEC). This technique consists
in sending, from the DM, the original CMs and redundant
data generated by a coding algorithm. This redundant
information allows the FeCs to detect and correct a limit
number of bit errors in the frame using a decoding
algorithm.
The Fig. 2 shows a FEC scheme capable of overcoming
the loss of packets in the network and fix bit error in the
Ethernet frames. The encoding is done in two steps. First,
the CMs are encoded using the linear error correcting
called LDPC [9]. The LDPC code generates redundant
data using the original CM. The DM sends the original
CM along with the redundant information encapsulated in
N frames. The LDPC are able to retrieve the original CM
if at least M out N frames are delivered. The selection of
N and M depends on the use case and it has to be carefully
calculated. In the second step, the LDPC encoded frames,
in turn, are encoded using the Golay Code [10]. This code
is able to detect bit errors in the Ethernet frames and
repair up 3-bit errors.

Figure 2: GTM forward error correction scheme.
In conclusion, the LDPC provide resilience against loss
of frames in the network and the Golay Code repairs
flawed frames. For the FAIR GMT we propose a LDPD
with N=3 and M=2.
As we have stated before, the LAG is a suitable
protocol for seamless redundancy in the event of a SPOF.
Yet the LAG can not avoid losses of CMs if a network
device fails (e.g. fibre optic) and CMs were in transit. The
LAG uses a set of rules, defined by the users, to forward
the frames among the aggregated links. These rules can
be defined in such a way that the LAG forwards the
encoded frames in specific links creating a multipath. The
encoded frames reach the very same FECs following
different paths. The Figure 1 illustrates the multipath
strategy. The dashed lines represent a LAG groups, two
links per WR switch. The half of the encoded frames
follows a complete different path as the other half of the
frames. If the LDPC encoder is capable of retrieving the
original CM receiving two out four encoded frames, this

Timing and Synchronization

scheme overcomes SPOF in the network without loss
frames or CMs.

Deterministic Data Delivery
The GMT network requires data delivery of CMs
within 500 µs upper bound latency so as to guarantee the
reaction of the GMT within 10 ms to interlock and
external signals.
The latency of of Ethernet network has a constant and
variable component. The latency of the frames throughout
the network links (fibre optics or copper) is constant, with
a negligible jitter. On the contrary, the switches in a
network introduce a variable latency during the switching
procedure of the Ethernet frames. The latency of the
switches depends on the design of the switch and the
amount of traffic in transit. The WR switches has been
carefully designed to achieve low latency switching
adopting a cut-through architecture: WR switches start
forwarding a Ethernet frame to the destination port/s as
soon as the frame arrives, even before the whole frame
has been received. A dedicated module in the WR switch,
RTU Forwarding Engine, decides based on the destination
MAC address, to which port/s a frame has to be
forwarded [6].
As we have pointed out already, the amount of frames
in transit in an Ethernet switch influences the latency. In
this regard, the Ethernet standardization group introduced
to the protocol a useful scheme to bound the network
latencies, quality-of-service (QoS) [11]. The QoS defines
eight levels of service expressed in a special 3-bit field of
the Ethernet header frame. The switch prioritizes the
forwarding of the frames according to the QoS in this
field. If the switch can’t forward intermediately the
incoming frames, it stores the frames in QoS queues
according to its level of service.
In GMT, the CM frames from the DM are tagged with
the highest QoS, 7th, so as to achieve the lowest latency
possible. In FAIR, the DM is not the only source of
network traffic in the WR network. Other subsystems of
the accelerator like the Bunch to Bucket Transfer System
(B2B) [12] or the Machine Protection System (MPS) [13],
will probably make use of the GMT network to control
their equipment. The last source of network traffic is the
Management Server, responsible of the network
management protocols like DHCP, SNMP, LLDP etc…
The B2B triggers the beam extraction and injection
between synchrotrons at GSI. The B2B issues a
handshake of frames between two special FeCs, the B2B
Source and B2B Target. The MPS is responsible for the
protection of the accelerator machines and safety of
personnel. The MPS for FAIR is not fully specified yet.
According to the last specifications, a selected group of
FeCs in the network send, at regulars intervals, Ethernet
frames to a specific FeC, MPS, as a heartbeat signal. The
Table 2 and Table 3 summarize the traffic and the data
source in the GTM.
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The WR switch implements methods, along with the
QoS, to guarantee that CMs are forwarded in within an
upper-bond latency. The forwarding engine of the WR
switch introduces constant latencies for CMs with priory
7th and broadcast destination MAC address. On top of
that, the WR switch implements a strict priority (SP)
queue algorithm to schedule the forwarding of frames
from the QoS queues. The WR switch dispatch first CM
frames from the 7th QoS, as long as the queue is not
empty. Then the frames in lower QoS queues are
scheduled to be forwarded. This scheme guarantees the
deterministic delivery of CMs in the GTM with an upperbond latency of 500 µs in a network with 5 layers of

switches [14].
Table 2: GTM WR Network Traffic and Priorities
Application
DM Broadcast
DM Unicast
B2B
MPS
Mgmt Traffic

Traffic
Bandwith
100 Mbit/s
10 Mbit/s
25 kbit/s
900kbit/s
~10 Mbit/s

Prio

VLAN ID

7
7
6
5
4-0

100
100
100, 200
100, 300
400

The B2B and MPS network traffic require also
upper-bond latency. In order to measure the latency for
the traffic of these two systems, we have intensively
tested the WR Switch. The test set-up simulates the
FAIR use case in terms of layer of switches and traffic
in the GTM network. The Table 2 and Table 3 specifies
the bandwidth, VLAN Id and upper bond latency of
every traffic. The tests [14] were carried out with the
Xena Traffic [15] generator and we have followed the
testing methodology for GbE switches, RFC 2889
[16]. The results show latencies beyond the specified
requirements for the B2B and MPS, Tabe 3. There are
peaks of latency going beyond the upper-bound and
even, at times, loss of frames, presumably by queue
overrun. The SP queue algorithm, in the case of B2B
MPS traffic, doesn’t fulfil the requirements. We are in
the process of simulating and testing alternative
queue algorithms like Priority-Based Deficit Weighted
Round Robin.
Table 3: GTM WR Network Traffic Bandwidth
Application
DM
B2B
MPS
Mgmt Traffic

Max Latency/
Layer of Switches
≤500 us / ≤ 5
≤10 ms / 3 – 5
≤ 1ms / 3
Best effort

Payload
200-500 bytes
100 bytes
64 bytes
64 – 1518 bytes
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Reliable Timing Delivery
WR extends the protocol IEEE 1588 [17], for achieving
sub-nanosecond synchronization with picoseconds jitter.
WR characterizes the asymmetries of the link and
measures the phase shift between the master and slave
clocks [18]. The continuous synchronization of all the
FeCs during operation is critical for the control of FAIR
and GSI accelerators. The GTM production network [19],
made of 8 WR switches and 20 FeCs, exhibits high level
of reliability. More than three months in operation and no
degradation or lost of synchronization has been detected.
The protocol IEEE 1588 supports different topologies
of redundant networks, although the quality of the
synchronization
can
be
affected
during
the
reconfiguration of the network in the event of SPOFs. The
GTM requires continuous phase alignment and
synchronization of all the FeCs without lost of quality. In
the Phd thesis [6], the author studies and characterize the
problem and proposes a scheme for seamless
reconfiguration in redundant WR network preserving
subns accuracy of synchronisation.

MONITORING AND LOGGING THE
GENERAL TIMING MACHINE
The stated requirements of the FAIR CTS are not only
achieved implementing protocols and network techniques,
but also supervising the performance of the system during
operation. Monitoring and logging systems provide the
means to Timing Network Managers (TNM) to detect,
diagnose and prevent failures and malfunctions of the
system on real-time and analyse the performance of the
system offline.
The performance of the system is evaluated using the
status information of the GTM network and its evolution
and changes. This information can be classify in two
levels: events and alarms. The events represent changes in
the status of devices of the GTM network (e.g. FeC
synchronized) or change of the status of network peers
(e.g. new PTP Clock Master). Alarms are triggered when
the devices reach specific status (e.g. Whiter Rabbit port
down).
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information. The WR Network, besides timing and
control events, transports logging information and alarms.
Finally, a set of protocols: SNMP, Etherbone [23] and
Syslog, stablish the communication and transport the
information from the devices to the MLS.

Monitoring
A monitoring systems basically observe and checks the
state of a system and notifies events. The system at FAIR,
uses the Icinga Framework to gather, display and digest
the monitoring information. The Icinga framework is
programmed to issue periodically SNMP requests to read
out the information from the WR Switches. In the case of
the FeCs, the host CPU reads out the status of the WR
Nodes over the host bus. All this information is sent
periodically from the CPU to the Icinga server using
NSCA Passive Check Daemon [22]. At GSI, we have
chosen this strategy over other alternatives because we
want to keep the monitoring network traffic out of GTM
Network. The GTM network will interconnect up to 2.000
FeCs. The simultaneous generation of monitoring
information upstream, from these FeCs to the MLS,
could bring about severe network congestion. The TNM
can configure Icinga to display this information in
different levels and create alarms if a status of the
network reaches of a defined value.

Logging
A logging system records the events and status of the
timing network. This information can be used either for
triggering real-time alarms or off-line analysis of the
information. Both devices, WR switches and FeCs,
generate logging information from the OS of the host
system and transmitted over the Management Network.
Alternatively, the WR TR generates only events related
to WR and are sent over GTM network, the amount of
logging traffic is almost negligible. GSI uses the
framework LogStash [21] to collect, parse and transform
the log information.

In a distributed system like the timing network, the
monitoring and logging information are generated in the
components and is propagated passively or actively to a
central point creating a global status of the GTM network.

Architecture
The Figure 3 describes the architecture of the
Monitoring and Logging System at GSI. The source of
status information are the FeCs and WR Switches. The
Monitoring and Logging Server (MLS) gathers the status
of the network and with the help of the frameworks
Icinga[20] and LogStash[21]. A secondary network, the
Management network, interconnects the management
interfaces of all devices and transports the monitoring

Figure 3: Monitoring and logging architecture.
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System-wide Firmware Watchdog
In the GTM network the maintenance and support of
the WR Switches and FeCs is distributed among the TNM
and the users, respectively. Both parties try their best to
maintain their systems up-to-date with specific
compatible versions of the firmware. Otherwise, the
timing and data distribution can not be guarantee. During
the last years, at GSI, we have faced several updates of
the GTM and we have learnt a lesson. We can’t guarantee
that all the components of GTM network are up-to-date.
There were always situations where some of FeCs
couldn’t be reached and updated during the maintenance
period. In order to improve the update procedure and
guarantee that all the FeCs in the WR network are up-todate, we have implemented a system-wide firmware
watchdog to verify that all the FeCs are running
compatible firmware. Using the architecture and
infrastructure of the Monitoring and Logging System, we
have developed an application that verifies the firmware
version of the the FeCs connected to the timing network.
If the version of the firmware is not compatible, the
firmware watchdog disables the port of the WR Switch
where the FeCs is connected to. By doing this, we prevent
potential operations problems of the FeCs and in the WR
network. In addition, the application communicates the
user the event and instruct him to update the firmware.
The status and actions of the firmware watchdog is logged
in the MLS.

DEVELOPMENT AND CONTINUOUS
INTEGRATION OF THE GENERAL
TIMING MACHINE
The GTM is a highly complex development made up of a
large number of sub-components, protocols and
technologies. As example, the Fig. 4 shows the
architecture and some sub-components of a FeC. The subcomponents of the FeCs are being developed by different
groups at GSI, collaborations with other institutes and
Open Software communities. The majority of these
developments are still in constant evolution and change.
New releases come to life asynchronously fixing bugs and
providing new required features to the system. On the
other hand, new releases of the sub-components may
introduce new bugs or blunders. In addition,
collaborative shared developments are really beneficial,
but may be difficult to modify and upgrade without
breaking other functionality. A small and harmless
change, done by one developer in one isolate component
of the system, may expose or bring about performance
problems or failures in other parts of the system.

Figure 4: FeCs architecture and sub-components.
The constant and mingled evolution of the
developments, along with the high complexity of the
FeCs, makes the integration of the sub-components a
challenging and at times, frustrating task. The time
invested in debugging and fixing new corner cases
increases considerably. On top of that, the FeCs, at GSI,
are made up of FPGA-based hardware in different formfactors, with specific firmware and drivers, which
multiplies the amount of components to update, test and
integrate. Classical development flows are useful in
situations where the development of sub-components is
stable and the requirements and functionalities are clearly
defined. As we stated above, this is not the case in the
development of the CTS and FeCs. In order to delivery a
reliable system under these circumstances and reduce the
testing and debugging effort, we have adopted a
development flow known continuous integration (CI).
The Figure 5 depicts how we have integrated, at GSI,
along with our classical development flow, a CI, where
the updates of the sub-components are automatically built,
deployed and tested without the intervention of the
developers. The architecture and benefits of our CI
system are detailed below.

Continuous Integration System Architecture
Our continuous integration system is made of two subsystems. The building server, and a testing environment.

Figure 5: Continuous integration flow.
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In the building server we have set up a development
environment with all the tools and compilers required for
the building. We use the popular Jenkies [24] to
automatically download and build the code of the timing
firmware stack. The code of the timing firmware stack is
stored and managed in a Git repository, Bel Projects [25].
The timing firmware is a complex stack of VHDL code,
kernel modules and user spaces tools. We use a
hierarchical structure of makefiles to steer the building
process and resolve dependencies among the projects.
Jenkins starts and logs, every night, the building of the
stack, and notify per email the developers in case of
failures. After building, Jenkins initiate the deployment of
firmware on the testing environment, which recreates a
minimal timing network. Once the deployment of the
timing firmware has concluded successfully (otherwise
Jenkins will notify the developers) the tests start
automatically. We have achieve a moderate level of
automation in the interpretation of the test’s results. The
most remarkable is the notification, to the developers, of
the degradation of the synchronization during the tests.

CONCLUSION
Thanks to the WR techonology the GTM at GSI
deliveries CMs well below the GSI’s latency requirement
and synchronizes steadily a mid-size production network.
Yet there are still open issues regarding the reliability of
the systems: data and timing delivery in the event of
SPOF, resiliant transmission of data and scheduling of
non-CMs frames. As we have presented, there are already
solid technical proposal to improve the in-built reliability
of the GTM.
In addition to the in-built reliability, the monitoring and
logging of the GTM is critical for the reliability of system
in production. Finally, we recomend to use continous
integration practics to reduce the time of integration and
testing of complex system like GTM. Our continous
integration system helps us to maintain thet quality and
reliablity of the system under development.
We would like to ackondlege and thank the great work
done by the WR community, the Experimental Electronics
and Beam Diagnostic departments at GSI.
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TWO YEARS OF FAIR GENERAL MACHINE TIMING – EXPERIENCES
AND IMPROVEMENTS
M. Kreider1 , A. Hahn, R. Bär, D. Beck, N. Kurz, C. Prados, S. Rauch, M. Reese, M. Zweig
GSI, Darmstadt, Germany
1 also at Glyndŵr University, Wrexham, UK

INTRODUCTION
Motivation
The GSI-Helmholtz Center for Heavy Ion Research (GSI)
in Darmstadt, Germany, is engaged in the ongoing development of a new type of control system (CS) for large physics
experiments, which can utilize high accuracy timing. White
Rabbit (WR), the underlying time synchronization technology, was an initiative started in 2008 by the European Center
for Nuclear Research (CERN) and initially aimed at the modernization of the CS of the Large Hadron Collider (LHC)
at CERN in Geneva, Switzerland. At the time, GSI took an
interest in evaluating suitable technologies for a CS modernization and a new CS for the upcoming Facility for Antiproton and Ion Research (FAIR), a major extension to the
GSI accelerator facilities. Research and development of WR
successively became a close collaboration between CERN
and GSI/FAIR.

System Layout
The FAIR CS approach aims for an alarm-based CS with
clear separation of command dispatch and execution time.
Furthermore, timed machine control and set-values supply
use separate paths. This results in highly scalable system
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The FAIR General Machine Timing system has been in
operation at GSI since 2015 and significant progress has
been made in the last two years. The CRYRING accelerator was the first machine on campus operated with the new
timing system and serves as a proving ground for new control system technology to this day. A White Rabbit (WR)
network was set up, connecting parts of the existing facility. The Data Master was put under control of the LSA
physics core. It was enhanced with a powerful schedule
language and extensive research for delay bound analysis
with network calculus was undertaken. Several form factors
of Timing Receivers were improved, their hard and software
now being in their second release and subject to a continuous
series of automated long- and short-term tests in varying
network scenarios. The final goal is time-synchronization
of 2000-3000 nodes using the WR Precision-Time-Protocol
distribution of TAI time stamps and synchronized command
and control of FAIR equipment. Promising test results for
scalability and accuracy were obtained when moving from
temporary small lab setups to CRYRING’s control system
with more than 30 nodes connected over 3 layers of WR
Switches.

whose endpoints feature separate interfaces for configuration
data, such as current ramps for magnets, and high accuracy
timing and command, such as orchestrating the start times
and successions of different current ramps. Figure 1 illustrates the concept: Settings Management derives both setvalues and possible machine schedules from physical beam
parameters. It provides specific set value data to individual
endpoints (EP) to configure magnets, RF cavities, filters and
other accelerator components (blue and red arrows). The
hard real-time CS master, called Data Master (DM), is a deterministic scheduler employing high accuracy WR timing,
sending commands to EPs in order to orchestrate the use
of specific set-values at certain times (green arrows). The
DM provides the flexibility to adapt the command stream
to the facility’s status, such as pending interlocks and beam
requests, on the fly.
A hard-real time capable timing network deterministically
distributes the DM’s commands over a tree of fiber links
and custom WR switches, while set-values are carried over
standard gigabit copper network infrastructure. The timing
network employs the deterministic Etherbone (EB) network
protocol [1, p. 105-117] [2] to communicate with the EPs.

Volt
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b
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EP EP
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Figure 1: Schematic of FAIR CS. Left: Real-time Data Master (DM), Right: Settings Management Server. Endpoints
(EP) receive both commands and set-values.
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Most EPs are, like the DM, hybrids of a programmable
timing receiver (TR) hardware and a host computer running
a Linux based operating system. Finally, EPs can use WR
timing to time-stamp pulses on their inputs or assign timestamps to sets of analogue data sampled by add-on hardware.
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FAIR CS components as well as testing their interplay and is
able to verify timing accuracy down to 1 ns. While all shown
components are functional today, they are currently split into
two systems: CI automatically creates and image distribution
for individual TR testbeds, the Timing Test facility uses the
full CS stack for manually designed tests. Full automatic
use of the full test CS is planned for mid 2018.

In Verificatio Veritas
During the last two years, the necessity for test coverage of
the complete CS stack became ever more noticeable. While
the active WR community is a boon to FAIR CS development and GSI is itself an active contributor, it is a major
challenge to keep FAIR TR designs up to date with current
WR development progress. However, apart from consequent
versioning, industry best practice can be hard to adapt to the
small teams in research institutions, often required to practice agile development on top of a large and ever changing
community code base.
Automated frameworks of standardized tests are an option
that is much less likely to suffer from a developers white-box
preconceptions. However, being generic, they also cannot
be as thorough as bespoke tests written by verification engineers. But if the test intervals are small enough, the system
offers developers close loop feedback to, alerting them when
encountering bugs and strongly narrowing down possible
causes.

Little Helper
To address the problem, a concept for a software driven,
fully automated assembly and testbed for the FAIR CS was
developed. Figure 2 shows the employed setup: Images are
automatically created and tested on a small scale CS of multi
layer WR network and TRs, their actions controlled by a
DM. The current testbeds are capable of verifying individual

Internal Developers
Alerts

PROVING GROUNDS
For the past two years, the resulting prototype CS has
been used to control CRYRING, a real world accelerator,
providing valuable experience for control of the future FAIR
facility, which is planned to go into operation in 2018.

CRYRING Accelerator
The CRYRING accelerator is a small synchrotron machine with its own linear injector stage. The most noticable
successful test was CRYRING’s first turn, that is, the beam
achieving more than one orbit in the synchrotron ring. This
success is documented in a FAIR press release from August
2016, where it was noted: “Successful beam transport from
ESR to CRYRING . . . Furthermore, new beam diagnostics
and FAIR-like control hardware and software could be tested
with real beam.” [3]

Experiments and Detectors
Contrary to equipment controllers, experiment data acquisition at GSI and the future FAIR facility intend to use
WR TRs for mainly two purposes: Primarily, their time latch
units are used to synchronize independent data acquisition
systems. Extended tests have shown the system’s suitability
to seamlessly integrate globally triggered and free running
data acquisition systems. A sampling time accuracy within
3 ns to 6 ns RMS could be achieved, which is sufficient to
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Figure 2: Schematic of the automated continuous integration system at GSI.
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correlate data from independent remote data acquisition systems at FAIR.
The second application is the use of synchronized clock
outputs of WR TRs for distributed high precision time of
flight measurements. Utilizing disciplined 200 MHz clocks
from TRs, an overall precision of 11 ps RMS could be
achieved as electronics resolution. This result indicates a the
clock jitter for TRs of 5 ps to 7 ps when distributed campus
wide in white rabbit timing networks. Both features were
tested with the latest software release cherry and will be
intensively used in the upcoming beam times.

Buffing the White Rabbit
GSI’s timing team has also been working in close collaboration with Alessandro Rubini, creator of most of WR’s
firmware, to generally improve stability of the WR code and
especially for Altera FPGA platforms. In addition, the team
has developed and integrated sophisticated new WR logging
and monitoring capabilities so as to increase the reliability
of the synchronization.

A HEAD OF REAL-TIME
The DM version in use since 2015 acts as a message
sequencer and offered a high level software interface to the
settings management system, allowing it to be programmed
during runtime. DM firmware was in turn designed to have
deterministic behavior with as small a jitter as possible.

Meddling in Real-time: Command Queues
As it became apparent that the evolving FAIR use cases
would require ever more real-time control over the DM,
whole new set of problems had to be addressed.
New Rules on a Whim It was required that decisions
at multiple points needed to be influenced from outside.
This means specifying who should do what and when for
each command, the when aspect being the most complex for
software without the capability to share the DM’s accurate
notion of time.
Another problem was space. The DM’s hardware memory
inside the FPGA is very limited, so redundant schedules or
commands would waste much needed space. But what is an
appropriate size?
Further more, what in case of emergencies? On a beam
dump alert, a fast reaction is required. No one would like
the DM to execute queues of outdated commands, producing even more beam which needs to be dumped. So there
also needed to be a way to preempt issued, but not yet executed, commands. The goals are therefore to allow multiple
simultaneous points of decision, preserve command order,
allow synchronization and preemption and, finally, have a
space efficient repetition scheme. The conclusion was that
each point of decision within a schedule must have its own
command queue. These small software queues preserve
command orders, but are designed as priority queues with
three levels to allow preemption, i.e. if there is a command
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in high priority, it will be executed before any low priority
command.
Generator Power To achieve the other goals, it could
be shown that it is advantageous to send not commands, but
command generators. In computer science, a generator is a
function object which usually takes no further input parameters during execution. It uses an internal state to change
its output behavior with each call. In this case, the inner
state carries a time-stamp for synchronization, specifying
when the generator is valid and should issue commands, and
a counter, specifying how many outputs occur before the
generator can be popped from the queue.

Intuitive Expression: Domain Specific Languages
Previous DM software versions used XML to describe
machine schedules. The new demand for more flexibility
brought this approach to its limits, as XML is not meant
to model complex directed graphs. More research into the
subject showed that graph based languages, such as GML
or dot [4], are much more suitable to the task. In the end,
dot was chosen for its wide acceptance and good integration
with the Boost libraries [5]. Using custom node and edge
properties, a domain specific language for machine control
schedules was crafted, specifically for use with timing messages in the FAIR CS. One of the major advantages is that
they do not need much textual overhead, and both their plain
text and especially their visualization are easy to read for
humans.
M_PPS

B_PPS

digraph g {
M_PPS [type="tmsg",
toffs= 500000000, id="0x123", shape=oval];
B_PPS [type="block", tperiod=1000000000, shape=rectangle];
M_PPS -> B_PPS -> M_PPS [type="defdst", color=red];
}

Figure 3: Minimal example for dot machine schedule.

DOT for FAIR CS Figure 3 shows the “hello world”
PPS example, a basic machine schedule making TRs produce
a pulse every second with a phase offset of 500 ms (cosmetic
properties are grayed out). Nodes are connected by directed
edges, there different types available for both. Time block
nodes (rectangles) are time-spans, an auxiliary construct.
Timing messages (drawn as ovals) are “real” content, they
become messages on the timing network. A sequence of
messages is always terminated by a time block, and each
message has a time offset in nanoseconds relative to its corresponding time block. The DM also knows command nodes,
which allow commands to be generated automatically from
machine schedules. This enables automatic synchronization
or loop behavior.
All traversed time blocks are added to a cumulative sum
(one per DM thread), so a message’s or command’s deadline
is simply calculated by adding its offset to the cumulative
sum. Its dispatch time is in turn defined by deducting the
planned time lead for transmission from its deadline. There
are default paths through the graph which the DM will take
TUPHA092
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M_KeepAlive

B_Sync

int.hcmd

changehdest.,h9x
B_Select

C_9more

B_LoopInit

M_1Shot

B_10Shots

M_RampUp

M_FlatTop

M_RampDown

B_CurrentRamp

B_Wait4Ring

ext.hcmd

ext.hcmd

Figure 4: Visualization of dot demo schedule for DM functionality. Directed edges (default red, alternatives black) connect
messages (ovals), commands (hexagon) to sequences terminated by time blocks (rectangles). Target (blue) and destination
update edges (magenta) provide command context. Time blocks with command queues allow real-time changes (blue),
sync time blocks auto-align to a given time grid (orange).
without outside interference (red edges) and alternative paths
(black edges), which can be chosen by inserting commands
into the corresponding queues. These queues are always
attached to time blocks and add decision capability (blue
rectangles).
CarpeDM To ensure a deterministic and fast real-time
CS, the DM hard and firmware is completely unaware and
unperturbed by memory management issues. Nodes and
edges describe a graph that can be transformed to linked
lists the DM can execute in real-time, each graph node is a
fixed size (52 B) date node in the DM. The carpeDM software library on the host can produce the binary and also
reconstruct the complete graph from it. This format is very
space and time efficient on the DM hardware side, very few
meta data nodes are needed to form command queues and
list alternative paths. In addition, a bitmap is needed by
the carpeDM, which is a small memory area with one bit
set for each occupied data node to allow management. The
native dual port RM allows parallel load without blocking
CPUs. However, it is essential only sub graphs which are
not currently in use are replaced. This is currently achieved
by copying updated versions of graphs, but in future, pathfinding algorithms like Dykstra’s shall be used to check
if sections allow hot in-place updates. Figure 4 shows a
schedule with overly simplified context to show most of the
available DM functionality: Multiple decisions, repetitions,
wait loops and alignment can easily be programmed and
visualized.

Safety First: Traffic Verification
The hardware design allowed the DM CPUs to be programmed without influencing the real-time behavior and
processes outgoing messages with an earliest-deadline-first
(EDF) scheduler. Together, these modules ensure the timely
delivery of commands to timing receivers. But can they
really, under all circumstances?
Knowing Your Limits Strictly speaking, the answer is
“no”. The outcome depends on the throughput and queuing

behavior of the whole system, all components from the DM
over the WR network down to the TRs. Once dispatched
to the network, all messages are final. The time lead for
message dispatch is therefore chosen as small as possible to
ensure both timely delivery and provide maximum flexibility.
Since the capacity and throughput of CS all components is
limited, excess utilization will lead to late message arrivals.
The goal must therefore be a system for calculating if the
system will run safely with a given set of initial conditions.
All valid machine schedule sets must therefore run within
CPU utilization ≤ 100%, do not exceed the WR network
bandwidth and maximum transmission delay does not exceed
dispatch lead. The assessment is made even more complex
by possible changes during runtime.
The Big Questions So is it possible to model the complex FAIR CS in a way that allows to obtain bounds for the
maximum transmission delay for a given traffic flow? And if
so, can a given set of possible traffic flows also be modeled,
their combinatorial space expressed as a specification? Will
that specification allow obtaining tight bounds for maximum
transmission delay?

Calculating a Network
The last two years of research have shown that there are
indeed ways to calculate feasibility in advance, even if real
time control of the DM is allowed. Research in this field
evaluating queuing theory and several other theories lead
to the conclusion that there is a particularly suitable framework for providing guarantees for a communication system.
Network calculus (NC) [6].
Introduction to Network Calculus NC is an approach
that applies system theory to deterministic queuing systems
found in communications, such as computer networks. Contrary to traditional system theory used for electronic circuits,
NC employs a different set of algebra, the Min-Plus Dioid
(addition becomes computation of the minimum, multiplication becomes addition). The approach is aimed at understanding and modeling fundamental properties of networks,
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such as delay or buffer requirements, scheduling or window
flow control, with a focus on worst case analysis.
NC represents network traffic as cumulative flows, i.e.
the sum of data over time. Systems, such as network cards,
switches, etc are usually defined by a maximum arrival curve
and a minimum service curve. Arrival curves specify burst
tolerance and maximum arrival bandwidth, service curves
the system latency and minimum service bandwidth. Flows
are shaped by arrival and service curves, and similar to filters
in a signal path in system theory, the curves of simple NC
systems can be combined to form more complex behavior.
Figure 5 shows the shaping effect of a system’s arrival
curve on a non-conformant traffic flow. The visualization
also shows that at all points, the flow’s latency and backlog
can directly be deduced from the sytem’s input and output
curves.

Data

max. Backlog

Input Flow y(t)
Shaper Curve σ = rt + b
Output Flow z(t)
max. Delay

t

Figure 5: Network flow shaped by an arrival curve.

FAIR CS Model It could be shown that NC theory can
provide a model for the FAIR CS network by modeling all
of its subcomponents with arrival and service curves as well
as scaling elements. A detailed explanation of the model
and its background is out of the scope of this paper, but
can be found in [1, p. 137-181]. The model and its curve
parameters were then entered into the Disco DNC simulation
tool [7], a numeric solver for deterministic network calculus,
to calculate delay bounds for given a set of arrival curves.
Results showed that the FAIR CS can be guaranteed to
stay within the target delay bound of 500 µs lead for the maximum net command bandwidth of 190 Mbit s−1 , but CPU
load balancing and traffic burstiness must be individually
analyzed during schedule preparation to prevent partial overload. The remainder of WR’s 1 Gbit s−1 bandwidth is required for packet overhead, forward error correction (which
is the biggest portion), and medium to low priority traffic
such as time synchronization and management.
Curve Approximation Problem Transforming machine schedules to sets of possible input flows and further
into tight arrival curves is itself no trivial matter and has
only been lightly touched upon in the initial research as a
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proof of concept. This particular problem has recently been
researched at the University of Kaiserslautern in collaboration with GSI, the result providing an algorithmic approach
to obtaining tight arrival curves for FAIR machine schedules
provided in the dot format. [8].

CONCLUSION AND OUTLOOK
In the last two years, we have gained valuable experience
from productive use of the FAIR CS technology. This lead
to various improvements in WR timing technology, TR SoC
infrastructure and the CI verification scheme. It is planned
to fully automatize the CI system in 2018, further improving our productivity and the quality of the CS. In addition,
several new concepts allowing flexible real time control and
traffic verification for the DM have been researched and
implemented, going into test operation by the end of 2017.
Overall results were very positive, as the new FAIR CS
equipment was able to cope with all use cases in the test
phase on CRYRING. The next challenge will be testing the
new improvements in the next release against FAIR use cases
in 2018.
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NSLS-II BEAMLINE EQUIPMENT PROTECTION SYSTEM
H. Xu†, G. Bischof, B. Clay, H. Bassan, Photon Science Directorate, BNL, Upton, NY 11973,
U.S.A.,
R. Kadyrov, AD EED, SLAC, Menlo Park, CA 95025, U.S.A.
Abstract
The National Synchrotron Light Source II (NSLS-II)
beamline Equipment Protection System (EPS) delivers a
general solution for dealing with various beamline
components and requirements. All IOs are monitored and
controlled by Allen Bradley PLC. EPICS application and
CSS panels provide high level monitoring and control.

Intelligent Chassis
Each beamline has only one PLC, e.g. one controller,
which resides in the intelligent chassis. This chassis is a
4U high, 19 inch crate. It contains one controller, power
supply modules, network modules, I/O modules and other
modules. Figure 1 shows the front/rear panel, and chassis
module layout.

INTRODUCTION
NSLS-II is a state-of-the-art 3 Gev electron storage
ring. The facility is designed to accommodate
approximately 60 to 70 beamlines when fully built out.
Currently around twenty beamlines are in operation and
six are under development.
The primary purpose of the beamline Equipment
Protection System (EPS) is to protect the individual
beamline components against x-ray damage, loss of
vacuum, loss of coolant flow (water and liquid nitrogen),
and elevated temperatures.

NSLS-II BEAMLINE EPS DEVICES
NSLS-II beamline EPS monitors and interlocks the
devices in the front end and the beamline. These devices
include photon shutters, masks, slits, vacuum gauges,
vacuum pumps, vacuum isolation valves, temperature
sensors, water flow sensors, leak detectors, cryocooler
valves, smoke detectors, and so on.
All beamlines at NSLS-II have one Front End (FE)
shutter and at least one beamline photon shutter. They are
also part of storage ring Personal Protection System
(PPS). The beamline EPS needs to communicate with the
PPS PLC through related interface signals. Besides,
beamline EPS PLC needs to communicate with FE
vacuum PLC and cryocooler PLC through specified
interface signals.

NSLS-II BEAMLINE EPS HARDWARE
DESIGN
The beamline EPS hardware is based on a
Programmable Logic Controller (PLC). Each beamline at
NSLS-II is designed to have its own EPS system which
consists of only one PLC.
The EPS I/O signals can be divided into two categories
based on their location and signal type. The first category
of signals includes vacuum relay signals, smoke detectors,
and motion limit switches. These signals are connected to
the intelligent chassis or the vacuum chassis. All other
signals are in the second category, and they are wired to
remote I/O boxes, or Armor blocks. The EPS hardware is
designed
with these two categories of signals in mind.
___________________________________________
† hxu@bnl.gov

Figure 1: Intelligent Chassis Front/Rear Panel and
Module Layout.
Two 1606 power supply modules are used in the
chassis. One XLS240E provides 24 VDC for this chassis
and one XLS480E provides 24 VDC for distributed I/O
modules. The beamline EPS PLC uses CompactLogix
1768-L43 controller which requires 1768-PB3 power
module. The EPS system uses two independent TCP/IP
networks. The 1768-EWEB communication adapter
provides EtherNet/IP web server over beamline
instrumentation subnet while 1768-ENBT module offers
EtherNet/IP bridge on private network. All of the PLC
data gathering and commanding is on the private network.
The instrumentation network handles the communication
to users and main control. This assures reliable status and
control of hardware on a beamline. I/O signals inside the
rack are handled by two 1769-IQ32T and one 1769-OW8I
modules.
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On the front panel of the beamline EPS intelligent
chassis, there are four green/red LEDs indicating 24
VDC, Ethernet status, CPU status and I/O status
separately. Based on the beamline requirements, this
chassis is designed to provide connection for up to 6
vacuum gauge controllers, 6 vacuum pump controllers,
one fast valve controller, four motion controllers and four
smoke detectors. It also provides four 24 VDC outlets and
four industrial Ethernet ports for the private network.

Vacuum Interlock Chassis
For beamlines with many vacuum components,
additional vacuum interlock chassis are installed in
vacuum controller racks, where needed. The vacuum
chassis is the same size as the intelligent chassis. It has
front and rear panels that are similar to the intelligent
chassis. The chassis module layout can be seen in Figure
2.

Figure 3: EPS remote I/O box module layout.

ArmorBlock
In the case of limited space and I/O signals, the 1732E
ArmorBlock I/O modules are mounted locally to give a
low cost solution. These modules offer various I/O points
per module and are widely used on end stations.

NSLS-II BEAMLINE EPS SOFTWARE
DEVELOPMENT
NSLS-II beamline EPS software development can be
divided into three aspects: PLC programming, EPICS
IOC (Input/Output Controller) development, and OPI
(Operator Interface) development.

PLC Programing

Figure 2: Vacuum interlock chassis module layout.
The I/O signals connected to vacuum chassis are wired
to Allen Bradley (AB) 1734 point I/O modules which can
be integrated with 1769 modules. The 1734-AENTR/B
adapter provides connectivity to an EtherNet/IP network
with two RJ-45 connectors for 2 port pass-through to
support daisy-chain network topology. The vacuum
chassis provides the same connection capacity as
intelligent chassis, with the exception of the 24 VDC
ports.

Remote I/O Box
Remote I/O box solution is adopted for I/O signals
distributed along beamline. These I/O signals include
temperature sensors, water flow sensors, limit switches,
coils, and so on. The interface signals to PPS and FE
vacuum PLC are also connected to I/O box. The number
and location of the I/O boxes vary between beamlines.
They are built and installed based on the I/O distribution
and density. These boxes also provide enough room for
future expansion.
Same as vacuum interlock chassis, the 1734 point I/O
modules are installed in the remote I/O box. Figure 3
gives an example. These boxes are wired to the intelligent
chassis for power and network connectivity.

The beamline EPS PLC is programmed with RSLogix
5000 version 20.01 to take protective actions in the case
of detection of unfavourable conditions in the beamline.
The 1768-L43 controller supports up to 16 tasks. In our
case, two tasks run on the EPS PLC, continuous task
(around 100 Hz) and periodic task (5 Hz). The continuous
task contains PPS logic, vacuum logic, and other time
critical logic. The periodic task includes temperature,
water, network and other routines where fast response
time is not as critical.
Add-on instructions, a powerful feature of RSLogix
5000, are created for components that are commonly
used. They are customized instructions that created for
sets of commonly-used logic. Add-on instruction are used
for vacuum valves, photon shutters, temperature sensor,
and flow sensor contain same functions. These
instructions are re-used in other beamlines by exporting
and importing them. This minimizes the programing
effort.
The EPS logic is quite straightforward. Each NSLS-II
beamline vacuum section generally is made up of one
Code Cathode Gauge (CCG), one Pirani Gauge (TCG),
one Ion Pump (IP) and bounded by Gate Valves (GV).
Any detection of poor vacuum from the CCG or IP closes
the two adjacent GVs, as well as an additional upstream
gate valve. Most beamlines have some beam conditioning
optics upstream of their monochromator. To protect the
optics and gate valves, the FE shutter must be closed
whenever any vacuum loss detected before
monochromator. The FE shutter also must be closed in
detection of coolant flow loss, temperature elevation,
cryocooler loss, network disconnection and so on to
TUPHA095
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Figure 4: NSLS-II beamline EPS OPI example: AMX temperature and flow screen.
prevent the beamline from x-ray damage. The EPS PLC is temperature/flow values/trip points status, pressure trip
also programmed to support interlock condition latch to point status, cryo-cooler ready/alarm/enable status,
pneumatic actuator position status, and conductivity meter
remember status at the moment when interlock happens.
readings; and 2) Control: beamline gate valves and
EPICS IOC Development
pneumatic actuator insertion/retraction. Figure 4 shows
EPICS (Experimental Physics and Industrial Control the flow and temperature screen of one beamline.
System) [1] was chosen as the base control system
The important EPS parameters/status mentioned above
software for all beamlines.
are archived in EPICS Archiver Appliance [3] which is
The NSLS-II EPS softioc runs on EPICS base 3.14.12.3 the archiver for NSLS-II. Each beamline has its own
and shares the same host as other softiocs. The host uses a archiver server.
cost-effective Linux server, such as HP Proliant DL 360,
NSLS-II BEAMLINE EPS TESTS
IBM system x3550. It runs Debian operating system and
is equipped with all required EPICS packages. These
Several types of tests are done on the beamline EPS
packages include base, extension, synapps, iocstats, system. Once the intelligent chassis and vacuum interlock
EtherIP, caputlog, vacuum, areadetector, and many chassis are received from the manufacturer, all chassis are
others.
checked prior to the installation in the rack to verify the
The EPS softioc is built based on EtherIP support proper wiring. After all of the field wiring is completed,
which interfaces with AB ControlLogix 5000 PLCs via the PLC logic program and GUIs are tested with
Ethernet. Besides that, it also contains autosave, iocstats, customized dummy loads and simulators. The final test
caputlog as these are defined in the NSLS-II beamline with the completed beamline is carried out before beam
control standard IOC configuration. Beamline specific commissioning to make sure the hardware and software
access security file is loaded to protect IOC database from work properly.
any unauthorized Channel Access client. The softiocs are
SUMMARY
configured to automatic start using procServ with sysv-rcsoftioc package.
The NSLS-II beamline EPS provides a robust, reliable
and extensible solution for various beamline
OPI Development
requirements. The two independent networks assure
CSS (Control System Studio) [2] is the base GUI
reliable status and control of hardware on a beamline. The
system for all NSLS-II beamlines consistent with
remote I/O box and ArmorBlock provides an easy way for
accelerator. It is an Eclipse-based collection of tools to
future expansion. The user friendly CSS GUIs provides
monitor and operate large scale control systems. It’s an
detailed information to beamline scientists and users.
excellent platform for EPICS control system and has been
widely used in the accelerator community. It provides
REFERENCES
many tools, for instance, Best OPI Yet (BOY), Best Ever
[1] EPICS, http://www.aps.anl.gov/epics
Alarm System Toolkit (BEAST), data browser, etc. BOY
is an operator interface development and runtime [2] CSS, http://cs-studio.sourceforge.net.
environment. BEAST is the alarm management tool. Data [3] Archiver Appliance,
https://slacmshankar.github.io/epicsarchiver
browser is a trending tool that provides an easy way to
_docs/index.html.
view and retrieve archived data.
Control and monitoring of the PLC is available through
the OPI screens and offers the following functions: 1)
Monitoring: EPS alarm status, beamline GV status,
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THE MACHINE PROTECTION SYSTEM FOR THE INJECTOR II *
Yuhui Guo†, Yi Cheng , Yuting Liu, Shuai Zhan, Haitao Liu, Jing Wang, Hai Zheng, Ting Liu
Institute of Modern Physics, Chinese Academy of Sciences, Lanzhou, China
Abstract
The IMP takes the responsibility for the development
of Injector II. The target energy index of it is 25Mev,
which is an intense beam proton accelerator with high
operation risk. In order to implement cutting the ion
source beam in time when the beam position offset
happened, the Injector II Machine Protection System is
developed based on FPGA controller and PLC. This
system aims to prevent device damage from continuous
impact of intense beam, as well as obtains and stores
status data of key devices when failures occur to
implement failure location and analysis. The whole
system is now operating stable in field, and the beam
cutting time is less than 10µs.

INTRODUCTION
The ADS injector II is a Chinese Academy of Sciences
pilot special linear accelerator pre-research device [1]
[2]. Its acceleration chamber mainly consists of an RFQ
accelerating chamber and four CM superconducting
cavities. CM1 and CM2 were installed with six HWR010
cavities respectively, CM3 was installed with five
HWR015 cavities, and CM4 was installed with six
SPOKE021 cavities provided by the Institute of High
Energy Physics Chinese Academy of Sciences. The final
beam energy (acceleration value) of the injector II proton
linear accelerator is 10-25MeV.
During the design process of machine protection
system (MPS) for the injector II, our physicists have
defined that the response time of the fast machine
protection system (FMPS) must be within 10µs based on
the thermal power numerical simulation analysis of the
niobium and copper materials and the highest beam
power value of the injector II operation. It means that the
process from reading fault signal inputs to issuing
protection action outputs has to be completed within
10µs. In this case, the possible damage of the accelerated
cavity equipment on field could be prevented from
strong beam continuous bombardment. Therefore, we
decided to build the injector II machine protection
system using FPGA technology and PLC system design.
When the acceleration beam position is abnormal or
the beam loss of the rear beam line is too large, the
FMPS has to cut off the beam quickly and reliably by the
ion source equipment, and at the same time, the
corresponding power sources, power supplies, vacuum
valves and other equipment along the beam line have to

be shut down as well to achieve the safety protection of
the field equipment.

OVERALL STRUCTURE OF THE
SYSTEM DESIGN
The most important feature of the protection system
should be fastness. According to the requirements from
our physicists, The FMPS design must meet the
protection response time within 10µs, which is between
the point when the fault signal is received and point the
shutdown signal is issued. In order to improve the signal
immunity of the whole system, the optical fiber is used
for all the signal transmission of the injector II fast
protection system. Therefore, the 10µs time also includes
the inherent delay time of light transmission in the fiber.
In the case of glass fiber, for example, the average
refractive index of glass is about 1.5, so the propagation
speed of light in glass fiber is approximately

v

c 3  108 m / s

 2  108 m / s
n
1.5
.

It shows that light travels about two hundred meters in
1µs. Since the transmission time of light in optical fiber
cannot be avoided, the time left for FMPS to make
logical judgments is less than 10µs. Of course, the
shorter the judgment time, the better for the system to
meet the requirement of the response time.
Because there are many equipment needed to be
protected in the injector II and they are scattered, and the
field electromagnetic interference is also serious, we
adopt the distributed network architecture [3] [4] for the
machine protection system. In order to ensure the
stability and reliability of the system operation, we use
the MIS system, developed by Shanghai Institute of
Applied Physics, as the main control system, which is
responsible for the collection of key equipment status,
logical judgment and the output of the beam cut-off
action. The front-end FPGA controller is designed by
ourselves and is responsible for the collection and
preprocessing for the equipment’s fault signals. The
photoelectric conversion module is located at the low
level of the device, which make the fault state of the
device to split into two parts, one for cutting off the
beam and the other for the PLC interlocking system.
Thus, the redundancy of the control link can be achieved
and the reliable operation of the whole system can be
ensured. The whole structure of the protection system is
shown as Fig. 1.

___________________________________________
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KEY HARDWARE CIRCUIT MODULE
Archiver DB

The Machine Interlock System (MIS) is a set of
interlocking protection systems jointly developed by the
Shanghai Institute of Applied Physics of Chinese
Academy of Sciences and the Cosylab Corporation. The
purpose of MIS is to provide a secure, reliable and fast
response interlock protection system for the accelerator
[7]. The system adopts 3U CPCI mechanical standard
and customized backplane bus. The hardware includes
MIS case, monitoring module, interlocking module,
input module and output module. The MIS system is
characterized by double redundancy for master controller
and power, fast response time (µs). In the MIS for the
injector is mainly used to achieve the judgment and
execution of the high level control logic. The fault signal
acquisition and preprocessing of the low level equipment
are realized by the front-end FPGA controller,
photoelectric conversion module and relay module.
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Figure 1: Injector II MPS system structure diagram.

As shown in Fig. 1, the main control system based on
MIS collects the fault information and process them
according to the control rules, and determine if it is
necessary to issue protective signals. Because a complete
beam cut-off requires the simultaneous operation of the
MIS and PLC systems, so the fault signals need to be
sent to both the MIS and PLC systems
simultaneously[5][6]. In the process of the beam cut-off
control, the MIS transmits a protect instruction to the
chopper of the ion source. However, the Chopper power
supply has a high voltage of 60 seconds duration, and
after the 60 seconds the beam cut-off protection must be
completed by other devices controlled by the PLC
system. For example, the high-voltage power supply
being set to zero, the Faraday tube is needed to be
inserted to block the beam and the other power supply
devices have to be turn off to complete a full beam cutoff process.
As there are many devices, and one MIS chassis can
only receive 48 optical signals. So In the process of
system design, multiple front-end FPGA controllers are
used to perform initial processing for the fault signals,
composing them into one input signal to the MIS main
system. At the same time, the processed data from frontend FPGA controllers are uploaded to the central control
room via Ethernet to be displayed and saved in the
archiver database. The photoelectric module is used to
convert the digital signals of superconducting cavity
magnet, power supply, cryogenic system and vacuum
equipment into standard optical signals, so that a unified
signal interface has been established and is helpful for
system maintenance and future upgrades.

Front-end FPGA Controller
The functions of the front end of the FPGA controller
are: receiving and sending fault signal via the optical
fiber; composing multi-channel fault signals into one
fault signal output; uploading and archiving multiple
fault signals through the network, in which the upload
time interval is 500ms. So the front-end FPGA controller
is designed to have required functional modules, such as:
fiber optic transceiver, Ethernet interface and digital IO
interface. The optical fiber transceiver is used to
communicate with the MIS master system; the digital IO
interface is used to receive the state data from device(s)
via the photoelectric conversion module; the Ethernet
interface is used to communicate between the operation
computer and the controller. The front-end FPGA
controller is shown in Fig. 2.

Figure 2: Front-end FPGA control board.

Photoelectric Conversion Module
The photoelectric conversion module on the device
side is mainly used to interconnect the signal between the
low level equipment and the front-end FPGA controller.
The signal received from field devices of the injector II
is mostly a TTL signal or switch signal. A few devices
can directly send optical signals. Therefore, the
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photoelectric conversion module needs to have IO
features such as:
● Input interfaces to receive TTL signals or switch
signals;
● One optical signal output interface to send a signal
(to FMPS);
● One switch signal output interface to send a signal
(to PLC).
The photo of the photoelectric signal conversion
module is shown in Fig. 3.
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output, fault logging and other functions. According to
the field requirements, the software system provides the
following functions:

Input Signal Filter and Adjustable Filtering
Time
The reason for signal filtering is: the field environment
is complex, and the system will has some unavoidable
noise interferences. Therefore, the pulse width of the
fault signal has to be limited in the FPGA program, for
example, signal smaller than 1µs to be filtered. The
specific filtering time can be changed by the command
through network communication.

Latch the Fault Input Signal

Figure 3: Photoelectric conversion module.

Relay Module
In the devices field of the injector II, all the fault
signals need to be sent to both the FMPS and PLC
interlocking systems simultaneously. The FMPS can deal
with optical signal directly but the PLC interlock
protection system only receives the switching signal. So
it is necessary to design a relay module to convert the
optical signal to the switching signal. We have made
some configuration changes on the circuit of the
photoelectric conversion module to achieve the above
function. The photo of the Relay module is shown in Fig.
4.

Figure 4: Relay module.

SOFTWARE PROGRAMMING
In order to fully protect the equipment, quickly find
fault locations and reduce troubleshooting time, a
protection software system need to be established. The
system provides the fault signal acquisition, protection

In order to have a reliable acquisition and recording
for fault data, as long as the fault signal is detected,
regardless whether the signal is automatically returned to
normal, the system will hold the fault signal for 2s, after
2s the signal can be reset automatically (by system) or
manually. Thus, the front end FPGA controller has
enough time to output the protection action and upload
the fault signal. The signal data upload time is about
500ms.

Protection Bypass Function
Each fault signal can be bypassed individually.
Sometimes the devices are in the faulty status. It is
necessary to shield them off so the testing and debugging
of other equipment/system will be not affected. To
provide more flexibility for system test, the bypass value
can be modified manually as well.
The above features can be achieved using CSS
software. In the total control commissioning interface,
the MIS system supports 8 protection modes. It is very
convenient to switch the mode automatically for machine
protection systems in different debugging requirements
and in beam experiment. The corresponding PLC
interlock protection system can also provide fast
switching functions between varieties of control modes
through the PLC multitasking switching mechanism. The
PLC system is built with PHOENIX CONTACT ILC 171
to achieve the corresponding protection action output by
using its DI and DO modules.
The MPS fault data query GUI interface is shown in
Fig. 5. According to the selected time interval the
database is retrieved. The search results will be displayed
in the form of a table, each row represents a fault
occurred. The fast protection control GUI interface
records the details of the time when the fault occurred
with 1µs precision. Fig. 6 shows the curve of the device
fault information. The left side list is the name of the
physical device represented by the display curve. By
checking the corresponding selection box, the fault
history data of the specific device can be displayed.
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square wave signal pulse width is 2.5μs, exceeded 2μs
set value, the system determines the input fault signal is
valid and outputs protection response signal (high level).
Through the above signal test, it was demonstrated
that we had achieved the desired design goal of filtering
function for the front-end FPGA controller. In addition,
we tested the response time of the fast protection
subsystem in the MPS system. The test waveform is
shown in Fig. 8.

Figure 5: Fault data query GUI.

Figure 8: Fast chain protection system response time.

Figure 6: Fault data display GUI.

SYSTEM TEST
The test of the machine protection system mainly
includes the system fault signal filter test and system
response time test. In the course of the test, we set the
signal to filter the pulse width of 2μs. Then we generate
1μs and 2.5μs square wave fault test signal using a signal
generator respectively as input to the protection system.
The signals can be observed by oscilloscope. The test
results are shown in Fig. 7.

Figure 7: Test results shown on oscilloscope.
The test results show that when the pulse width of the
input square wave signal is 1μs, the system determines
that it is an ineffective signal as less than 2μs system
setting, and the fault signal is filtered automatically, The
output is still in the normal state (low level); when the

In the process of system testing, the front-end FPGA
controller receives a valid fault signal of the equipment
and then after the filtering process, sends the signal to the
MIS master control system. Then MIS master control
system does its logic process and issues a protection
signal to cut-off the beam. The total time taken from the
valid fault signal input to the system to issue the cut-off
protection signal is 3.08μs. The response time from test
system result fully meets the design requirements of
10μs. Note: in the test system, 3 meter optical fiber and 1
meter cable is used for the fault related input and output.

CONCLUSION
This paper has reported that a machine protection
system was developed and used for the injector II use in
the Chinese ADS facility. The accelerator can operate in
two beam commission modes (pulsed and continuous).
In the continuous beam operation mode, the control
system [8] needs to provide fast machine protection.
Especially in commissioning 25Mev beam energy, a
FMPS is really needed to provide a µs-level fast beam
cut-off protection. The injector II machine protection
system is based on the FPGA control board and the PLC
device, and can achieve the system response time at a µslevel from the FPGA controller and ms-level from PLC
system for the control protection respectively. In May
2017, the 25MeV superconducting linear accelerator
completed the construction and started pulse
commissioning. The 26Mev pulsed beam commissioning
was successful on June 5th, 2017 and on next day - June
6th, 2017, 25MeV continuous beam commissioning was
successful as well. During the above beam
commissioning process, the MPS system has been
demonstrate to be stable and reliable.
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THE FRIB RUN PERMIT SYSTEM*
D. Chabot†, M. Ikegami, M. G. Konrad, D. Maxwell
Facility for Rare Isotope Beams, Michigan State University, MI 48824, USA
Abstract
The Facility for Rare Isotope Beams (FRIB) will accelerate many different ion species and charge states defining a wide spectrum of operating modes and parameters.
The role of the Run Permit System (RPS) here is to examine if a requested state is suitable for the production of
beam. The decision to permit beam is based on input from
configuration management databases, machine and personnel protection systems, and beam characteristics and
destination. From this information an appropriate set of
operating parameters are deployed to hardware to support
the requested mode. This paper will describe the interfaces, implementation, and behavior of the RPS at FRIB.

INTRODUCTION
The Facility for Rare Isotope Beams, currently under
initial commissioning, will be capable of accelerating
heavy ions up to a beam power of 400 kW [1]. Capable of
accelerating a wide variety of ion species at variable
beam energies, machine protection risks are of significant
concern. In one of several parallel efforts to address these
risks, a Run Permit System is under development and
testing, which operates in concert with Personnel Protection System (PPS), Machine Protection System (MPS),
and the Global Timing System (GTS).
The FRIB Run Permit System software performs several functions, acting over a set of Critical Signals defined
here as the set of control system channels that the RPS
writes or subscribes to in order to affect beam production:
•

•

•

Determines if conditions are such that beam production may commence
o Configuration management systems indicates approval of hardware for use
o Critical Signal thresholds are distributed (eg: power supply operating ranges)
o The absence of PPS, MPS, and Critical
Signal alarms or faults
Indicates to dependent systems that beam production may commence or continue by issuance
of the Run Permit signal
Determines if conditions are such that beam operations may continue in concert with PPS and
MPS mechanisms - failure of Critical Signals revoke the Run Permit

•

Prevents modifications to Critical Signals during
beam operations

RPS COMPONENTS
Technologies
The control system software of FRIB is implemented using the EPICS toolkit, CS Studio is utilized
to construct graphical user interfaces, and the RPS itself is a Python application relying on pyepics,
pcaspy, pymongo, and transitions [2-7]. The database
backend of the system uses MongoDB [8].

Machine and Beam Modes
Two of the more important concepts employed by
the RPS are the notions of Machine Modes and Beam
Modes. Machine Modes are hosted by the PPS and
define the geographic scope of permissible beam
propagation. Beam Modes are properties hosted by
the Run Permit System and define the permissible
range of beam power or energy, timing structure, and
ramping strategies. Table 1 and Table 2 itemize samples of both.
Table 1: Machine Mode samples
ID
M0
M1
M4

Description
Maintenance
Beam delivery up to linac
Beam delivery up to experimental systems

Beam Modes
B0
B0, B8
B0, B1, B2, B5

Table 2: Beam Mode samples
ID
B0
B1
B8

Time Structure/Power
No Beam
CW/10-400 kW
Variable/2-650 eµA

Scope
Entire Machine
Entire Machine
Front End

Machine Mode, Beam Mode, ion species, and
charge state together form a state-set, which is utilized by the RPS to query a database for the list of
control system process variables (PV) and values curated for that state. Armed with this list, the RPS may
then distribute the values to the hardware in preparation for beam delivery.
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Finite State Machine Model

•

The RPS models accelerator operations as a finite
set of states. A diagram for this finite state machine
(FSM) is shown below [Fig. 1], along with the events
causing transitions between states. This design choice
provides a simple, robust model with deterministic
source and destination states, user and control system-based event triggers, and conditionally guarded
transitions. The FSM is implemented using the transitions library [7].

RPS Threshold: EPICS Records with this Access Security Group (ASG) will prohibit writes
to metadata fields (DRVH, DRVL) while the
Run Permit is ENABLED.

•

RPS Lock: EPICS Records with this ASG will
prohibit writes to their VAL fields while the Run
Permit is ENABLED.

Figure 1: FSM model of the RPS.
The nature of each state in this model is explained
in more detail below:
•

Stopped: this is the idle state, where the RPS is
not actively managing or monitoring. Beam may
be present up to the first Faraday cup following
the ion sources.

•

Standby: while the system is in the Standby
state, beam may present up to and including the
Chopper.

A request to change the Machine State from Stopped to
Standby is affected by operator access via the RPS' Channel Access interface. This is the Enable transition. If no
fault conditions are present, the RPS will then collect the
process variable values for Machine and Beam Mode, ion
species, and charge state. If fault conditions are present,
no transition will occur.
Using the collected state-set to query the RPS database,
a set of values, ranges, and masks are returned and distributed to the Critical Signals. At the conclusion of a
successful distribution, the RPS will complete the transition to the Standby state, and enable the Run Permit control system signal.
It is the Run Permit EPICS variable that systems external to the RPS must observe to govern their own behaviour. The transition of this variable between DISABLED
and ENABLED controls the deactivation or activation of
the following Channel Access Security rules:

•

Ramping: A Start transition is affected at operator
command via the Channel Access interface. The GTS
is then configured by the RPS to support the chosen
Beam Mode and the GTS outputs are enabled.

•

Running: The Run transition is affected when the
GTS indicates its ramping sequence has concluded,
and the RPS enters the Running state. If single-shot
mode is in effect, the RPS will automatically transition back to the Standby mode in preparation for the
next shot. If the chosen Beam Mode features continuous delivery, the system will remain in the Running
state until instructed to issue a Stop transition (via the
CA interface), or a Fault transition has been triggered.

•

Faulted: Faults are indicated by changes to the EPICS Status and/or Severity of Critical Signals managed by the RPS. From the Standby, Ramping, or
Running states, any indication of abnormal conditions will cause a transition to the Faulted state.

Exiting from the Faulted state depends on having all
fault conditions cleared. When that condition is satisfied,
the RPS will transition to the Stopped state, and must be
Enabled again to resume operations.
If the RPS detects a fault condition that is not a part of
the set monitored by MPS or PPS, it will signal the FPS
to dump the beam and issue a Fault transition (provided
the RPS is in the Standby, Ramping, or Running states. If
a fault condition is detected by the MPS or PPS systems
prior to detection by the RPS, then those systems are
responsible for initiating mitigating action and signalling
the RPS to make a Fault transition.

Database
Stateful information is persisted in a backing store.
Here, that store is MongoDB, a non-relational database.
The primary purpose of this database is to store Critical
Signals and their values as a function of accelerator state.
That is, Critical Signals and their values may be queried
according to the Beam Mode, ion species, charge state, or
time.
There are two clients of this backing store: machine operators and the RPS software itself. Operators may create,
retrieve, update, or delete from the set of Critical Signals
for a given set of search keys. The interface for these
user-facing operations is a tabular Control System Studio
graphical interface. The RPS software client then simply
retrieves the Critical Signals names and values for a given
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machine state, and distributes those values to the corresponding Process Variables.
The CS Studio interface is a two-column table, similar
to a spreadsheet. This table is backed by two small Python scripts, one to populate the table following a Read
command, and another to serialize and transfer the table
contents following a Write command. This command
structure helps enforce transaction atomicity. See Fig. 2:
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MongoDB naturally stores Document objects, and these
map well to Python dictionaries (associative arrays). This
means that, ideally, one could store PV name/values as
simple Python dictionary as well.
However, PV names often contain a '.' character to delimit EPICS Record Fields. MongoDB does not permit '.'
characters in Document keys as that is a reserved syntactical element. As a workaround for this constraint, the
JSON object representing all persisted Critical Signals for
a given state set is simply a string. One drawback of this
scheme is that searching by Critical Signals may be
somewhat complicated, as the search must be performed
not over database keys, but on their values. However, at
this time such a search capability is not required.

STATUS AND SUMMARY
Development of the RPS software library is on going,
with testing sequestered from the production network and
devices for the time being. Full testing is expected to
begin near the end of October 2017, with the initial scope
limited to the Front End up to and include the Medium
Energy Beam Transport section just prior to the superconducting linac sections.
Integration with MongoDB backend continues to be
developed to expose more functionality. This includes
searching for Critical Signal sets based on a range of
dates, observing differences between selected state-sets,
and editing values. Additionally, it is also desired to integrate RPS logging with the digital operations logbook.
This automation will permit recording of critical RPS
event entries in the official facility logs.
Given the potential impact and sensitivity of the Run
Permit System, a test suite is being developed to automate
the measurement of documented RPS requirements. This
will permit rapid turnaround of changes to the code base,
while still capturing regressions.
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European Spallation Source ERIC, Lund, Sweden
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Abstract
The European Spallation Source ERIC is being built in
Lund, Sweden to complement the existing neutron sources
in Europe and worldwide. ESS will be the brightest neutron
source ever built upon completion and aims to have an
availability of 95% during steady state operations.
The purpose of Machine Protection at ESS is to protect
the equipment in order to support the high availability. Due
to the distributed nature of Machine Protection numerous
design teams are involved to implement Protection Functions. The Machine Protection development at ESS follows
the Functional Protection lifecycle for System-of-Systems
developed at the facility. This paper focuses on the application of the Functional System Interaction Process part of
the Functional Protection method.
To obtain the system interaction model, behavioural requirements and allocate Protection Functions, System Interaction Use Case workshops are held. The feasibility of
different system architectures and protection function implementations are discussed and simulated by going
through foreseen operational sequences, use cases. The different architectures and use cases are documented using
Enterprise Architect.

INTRODUCTION
ESS
In 2014 the construction of the European Spallation
Source (ESS) ERIC started in Lund, Sweden. ESS will be
a user facility and 2000-3000 users a year are expected to
visit in order to conduct neutron experiments. An important
factor to make ESS attractive to users is the number of experiments that can be performed. The brightness of the
source is vital for conducting experiments, as increased
brightness shortens the experiment time. This in turn enables an increased amount of experiments to be conducted
during the same time period. To achieve the high brightness
a 5 MW proton beam will be sent to a four tonne tungsten
target where neutrons will be created by spallation. An increased availability also increases the number of experiments that can be performed. ESS aims to have an availability of 95% during steady state operation [1].
The role of Machine Protection at ESS is to protect the
machine against damage and unnecessary activation. Damage of equipment could lead to unplanned downtime,
longer maintenance periods and increased cost. Activation
___________________________________________
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of equipment could lead to premature failure and additional
radiation cool down before maintenance. Machine Protection therefore supports the availability goals by protecting
the machine [2].

ESS Machine Protection
The term “machine”, in the context of ESS Machine Protection, includes all elements in the Accelerator, Target Station and Neutron Science Systems necessary for neutron
production and neutron science experiments [3].
The Machine Protection objectives can only be achieved
if a large number of systems, developed by different groups
and divisions, interact in a well-orchestrated way. A systematic approach taking into account the independence of
the systems, yet focusing on the emergent properties, is
crucial for a successful Machine Protection implementation. This is why a System-of-Systems engineering approach has been selected [4].
Machine Protection at ESS can be divided into two main
categories: local protection and global protection. A local
protection function is a Protection Function where the sensor, logic and actuator chain is contained within the same
system. A global protection function is a Protection Function where the sensor, logic and actuator chain is distributed over multiple systems. Global Protection Functions at
ESS are often related to beam induced damage and beam
loss [5].
The local protection is the responsibility of the system
designer while the global protection is in the scope of the
Machine Protection Group. Global Protection Functions
tend to cut across different ESS divisions and systems. The
Beam Interlock System (BIS) monitors the state of the machine and contains the main part of the global protection
function logic. If a local protection system or BIS detects a
state that might influence the proton beam in a way that
causes a damage or activation risk to equipment, the proton
beam generation is switched off in a controlled way to minimize damage and activation potential. The BIS is the only
system at ESS that is purely dedicated to Machine Protection. All other systems have other primary purposes and
implement Protection Functions in addition to their main
functions.

FUNCTIONAL PROTECTION
What is Functional Protection?
Functional Protection is a technical risk management
method suitable to apply on a System-of-Systems or other
complex systems. The method was developed at ESS and
can be integrated into the design and early commissioning
phases of accelerator facilities to enhance their reliability
TUPHA101
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and availability [6]. The method is compatible with IEC
61508 and 61511, the ISO standards 31000 and 16085 and
originates from Functional Safety. As the name indicates it
is applied to Protection rather than safety [7]. The Machine
Protection design at ESS follows the Functional Protection
lifecycle.
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representative could be the designer, owner, or contact person for that system. The representatives are then gathered
together with the IPT during a series of workshops.

Functional Protection Lifecycle and Roles
Three teams are identified as vital for the Functional Protection Lifecycle progress; the Protection Analysis Team
(PAT), the Integrated Protection Team (IPT) and the Implementation and Design Team (IDT), see Figure 1. The three
groups have continuous interaction and follow ups during
the lifecycle of the system. At ESS the PAT and IPT are
fixed but the IDT varies depending on the analysed system.

Figure 1: The three groups and their interactions as identified by the Functional Protection method [7].
The first step of the lifecycle is to have a clear concept
and overall scope definition. Before any work starts it has
to be clear what is in the scope of protection and to create
boundaries for the analysis and integration.
The PAT is responsible for the Hazard and Risk Analysis,
the Overall Protection Requirements and the Overall Protection Requirements Allocation. The analysis and integration work is mainly done in parallel, but it is beneficial to
have access to a draft of the overall protection requirements
and an idea of the architecture of the involved system
(functional architecture) before starting the integration
work.
The IPT defines System Interface Requirements, coordinates the System Interaction Use Case Analysis and defines
System Interaction Protection and Behavioural Requirements. When the work of the two teams have reached a satisfying maturity, the IDT starts the implementation work.
The IDT plays an important role in the design and analysis phase by contributing with experience and judging the
feasibility of different designs. The groups are involved in
all lifecycle steps but are the main responsible for parts
with the corresponding colour from Figure 1, as matched
in Figure 2.

THE FUNCTIONAL SYSTEM
INTERACTION PROCESS
System Interface Requirements

Figure 2: The Functional Protection lifecycle. All steps of
the process are iterative and might need to be revisited multiple times.
During the workshops, the architecture, functionality
and possible interfaces of each system are discussed. Based
on the concept and overall scope definition, certain Protection Functions have to be performed. Depending on the
level of progress of the development, the design and interfaces are more or less constrained. Typically, a more developed system is less flexible. This could cause difficulties if
certain functions or hardware have not already been foreseen. When everybody has a clear view of the involved systems architecture, the allocation of Protection Functions is
discussed. Questions such as, “Which sensors are available?”, “Where should the logic be implemented?”, “How
is the information transmitted?” are asked and answered. A
certain architecture and interface set is suggested and fixed
for the coming System Interaction Use Cases.

Before the work of the IPT starts, a representative for
each protection relevant system has to be identified. The
TUPHA101
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System Interaction Use Case Analysis
The purpose of the Use Cases is to examine and document the intended interaction between the involved systems from a Machine Protection perspective. The goal is to
derive appropriate and robust solutions for the signal types
and interfaces. The Use Cases are one way to specify interfaces and requirements (especially with respect to Protection Functions), however they are not the unique source.
The parallel work of PAT also results in a set of Protection
Functions and requirements [8].
The Use Cases are set up to follow scenarios which will
appear during regular machine operation such as a change
of beam destination or a rearm after an interlock. Besides
the “normal flow”, which documents the operational scenarios as they are expected to happen, so called “alternative
flows” are examined. Alternative flows document how the
systems react if the scenario deviates from the normal flow.
Typically, this is due to a fault or failure of a system or
component. One or more use cases are selected and played
through with the selected architecture.
During the use case studies, it may be identified that systems perform well as standalone systems but that the signal
exchange with other systems is flawed or causes a different
action than expected. This analysis may also derive additional interfaces that are then added to the system interface
requirements.
During each of the lifecycle phases previously defined
properties might need to be adjusted. This involves the architecture, the allocation of Protection Functions, system
behaviour and interaction.
Normal Flow The first step is to make sure that it is
possible to handle the case were everything goes as expected, the normal flow. Some systems might be able to
perform their tasks very well on their own but encounter
difficulties when they have to interact with other systems.
The normal flow shows if all the necessary interfaces and
functions are in place. The starting conditions and the end
conditions of the use case are defined beforehand but the
sequence of actions leading there is developed during the
use case. It is important to check that all the necessary information is available to each system and that no deadlocks
are created. The system representatives have an important
role to provide input on how their system behaves. The actions, states and the information exchanges are mapped in
a use case diagram.
Alternative Flow When the normal flow has been
covered in a satisfying way, the alternative flows are studied. By studying the alternative flows, one can gain insight
into the robustness of the system and about the vulnerable
steps. The use case diagrams are a useful tool to gain understanding of the consequences of different failures. The
system representatives have a vital role in this since they
should have the best understanding of how their system reacts to unforeseen events.
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Each action or information exchange failure would cause
a different sequence of events. It is not feasible to go
through every single alternative flow due to time constraints. Instead, a set of alternative flows are selected
based on the events that are most likely to fail or events
that seem to have the largest damage potential. The selection of alternative flows is done by estimations by the involved experts.
If unacceptable behaviour of the systems is observed due
to a failure in the normal flow, it has to be adjusted. The
normal flow should be adjusted to increase the robustness
and decrease the vulnerability by changing the normal operational sequence.

System Interaction Protection Requirements
The system interaction protection requirements will,
similar to the functional protection analysis technique, propose a set of Protection Functions. The requirements derived by the IPT are behavioural requirements. They are
defined on the system level and based on the interfaces and
interactions between protection-related and other systems.
This analysis path completes the picture of the protection
requirements in a way that is not possible through the damage-based analysis alone.

CASE STUDY OF A SYSTEM
INTERACTION PROCESS
System Models
Due to the complexity of the equipment and systems
used to operate ESS, the Machine Protection scope has to
be separated into sub scopes. The sub scopes are selected
to cover a certain type of devices or functions, i.e. Machine
Protection System for Magnets or Beam Monitoring Systems. This is done to limit the number of people and functions to a manageable number. Each sub scope goes
through the lifecycle of analysis, integration and implementation.
As mentioned previously, the first step is to discuss the
architecture, functionality and possible interfaces of each
system. A model containing a nonexclusive list of the state
variables, functions and interfaces is made for each system
to keep track of the properties.

System-of-Systems Models
When the step of creating system models is finished, a
System-of-Systems model of the involved systems is created. This model includes interfaces and information flows
between the systems, see Figure 3. The model is essential
to create a mental overview and to take the step from
standalone systems to a System-of-Systems. It is used as a
template for the first System Interaction Use Cases. The
first model is a draft and is typically revisited and updated
multiple times.
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Figure 3: A model of the involved systems, their interfaces and the information flow.
distant beam destinations and finally to the target where
System Interaction Use Cases
neutrons are produced. One event selected for System InThe use cases are represented in Enterprise Architect ac- teraction Use Cases is the seemingly simple use case of
tivity diagrams. The documentation of the Use Cases devi- changing the beam destination.
ates from the typical models, which would be established
when using UML/SysML. The decision to do so, is based Inhibit Beam - Normal Flow
on the specific circumstances at ESS. The diagrams are
Before a Use case is started, the start and end conditions
meant to be a tool used by a variety of people, many of are defined. For the mentioned use case the starting condiwhom are not familiar with these types of diagrams. In or- tions are: The machine is operating with Probe Beam sent
der to make the diagrams as intuitive as possible the formal to the Faraday Cup in Low Energy Beam Transport (LEBTusage has been traded for simplicity [9].
FC). The end conditions are: machine is operating with
The systems or actors are represented as vertical swim Probe Beam sent to the first Faraday Cup in Drift Tube
lanes. Examples of actors are: The Control System Se- Linac (DTL1-FC).
quencer (EPICS), the Timing System Event Generator
The use case consists of several larger steps; inhibiting
(EVG) and the Fast Beam Interlock System (FBIS). Activ- the beam (preventing future beam pulses), reconfiguring
ities are represented as rounded rectangles, where each ac- the systems, reconfiguring the machine (hardware) and
tivity is assigned to one and only one actor. As a conse- stop inhibiting the beam (enable beam pulses). Figure 4
quence of that, activities are always in between a pair of shows the first part of the use case, the steps to inhibit
swim lanes. The activities sequence is represented by ar- beam.
rows. The arrows sketch the flow of the use case, some of
When the operator requests to change beam destination,
the arrows represent a physical signal while others may the Control System Sequencer starts a predefined senot. In certain cases, the flow splits into parallel activities quence, where the first step is to “Request FBIS to inhibit
and conversely parallel flows are joined to a single one. Beam”. FBIS receives this request and updates the variable
This is denoted with horizontal Fork and Join bars. Rectan- “FBIS Actuation State” and causes the Timing System to
gles located at the top right of a swim lane are used to rep- stop sending “Triggers”. The Timing System is transmitresent states and variables. The value of the Requested Pro- ting the Requested Proton Beam Mode, Requested Proton
ton Beam Mode for instance. Arrows to a state indicate a Beam Destination as well as triggers. The triggers tell the
change of that state. Arrows from a state indicates that the receiving systems to act. Without triggers no beam is genstate somehow affects the next action.
erated. FBIS is continuously checking if the Timing SysSimilar facilities start by sending a low energy beam to tem is indeed “inhibiting”. When the Beam is inhibited the
an intermediate beam destination. As the tuning and the Control System Sequences initiate the next step.
setting is done, the proton beam is sent to more and more
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Figure 4: Inhibiting beam, the first steps of the use case “Changing beam destination”.

Figure 5: The alternative flow for the failure to inhibit from the normal flow shown in Figure 4.
quence of events stops here. This is the first level of proInhibit Beam - Alternative Flow
tection, in case the Control System Sequencer fails as well
One of the Alternative flows selected for this use case is and initiates the next step there are other levels of protecthe event were FBIS fails to interpret the inhibit request tion not shown here.
correctly, Figure 5. The operator requests to change beam
CONCLUSION
destination, the Control System Sequencer “Request FBIS
The Machine Protection Design at ESS is complicated
to inhibit Beam”. The FBIS does not update its internal
by multiple factors. The distribution of protection among
“FBIS actuator state” and will as a consequence not cause
systems drives a System-of-Systems approach. The Functhe Timing System to stop the triggers. Since the Control
tional Protection lifecycle is well suited as a method for
System Sequencer is set up in such a way that the next step
this and the System Interaction Process provides tools to
is not initiated unless the beam is properly inhibited the seidentify gaps in system interaction and to find behavioural
requirements of the involved systems.
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NEW BEAM PERMIT PROCESS FOR THE
PROTON SYNCHROTRON COMPLEX
R. Valera Teruel, F. Chapuis, J. L. Duran Lopez, C. Gaignant, T. Krastev, E. Matli, K. Pater,
A. Patrascoiu, F. Pirotte, R. Steerenberg, M. Tavlet, A. Wardzinska, CERN, Geneva, Switzerland
Abstract

EDMS

Injecting beams in CERN facilities is subject to the
CERN safety rules. It is for this reason that the Beam
Permit approval procedure was improved by moving
away from a paper-based workflow to a digital form. For
each facility, the Beam Permits are signed by the various
responsible specialists (Access systems, safety equipment, radiation protection, etc…). To achieve this,
CERN’s official Engineering Data Management System
(EDMS) is used. The functionality of EDMS was extended to accommodate the additional requirements, whilst
keeping a user-friendly web interface. In addition, a new
webpage within the CERN OP-webtools site was created
with the purpose of providing a visual overview of the
Beam Permit status for each facility. This new system is
used in the CERN Control Centre (CCC) and it allows the
Operations team and all people involved in the signature
process to follow the Beam Permit status in a more intuitive, efficient and safer way.

The Engineering and Equipment Data Management
Service has served the High Energy Physics Community
for over 15 years. It is CERN’s official PLM (Product
Lifecycle Management), supporting engineering communities in their collaborations inside and outside the laboratory. EDMS is integrated with the CAD (Computer-aided
Design) and CMMS (Computerized Maintenance Management) systems used at CERN providing tools for engineers who work in different domains and who are not
PLM specialists.
The functionality of EDMS is focused on support for
engineering and quality assurance processes, collaborative aspects of work and long term data preservation [2].
Main features of EDMS are:
• Structured data.
• Lifecycles.
• Version control.
• Collaborative work.
• Fine-tuned access rights.
• Personalization.

INTRODUCTION
Safety Permits
A Safety permit is a safety procedure that accompanies
the major milestones in the lifecycle of a beam facility. It
considers the activities and operations foreseen for a particular stage and their associated hazards.
It is a signed document composed by a checklist signed
off by the corresponding responsible persons. It constitutes permission to carry forward.
This quality assurance process aims to ensure that
proper consideration is given to the risks of a particular
activity and an operation.
Safety permits follow the principle of quality assurance
in terms of traceability and archiving.
This standardised process shall be applied at an appropriate level to the lifecycle of a beam facility that best
suits the needs of that facility [1].
Examples of existing safety permits:
• Beam permit (e.g. CERN beam facilities).
• Hardware permit (e.g. PS Complex).
• Powering permit (e.g. LHC).
• Laser permit (e.g. AWAKE).
• RF permit (e.g. LIGHT).
• Source permit (e.g. GIF++).
• Cool-down permit (e.g. LHC).
• Irradiation permit (e.g. MEDICIS).

OP-Webtools
This web portal was created about ten years ago with
the idea of giving a single access point to services used in
the daily operation of CERN’s accelerators, like beam
documentation, shift planning etc. Since then it grew in
scope and number of applications providing a solid
framework for a rapid development of web applications.

BEAM PERMITS IN EDMS
At the beginning of 2015, The CERN Beams Operations group (BE-OP) decided to move Safety Permits
from paper (annex A) to a digital system. Some possibilities were on the table. As CERN already had some document management application services, the creation of a
new tool was discarded. The last two candidates to harbour Safety Permits were EDH (Electronic Document
Handling System) and EDMS. The Beams Departmental
Safety Officers (BE DSO) in agreement with the BE-OP
group leader decided eventually to use EDMS as the new
tool for Safety Permits management. The simplicity and
flexibility to introduce the requested process in the system
made the choice easy. Once the decision was taken, the
first Safety Permit was created in EDMS.
First documents were based on the basic approbation
process used in EDMS (old method) where documents
went through three steps (“In Work”, “Engineering
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Check” and “Released”). All signatures were inserted by
adding comments while the documents were in “Engineering Check” status. Once the facilities were approved
by all signatories, the documents were moved to “Released” and the Safety Permits were approved.
At the beginning of 2016, a new prototype was presented with the aim to improve the process and adapt EDMS
to the Safety Permits needs (annex B). This new prototype contains a workflow that follows the logic of the
Safety Permits process with descriptive names for each
status, a new access right structure for the various stages
of the process and a new way to sign off foreseen activities (not available in EDMS at that moment).
Once the prototype was accepted, the EN-ACE-EDM
section (which is responsible for the maintenance of
EDMS) created a personalized release procedure per
facility based on the new system for almost all beam
permits of the PS Complex. New features in EDMS were
created such as “Actions” linked to status (they contain
the signature of the specialist), a new notification system
(informing a group of people about changes in the process) and an Application Programming Interface (API) for
giving read access to the new tool used by the Operations
group. In addition to that, a new overview panel where
everyone with read access rights can follow the signature
process and all comments in a simple way has been implemented. Moreover, two new ways to contact people
involved in the signature process and some visual improvements to clarify the status of each action during the
process were added.

BEAM PERMITS IN OP-WEBTOOLS
Once first Beam Permits were using this new method in
EDMS (annex C), BE-OP requested the creation of a new
tool in the existing OP-Webtools portal (used already by
the Operations team) with the aim to have a main view of
all Beam Permits from a fix display installed in the PS
Complex island of the CERN Control Centre.
To create this new tool, a new API was provided by the
EDMS team to supply read access to EDMS data. Once it
was developed, it became possible to retrieve “Actions”
and “Status” from EDMS Beam Permits, creating an
interactive panel (annex D) that contains a summary of all
Beam Permits organized thanks to a colour-code according to the actions. Also, the tool provided a direct link to
the full view of the document in EDMS.
If the service becomes slow or unavailable a warning is
displayed on the page telling the user that the information
on the screen is outdated. Detailed information about the
workflow of each document can be accesses by clicking
on the corresponding button and is displayed in a pop up
window.
Following the development of the new tool, operators
have the means to acquire the status of each Beam Permit
in an efficient way, reducing the time needed to introduce
Beam in each facility and reducing the risk of misunderstandings.
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RESULTS
Twelve beam permits and five hardware permits of the
PS Complex have been in operation since 2017 run, using
the new system with very good results. The process has
been much clearer for specialists and operators and it has
been easier for other CERN staff to follow the workflow
for each facility.
Some issues arose during the testing phase and thanks
to the continued effort for the improvement of EDMS, all
problems were solved before moving it from the test
phase to production.
In summer 2017, the new experiment BASE in the Antiproton Decelerator facility started using a similar workflow adapted to secondary beam areas (areas receiving
secondary particles as protons collide with a fix target
with the aim to produce antiprotons that are finally sent to
the experiment) with positive feedback.

PROJECT STATUS
There have been some meetings with the BE DSO
team, the safety link persons of the PS Complex, the ENACE-EDM section and the BE-OP group leader to check
if the current system could be improved for the next year
in terms of the process workflow given to each area, new
features that could be added to EDMS and the Beam
Permits webpage in OP-Webtools, always trying to make
it as easy and efficient as possible for the user, keeping
all necessary safety aspects.
Existing Beam Permits of the PS Complex will keep
the same workflow and just some minor modifications
will be made such as adding some “Actions” (signatures)
to some Beam Permits and renaming one of the statuses
for the next year.
In terms of software, some new features have been requested by BE-OP to EN-ACE-EDM. It includes visual
improvements of EDMS, new tools to manage Beam
Permits and other features like a new automatic notification system that will save time for future Beam Permits
implementation, configuration and maintenance.
There are also some improvements that are being done
in the OP-Webtools side with the aim to give more information about Beam Permits to operators while keeping
the fast and simple overview of the Beam Permits.
A wikipage with information related to this new method is available [3]. It is used by CERN staff members as a
guide and it helps them to be informed about new improvements on the system.

TECHNOLOGIES USED
EDMS
EDMS is based on Oracle Agile e6 PLM, which is a
commercial PLM solution with an integrated file server.
The core of EDMS is the Oracle database, with the business logic implemented in PL/SQL. In order to interface
with the native Agile functionality, an EDMS Action
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Broker was developed – a Java application which handles
data modification actions.
The web interface was recently completely redesigned
and rewritten in order to improve the user experience. On
the client side, a library based on GWT – GXT is used.
The client – server communication is done with asynchronous calls (GWT-RPC) allowing for partial page
refresh and more fluid navigation. The Java server side is
very thin, the services provide essentially gateways to the
PL/SQL modules which contain the actual logic. In order
to speed up and standardize the development of the Java
code for calling the PL/SQL stored procedures, a maven
plugin was developed, which generates the DTO (Data
Transfer Object) and DAO (Data Access Object) classes
basing on a mapping provided in an XML dialect. The
server also deals with standard aspects of a web application such as authentication, session validation, cross service exception handling and logging.
Apart from the web interface, there are other entry
points to the system. EDMS provides a SOAP web service API allowing for programmatic input and output of
data. These are used mostly for integration with other
systems.

OP-Webtools
The Beam Permit web application, like many other OPWebtools applications, is implemented with a clientserver architecture where the front-end, developed with
the AngulaJS framework, communicates asynchronously
with the back-end server via http by means of a RESTful
API.
The back end doesn’t use any framework, but uses custom developed PHP classes to implement the REST API.
EDMS provides a SOAP API for system integration.
Authentication is done by sending user’s credentials in
the http header of each request. Using SOAP directly
from the client would mean either force the user to type in
his/her credential at every request or expose them by hard
coding them in the web client’s code.
None of these solutions is acceptable, therefore a web
server is used to encapsulate the SOAP requests and safely store the user’s password. The response is then parsed
as a JSON object and wrapped with RESTful http headers, before being sent to the browser.
The front-end application queries the server at regular
intervals to check the status of the Beam Permit documents and updates the interface accordingly.
The service runs on a dedicated web server running
Windows Server 2012 R2 + IIS8.5. The persistence layer
is using Oracle database to store data between sessions.
Both services are maintained by the IT department.
Running on a standard CERN web service frees us
from the burden of hardware and software
updates,
security patches and maintenance. It also comes with
other services like Single Sign On (SSO) for authentication.
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CONCLUSION
After the first test using this new method for the PS
Complex, we have learnt not just about the new process
itself with all advantages but also about the way to organize our planning for next years.
In the near future, other Safety Permits will be implemented for the Super Proton Synchrotron (SPS), the
Large Hadron Collider (LHC) and the experimental areas
linked to them (they use the old EDMS method). The rest
of the facilities of the PS Complex will integrate the new
process. New facilities such as the new Linear Accelerator
4 (LINAC 4) will use the new process from the start.
New features and improvements will be developed in
EDMS and the Beam Permits webpage. A future implementation into the CCC Access Systems will be studied.
For the 2018 run, we are working on the improvement
of the system thanks to a continued communication
among the BE-OP group, the BE DSO and the EN-ACEEDM section with the aim to cover all aspects (safety,
infrastructure, operation…) for each current and future
facility using the new method and the possibility to improve and adapt each system to the new needs.

ACKNOWLEDGEMENT
The author wishes to thank CERN BE DSO, BE-OP
and EN-ACE-EDM members for the helpful discussions
and valuable comments, and their general contribution to
this project.

REFERENCES
[1] Safety Permits for Beam Facilities.
https://edms.cern.ch/document/1536514

[2] The Evolution of CERN EDMS.

https://edms.cern.ch/document/1500331

[3] Confluence Beam Permits Wikipage (from CERN network).
https://wikis.cern.ch/display/PSOP/Beam+and+Hardwar
e+Permits

TUPHA102
Functional Safety and Machine Protection

657

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUPHA102

ANNEX A:
BEAM PERMIT TEMPLATE (PS RING ZONE)

ANNEX B:
BEAM PERMIT PROCEDURE (PS RING ZONE)
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ANNEX C:
EDMS BEAM PERMIT (PS RING ZONE)

ANNEX D:
BEAM PERMITS WEBPAGE IN OP-WEBTOOLS
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LIA-20 EXPERIMENT PROTECTION SYSTEM
A. N. Panov†, G. A. Fatkin, Budker Institute of Nuclear Physics, Novosibirsk, Russia
Abstract
In Budker Institute of Nuclear Physics (BINP) is being
developed an electron linear induction accelerator with
beam energy 20 MeV (LIA-20) for X-ray flash
radiography. Distinctive feature of this accelerator in
protection scope is existence both machine, person
protection and experiment protection system. Main goal
of this additional system is timely experiment inhibit in
event of some accelerator faults. This system based on
uniform protection controllers in VME form-factor which
connected to each other by optical fiber. By special lines
protection controller fast receives information about
various faults from accelerator parts like power supplies,
magnets, vacuum pumps and etc. Moreover, each pulse
power supply (modulator) fast send its current state
through a special 8 channel interlock processing board,
which is base for modulator controller. This system must
processing over 4000 signals for decision in several
microseconds (less than 50 us) for experiment inhibit or
permit.

can increase up to 24 by installation a 16-channel riomodule. Also preventer has one “workability” channel for
connecting to another preventers, one CAN channel and
special channel for connecting bus with modulator
controllers so-called “fault-bus”.

Logic Structure
Experiment protection system general structure is
represented in Fig.1. It's a “star” network with a three
layers – low, middle and high.

INTRODUCTION
LIA20 – is an electron linear induction accelerator for
X-ray flash radiography with energy up to 20 MeV and
2 kA beam current. It will produce three pulses (two short
and one long) in one shot and divide the long pulse on
nine parts for researching an experiment object from nine
directions. A final radial beam dimension after lens
correction will be 1 mm. LIA20 is an evolution of a LIA2
[1] which was designed as injector on energy 2 MeV for
big accelerator.
The experiment is very expensive and has long
preparation time therefore LIA20 should has a special
experiment protection system (EPS). This system should
inhibit start of the experiment when accelerator does not
operate in normal mode. An accelerator structure defines
some specific parameters for the experiment protection
system. First, reaction time on accelerator malfunction
should be less than 50 us for inhibit experiment in time.
Secondly, total accelerator length with a beam dividing
hall is approximately 150 m., therefore optical lines for
protector devices are necessary. LIA 20 has many systems
with a big quantity of units thus protector device should
be multi-channel (16 or more).

EXPERIMENT PROTECTION SYSTEM
The experiment protection system based on a specific
VME designed modules – preventers. It's a 6U height
VME module with channels for receiving signals from
devices or another preventers. This module based on
FPGA controller with capability of adjusting inner
parameters. All preventers and devices connected together
via special “workability” channels. Each preventer has 8
“workability” channels on its front panel and this number
______________________________________________
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Figure 1: LIA20 EPS logic structure.
There are 32 preventers on a low layer of the network,
which are located in a regular VME crates. This
preventers are collect signals from devices (degausser,
HV charger, lens power supply, thyratron heating unit and
etc.) over “workability” channels and from modulator
controllers over special “fault-bus”. They send a “fault”
signal to middle-layer preventer after processing all
“workability” channels. There are two preventers on the
middle-layer. They can receive signal not only from lowlayer preventers but from not regular devices or system,
for example, from doors, locks or another devices from
personal safety system. In its turn middle-layer preventers
send “fault” signal to single high-layer preventer, which
are located in the central VME crate. Also this terminal
preventer receive “workability” signals from a cathode
heating power supply, vacuum and gas system, target and
detector system. Main goal of this preventer (and whole
system) is inhibit experiment start unit and inhibit its
trigger signal when something wrong in accelerator or
detector system.
How was mentioned above the preventer and devices
are connected together over “workability” channels.
Every “workability” channel consist of three lines –
“ready” signal transfer line, “fault” signal transfer line
and “inhibit” signal transfer line. A device ready for work
when it already done all preparatory procedures (heating,
charging, “cold” turning-on and etc.) and waits external
events, which define device further behaviour. The device
transfers “fault” signal when it cannot working in normal
mode. If device receive an inhibit signal it must be
stopped in safe manner all work.
A device final malfunction is defined on a “fault” signal
and a “ready” signal received in time. A “fault” signal has
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influence on a result of an interlock processing procedure
asynchronously. A device readiness is checked
synchronously with trigger signal or with “ready” signal
from another devices. For example, device A should be
already ready for work when device B will be send
“ready” signal. If this was not happened, the system will
decide that device A is faulty and will produce proper
inhibit actions.
Trigger and Device Inhibits There are two general
inhibit actions. First of all, the experiment protection
system can send “inhibit” signal over “workability”
channel to devices which should be turning-off. Secondly,
the system can inhibit trigger pulses for devices starting.
Each trigger forming module has four lines DZ0-3 for
inhibit its outputs. A trigger output can be configured that
it will be inhibited from one selected DZ line.
A basic structure of “ready” and “fault” signals
processing are represented in Fig. 2. Final “fault” register
consist of two parts – primary “fault” which was received
from device over “workability” channel and secondary
“fault” which was produced by checking “ready” signals
on a defined times. Time moments at which device
readiness was checked are defined by TTL1 pulses (falling
edge) and/or “ready” signal from another devices
(transition from “not-ready” to “ready”).

Figure 2: “Ready” and “fault” signals processing.
If a device is disabled by setting corresponding bit in a
special register, its “workability” signals will be ignored
and its “inhibit” signal will be in an active state. A “fault”
value are latched in the register and multiply with masks
by AND scheme for further processing. A trigger inhibit
circuit has four masks since trigger forming module has
only four DZ lines for blocking output signals. A device
inhibit circuit has as many masks as “workability”
channels. Masks and the final “fault” register have a
double size as compared with primary receiving register
of “fault” or “ready” signals. After masking all bits of
“fault” value are added together by OR scheme for
producing the “inhibit” result.

Physical Interpretation
“Workability” channel can be implemented in “copper”
or optic realization. Channels that join preventers in one
network are optic, another channels for connecting
______________________________________________

1

TTL lines are located on a BINP-VME crate backplane and connecting
together all module. Timer module produces pulses over TTL lines for
slow synchronization.
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devices are “copper”. For this purpose one of the
“workability” channel of the preventer is optic.
Copper Version There are two optocouplers for
“ready” and “fault” signals receiving and one optocoupler
with photo-transistor output for “inhibit” signal transmit.
This approach allow to save galvanic isolation between
channels and don't need with DC/DC converter on each
channel. But disadvantage of this decision is larger
transition time (3 us) to transmit the “inhibit” signal than
receiving “ready” or “fault” signals from an input (1 us).
A light presence in the optocoupler from an input diode
means that device is ready for work (for “ready” signal),
malfunction is a light absence (for “fault” signal) and vice
versa. If photo-transistor of the “inhibit” output is in “on”
state it means that an “inhibit” signal in active and device
should stops all work in safe manner with latching its
state. The device can use its “inhibit” input with “dry”
door contacts connected in sequence for personal safety
organization.
Optic Version Optic realization of “workability”
channel has only two lines – “fault” transmit and “inhibit”
receive. This lines totally identical and differ only
direction. This lines transfer constant level in a simple
version of communication between two preventers. There
are no faults if preventer send light over optic line and it
not produce “inhibit” signal when receiving light. In more
complicated version preventers can communicate with
each other by sending and receiving bite sequences with
baudrate up to 10 Mb/s.
“Fault-Bus” A special bus are used for receiving a
“fault” signal from modulator controllers since there are
16 identical modulator controllers for one preventer. If
every controller are connected to individual channel then
number of all channels will be hugely increased.
Therefore, all modulator controller are connected with
each other and the preventer via the special “fault-bus”.
The “fault-bus” is based on CAN physical layer [2].
There are two levels on a CAN-bus – dominant and
recessive. The dominant level on in terms “fault-bus”
means “fault” and recessive level means normal device
operating. All modern CAN drivers have a time-out on
dominant level transmitting that exclude possibility of
sending constant dominant level on the bus. Therefore,
“fault” signal is transmitted by long dominant level (less
then time-out) and very short recessive level for restarting
a time-out timer. Another device on the bus filters line by
capacitor and receive only the dominant level. For
implementing the CAN physical layer a modern NXP
driver TJF1051 is used with baud rate up to 5 Mb/s.
Simple “Fault” Line For redundancy every modulator
controller has a simple “fault” line that is implemented on
“inhibit” line scheme. All 16 controllers and the preventer
are connected together by a “ring” topology in which
preventer generate current over this simple “fault” line. If
any controller switches-off an output photo-transistor then
preventer will receive a “fault” signal.

Modulator Controller as an EPS Unit
A special controller (CoMoD) was developed for
accelerator modulator since modulator is a basic unit of a
pulsed power supply system. LIA20 uses 512 modulator
TUPHA103
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with his controller. One of the important functions of this
controller is inform preventer about a modulator failure.
The controller is based on 3U eurocard interlocks
processing board (IPB in Fig. 3). IPB is a smart board
with FPGA Lattice LCMX02-200HC and Renesas
microcontroller UPD78F1035 which operate under
FreeRTOS. IPB has 12 slots for small terminal modules :
• 2 modules with DAC based on 8-bit PWM (not used
in CoMoD);
• 8 analog input modules with a comparator (160kHz
bandwidth);
• 2 digital modules with 4 isolated inputs (not used in
CoMoD);
• 2 digital modules with 4 isolated outputs;

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
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For CoMoD purposes the IPB has only 7 analog input
modules and one digital output module. In addition, it has
8-channels 12-bit ADC with 500kHz conversion rate and
512 kB SRAM for signal saving. IPB has two I2C
potentiometers for adjusting threshold voltage levels for
comparators on analog modules. This board collects
information about voltages on PFN lines, thyratron arc
current and thyratron heater voltage and degausser
current.
IPB checks all input analog signals after digital filtering
by using time-gates which started by an external trigger.
The controller can produce only “fault” signal over “faultbus” and over simple “fault” line. Reaction time on an
abnormal signal is 1 us over “fault-bus” and 3 us over
simple “fault” line.

CONCLUSION
Designing of modulator controller already is finished
and more than one hundred devices were produced. An
experiment preventer which is main unit in experiment
protection system was prototyped and will be test in a real
machine.
Now in BINP an accelerator injector on 2 MeV and
several accelerating modules with all necessary systems
are assembled together for testing purposes. Test results
will be obtained in the beginning of 2018 year.
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DEVELOPMENT OF PULSE FAULT SEQUENCE ANALYSIS APPLICATION WITH KSTAR DATA INTEGRATION SYSTEM*
Taehyun Tak†, Jaesic Hong, Woongryul Lee, Myungkyu Kim, Taegu Lee, and Giil Kwon
National Fusion Research Institute (NFRI), Daejeon, Republic of Korea
Abstract
The Korea Superconducting Tokamak Advanced Research (KSTAR) interlock related systems are configured
with various system such as fast interlock, supervisory interlock, plasma control, central control, and heating devices using various types of hardware, software, and interface platforms. For each system, monitoring and analysis
tools are already well-developed. However, for the analysis
of system fault behaviour, these heterogeneous platforms
do not help finding the relation of failure. When the interlock events are latched or pulse is stopped by PCS, events
are transmitted to different actuators and it could make
other events via various interface. In other words, it could
lead another factor of fault causes on different systems.
Through this application, we will figure out the sequence
of fault factor during the pulse-by-pulse KSTAR operation.
The KSTAR Data Integration System (KDIS) is configured
with KSTAR event-driven architecture and data processing
environment. This application has been developed on the
KDIS environment and synchronized with KSTAR event.
This paper will present the development of shot fault sequence analysis application and its environment configured with KDIS.

INTRODUCTION
Since 2008, KSTAR [1] has completed its 10th plasma
experiment by 2017. As the stability of device operation
increases, the requirements for accessing operational information through data have increased. As part of such a requirement, we have developed fault analysis application to
improve operational efficiency.

Figure 1: Interlock related system interface.

KDIS and Data Repository
The KDIS [5] has been developed as an integrated data
system for KSTAR including scheduled processes on
stream and batch data according to KSTAR events with a
user interface service, hardware and software infrastructures, applications, and libraries under the open source architecture as shown in Fig. 2. The fault analysis application
is developed and executed under the KDIS environment as
a task. This application is launched by KDIS job scheduler
according to an operational state of KSTAR.
In order to integrate data from the heterogeneous system,
we use Channel Archiver [6], MDSPlus [7], and log files
from the system. KDIS has all the interfaces between systems. KDIS provides an environment for integrating relevant data.

BACKGROUNDS
KSTAR Interlock Related System
In order to analyse fault sequence, the study of KSTAR
interlock events and actions related system should be proceeded. Interlock system is complicated because it has various dependencies and configurations. KSTAR interlock
system is composed of Fast Interlock System (FIS) [2] [3]
for heating system protecting PFC from heating beams and
Supervisory Interlock System (SIS) [4]. In addition, there
are related systems such as local interlock system, central
control system, plasma control system, and plasma monitoring system. Focused on the central interlock system, the
interface diagram between interlock related systems is
drawn in Fig. 1.
___________________________________________

* Work supported by Ministry of Science and ICT
† thtak@nfri.re.kr

Figure 2: KSTAR system and KDIS.
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APPLICATION DEVELOPMENT
The main purposes of this application are generating and
serving meaningful fault analysis data by providing information to the operator during pulse operation time, identifying cause and effect of the fault, and supporting statistical analysis through accumulated results.
This application is developed with python language and
the flow of application can be divided into 4 stages. First,
the application is launched by the scheduled event which is
from the KDIS operation status scheduler. Second, this application is aggregating the data from various interface
such as storage or memory. Third, backtracking the data by
event groups. Fourth, archiving and providing analysed
data to the operator and user.

Pre-processing Interlock Related Event
KSTAR is operated by automated pulse operation system named PASS [8]. Every pulse is operated by the sequence of stages as shown in Fig. 3. In order to decide the
range of analysis, we dedicated the range of operation time
is from ‘Shot Start’ to ‘Termination’ on purple marked
stages of Fig. 3. The application extract and filter these
bounded event data from unbounded archiving stream on
each pulse by each system interface. Data is coming from
various interface. These data will be sorted according to the
timestamp. As data source of this application, EPICS channel archiver and MDSPlus interface have been used. Data
from PLC based system and digitizer are integrated to EPICS and MDSPlus. Through these interfaces, the operation
and experiment data of central interlock system, local interlock system, and related system are archived and stored.
Those aggregated data will be divided as part of groups to
be analysed. Therefore, even if the system or the interlock
related functions are added, the application can be maintained in a scalable manner by adding to the data group.

Figure 3: KSTAR operation Sequence

Application Logic
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Major Interlock events are latched by local interlock system or the other conditions. The beginning of the analysis
is the search for the first major event. The major interlock
events of KSTAR are divided into two types. The SIS interlock event operates with the following interlock level as
shown in Table 1. On the other hand, fast interlock is an
operation to prevent the damage of PFC from the heating
system, and it operates depending on the condition of each
system. The interlock operation below interlock level 4 has
no direct effect on the interruption for experiments. Therefore, the event that stops the operation of the heating system and the level 3 or more is analysed in the main event
group. It is divided into groups according to kinds of events
and analysed in reverse order. Based on aggregated time
based log, the application is composed of doing backtracking to find the factor which event stop the operation. Because this analysis should be started from the when the major event happens and divided into categories to find lineage for the main causes.
Table: 1 KSTAR Interlock Level
Interlock Level

Action

Level 1

TF fast discharge

Level 2

TF slow discharge

Level 3

Plasma discharge stop

Level 4

Next shot inhibit

Warning

Warning

Fast Interlock

Reducing damage to the plasma facing
components (PFC) by heating
beams off

In case of an event from the SIS system which has interlock level, it is easy to find root causes because our SIS
system has logging interface with EPICS from PLC based
system. On the other hand, fast interlock system is not so
easy because this event could be from any system related.
For example, if heating is stopped by PCS, the application
need to process data by the result of causes. In addition,
interlock event could occur chained by previous event and
relation between SIS and Fast Interlock. Brief algorithm
for analysis is as shown in Fig. 5.

Based on the pre-processed data, the application performs analysis logic. The criterion of the analysis is the
time stamp of the data, and the reference data is shown in
Fig. 4 are grouped by pre-processing.

Figure 4: Grouped data for analysis.
TUPHA105
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Analysis Result and Data Archiving
The result of analysis and filtered pre-processed logs
will go to the storage and operator as shown in fig 11.

Figure 6: Usage of analysed data.
One of the operator’s major concerns is to know why
operation has failed between pulse operation times. The
operator can watch result information as shown in Fig. 7 as
soon as the pulse is terminated.

Figure 7: Examples of root cause log for the operators.
On the other hand, data will be archived to KDIS storage. These results can be served and used for other experimental or operational results and analysis. Users can access
data with the file itself or tools on the KDIS for mining it
like Fig 8.

SUMMARY
This application has been developed for the analysis of
operational fault event for the KSTAR machine operator
and operated during the 2017 KSTAR campaign. Because
of this application, operators could know the reason without communicating the operators in charge of the system.
Therefore, operation efficiency has been improved with
making operation time shorter by saving fault detection
time.
For the future work, we will consider more about the
data and interface quality. First, log integration level is not
enough for now. In order to perform deeper analysis related
with all the system, we will try to generate and integrate
more log and analyse detailed reason and relation. Second,
we have to fix timestamp synchronization. Because the
system is different, compensation methodology will be
considered according to type of system. Third, visualization will be considered include alarming for convenience.
Fourth, we need more performance to retrieve data from
EPICS channel archiver. These current limit is that it is difficult to explain associations between sequential events.
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ESS ACCELERATOR OXYGEN DEPLETION HAZARD
DETECTION SYSTEM
A. Toral Diez†, A. Nordt, D. Paulic, M. Mansouri, S. L. Birch, Y.K. Sin,
European Spallation Source ERIC, Lund, Sweden
Abstract
At the European Spallation Source ERIC (ESS), cryogenic cooling is essential for various equipment of the facility. The ESS Superconducting LINAC and the ESS Cryomodule Test Stand, will require major cryogenic services
in order to be supplied with liquid nitrogen and helium [1].
Since the use of cryogenic fluids can be associated with
Oxygen Depletion Hazard (ODH), the ESS Protection and
Safety Systems group will install an ODH Detection System which is a PLC-based alarm system. This system will
monitor real time Oxygen concentration levels in designated areas, with the aim to alarm personnel if the oxygen
level is detected below certain thresholds. This paper gives
an overview about the requirements, system architecture,
hardware and software of the ODH Detection System in
ESS Accelerator buildings [2].

(HCB), the Cryogenic Transfer Line Gallery (CTLG), the
Cold Box Hall (CXH), the Cryomodule Test Stand and the
Accelerator tunnel.
Activity/equipment/
installation involving the
use of ashyxiant ﬂuids
Activity leader/installation
owner/equipment owner

ODH assessment #1

STEP 1: ODH
Assessment

(CERN methodology)

No

Area subject to ODH
in case of accident?
O2 < 18%

Activity leader/installation
owner/equipment owner

Yes

ODH assessment #2

*

(Fermilab methodology)

Area subject to ODH
in case of accident?
ODH Class 1 or
higher?

INTRODUCTION AND REQUIREMENTS
In general, no use of asphyxiant cryogenic fluids or compressed gases is permitted at ESS without a formal evaluation of the ODH Class which shall be conducted through a
specific ODH process for all activities which are physically
capable of exposing individuals to an oxygen depletion.
Therefore, ESS has the mandate to perform ODH assessment for any building where ODH could be present, in order to determine the necessity to install ODH Detection
System and additional mitigation actions based on the results from the safety study [3].
The ODH assessment process can be divided into three
main steps as shown in Figure 1. It should be noted that the
process is built around quantitative assessment followed by
independent expert(s) review that will provide the final
clearance of the activity/area/equipment before operation
[4].
Following the ODH assessment, the areas will be classified as require ODH Detection System or not. To start with
development of ODH Detection System, a hazard register
will be created where hazards, their initiating events, likelihoods, mitigation, human actions, etc. will be recorded.
This will be followed by a Fault Tree (FTA) and Event Tree
Analysis (ETA) to understand the ODH Detection Systems
points of failure and also explore the consequences of failure of this system [5].
In ESS Accelerator buildings, through an ODH assessment five areas have been identified where ODH Detection
System is required, the Helium Compressor Building

*

Yes

No

Activity leader/installation
owner/equipment owner +
ICS + ES&H

STEP 2: Deﬁnition of
control measures

ES&H + designated persons
from other divisions

STEP 3: Final
review and approval

Implementation of control
measures

Review from the
"Cryogenic Safety
Committee"

No

Activity/equipment/
installation considered
as acceptably "safe"?

Yes

ES&H + designated
persons from other
divisions

Final clearance from the
"Cryogenic Safety Committee"

Figure 1: Flowchart of the ESS ODH assessment.
The following are the sources of ODH in the areas already mentioned:
• Warm Helium in the HCB, the CTLG and the CXH.
• Nitrogen in HCB.
• Nitrogen in the CXH.
• Liquid helium in the CXH, CTLG and Accelerator
tunnel.
If the Oxygen concentration drops between 19.5% and
18%, the ODH detection system will send a warning signal
to the Main Control Room and the Cryogenic Control
Room where operators will be notified. The ODH evacuation alarm (red beacon lights + siren sounders) will be activated upon detection of low level of oxygen (≤18%) from
at least one of the ODH monitors. The alarms will remain
active as long as the digital signal from the ODH monitor
is active.

___________________________________________
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Figure 2: Accelerator ODH Detection System Physical Topology.

ARCHITECTURE
The Accelerator ODH Detection System consists of a
single-train system using Siemens S7 1500 series safety
PLC’s (Figure 3). At ESS, the ODH Detection Systems
will be completely independent from Personnel Safety
Systems.

All signal paths are hardwired from equipment (sensors and actuators) to the peripheral modules, which are:
analog input (AI), digital input (DI) and digital output
(DQ).

CONTROLLED DEVICES
The following components have been used to develop
Accelerator ODH Detection System:

ODH Monitors

Figure 3: Siemens S7-1500 series PLC.
The system will use fibre connections from the main
PLC rack to the distributed I/O (ET200SP) by means of
a ring topology over PROFINET protocol. Figure 2
shows the physical topology of the Accelerator ODH
Detection System.

The O2iM monitors manufactured by Oxigraf were
chosen as they had already been installed and operated
successfully in similar facilities. The ODH monitors
measure and display the oxygen concentration in a gas
sample drawn through the instrument. Gas is pumped
sequentially from up to four input sample ports, through
the oxygen sample cell, and out the exhaust port. An internal filter in the input line prevents contamination of
the sensor. Figures 4 and 5 show an ODH monitor, its
installation and peripherals in one of ESS Accelerator
buildings.
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areas of the rooms in order to reach a good visibility
from every point.

Figure 6: Werma Halogen Rotating light.

Figure 4: O2iM 4-port mounted in a pillar at the HCB.
The O2iM has a Laser diode absorption spectroscopy
system, which assures stable, long-life oxygen measurement: The laser diode technology is rated for more than
100,000 hours mean time to failure. The laser diode is
thermally and electronically tuned to measure the absorption of oxygen at 763 nm, and also periodically
measures the background to provide an automated zero
(self-calibration).
Oxigraf O2iM single port and multiport are used in
the implementation of the ODH Detection System. Single port will provide a faster sampling of oxygen while
the multiport will provide a wider area-coverage. Both
O2iM models are fitted with a warning horn and strobe.

The flashing lights are assembled with the siren
sounders into an alarm plate. According to the noise
maps of the equipment installed in the buildings, the
maximum sound power level at 1 meter distance (without insulation) from these equipment is 108 dB. Therefore, the sound output of the selected sounders is 115 dB.
The selected lights and sounders are suitable for both indoor and outdoor installation (IP65). Figure 6 and 7
show samples of alarm units installed for the Accelerator
ODH Detection System.

Figure 7: Alarm plate installed in the facade of the HCB.
Figure 5: Detail of a filter for the micro-pipe input line.

SOFTWARE
Alarm Devices
The alarm devices are comprised of red beacon lights
and siren sounders. These devices are used to alert the
personnel in the hazardous areas in order to facilitate
their safe and fast evacuation in case of oxygen depletion. Flashing lights are installed in the lateral walls of
the rooms while rotating lights are installed in the central

The ODH Detection System software will be developed using Siemens TIA Portal SIMATIC S7. The software is following the activation matrix which summarize the requirements of ODH, as shown in Figure 8.
Once the percentage of Oxygen is ≤19.5% or ≤18%,
the PLC will process according to the activation matrix
to activate the necessary signals and/or alarms.
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Figure 8: Activation matrix.
Two modes of operation can be configured in the
ODH monitors; normal mode and channel relay mode.
For ESS applications, normal mode is chosen to show
more detailed information in each relay. The individual
relay is connected to the Digital Input of the PLC and
the PLC software will determine the action needed upon
activation / deactivation of the relays, (see Table1).
Table 1: Operation Modes from O2iM
Relay
Horn/Strobe
System OK

Warning

Limit A / B

Channel
Rel. Mode
On when limit and warning conditions
specified by the Horn/Strobe setup are
true
On when self-test is
On when a
good and absorption line channel 1
lock achieved
alarm state
is active
On when warning status
On when
is active for low supply
channel 2
voltage, low sample
alarm state
flow, high pump drive,
is active
high or low cell pressure,
or absorption over range
On when O2 is greater
On when
than High Threshold A / channel 3 /
B or lower than Low
4 alarm state
Threshold A / B. Disais active
bled when both limit
value set to zero.

CONCLUSION
The Accelerator ODH Detection System installation
is being carried out in two phases. Phase one is nearly
finished and comprises of HCB, CTLG and CXH buildings. The second phase comprises of the Cryomodule
Test Stand and the Accelerator tunnel. In addition, Target and Neutron Instrument(s) ODH Detection Systems
will be developed in future.

Normal Mode
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TECHNICAL AND ORGANISATIONAL COMPLEXITIES WITH
A DISTRIBUTED MP STRATEGY AT ESS
E. Bargalló†, R. Andersson, S. Kövecses, A. Nordt, M. Zaera-Sanz, European Spallation Source
ERIC, Lund, Sweden
Abstract
The reliable protection of the ESS equipment is important for the success of the project. This requires multiple systems and subsystems to perform the required protection functions that prevent undesired hazardous events.
The complexity of the machine, the different technical
challenges and the intrinsic organisational difficulties for
an in-kind project such as ESS impose serious challenges
to the distributed machine protection strategy. In this
contribution, the difficulties and adopted solutions are
described to exemplify the technical challenges encountered in the process.

THE EUROPEAN SPALLATION SOURCE
The European Spallation Source (ESS) is a European
project with the aim of designing, constructing and operating an Accelerator-driven neutron source in Lund, Sweden. The purpose of this installation is to enhance neutron
science by replacing the use of reactor-based neutron
sources and to be an important center of science in Europe. The first spallation neutrons are expected in 2020
and ESS is planned to operate for 40 years before decommissioning.
ESS is a greenfield facility where a very high percentage of the components are designed and fabricated in
different European countries in the form of in-kind, rather
than cash. This makes it more complex to manage and to
identify clear responsibilities and interfaces. For the distributed machine protection (MP) system of systems, the
characteristics of this project present important organizational challenges.

MACHINE PROTECTION AT ESS
Machine protection is embedded in all systems, from
power supplies to the large target system and neutron
instruments. The main goal of MP is to stop the escalation
of any misbehaviour of the machine, bringing it back into
a stable and protected state.
In the case of a power supply, any internal problem, for
example a broken fan, will be detected by a rise in temperature. The power supply will be stopped to avoid
worse consequences, such as damage of connected components, fire, etc.
In the case of larger systems such as ESS, MP mainly
avoids the escalation of events that could lead to beam
induced damage. This means that if any critical misbehav-

iour of one the systems involved in generating, focusing,
accelerating, steering, bunching, or chopping the beam is
detected, these systems have to inform the so-called Beam
Interlock System (BIS) to stop beam operation, bringing
the machine to a protected state. Another key part of the
protection is done through the beam monitoring systems,
which directly detect and observe the different beam
properties (e.g. position, current, pulse length, profile,
position). In case these systems detect the beam parameters to be outside pre-defined boundaries, they will trigger
an interlock and inform the BIS. There are other important functions in the MP systems, such as the correlation of the different beam modes that limit certain beam
parameters to a maximum allowed beam power, the beam
destinations (e.g. target, tuning beam dump) and the different elements that interact with the beam. As an example, if an insertable beam instrument can withstand only a
low-power beam without being damaged, the BIS will not
allow its insertion unless the correct beam mode for that
device has been selected.

System of Systems
Machine Protection is done in a distributed way, where
single protection functions are performed by different
parts of the machine. These are managed by different
divisions or groups and designed and built by different
laboratories around Europe. This requires a new way of
organizing the responsibilities, which can be achieved by
applying the System of Systems (SoS) approach. This
work was presented in [1] and it is currently followed at
ESS.
The systems that belong to the MP SoS can be seen in
Figure 1. All of these systems play a role in the operation
and the protection of the machine. These systems belong
to different groups and divisions. The protection-related
systems are mainly related to the correct operation of the
different ESS systems. The Proton Beam Monitoring
systems detect if the beam is in its expected state or if
there is some unexpected behavior. The Beam Stop Actuation systems stop the beam operation in a reliable way
(upon request by the BIS). Other systems, such as safety
or controls also have a connection to the BIS. Finally,
other systems are required to ensure everything is synchronized, and these have been grouped (in this context)
to be the MP management systems.

___________________________________________
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Figure 1: Machine protection System of Systems and the relation between the different entities [2].

MP CHALLENGES DURING
THE DESIGN PHASE
The ESS MP team has faced many challenges during
the past years with such a complex and distributed system. In this paper, a grouping of major issues encountered
and the solutions implemented are described.

MP as a Convergence of Disciplines
MP in particle accelerators requires that different fields
and disciplines converge into the single purpose of protecting the equipment, but still support high operational
flexibility and increase availability of the function to be
performed – in the context of global machine goals. This,
in practice, means that various groups and people with
different background and experience have to be involved
in order to succeed in this very important goal. Some
examples are beam physics, beam instrumentation, risk
management, reliability engineering and PLC and FPGA
experts among others.
This means that in addition to designing and deploying
a very complex, fast and reliable system to protect the
machine, the requirements and operational behaviour of
the systems have to be identified and properly documented to be able to advance. However, in a project such as
ESS, where parts of the accelerator design is performed in
different laboratories in Europe and changes in scope,
schedule and value-engineering exercises are performed
continuously, the requirements have to be adapted on the
fly [3].
Another important issue for MP is that the design of the
machine is usually done from the requirements and needs
coming from beam physicists, where the most important

aspect during the design phase is to reach the desired
beam power. On the contrary, other issues such as how to
operate the machine, which systems that are required to
operate it, or how the systems will interact are typically
left for a later stage. This implies that the design of the
MP systems has to be done in parallel with the understanding of the operation of the machine.
This problem has been solved in a pragmatic way,
where some of the requirements that define our systems
have been considered to be as good as reasonably possible. Other issues such as operability are still unknown;
however, continuous discussions with the responsible
people are done when help is needed to guide the design
towards the likely required solution. In addition, at any
new step of the design, the assumptions taken as well as
the design options are discussed with the different experts. This is done to evaluate if design modifications are
reasonable or if certain parts have to be re-designed.
Another tool used to identify missing information and
to visualize how the systems interact with each other, are
the Use Case Workshops [4]. In these workshops, examples of typical operational scenarios are simulated and
analysed together with the system owners and the relevant
experts. In the use cases, the signal sharing and the role of
each system is checked in order to see the correct behaviour of them and optimise it towards high efficiency.

Local Versus Global Protection
As explained in the previous chapter, the protection of
the machine occurs at different levels. At ESS, three main
levels are considered:
 The first is at component level, where the manufacturer or the group building it takes care of it. Some
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examples are electronic boards, power supplies, or
any stand-alone piece of equipment. This is quite
straightforward to distinguish and will not be further
discussed in this paper.
 The second is protection in between elements. This
protection generally involves direct relationships between components in the form of services and connections. Some examples are water-cooling, controls, power supply, etc. In these cases, the elements
usually belong to the same system and therefore they
are the responsibility of the system owner. The protection functions involved in this category are called
Local Protection Functions. The example in Figure 2
shows the local protection for a magnet system
where the power supply performs the protection of
the magnet. The power supply has to stop delivering
power if overheating in the magnet coils is detected.
 The third level is focusing on protection functions
that are located in-between systems. These functions
usually cover beam damage events and require stopMagnet System
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ping the beam operation to bring the machine to a
protected state. In Figure 2, a protection function to
stop beam operation in case the magnet is not powered (hence beam is deflected in an unwanted and
potentially critical way), is performed trough the
magnet system, the BIS and the different Actuator
systems. These functions are called Global Protection Functions and the ESS MP team is in charge of
analysing them, retrieving the correct information
about the systems that are part of the function, taking the correct decision on the level of the BIS and
then triggering the actuators to stop beam operation.
At ESS, the responsibilities have been easily clarified
in this way; however, a lot of interaction is required to
ensure all protection functions are well identified. This
interaction is also needed to define that the integrity levels
of the protecting systems are in the same order as well as
avoiding any gaps or undesired behaviours of the systems.

B ea m In terlo ck S ys tem

Ac tuato r S ys tems

Timing System

Magnet
Power
Supply

Magnet
Coil
Thermoswitch

MPS-Magnet
Concentrator

Fast Beam
Interlock
System

Power
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Logic

Ion Source

LEBT Chopper

MEBT Chopper

Global Protection Function
Local Protection Function

Figure 2: Example of a global and a local protection function at ESS.

Risk Management
Protecting a complex facility such as ESS requires a
standard way of analysing and evaluating the hazards, the
damaging events, their consequences and the protection
functions needed to minimize the undesired consequences. A method capable of defining how important a protection function is and how reliable it has to be would be
very beneficial in the moment of classifying critical systems and evaluating the elements that perform these functions.
MP itself has no relevant standard to use in a particle
accelerator context for this purpose. This is why, at ESS, a
new method was developed taking safety standards IEC
61508 and IEC 61511 together with risk management
standards ISO 31000 and ISO 16085 into account and

adapting them to MP [2]. This method permitted to guide
the effort of MP into the most critical and most important
functions, classifying the systems that required protection
and defining the integrity levels required for their protection functions.

Interfaces Between MP-Related Systems
Another important issue is the interfaces with other systems. Due to the changing design and the fact that many
of the systems are in-kind, it is not easy for the MP team
to access detailed and relevant information. It was therefore decided to have a standardisation in FPGA processing boards with a standard interface to the BIS as well
as standardised PLCs allowing for such a standardised
interface. In addition, connectors and cables are also
standardised. Furthermore, since there are some interfaces
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that are still to be defined, the fast part of the BIS has the
possibility of replacing mezzanine cards in a signal conversion board to allow the connection of different types of
signals and connectors.
The principal way to define such interfaces is with the
so-called Interface Control Documents, where the different system owners agree on the signals and connectors in
the interfaces they share. This has been proved to be a
very good way of having the different teams on-board.

CONCLUSIONS AND NEXT STEPS
MP for a machine such as ESS requires special attention from many angles due to its distributed nature, its
intrinsic complexity and its challenging organisational
environment. In this contribution, the main problems
faced and the solutions adopted have been presented. At
the moment, many of these challenges are still be overcome; however, the current stage of the project and its
way forward shows that the solutions adopted are contributing to its success.
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A MAJOR PERFORMANCE UPGRADE TO THE TRANSVERSE
FEEDBACK SYSTEM AT THE ADVANCE PHOTON SOURCE*
N. DiMonte†, C.-Y. Yao, Argonne National Laboratory, Argonne, IL 60439, U.S.A.
Abstract
With the success and reliability of the transverse
feedback system installed at the Advance Photon Source
(APS), a major upgrade to expand the system is under way.
The existing system is operating at a third of the storage
ring bunch capacity, or 432 of the available 1296 bunches.
This upgrade will allow the sampling of all 1296 bunches
and make corrections for all selected bunches in a single
storage ring turn. To facilitate this upgrade a new analog
I/O board capable of 352 MHz operation was developed
along with a revolution clock cleaning circuit. A 352MHz
clock cleaning circuit was also required for the high-speed
analog output circuit to maintain data integrity to the
receiving DAC unit that is 61m away. This receiving DAC
unit will have its transceiver data rate upgraded from
2.3Gbps to about 7Gbps transmitted over a fiber optic link.
This paper discusses some of the challenges in reducing the
clock jitter from both the system P0 bunch clock and the
352MHz clock along with the necessary FPGA hardware
upgrades and algorithm changes, all of which is required
for the success of this upgrade.

INTRODUCTION
The Advanced Photon Source (APS) experiences beam
instabilities in both the transverse and longitudinal planes.
The P0 feedback system, in its initial version, will correct
these instabilities in a bunch pattern that has up to 24
bunches. This is accomplished by using a pick-up stripline,
drive stripline, four drive amplifiers, a 3-tap comb filter for
front-end signal conditioning, and an Altera PCIe Stratix II
GX FPGA-based development board coupled with a
Coldfire CPU. The Coldfire CPU uses EPICS [1] with
RTEMS [2] for all the remote monitoring and control.
Figure 1 shows a block diagram of the feedback system.
This paper discusses FPGA performance, added features
and modifications, as well as the imminent upgrade.

SYSTEM DESCRIPTION
The current system consists of a pick-up stripline, a
front-end signal-processing unit, an Altera PCIe Stratix II
GX FPGA-based development board, drive amplifiers, and
a driver stripline.This system has been described in detail
[3]. Figure 1 shows a block diagram of the current system
without the remote DAC hardware. At the core of the
FPGA processor are the 864 32-tap FIR filters running at
117.3 MHz. The algorithm used for the filter is based on
the least square fitting method to determine filter
coefficients [4]. The pickup and drive striplines are located
____________________________________________
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in different locations of the storage ring, which is a major
issue for the Y-channel since the distance between pickup
and drive is seven sectors, or about 188 m, apart. A remote
DAC linked to the main transverse feedback system via
high-speed fiber optic cable utilizing a real-time data
transfer protocol. Figure 2 shows the addition of the
transceiver in the main transverse feedback chassis used to
connect the remote DAC chassis.

Figure 1: Block diagram of the feedback system.

CURRENT SYSTEM AND LIMITATIONS
The current FPGA system described above has been very
successful for the Advanced Photon Source as it has been
detailed in a previous paper [5]. This system is limited to
324 or 432 buckets depending on the operating frequency
of 88 or 117.3 MHz that’s configured for a particular bunch
pattern. With the proven success of this system, an
opportunity to expand the transverse feedback system to
encompass all 1296 buckets has been proposed. This would
require the system to operate at the full storage ring
frequency of 352 MHz. At 432 buckets, the system is
operating at 117.3 MHz, which is near the limitation of the
ADC/DAC interface to the FPGA. The current ADC has a
maximum sample rate of 125 MHz while the DAC can
perform at 150 MHz. The current FPGA (Stratix II GX) is
limited to a maximum transceiver rate of 6.376 Gbps of
which 2.3 Gbps is needed to transport data to the remote
DAC at system clock rate of 117 MHz. To transport data to
the remote DAC with a system clock rate at 352 MHz, the
transceiver needs to triple its transmission rate from 2.3
Gbps to 7.04 Gbps, which is beyond the Stratix II GX
chip’s capabilities. The current ADC and DACs are also not
sufficient for 352-MHz operation. One solution is to have
several ADCs and DACs in parallel to achieve 352-MHz
operation. While standard methods can be used to
multiplex the ADC front end, it becomes very complicated
to mux several DACs to generate a 352-MHz analog
control signal. This option also requires more board space,
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a minimum of three ADCs and three DACs, and would
require a larger power supply. For the transverse feedback
system with two channels, a total of six ADCs and six
DACs would be needed. A simpler option is to have a single
ADC/DAC pair per channel, which saves on space and
power consumption.
One of the biggest hurdles that this upgrade overcame
was the jitter in the 352-MHz RF clock and the jitter in the
P0 timing trigger. This has not been an issue at the
Advanced Photon Source in the past because the existing
digitizing systems were running at sub-harmonics of the
clock (e.g., 88 MHz, 117.3 MHz, 176 MHz), which
precluded the possibility of sampling the full 1296 buckets
in the storage ring. This jitter would cause the transverse
feedback system to skip to an adjacent bucket with
undesirable results. This issue had the potential to put this
enhancement on hold.
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signal is a point-to-point connection, so signal degradation
will be at a minimum. However, this adapter card was
tested at the current 2.3-Gbps transfer rate with no data
loss. It was questionable whether or not this would work at
7.04 Gbps rate needed at 352MHz operation. Using new
SFP+ transceiver capable of 8.5 Gbps will require a
performance test with the Finisar transceiver [7] capable of
8.5 Gbps with bi-directional data links to be tested first. A
transceiver produced by Avago [8] may also be considered
for testing.
Table 1: Possible Bucket Modes
88 MHz

Samples only 324 buckets
1) 324 mode
2) Hybird mode
3) 648 FIR filters needed

117.3 MHz Samples only 432 buckets
1) 24 singlet mode
2) Hybird mode
3) 864 FIR filters needed
352 MHz

Figure 2: FPGA block diagram of the P0 feedback.
Due to budget constraints, the project upgrade was
limited to a similar size Altera development board that was
required to have all same ports in order to be a drop-in
replacement, but the closest drop-in that Altera provided
was a Stratix IV GX Development Kit [6], which has two
HSMC and PCIe connectors but no SFP cages. It was
necessary to move to the Stratix IV GX chip platform for
the higher clock rates needed for this enhancement, and the
number of FIR filters tripled as seen in Table 1.
The Stratix II GX could only accept a 500-MHz clock
input on an I/O pin and a 500-MHz (max) internal clock
speed. Compiling the Stratix II GX for 352-MHz operation
failed to meet internal timing specs because there was not
enough ceiling between 352 MHz and 500 MHz. With the
Stratix IV GX chip, the clock ceiling in the FPGA fabric is
high enough to meet the timing requirements of this
project. Since the Stratix IV GX did not come with a SFP
cage for the optical transmitters, a PCI card was developed
with SFP cages that would plug into the Altera
development kit’s PCIe connector. Testing was performed
with this configuration but since the PCIe specification is
only good for 5.0 Gbps (Gen2), and this upgrade needed
push data at 7.04 Gbps through a card edge connector,
concern whether or not the transceiver could be adjusted to
go beyond the PCIe specifications. The PCIe to SFP+
adapter board adds about 25 mm to the signal trace but this

Samples only 1296 buckets
1) Any bucket configuration
2) 2392 FIR filters needed

These limitations mentioned above in the current
transverse feedback system using the Altera Stratix II GX
PCIe development kit prompted the need to upgrade the
system. This kit only has two HSMC (High Speed
Mezzanine Card) ports, one that is populated with a
Coldfire CPU daughter board and the other with a twochannel ADC/DAC board. The problem with the Altera
development boards is that they only have two HSMC
connectors, which limit your options. The need for a 14-bit
400MSPS ADC and DAC chip to run at the 352 MHz is
required. These chips use differential LVDS for the data
and clock pins so there was a limitation of only one ADC
and one DAC on one HSMC connector.

HARDWARE UPGRADES
With the Altera development boards, it was only possible
to use the HSMC Data Conversion Board, which is a single
HSMC board that has two ADCs (125MHz) and two DACs
(150MHz) because they were single ended lines. The single
ended lines allowed up to four chips with a 14-bit buses to
connect to the HSMC connector. But the speeds required
for operations at 352MHz requires differential data lines,
or LVDS signals, limiting the HSMC connector to only one
ADC and one DAC. It was obvious that two HSMC boards
was necessary to maintain a two-channel system with two
ADCs and two DACs for 400MSPS operations.
Discovered an alternative main board that had more than
two HSMC connectors and it was the Terasic TR4 FPGA
Development Kit [9], which also has a Stratix IV GX chip
TUPHA111
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installed on it. This board has six HSMC connectors, which
provided the flexibility of installing two 400MSPS Data
Conversion boards. The remaining four connectors
configured for a Coldfire CPU board, a Transceiver to
SMA board, an eight cage SFP board and then an Event
Receiver interface board.
The 400MSPS boards were specially designed for this
project and the engineering was done buy System Level
Solutions, Inc (SLS). Four main components that is install
on this board are, ADC (ADS5474A), DAC (DAC5675A)
and two Clock Jitter Cleaner (SI5317A) chips. The clock
jitter cleaners also provide a nice means to adjust the clock
phase to fine-tune the ADC or the DAC to the FPGA fabric.
The existing data conversion board (DCB) [10] has a
HSMC connector that connects to the main Altera
development board. This DCB has two ADC channels and
two DAC channels. The maximum sample rate for the
ADC is 125 MHz at 12bits and the DAC maximum sample
rate is 150 MHz at 14 bits. For this upgrade this system
needs to operate at 352 MHz, which these devices will not
be able to accommodate.
The APS tried to design a 352MHz DCB with two ADCs
and two DACs on a single HSMC board but could not meet
the timing constraints in the Altera Startix IV development
board. Due to the limited pins on the HSMC connector and
since the data lines were LVDS based, the HSMC could
only support one ADC and one DAC. An attempt to use
Double Data Rate (DDR) to combine two ADCs on the
same set of LVDS lines proved to be difficult in passing
the timing constraints on the Stratix IV. Apparently, the
design was pushing the timing limits with the needed
704MHz clock need for the DDR to separate the two
ADCs. Once that was done each ADC’s data was in DDR
format so this had to be un-packed also. This was not an
issue with the DAC chip since the DAC had two channels
and the data was in DDR format. This design was running
out of board space and becoming very complicated in the
board layout. It became apparent that another design
solution for a 352MHz DCB was in order.
The first issue was the main Altera Stratix IV
development board only having two HSMC connectors. If
this board had three then the logic and the complexity of
the design could be reduced to a single ADC and a single
DAC on one HSMC board. As mentioned above, search
discovered the Terasic TR4 board with a Stratix IV chip
with six HSMC connectors. The TR4 has much to offer but
it does not have any Small Form-Factor Pluggable (SFP)
cages for fiber optic transmitters/receivers needed for this
project. Terasic does offer a HSMC board (SFP HSMC)
[11] that has eight SFPs, four being LVDS base while the
other four are transceiver based. The TR4 is limited on
SMA clock inputs and this project needs an extra
differential clock input. Terasic offers a simple HSMC
board called the HSMC-XTS [12], which has several
transceiver circuits connected to a pair of SMA connectors.
This board has provision for SMA clock input and SMA
clock output were this upgrade will be using the clock input
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for this project. This system will continue to use the
Coldfire CPU platform, which the APS has HSMC adapter
already designed. A new Event Receiver interface board
was design to implement a Taxi chip decoder verses using
firmware to separate the clock and data signals. This was
necessary due to the Stratix IV GX dropping bits that was
not an issue with the Stratix II GX chip.
A major design consideration in developing the new
DCB is how to deal with an ADC`s high sensitivity to jitter
from the sampling clock when digitizing analog signals at
high sampling rates. Long-term testing of the LLRF clock
signals at APS have shown that the existing clock contains
a number of spurs in the -75 to -95 dbm range and a
prominent spur at 1 MHz, which appears to be a product of
the 10-MHz reference synthesizer. For the vast majority of
operations within APS, the LLRF clock is sufficiently
clean, but for direct sampling at 352 MHz, the existing
clock must be cleaned further. The new DCB will provide
one 14-bit 400 MSPS Analog Devices ADCs and one 14bit 400 MSPS DAC, thus providing an independent ADC
and DAC signal channel. In order to maintain the ~12-bit
ENOB of the ADC at 352 MSPS, the LLRF sample clock
must have the lowest jitter possible. To that end, a highspeed RF comparator connected to a jitter cleaner board
(SI5317-EVB) which provides clock distribution for the
main FPGA clock input and another output to connect to
the transceiver clock input. The jitter cleaner chip provides
two independent LVDS outputs at frequencies up to 352
MHz. In addition to this jitter cleaner circuit each
400MSPS DCB has two Si5317, one for the ADC and the
other for the DAC with each output capable of
incrementing and decrementing its phase offset from the
input reference clock in 180-ps steps.

SOFTWARE IMPROVEMENTS
To facilitate system diagnostics and tuning we also added
some EPICS process variables for both ADC inputs and
DAC outputs in addition to some firmware features.
For each sample, we define a 3-bit control pattern as
shown in Table 2. These control functions are
programmable for purposes such as timing alignment, AC
coupling effect compensation of DAC output, and
bandwidth matching of the amplifiers. Option 000 or 111
will set the DAC output to zero volts. Option 001 simply
passes the data though to the DAC, while option 010
negates the data before going to the DAC. Options 011 and
100 are separate registers holding some preprogrammed
value. Option 101 toggles data from the previous bucket for
the current bucket, and option 110 stretches the data from
the previous bucket into the current bucket. These last four
options ignore the processed data from the FIR filters.
Developed high-level software to facilitate machine
studies, e.g., a graphic interface for loading and saving
DAC output control patterns; generating FIR filter from
lattice files; and saving, reviewing and loading FIR filters.
This software is based on the Tcl/Tk interpreter using the
SDDS Toolkit.
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Table 2: DAC Output Control Bit Patterns
000

Zero volts out

001

Normal processed data

010

Negate processed data

011

Programmable negative output value

100

Programmable positive output value

101

Toggle (negate) data output

110

Stretch (repeat) data output

111

Zero volts out

FUTURE PLANS
The previous configuration at 117.3MHz could only
correct 432 bucket due to being only a third of the storage
ring frequency of 352MHz. At the frequency of 117.3MHz
the fiber link only had to operate 2.3Gbps using basic
8b/10b protocol. The transmitter transceiver operated with
16-bit data bus at 117.3MHz while the receiver transceiver
was configured to output an 8-bit data word running at
234.6MHz. This improved the reliability of the data
transmission that the receiver would not have to deal with
byte swapping. However, at the time of this writing a new
configuration is be developed to accommodate data at
352MHz. In this configuration, the data bus to and from the
transceivers will both be 32-bits wide. An alignment
algorithm on the receiver circuit needs send data to the
DAC that will not interfere with the beam, which might
bump a bunch out of orbit.
Due to the added complexity of the remote slave DAC
an EPICS IOC will be installed in the slave unit to monitor
the fiber link and perform any realignment if necessary.
This upgraded system is scheduled to be installed
January 2018, which at that time a system performance test
will be perform to verify normal operations.

CONCLUSION
The P0 feedback system has proven to be very flexible
in that it was easy to adapt when the need arose, e.g.,
increasing the number of buckets and adding a remote
DAC function. However, the pervious configuration could
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not accommodate for all 1296 buckets limiting what bunch
pattern could be used. The preliminary test data have
shown some promise that this system can stabilize 1296
bunches in both the horizontal and vertical planes at the
APS and possibly function as a bunch cleaner.
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Each RF controller [4], [5] controls up to eight cavities. The RF signals picked-up from the cavities are undersampled by RF ADCs. The digitized signals are elaborated
by a ﬁeld programmable gate array (FPGA) which implements a proportional-integral controller. The signals processed by the FPGA are up-converted by DACs, hence the
harmonic of interest is ﬁltered-out and sent to power ampliﬁers and then to the cavities.
A block diagram of the LLRF controller for the cavities
is shown in Fig. 1. It is based essentially on three boards:
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INTRODUCTION
SPES (Selective Production of Exotic Species) [1] is a
new facility under construction at LNL. The main goal is
the production of neutron-rich exotic beams to perform research in nuclear structure and in interdisciplinary ﬁelds
like medical and biological. Then the Radioactive Ion
Beam (RIB) from SPES can be boost through the linear accelerator ALPI [2] and sent to the three experimental halls.
Some upgrades which would make ALPI suitable as an RIB
accelerator are in commissioning [3]. ALPI is a superconducting linear formed by 96 QWR cavities. The ﬁrst group
of cavities resonate at 80 MHz, while that of a second group
resonate at 160 MHz. In order to boost also the RIB coming from SPES, ALPI must be modernized. Besides the
resonators themselves, all their ancillary components need
to be modernized: RF controllers, RF control system, RF
power ampliﬁers, and couplers, pickup and tuners. The RF
control system upgrade are here detailed. In particular this
paper is focused on the digitalization of the signals, how
this process is related to the control performance and on the
ﬁrmware/software modiﬁcations done during the last year.
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For the SPES project at Legnaro National Laboratories
(LNL), a Low-Level Radio Frequency (LLRF) has been designed to have ﬂexibility, reusability and an high precision.
It is an FPGA-based digital feedback control systemusing
RF ADCs for the direct undersampling and it can control
at the same time eight diﬀerent cavities. The LLRF system
was tested on the ﬁeld with an accelerated beam. In the
last year some improvements on the ﬁrmware, software and
hardware of the control system have been done. In this paper the results carried out in the more recent tests, the future
works and the upgrades of the system will be detailed.
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Figure 1: Block diagram of the LLRF system

the RF input-output controller (RF IOC), the RF front end
(RFFE) and the power monitor (PM) [4]. The RF IOC implement the control law. The RFFE board adapts the amplitude level of the RF signals from the cavities to the ADCs of
the RF IOC and from the DACs of the RF IOC to the power
ampliﬁers. The PM board measures the reﬂected powers
and the forward powers of the eight controlled cavities.
One of the most critical point next analyzed is the digitalization of the signals.

ADC
In order to simplify the hardware design the direct down
conversion(DDC) was adopted. The signals picked up from
cavities have frequencies that lie in the second or third
Nyquist zone. DDC preserves the signal information if the
sampling frequency is at least double the bandwidth of the
RF signals [6]. This condition is complied. Furthermore
the RF signals are sampling in quadrature in order to extract the in-phase and quadrature components. From these
components it is direct get the amplitude and phase of the
ﬁeld resonating in cavities. The components are physical
meaningful and can be controlled independently.
ADCs have to guarantee an high resolution and an high
sampling rate. The sampling rate is important since the
DDC was chosen, while the high resolution is related to
the stability of phase and amplitude in cavity. For a mod-
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ern heavy ion linac like ALPI, it is required a phase stability and a amplitude stability of at least 0.5° and 0.5% rms,
respectively. In other words the phase and gradient stability can be studied from the phase error and amplitude error.
From these values we can extract the ADC speciﬁcation for
signal-to-noise ratio (SNR) [7]. According with the amplitude error the SNR is:
SN RMag = −20 ∗ log(ErrMAGNITUDE )

that implements inside it a usb core block. The core
acts as a USB device that transfer a byte stream in
both direction over the bus. CYUSB3014 is a superspeed peripheral controller, providing integrated and
ﬂexible features. It has a fully conﬁgurable, parallel,
general programmable interface, which can connect to
an FPGA. Basically it is a programmable state machine
that enables a ﬂexible interface that may function either as a master.

(1)

• Instead of the other one the communication link is a
Gigabit Ethernet. The communication is based on IPbus protocol [8]. On the board there is a speciﬁc bidirectional high-speed serial link in the QSFP connector,
linked to a GTX transceiver in the FPGA. Since the
communication link is a Ethernet cable, a 1000BASET COPPER SFP Optical Transceiver is used with the
QSFP connector.

while according with the phase error the SNR is:
SN RP h = −20 ∗ log(sin(45° + ErrPHASE ) − cos(45°))
(2)
To calculate the SNR due to the phase error, we need to
solve the amplitude diﬀerence between the in-phase I and
quadrature components Q. The worst case is when the magnitude of I is equal to the magnitude of Q, in example at
45° [7]. The SNR requirement has to be kept in the whole
gradient dynamic range |EMIN | → |EMAX |, that in ALPI
typical conﬁgurations is |EMIN | = 3.5 MV/m in a low
beta cavity and |EMAX | = 5MV/m in a medium beta cavity. Hence the ADC must have a SN RADC greater than:
SN RADC ≥ max(SN RMag , SN RP h )+ 

|EMAX |
20∗log
|EMIN |
(3)
where 20 ∗ log(|EMAX /|EMIN |) ≈ 3dB.
A gradient stability of 0.5% rms means a SN R =
−20 log(0.005) = 46dB. Whereas a phase requirement
of 0.5° implicates a SN R = −20 ∗ log(sin(45 + 0.5) −
cos(45)) = 44.2dB. The SNR of an ideal ADC is given by
the following equation:
SN RADC = 6.02 ∗ N + 1.76
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IPbus allows the communication between the RF controller and the accelerator control system, without placing
a computer, where an EPICS IOC can run, close to the controller. The software IOC is executed on a virtual machine.
In this way you can exploit the advantages given by a virtual
machines, constantly backed-up and easy to maintain, and
reduce the wiring required. Therefore the communication
via IPBUS was preferred on USB one. In spite of the USB
communication has been used for the ﬁrst test, IPBUS protocol is going to be used in the stable version of the control
system.

IPBUS CORE

EPICS

(4)

This means that the ADCs have to have at least an equivalent number of bit equals to EN OB = (SN RADC −
1.76)/6.02 = 7.9 → 8, with SN RADC = 46 + 3 = 49
dB.

IPbus
CORE

SLOW CONTROL
The slow control system refers to the diﬀerent communication protocols and associated ﬁrmware or software,
needed to monitor and control the electronic programmable
devices present in the RF controller. In this project the
FPGA, housed in the RF IOC, communicates with a remote
or local host using standard hardware such as USB or Ethernet. The communications are used for monitoring or communication with the accelerator control systems. A communication controller in the FPGA and a driver in the host exchange data with the USB or Ethernet communication link.
In the RF IOC there are two diﬀerent slow control system
communication link.
• The ﬁrst one is based on a USB communication link.
The serial link in the board is formed by the chain usbconnector, CYUSB3014 and some GPIO in the FPGA,
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Figure 2: Block diagram of the ﬁrmware implemented.
The IPbus protocol allows to control hardware through a
virtual bus. This bus has 32 bits address and 32 bits data.
It uses standard IP based on gigabit ethernet connection. It
TUPHA117

Feedback Control and Process Tuning

679

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ing spectrum [10], [11]:
0.15

0.1

Δφrms [deg]

is the interface between the RF IOC and the IOC EPICS
based, that allows to set and get registers implemented in
the FPGA ﬁrmware. The IPbus protocol belong to the application layer in the OSI model. Each IPbus host device (in
this project the RF IOC board) has an IP address and a port
number where it accepts IPbus control packets. The IPbus
ﬁrmware suite was downloaded from the CERN repository
https://svnweb.cern.ch/trac/cactus.
The registers are the so called "Conﬁguration registers",
"control loop registers" and "transceiver registers" as shown
in Fig. 2.
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Registers
The FPGA ﬁrmware [9] implements a set of control and
status registers, through which the accelerator control system, via IPbus protocol, can set the amplitude and phase
loop parameters and the conﬁguration parameters for the
ICs on the RF IOC, RFFE and PM boards. These registers in Fig. 2 are labeled as "Conﬁguration registers" and
"control loop registers". The latter is devoted for the conﬁguration parameters and amplitude/phase loop parameters
respectively. Actually it is formed by eight blocks of registers: one block for each cavity controlled. These registers,
in the IPbus philosophy, are the slave blocks.
The "Conﬁguration registers" are used to conﬁgure the
ICs on the RF IOC, RFFE and PM board. Furthermore they
read the digitized values of RF power from the PM board.
These ICs implement an SPI or IIC interface in order to access their registers. From the perspective of the accelerator
control system the SPI or IIC interface is totally transparent
and the access to the ICs internal registers is done via read
or write IPbus commands. Both protocols have a masterslave architecture with a single master. The master device
originates the frame for reading and writing. In this case
the master device is the FPGA, while the slaves are the ICs
listed before. The lowest-level read and write functions to
the memory-mapped registers, implemented in the FPGA,
are based on the read and write function respectively, provided by the μHAL [8]. This is a C++ library that is a component of the IPbus suite, too.

MEASUREMENT
After having developed the FPGA ﬁrmware and the IOC
EPICS, it was possible conﬁgure the boards. When the
EPICS architecture to control the RF controller was completed rf control system validation started. It consisted in
the installation of the new RF controller with its control system EPICS based in the ALPI facility. The cavities were
SEL locked and a beam was accelerated. The stability of
the LLRF controller was assessed. Suitable indicators for
validate the stability performance are the rms value of the
residual errors, in phase and magnitude, of the RF IOC
board. A good visualization of the diﬀerent perturbation
frequency is achieved calculating the integrated rms detun-
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Figure 3: Cumulative spectrum of the phase error for a low
beta cavity SEL driven.
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Figure 4: Cumulative spectrum of the amplitude error for a
low beta cavity SEL driven.
n
Δd(fn )rms =

1

|F[Δd(t)]i |2
√
2

(5)

where F [Δd(fn )rms ] represents the spectrum of the
time series collected. It is gotten accumulating up to the
perturbation frequency fn , the absolute value squared of the
Fourier components F [Δd(t)]i .
Figure 3 shows the integrated phase error for a low beta
cavity. This graph shows the eﬀect of the disturbances at
microphonic frequencies.
Instead of in the graph of the integrated ﬁeld error Fig. 4,
there is a source of noticeable amplitude error around the
10 KHz. At the moment it is unknown the source of this
disturbance.
From Fig. 3 and 4, it appears that the total value of the
phase ﬂuctuation is 0.145° rms, while for the ﬁeld ﬂuctuation is 6.9 · 10−4 .
Substituting in equation 1 ErrMAGNITUDE = 6.9 · 10−4
and in equation 2 ErrPHASE = 0.145 and ﬁnally applying
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the equation 3 the SNR estimated is:
5
) ≈ 66dB
3.5
(6)
Making the assumption of chapter the ENOB is calculated
as:
SN RADC − 1.76
EN OB =
= 10.7
(7)
6.02
This value is better than the ENOB requirements.
SN RADC = max(63.22, 55.0) + 20 ∗ log(

CONCLUSION
The measurements show that the new RF system guarantees a phase and an amplitude stability margins consistent with those required for a heavy ion linear accelerator
as ALPI.
The measurements done to qualify RF control system
have been come to an end. The hardware developed is now
ready for the ﬁrst production in order to substitute the old
analog controllers.
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CORRECTION OF 10 Hz ORBIT DISTORTION FROM DIAMOND’S I10
FAST SWITCHING CHICANE
M. Furseman, C. Bailey, S. Gayadeen, G. Rehm, W. Rogers,
Diamond Light Source Ltd, Oxfordshire, UK
Abstract
The I10 beamline at Diamond Light Source is configured
to study circular dichroism. To increase signal to noise ratio
between the two beam polarisations and increase temporal
resolution the beamline is fed by two separate IDs that are
typically configured with opposite handed polarisations. A
chicane of steering magnets with programmable power supplies is used to provide 10 Hz switching between the two
photon beams by producing a dynamic closed bump that
alternates the on-axis trajectory of the electron beam between the two IDs. In order to maintain the closed bump
and make the switching transparent to the rest of the photon
beamlines the phase and amplitude of the sine functions
applied to the chicane magnets must be exactly correct. In
this paper the linear scheme that was used to correct the
residual 10 Hz orbit distortion is presented. Future work that
uses the fully programmable nature of the magnet power
supply controllers to correct high order distortions is also
discussed.

INTRODUCTION
Diamond Light Source is a third generation synchrotron
light source, with a 3 GeV storage ring, a 100 MeV linac
and 3 GeV booster, allowing operation in top up mode [1].
Since commissioning Diamond have increased the number
of photon beamlines and there are currently 33 which are
either in operation or construction.
Adding to already established beamlines has allowed Diamond to explore more novel techniques when designing
newer beamlines. One such technique in use for Diamond’s
I10 beamline is fast polarisation switching; chicane magnets
are configured with an AC waveform to synchronously move
the electron beam on or off axis between one of the two
insertion devices (IDs) set to different polarisations, allowing rapid 10 Hz switching between the polarization of the
on-axis beam [2]. This must be achieved without creating
motion in the global electron beam which will be visible to
other photon beamlines.

CONFIGURATION OF DIAMOND’S I10
BEAMLINE
Diamond’s I10 beamline provides a platform for advanced
dichroism experiments [3]. The two APPLE II undulators are capable of providing soft x-ray beams between
0.4 keV and 2 keV in arbitrary circular and linear polarisations [4, 5]. To determine the dichroism it is often necessary
to resolve very small differences between the scans at different polarisations. By decreasing the time delay between
the two spectra being obtained any time-based noise, such

as thermal drift, can be minimized, and larger quantities of
data can be collected and then averaged making better use
of beamtime.

I10 CHICANE ARRANGEMENT
Third generation light sources have dedicated straight
sections of storage ring designed for the placement of IDs;
these are situated between the arcs of the machine which
contain the bending and focusing magnets. In I10’s straight
there are two IDs and five dipole magnets, with a pair of fast
dipoles situated either side of the IDs and one DC dipole
between them as shown in Fig. 1. This provides the actuation
necessary to change the path of the electron beam such that
the angle can be controlled through each ID while ensuring
that the exit trajectory of the electrons maintains a constant
angle and position. The chicane magnets are each powered
with an offset sine wave that switches the beam between
its two states at 10 Hz. Preventing any global movement
in the electron beam is particularly important for the other
beamlines where the requirements for beam stability are
high, with beam motion < 10 % of beam size; this ensures a
stable x-ray beam for Diamond’s users [6]. Any error in the
steering through the chicane will allow the 10 Hz component
to leak out of the chicane and into the global electron beam
motion.

Magnet Details
The chicane magnets are horizontally deflecting magnets
arranged symmetrically about the IDs. Despite the symmetric arrangement slight variations in manufacturing necessitate slightly different set-points for the magnitude of the
sine waveforms of the complementary magnets. Each complementary pair of magnets has its waveform separated in
phase by 180°. The field on the magnets is brought through a
synchronised sine wave sweep so that the two extreme states
shown in Fig. 1 are cycled between at 10 Hz. Carefully controlling the magnetic field through the sweep ensures that
a closed bump is created along the chicane and no electron
beam motion is seen globally around the storage ring.

Power Supply Controllers
All of Diamond’s magnets are controlled by programmable power supplies [7]. These have the ability to
play through a waveform stored in memory using a custom
amplitude and time-step. All of these parameters, including
the waveforms, can be configured from EPICS. The chicane
magnets are programmed so that they have offset sine waveforms, shown in Fig. 2, for creating the 10 Hz bumps, and
waveforms for ramping up, down, and degaussing.
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Figure 1: Schematic overview of I10 IDs and chicane magnets. Two extreme states of electron beam motion are shown. In
the upper diagram the electron beam is bent by chicane magnets C1 and C2 such that it is steered off axis through ID1 . It is
restored to the on axis trajectory by C3 and travels through I D2 producing photon beam γ2 on axis. In the lower diagram
we observe the other extreme state of the magnets. In this instance C1 and C2 provide no steering and the electron beam
travels through ID1 on axis, sending photon beam γ1 down the beamline. C3 kicks the beam and it passes it through ID2 off
axis, finally the electron beam’s position and angle are restored to the nominal on axis trajectory by C4 and C5 .

Figure 2: Offset sine wave trace used as the waveform in
the power supply controllers. Using an offset prevents the
supply from having to switch polarity which can potentially
introduce switching noise.

Timing Distribution
While the power supply controllers can accurately follow
the desired set-point current very precisely it is also necessary to ensure the phase of the waveforms is accurate. To
achieve this the power supplies have an optional event receiver module that allows triggering of the waveform pulse
from a distributed timing signal. We are completely reliant
on this event signal to phase the power supply controllers,
as the controllers for each end of the chicane are located in
geographically separate rack enclosures.

THE PROBLEM
Using the accelerator model nominal values can be found
for the waveform amplitude and phasing delays can be set

Figure 3: Integrated beam motion of two BPMs showing
large amounts distortion at 10 Hz.
in the timing system fan-outs such that the pairs of chicanes
are exactly 180°out of phase. Despite this when the chicane
is switched on it contributes a significant 10 Hz component
to the beam noise as the bump is not closed. We have a fast
archiver that records a 10 kHz data stream from all beam
position monitors (BPMs) which allows us to analyse beam
motion in detail [8]. Using this fast archiver data to generate
the integrated power spectrum shown in Fig. 3 it is clear that
10 Hz is a major source of beam noise.

CORRECTION ALGORITHM
We had already setup the machine to match the accelerator
model, despite this the values chosen for our amplitudes or
phases were not quite correct. As there are four AC magnets
that need to have amplitude and phase configured (C3 is
a DC magnet, so has no phase information, and there is
redundancy when solving the closed bump for a system of
TUPHA118
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Figure 4: Horizontal and Vertical integrated beam motion for a single BPM. In the horizontal plane it can be seen that using
the uncorrected I10 chicane creates a lot of motion at 10 Hz. The correction algorithm was run with the IDs at nominal user
gap and completely recovers beam oscillations at 10 Hz. Moving the IDs away from the beam re-introduces some 10 Hz
noise. The chicane contributes harmonics which provide increased noise above 10 Hz which we are not correcting. Note
that we have no ability to control the vertical beam motion with the chicane magnets as they are designed to operate in the
horizontal plane, but we do see an increase in motion in this plane.
five magnets so it is convenient to fix its amplitude anyway)
the parameter space is large enough that it is implausible
that a solution could be found by hand. As the amplitudes
and phases of the magnets essentially form a system of linear
equations we need a scheme that can modify the values based
on a measured response matrix from the storage ring.
All steps in the correction algorithm are performed with
the switching chicanes running. The first step is to measure
the response matrix. We are only interested in disturbance
at 10 Hz; we could use an FFT to separate out this part of
the frequency spectrum, yet as we are only testing a single
frequency it is more efficient to collect IQ data, with the
added benefit that we can test waves at arbitrary frequencies
instead of only ones which fit into our FFT bins. A vector
of IQ data is taken for all horizontal BPMs simultaneously
by recording a matrix X from time t = [0, T], multiplying
through by the complex exponential function, and taking the
mean through time,
X̄ BPMs = XBPMs, T · e−2iπ f t ;
note that X̄BPMs is a complex vector. Using these IQ vectors
we can construct our matrix which maps chicane magnet
amplitude changes into complex BPM values.
1. Measure a baseline vector B using the nominal amplitude set-points.
2. Step the amplitude of the first chicane magnet by a fixed
amount a.

3. Measure a new vector k 1 which represents the 10 Hz
IQ data for the first kicker magnet. Return the chicane
magnet to its nominal set-point.
4. Repeat steps 2 and 3 to generate k 2 , k 4 and k 5 .
5. Build the response matrix,
k 1 −B

MBPMs, Chic

© a ª

®
 k 2 −B ®
 a ®

®
=
®.
 k 4 −B ®
 a ®

®

®
k 5 −B
« a ¬

Our response matrix maps the changes in the chicane magnets to the 10 Hz BPM spectrum but we want to find the error
from the residual 10Hz orbit error as recorded by all BPMs.
For our non-square matrix we take the Moore–Penrose
pseudo-inverse M̃Chic, BPMs = pinv(MBPMs, Chic ) to invert the
mapping. As our desired control point is for zero output on
all BPMs the error vector is simply the residual BPM IQ
vector recorded at 10 Hz. Forward multiplying the response
matrix by this error vector x calculates the required delta for
correction
y = x · M̃,
where in this case the bar represents the complex conjugate.
Now we can apply this correction to our accelerator; in
order to subtract it from the existing state we must encode
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the current phase and amplitude into the complex plane,
q = Aeφ , the correction is then k = q − y, with which we
can determine our new kicker amplitudes k A = abs(k), and
phases k φ = arg(k).
Python is Diamond’s standard scripting language [9]. It
was used to implement the algorithm above and provide a
command line interface so that the tool can be used without
specialist knowledge. Extensive use was made of Numpy
and of the BPM fast archiver libraries.

uses the same timing trigger as the chicane magnets to play
an additional correction that is locked in to the error signal.
For corrections to the horizontal plane it would be more
convenient to suppress the harmonic noise at the source.
As Diamond’s power supply controllers use programmable
waveforms these do not necessarily have to be sine waves.
Using a similar scheme as detailed but calculating an FFT
for each point in time, the amplitude of each point in the
waveform could be set in turn.

RESULTS OF THE SCHEME
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ONLINE COUPLING MEASUREMENT AND CORRECTION
THROUGHOUT THE LHC CYCLE
A. Calia, K. Fuchsberger, M. Gabriel, G.-H. Hemelsoet, M. Hostettler, M. Hruska, D. Jacquet,
M. Soderen, T. Persson, D. Valuch, CERN, Geneva, Switzerland
Abstract
With high intensity beams, a precise measurement and
effective correction of the betatron coupling is essential for
the performance of the Large Hadron Collider (LHC). In
order to measure this parameter, the LHC transverse damper
(ADT), used as an AC dipole, will provide the necessary
beam excitation. The beam oscillations will be recorded by
the Beam Position Monitors and transmitted to dedicated
analysis software. We set up the project with a 3-layer software architecture: The central part is a Java server, orchestrating the different actors: The Graphical User Interface,
the control and triggering of the ADT AC dipole, the BPMs,
the oscillation analysis (partly in Python), and finally the
transmission of the correction values. The whole system
was developed in a team using Scrum, an iterative and incremental agile software development framework. In this
paper we present an overview of the system, experience from
machine development and commissioning as well as how
scrum helped us to achieve our goals. Improvement and
re-use of the architecture with a nice decoupling between
data acquisition and data analysis are also briefly discussed.

Driving Terms (CRDT) due to skew quadrupole fields can
be determined from corresponding spectral components of
the turn by-turn position [4–6]. The benefit of using the
ADT to excite the beam is that it enables a well controlled
excitation of an individual bunch(es), while the traditional
AC dipole would excite all bunches in the machine [7, 8].

INTRODUCTION
A proper tune control requires a machine coupling which
is significantly smaller than the tune separation. |C − |,
the complex coupling coefficient corresponds physically to
closest approach of the 2 tunes, Q x and Q y . For the LHC this
requirement yields an operational tolerance for the global
machine coupling of |C − |  0.03 for injection optics and
|C − |  0.003 for collision optics [1,2]. The tune feedback,
an essential feature for the beam stability, requires that the
coupling is as low as possible. Otherwise it is impossible to
correct the horizontal and vertical tune independently as a
correction in one plane will also influence on the other. The
transverse coupling has furthermore been linked to cause
instabilities and the reduction of dynamic aperture [3].

MEASURING TRANSVERSE COUPLING
The method to measure transverse coupling described in
this article is to excite the beam with the transverse damper
(ADT) used as an AC dipole and record the beam position
during 6600 turns. This leads to a coherent beam motion
close to the betatron frequency. Unlike kickers, an AC dipole
excitation can produce a sustained coherent motion with negligible emittance growth. For that reason, this became the
preferred mode of excitation for such kind of measurements
in the LHC. Turn-by-turn position data of the excited motion from beam position monitors (BPMs) allows prompt
measurements of optics parameters. Coupling Resonance

Figure 1: Old manual application.

MOTIVATION FOR NEW SOFTWARE
Before the described software was put in operation, there
were essentially 3 methods to measure the coupling in the
LHC:
• The first one was a lengthy process of trial with the
2 knobs controlling the coupling correction (real and
imaginary part) trying to find a minimum in |C − |. This
has to be done for the 2 beams individually (Fig. 1).
Also, the operational measurement of |C − | is not
reliable in all machine configurations.
• In 2016 operation, a software taking advantage of the
injection oscillations was used. This approach was
intrinsically limited to corrections at injection energy
and required a dump and re-injection of low-intensity
bunch for each measurement.
• An expert tool was used by the optics team to measure optic parameters, including the coupling, using
the LHC AC dipole. However, for machine protection reasons, powering the AC dipole is restricted to
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low-intensity beams and thus was only used during
dedicated optics measurement machine cycles in the
beginning of the run.
None of those methods was perfect, essentially because
they required too much time or were too complex to use. The
essential motivation was to correct efficiently the coupling
throughout the full LHC machine cycle in a minimum of
time.

SOFTWARE DESIGN
The aim of this new software is to simplify the measurement process by allowing the different actors to work together under the supervision of a central server. Different
technologies and languages were used. In particular the top
layer of the LHC control system is based on Java, while the
existing data analysis scripts for LHC optics measurement
and correction [9] were implemented in Python (Fig. 2).
ADT
AC Dipole

Bpm
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LHC Coupling Gui
JAPC
CMW

RMI
JMS

RMI
JAPC

LHC coupling
server

RMI
JAPC
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AC Dipole

LHC Coupling
GUI
2. Orbit
Excitation

Bpm
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LHC coupling
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LHC Coupling
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LHC Software
Architecture

Figure 3: Overview of measurement and analysis process.

SOFTWARE COMPONENTS
Graphical User Interface
The GUI is used to interact with the operations crew. The
natural tunes, the tune offsets, the bunch to excite and the
amplitude are set via the application. The bunches present
in the machine are either set automatically or overwritten
by the user. After this input is provided, the user can trigger
a measurement. The progression of the measurement and
the proposed corrections are shown afterwards. Finally, an
interface to send the corrections to the hardware is also
available. The GUI uses small GUI-composition framework
(MiniFx), developed by the LHC operational software team
(Fig. 4).

Figure 2: overview of the new coupling software architecture
(green: Java, blue: Python red: Fesa)

MEASUREMENT FLOW
The system operates as shown in Fig. 3:
• The operator enters the desired parameters for the measurement (the natural tune, the offset between the tune
and the excitation, the position of the bunch to be excited and the excitation amplitude) and triggers the
measurement.
• The timing system then triggers the ADT excitation and
the recording of the BPMs.
• When the BPM acquisition finishes, the data is sent to
the Python analysis service to compute the coupling
corrections.
• The Python analysis service returns the measured coupling and proposed corrections for both beams. This
data is forwarded by the Java server to the GUI.
• The operator can decide to apply the proposed correction (or a modification thereof) by trimming the
coupling correction knobs.

Figure 4: Graphical User Interface

LHC Coupling Server
The server orchestrates the various actions: it avoids that
multiple measurements are launched at the same time and
keeps track of the progress of each measurement. It uses
timing events to trigger different actions. The server can be
run in “demo” mode to allow e.g. testing the GUI part or
running the analysis part on historical data without actually
accessing the LHC hardware. To integrate the various dissimilar modules and systems, it uses a variety of different
communication technologies.
TUPHA119
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Beam Position Monitors

Technologies

The system currently uses the standard Beam Position
Monitor system to measure the excitation response. In the
future it could alternatively use the LHC Diode ORbit and
OScillation (DOROS) system which provides beam position
readings with a better resolution [10].

Docker Image Since we
were obliged to use Python for
part of the system (because code
for the relevant algorithms was
already available in this language), we had to find a good
deployment strategy for Python.
It turned out that dependency
management approaches mostly
act on the Python distribution installed on the operation system and not on a per-application basis. This implies that if
e.g. running two Python applications that potentially require
libraries in different versions would be impossible on the
same host. The way around this was finally to package the
Python application, together with the correct Python distribution and all the required libraries in a docker image and
run everything in a container [13]. By using Docker, flexibility is given to both the Python script owner and the system
engineer to change e.g their Python version independently
from each other. This avoids problems resulting from uncontrolled incompatible changes in the libraries while using a
well known, easy to install and well supported product with
a lighter load than with virtual machines.

LHC Coupling Analysis Service
This Python service communicates with the LHC coupling server using gRPC. An analysis is triggered by the
coupling server upon receiving the BPM data. A noise reduction technique based on Singular Value Decomposition
where only the the most fundamental modes for the motion
is applied [11]. A Fourier decomposition of the cleaned
turn-by-turn data is then used to obtain the main frequency
and phase of the motion at each BPM. Based on this, the
coupling strength at each measurement point can be reconstructed. In order to correct the coupling a model which
predicts the influence on each coupling knob is created. Using this model in combination with the measurement, the
service calculates the coupling corrections, which are returned to the Java server.

LHC Software Architecture (LSA)
The CERN standard frameworks are used to access the
equipment: A new Fesa 3 [12] class was designed to control
the transverse damper excitation subsystem (Fig. 5), i.e., the
natural tune, the tune offset, the position of the bunch to be
excited and the excitation amplitude. The standard timing
tables to send event to the various equipment and the standard
LSA trim to send the correction values to the power supplies
are used.

Figure 5: Settings for the transverse damper (ADT AC
dipole).

gRPC protocol One of the
challenges of this project is
the communication channel between python and java. When
investigating different solutions
to interface the python scripts
with java, gRPC (Google Remote Procedure Call, [14])
proved to be the most appropriate for our purpose: It supports a wide variety of languages,
asynchronous communication and is fully implemented on
top of http. Therefore it is prepared for rerouting and load
balancing. In our case, we implemented a gRPC server in
Python (the coupling analysis service) and a client in Java
(the coupling server).
Spring and Software reuse
The described coupling measurement system is part of a
larger software suite, allowing
the control of the main parameters of the machine (tune, chromaticity and coupling). It was
easy and fast to set up as it relies
on other basic bricks already
written by the op-software team, for example the GUI composition library MiniFx, streaming pool [15] and the tensorics [16] library. The use of spring [17] also allows easy
reconfiguring of the components so that one can reuse the
same set of objects for different usage (e.g. the same widgets
for chroma and tune). The dependency injection mechanism
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provided by spring allows us to better decouple the classes
make them modular and write tests much more easily. Having each element already tested reinforces the cohesion of
each part and makes the integration easier.

WORKING IN A TEAM
Since this project involves four CERN groups working
together (BE-CO-APS, BE-OP-LHC, BE-ABP-LAT and BERF-FB), it was highly desirable to use agile techniques. In
particular, the scrum framework [18] was applied to manage
this project. The scrum framework (Fig. 6) can be described
as following:
• A product owner creates a prioritized wish list (requirements), called a product backlog.
• During sprint planning meeting, the team pulls a small
chunk from the top of that wish list, a sprint backlog,
and decides how to implement those pieces.
• The team has a certain amount of time — a sprint
(usually two to four weeks) — to complete its work, but
it meets each day to assess its progress (daily Scrum).
• Along the way, the ScrumMaster keeps the team focused on its goal.
• At the end of the sprint, the work should be potentially
shippable: ready to hand to a customer, put on a store
shelf, or shown to a stakeholder.
• The sprint ends with a sprint review (demo with users)
and a sprint retrospective (how one can improve the
process).

shutdown period was the best time to launch such project.
Sill, not all the groups have the same schedule and sometimes
it was difficult to find time to work all together. By applying
the sprint concept, we were able to concentrate the tasks and
thus everybody feels responsible for the sprint goal. At the
end of each sprint there was a retrospective allowing team
members to change the working habits and maximizing the
team performance. This framework was also very efficient
in taking into account the inevitable last minute changes
and the daily scrum avoids that people are blocked for a
longer period of time while waiting for dependent changes.
As this software was written in a team and has reasonably
well covered with unit tests, it is less of a problem when a
developer quits as the rest of the team can take over. This is
particularly important within the operations group, as some
application are already orphan, inherited from people who
left CERN, which we want definitely not increase.

FIRST OPERATIONAL EXPERIENCE
This software is operational since August 2017 (LHC
fill 6100) and has been used in every fill since. Unlike the
previous method it does not require a lengthy process of trims
and measurements but can derive a correction directly from a
single measurement. Further, the system allows to measure
in any point of the cycle whereas the injection coupling
measurement was limited to the injection process. Currently,
due to machine protection restrictions, it is allowed to excite
only one bunch in the machine and the damper software will
reject dangerous values in the excitation settings.
As illustrated in Fig. 7, the new software allows a coupling
correction down to the |C − | ≈ 0.001 level for most fills,
whereas the uncorrected coupling would be up to a factor
of 10 higher. This is significantly better than the minimum
requirement given in the LHC design report, and provides
additional margin for beam stability.

Measured Coupling |C-|

• When the next sprint begins, the team chooses another
chunk of the product backlog and repeats the process.

Figure 6: Scrum process graph [19].
Unlike the usual project management where a developer
could end up working alone on a big project, working as
a team was essential for the project to be realized faster
and maintained on the long term. The other benefit of this
framework are an enhanced collaboration betweens groups
and persons, an increased flexibility to deal with the last
minute changes and a working piece of software at the end
of each iteration. Pair programming was also valuable as
it spreads the knowledge inside the software team. The
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Figure 7: |C − | before and after correction, as measured by
the new coupling measurement tool.
The difference of the |C − | values before and after the correction allows to estimate the convergence of the correction
algorithm (Fig. 8). In ∼90% of the fills, the tool improved
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the coupling correction by decreasing the |C − |. From the
cases where the correction was not improved, and from the
level we can correct the coupling to, we can estimate the
precision of the measurement to ∼0.001 in |C − |.
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NEW CERN PROTON SYNCHROTRON BEAM OPTIMIZATION TOOL
E. Piselli, A. Akroh
CERN, Geneva, Switzerland
Abstract
This paper describes a new software tool recently
developed at CERN called “New CPS Beam Optimizer”.
This application allows the automatic optimization of
beam properties using a statistical method, which has been
modified to suit the purpose. Tuning beams is laborious
and time-consuming, therefore, to gain operational
efficiency, this new method to perform an intelligent
automatic scan sequence has been implemented.
The application, written in JavaFX, uses CERN control
group standard libraries and is quite simple. The GUI is
user-friendly and allows operators to configure different
optimisation processes in a dynamic and easy way.
Different measurements, complemented by simulations,
have therefore been performed to try and understand the
response of the algorithm. These results are presented here,
along with the modifications still needed in the original
mathematical libraries.

INTRODUCTION
The accelerator complex at CERN is a succession of
machines that accelerate particles to increasingly higher
energies. Sequentially, each machine increases the energy
of a beam of particles, before injecting into the next one.
The CERN Proton Synchrotron (CPS) complex is the first
group of accelerators serving as injectors for the Large
Hadronic Collider (LHC). It comprises of one Linear
Accelerator (Linac2) and two different synchrotron rings,
the Proton Synchrotron Booster (PSB) and the Proton
Synchrotron (PS), as well as several beam transfer lines.
Beam tuning is the process where operators change
accelerator beam parameters in order to minimize or
maximize beam observables.
Unfortunately, irregular beamline designs together with
misalignment of the equipment challenge any simulation
to achieve the best results. Simulating in advance the final
accelerator tune is often very slow and not always efficient.
In addition, some devices like quadrupoles, correction
deflectors and kickers are very laborious to simulate with
high certainty.
Very often, during beams setting-up or machine
development, operators may have the challenge to find
optimum settings, especially when the phase space of
available parameters is large.
The problem of tuning different parameters versus one
or more detectors can be compared to a numerical analysis
optimization concept. In fact, in this field of mathematics,
optimization is devoted to the study of the theory and
methods to search the smallest or largest value of a
function:
min

f

or max

f

where:
 f:
→
is the multivariable function
is the set of possible solutions
 X⊆
When the problem is looking for minimum or maximum
of a function, most of the known algorithms are based on
the concept of the derivative and on the gradient
information. In general it is not always possible to have an
analytical expression of the function (which is abstract)
and, as a consequence, the derivatives cannot be calculated.
For this use cases one has to look into algorithms that use
some function samples in a defined set of points in order to
calculate different iterations. Direct-search methods are
used for both deterministic and stochastic applications and,
since they are effective techniques in deterministic
applications especially when derivatives are unavailable,
they have been targeted as primary choice for the
development of the tool.
These methods are generally robust with respect to small
perturbations in the function's values and therefore, are
used often in applications where noise is present, which is
often the situation faced in operations.

NELDER MEAD ALGORITHM
In the group of direct-search methods, the most popular
one is called Nelder-Mead algorithm [1].
The algorithm uses a regular simplex, which is a
polytope in n-dimensional space with
1 vertices, each
of which are connected to all other vertices (e.g. a triangle
in , a tetrahedron in , etc.).
In order to perform an optimization, the algorithm
begins with the function's values on a set of
1 points
in the parameter space of
variables (simplex) and it
moves across the surface to be analysed in the direction of
steepest ascent (for maximization) or steepest descent (for
minimization) by replacing the worst vertex in the simplex
with its “mirror image” across the face formed by the
remaining vertices. The algorithm, while running, can
change in ﬁve diﬀerent ways during an iteration, as
illustrated in Fig. 1 in two dimensions.

Figure 1: Nelder Mead iterations.
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An outline of the different steps rules for the NelderMead simplex algorithm for function minimization with n
parameters is as follows [1][2][3]:

then replace
with
, otherwise go to the following point
(shrink);

1- Initialization. An initial simplex with +1 points is
chosen and the function is evaluated at each point. Rank
order is generated in ascending order of the function at
each point.
f
⋯ f
the ordered set
If f
. We denote with
is
, ,…,
this initial
simplex.
2- Simplex iteration. Considering this to be the iteration
k, the algorithm starts removing the worst point
from
and adding the new point
f
calculated reflecting
as:

Where
is the contraction coefficient usually
equal to .

1
Where , called reflection coefficient, is normally
is calculated from the remaining n
equal to 1 and
as:
points of
1

if

-

Shrink: all the points in the simplex are shrunk
towards by replacing each points as:
∀ ∈ 2,

1

Where is the shrinkage coefficient usually equal
to .
3- Next iteration or terminate. At this stage either a
through expansion,
new point has replaced
reflection or contraction or a set of new points
have been calculated with a shrink.
, ,…,
The new set of points
is reordered based on their
respective function values. If the stopping conditions
are satisfied the algorithm terminates, otherwise
another iteration is needed.

SOLUTION PROPOSED
Then depending on the value of the function in
, one of the following
among the points in
operation will be performed:


f

Expansion: if f
calculated:

, a new point is

Following preliminary investigation and studies done on
the Nelder Mead algorithm, the method is believed to
properly fit the needs of beam operations at CERN.
is
(in
, ,…,
For this purpose the point
replaced by a set of values of the
beam parameters
to be optimized and the function by
, , , ,…, ,
the beam observable:

,

,
,

,

,

,

Where , called expansion coefficient, is usually
equal to 2.
we can have:
From its estimation f
then
f
replaces
in
‐ if f
the simplex
‐ else
replaces
in the simplex



Reflection:
replaces



Contraction: if f
possible contractions:
‐ Outside contraction:
if f

if

f

we can have 2

if
then replace
else go to the following point (shrink);
if

then calculate:
with

Inside contraction:
then calculate:

,…,
,…,
…
, ,…,

,

,

,

,
,

In order to fulfil our needs, some modifications with
respect to the original method have been adopted.
The first modification was to add constraints with upper
and lower bounds for all beam parameters , , (∀ and
1
). This is an essential condition due to:
- Hardware limits in the different devices imposed by
the power supplies’ working range.
- Software limits given by different possible
instabilities and safety problems that could lead to
beam losses.
The second modification adopted was to add specific
convergence criteria’s in order to avoid the possibility to
end up in a local minimum/maximum. For example, a way
of restarting the algorithm after a certain number of useless
attempts has been added.
The development of the tool is based on the java class
“NelderMeadSimplex” in the library Apache Commons
Math3. Before starting the GUI development application,
simulations have been made, successfully checking the
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behaviour of a routine implemented for the maximization
of a double Gaussian function in , see Fig.2 and Fig.3.

Figure 5: Application GUI mock-up.
Figure 2: Simulation, initial iteration.

Figure 3: Simulation, last iteration.

Figure 6 shows the GUI which is currently released and
in the Control Console Manager (CCM) of the PS Booster
and available for operations in the CERN Control Center
(CCC).
In the GUI one can identify different areas:
1- All the devices to scan have been grouped according
to their physical location in the machine. With these
two menus, it is possible to select different machine
zones and the devices to optimize.
2- Once the devices have been selected, these panels
show the actual values and acquisition data. For each
device it is possible to select either hardware or
software limits to be used during the scan.
3- In this part of the GUI it is possible to select which
beam observable to monitor. Most of the time it is a
Beam Current Transformer (BCT). It is even possible
to select two observables in order to perform the
optimization of ratio of beam observables.

SOFTWARE APPLICATION
The application program has been developed using
JavaFX toolkit. The flexibility and the easy use of this
programming language allowed the creation of a very
robust and reliable application, respecting a very simple
logic composed with a model, a view (GUI) part and a
controller part. An example is sketched in Fig. 4.
This logic allowed us to design a block diagram taking
into account all the specifications that we needed (Fig. 5).

Figure 4: Application logic.

Figure 6: Application GUI screenshot.
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4- This is the central part of the application. Here it is
possible to set the constraints for the algorithm:
 “Goal”: the value which one aims to reach in
order to stop the optimization.
 “Converge to”: once the “Goal” value is
reached by the optimization, the reading of the
beam observable(s) should be within a range
fixed around this value as percentage of the
goal value reached. In this case the process
stops and the optimization is finished
successfully.
 “Maximum Iterations”: the maximum number
of iterations of the algorithm before
converging. If this number is exceeded, the
optimization process finishes and the
application shows a failure message.
 Buttons: used to control the process. At any
time, even when the algorithm is still running,
one can stop the optimization either keeping
the last values or returning to the initial values.
It is also possible to send images and
optimization information to the eLogbook and
save all the devices’ values to the Injector
Control Architecture (InCA) database.
5- These two charts display the evolution of the
optimization process while scanning devices: the top
chart shows acquisition data from the selected devices
and the bottom one the acquisition data from the
selected observables (or their ratio).
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and Fig. 9 the detailed evolution of the tuned parameters
and of the beam observable during the iterations.

Figure 7: Q-Strips tuning
Using the tool, the beam performance could be increased
from 370E10ppp to 430E10ppp, which corresponds to
+16% in only 40 steps.

MEASUREMENTS
During this year different campaigns of measurements
have been carried out in the PSB.
In the PSB, the horizontal and vertical tune of the
machine ( and ) – the number of betatronic oscillation
for one turn in horizontal and vertical planes - are defined
by the main quadrupoles. At low energy, when the proton
density is too high in a small space the particles reject
themselves. This effect is called “space-charge” [4].
and
of the
Space-charge effect can alter the
machine, inducting tune spread and leading to instabilities
or undesired blow-up of important beam parameters, such
as the transverse emittance. The smaller the emittance, the
higher the brightness of the beam. To compensate for these
effects, one has to balance the crossing of resonances with
proper multipole setting. The control of the tune is flexible
in the PSB and can be adapted for specific beam types
using additional and independent magnet trims called QStrips. These will bring a small correction called ∆ and
∆ to the tune of the machine.
With the new optimization tool, several tests have been
performed using the Q-Strips, in order to maximize the
extracted intensity of specific beams.
Figure 7 shows a screenshot of the improvements of the
extracted beam from the first ring of the PSB followed after
tuning the Q-Strips. It is very interesting to see in Fig. 8

Figure 8: Beam observable evolution vs iterations.

Figure 9: Beam parameters tune evolution vs iterations.
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The plan for the future is to have a general tool which
can be used across accelerators for the current and future
CERN operations.
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Another type of measurements to test more intensively
the robustness and efficiency of the algorithm was
performed too. In fact, in order to maximize the
transmission of the injected intensity in PSB from the
Linac2, it is always required to tune all the injection
horizontal and vertical deflectors. These deflectors are
used to optimize the angle and the position of the beam.
Fig. 10 shows a screenshot of the application at the end of
the optimization. To be noted that 4 devices were used at
the same time and that the process started from some
wrong values of these devices.
Even in this case, the algorithm has converged to an
optimum value after 46 iterations and changing drastically
the 4 devices values.

CONCLUSIONS AND PERSPECTIVES
A software tool has been developed targeting the
operation of the CPS complex at CERN. This application
allows the automatic optimization of beam properties using
a statistical method. Preliminary measurements with beam
in the PSB showed a fast response of the algorithm and all
the tests done, agreed with expectations. Although initial
measurements concur with expectations, there remains a
need to implement a minimization optimization
functionality and furthermore to improve the “fine tuning”
of the convergence parameters in order to increase the
speed of the optimization during machine operation.
From experience with this method, it is understood that the
beam tuning task could often be automated and that many
parameters could be auto tuned with results similar to an
experienced human operator.
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DEVELOPMENT OF THE POWER SUPPLY CONTROL SYSTEM
FOR J-PARC HADRON EXPERIMENTAL FACILITY*
K. Agari†, Y. Sato, A. Toyoda, Y. Morino, H. Akiyama, KEK, Ibaraki, Japan
Abstract
The Hadron Experimental Facility is designed to handle
an intense slow-extracted proton beam from the 30-GeV
Main Ring of the Japan Proton Accelerator Research Complex (J-PARC). We have developed a new control system
of a magnet power supply to work with a Programmable
Logic Controller (PLC). The control PLC handles the status of the interlock signals between a power supply and a
magnet, and monitors the output voltage and the current.
The PLC also controls a programmable reference voltage
for the DC output current. We have measured the stability
of the DC output current of the power supply handled with
the control PLC. In addition, we have developed an automatic orbit-correction program, which cooperates with the
control PLC. The horizontal position of the proton beam
can automatically be adjusted at the centre of the beam
dump, and the temperature rise of the copper core during
the beam operation can be minimized. The optimized current of a horizontal steering magnet can be corrected with
the measured horizontal displacement of the proton beam.
As a result of the test of the automatic orbit-correction program with the measured data during the beam operation,
the availability of the control system was partially confirmed. The present paper reports the current status of the
power-supply control system which can automatically correct the beam orbit to the beam dump.

INTRODUCTION
The Hadron Experimental Facility [1] (HEF) at the Japan Particle Accelerator Complex (J-PARC), shown in figure 1, is designed to handle an intense slow-extraction proton beam from the 30-GeV Main Ring (MR). The period
of beam extraction from the MR to the HEF is 2 seconds
and the operation cycle is 5.52 seconds. Eighty-two DC
power supplies for the primary and secondary beam line
magnets are remotely controlled with the control system
based on GP-IB and the Agilent VEE program [2].
We have developed a new control system of magnet
power supplies to work with a Programmable Logic Controller (PLC). In addition, we have developed the automatic orbit-correction program which cooperates with the
control system. Figure 2 shows schematic diagrams of the
present and new control systems.

___________________________________________

† agari@post.kek.jp

Beam dump
K1.8
KL
Production target

K1.1

Proton beam
Figure 1: Illustration of the HEF.

Power
supply

GPIB

Windows PC
(Agilent Vee<->MySQL)

EPICS-IOC
(a) Control system of existing power supplies.

Power
supply

PLC
(EPICS-IOC)

(b) New control system with PLC.
Figure 2: Schematic diagrams of power-supply control system.

CONTROL SYSTEM
The new control system for the magnet power supplies
at the J-PARC HEF has been developed to cooperate with
the Yokogawa’s FA-M3V PLC. The PLC has the merits of
its extensibility, portability, and easy transfer to Experimental Physics and Industrial Control System (EPICS) records.

The New Control System with Yokogawa FAM3V PLC
The test setup with the Yokogawa FA-M3V PLC shown
in figure 3 consists of a sequence CPU, a Linux CPU, a
relay input, a relay output, an A/D converter and a D/A converter modules. Table 1 shows the model number of the
PLC modules. The sequence CPU controls the discrete status of the magnet power supply. The Linux CPU, which is
an embedded EPICS IOC on Yokogawa’s FA-M3V PLC
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platform [3], transforms the discrete signals and analogue
values of the PLC into EPICS records. The 16-bit A/D
module measures the DC output current and voltage of the
power supply, and the 16-bit D/A module makes a reference voltage to the DC output current. An ethernet-linked
touch screen can be connected with the PLC to display the
status of the power supply.
The requirements of the control system program are as
follows.
• Keep the same configuration of the cabling and connectors as the existing ones between the power supply,
the magnet and the control system.
• Keep the same behaviours of the power supply, such
as DC-ON/OFF, interlocks, polarity change, ramping
up and down of the DC current as the existing system.

Multimeter
50kW DC
power supply

PLC
Touch screen
Figure 3: Photograph of PLC and touch screen.
Table 1: Model Number of PLC Modules
Module
Sequence CPU
Linux CPU
A/D
D/A
Input
Output

Model number
F3SP71-4S
F3RP61-2L
F3AD08-5R
F3DA04-6R
F3XD16-3F
F3YC08-0C

Figure 4: Photograph of thyristor power supply and multimeter.
Figure 5 and 6 show the trend graph and histogram of
DC output current. The stability of 0.0286 %/3h measured
with the PLC was lower than that of 0.05 % on the specification of the 50 kW DC power supply. The ambient temperature rise was 3.7 K. The measured stability is acceptable for the control system of the power supply in the beam
line at HEF.

Stability of Current Value
We have measured the stability of the current of a thyristor power supply to check the performance of the control
system. A 50kW DC power supply (rating: 50V-1000A)
with a 12 pulse rectifier was operated at 46.2V-907A with
a dummy load of water-cooled stainless steel pipes. We
have measured output DC current with a KEYSIGHT digital multimeter 34401A at a 440 milliseconds sampling rate.
We have also measured ambient temperature with a thermocouple. The photograph of the power supply and the
multimeter is shown in figure 4.

Time
Figure 5: Trend graph of current value.
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Figure 6: Histogram of current value.

AN AUTOMATIC ORBIT-CORRECTION
PROGRAM
We have developed an automatic orbit-correction program to adjust the beam position at the beam dump in HEF
[4].

The Method of Automatic Orbit-correction at
the Beam Dump in HEF
Figure 7 shows an illustration of the primary beam line
in HEF. The proton beams passed through a production target [5] are guided to the centre of the beam dump. The
magnet H18 can be used to adjust the horizontal position
of the beam at the beam dump. There are two Residual Gas
Ionization Profile Monitors (RGIPMs) [6] in the straight
section before the beam dump.
The beam dump is made of oxygen free copper surrounded by iron and concrete shields for radiation. The
copper core has a conical hollow (330D x 4500H mm) to
uniformly absorb the heat deposited by primary beam.
Forty thermocouples are horizontally aligned at the surface
of the copper core. We can continuously measure the transverse beam position and width at the beam dump from the
temperature distribution shown in figure 8.

Figure 7: Illustration of the primary beam line at HEF. Red
circle, blue, green and dark red boxes illustrate the production target, steering magnets, quadrupole magnets and
RGIPMs respectively.
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Figure 8: Typical temperature distribution at the beam
dump. Its vertical axis is for the temperature rise [K], and
the horizontal axis is for horizontal position of thermocouples [mm].
Figure 9 shows a simplified illustration of the incident
angle correction at the beam dump. The incident angle (“A”
in figure 9) at the beam dump can be calculated from the
position information measured with two RGIPMs
(AQ1DOUT and ADMPIN). The desirable incident angle
(“B” in figure 9) can be estimated from the position at the
steering magnet and the centre of the beam dump. The difference (B-A) is the angle to be corrected with the steering
magnet. In the estimation of the correction angle, the kick
effect in two quadrupole magnets (Q1C and Q1D) is ignored to be small.
The angle correction can be adopted when the following
conditions are satisfied.
1. Beam positions at the beam dump with the temperature
distribution and RGIPMs are within 165 mm, which is
the radius of the conical hollow at the copper core.
2. The transverse beam profile in ±3σx measured with the
temperature distribution is within 165 mm.
3. Continuous beam extraction at least five shots.
The desirable kick angle of the steering magnet can be
automatically controlled by the programmable voltage for
the DC output current through the control PLC.
Beam

Figure 9: Illustration on the upstream side of the beam
dump. The angles of A and B are the incident angle and the
desirable incident angle at the beam dump respectively.Test of the Automatic Correction Program with Data
during Beam Operation.

Test of the Automatic Correction Program with
Data during Beam Operation
We have checked validity of the automatic orbit-correction method with data accumulated during beam operation
from June 9th to 14th, 2017. Figure 10 shows a trend graph
of three beam positions. Blue and purple points were horizontal positions measured with the AQ1DOUT and AD-
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MPIN, respectively. Red points are the position data calculated by the automatic correction program. The calculated
beam positions at the beam dump are about -8mm and stable. The discontinuous periods in figure 8 are due to beam
stop.

Figure 12: Trend graph of optimized current.

SUMMARY
Figure 10: Trend graph of the horizontal beam positions
measured with two RGIPMs (blue and purple) and calculated ones (red) by the automatic correction program.
Figure 11 shows a trend graph of the beam positions at
the beam dump. The beam positions calculated by the automatic correction program agree well with those measured
with the temperature distribution of the copper core. The
deviations of the centre positions measured with the temperature distribution are due to decrease of temperatures at
the copper core during beam stop. The automatic correction program to adjust the beam position at the beam dump
can be useful in the actual beam operation.

• We have developed a remote control system of the
magnet power supply with the Yokogawa FA-M3V
PLC. The stability of 0.0286 %/3h is measured with
the Yokogawa FA-M3V PLC. The measured stability
is acceptable for the control system of the power supply in the beam line at HEF.
• An automatic orbit-correction program for the steering magnet, which can adjust the centre position of the
beam at the beam dump by using two profile monitors,
has been developed and verified to be useful in actual
beam operation.
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THE BUNCH ARRIVAL TIME MONITOR AT
FLASH AND EUROPEAN XFEL
M. Viti† , M.K. Czwalinna, H. Dinter, Ch. Gerth, K. Przygoda,
R. Rybaniec, H. Schlarb, DESY, Hamburg, Germany
Abstract
In modern free electron laser facilities like FLASH I/II
and European XFEL at DESY a high resolution intra bunch
train arrival time measurement is mandatory, providing a
crucial information for the beam based feedback system. For
this purpose a Bunch Arrival Time Monitor (BAM) was
developed, based on an electro-optical scheme where an
ultra-short pulsed laser is employed. A BAM is composed
of several subsystems, including stepper motors, power management, dedicated readout board, management board for
voltage settings, temperature sensors and temperature controller and optical amplifier. Part of the electronics is developed using the MicroTCA standard. We will present in this
poster the basic requirements for the BAM, software design
and implementation developed to manage the subsystems
and their interactions.

INTRODUCTION

RF Unit
4x Pickups

Electro-Optical Unit

At the FLASH and European XFEL a beam based feedback for the electron bunch is mandatory to ensure the expected photon beam quality delivered at the experimental
stations. Crucial information for the feedback system is provided by the Bunch Arrival Time Monitors (BAMs) which
measure along the acceleration section of the machine the
timing of the electron bunch with respect to a pulsed laser
provided by a central Master Laser Oscillator (MLO), which
is synchronized with the RF signal [1].
Optical Synchronisation
Timing-Stabilised
Reference Signal
(<2fs jitter)
DAQ
Electronics

Figure 1: Basic Layout of the three BAM main components.
The reference signal is provided by an external source, the
laser-based synchronization system.

measurement. The result of this combination is then sent to
the Data Acquisition System (DAQ).
• The RF Unit The electromagnetic field induced by
the electron bunch is captured by four broadband pickups. Two opposite pickups are combined to reduce
the dependence of the signal on the bunch transversal
position [2].
• The Electro-Optical Unit Timing-stabilized laser
pulses are provided as a reference signal to this unit.
This signal serves also as clock for the DAQ electronics. The peak height of the pulses is modulated upon
cross-correlation with an RF-signal, thus providing a
temporal response from which the arrival time can be
detected [3].
• DAQ and Control Dedicated electronics, firmware and
software were developed to configure and control the
single subsystems and for data acquisition [4]. Part of
the electronics was developed using Micro Telecommunications Computing Architecture (MTCA) standard [5].

THE RF UNIT
Dependency on the transversal beam position is reduced
by combining the signal of two opposite pickups. We will
refer as RF signal the result of this combination. The RF signal amplitude is still function of the bunch charge as shown
in Fig. 2. Higher bunch charge generates a higher amplitude,
so bunch charges of several hundreds of picocoulomb can
drive the bias voltage in the non monotonic region of the
Electro-Optical Unit. To avoid that, one RF signal is filtered
by a low-pass filter with a cut-off frequency of ca. 20 GHz
and the maximal amplitude is also limited, thus allowing the
measurement for higher bunch charges. This RF signal is
called high charge channel, while the other is the low charge
channel. The low charge channel has a cut-off frequency of
ca. 40 GHz and has a theoretical resolution of 5-10 fs, while
the high charge channel has a resolution of only 10-20 fs.

200 pC,
20 V

BASIC LAYOUT OF THE BAM
In this section we describe shortly the main components
of the BAM system and their working principles. As Fig. 1
shows, the BAM system is composed of three parts, the
RF unit, the electro-optical unit and the data acquisition
system. The electro-optical unit is the core of the system. It
combines the signals from the RF unit and a reference signal
provided by an external source to perform the arrival time

20 pC,
2V

Figure 2: Dependency of the signal amplitude on the bunch
charge. The amplitude increases with the bunch charge.
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Figure 3: Basic Layout of the Electro-Optical Unit.
0

THE ELECTRO-OPTICAL UNIT
Figure 3 shows a schematic of the electro-optical unit and
its parts. Each laser pulse provided by the MLO is split after
being amplified and part of it (10%) sent to DAQ as clock
signal. An optical switch sends the other part to an optical
delay stage and after being split again, the laser pulses are
combined in the electro-optical modulator with the two RF
signals coming from the pickups. There are two optical
delay stages (planned to become three in the future), one for
each sub-macropulse (related to different SASE beamlines),
in order to be able to set different delays to each of them.
After the laser pulses being modulated, these are sent to the
DAQ electronics.

Electro-Optical Modulator
The distance between 2 peaks of a RF signal is in the order
of 10 ps while the ringing can take up to several 10 ns. The
laser pulses have a FWHM of ∼ 1 ps and a period of 4.6 ns.
As already mentioned both signals are fed to an ElectroOptical Modulator (EOM). If a laser pulse encounters no
RF signal, it experiences no modulation so its pulse height
remains unaltered. If a RF signal is encountered, but laser
pulse and RF signal are synchronized, still no modulation is
observed. On the other hand if a RF signal is encountered
but the two signals are not synchronized in time the pulse
height is altered, i.e. modulated (Fig. 4) [6]. The modulation
occurs via a Mach-Zehnder-type interferometer where the
transmission factor for the laser light depends on the applied
voltage through a non monotonic function (see Fig. 5). The
applied voltage is the sum of a bias voltage and the external
RF voltage. The bias voltage is usually chosen in such a
way that the transmission is 50% when the RF voltage is
equal to zero. The arrival time is defined as the distance in
time to the position with both signals synchronized. The
electro-optical unit is equipped with two EOMs, one for the
high charge and the other for the low charge channel.

Vbias

Applied Voltage

Figure 5: Transmission function for laser pulses in function
of the applied voltage for the electro-optical modulator. The
applied voltage is the sum of the RF voltage and a bias
voltage chosen in such a way that the transmission is 50%
for RF voltage equal to zero.

Optical Delay Line
Ideally the working point of the BAM is where the laser
pulses remain unmodulated, i.e. perfectly synchronized with
the electron bunches. In order to calculate the arrival time
properly and with high resolution, any deviation from the
ideal working point has to stay in the region where the relation modulation - arrival time is monotone. Slow drift in
the accelerator machine can move the working point outside the dynamic range for which the measurement gives
meaningful results. For this reason a proper delay (negative
or positive) must be applied in order to keep the working
point in this region. Figure 6 shows an optical delay stage
developed for this purpose. The timing is adjusted by a retroreflector mounted on the a commercially available stepper
motor. The laser pulse, entering the stage in the bottom right
side, is coupled out from the fiber through a collimator and
by means of two mirrors sent to the reflector, then being sent
back to a second collimator which couples the laser pulse in
the output fiber. A stepper motor from the company OWIS
allows to apply a maximum delay of ±130 ps, where the
size of the monotone region is around 7 ps. The motors are
equipped with hall reference switch, which can be used as
end switches to prevent mechanical damage. The dynamic
range of the two channels, i.e. where the relation modulation - arrival time is monotonic, is 4-6 ps for the low charge
channel and 10-12 ps for the high charge channel.

Arrival Time

RF signal

reference laser pulses
216.67 MHz

EOM

EOM

EOM

Figure 4: Working principle of the EOM. If no RF signal is
encountered by the laser pulse or the laser pulse is perfectly
synchronized with it, no change in the laser pulse height is
observed (left and middle figure). if the two signal are not
synchronized the pulse height is modulated (right figure).

Figure 6: The delay stage is mounted on the linear stepper
motor. For calibration purpose an encoder can be attached
to the stepper motor as well (not shown in the photo).
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Figure 7: The bunch train at FLASH and European XFEL
can be divided in two or more groups of bunches, each with
different characteristics. This implies the necessity to set
the delay time individually for each group of bunches and
thus to have two or more ODLs.

Optical Switch
Modern X-Ray sources such as FLASH and European
XFEL have the capability to drive multiple SASE beam
lines, providing individually to the end user photon beams
with different properties like wavelength, pulse length and
intensity [7]. This involves to have bunches with different
energies and charge inside the same bunch train. The bunch
train for both facilities is divided in two parts which can have
different properties (see Fig. 7). Since different energies and
different charges imply different jitter and arrival time, we
must have the possibility to set different delays, so multiple
ODLs have to be employed. In order to select the proper
ODL an optical switch is used. The shape of the laser pulses
are preserved and a maximum amplitude loss of ≈ 15% was
measured. Moreover, the switching time was estimated to
be in order of ≈ 100 ns, much smaller than 50 µs, i.e. the
distances between the two bunch groups in a bunch train.

Electronics
In this section we describe the main electronic boards
used to control and monitor all the subsystems in the electrooptical unit. The dedicated electronics for the DAQ will be
described in a separate section. All boards described in this
and next section were developed in DESY [5].
Temperature Monitoring and Control Board (TMCB)
This board provides 14 ADC, 10 DAC channels and 20 configurable General Purpose Inputs and Outputs (GPIOs). The
board provides thus the possibility to set the bias voltage
for the EOMs, to read several temperature and humidity
sensors as well as the interface to 2 temperature controllers.
The board works in a stand alone mode and communication
occurs via Ethernet or optical fiber.

FMC20 with DFMC-MD22 The FMC20 carrier board
can be equipped with two MD22 mezzanine boards. Each
mezzanine can control up to two-phase bipolar stepper motors, operating in a MTCA crate. The mezzanine is equipped
with a controller and a driver chip from the company Trinamic. The driver chip provides the current sources for the
motor with the possibility to have up to 256 microsteps pro
full steps (it is foreseen for BAM to have 64 microsteps for
full steps). Particular feature like load detection and load
dependent current are also implemented. The other chip is a
controller chip which provides step signals to the driver chip
determining thus position and velocity. The carrier board
has a PCIe connection to allow high level software to access
the firmware registers and communicates with controller and
driver chips via SPI interface.

DAQ AND CONTROL
The DAQ receives clock and modulated laser pulses
through three photo-diodes. Onboard attenuator for the laser
pulses are available which can be set via FPGA registers.
The trigger is provided by the X2Timer board via the backplane of the MTCA crate. Each channel has two 16 bit
ADCs, one sampling the peak of the laser pulse and the
other the base. The pulse height is define as the difference
peak - base. A clock distribution chip performs clock synchronization as well as application of a delay to the clock to
allow the ADCs to sample any desired point along the laser
pulse. After sampling the data of each ADC are filtered in
order to acquire only the modulated laser pulse and specific
unmodulated ones, used later for normalization. Figure 8
shows the schematics of the data acquisition system for one
ADC of one channel. The ADC is sampling with a rate of
the 216 MHz, the rate of the laser pulses, and 1024 of the
unfiltered samples are stored for each macropulse. Usually
the samples are stored starting from trigger, but an arbitrary
delay can be applied. We refer to these data as raw data.
A filter selects the pulses according to the settings of the
macropulse like the bunch repetition rate and bunch number
(filtered data).
trigger
ADC

Laser Diode Driver (LDD) This board is composed of
a carrier and up to 8 mezzanines (only one in case of BAM),
each providing a current source for a laser diode used for
laser pulse amplification. Each mezzanine provides an Ethernet and a CAN bus interface and it can operate stand-alone.
Features include thermal stabilization and two operation
modes, namely with constant current or with constant output
power.
Fuse Relay Board (FRED) The board allows control
and monitor of up to 8 DC voltage channels, with individual

FIFO

data

BAM ADC SYNC
(logic)

unmodulated pulse
modulated pulse

BUNCH_FIRST[n]
BUNCH_NUM
BUNCH_PERIOD

raw Data

ﬁltered Data

ﬁltered Data

Figure 8: Schematic of the data acquisition scheme in the
firmware for one ADC. Data are stored before and after
having been filtered.
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The firmware in the FPGA performs some mathematical
operations on the filtered data, among them a division. The
filtered and the raw data are stored in an internal RAM and
then transferred through DMA to the DAQ Computer. Mathematical operations in the firmware are necessary because a
raw (non calibrated) value of the arrival time must be calculated and sent via optical link to the Low Level RF System
for the fast beam based feedback [8]. This operation is time
critical and thus it must be performed at the firmware level.
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Laser Diode Driver

Readout

Power Management

Electronics
The DAMC-FMC25 carrier board provides the FPGA for
basic data processing, a second FPGA for board management
as well as some additional diagnostics. The dual mezzanine
DFMC-DSBAM contains three photo diodes to couple the
electronics with the laser pulses, attenuators for the low and
high charge channel, the clock distribution chip and four 16
bit ADCs [5, 8].

Stepper Motor
Box Management

Figure 9: Independent software unit for the BAM system.
Each block represents a separate DOOCS server.

SOFTWARE
The software for slow-control and data acquisition is written in C++11 and it consists of specific libraries and servers
for Control Systems, e.g. DOOCS in the case of FLASH I/II
and XFEL [9]. The ChimeraTK package [10] was used to
access the PCIe registers and to write DOOCS clients. The
current software for the readout is undergoing to a major
restructuring, which changes completely the implementation but leaves the API and the functionalities mostly intact. In the paper we concentrate and describe the new implementation. From a logical point view, one can identify
five independent units which corresponds basically to the
five boards described in the previous sections. Dedicated
DOOCS servers were implemented for each of them: the
laser diode driver, the BAM box management, the power
management, the readout and the stepper motor server. All
of these units operate independently from each other, without interaction, except for the motor and the readout server,
since the latest has a client to the motor server (Fig. 9).

Motor Server
The newest hardware is based on the FMC20 with a MD22
board. Older versions of the BAM system use a Beckhoffbased front-end for stepper motors. An additional DOOCS
server provides access to the front-end. This older version
will still be in use for at least one year, so the new software
must be transparent and provide one interface for the two
systems, namely the one based on the FMC carrier board
with the MD22 mezzanine and the one using a DOOCS
server for the Beckhoff-based front-end. Figure 10 shows
the scheme with an UML-like diagram.

Readout
The software for the readout and slow control part is developed to be as independent as possible from any Control
System. It is planned to integrate this interface in the application core for the control system adapter of the ChimeraTK

FMC20 with MD22
Frontend

BAM Stepper Motor
DOOCS Server

Stepper Motor
Interaface
DOOCS Server
Beckhoﬀ Frontend

Beckhoﬀ Frontend

Figure 10: Schematic of the software structure for stepper
motor library and DOOCS server.

framework [11]. The State Machine runs in a singleton and
an interface is implemented to emit the proper events, to provide the needed information for internal calculation during
transition (like calibration or slow feedback) and to retrieve
the data. In the DOOCS Control System the interface is
provided by the so called location, which is an instance of
a particular class. A server can have more than one location in order to access one or more devices. The present
implementation for the DOOCS server forsees two location
instances which through the interface interact with the state
machine. One location is used to set the firmware registers,
to run the algorithms for the setting of the ADCs and filter
and download the raw data. The second location has the task
to download and process the filtered data, perform calibration and slow feedback. Calibration is necessary in order to
transform the value of the normalized modulation in time
unit (e.g. femtosecond or picosecond). The slow feedback is
necessary because the transformation function modulationtime unit is not monotonic. In case of a drift of the arrival
time, the value of the modulation can move outside of the
monotonic region, so a suitable correction must be applied
through the optical delay line. The transformation function
is not linear and its non-linearity increases with the bunch
charge. While for 50 pC bunch charge, a straight line may
still be a good approximation, for a bunch charge of 200 pC
or higher, a polynomial of 4th or even 5th degree is needed.
The degree of the polynomial is determined is such a way
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Control System Server (DOOCS)
Raw Data Front End

Filtered Data Front End

getFunction1()
setFunction1()
getFunction2()
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getFunctionN()
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BAM library

State Machine

Figure 11: Schematic of the software structure for readout
library and DOOCS server.
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that the residuals of the fit function are in the order of 1020 fs. The polynomial parameters and the corresponding
charge are saved in a look up table, and then selected during
run time, according to the value of the charge measured by
the toroids along the beam line. The bunch charge measured
by the toroids determines also which channel is used for
slow feedback according to a threshold value set by the operator. The operator also has the possibility to select manually
which channel has to be used.

Laser Diode Driver, Box and Power Management
Dedicated library and protocols were developed to allow
communication with the LDD and FRED boards. The LDD
protocol is based on binary packages and TCP/IP to access
the register in the microcontroller on the boards. The software is standalone and command line tools and QT user
interface are also available.
FRED uses a telnet section and string commands to control and set the board. As for LDD, the software is standalone
and a QT interface is also available. The software for the Box
Management is shared by two projects, namely the BAM
project and the EOD project [12]. Both projects share the
same mechanical box and use TMCB for the control management. The difference is how the TMCB is accessed: the
board for BAM is connect via optical link to a FMC25 and
the register of the TMCB are mapped on the FMC25 FPGA
thus making them accessible via PCIe while the TMCB
board for EOD is reachable directly via Ethernet using the
protocol Rebot. The ChimeraTK library provided a common
interface for PCIe register and Rebot register, thus only one
server was developed for both hardware configurations.

INSTALLATION AND COMMISSIONING
At the moment three BAM systems are fully employed at
FLASH and five at XFEL. The systems at FLASH and XFEL
share the same DAQ system, including firmware and high
level software for readout, while the XFEL has the newest
generation of the RF and Electro-Optical Unit. An upgrade
at FLASH is foreseen by the end of 2017 as well as the
installation of new systems in both machines (Fig. 12) [13].
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THE STATE MACHINE FOR THE ACCELERATOR SYSTEM WORKING
IN THE NATIONAL SYNCHROTRON RADIATION CENTRE SOLARIS
P. Sagało∗ , P. Borowiec, P. Bulira, Ł. J. Dudek, P. Galuszka, M. B. Jaglarz, K. Kedron, A. Kisiel,
W. T. Kitka, A. M. Marendziak, T. Szymocha, A. I. Wawrzyniak, K. Wawrzyniak, J. Wiklacz,
Solaris National Synchrotron Radiation Centre, Krakow, Poland
Abstract
A state in which accelerator system works at a given moment of time is determined by the state machine. The idea of
the project has been based on FSM – finite state machine, in
which each of the states is precisely determined by assigned
specified operations on subsystem devices of the accelerator
system such as e.g. magnets of storage rings, RF transmitters etc. To ensure high reliability, the main part of the
project has been based on PLC – Programmable Logic Controller. StateMachine wich is a TangoClass has been written
in Python using the facadedevice library, that allows information from the control system to be delivered to the PLC
system. By using an universal Tango Class AllenBradleyEIP
the state machine shering an informationa about accelerator
system to the Tango control system. This information is
archived in Cassandra database system by using the Tango
HDB++ archiving system.

DESCRIPTION OF ACCELERATOR’S
SYSTEM WORKING IN SOLARIS
The Linear Accelerator with the Transfer Line
The linear accelerator working in Solaris has the lenght
of 40 m and is capable of accelerating electrons from initial
energy of 2.8 MeV (energy after leaving the electron gun) to
maximum energy equal 600 MeV. After leaving the linear
accelerator electrons are transferred to the storage ring by
the transfer line. A system of two dipole magnets placed
on ends of the transfer line provides for beam deflection in
the vertical plane at an angle 27°, whereas six quadrupole
magnets are responsible for beam focussing. The transfer
line is ended by the septum magnet which connects the
injector with the storage ring.

The Storage Ring
The storage ring in Solaris has been created in DBA technology (double-bend achromat), thus making possible to
accomplish the design assumptionsit in which the small as
possible emittance at the smallest size of the machine. The
storage ring has circumference of 96 m and is capable of accumulating the current up to 500 mA at energy of 1500 MeV.
For the construction of the storage ring, twelve of DBAs were
used, connected with 3.5 m straight sections. Ten of straight
sections are reserved for insertion devices and the other two
are intended for beam injection and RF systems. The main
Solaris storage ring parameters are presented in Table 1.
∗

przemyslaw.sagalo@uj.edu.pl

Table 1: The Main Storage Ring Parameters
Energy
Nominal current
Circumference
RF frequency
Natural emittance
Energy spread
Radiation losses/turn
Betatron tunes (H/V)
Corrected chromaticities (H/V)
Momentum compaction factor
Total lifetime

1.5 GeV
500 mA
96 m
99.931 MHz
5.598 nmrad
0.745 · 10−3
114.1 keV
11.22/3.15
+1/+1
3.055 · 10−3
13 h

THE IDEA AND A SCHEME OF THE
STATE MACHINE
Operation of the accelerator system is characterized by its
states, which enable or deny specific actions on the accelerator system. In Solaris for specifying a state of the accelerator
system the state machine is responsible for, which has been
implemented in based on finite state machine model [1]. In
this implementation 11 states have been defined:
1. Shutdown - all devices of the accelerator system are
switched off;
2. Ring off - no beam in the storage ring. After passing to this state, all subsystems of accelerator system
are switched on and requirements of PSS - personal
safety system and MPS - machine protection system are
checked. At the moment of positive information about
correct switched on of all systems and fulfillment of
requirements PSS and MPS systems, there is automatic
transition to Ring standby state;
3. Ring standby - all devices of the accelerator system are
switched on, but an electron beam is not accumulated
in the storage ring;
4. Ring preparation for injection - all insertion devices
are open, in turn safety shutters are closed;
5. Injection - a state in which injection and electron accumulation are made;
6. Ramping - a state in which electron beam energy is
increasing;
7. Beam delivered - the state machine comes to this state
automatically from the Ramping state after energy of
a beam is equal 1500 MeV;
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8. Beam for beamlines - an electron beam is accumulated
with intended for beamlines;

DESCRIPTION OF THE
IMPLEMENTATION

9. Beam for storage ring optics - an electron beam has
been accumulated with intended for carry out diagnostic measurements of the storage ring;

Presented project of the state machine has been divided
in the two blocks:

10. Beam lost - a beam has been lost due to the errors.
At the moment of transition to this state, a watchdog
is switching on, which has to be canceled during the
set time. If cancelation does not occur, the system
automatically moves to Ring off state;
11. Beam dump - no beam in the storage ring due to intentional removal by an operator.
The graph describes dependencies between the states have
been shown on the Fig. 1.

1. PLC - Programmable Logic Controller block,
2. StateMachine block - instance of a TangoDevice.
The implementation of the main execution block of describing state machine has been created in PLC - Programmable Logic Controller technology. This choice has
been dictated by the need to ensure the reliability of the device. In the project a driver ControlLogix 1756-L72 by Rockwell Automation has been used, which is a part of the protection system of vacuum. The code has been mostly developed
in Ladder Diagram and also in Structured Text. The interface betwen PLC and main control system Tango has been
created using universal TangoClass the AllenBradleyEIP.
TangoDevice which is an instance of this class has 11 attributes of boolean types, which correspond to the eleven
states of the state machine. Each of the attribute is archived
by the Tango HDB++ system in ChangeArchiveEvent mode,
with 1 s period of checking a change. The Solaris HDB++
as database system used the Cassandra [2].
The second part of describing state machine is the
StateMachine block. This block has been developed in
Python using the FacadeDevice library [3] and fully double
role. From the one hand, it is responsible for transition information from the Tango control system to the PLC block.
On the other hand, it enables transition of information about
the state of accelerator system collected in one unit to the
operators and BMS - building management system.
The StateMachine class allows the following commands
to be performed:
• Init - initialization of the state machine, it creates connections with devices from which data will be downloaded or will be sent,
• Reconnect - restore a lost connection with devices,
which were connected during initialization,
• AcknowledgeWatchdog - cancellation of a watchdog
which was started in a Beam lost state,
• StartCycling - starting of a cycling magnets procedure,
• StopCycling - stopping of a cycling magnets procedure,

Figure 1: Schematic diagram presents all states of the state
machine with set transitions. The color of the connection/transition: red - transition triggered by an operator or
watchdog, green - transitions is triggered automatically after
fulfilling specified conditions, black - transition has been
made automatically in a case of lock comes from the PSS or
MPS system [1].

• State and Status - commands that returns the information about a state and status of the state machine.
Attributes of this classes are:
• MachineState - a current state of the accelerator system;
• WatchdogStatus - a status of a watchdog in case of
transition to the Beam lost state;
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Integrating Diverse Systems

707

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

• BeamWatchdog - a amount of time remaining to autotransition from the Beam lost state to the Ring off
state;
• BeamCurrent and BeamEnergy - a value of current
and energy of a beam acumulated in the storage ring attributes transferring to the PLC system;
• CyclingIsRunning and MagnetsCyclingDone - informations about state of the cycling magnets procedure attributes transferring to the PLC system;
• RampingStatus - information about state of the Tango
Device responsible for procedure of increasing energy
of an electron beam - attribute transferring to the PLC
system;
• PowerSuppliesReset - a flag informing about the transition to the Ring off state, it is calling by the watchdog.

CONCLUSION
In the National Synchrotron Radiation Centre Solaris, the
project of state machine has been developed which determine
in the current moment of time state of the accelerator system.
The discussed state machine has been mostly developed in
PLC – Programmable Logic Controller technology, thanks
for that it has stability and operational reliability. It may be
proven by the fact that the device tested phase was launched
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in March 2017 and has been working properly since then.
On 21.09.2017 the State Machine has been started in daily
operations routine of the facility. The information about a
state of accelerator system is collected by the Tango HDB++,
thus it is relatively easy to determine the statistics of the utilisation of the Solaris research infrastructure. The use of a
four-color signal column integrated with the state machine
enables fast visual rate of a state of the accelerator system
both by support of the experimental hall and measurement
line users for greater productivity and comfort. The project
will be expanded in the future by blocks that perform automatic statistical calculations on collected data.
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M. Di Castro1, 2, L. R. Buonocore1, M. Ferré2, S. Gilardoni1, R. Losito1, G. Lunghi1, A. Masi1
1

CERN, Geneva, Switzerland, 2Centre for Automation and Robotics UPM-CSIC, Madrid, Spain

Abstract
High intensity hadron colliders and fixed target experiments require an increasing amount of robotic tele-manipulation to prevent excessive exposure of maintenance personnel to the radioactive environment. Telemanipulation
tasks are often required on old radioactive devices not conceived to be maintained and handled using standard industrial robotic solutions. Robotic platforms with a level of
dexterity that often require the use of two robotic arms with
a minimum of six degrees of freedom are instead needed
for these purposes. In this paper, the control of a novel robust robotic platform able to host and to carry safely a dual
robotic arm system is presented. The control of the arms is
fully integrated with the vehicle control in order to guarantee simplicity to the operators during the realization of the
robotic tasks. A novel high-level control architecture for
the new robot is shown, as well as a novel low level safety
layer for anti-collision and recovery scenarios. Preliminary results of the system commissioning are presented using CERN accelerator facilities as a use case.

INTRODUCTION
Nowadays, intelligent robotic systems are becoming essential for industrial facilities as for harsh environments, in
order to increase equipment availability and safety. In such
scenarios, robots should perform repetitive and well-defined tasks as well as unplanned and dangerous tasks,
which humans either prefer to avoid or are unable to do
because of hazards, size constraints, or the extreme environments in which they take place, such as outer space or
radioactive experimental areas. In particular, operating robots for maintenance and inspection in dangerous environments on costly machines requires skilled and well-trained
dedicated shift operators. The control of these robots is
usually not intuitive and slow: this is mainly caused by the
not intuitive human-robot interfaces present on industrial
robots and by the lack of adaptability of the standard robots
to various intervention scenarios. The European Organization for Nuclear Research (CERN) [1] is the world largest
high-energy physics laboratory. At CERN, there are more
than 50 km of underground-unstructured accelerators area
with thousands of different items of equipment that needs
to be monitored and maintained. Due to the presence of human hazards mainly produced by radiation and high magnetic fields, as well as the risks related to an underground
facility (e.g. lack of oxygen, fire risks etc.), the accelerators
equipment at CERN have the needs to be monitored, inspected and maintained remotely, possibly using robots.

The use of robots in CERN’s unstructured environments
is particularly challenging: accessing to the equipment is
often difficult and time consuming, long distances must be
covered, and the equipment to be monitored or manipulated can be in uneven positions.
These aspects require intelligent robotic systems able to
travel long distance, equipped with multiple robotic manipulators, possibly with a user-friendly human-robot interface (HRI). The control system of these robotic systems
must be designed to overcome the challenges highlighted
so far with the following constraints:
- Safe and robust, in order to perform operations without creating any risk for equipment, humans and the
robot itself.
- Lightweight and real-time, in order to be deployable
on an embedded computer.
- Modular, in order to be adaptable to any kind of robotic configuration.
- Seamlessly connected to a multimodal human-robot
interface.
CERNbot (Figure 1), a novel robotic base system has been
built at CERN with the goal of guaranteeing autonomous
inspection and supervised telemanipulation in the accelerators areas.

Figure 1: CERNbot.
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The CERNbot control has been designed to let the robot
operate in hazardous and unstructured environment and to
guarantee the maximum flexibility in term of mechanical
and electrical point of view. The structure is divided in subsystems. Each subsystem could be modified separately and
adapt to the general use of the robotic platform (Figure 2).

Figure 2: Different CERNbot hardware components.
It is possible to mount up to two robotic arms like in this
case, or adapt the space to installation of other different
tools or monitors.
In this paper, the control system of the CERNbot is described, highlighting the interconnection between the modules, the division in layers of the control architecture and
their functionality. Furthermore, a small description of the
operational Human-Robot Interface (HRI) is presented. Finally, the validation of the system is shown in terms of
hours of operation and improvements with the previous solutions.
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STATE OF THE ART
Modern industrial robots are mainly designed to perform
repetitive and structured tasks, without much flexibility or
intelligence, and they are not adapted to perform operations
in harsh and unstructured environment.
Mobile manipulators are robotic systems consisting of
one or more robotic arms deployed on a mobile platform.
Starting from 1980s, the development of mobile manipulators has gone through several stages concentrating on different key components in both hardware and software.
During this period, many mobile manipulators have been
developed: MORO, Rob@Work, Little Helper, PR2, TUM
Rosie, KUKA OmniRob and KMR iiwa are the most representative mobile manipulators [2].
Furthermore, robust vehicles were built during the last
years for satisfying the demand of demining or explosive
manipulation.
The lacking on scalability and adaptability to different
scenarios like it is requested in facilities like CERN’s ones
makes the aforementioned systems not suitable to their direct deployment in accelerators. Therefore, unlike there are
many different industrial robots deployed in industrial environments, robots ready to be used in unstructured and
hazardous environment are not too common and, in general, they are built for specific needs requiring expert operators to be controlled.

Figure 3: CERNbot control system architecture.
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CONTROL ARCHITECTURE
The control architecture of the CERNbot robot is designed to be modular and safe. The communication link between the operator and the robot is not reliable since is
based on 3G/ 4G/WiFi and on standard internet protocols
(TCP, UDP). Therefore, to guarantee safety and autonomy,
the entire control loop should be closed on the on-board
robot control system.
The robot implements two types of control [3]:
- Supervisory control in which the closed loop control is entirely on the robot side and the human
operator receives feedbacks from the robot (visual, haptics, etc...) and sends controls to it through
an HRI;
- Fully automatic control, in which the closed loop
control is entirely on the robot side and the human
operator receives only feedbacks from the robot.
This structure provides a major functional specification
for the design of the control system, in which all modules
must be perfectly interconnected. The control system must
be always capable to provide safe commands to the actuators, no matter which is the state of the connection with the
operator.
The CERNbot control system has been entirely written
in C++ and does not use any commercial or open source
control systems like ROS [4] that are not real-time compliant. This control design decision has been taken because
the CERNbot control must run entirely on-board doing parallel computation like SLAM, obstacle avoidance, 3D
mapping, vision, etc. This design choice guarantees also
the compatibility of the CERNbot control with real-time
controllers.
The proposed control system is portable and modular
and it is divided in different layers (Figure 3):
-

Hardware Abstraction layer
Control layer
Supervision layer
Application layer
Communication layer
OS layer

The Hardware Abstraction Layer provides an interface
between the system and the hardware. This layer is fundamental for the development of a modular and adaptable
system [5], since it provides an abstraction interface between the hardware and the upper layers. Furthermore, the
Hardware Abstraction Layer allows also to use and test
modules belonging to upper layers by the use of simulated
hardware. This is extremely important for the system validation, operational procedures, recovery scenarios and for
the operators’ training, who can operate a simulated robot
in advance as a preparation to the real intervention.
The control layer provides all the control strategies for
the actuators. In the control layer, there are the robotic arm
controls (e.g. position control, trajectory control, kinematic
control, torque control) and the robotic platform control

Figure 4: Automatic IPC redirection after suspension of
assisted driving module.
(e.g. speed regulation, omnidirectional control). The control layer implements as well all the sensor fusion modules,
in which data coming from the sensors in the hardware abstraction layer are filtered and merged together in order to
provide proper data to the upper layers.
The supervision layer contains all those modules that are
responsible for determining the complete state of the system in each moment. It contains therefore the robot localization, environmental reconstruction, the battery management, the communication optimization etc.
The application layer, finally, contains all the applications that the robot can provide such:
- Assisted navigation
- Autonomous navigation [6]
- Assisted grasping
- Autonomous grasping
- Collision avoidance [7]
- Object recognition
- Object alignment [8]
- Sequencer of multiple operation.
Aside of these layers there are two special layers which
are broad wise the entire system: the communication layer
and the OS layer.

Figure 5: CERNbot basic communication scheme.
The communication layer provides:
- All the communication methods with the Human-Robot Interface.
TUPHA127

Feedback Control and Process Tuning

711

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

-

Methods for timestamp synchronization between the HRI and the robot.
- Communication compression methods.
- Communication optimization methods.
The communication layer is connected with all the modules, since each module can provide and receive, if requested, data to and from the HRI.
Table 1: Harsh environments challenges
Challenge

CERNbot control feature

Limited intervention
time in very long
distances

Variable speeds according to
the time needs

Unexpected
obstacles

Autonomous navigation andobstacle avoidance

Precision localization during environmental measurement

Precise on board odometry

Delicate equipment

Anti-collision systems and recovery scenarios

Loss of communication signal

Control through SMS, notifications/alarms via SMS, autonomy

Robot autonomy

Energy management system

Above all, the OS layer provide all the functionalities in
order to maintain all the modules properly active and interconnected. All the modules communicate together through
Inter Process Communication (IPC) but not all the modules
are active at the same moment and modules can be activated or deactivated automatically or by the operator according to the needs. When a new module is activated or
deactivated the OS layer manages the reconnection and the
redirection of the IPC. For example (Figure 4), the operator
can choose to drive the robotic platform by sending direct
commands or by the use of the assisted driving module in
the application layer.
The driving commands pass as well through the energy
management to optimize the power consumption of the
system. Therefore, when the operator chooses to use the
assisted driving, the OS layer automatically modify all the
affected IPC connection in order to adapt to the new control
configuration.
The OS layer provides also watchdog functionalities,
each module has its own priority and its own criticality.
According to its criticality and priority, if the module suddenly stops, the watchdog detects this stop and manages it
by restarting it or by interrupting other modules in order to
maintain the system in a safe state.
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for the creation of a usable, learnable and multi-modal Human-Robot Interface have been done [9]. The interface
provides a comfortable and uniform environment for the
control of different robots, for the analysis of the collected
data [10], for the training through simulation etc. Studies
on the stress of the operator during an intervention were
performed in order to design a HRI which optimize the
mental workload for the operator and the maximum telepresence in the environment.

Figure 6: CERNbot HRI.
The multimodality is achieved by the integration in the
HRI of different ways for interacting with the robotic system. Several control methods using different input devices
are integrated including standard input devices such as
keyboard, mouse and joysticks, together with more complex devices such as haptic devices for master slave telemanipulation and RGB-D cameras for body tracking. The
operator, then, can choose at any time the input device that
finds more comfortable with according to the skills, the
type of operation that has to be performed, the mental status and so on.
Furthermore, the HRI adapts itself to the robot configuration, displaying only relevant information without filling
the working memory of the operator (Figure 6). The HRI
is highly learnable and the procedures are well defined in
order to reduce slips and lapses.
Since the HRI is able to control different robots, the operator has always the same experience while operating
them, receiving always the same feedbacks and applying
always the same actuation commands.
Two focal points is its usability and its user-friendliness.
These aspects are very important in order to reduce the
learning time of the operator and the stress that he or she
could receive from it. Reducing the learning time means
also enlarging the operators’ pool of a company, which, instead of having few and very well-trained operators which
operate in all the situations, it could provide the robotic
system directly to the facility expert, who has more
knowledge of the environment and everything that is in it.

HUMAN-ROBOT INTERFACE

SYSTEM VALIDATION

Even though the control system allows the robot to operate in a safe and robust way, it is important that the operator sends the proper commands to the robot through a
communication channel (Figure 5). Therefore, a deep study

The CERNbot and its control system has been validated
since September 2016 through several real operations in
the CERN accelerators facilities. Before the construction
of the CERNbot, remote inspection and manipulation were
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performed by the use of commercial ROVs, reliable and
robust but difficult to use and not customizable according
to the needs. The first operations performed with CERNbot
were as visual support to the tele-manipulation operation
of the other two commercial robots, in order to initially validate the communication framework and the basic control
system. Since then, CERNbot has been used for many different interventions, from inspection of restricted access areas, to radiation mapping and survey of entire accelerators
(more than 7 km covered in one intervention), as well as
manipulation of complex devices which required above all
unscrewing and cutting. Figure 7 shows the total number
of interventions performed in CERN accelerator’s facilities
with all the robots available. Before the first usage of
CERNbot, starting since July 2014 and with the use of the
two commercial robots, 27 interventions were performed
for a total amount of 80 hours of operation and an average
of 40 hours of intervention per year. Since September 2016,
with the first usage of the CERNbot, 30 interventions were
performed for a total of amount 80 hours of intervention.
In particular, from January to September 2017, 27 interventions were performed. During these 80 hours, the control
system did not encounter any operational failure, the robot
always accomplished the requested tasks and always recovered without problems at the end of the intervention.
Nevertheless, this data is not fully representative of the
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robot can be configured with different hardware configurations easily and the control system can be adapted to the
new hardware configuration in few steps (Figure 8).

Figure 8: CERNbot core in dual-arms configuration integrated on a crane for accessing complicated areas.

CONCLUSION
This paper showed, based on CERN experience, how the
design of a control system is fundamental when developing
a modular robot. The control system must be well organized not only for making easier the development, but for
increasing as well the safety and the robustness of the system, allowing to define layers, priorities and criticalities.
The work has been successfully validated through several
hours of operation in harsh environments.
Future work will focus both on extending the control
system with more modules such as machine learning as
well as modules for assisting more the operator during the
operation in order to obtain a fully usable robot by any nontrained operator.
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USING LABVIEW TO BUILD DISTRIBUTED CONTROL SYSTEM OF A
PARTICLE ACCELERATOR
V. Aleinikov, I. Borina, A. Krylov, S. Pachtchenko, K. Sychev, FLNR JINR, Dubna, Russia
Abstract
New isochronous cyclotron DC-280 is being created at
the FLNR, JINR. Total amount of the process variables is
about 4000. The variety of field devices of different types
is 20. This paper describes architecture and basic principles of the distributed control system using LabVIEW
DSC module.

INTRODUCTION
Charged particle accelerator is a large automation subject that contains hundreds of devices and thousands of
signals to control and monitor. To simplify design and
maintenance of a control system it is convenient to divide
it into parts or subsystems. Every subsystem is dedicated
to number of common tasks. They are simply as follow:
produce, inject, accelerate, extract and transport the beam
to the target. Based on our experience, we decided to
consider 3 subsystems: Injection (ECR source, axial injector), Accelerator (cyclotron, extraction, transport) and
Low level RF. Each subsystem includes its own vacuum
control, water cooling, beam diagnostics and so on.
This approach gave as:
 Independent step by step development, debugging
and commissioning of every subsystem.
 Fast response of the system as a whole due to the distribution of computing among several computers.
 Modular structure is easier to maintain and upgrade.

LABVIEW? WHY NOT?
This question we asked at the start of the project. Fifteen years ago it would be too risky solution. LabVIEW
has not been widely accepted for control systems of accelerators and large experimental control systems due to
limitations in performance, scalability, and maintainability of large LabVIEW designs. Some of this limitations
were far-fetched, some real.
Since 1999 we have been using SCADA FlexControl
that runs under QNX operating system [1, 2]. Over time,
the lack of support for both products forced us to consider
replacing the development tool. At present, we see continuously increasing of processing power and significant
evolution of the LabVIEW. For example, appearance of
the Datalogging and Supervisory Control (DSC) module
made it full featured SCADA. It includes tools for logging data to a networked historical database, tracking
real-time and historical trends, managing alarms and
events, and adding security to user interfaces [3]. It has
powerful mathematical, graphical support and experience
of thousands of users. Support is provided for a huge
number of device drivers and protocols. It has good con-

nectivity and openness which are very important for us
due to big variety of the hardware we use.
Ten years’ experience of using LabVIEW for various
projects, completion of National Instrument training
courses, has encouraged us to select LabVIEW as the
development tool for new control system.

SHARED VARIABLES
The control system of DC-280 is a project that is distributed over a network. Its essence (all signals) can be
described by means of process variables. Every subsystem consists of variables which are deployed on the dedicated host. To share data across the network or between
applications, LabVIEW offers NI Publish-Subscribe Protocol (NI-PSP). NI-PSP is a proprietary technology that is
optimized to be the transport for network shared variables
and provides fast and reliable data transmission for large
and small applications. It is installed as a service on the
computer when you install LabVIEW [4]. It provides
network-published shared variables that publish data over
a network through a software component called the
Shared Variable Engine (SVE). The SVE manages shared
variable updates. Publishers send updates to a server,
SVE, and subscribers receive those updates from the
server. Shared variable can be connected to a front panel
control or to another variable. We use this concept to
provide communication between device drivers, applications on localhost and remote computers of the control
system of DC-280 cyclotron.

ARCHITECTURE
The control system of DC-280 has client-server architecture. Every parameter of a subsystem is deployed as
shared variable in memory of the dedicated computer
where SVE hosts it.
SVE is the server for a shared variable and all references are the clients, regardless of whether they write to
or read from the variable. All applications are clients or
subscribers to the SVE. Being network published, variables of every subsystem can be accessed from any node.
The set of all process variables are distributed across the
nodes of each subsystem. They are deployed at the system
start up and available for the operator panel or automation
algorithms.

DEVICE DRIVERS
In order to unify device driver development we use
modular and object oriented approach with plug and play
ideas. To provide simultaneous managing of many devices of the same type or manufacturer we use Driver Loaders. For example, to control of 20 power supplies from
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EVPU Company, in parallel mode, the Driver Loader
starts 20 clones of a single power supply device driver.
Every virtual instrument runs independently with unique
parameters that come from the Loader’s initialization file.
LabVIEW provides the aliasing one to another shared
variable with scaling. For example, using linear conversion, a raw value of ADC code can be automatically calculated to the engineering value (voltage) if value changes. At start up every device driver creates networkpublished shared variables for supported hardware. These
raw variables are connected to engineering process variables by means of alias mechanism (See Figure 1).
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LOGICAL OBJECTS
Some objects require more complex calculations or
control logic. For example, to switch the device you need
to generate a 2-second pulse output signal or state value the result of calculating several Boolean ones. For this
purpose, we have created a set of control algorithms for
the most typical objects of automation. This objectoriented driver uses polymorphism and supervises involved variables depending on the device type at the start
up. All objects and their variables are described in the
initialization file. The Loader starts services for all objects
as independent processes accordingly to this file.

OPERATOR’S INTERFACE

Figure 1: Data flow.
After connection to the device is established the driver
cyclically reads its status and writes it to the corresponding input shared variables. It also receives notifications of
the value change of the output variables, which causes the
driver to send commands to the device respectively with
communication protocol.

The user interface application (UI) is intended to visualize control and monitoring of each subsystem for the
operator and can be executed on any node of the control
system network. It uses Data Binding technic to connect
front panel controls and indicators to the process variables.
The user interface screen is divided into several areas
with different purposes (See Figure 2):
 General acceleration parameters, operator name,
date, time, etc.
 Menu with buttons for selecting the front panel of the
subsystem for control.
 Front panel with controls and indicators of subsystems.
 The context line contains useful service information
about the object under the mouse cursor.
 System events and alarms windows.

Figure 2: The user interface layout.
The display of objects is realized in the form of graphical elements similar to real devices. Their state is displayed by the colour and shape of the picture.
In addition to the standard services offered by the user
interface for the operator (visualization of the control

process, printing of reports, alarms, etc.) we have implemented useful functions for servicing and repairing the
system in the event of a malfunction.
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When a driver loses connection to its device, all controls and indicators that represent this device become
disabled and grayed out (See Figure 3).

Figure 3: Online and offline states of objects.
If the operator position mouse cursor over an object, the
context string displays actual values of raw variables on
which that object depends, for example, ADC code.
For safety reasons the interlocking system has a lot of
signals that block the operation of some important objects. The operator can easily check the list of all actual
interlocks in the popup window by using context menu on
the selected object (See Figure 4).
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CONCLUSION
The control system of DC-280 cyclotron as well as the
software for it is in a state of development. Most of the
technologies have already been worked out. More than
ten device drivers were developed and tested. The software for Low level RF and the Injection subsystems have
been created and tested in emulation mode. The Accelerator subsystem is creating now.
Since the system is growing, we still have to develop
software for creating and remotely monitoring the historical database, the ECR source spectrum acquisition program and many other applications.
The UI contains about 1000 controls and indicators
now. Simultaneous work of visualization and more than a
hundred processes of drivers on one computer (2.5 GHz
AMD, 4-cores) did not reveal delays in the response and
interruptions of communication with the equipment.
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Figure 4: Popup window with the list of interlocks.
These functions were obtained thanks to our experience
in the development of visualization programs for control
systems of operated cyclotrons. They greatly simplify the
work of engineers to find and eliminate any hardware
problems.
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MOTION CONTROL SYSTEM FOR THE EUROPEAN SPALLATION
SOURCE TARGET WHEEL
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Abstract
The European Spallation Source (ESS) linear
accelerator will deliver high energy proton bunches to
tungsten sectors on a rotating 'target wheel', which will
produce neutrons for scientific research through a nuclear
spallation process. The motion control system of the
target wheel presents engineering challenges, such as:
velocity and phase stability requirements to precisely
align individual tungsten sectors with proton bunches
from the accelerator; a high moment of inertia due to the
composition and distribution of mass on the wheel;
limitations on the physical space to integrate control
components, and components for associated safety
systems; and, some components being exposed to a high
radiation environment. The motion control system being
prototyped employs components that satisfy the
constraints on the physical space and radiation
environment. Precise velocity and phasing of the target
wheel are achieved by using a grating disc incremental
encoder coupled to the main wheel shaft, to enable the
transit of each tungsten sector to be synchronised with a
reference signal from the centralised ESS timing system,
which also controls the production of proton bunches
from the accelerator.

INTRODUCTION
The European Spallation Source (ESS) European
Research Infrastructure Consortium (ERIC) is an
ambitious project to build the world's most brilliant
neutron source near Lund, Sweden. A 2 GeV 5 MW
linear proton accelerator will deliver proton bunches to a
rotating spallation target wheel with a pulse repetition rate
of approximately 14 Hz. Interaction of the protons with
the spallation material produces neutrons that will be
utilised for research by a suite of 22 neutron instruments.
The target wheel and shaft systems are contained within
the target monolith, which is located in the target building
at the end of the accelerator-to-target area (see Fig. 1).
The wheel is a disc composed of 36 sectors of tungsten
blocks contained within a steel shroud and cooled by
flowing helium. It is located deep within the target
monolith at the base of a 7 m long shaft that positions the
wheel at the level of the incoming proton beam. The
target wheel is being produced by ESS partners in Spain,
ESS Bilbao.
During normal operations, the wheel rotates around a
vertical axis at a rate of 23 rpm to bring adjacent sectors
into alignment with the impact consecutive proton
bunches to optimize neutron production. The rotation of
______________________________________________
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Figure 1: CAD model of the ESS Target, showing the
target wheel, moderator and other components within the
monolith.
the wheel is timed with the arrival of the proton beam
such that the beam interacts with any given sector once
every 2.6 seconds.
In the following sections we describe constraints on the
design of the motion control system for the target wheel,
the motion control solution that has been selected and the
physical components of that solution, and finally we
describe a mechanical test assembly which will facilitate
development of the motion control system.

DESIGN CONSTRAINTS
Physical and environmental aspects of the overall target
assembly influenced the design of the target wheel motion
control system. Some constraints of particular relevance
are described below.

Radiation Environment
One important design constraint is to shield the motion
control components from the intense neutron flux and
other radiation generated by the target.
The required level of shielding from fast neutrons
(>0.1 MeV) is achieved through locating as much steel as
possible between the target and the motor and other
control components, to close all possible gaps and finally
to employ neutron-absorbing material in the monolith lid
structure, on which the target rotation and motion control
components rest.
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Figure 2: Equipment foreseen to control the target wheel.
The shielding has been based on the ability to provide
sufficient lifetime to the NdFeB magnets for the drive
motor. A lifetime limit for total fast neutron exposure has
been defined as 1,8x1012 n/cm2. The currently suggested
geometry with a 25 cm layer of borated concrete in the
monolith should provide a 42 year technical lifetime for a
standard, off the shelf, permanently magnetised motor.

Mechanical Space
The height of the drive unit is limited by the need for
heavy shielding between the highly activated connection
cell area and the open area above it, the so-called highbay.
The speed and phase measurement system, described
further below, is therefore designed with a limited axial
space. Notable is that that speed will be monitored, apart
from by the motion control system described here, also by
Target Safety System (TSS) and the Machine Protection
System For Target (MPSFT), each of them requiring
independent, redundant and diversified sensor
configuration.

Rotor-Dynamics
Important motives have been to design the rotor
suspension to be sufficiently stiff to be able to operate
below the first natural frequency. Some rotor-related data
are presented in Table 1. The rotor is very heavy and has
a very high inertia.

Phasing Accuracy
Requirements on accuracy for the motion control
system are based on the need to synchronise the rotation
of the target wheel with the operation of the accelerator,
such that tungsten sectors are located within +/-2 mm, on
the circumference of the wheel, of the required position at
the moment of the accelerator proton pulse.

Absolute Positioning
The motion control system shall also be able to place
the target wheel in an arbitrary angular position, and to

maintain that position at zero velocity, with the same
precision of +/-2 mm on the circumference.
Table 1: Dynamical Properties of the Rotor
Property
Total mass
Rotating mass
Moment of inertia
Thrust bearing
Bearing load (C/P)
Estimated friction
Number of pole pairs
Cogging torque
Cogging frequency
Motor rotor moment
inertia

of

Value
19752 kg
11300 kg
4500 kgm2
718/630 MPB
338 kN/92 kN = 4
100 Nm
35
TBD
TBD
1.25 kgm2

MOTION CONTROL STRATEGY
The target wheel has three operational modes: phasing;
positioning; and parking. The phasing mode is used when
the wheel needs to be synchronized to the proton pulse
(normal operation mode). The positioning mode is used
for rotating the wheel to a certain angle and maintaining
that position. The parking mode is used to lower the
wheel such that it rests on the bottom of the monolith.
In order to enable operation in these modes the actual
phase error and the actual position need to be measured.
The actual phase is determined by measuring the time
difference between a pulse train generated by a digital
sensor, sensing on a grating disc incremental encoder
(described below), and a reference pulse train generated
by the ESS timing system. Alternatively, the phase error
can also be measured by latching positions from an
absolute encoder for each trigger signal from the timing
system. A phase PID controller then alters the speed set
point of the speed controller, resulting in a controlled
phase. In the positioning mode, the angular feedback
sensor is used as actual value for the position control.
Fig. 2 show the equipment foreseen to be used to
control the target wheel.
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Figure 3: Cascaded control loops.

Motor
A direct drive torque motor was selected since it allows
a compact solution that could be well integrated into the
mechanical design. This kind of motor can be operated
directly on the main shaft without a gearbox and thereby
avoids grease in the radiation area and also minimizing
maintenance.

Encoder
An encoder is needed for commutation of the motor
and for the positioning, phasing and safety related
algorithms. In order to withstand the radiation
environment an encoder with separate electronics of an
inductive type was chosen. The chosen encoder can
accommodate multiple heads reading from the same
measurement scale which results in a compact and
flexible mounting. The multiple heads allow independent
wheel position measurements to be taken by the TSS and
MPSFT systems.

Grating Disc and Digital Sensors
The grating disc is a mechanical part of the target wheel
assembly and is used to provide information about the
location of each sector to the phasing algorithm.
The grating disc has 36 holes that are aligned with the
36 sectors of the target wheel, in a way that the beginning
of each hole of the grating disc represents the beginning
of the allowed area on each of the sector on the target
wheel. The grating disc also has one index hole to be used
as reference for a homing procedure. The TSS and
MPSFT systems require higher resolution signals, so an
additional row of 360 notches were added on the outer
diameter of the grating disc. This will generate 10 pulses
for each sector of the target wheel.
The grating disc will be mounted directly on the shaft
of the target wheel.

Digital sensors will be used to detect the holes in the
grating disc while the shaft is rotating. Different sensor
technologies were considered for this task, with main
constraints being the response time and radiation
environment. Sensors that were considered include:
•
Optical sensor with radiation hard and heat
resistant fibres.
•
Capacitive sensor with separate electronics.
•
Inductive sensor with separate electronics.
•
Hall effect sensor.
The initial estimates of radiation levels were very high
(10 MGray levels over the intended lifetime of the
sensors). It was very difficult to find a supplier that would
guarantee their product will work in that environment,
even with products with separate electronics. The digital
sensor approach considered at that time was to have an
amplifier in an area with lower radiation and radiation
hard optical fibres with special glass lenses located at the
grating disc that would transmit the signal.
After improved shielding was included in the design,
estimated radiation levels became significantly lower,
around 1 kGray total dose in 5 years. An optical sensor
with heat resistant fibres and adequate response time has
now been chosen as the most practical solution. Work of
this sensor will be tested on the target wheel motion
control test assembly, described later.
Future tests will also include testing the performance of
the heat resistant fibres after being exposed to expected
radiation levels in one of the ESS partner facilities.

Drive
The drive needs to handle commutation, current and
velocity control of the motor. A servo drive was chosen
since it, in addition to the required tasks, also can handle
position control resulting in high flexibility.
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Figure 4: The target wheel motion control test assembly.

Control Algorithm
The needed control algorithm can be dived into three
cascaded control loops, see Fig. 3:
1. Current control (commutation)
2. Speed control
3. Phase / Position control
Depending on hardware choice these control loops can
be executed in different locations. The current control
loop needs to be the fastest and is normally executed
inside the motor drive. Due to the high inertia of the target
wheel and the mechanical resonance frequencies, special
considerations are needed in tuning and adapting the
control loops.

Facility Integration
ESS have elected to use a distributed, delaycompensated timing system produced by Micro-Research
Finland. This system provides the signals required to
synchronise the operation of the entire facility, from the
proton source at one end, through to the neutron detectors
on the neutron science instruments at the other.
An industrial computer, equipped with a timing
receiver, will be integrated with the other target wheel
motion control electronics. A digital pulse train, running
at the accelerator pulse repetition rate, can be configured
with an appropriate phase to provide a reference to
specify the desired speed and phase of the target wheel
motion control system.
The signal from the digital sensors on the grating disc
will be used by the motion control algorithms, but also
timestamped directly in hardware by the timing receiver
in the industrial computer. This will provide an

independent measurement of the phase and speed stability
of the target wheel and will be published as metadata for
ingest by software agents and machine operators.
ESS controls will be based on the Experimental Physics
and Industrial Control System (EPICS) and, ultimately,
control of the target wheel will be managed by machine
operators though this EPICS backbone.

PROTOTYPING ACTIVITIES
A test assembly, approximating some essential
mechanical characteristics of the ESS target wheel, has
been manufactured to facilitate development of the
motion control system. The test assembly is shown in Fig.
4. This test assembly will enable early development and
verification of the motion control system without
requiring the actual ESS target system to be available.
The test assembly has been slightly scaled down from
the full-scale target wheel, drive and shaft to reduce costs.
However the wheel diameter and operating speed are the
same as for the real target. To ensure reasonably
representative conditions the scaling has been done with
the aim to keep certain key relations constant. Table 2
shows a comparison between the test assembly and for the
full-scale target wheel.
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Table 2: Mechanical Comparison of the Target Wheel and
the Target Wheel Motion Control Test Assembly
Property
Total mass
Rotating mass
Moment of inertia
Thrust bearing
Bearing load (C/P)

Full- scale
Test Rig
19752 kg
2034 kg
11300 kg
1250 kg
4500 kgm2
894 kgm2
718/630 MPB 7220 BECBM
338 kN/ 92 kN = 87 kN/7,4 kN=
4
11
Estimated friction
100 Nm
25 Nm
Motor (Siemens)
MST530C-0010- MST210E-0027F
F
Number of pole pairs
35
20
Cogging torque
TBD
TBD
Cogging frequency
TBD
TBD
Motor rotor moment
1.25 kgm2
0,024 kgm2
of inertia
Rated torque/Max
1200 Nm/2700 240 Nm/500 Nm
torque at 25 rpm
Nm
Rated torque/
12
10
Estimated friction
Rated torque/ Inertia
0,3
0,3
Rotor inertia/ Motor
3600
21000
rotor inertia
First bending natural
2,2 Hz
6,0 Hz
frequency
First torsional natural
9,0 Hz
4,0 Hz
frequency
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CONCLUSION
The European Spallation Source target wheel will be a
critical component of the world's most brilliant neutron
science facility. A motion control system to ensure
accurate synchronisation of the target wheel with the rest
of the facility is required. Here some of the main design
constraints have been described, as has the proposed
solution to the motion control problem. Future
development will now be facilitated by the construction of
a test assembly specifically for this purpose.
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DESIGN AND DEVELOPMENT OF THE CONTROL SYSTEM FOR A
COMPACT CARBON-14 AMS FACILITY *
Kangning Li, Yiwen Bao, Ming HE, Yueming Hu, Shan Jiang, Shengyong Su, Qubo You,
JianmingZhou ,CIAE, Beijing,China

Abstract
A compact AMS facility which is special used for
further analyzing atmospheric pollution especially in north
China via carbon-14 measurement was developed at CIAE
(China Institute of Atomic Energy), This machine is a
single acceleration stage AMS, running with the highest
accelerate voltage of 200kV, The control system is based
on distributed Ethernet control system, using standard
TCP/IP protocol as main communication protocol. In order
to connect to the main control network freely, device-level
data-link layers were developed also. A LabVIEW client,
developing virtual machine applied environment, provides
friendly graphical user interface for the devices
management and measurement data processing.

CONTROL DESIGN SCHEME
This AMS facility covers a wide range of different
interface devices, from simple traditional serial port to
popular LXI interface. The control system include
equipments with many functions, such as ion source,
cooling system, stripping gas, beam transport devices,
motion control, detectors, etc.
Because this machine is compact and needs a concise
appearance, wireless LAN based on Industrial IEEE
802.11 is adopted in the control system. Devices with
multiple interfaces are connected to the local network via
intermediate converters, such as MOXAAWK3121 series.
Control system architecture is shown in figure 1.

INTRODUCTION
AMS is the most sensitivity technique for long lived
radioisotopes and is widely used in many fields. 14C is the
most popular isotopes for AMS measurement. Although
there is a large AMS system with a terminal voltage of
13MV at CIAE, it can’t meet the needs of requirements
due to its low transmission efficiency and poor stability in
the measurement of 14C. So, a system dedicated to 14C
measurement was established by CIAE AMS group. This
system is a kind of single stage AMS which only have the
ion energy of 230keV. Developing the low energy compact
AMS system is the trend of 14C measurement. The single
stage AMS system was first developed by NEC with the
ion energies of 250keV, and then a compact tandem 14C
AMS system(MICADAS) was developed by ETH with the
terminal voltage of 200KV.The results of these system
shown that they can provide the comparable results to the
0.5MV tandem AMS system in the measurement of 14C,
meanwhile these system only require about half floor
space and the manufacturing cost is much lower than the
0.5MV AMS system. Accordingly, a single stage AMS
system dedicated to 14C measurement is designed and
established in our AMS lab. The size of the instrument is
4.62.4m2 overall dimension. Negative ion source, 900
injection magnet and electric quadrupole lens are located
at the high voltage deck, gas stripper canal, 900 analyzing
magnet, 900 electrostatic spherical analyzer and a surface
barrier detector are located at the ground potential.
___________________________________________

* Supported in part by the major projects of Beijing science and
technology commission under grant no.D151100005015002, and the
nation science foundation of China, under grant no.11575296,
11675269.

Figure1: This AMS facility control system architecture.

HARDWARE
Wireless LAN mainly comprises one wireless AP site in
main control room and three wireless client site in different
voltage potential deck. Wireless client sites complete
communication with device-level control equipments,
realize collection and transmission of control signal, and
complete the data transmission with the AP site. Wireless
AP site works as a server, realizes communication with
other wireless client sites connections.
In
device-level,
Programmable
Logic
Controllers(PLCs) are the main components of this control
system, adequately applied to many devices control, such
as most power supplies, beamlines control,
vacuum/temperature diagnostics, motion control, etc.
As the control system has a variety of interface devices,
such as serial port232, serial port485, ModBus. We used
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serial device servers(MOXA Nport5650) to convert serial
devices into standard Ethernet control protocols.
Hardware of data acquisition system of this machine
used AMETEK ORTECASPEC-927 installed in standard
VME chassis. It connects with the local measurement site
through the USB cable. The local measurement site
communicates with LAN via wireless network card.
Other devices with LXI interfaces, such as Sorensen
power supplies, monitoring instrument, etc, are directly
connected to the LAN.

SOFTWARE
A LabVIEW interface software, developing virtual
machine applied environment, provides friendly graphical
user interface for the devices management and
measurement data processing. Other development tools
include Matlab, SQL database management system,
STEP7 V5.5 software, etc.
The operators of the instrument include not only skilled
personnel (physicists, engineers and technicians) but also
the unskilled users that have no insight into accelerator.
So, we design different panel for different users at different
levels.
In device-level, SW of PLCs was developed with LAD
and STL in Step7 V5.5 environment[1].This part realizes
the basic flow controlling, interlock controlling and
communication with main control PC by CP343-1
module[2,3].
In application-level, SW based on Windows OS adopts
ThreadPool approach[4]. Different function is performed
by separate thread, such as signal measurement and
controlling, detectors data acquisition, data processing and
serial device control, etc. ThreadPool approach
architecture is shown in figure 2.

Figure 2: ThreadPool approach architecture.

CONCLUSION
The control system has been successfully applied in
Beijing tandem accelerator national laboratory at CIAE for
more than one year. The system runs stably and reliably,
and achieves the expected goal. With the help of excellent
performance of control system, this compact AMS
machine has obtained some good data and provided a solid
support for the government departments to deal with the
serious air pollution in northern China.

REFERENCES
[1] STEP_7_Professional_V13_1_zhCN_zh-CHS，Siemens
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PLC BASED VACUUM CONTROLLER UPGRADE AND INTEGRATION
AT THE ARGONNE TANDEM LINEAR ACCELERATOR SYSTEM
C. E. Peters#, Y. Luo, R. Vondrasek, C. Dickerson, A. Germain, M. Power,
Argonne National Laboratory, Lemont, IL USA
Abstract
The installation of a new Electron Beam Ion Source
(EBIS) to the Argonne Tandem Linear Accelerating System (ATLAS) at Argonne National Laboratory requires a
vacuum system capable of providing pressures in the
region of 1e-10 Torr. Historically, vacuum interlocks have
been provided via analog logic chassis which are difficult
to upgrade and maintain. In order to provide sufficient
interlocks to protect high voltage components of the
EBIS, a new programmable logic controller (PLC) based
Vacuum control system has been developed and integrated into the rest of the accelerator supervisory control
system. The PLC interfaces not only with fast acting relay
based interlock signals but also with RS-485 based serial
devices to monitor and control lower priority parameters
such as pump speeds, vacuum pressure readout and set
points, run hours and more. This work presents the structure and interface logic necessary to communicate with a
range of vacuum gauges, turbo-molecular pumps and ion
pump controllers. In addition, the strategy to interface
vacuum control with the rest of the accelerator control
system is presented.

INTRODUCTION TO ATLAS
The ATLAS accelerator is located at the United States
Department of Energy’s Argonne National Laboratory in
the suburbs of Chicago, Illinois. It is a National User
Facility capable of delivering ions from hydrogen to uranium for low energy nuclear physics research in order to
perform analysis of the properties of the nucleus. As a
result of the wide variation of beams delivered [1], retuning of the entire machine is necessary on a near weekly basis. After a series of upgrades, ATLAS will consist
of two possible ion source lines, a common injection and
beam transport line, and 8 different target areas. This
wide range of possible machine configurations combined
with the thousands of individual devices which support
them present a very real challenge to operators to arrive at
a final tune quickly.

Table 1: Variations of Vacuum Chassis at ATLAS
Rev #
1 A-D
2 A-C
3 A-C
4A

Comments
Original Design, Built in 1984
For Targets, No Remote Pressure
For Cryostats, No Remote Status
Proposed, Full Remote Status

Turbo?
No*
Yes
Yes
Yes

* Turbo control and monitoring added later
These chassis utilized silk-screen type front panels
which must be re-spun for any change in device layout.
An example of the current interface is below (Figure 1).

Figure 1: Example of silk screened front panel.

VACUUM PROJECT MANAGEMENT
A first order problem which was considered during a
change in system design philosophy is how to define the
scope of the project. Requirements of a basic vacuum
interlock system, the range of possible vacuum component vendors, and interfaces with the final customers
needed to be considered and documented. Limiting the
possible component vendors supported by ATLAS was
accomplished via a publicly accessible website containing
a list of vendors and equipment supported. (Figure 2) [2].

Historical Vacuum Chassis
For several decades the ATLAS Vacuum Control System has been implemented via in-house custom built
hardware chassis utilizing a combination of analog logic
circuitry and complex programmable logic device
(CPLDs). Several different versions of these chassis
exist, depending on their intended purpose (Table 1). For
example, some chassis do not provide a remote vacuum
pressure reading while others may or may not control a
turbo molecular pump, causing additional effort to integrate into the control system.
#ChrisPeters@anl.gov

Figure 2: Example of supported vacuum equipment.
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Schematic Representation
Once an approved list of devices was defined, a detailed schematic representing each device in the new
system was created (Figure 3). This schematic was used
not only to physically place the new device in the system,
but also to define device labels, device types, and interconnections.
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Control System which uses a third-party software solution
called VSystem [3] by Vista Controls Inc. This software
provides low level handler calls to user-written routines,
therefore any standard communications protocol should
be able to be integrated.

PLC Vendor
With a comparatively small group of Control System
Engineers, preference was given to PLC systems for
which the group was already familiar. The Cryogenics
group within ATLAS had already utilized Schneider Electric Modicon M340 PLCs to support increased automation
(Figure 5). It was desired to leverage economies of scale
and cost, and therefore the M340 line of PLCs was selected to be the vacuum system vendor as well.

Figure 3: Schematic representation of vacuum system.

Vacuum Interface Tracking
The final steps of documenting vacuum system requirements was to create a list of devices based on the
schematic representation and link them to the desired type
of interface (Figure 4). We define 2 basic types of interfaces based mostly on speed and reliability: safety or
interlock signals should be fast and simple, while low
priority information can be slower and use more complex
communication methods. This overall list of interfaces
would in turn drive the requirements for the PLC itself.

NEW SYSTEM ARCHETECTURE
As a programmable vacuum solution is new to ATLAS,
the Control System group was responsible for initial selection of a vendor for the PLC system. The specific
vendor would be responsible for supporting not just programmable logic, but also the Human Machine Interface
(HMI) via touchscreen systems and even potentially digital stripchart functionality. Finally, large consideration
was given to integration into the rest of the ATLAS

Figure 5: Example of Schneider Electric M340 PLC.
The Modicon line of PLCs utilizes Schneider Electric’s
Unity Pro line of software to develop PLC code. Possible
programming languages include IEC 61131-3 Ladder
Diagram, Structured Text and Function Block Language
[4]. In addition there is a wide range of possible Input/Output (IO) modules available for the M340 backplane including Analog (4-20ma, 0-10V, etc.), Digital
24V sourcing and contact inputs, Serial (RS-232 and RS485) as well as application specific modules like thermocouple or SSI encoder modules.
Finally, the Modicon line of PLCs provide ModBUS/TCP ports in order to communicate with Magelis
Touchscreens and provide maximum integration between
PLC and Touchscreen to manage process variables and
addresses between systems. These systems can access
PLC I/O port data directly without any middle translation.

Figure 4: Example of vacuum PLC interface tracking spreadsheet. The first four columns document each device in the
system and their make and model. Then, the right four columns are used to track each interface method for the PLC.
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Analog and Digital Signal Distribution

Figure 6: Range of signal distribution options considered,
from hand-wired terminal blocks to fully custom PCBs.
The selection of signal distribution methods was perhaps the most complex part of the project. Several solutions were considered, from hand wired terminal blocks to
completely custom printed circuit boards (PCBs) handling
necessary signal routing and combinations (Figure 6).
For example, several devices have a single DB-15 connector which combines power, 24V digital logic, and RS232 or RS-485 serial communication in a single connector.
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PLC LOGIC AND SOFTWARE
At least two requirements of a vacuum control system
are: 1.) Protect and operate the vacuum system and components, and 2.) To provide information to the end users
and allow for control, monitor, and tracking. There has
been a large body of work [5, 6] dedicated to centralizing
databases of vacuum system information and utilizing this
information to automatically generate PLC code templates. This can lead to much lower development times
and higher reliability for large, complex machines. As
ATLAS is a small machine compared to the Large Hadron
Collider for example, the advantages in speed and standardization have not outweighed the development effort
necessary to improve automation. PLC projects are still
written manually, however code blocks are reused often.

Fast Control Sections
Fast controls for vacuum interlocks and machine safety
are written in Ladder Logic for simplicity and speed (Figure 8). Currently, the fast sections are set to run in a
round-robin scheme at a preprogramed period of 10 milliseconds. This is considered fast enough for valves which
can take hundreds of milliseconds to close. In addition, a
watchdog time of 100 milliseconds is enabled to catch
any undefined behaviour. Any fault will cause the PLC
outputs to return to their ‘safe’ states.
The code takes a “valve-centric” view, in that each section is responsible for determining if a valve should be in
the “open” or “shut” states. The input to these sections is
the corresponding set of alarms which affect a valve. The
concept of an “alarm” is related to either binary or integer
setpoint, and the alarm condition is triggered if the input
is equal to the alarm setpoint, and the alarm is “enabled”.

Figure 7: Example of fore pump/ion gauge interface
(middle) and PLC distribution (top and bottom). The
PLC distribution has rear terminal block connections.
The final interface hardware between the PLC and devices was designed in house (Figure 7). There are several
interface designs for different devices. The first basic
function is sending converted 24V signal from the device
to the PLC for information such as device status, relay
status, etc., or vice versa for controlling. It also provides
an RS-485 connection bus for more advanced readout and
controlling. Finally, it has some local control functions for
convenient local control or device testing during startup.
For example, one design is for connection between
Granville-Phillips series 390 Micro-Ion® ATM vacuum
gauge, Edwards nXDS15i scroll pump and the PLC. It
provides local control such as turning on/off the gauge or
the pump, adjusting the speed of the pump and running a
degas cycle of the 390 vacuum gauge. It also provides
RS-485 connections and sends all interested relays’ status
to the PLC. The other designs follow the same requirement for other different vacuum devices.

Figure 8: Ladder-logic section for turbo valve interlock.

Slow Control Sections
Slow control is primarily concerned with interrogating
non-critical, non-real-time information from all devices
within the vacuum system. The ATLAS Controls group
has standardized on the RS-485 bus for serial communication, due to its ability to communicate via long distances with good noise rejection, and the ability to ‘multidrop’ many devices on one RS-485 bus.
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The slow control sections of PLC code are written in
the more complex Structured Text programming language
in order to leverage language tools like derived function
blocks (analogous to ‘functions’ in the C language). In
this way, blocks of code can be written to communicate
with a single family of devices, and an internal table defines all the devices and their associated addresses. The
code loops through the internal table and executes commands and monitor transactions to send or receive data
from all the defined devices in order.
There is a small amount of reusability in this type of
PLC code when combined with rudimentary objects.
Objects here are defined as data structures inside of UnityPro. One datatype can be instantiated several times for
each member of a device family, for example Edwards
nXDS15i fore pumps (Figure 9). Then the code loops
through a pre-defined set of commands and populates the
parameters within each structure after each loop.
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CONCLUSION
The first application of this new PLC based Vacuum
Control System has been installed at ATLAS for the new
Electron Beam Ion Source (EBIS) platform. It has been
tested to successfully operate valves and some vacuum
interlock operations have been verified. Future work will
soon include a second project to use PLC controls for a
new ion source. By leveraging reuse of vacuum components and associated code, large economies of scale have
been realized versus custom hardware chasses.
Continuing work has been allocated to the development
of a standalone test rack which will include a PLC system, touchscreen and a standard vacuum pump configuration of rough pump, turbo, valves, and gauges. This way,
further development can take place on an offline system,
which greatly speeds development and testing.
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DESIGN AND IMPLEMENTATION OF POWER SUPPLY CONTROL
SYSTEM ON HI-13
Jianming Zhou, Yueming Hu, Kangning Li,Xiaofei Wang,
China Institute of Atomic Energy, Beijing, CHINA
Abstract
On the HI-13 tandem accelerator, steer power supply and
quadrupole lens power supply provides three different
types of control interface, Remote control system of these
power supplies implemented by using Siemens S7 series
PLC, serial server, OPC server and WINCC, Long-time
operation show that the control system is easy to be
operated and its performance is reliable.
Keywords:HI-13, power supply control system, WINCC

INTRODUCTION
The beam must be focused by multiply quadrupole lens
and the steers during transmission process for reasons of
beam dispersion and deviation. Power supplies build an
electrical or magnetic field by output changeable voltage
or current. The new remote control system based on PLC
and WINCC implement an totally upgrading of the old
control mode which was dependent on manual adjustment
of the mechanical potentiometer and step motors and
facilitates convenient operation, intuitional display and
precision improvement.

CONTROL DESIGN SCHEME
The bottom control built with SIEMENS S7PLC and
programming is complete with STEP7 ladder diagram
language. The interface based WINCC establish a
connection with the PLC via the visual graphics, essential
monitoring status of power supply could be clearly shown
on the interface. Otherwise, different user authority be
distributed and browser authority or program changing
authority was definite for different users.

Steer Power Supply Control
In the HI-13, there are two kinds of steer power supply,
one is the electrostatic steer power supply, the other is the
magnetic steer power supply.
Electrostatic Steer Power Control The electrostatic
steer power supply provides voltage output for the
electrostatic steer, and its output is 0 ~ ± 7.5KV and 0 ~ ±
1KV, with ripple of 0.05% and stability of 0.05%.
8 Electrostatic steer power supply provide power for low
energy terminal steers and high energy terminal steers
respectively. Each power supply provides a DB9 interface,
using analog method, whose definition is shown in Figure
1.

Figure 1: DB9.
Among them, pin 2 provides a remote voltage (0 ~ 10V)
control mode, Pins 3 and 4 provide the voltage output
return value (0 to 10V) for channels 1 and 2, pin 5 provides
a 10V voltage reference, and when it is greater than 10V, it
indicates that a fault has occurred. In this case, To disable
the power supply to no longer work. The group of power
control system use Siemens S7-300 series PLC, all input
and output are connected through the IO module. The PLC
hardware consists of three analog input modules (SM331),
one analog output module (SM332), one digital output
module (SM322), one CPU module (CPU315-2DP) and
one communication module (CP343 ) [1].
The WINCC driver uses the SIMATIC S7 Protocol
Suite-> TCP / IP [2].
Magnetic Steer Power Control The magnetic steer
power supply provides a current output for the magnetic
steer with an output of -2A to + 2A.
There are 4 power supply in total, the bottom data is
transmitted through RS485 protocol, with communication
speed is 57600bps, the starting position is 1, the data bit is
8, the stop bit is 1, the parity is: even check, the hardware
connector is RJ45, Interface, PIN1: TX +, PIN2: TX-, PIN4:
GND.
The four power supplies are connected to the MOXA
5430 serial server via a network cable, MOXA 5430 is a 4port communication device that allows control of four
RS485 serial devices via TCP / IP based Ethernet. Before
using it, you need to set the mode of each port to Server
mode, and set the communication parameters of each serial
port such as rate, start bit, data bits and so on.
PLC use Siemens S7 1500 series, CPU is 1515-2 DP, and
its IP address is in the same network segment with MOXA
5430. In STEP7 programming [3], using the open
communication library TCON function module to connect
the CPU as the client with MOXA 5430, the TSEND
function module to send the control word, and the TRCV
function module to receive the return information. In order
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to monitor the power output status in real time, a 2S
oscillation logic was programmed with the timer.
The WINCC driver uses the SIMATIC S7-1200, S71500 Channel [2].

Quadrupole Lens Power Supply Control
The quadrupole lens power with output current of 0 ~
50A.
This type of power supply is 10, providing current for
different lenses in the beam line. Each device is controlled
by a set ofS7 Smart 200 PLCs, providing an Ethernet
control interface, and providing over-current, over-voltage,
temperature and other status monitoring.
Since the WINCC configuration software does not
support direct communication with the S7 200 PLC, the
OPC server is required. Siemens SIMATIC NET OPC
server is used. OPC (OLE for Process Control) the basic
principle is: OPC client application communicate with
OPC server through a standard, open multi-vendor
interface. OPC server needs to be configured to work. After
the configuration is complete, the OPC SCOUT tool in the
SIMATIC NET software is used for the OPC configuration.
The generated OPC groups and terms are used for
communication between PLC and WINCC configuration
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software. SCOUT is also to test the data communication
between the OPC server and the PLC.
The WINCC driver uses OPC / OPC GROUP (OPC HN
UNIT # 1) [2].

CONCLUSION
The power supply control system has been successfully
applied in the operation control of HI-13 tandem
accelerator, it completely changed the original traditional
control mode and greatly improving the level of
automation, intelligence and system operation reliability.
The intuitive clear graphical interface of the host computer
brings convenience to operators, which saves the
adjustment time. A long period of running test shows that
the control system is user-friendly and stable, in the same
time, it also shows the advantages of simplicity and
flexibility.
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DO YOU REALLY NEED A LOW CURRENT AMPLIFIER TO DRIVE A
LOW CURRENT MOTOR?*
O. Ivashkevych, A. Munoz, D. Poshka, BNL, Upton, NY11973, USA

Abstract

Table 1: Motors Under Test

NSLS2 is standardized on Geo Brick LV 5A motor
controller from Delta Tau [1], suitable to drive majority
of stepper and servomotors. Standardization allows less
spare inventory and common skill set to maintain. However, some applications, especially instruments in the
space-confined end stations require using small, or even
miniature motors. What are the limitations in customizing
the 5A unit for driving low current motors?
Delta Tau Geo Brick LV (GBLV) is a turbo PMAC
family motion controller [2]. It comes in different amplifier configurations: a combination of 5A, 1A, and 0.25A
amplifiers. This research is focused on performance and
limitations of 5A driver with low ~200 mA and very low
~40 mA current motors.

SUT
MFA-CC stage
MFA-PP stage
Faulhaber mtr

Motor
UE1724SR
UE16PP
AM2224-V-12-75

Current
200 mA
250 mA
125 mA

Faulhaber mtr

AM1020-V-12-250

45 mA

The motors were driven with 5A Geo Brick LV motorcontroller; model BHB8-C0-442-00000000. The actual
current was measured by Tektronix TCP0030A current
probe and Tektronix MSO4054B oscilloscope giving
1 mA resolution. Two Faulhaber steppers were driven in
the open loop mode, see Figure 1.

MOTIVATION
A typical photon beamline uses many motorized instruments. Some of axes are driving heavy loads and
some are miniature stages. In other cases, scientific
equipment is designed as a combination of big and small
motors with high and low driving currents. Driving this
motors usually require different controls solutions. A
typical monochromator, for example, often has a combination of bigger and smaller motors with drive currents
from several Amp to 100 mA. Using integrated or separate divers to control equipment is not only maintenance
expensive, but in some cases impossible due to the tight
spaces. In this paper, we present research data about using
NSLS2 standard 5A Geo Brick LV (turbo PMAC) motorcontroller of driving small current motors instead of custom solutions. The idea has presented itself when we
successfully drove 125 mA stepper motor with 5A Geo
Brick LV unit having no other possibilities at that
moment.

EXPERIMENTAL SETUP
The following stages and motors were selected: Newport MFA-CC stage with DC servomotor UE1724SR and
rotary encoder 2,048 cts/rev, rated speed 2.5 mm/s;
MFA-PP stage with 2 phase stepper motor UE16PP,
1 full step = 0.485 μm, rated speed 2.5 mm/s;
Faulhaber AM2224-V-12-75-10 2 phase stepper motor,
AM1020-V-12-250-00 2 phase stepper motor,
see Table 1.
____________________________________________

* This research used resources of the National Synchrotron Light Source
II, a U.S. Department of Energy (DOE) Office of Science User Facility
operated for the DOE Office of Science by Brookhaven National
Laboratory under Contract No. DE-SC0012704."

Figure 1: Low current Faulhaber steppers under test.
For current surge protection all motors were connected to
Geo Brick LV via a fuse box, see Figure 1.

OPEN LOOP PERFORMANCE
Performance of a stepper motor depends on many parameters, not always analytically predicted. They are:
electrical characteristics of the motor coils, such as coil
resistance, inductance, back EMF, drive current, bus voltage; mechanical properties, such as generated torque,
system response time, load; dynamic run conditions, such
as speed and even a motor driver. Optimizing selected
controller PID parameters for the experiment requirements is a mission of a control engineer.
Driving a low-current motor with an amplifier designed
for high current ones is generally a poor design decision
simply because the ADC count used by the PID control
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system delivers a significant change relative to the total
drive current. Inability to fine-tune will certainly impede
motor’s best performance to the very least. However, if
the best performance is not required, and space and funds
are limited, using high current amplifies for driving
smaller motors is justifiable.
The 15 bit ADC for BHB8-C0-442 is 33.85 A, which
comes to 1mA/ct. If the feedback loop decides to increase
current by 20 cts, it will be a substantial correction.
Current waveform can be a good source of information
about the motor performance. The smallest current
GBLV can output was measured to be ~40 mA, which
worked well for the 45 mA motor, see Figure 2. The
measured current value was the same for settings
Ixx77=5, Ixx77=10, Ixx77=15.
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The motor data sheets provide the necessary information to derive other important parameters [3],
see Table 2.
Table 2: Faulhaber Motors’ Parameters
45 mA
250
80.1
10.5

125 mA
75
65.6
32.7

Holding torque at I, mNm

1.6

22

Holding torque at 2xI, mNm

2.4

37

Inductive Impedance RL, Ohm

19.6

16.1

RL/R·100%

7%

25%

I, mA
R, Ohm
L, mH
Back EMF amplitude, V/k steps/s

Total electric impedance is:
2
22 1000
32

4

39

2

Figure 2: 45 mA stepper current trace. Ixx22=5,
Ixx77=10, Ixx61=0.035.
NSLS2 uses a standardized configuration file, which
works well for most steppers. These settings are based on
Delta Tau recommendation. This includes current loop
feedback coefficients.
For the 125 mA motor, however, current trace looks
distorted driven by the same configuration settings, see
Figure 3.

RL=19.6 for the first motor, and RL=16.1 for the second.
While the inductive component for 45 mA motor is
~7% of the DC resistance, it constitutes 25% for the second. The second motor has substantially higher holding
torque, and thus higher torque constant, which acts as an
extra coefficient to the PID controller [4]. This causes fast
current rise and the system goes into current decay mode
[5]. Indeed, decreasing current integral gain improves the
wave form, see Figure 4.

Figure 4: 125 mA stepper current trace, Ixx22=5,
Ixx77=100, Ixx61=0.01.

Figure 3: 125 mA stepper current trace, Ixx22=5,
Ixx77=100, Ixx61=0.035.
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Increasing drive current settings makes the trace look
perfect, as the motor controller does not easily overshoot,
and hence does not fall into current decay mode [5], see
Figure 5.

Figure 7: MFA-PP current trace, Ixx22=165 (rated
speed), Ixx77=200, Ixx61=0.003; PeWin executed motion
at 165 ct/ms.
Figure 5: 125 mA stepper current trace, Ixx22=5,
Ixx77=300, Ixx61=0.01.
It is worth to note, that using PMAC Tuning Pro software for current loop tuning always caused one or both
fuses to blow. Fuse box with fuses is shown on Figure 1.
So far we experimented with free-running motors.
What happens when the motor is loaded? Figure 6 is a
current trace of MFA-PP stage. Dealing with real life
friction leads to current feedback loop adjustments and
causes current spikes, which, at some point can possibly
burn the motor coil, if not protected by a fuse. Higher
speeds add noise, as expected. See Figure 7, where The
stage is moving at its rated speed.

Figure 6: MFA-PP current trace, Ixx22=2, Ixx77=200,
Ixx61=0.001.

CLOSE LOOP PERFORMANCE
As it was indicated earlier, driving low current motor
with 1 mA/ct ADC can be a challenge for position feedback tuning. Yet, our goal is to deliver a working positioning solution to the beamline with available channels
on a 5A turbo PMAC, standard at each beamline.
MFA-CC is a servo-motor stage with rotary encoder
2,048 cts/rev and 0.5 mm pitch screw. It is rated to move
with the speed 2.5 mm/sec, or 10 cts/ms. We would like
to report that we successfully tuned the stage to perform
at its rated speed with 5A GBLV motor-controller, see
Fig. 8.

Figure 8: MFA-CC tuning ramp top, and executed motion
at 140 cts/ms bottom, driven by GBLV 5A motor
controller.
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CONCLUSION
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Figure 9: The number of cooked fuses during this
research efforts.
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ONLINE SIMULATION FRAMEWORK THROUGH HTTP SERVICES ∗
K.A. Brown† , M. Harvey, Y. Jing, P. Kankiya, S. Seletskiy,
Collider-Accelerator Department, BNL, Upton, NY, USA
CONTROLS INTERFACE

Abstract
The development of HTTP service interfaces [1] to the
BNL Collider-Accelerator Department (C-AD) controls system opens up the ability to more quickly and easily adapt
existing codes developed for other systems for use at RHIC.
A simple particle accelerator online model built for commissioning the NSLS II [2] was adapted for use with the Low
Energy RHIC electron Cooling project (LEReC) [3] and
the Coherent Electron Cooling (CeC) [4] proof of principle
experiment. For this project, a set of Python modules and a
Python application were adapted for use in RHIC by replacing NSLS II control system interfaces with Python modules
that interface to the C-AD controls HTTP services [5]. This
paper will discuss the new interfaces and the status of commissioning them for operations.

The Device Server allows direct set and get communication to the ADO parameters while the Data Server provides
access to logged data. For more detailed descriptions of the
Controls interfaces see [1, 5]. The dataflow model for the
simulation framework using the RESTful interface is shown
in Fig. 1.

INTRODUCTION
Traditionally, sharing code from other facilities has been
a labor intensive process. Control systems from different
facilities have different communications interfaces, database
interfaces, and even the general, non-control systems tools
can greatly differ. To some level making control systems
open source projects, as has been done with EPICS [6] and
TANGO [7], makes this process easier. The C-AD controls
system Accelerator Device Object (ADO) model [8, 9] is
similar to TACO (the predecessor to TANGO) and over
twenty years of refinement has become a robust, reliable,
and very high performance system. Unfortunately, it is not
open source and so it can be challenging to adopt code from
other laboratories.
As much as these various control systems are different,
they are, in general, very much the same, following what
has long been known as the ’standard model’ for accelerator
controls [10, 11]. In general, for all of these control systems,
the abstraction of a ’Device’ is a fundamental structure. The
details on how the parameters from a given Device are published to the rest of the control system are different, but in
each system, if you know the name of a parameter, you can
get or set the value and properties of that parameter.
The C-AD controls system has recently adopted a RESTful set of communication protocols that allow applications
from many different platforms and operating systems to access controls Devices. These HTTP server interfaces also
ease the task of adopting application level code from other
facilities and control systems. In this report, we will discuss the process of adopting a Python application built for
commissioning NSLS II for use in RHIC through the use of
HTTP server interfaces.
∗
†

Work performed under Contract Number DE-SC0012704 with the auspices of the US Department of Energy.
kbrown@bnl.gov

Figure 1: Data Flow and Interfaces for Simulation Framework.
For the online simulation framework, the names of the devices for a given model instance are listed in a model lattice
description file, which has a syntax similar to standard accelerator physics model engines, such as madx or mad8 [12].
An example is shown in Fig. 9, in the appendix (ellipses
indicate more similar elements follow.) The general format
is element_name: element_type, parameters.
For this model lattice description to be connected to the
control system, the element_name simply needs to be the
ADO parameter name for that element.

LEREC & CEC
Both LEReC and CeC are electron accelerator systems,
with a significant level of complexity. Each has electron
guns with low energy sections and beam transport systems
composed of standard accelerator components, including
transport solenoids. Each is instrumented with current monitors, beam position monitors, and various types of profile
monitors.
Figure 2 shows the layout of LEReC. The same electron
beam is used to cool beams in each of the two RHIC rings.
Since the ion beams in RHIC travel in opposite directions,
the electron beam first passes by the ion beam in the RHIC
Yellow ring and then is bent 180◦ and passes by the ion beam
in the RHIC Blue ring, and then dumped. For the model
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Figure 2: LEReC Layout (not to scale).

Figure 3: CeC Layout.
description, just the standard magnetic elements are used
(drifts, bends, quads, solenoids, correctors, etc.), as well as
the BPMs. Everything else is either a marker or treated as
drift space.
Figure 3 shows the layout of CeC. Since this is an experiment to test the principle of coherent electron cooling,
it is designed to only cool one bunch in one of the RHIC
rings, at a low energy. The first section of quadrupoles, just
after the ’dogleg’ is where the electron beam images the
ion bunch signal. The Free Electron Laser (FEL) amplifies
the signal and in the second quadrupole section the electron
beam applies a small kick to the ion bunch. For a more detailed description of the physics see [4]. What is important
for this discussion is the model of the electron beams will
make use of the standard magnetic optical elements, but the
FEL will simply be seen as a drift. It is an extremely simple
model and does not model the CeC process. As with LEReC
it is meant just to describe basic optics conditions. More
refined/precise models are used in offline analysis.

LEREC & CEC ONLINE MODELS
The simulation framework software is based on a highlevel application used for NSLS II beam commissioning [2].
The idea behind this system is to use a fast, simple model to
roughly describe the conditions of the accelerator, to allow
the basic systems to be checked out and beam conditions to
be initially established.
The general idea behind the software was to combine interactive simulations with measured beam positions into a
single tool. The NSLS II application was built in Python, using models and interfaces developed at NSLS II. To convert
the application over for use with LEReC involved disconnecting the NSLS II dependancies from the software. This
meant replacing the controls interfaces used for NSLS II
with our own. Figure 1 shows the data flow and interfaces
for the new application.
For the new application, a new class was constructed,
apDeviceIo, to use the C-AD Device Server, using a REST
services protocol. Through this interface all controls data
TUPHA135
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is acquired. This class effectively replaces all the NSLS II
controls calls, minimizing the changes needed to the original Python scripts. The names, types, and strengths of the
accelerator devices are given in the lattice description file.
This file holds all the beamline specific information. Except
for this file, everything else is generic and highly modular.
So, for CeC and LEReC, the only change to run the given
simulation interface is to use a different lattice description
file. A command line switch, at run time, allows the user to
select what lattice description file to use.
import
import
import
import

a c c p h y s 3 a s ap2
a p _ l a t t i c e _ p a r s e r as clp3
a p _ a u x i l i a r y as ca
apDeviceIo as dio

Figure 4: List of in-house modules built for the simulation
framework.
There were three other modules, outside of the main script,
that were imported for the NSLS II code. These modules, in
principle, didn’t need to change to adapt the code over the
C-AD controls system, but did need to be modified to meet
LEReC and CeC requirements.
In Fig. 4, the accphys3 module contains the model engine components. The original implementation is basically
simple linear matrix operations for first order optics. For
LEReC and CeC, solenoids and skew quadrupoles needed
to be added. Also, since the electron beam energies are relatively low, a simple space charge model was added. Except
for minor modifications (improvements), ap_lattice_parser
and ap_auxiliary remain the same as in the original code
base.

GUI Displays
The main application consists of 3 separate GUI displays,
a main menu window (Fig. 5), that allows selecting what
beamline(s) to display, a spreadsheet like display containing
some control buttons and the listing of the magnetic elements (Fig. 6), and a graphics display showing the model
and measured orbits, a simple graphical description of the
beamline elements, and a plot of the model beam sizes along
the beamline (Fig. 7).

Figure 6: LEReC element listing page.
or if a single beamline is broken up into multiple lines, and
a Twiss dictionary, containing the current set of optics parameters calculated by the model. When the parser runs it
initializes all values based on the defaults given in the lattice
description file. These values are temporary and are never
used. Before bringing up the graphics display, the element
strengths and Twiss values are recalculated based on live
data.

Beamline Description
The ap_auxiliary module just structures the data for the
graphics display of the beamline, or the ’Lattice’ graph in
the middle of the graphics display (see Fig. 7).
The application holds beamline and optics data in Python
dictionary objects labeled consistently with the description
from the lattice file. This is convenient for addressing data
elements with labels.

Physics Model Processor
Figure 5: LEReC main menu page.

Lattice Parser
The lattice parser module reads a lattice description file
and returns a Python dictionary containing the list of elements, a beamline dictionary if there are multiple beamlines

The accphys3 module contains the matrix operations for
calculating the optics parameters from the magnet strengths.
These operations assume the input parameters are in physics
units strengths (e.g., a bend angle in mrad). The controls
system power supply ADOs work in engineering units (e.g.,
current in Amps). So either the simulation framework has to
have transfer functions embedded in the Python code or another manager layer must exist to get the magnet strengths in

TUPHA135
736

Integrating Diverse Systems

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUPHA135

rotation angles, bending angle, current gradient, and so forth,
depending on the element. This scheme helps in determining
the error between live and desired beam optics settings. The
Magnet manager is an independent piece of software and
has flexibility to take commands from any external tools. A
generic Magnet manager class structure is shown in Fig. 8.

Figure 8: Magnet manager class structure.

SUMMARY
Figure 7: LEReC graphics page.

the correct units. For both CeC and LEReC another magnet
manager layer exists as part of the controls system. This approach allows the strengths in physics units to be published
and available to any application and be accessed using the
HTTP device server interface.

MAGNET MANAGERS

The process of borrowing code from another facility and
built for another control system was very much simplified
through the use of REST services interfaces. The software
for the simulation framework is easily adaptable to multiple
applications, just by creating and referencing a new lattice
description file. As of the time of the writing of this paper,
the software has been demonstrated to work correctly but has
not been used for general operations. Both CeC and LEReC
will have significant beam operations next year, and the
online simulation environment will be tested and integrated
into normal operations.

The Magnet manager is a layer of abstraction between
low level power supply controls and hig-level user interfaces
which, for example, host the logic for the beamline model.
The beamline model tools communicate with this layer to
broadcast machine parameters such as beam energy. Power
supplies that control magnet currents are represented in the
controls systems as individual ADOs. The presence of the
magnet manager allows representing magnets in the control
system as ADOs and save magnet related properties in form
of an ADO parameter such as K1 values in case of quad
magnets. This also avails maintaining timed archives and
data logs of magnet properties in physics units. At a change
of energy in the beamline the magnet ADO converts physical
units to power supply current based on a transfer function
for each type of magnet. The transfer function is the relationship between beam energy, gamma, beam rigidity and
magnet current coefficients. These transfer functions are
provided by the system physicists. Magnet ADOs also store
the reverse conversion from live current to corresponding
TUPHA135
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APPENDIX
! l i s t i n g o f beam l i n e e l e m e n t s
!
! the sol elements are solenoids
l e c s 1 −gun . s o l 1 : SOL , L = 0 . 0 6 , G= 0 .
. . .
! correctors
l e c s 1 −gun . t h 1 : hKick , L = 0 . , k i c k = 0 .
. . .
! Quads
l e c s 1 − i n j . t q 1 : QUAD, L = 0 . 0 5 , K1= 0 .
. . .
! Skew q u a d s
l e c s 1 − i n j . t q s 1 : SQUAD, L = 0 . 0 5 , K1 = 0 .
. . .
! Bend , 45 d e g r e e d i p o l e
l e c s 1 − i n j . d1 : CSBEND, L = 0 . 3 0 8 9 , &
ANGLE= −0 . 7 8 5 3 9 8 1 6 3 4 , &
E1 = 0 . 0 , E2 = 0 . 0
! drifts
Cath_GCSol : DRIF , L= 0 . 1 2
. . .
! Markers
C a t h o d e _ F a c e : Mark
. . .
LECS1_End :
Mark
! m o n i t o r s − t h e s e a r e bpm ’ s
l e c s 1 − i n j . b0 :
Moni
. . .
!===== T w i s s p a r a m e t e r s ===
TWISS_0disp : &
BETA0 , BETX = 9 . 3 5 5 9 1 , &
ALFX = 0 . 6 6 3 4 4 2 , &
BETY = 8 . 6 3 8 5 2 , &
ALFY = 0 . 9 3 6 4 9 3 , &
DX = 0 . 1 4 8 3 1 5 , DPX = 0 . 0
!====================
LEREC : LINE = ( l e c s 1 −gun . t h 1 , &
l e c s 1 −gun . t v 1 , &
. . .
LECS1_End )
USE : LEREC
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Figure 9: Example lattice description for simulation framework.
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ESRF RAMPING INJECTOR POWER SUPPLY CONTROLLED BY TANGO
Pascal Verdier, Reynald Bourtembourg, Jean François Bouteille, Philippe Falaise, Jean Marc Koch,
ESRF, Grenoble, France
Abstract
A new design of ESRF booster power supply system has
been developed and installed. A multiple power supplies
control through network including real time control is now
operational at ESRF. It manages 4 power supplies to generate 3 waveforms defined with 3x1600 values in a setpoint
file. The power supplies states are managed by PLCs. The
ramping waveforms are managed by a real time program
running on a FPGA board. A high level control on top of
them is assumed by a TANGO [1] multiple classes system.
This paper presents how these three levels of controls are
interlinked and shows the results achieved.

bridges units are connected to the FPGA board dedicated
to the real-time control by means of optic fibers driven by
Rocket IOS, Aurora (Xilinx) and serial ebone (ESRF) [3]
(see figure 2).
The main advantage of this architecture is the easyness to
perfectly synchronize the current in the three magnets families: dipole, focusing quadrupole and defocusing quadrupole. Indeed, the three control loops run inside the central
FPGA and therefore, the computed voltages are sent synchronously to the four units every 156µs. The four units
reply with informations that are stored in an history file
available by the Tango server.

OVERVIEW
Originally, a ten Hertz resonating circuit was supplying the
current in the three main ESRF booster magnets chains.
Although this equipment ran more than 25 years without
major trouble, there are in the circuits huge specific transformers for which the time to repair is of one month and,
furthermore, some components of the power circuits are
now discontinued. Decision was made that this whole
equipment was to be replaced by a new one, based on
ramping of the current. The new functionality brought to
the current behaviour is the possibility to correct any point
in the slope (6400 Hz). This allows the stabilization of the
tunes during the ramping to improve the efficiency of the
electron beam cleaning in the booster [2].

General Layout
From the mains electrical network to the current delivered
to the magnets, the path is the following (see figure 1):
 Transformers to adapt the voltage from the mains
 Rectifiers with digitally controlled thyristors
 Capacitor to store the energy and prevent the flicker
 Voltage controlled PWM power bridges

On the right side, the central
FPGA back-end board and, on
top, one of the four front-end
FPGA boards embedded inside
the PWM bridges.
Figure 2: Real time control hardware.
All pieces of equipment are equipped with a dedicated PLC
connected to a server through Ethernet. These PLCs are
controlling the states of the different units and reporting to
a master PLC itself controlled by a remote Tango application. All commands and safety aspects are managed by the
master PLC while the history of events goes directly from
each PLC to the Tango server.

TANGO CONTROL
The main challenge was to drive 4 power supplies synchronously through PLCs and FPGA.

Implementation
As shown on figure 3, on top level a TANGO device manages and sequences different features.
The 15 PLCs (power supplies, switching matrix,…) are
controlled by a TANGO device server through TCP/Modbus sub devices.

Figure 1: Layout.
From the latter stage, the voltages delivered are remotely
controlled to finely adjust the current. The four PWM

The FPGA board is controlled by another TANGO device
through a library developed at ESRF. It manages 58 attributes to be able to adjust each loop parameters, start/stop
ramping, measures, status,…. It is able to load the waveform file in FPGA memory as set point. During the ramping phase, it get a set of 23x1600 measures and status from
TUPHA139
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the FPGA at 4Hz and save these information in a file to be
analyzed later by a dedicated application.

mode, every few minutes, time depending on the filling
pattern.

A TANGO device is able to generate the waveform file using MATLAB [4] library.

Results Achieved

Figure 3: TANGO control device servers.
A dedicated application GUI displays the status of all
equipment components on a synoptic and allows to set parameters, send commands, load and generate waveforms
and execute diagnostics on the full system (see figure 4).

Figure 5: Dipole current and ratio Q/D
The current flowing in the magnets is raised following a
specific shape computed to give the best voltage shape. Indeed this latter must never hang with the maximum available voltage at the bridges inputs, i.e. 1000V for the Qpoles
and 1500V for the Dipole. The ratio between Dipole and
Qpole current must stay stable within 10-3 (see figure 5).
The Ramping Injector Power Supply system is now fully
operational for day to day operation. It is used since end
of May. During July and a part of September it has been for
automatic top-up (every 20 mn) without problem.
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machine after the summer shutdown it is running in top-up

[1] Tango, http://www.tango-controls.org/
[2] E. Plouviez, L. Farvacque, J.M. Koch, T. Perron, B. Roche,
K. Scheidt, R. Versteegen, S. White , “Cleaning of parasitic
bunches for time structured filling of the ESRF storage ring
during top up operation”, in Pro. IPAC’17, Copenhagen,
Denmark, paper TUPIK041.
[3] Xilinx, https://www.xilinx.com
http://wikiserv.esrf.fr/del/images/6/6b/Seb.pdf

[4] Mathworks, https://www.mathworks.com/

TUPHA139
740

Integrating Diverse Systems

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUPHA141

INTEGRATION OF SAMPLE ENVIRONMENT SYSTEMS AT ESS
A. Pettersson, T. Bryś, D. Brodrick, M. Hartl, European Spallation Source ERIC, Lund, Sweden

Abstract
Sample Environment Systems (SES) are used to control
the environment of a sample. At ESS all SES will be
integrated into the control system to enable recording of
data and allow user control. In this paper a specific SES is
introduced and the ingoing hardware components are
described. An overview of the control structure of the
system is given which is followed by a walkthrough of
the systems and tools used in the integration. How signal
naming have been approach is touched and the use of the
software tools developed at ESS is explained. The status
of the current setup is presented and finally the plans for
the continued work on the system is detailed.

INTRODUCTION
ESS will be one of the brightest neutron sources built.
To be able to utilise the full capacity of the ESS source all
systems must be as reliable, easy to setup and as maintainable as possible to minimize experiment changeover
times. For most experiments SES will be used to control
e.g. the temperature, magnetic field, pressure, humidity,
etc. of the sample measured. Consequently the SES will
usually be changed between experiments or even during
the same experiment. Due to the multitude of different
SES systems and frequent usage at different instruments it
is very important to have a robust control system.
This paper presents the current approach taken at ESS
for the SES integration and control.

compressors, temperature controllers, logic controllers
etc.
With this definition the CCR described above is the
SEE, see Fig. 1. This will hold the sample and be placed
in the beam during measurement. This particular SES also
includes AE components. Connected to a Helium compressor, the CCR will provide cooling power to cool
down the sample. To minimize heat transfer from the
environment to the sample it is placed inside a vacuum
housing, which is evacuated using the vacuum pumps,
listed in Table 1. Control of the temperature is done using
a temperature controller. The temperature controller
measures the temperature of the sample and runs an internal PID control loop. The output from the PID loop is
used to regulate a heater mounted inside the CCR enabling control of the sample temperature. A vacuum gauge
is connected to the CCR to be able to verify that required
vacuum for operation is reached. In this setup also a spectrometer is included consisting of a laser unit and a spectrometer for light spectroscopy as described in the introduction. In order to control these devices as a SES an
industrial PC is mounted with the equipment, running the
controls as explained in following sections. A schematic
overview of the SES is shown in Fig. 2.

The particular setup described in this paper consists of
a top-loading Closed Cycle Refrigerator (CCR) optimized
for neutron scattering experiments between 10K and
300K. It was designed as a small, transportable CCR that
can be used for transmission measurements on various
neutron scattering instruments to determine neutron scattering cross sections of materials for developing scattering
kernels. In addition to these features, the CCR also has
sapphire windows at the sample height to allow transmission of optical light for performing spectroscopy. In our
current application, the CCR is used to analyze the orthoand parahydrogen fraction in liquid hydrogen using Raman spectroscopy. This is a test stand for the future
online monitoring of ortho-/parahydrogen fraction in the
ESS hydrogen moderators.

THE SAMPLE ENVIRONMENT SYSTEM
At ESS a SES is defined as the Sample Environment
Equipment (SEE), which contains the sample and will be
placed in the beam, and the Auxiliary Equipment (AE)
which are the components the SEE need to run such as

Figure. 1: Photo of the SES. The tube shaped object in the
middle is the CCR. In the lower right corner the laser
power unit is visible. In the upper right quarter the laser
probe safety enclosure is seen. To the left the vacuum
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gauge is visible. Additional auxiliary equipment is outside
picture.
Table 1: SES Setup Hardware.
Equipment
SEE: CCR
AE: Vacuum gauge

Brand/Model
JANIS
LESKER

AE: Serial server
AE: Temperature
controller
AE: Helium Compressor
AE: Industrial PC
AE: Switch
AE: Laser

MOXA
LakeShore336

Communication
N/A
RS485 serial>MOXA
TCP/IP-RS485
TCP/IP

ZEPHYR/HC4A
Fitlet

Via LakeShore
relay
TCP/IP

Ocean Optics

manual
ON/OFF
manual
ON/OFF
N/A, manual
ON/OFF
USB/proprietar
y driver

AE: Rough vacuum
pump
AE: Turbo vacuum
pump
AE: Spectrometer

Edwards
Pfeiffer/
hiCUBE
OceanOptics/QEPro
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The industrial PC is used as the control hub of the
complete SES. It will run the control software that provides connection to the overall ESS control system and
communicates with the SEE and AE, see Fig. 3.

Figure. 3: View of the control system structure. The
figure only show the directly controlled hardware. The
industrial PC runs the required EPICS control software to
communicate with the SEE and AE in the SES.

EPICS Development at ESS.
The Experimental Physics and Industrial Control Systems – EPICS [1] is the signal backbone at ESS. All SES
will need to be integrated and connected to the ESS EPICS network to enable control and storage of sample
environment data. EPICS Input/Output Controllers (IOC),
the interface between the SES device and the EPICS
network, are developed on the ESS EPICS Environment
(EEE) machines. These machines run the ESS IOCs and
assure an aligned development process, simplifying development and troubleshooting. The development machines are setup with the official ESS EPICS version,
module libraries and essential development tools such as
Control Systems Studio (CSS) etc.

System Configuration and Naming

Figure. 2: A schematic overview of the complete SES.

CONTROL SYSTEM
Control Overview
As described above the control of the temperature is
handled by the temperature controller. In this particular
implementation a relay on the temperature controller is
furthermore used to stop and start the Helium compressor.
In practice a cool down cycle is thus started by requesting
the compressor to be started via the temperature controller. The CCR will start to provide cooling and the PID
control loop will regulate the temperature to the setpoint.
The vacuum gauge and the spectrometer are not used to
control the SES but will provide monitoring of the system
status and the sample.

Due to the size of the ESS facility it is essential to keep
a structured approach to signal naming and to keep track
of system configurations. To enable this ESS have developed a naming convention and a naming database. The
naming convention follows the pattern:
Sec-Sub:Dis-Dev-Idx:Property.FIELD
Where:
• Sec-Sub is the location in the facility
• Dis-Dev-Idx is branch of knowledge and device
• Property is observable property of device
• FIELD the parameter. eg. A field of a particular EPICS Process Variable (PV)
This system have been used for the individual SEE integrated in the project but is yet to be setup for the complete SES. One of the challenges for the SES integration
is that it then need to reflect the mobility of the system as
well as being informative on the hierarchical structure and
reflect the SES as a unit.
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The Controls Configuration DataBase (CCDB), developed at ESS, allows modelling a specific SES comprising
hardware, IOC’s and naming. Via the CCDB and an associated utility IOC Factory it becomes known to the system what EPICS IOCs to run for what industrial PC.
In the SES described here is defined a Lab containing a
SES with multiple slots for the devices in Table 1. The
Industrial PC slot is in turn defined to have 4 slots available for IOCs. Each IOC is the defined to control the appropriate device in the overall SES setup.

Development System and Repositories
All EPICS development at ESS is done according to
defined workflows. Within ESS version handling is used
and all official repositories are maintained on Bitbucket.
Tagging commits with release versions triggers an automated build and setup of the module on the NFS server.
This helps ensure accessing the correct IOC for all SEE
running it. It also allows rollback to earlier releases.
In the SES presented here multiple developers have
worked on development of the IOCs making it essential
to have version handling and easy access to the source
code.
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In the current controls model for SE Systems of ESS it
is decided to use a local industrial PC mounted with the
SES. This PC will act as the central control for the SES
system and will run the EPICS software required. With
this approach a required “plug and play” functionality of
the SES systems is easier to achieve and also it can be
used to support EtherCAT modules when external hardware need to be controlled, e.g valve control or sensor
readout.
For each device a Graphical User Interface have been
developed in Control Systems Studio (CSS). CSS allow
drag and drop style development of GUI’s with buttons,
text boxes, meters etc. Each widget can be connected to
the IOC PV’s. Fig. 4 show an example of one of the CSS
GUIs. These interfaces will mainly be use as an engineering interface and will thus contain a full set of commands.
Scientific users will use another interface explained in the
following sections.
For the spectrometer the first GUI was developed to be
similar to the proprietary GUI available from the vendor
to maintain familiarity. The spectrometer data readout
array was handled in EPICS using the waveform records.

Automated IOC Deployment and Network Boot
The previously described systems allow providing automatic deployment of EPICS IOCs as a industrial PC for
SES control is connected. The IOC Factory tool developed at ESS will work with these systems and will ensure
that the correct IOC is loaded. It allows easy selection of
the latest version, rollback to earlier versions, fast deployments of hundreds similar IOC’s e.g. for the accelerator systems, and also to easily change some system parameters.
To reduce the risk of incompatible IOCs being used for
identical devices, diskless industrial PCs will be used.
These machines will network boot on start-up and via the
IOC factory start the correct IOC for its connected devices. This will reduce the risk of machines running old
software and also simplify maintenance greatly.
SES might not always be the best suited setups for this
proposed approach. Some systems will require local control for safety issues etc. but this will be addressed on a
case to case basis.

EPICS Integration
At ESS work has been ongoing to develop IOCs for the
vacuum gauge, spectrometer, temperature controller and
compressor. The temperature controller is based on the
development at the Diamond Light Source but was modified and extended to fit ESS needs. The vacuum gauge
had an EPICS IOC driver available from the manufacturer. To run the spectrometer a manufacturer proprietary
library had to be built in to the solution. As the vacuum
gauge only communicated via RS485 a serial terminal
was used to bridge over to Ethernet to simplify connections to EPICS in a reliable way.

Figure. 4 Example of a CS Studio GUI engineering screen
from the project showing the Spectrometer GUI.
An EPICS archive has also been setup for testing and
evaluation during these early integrations. The current
archiver is the Archiver Appliance. It is run on the lab
network set up for Sample Environment, and other
groups, controls development. The archiver allows a
straightforward approach to store and retrieve data from
SES. Signals form the integration process are enlisted in
the archive and made accessible through a web application.
The CCR setup has been fully integrated into EPICS
and GUIs have been developed. The vacuum gauge, spectrometer and the Lakeshore all have individual GUIs to
keep it modular. A summary screen for the entire Sample
Environment System will be developed, to enable an
overview, later in the project. As a relay on the temperature controller is used to switch the compressor on and off
this is controlled from the temperature controller GUI.
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Experiment Control System (ECS) Integration
In 2017 a decision was taken at ESS to use the NICOS
2 as the Experiment Control System. NICOS 2 is a Python based control system originating from FRM-II. This
system will be the interface towards the scientific users.
NICOS 2 will act upon the signals available on the EPICS
network from the EPICS integration. NICOS 2 allow
plotting of data, scripting of sequences and to setup scans
etc. These are functions required to perform an experiment where for example a temperature stepwise is
changed and measurements taken at the steps when the
temperature is stabilized.

COMISSIONING IN ESS WORKSHOPS
An EPICS control network has been setup in the current temporary ESS workshops, accessible over VPN also
form office facilities. In the Integrated Controls Division
main lab servers are running the IOC Factory, CCDB,
network booting, archiver service etc. The CCR SES
resides in a lab in another building, where the SES hardware and the industrial PC are connected to the network
via a small switch. As the PC network boots it will also
start-up the appropriate IOC’s defined in the CCDB.
Subscribed signals will be stored in the Archiver. A CSS
GUI can be started on any machine in the office or in
other workshops to remotely monitor signals and control
the equipment.

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUPHA141

OUTLOOK
A discovery system is being developed where the EPICS Channel Finder will be used to detect running IOC’s.
As an IOC is started up this will be flagged in the Channel Finder and NICOS 2 will be notified, prompting a
dialogue to the user to ask if this SES is to be used. A
summary GUI view of the system will also be setup in
both CSS and NICOS 2.
It will be further explored on how such setup can be
handled in a modular way where the e.g. spectrometer can
be exchanged for something else in a straightforward
way.
The complete setup will be built into a mobile rack for
use on multiple beamlines.
Last but not least the setup and the tools used will be
tested to verify that this is a suitable approach to run SES
at a large neutron scattering facility.

REFERENCES
[1] EPICS, http://www.aps.anl.gov/epics/
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A DATABASE TO STORE EPICS CONFIGURATION DATA
M. Ritzert∗ , Heidelberg University, Mannheim, Germany†
Abstract
The operation of extensive control systems cannot be performed by adjusting all parameters one by one manually.
Instead, a set of parameters is loaded and applied in bulk.
We present a system to store such parameter sets in a typesafe fashion into and retrieve them from a conﬁguration
database.
The conﬁguration database is backed by an SQL database.
Interfaces to store and retrieve data exist for the C++, Java
and Python programming languages. GUIs are available
both as a standalone program using C++ and Qt, and integrated into Control System Studio (CSS) [1]. The version
integrated into CSS supports data validators implemented
as Eclipse plug-ins that are run before each commit.
The format of the conﬁguration data that can be stored
is XML-like, and export and import to/from XML is implemented. The database can hold several completely independent “ﬁles” of conﬁguration data. In each ﬁle, several
branches can be stored, each branch consisting of a chain
of commits. Each commit can easily be retrieved at any
time. For each entry, the modiﬁcation history can easily be
queried.

database
file
branch
commit
Figure 1: Contents of the Database. Several ﬁles with several
branches and several commits per branch can be stored.
The overview of the proposed system is shown in Fig. 2:
The editor is used to put the correct conﬁguration into the
database, from where it is retrieved by the conﬁguration
IOC. The IOC extracts the stored PV names and makes then
available via the Channel Access protocol. State machines
that control the conﬁguration of the various subsystems read
the data and apply them to the hardware.
Storage in the database and editing via the APIs are type
safe. The supported data types are integer, ﬂoating point,
string, and arbitrary-length binary. The data structures are
compatible with the XML format, and this is the default
format when importing from or exporting to a ﬁle.

INTRODUCTION
The context of the software presented here is the slowcontrol system of the Belle II pixel detector (PXD) [2].
The format of the data that is stored is similar to the structure of XML ﬁles: A tree structure of nodes gives structure
to the data, and each leaf node contains one data point. To
simplify integration with EPICS [3], a way to assign a PV
name to each leaf is deﬁned. For that purpose, attributes can
be added to each node that add part of a PV name, or deﬁne
units (for display purposes), or minimum and maximum
values.
The database provides versioning of the data. It can contain several independent data sets, called ﬁles, and for each
ﬁle, several commits can be stored in several branches. This
structure is also shown in Fig. 1. The data are stored in such
a way that any commit can be identiﬁed through just a single
integer variable, the commit id. No data are ever overwritten,
only updates creating new commits are possible.
One important decision taken during the design phase is
that the access to the conﬁguration storage has been separated from the hardware access. The IOC accessing the
conﬁguration database reacts to just one PV deﬁning the
commit id to load, and exports all PVs deﬁned in the data
set. On the hardware access side, the conﬁguration data are
taken from these PVs and applied to the hardware at the
appropriate time, usually by means of a state machine.
∗
†

michael.ritzert@ziti.uni-heidelberg.de
For the DEPFET Collaboration

DESCRIPTION OF THE SYSTEM
Graphical User Interface
The main interface to edit the conﬁguration data is through
an interface integrated into Control System Studio (CSS). In
Fig. 3, the editor view available in the CSS environment is
shown.
To help with the implementation of OPIs working with
the conﬁguration database, a Jython module is provided that
can be used to access conﬁguration database functionality
from within OPI scripts. The OPIs can use a special data
source, conﬁg://, to access the loaded conﬁguration and its
metadata. Together, this allows for device-speciﬁc conﬁguration screens to be easily developed by means of the OPI
editor.
It is also possible to compare the loaded conﬁguration
with the currently active values, and to selectively accept
new values into the database.
Validation In order to prevent the operator from entering invalid data into the database, all data are validated
before they are committed to the database. The idea is to
detect obvious errors in the conﬁguration way before it is
activated in the system. The validation is run immediately
before uploading to the database, and the results are reported
to the user in the CSS GUI.
A generic framework to validate settings against ﬁxed limits is available. As an example, typical limits could deﬁne
TUPHA143
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Figure 2: Overview of a control system using the conﬁguration database.
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Figure 4: Node structure stored in the database. Left: Initial. Middle: After changing C to C’. Right: Only nodes
reachable from A’.
Figure 3: Screenshot of the main conﬁguration editor integrated into CSS.
hard voltage or current limits of power supply units. Beyond
simple limits for single settings, in virtually any complex
system, there are interdependencies between various settings. A framework to implement such checks in Java code
is available.

the deﬁned PVs. To load a new conﬁguration, the desired
commit id is written to the only writable PV managed by
the IOC. The IOC then loads the conﬁguration and exports
the deﬁned PVs. A ﬁxed preﬁx is added to each PV, so that
it doesn’t collide with the active PVs, and to allow several
conﬁguration IOCs to run in parallel.

IMPLEMENTATION
History View For each commit, descriptive metadata is
stored. This includes a free-text commit messages, the username performing the commit, and the current timestamp.
Changes to the data over time can be visualized in several
ways. It is possible to query the history of a selected value,
displaying the metadata of all commits that altered it. Another display shows all conﬁguration diﬀerences between
two commits.

Programming Language Interfaces
No complicated algorithms need to be implemented for
the database, so supporting several interfaces in diﬀerent
languages is easily possible. The most advanced interface is
in the form of the Java module that’s also behind the CSS
GUI. An implementation is C++ has been used to create the
conﬁguration database IOC, and a basic, standalone GUI in
the form of a Qt application. An interface to the conﬁguration database from Python is also available. In the PXD
use case, this is used to automatically upload new calibration constants generated in a Python-driven measurement
campaign.

Conﬁguration Database IOC
The ﬁnal part of the conﬁguration database environment is
the IOC that retrieves the data from the database and exports

Database
The data are stored using a data model that represents a
“walking tree” data structure. The nodes of the tree are stored
as individual rows, with an M : N relationship between
parent and child nodes: Obviously, each parent can have
several children, and multiple parents of a node belong to
diﬀerent revisions of the data set. Updating a commit with
new data requires only the leafs containing new data, and
all nodes from these leafs up to the root of the tree to be
written. All other data can be reused, so that the storage
requirements are greatly reduced. As new nodes are written,
they are assigned unique ids. Knowing the id of the newly
written root node is suﬃcient to retrieve all data for the tree
with a single, recursive select statement. This is also shown
in Fig. 4: On the left, an initial tree is shown. In the image
in the middle, a new revision has been committed, where C
has been changed to C . All data in blue had to be added to
store this update. Node D now has two parents. On the right,
the correctly updated tree that is returned when descending
from the new root node A is shown.
Access restrictions on PostgreSQL level ensure that no
data can be modiﬁed once it has been committed. The implemented rules only allow new rows to be added to the
database, but no updates of existing data. This ensures that

TUPHA143
746

Integrating Diverse Systems

once a commit has been stored in the database, its data cannot be altered in any way.
The current implementation uses the PostgreSQL database, but the Java implementation uses the generic JDBC
database access layer, and could easily be ported to any RDB
implementation that supports some kind of recursive query1 .

CSS Graphical User Interface
The GUI that can be integrated into CSS (or any other
Eclipse-based application) uses the standard widget toolkit
(SWT) [4] for a seamless integration. It provides a new view
“Conﬁg-DB” that serves as the entry point to all conﬁguration
database functionality. Other views such as the history view,
or the diﬀerences view are accessed via the view’s menu.
A RAP version for access via the Internet is also available.
The conﬁg:// datasource integrates into the diirt framework [5]. It enables access to all PVs deﬁned in the currently
loaded data set, as well as all corresponding metadata. A
class providing static functions that is exposed to the Jython
interpreter used by OPI scripts can be used to trigger actions
in the conﬁguration database from any OPI.
Validation The implementation of the validation framework is easily extensible, since it uses Eclipse plug-in extension points to decouple the validation framework from the
various validators. All conﬁguration data are available to a
validator implementing the extension point, so that complex
checks can be performed.
The static limit validator included with the CSS GUI uses
XML ﬁles that map regular expression for the deﬁned PV
names to the corresponding limits. These XML ﬁles can
be packaged in an Eclipse plug-in so that new settings can
easily be distributed via the Eclipse p2 update mechanism.
More complex checks can be implemented in a new plug-in
that can also be managed via p2.

Conﬁguration Database IOC
The main challenge in the implementation is that the set
of exported PVs is dynamic, depending on the loaded conﬁguration. Therefore, the CA server library [6] is used to
implement the IOC in C++.
There is no hardware access in the conﬁguration IOC.
Instead, each device uses a state machine to apply the data
1

MSSQL (CTE), and Oracle (CONNECT BY) should work.
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to the hardware after retrieving them from the conﬁguration
IOC.
In the case of the PXD, the various state machines are
synchronized by means of a global run control/power supply control scheme [7], and loading a new data set is only
possible when the systems are in the idle state. Additionally, direct write access to devices’ PVs by the operator is
prohibited in a PV gateway [8] while any system is running.

CONCLUSION
We present a solution to manage conﬁguration data for
an EPICS-based control system in a database. The system
comprises the API implemented in various programming
languages, a powerful, extensible implementation of a conﬁguration editor integrated in the CSS environment, and an
IOC to provide the conﬁguration to the control system.
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INTERFACE BETWEEN EPICS AND ADO*
A. Sukhanov†, J. P. Jamilkowski, A. Marusic, BNL, Upton, NY 11973, USA
Abstract
EPICS is widely used software infrastructure to control
Particle Accelerators, its Channel Access (CA) network
protocol for communication with Input/Output
Controllers (IOCs) is easy to implement in hardware.
Many vendors provide CA support for their devices. The
control systems of the Collider-Accelerator Department
(C-AD) at Brookhaven National Laboratory (BNL) is a
complex system consisting of approximately 1.5 million
[1] control points. The control of all devices is unified
using an Accelerator Device Objects (ADO) software
abstraction layer. In this paper we present software
solutions for cross-communication between two different
platforms. They were implemented for the integration of a
NSLS II Power Supply Controller hardware into the
RHIC Controls System.

crates, and hundreds of network-capable devices. The
control of all devices is unified using Accelerator Device
Objects (ADO) software abstraction layer
The key features of the RHIC Controls infrastructure:
• Client-server model: device is controlled by an ADO
Manager program, which hosts the process variables.
• Client-server protocol: RPC.
• Transport layer: TCPIP.
• Name server: CNS, an RPC-based server program,
connected to central Sybase database.
• Number of lines in the Base Code:
pure Python implementation: 5K,
(original C++ implementation: ~200K).
• Source availability: proprietary.

INTRODUCTION
EPICS Software Infrastructure
EPICS is used in more than 100 of independent
projects, number of controlled process variables (PVs)
ranges from 1K to 300K.
The key features of the EPICS infrastructure:
• Client-server model: device is controlled by an
Input/Output Control program (IOC), which provide
support for 'records'. Records provide access and
control to process variables.
• Client-server protocol: EPICS Channel Access
protocol (CA).
• Transport layer: TCPIP.
• Name server: No central name server.
• Number of lines in the Base Code: 200K of C code.
• Source availability: Open source.

Figure 2: RHIC Controls client-server model.

CONTROL OF THE EPICS-MANAGED
DEVICE IN RHIC ENVIRONMENT
The server for an EPICS-managed device should
monitor and react on two sources of changes:
• monitor changes of the EPICS PVs (e.g using EPICS
API ca_pend_event() loop) and change the
corresponding ADO PV.
• monitor changes of the ADO PVs (e.g. using ADO
API HandleNextEvent() loop) and change the
corresponding EPICS PV.
The logically simplest approach is to build two separate
applications: epics2ado (based on camonitor from EPICS
API) and ado2epics (based on adoIf from ADO API) as
illustrated on Fig. 3.

Figure 1: EPICS client-server model.

RHIC Controls Infrastructure
The RHIC control system provides the operational
interface to the collider and injection beam lines. The
equipment under control includes more than 350 VME
______________________________________________

* Work supported by Brookhaven Science Associates, LLC under
Contract No. DE-SC0012704 with the U.S. Department of Energy.

Figure 3: Two-way translation between EPICS and ADO.
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This approach have been implemented using standard
C/C++ tool chains, provided with the each of the API. It
exposed following disadvantages:
• Very complicated compilation and linking. The both

applications have to be linked to full sets of EPICS
and ADO libraries.
• Difficult transition from 32bit to 64bit architecture.
• A separate ADO manager is required to host the
ADO PVs.
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particularly useful for ssh access to EPICS IOC. The PV
access time in that case is ~ 0.4 s.

CONTROL OF THE ADO-MANAGED
DEVICE IN EPICS ENVIRONMENT.
For the reversed problem, when a device, provided with
the ADO support, needs to be used in the EPICS
environment, the solution is shown on Fig. 5.

Python ADO Manager With PyEpics Module
The Python interfaces for both systems had been
developed recently: PyEpics [2] for EPICS and PyADO
[3] for ADO. These interfaces provide an easy way to
develop an ADO manager which directly communicates
with the EPICS IOC. The PyADO package is pure
Python, the PyEpics requires libca.so shared library.

Figure 5: Control of the ADO-managed device in EPICS
environment.

Figure 4: Python ADO Manager for the EPICS IOC.
During initialization, the ADO manager creates a
dictionary between the EPICS PV names and the ADO
PVs and methods. During the PV creations, the
parameters, which should be translated to EPICS have the
set() function defined to use epics.caput() for setting the
parameter. The manager calls the epics.camonitor() with
the same callback method for each PV. The callback
method will be called when any of the EPICS PV have
been changed, in that case the update_ADO() is called to
set the corresponding ADO PV.
Advantages:
• Link to EPICS API is simple, the only requirement is
that the PYEPICS_LIBCA environment variable
should point to a valid shared library libca.so.
• 32bit/64bit architecture independence.
• The program is much more concise, for example, the
number of source lines is ~300 as opposed to ~2200
for the two-way translation approach.
• The performance is not affected, the PV access time
is ~1 ms, it is mainly defined by the handling inside
of the RPC layer.
Optionally, instead of using epics.camonitor() the
monitoring of the EPICS PVs can be done by launching a
system call to execute a camonitor program. This is

The soft IOC program, serving the device, calls the
pyado.getAsync(), which is the ADO equivalent of the
epics.camonitor(), to assign the same callback function to
every EPICS PV. The callback() translates incoming
ADO PV to outgoing EPICS PV and calls ca_put() to set
it. The soft IOC is hosting the database of 'ai' and 'ao'
records.
The CNS program should be configured to resolve the
ADO names using a local file.

CONCLUSION
The described solutions have been applied to control a
180 degree bending magnet for Low Energy RHIC
Electron Cooling Project [4], controlled by an EPICSbased IOC [5]. The number of PVs provided by the
device IOC is close to one hundred. It was successfully
implemented into the RHIC Control System and supplied
with the GUI, similar to the native Control System Studio.
The most effective approach is to use the Python ADO
Manager with PyEpics module, it provides the same
performance as C/C++ solution and eliminates the need
for complicated compilation and linking.
The solution for reversed task, when the device is
delivered with the RHIC Control support needs to be used
in the EPICS environment, is presented on Fig. 5.
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NEXT GENERATION CONTROL SYSTEM USING THE EtherCAT
TECHNOLOGY
M. Ishii#, Y. Ishizawa, M. Takeuchi, JASRI/SPring-8, Hyogo 679-5198, Japan
T. Fukui, RIKEN/SPring-8, Hyogo 679-5148, Japan
Abstract
Toward the SPring-8 upgrade, which we call SPring-8II, we have adopted EtherCAT with a master/slave
topology as a network-based fieldbus. Since the cyclic
data transfer time is less than 1 ms, EtherCAT can
provide sufficient performance for a fast control and
feedback system. Controllers and sensors are set near
equipment, and input and output data are sent to/from an
EtherCAT master via a LAN cable. This reduces the
number of wires and the working time for wiring. In
FY2016, we installed EtherCAT into three different
equipment control systems. One was a prototype digital
LLRF system in the high-power RF test stand at SPring-8.
Another was the encoder readout for an undulator at
SPring-8. The other was the control system for a kicker
magnet power supply at SACLA. An XMC-typed
EtherCAT master module was implemented into each of
these systems and connected to multiple vendor slaves. In
this paper, we report the results of an electrical noise
immunity test on LAN cables, the status of the new
control systems using EtherCAT technology, and the
installation plan of the EtherCAT slaves under
development.

using an EtherCAT slave protocol stack.
In this paper, we report the results of an electrical noise
immunity test on LAN cables and the installation of the
control systems using EtherCAT technology.

ELECTRICAL NOISE IMMUNITY OF
LAN CABLES
Since EtherCAT slaves can be installed near control
components such as motors and signal sources, EtherCAT
can reduce wiring and working time, and it is cost
effective. However, in accelerator and synchrotron
radiation facilities, slaves may be installed in places with
high electrical noise levels, so it is necessary to pay
attention to the effect of electrical noise on LAN cables.
Therefore, we conducted the electrical fast transient/burst
immunity (FTB) test documented in IEC 61000 4-4 [4].

INTRODUCTION
As an Ethernet-based open standard protocol, FL-net
has been operating well for over 10 years at SPring-8 and
SACLA. FL-net is a factory floor network protocol with a
masterless topology [1]. Since the token cycle time of FLnet is between ~15 ms and ~180 ms, we are introducing
FL-net into slow control such as facility control, the data
acquisition of radiation monitors, and high-power
supplies for the klystrons. Currently, an upgrade plan of
SPring-8 is in progress [2]. High-speed bus access, the
transfer of large amounts of data, and synchronization
with a timing signal are required in the next-generation
control system. As a network fieldbus, we adopted
Ethernet for Control Automation Technology (EtherCAT)
with a master/slave topology [3]. Since its cyclic data
transfer time is less than 1 ms, EtherCAT is suitable for a
fast control and feedback system. The introduction of
EtherCAT is proceeding at semiconductor and automobile
factories, and its market is large. There are many choices
of commercial products based on EtherCAT and a stable
supply of commercial products is attractive for long-term
operation and maintenance. Additionally, it is relatively
easy to develop a control unit supporting EtherCAT by

Figure 1: Configuration of the FTB test.

Test Method
We tested 1) CAT5e UTP, 2) CAT5e STP, 3) CAT7, 4)
CAT5e using NoiseBEAT tape, which was developed by
NTT AT [5] and was employed special magnetic alloy
films to provide reliable EMI noise reduction. Figure 1
shows the configuration at the FTB test. A LAN cable
was wired through a capacitive coupling clamp of 1 m
length. Each LAN cable had a length of 10 m. An
EtherCAT master (Beckhoff C6920-0040) [6] and a DIO
slave (Hitachi Zosen ECAT-DIO 8) [7] were set on an
insulation stage. An FTB generator outputted the test
voltage with a pulse wave of 66 kHz or 30 kHz in a burst
form with a cycle of 300 ms. The test voltage was varied
in increments of 1 kV in the range from +/-0.5 kV to +/4.5 kV. The test time was 60 s each test. To judge whether
a LAN cable was being subjected to noise damage, a
judgment program with the following sequence was run:
 The master sends a specified value of a digital output
(DO) to the slave.

____________________________________________

# ishii@spring8.or.jp
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 The slave outputs the specified DO value, reads the
looped-back digital input (DI) value, and returns the
DI value to the master.
 The master judges whether the DI value is equal to
the specified DO value. If the DI value is different, it
is an error. Also if the master cannot receive the
response message, it is an error.

Measurement Results
Table 1 shows the measurement results of the FTB test.
The value in the table indicates the error rate. Among the
four LAN cables, CAT5e UTP had the lowest noise
immunity. For STP and CAT7, the error rate gradually
increased with the test voltage. The error rate for CAT5e
using NiseBEAT tape suddenly increased at the test
voltage of +4.5 kV at 30 kHz. There was no difference
upon changing the polarity of the test voltage.
From our test results, in locations with a good electrical
noise environment, CAT5e UTP showed reasonable
performance. In locations with a poor electrical noise
environment, it will be better to use CAT5e STP or CAT7
for the EtherCAT network.
Table 1: Measurement Results
Test
voltage

CAT5e
UTP

CAT5e
STP

CAT
7

CAT5e
NoiseBEAT

Electric noise of 66 kHz
+0.5 kV

0.0%

0.0%

0.0%

0.0%

+1.0 kV

59.1%

-

-

-

+1.5 kV

93.1%

0.0%

0.0%

0.0%

Electric noise of 30 kHz
+2.5 kV

38.3%

0.06%

0.0%

0.0%

+3.5 kV

-

1.5%

0.5%

0.0%

+4.5 kV

-

2.4%

1.3%

90.9%

INSTALLATION OF ETHERCAT
SYSTEMS

Figure 2: Photograph of the prototype LLRF system at the
test stand.
tested at a high-power RF test stand at the SPring-8
storage ring [8, 9]. Figure 2 shows a photograph of the
prototype LLRF system at the test stand. An Advanced
Mezzanine Card (AMC) digitizer, a signal-conditioning
rear transition module (RTM), an EtherCAT master XMC
module mounted on a VadaTech AMC105 PMC/XMC
carrier module [10], a MicroTCA Carrier HUB (MCH),
and a CPU module running Ubuntu 14.04 LTS configured
with a low-latency kernel are installed in an MTCA.4
crate.
An Advanet AdXMC1573 [11] EtherCAT master
module was adopted. A master protocol stack of an
AdXMC1573 was equipped with an acontis technologies
EC-Master supporting Class A [12]. The operating system
running on the host CPU is not subject to the load of
EtherCAT communication processing because EtherCAT
communication is processed on the master protocol stack,
and the operating system accesses to process data object
(PDO) and service data object (SDO) via a shared
memory installed in this module. The EtherCAT slaves
are the following four nodes: a motor controller (Melec
F3200/EC) [13] for cavity tuner control, two digital input
modules (CEC ECAT-S-DIO) [14] for the encoder
readout of tuner motors, and an analog input module

Cavity Tuner Control for LLRF System at
SPring-8 Storage Ring
The renewal of the low-level RF (LLRF) system for
SPring-8 is under way. The old-style system using singlefunction analog modules that have been running for over
20 years will be replaced with a modern digital system
using MicroTCA.4 modules. The RF system consists of
four RF stations along the SPring-8 storage ring, and
comprises a high-power klystron with a high-voltage
power supply, eight accelerating cavities, LLRF modules
which stabilize the amplitude and phase of the cavity
accelerating field, cavity tuners to adjust the resonant
frequency with motorized plungers, vacuum pumps for
the accelerating cavities, and a cooling system for the
cavities at each station. The prototype with a cavity was
TUPHA148
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Figure 3: Connection configuration of the EtherCAT
system for the prototype LLRF system.
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(Sinfonia Technology AI0816) [15] for the readout of
analog signals such as the vacuum pressure and the anode
voltage of the klystron. Figure 3 shows the connection
configuration of the EtherCAT system for the prototype
LLRF system. An AI0816 module has 8 channels of ADC
input with 16-bit resolution. ADC sampling is performed
in synchronization with the distributed clock (DC) of
EtherCAT. The DC is set to 1 ms. The feedback loop for
the stabilization of the resonant frequency of the
accelerating cavity is set to 200 ms. Data such as the tuner
position, pulse rate, vacuum pressure, and anode
temperature are collected with a 2 s cycle and the data are
stored in a database.
Since the prototype has been successfully operated, one
of the four RF stations will be replaced at the end of
FY2017.

Undulator Control for SPring-8-II
In the upgrade plan of SPring-8, to achieve bright low
emittance, the beam energy is reduced from 8 GeV to 6
GeV and the number of bending magnets is increased.
Therefore, the straight sections of the undulator must be
about 2 m shorter than their present, and the undulator
period length must be shortened. The options for the
replacement of the undulator are as follows: the
modification and reuse of the conventional standard invacuum undulator (IVU), the installation of a new
standard in-vacuum undulator (IVU-II) having
lightweight compact frame, and the development of a
system for fast switching of the polarization by the
spectrum-splitting method [16].
The IVU consists of three units of 1.5 m length and is
set on a base plate. First of all, the IVU of BL05XU was
modified to an undulator of 3 m length in March 2017.
One of the three units was removed and the base plate
was cut. Main and sub-absolute encoders for readout of
the undulator gap position were installed at both ends of
the IVU. Previously, the encoder data were read by using
a VME digital input board. At the modification of the
IVU, the sub-encoder was replaced with an EtherCATcompatible encoder (Hengstler ACURO AC58) [17]. We
adopted an EtherCAT master AdXMC1573 and an
AdXMC1573 was implemented in a VME CPU board
with a XMC mezzanine slot.
The pulse motor control and the encoder readout of
IVU-II will be operated through EtherCAT. IVU-II is
under development, and a beam test will be started in cell
34 of SPring-8 from March 2018.

Control for Pattern Power Supply of Kicker
Magnet at SACLA
At SACLA, a kicker magnet switches between two
beamlines, which are the first central beamline (BL3) and
the second beamline (BL2). However, the laser intensity
of BL2 was limited compared with that of BL3. To solve
this problem, a kicker magnet and a high-precision pattern
power supply (PS) were developed [18].
Figure 4 shows a block diagram of the control for the
pattern power supply of a kicker magnet. The PS is
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Figure 4: Block diagram of control for the pattern power
supply of a kicker magnet.
connected to a programmable logic controller (PLC). The
PLC implements a DIO modoule, an ADC module and an
EtherCAT slave module featuring a dynamic PDO [19],
where a user can define the exchange data structure of the
PDO. At the start up of the PS, the PLC sends a preserved
reference trapezoidal pattern to the PS via serial lines.
The reference pattern is generated pulse by pulse using
FPGA and DAC operated in synchronization with trigger
signals from the timing system of SACLA. The feedback
control of the PS stabilizes the output current based on the
reference trapezoidal pattern [18]. The PLC ADC module
receives the output voltage and the output current, and the
PLC DIO module handles interlock signals. These data
are sent to a VME system implementing an EtherCAT
master (AdXMC1573), and are stored in a database. To
adjust the magnetic field of the kicker magnet, a graphical
user interface running on an operational console can
change the current value of the flat top of the reference
trapezoidal pattern. The current value is sent to the PS via
the VME system and the PLC.
The beam commissioning of the new beam-switching
system was successfully completed, and the beamswitching system started to operate after the summer
shutdown of 2017. As an injector of the upgraded SPring8, the beam switching system will drive the electron beam
to the SPring-8 storage ring.

DEVELOPMENT OF ETHERCATCOMPATIBLE EQUIPMENT
52 beamlines are in operation at SPring-8, and over 200
PM16Cs [20], which are 16-axis pulse motor controllers
equipped with a communication port (GP-IB, an RS232C,
and RJ45 for a serial Ethernet bridge), have been installed
for the control of beamline components such as the
monochromator, mirror, and frontend slit. Currently, each
PM16C is controlled from a VME system via the
communication port. In the upgrade plan for the beamline
control, the replacement of the VME system with a PCbased system and the use of EtherCAT are being
considered. Therefore, we decided to develop an
TUPHA148
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EtherCAT-compatible PM16C (new PM16C). Since an
AdXMC1573 can be implemented not only on a VME
system but also on a PC, it will be possible to
progressively replace the system by the installation of a
new PM16C. The PDO data area of the new PM16C
consists of two areas. One is an area that constantly
updates data, where the current pulse count, limit status,
and error status are written. Other is a command
communication area. After an EtherCAT master sends a
command, the master does not send next command for
exclusion control until an EtherCAT slave replies to the
command response. The new PM16C will be completed
at the end of 2017.
We developed an RTD (Pt100) temperature
measurement module (E-069) with 0.001 degree C
resolution over 15 years [21]. The E-069 includes a CPU
card running the 2.6 kernel of SH-Linux. Currently, the
MADOCA data-collecting process is running on SHLinux. However, it is difficult to keep the development
environment for the old operating system. We decided to
stop developing with the old operating system and to
operate the E-069 as an EtherCAT slave. A new E-069
will start to collect temperature data from spring 2018.

SUMMARY
An upgrade plan for SPring-8 is in progress, and a
storage ring injection test from SACLA is scheduled for
FY2018. We adopted EtherCAT technology as a network
fieldbus for the next-generation control system. We
conducted an FTB test on LAN cables. From the test
results, it will be better to use CAT5e STP or CAT7 in the
locations with poor electrical noise environment.
EtherCAT has been installed into the prototype digital
LLRF system in the high-power RF test stand at SPring-8,
the encoder readout for an undulator at SPring-8, and the
control system for a kicker magnet power supply at
SACLA. The EtherCAT systems using multiple vendor
products have been successfully operated. The
development to support EtherCAT on existing equipment
such as a pulse motor control unit and an RTD
temperature measurement is under way.
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MADOCA TO EPICS GATEWAY
A. Kiyomichi, T. Masuda
Japan Synchrotron Radiation Research Institute (JASRI), Sayo, Hyogo, Japan
Abstract
MADOCA-to-EPICS gateway has been developed for
easy and rapid integration of EPICS-ready devices into
MADOCA, the control software framework for SPring-8
and SACLA. MADOCA uses equipment control software
called equipment manager (EM) in the device control
layer. The MADOCA-to-EPICS gateway is implemented
as a general-purpose EM to handle EPICS IOCs. The
gateway consists of EM functions that interact with IOCs
using channel access (CA) protocol corresponding to
EPICS commands such as caget, caput and camonitor. We
can build the gateway for the target EPICS device by
editing the EM configuration file, without any programming. We have applied the gateway to the Libera Brilliance+, installed in the SPring-8 storage ring, to be evaluated towards the SPring-8 upgrade project. In addition, it
has been applied to the Libera Brilliance Single Pass and
Spark installed in beam transport line, and the Libera
Spark and Cavity installed in SACLA. The gateway is
helpful in minimizing the installation time and effort,
even for the different platform (CPU and OS) devices. We
will report on the development and advantage as well as
the performance improvement of the MADOCA-toEPICS gateway.

INTRODUCTION
The MADOCA (Message And Database Oriented Control Architecture) [1] control framework was developed at
SPring-8 and utilized in the control systems of SPring-8
and SACLA. MADOCA is a message-oriented control
system based on a client-server model. It sends a textbased message to a remote VME or another front-end
computer and the VME sends back the response as a
message.
In the meantime, there is EPICS (Experimental Physics
and Industrial Control System) [2] and TANGO [3],
which are popular control systems for many accelerator
facilities. There are commercially available devices compliant with these control systems. For example, Libera,
the BPM signal processing system, has in-built EPICS
and TANGO.
We have developed MADOCA-to-EPICS gateway for
easy and rapid integration of EPICS-ready devices into
MADOCA control system.

DESIGN POLICY
The design policy of MADOCA-to-EPICS gateway development is as following.
• Provide as a general-purpose EM functions.
• Build the gateway EM by editing the configuration
file without any programming.

In order to realize this, we have developed based on the
features of MADOCA and EPICS described below.
MADOCA is a message driven client-server model
control framework covering layers from presentation to
equipment control. In the equipment control layer, the
equipment manager (EM) receives a command from the
operating terminal, interprets it, associates with the physical devices, and sends a command to the target device via
the device driver. Therefore, it accepts the response from
the device, converts it to a logical value, and returns it to
the operating terminal. In performing these control
schemes, EM has three processing functions: a function to
interpret a message, a function to control a device, and a
function to abstract as a message. The received message
(SVOC command), three processing functions, and the
control target device are mapped in the EM configuration
file.
EPICS employs a client-server model and a publishsubscribe model as a communication model. The EPICS
input/output controller (IOC) runs on each device and
communication is handled uniformly by a channel access
(CA) protocol. There is a database of records on the IOC
with each record representing a device or its control.
Essentially, all controls can be realized with commands
based on CA protocols such as caput which sets a value to
a record and caget which returns a record status.
In order to integrate EPICS-ready devices into the
MADOCA control system, we have developed a generalpurpose EM function for processing based on EPICS CA
protocol. This allows us to build the gateway EM by editing the EPICS record name in the EM configuration file,
without any programming. The basic scheme of the MADOCA-to-EPICS gateway is shown in Figure 1.

Figure 1: Scheme of MADOCA-to-EPICS gateway.

GATEWAY EM
In EPICS, all controls can be realized using the CA protocol-based commands (caget, caput, camonitor) to the
EPICS process variable (PV) specified by the record
name. The role of the command is shown below.
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• caput: Put value to PVs
• caget: Get value of PVs
• camonitor: Set up monitors and continuously update
incoming value for PVs.
The MADOCA-to-EPICS gateway has been developed
as EM functions corresponding to the caput, caget and
camonitor commands in EPICS. The developed EM functions list is shown in Table 1 and an example of EM configuration file (config.tbl) is shown in Figure 2. In the EM
configuration file, we can ‘put’ and ‘get’ the PVs by specifying the recode name as the argument of the EM function.
Table 1: EM Functions of MADOCA-to-EPICS Gateway.
Type

EM functions

caput

em_cntl_epics_caput_char.c
em_cntl_epics_caput_double.c
em_cntl_epics_caput_int.c
em_cntl_epics_caput_arraydouble.c
em_cntl_epics_caput_arrayint.c
em_cntl_epics_caput_msgpack_arraydouble.c
em_cntl_epics_caput_msgpack_arrayint32.c

caget

em_cntl_epics_caget.c
em_cntl_epics_caget_waveform.c
em_cntl_epics_caget_msgpack_arraydouble.c
em_cntl_epics_caget_msgpack_arrayint32.c

camonitor

em_cntl_epics_camonitor_msgpack_arrayint32.c
em_cntl_epics_camonitor_msgpack_arraydouble.c
em_cntl_epics_camonitor_msgpack_wfmarrayint32.c
em_cntl_epics_camonitor_msgpack_wfmarraydouble.c

return

em_cntl_epics_ret_string.c
em_cntl_epics_ret_clock.c
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Development Environment
The MADOCA-to-EPICS gateway EM is operated on
VME or container (virtual host) of Solaris 10. In order to
use the CA protocol functions in the development environment of MADOCA, the following libraries were installed from EPICS base-3.14.12 package.
• libca.a : EPICS CA Client Library
• libCom.a : EPICS Common Library

The Caput/Caget EM Functions
The caput/caget commands of EPICS are equivalent to
‘put/get’ operation in MADOCA. As a MADOCA-toEPICS gateway, ‘put’ and ‘get’ EM functions were created with reference to the source codes of caput and caget
commands, respectively. Because the ‘put’ EM function
inputs the value by type specification according to the C
language grammar, functions for each integer type, double
type, and character type are prepared. The ‘get’ EM function (em_cntl_epics_caget) is of type char, and it is processed as char type by the return function. We prepared a
special return EM function (em_cntl_epics_ret_clock)
that converts the date and time information of the IOC
obtained by the record "$(P):ioc:date" into UNIX time.
MADOCA implements pull-type data collection which
takes data from host computers. Because the first version
of the ‘get’ EM function executed CA connection and
disconnection every time, there was a limit to the data
collection rate. This was due to an overhead of approximately 30 ms per access by CA reconnection processing.
Therefore, we improved the data collection rate by modifying the gateway to avoid the CA reconnection.
The first time PV is accessed, a CA channel is created
and the connection status is stored in a linked list. The list
is declared as a static variable, and information is saved
even if it exits the function. It takes approximately 30 ms
to call the record by the EM function for the first time;
however, it can reduce it to less than 1 ms after the second
access. We achieved high-speed data collection by reducing the overhead to 1 ms or less.

Figure 2: An example of EM configuration file (config.tbl) for caput/caget/camonitor EM.
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The Camonitor EM Function
The camonitor compatible EM function was prepared
as a function for data collection. EPICS is a push-type
data collection system that distributes data streaming from
the IOC side. However, MADOCA implements a pulltype data collection system, which takes data from host
computers. As a result, the camonitor EM function implements a pull-type data collection system by a series of
processes such as registration of records, connection with
IOC, data acquisition, and release of records.
The camonitor EM function was developed as a function dedicated to MADOCA II [4] that can handle variable length data by messaging. This was used at SPring-8.
The array data is serialized using MessagePack library [5].
Therefore, the GUI or client process receives and unpacks
it via messaging, and performs calculation processing and
database writing.
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Periodic data collection is written to the database by
DC for each cycle. DC1 and DC2 collect device monitoring data such as fan and power supply status, gain and
phase data. DC3 collects slow acquisition (SA) which is
COD (Closed Orbit Distortion) data at 10 Hz. The beam
position data is obtained by acquiring the voltage data of
each electrode inside the Libera via the EM3. The COD
data is calculated on DC3 using the nonlinear map function of BPM, and written it to the database together with
the voltage data. Because the amount of fast acquisition
(FA) and single pass (SP) data is large in one measurement, it is saved in a file via the GUI. Although the FA
data rate is 10 kHz, one array data containing data of
128k points for approximately 10 seconds is acquired by
camonitor EM, and it is acquired by the GUI and saved in
a file.
The system was operated from the Fall of 2016, and data collection has bend stabled.

APPLICATIONS
In SPring-8 and SACLA, we installed several types of
the BPM processing systems such as Libera Brilliance+,
Libera Brilliance Single Pass, Libera Spark and Cavity
BPM. These devices are products from the same manufacturer; however, the CPU and OS are different depending on usage or manufacturing age. Therefore, EPICS
IOC and development kit dedicated to each platform are
provided. If we develop the EM that runs directly on the
platform without using IOC, it would take a lot of time
and effort to build MADOCA development environment
and EM operating environment for each platform. However, the gateway offers us the benefits of minimizing the
installation time and effort even for the different platform
(CPU and OS) devices.

Evaluation system towards the SPring-8 upgrade project
We have applied the gateway to the BPM processing
system, Libera Brilliance+ [6], installed in the SPring-8
storage ring, to be evaluated towards the SPring-8 upgrade project. Libera Brilliance+ has Intel CPU and Ubuntu Linux and the software is divided into several layers.
The user can control through the Measurement and Control Interface (MCI), and an EPICS-IOC via MCI is also
provided. We applied the MADOCA-to-EPICS gateway
and realized the control and data acquisition via EPICSIOC as shown in Figure 3. The MADOCA-to-EPICS
gateway operates on the Solaris 10 container, and there
are six EMs and three data collectors (DC), which make
up the data collection process of MADOCA II [7], are run
as follows.
• EM1, DC1: 0.1 Hz, platform status data, clock
• EM2, DC2: 1 Hz, maximum adc, gain, phase, etc.
• EM3, DC3: 10 Hz, Slow Acquisition (SA) data
• EM4: Single Pass (SP) data by GUI
• EM5: Fast Acquisition (FA) data: 10 kHz, 128 kpt.
• EM6: ADC data

Figure 3: Scheme of control and data acquisition for
Libera at the SPring-8 SR.

SPring-8 SSBT Strip Line
In the SPring-8 SSBT (Synchrotron to Storage ring
Beam Transport) strip line, three Libera Brilliance Single
Pass [8], which is the old type of Libera Brilliance+, are
used for the BPM signal processing system. Libera Brilliance Single Pass has Ubuntu Linux on ARMv5 CPU,
and users exercise control through Libera Control System
Programming Interface (CSPI: previous version of MCI).
EPICS-IOC via CSPI is also provided. When we originally installed them several years ago, we used ARMv5
cross-compiler and CSPI development kit to develop and
operate EM directly running on the Libera.
From 2017, we added two Libera Spark [9] and decided
to operate a total of five BPM signal processing systems.
Libera Spark's CPU is Zynq (ARMv7), OS is equipped
with i-tech Linux, MCI and EPICS-IOC are provided for
user development. If we develop the EM directly running
on the Libera Spark, there is no binary compatibility with
Single Pass. Thus, we need to prepare ARMv7 cross
compiler and the MCI development kit in addition to the
CSPI development kit. Furthermore, as the CPU is different, it is not compatible with Brilliance+, which uses the
same MCI. For that reason, we decided that it would be
costly to maintain this development system, and thus,
shifted to a method of applying MADOCA-to-EPICS
gateway. Figure 4 shows the scheme of control and data
acquisition for Libera at SPring-8 SSBT strip line.
We prepared EM and DC for each of the five Libera.
The DC process acquires 1024 points of AD data via EM,
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performs calculations such as x and y positions, and
writes them to the database at 1Hz. In addition, we prepared the monitoring process, DC6, for all Libera and
collected the status information at the cycle of 10 seconds.
In the future, we will inject beams from SACLA into
the storage ring and we plan to operate at a maximum of
10 Hz. The data acquisition test of 10 Hz was successfully
performed.

Figure 4: Scheme of control and data acquisition for
Libera at SPring-8 SSBT strip line.

SACLA BPM
To use Libera Spark and Libera Cavity BPM in SACLA, MADOCA-to-EPICS gateway was applied. Because
the SACLA control system is MADOCA, we only use the
caput/caget EM functions without the camonitor EM
functions which are based on MADOCA II. Figure 5
shows the control and data collection scheme of Libera
Spark and Libera Cavity BPM at SACLA. The MADOCA-to-EPICS gateway operates on two VMEs with
Solaris 10 installed.
One VME is built in the synchronous data acquisition
system of SACLA, which inputs the trigger signal synchronized with the beam to VME and Libera. The data
collection process ‘poller’ runs for each Libera. Because
the data on EPICS DB is updated by reading with camonitor, caget EM alone cannot obtain the latest value.
Therefore, by executing camonitor on Libera, it is possible to acquire the latest value with caget EM function.
The system was operated from January 2017, and a stable
data collection has been achieved.
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the new data acquisition system MDAQ and the new
MQTT-based EM for Libera control.

PROTOTYPE OF EXTENDED GATEWAY
The current MADOCA-to-EPICS gateway EM has
overhead, owing to inquiring the IOC every time. By
managing the CA connection status, several hundreds of
data were steadily collected up to the rate of approximately 10 Hz, but it would be caused data loss if the rate is
further increased. Because EPICS can also distribute data
from IOC by a publish-subscribe model, we studied an
extension of speed enhancement that realizes collection of
several thousand points array like waveform data at 10 Hz
or more using this function, and built a prototype of extended gateway.
In the extended gateway, all Channel Access operations
are replaced with callbacks and subscriptions. The gateway EM stores PV values in local memory, and keeps
track of disconnected PVs, while the CA buffer is periodically flushed in a separate thread. This design also gave
us an option for a proper monitor implementation as PV
updates can be stored in a buffer on the gateway. When
the client program asks for monitored values, it receives
all the data that was acquired from previous monitor
commands. This enables clients to receive updates when
they are ready without missing or duplicating values. An
array of values is implemented as a ring buffer and, in
case clients do not ask for an update, the oldest data will
be overwritten first. The scheme of the prototype is
shown in Figure 6.

Figure 6: Scheme of extended MADOCA-to-EPICS
gateway.

Figure 5: Scheme of control and data acquisition for
Libera at SACLA.
Regarding the capability of the upgrade project to integrate both SPring-8 and SACLA control systems, the
redesign of the control framework is underway [10]. In
the test of the new control system from the Summer of
2017, MADOCA-to-EPICS gateway was also applied to

It is possible to update and read data asynchronously in
the margin of the ring buffer. For example, it is supposed
to use a method of buffering data at 60 Hz trigger period
by 60 times, and to read it at 1 Hz. In order to evaluate the
prototype, a readout test was performed using an EPICS
simulator with 10000 array data updated at 1 Hz, 10 Hz,
and 50 Hz cycles. The 50Hz update is the limit of simulator. In the data collection of the current version, it was
possible up to 10 Hz, however data omission occurred at
50 Hz. Nonetheless, with the new method of asynchro-
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nous data collection using buffers, it was possible to stably collect 50 Hz data.

CONCLUSION
The MADOCA-to-EPICS gateway has been developed
so that EPICS-ready devices can be integrated easily and
rapidly in the MADOCA control system. We have solved
the overhead problem of CA connection and realized
high-speed data collection. For faster data collection, we
created a prototype that stores data in local memory using
the callback function and confirmed its effectiveness.
We applied control and data collection to 11 Libera installed on an evaluation test of BPM signal processing
system for SPring-8 upgrade project and on a current
system of SPring-8 SSBT and SACLA. We achieved
installation with minimum time and effort for three different platforms.
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TOWARDS A TIME-CONSTRAINED SERVICE-ORIENTED
ARCHITECTURE FOR AUTOMATION AND CONTROL IN LARGESCALE DYNAMIC SYSTEMS
Gang Chen, Baoran An, Institute of Computer Application, Mianyang, P. R. China

INTRODUCTION
Today, the automation systems face challenges due to
the changing demands on interoperability from their users. Formally, mass and standardized output was a key
factor for the competitiveness. Nowadays and in the future the customization will become more and more important. Furthermore, the development cycles of these
systems are about to become much shorter. This leads to a
paradigm shift from mass production to mass customization within the dynamic system [1][2]. This means that
the systems must be rapidly designed, able to convert
quickly to the new models and able to integrate technology.
Currently, the engineering process for automation is
characterized by high time-consuming manual configuration efforts. For example, in device-centric facilities for
basic scientific research, all device properties and the data
to be transferred must be defined by an automation engineer. Any modification of such a system requires an at
least partial manual reconfiguration. Most of the time, the
flexibility of current systems is limited to the pre-defined
boundaries of the system. Therefore, the manual engineering is a major obstacle on the way to future fully automated systems.
Furthermore, the advance of engineering technologies
relates closely to information technologies (ITs). Since
design and operation of a dynamic system needs numerous types of decision-making at all of its hierarchy levels

of automation, prompt and effective decisions not only
depend on advanced reasoning techniques, but also on
real-time data gathering and processing [3]. Every major
development of automation has been supported by the
advancement of IT. For example, the widely adoption of
computer numerical control (CNC) made flexible manufacturing systems (FMSs) feasible; the technologies for
distributed control systems (DCSs) made the interconnection of various parts in large automation systems practical. That is the reason why more and more cases in scientific scenarios rely on the professional provides of IT
software solutions to replace or advance their conventional systems.
By today, the software infrastructure of big systems is
often organized in vertical automation layers accordingly,
shown as figure 1.

Low

Rapidly changing demands for interoperability among
heterogeneous systems leads to a paradigm shift from predefined control strategies to dynamic customization within many automation systems, e.g., large-scale scientific
facilities. However, today's mass systems are of a very
static nature. Fully changing the control process requires a
high amount of expensive manual efforts and is quite
error prone. Hence, flexibility will become a key factor in
the future control systems. The adoption of web services
and Service-Oriented Architecture (SOA) can provide the
requested capability of flexibility. Since the adaptation of
SOAs to automation systems has to face time-constrained
requirements, particular attention should be paid to realtime web services for deterministic behaviour. This paper
proposes a novel framework for the integration of a TimeConstrained SOA (TcSOA) into mass automation systems. Our design enables service encapsulation in filed
level and evaluates how real time technologies can be
synthesized with web services to enable deterministic
performance.

High
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Figure 1: Automation Layers.
At the field layer, sensors and actuators provide interface to control physical processes. At the control layer,
Programming Logic Controllers (PLCs) read from sensors, process them and generate new signals for the actuators. This process is repeated cyclically and autonomously
on the basis of pre-defined control logic. At the operation
layer, the data of the sub-system is gathered and visualized by industrial control software suite, like Supervisory
Control and Data Acquisition (SCADA). And then, all the
sub-systems are interconnected by distributed control
systems based on Ethernet. This layer acts as a mediator
between operation layer and business layer. It is in charge
of collecting and integrating data from all operations for
upper layer, and translating control orders into concrete
control commands. Finally, the business layer contains
software functionally for planning purpose. From the
communication aspect, the layers differ in their requirements on real-time communication, especially for devicecentric dynamic systems.
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DEVICE-CENTRIC SOA IN LARGE
SCALE SYSTEMS
The reduction of engineering effort is crucial in many
research projects. This section presents our proposal to
use web services as a communication backbone throughout a system. For this purpose, the SOA in automation
systems are introduced briefly.
SOAs are software design patterns stemming from the
IT field. The first group trying to use SOA in control
systems propose that new services expose only their own
certain functionality, and legacy applications have to
divide their functionality into components and then wrap
each component by a web service. That means, the implementation of each service is not visible from outside.
The services embedded in the same system are loosely
coupled: They operate independently from each other,
their interactions are stateless, asynchronous and not
context-related [4][5].
In device-centric automation systems, the services represent the functionalities of individual devices or processing modules, like simulating cells. The behaviour of
the overall system is controlled by the coordination of all
services. Due to independency and interoperation of services, the device-centric systems can be arranged by sequence-controlled services, which imply that reengineering effort for modifying existing automation structures
can be minimized. Whereas the components of current big
systems are interconnected and tightly-integrated, the
automation engineers have to deal with any tiny modification with much manual effort, even in the initial setup
stage of a system [6]. Furthermore, such type of composition must be guaranteed by an orchestration engine, which
provides particular strategies to composite services,
schedule the controlled services and to move up the newly
composed service sequence to a higher layer.
Unfortunately, apart from the aforementioned advantages, the device-centric SOA approach is not adequate for describing the real-time constraints in many
cases, due to non-real-time communication policies.
Many techniques and standards are used for realizing
device-centric SOA. For example, the web services are
used as communication protocols that are called by SOAP
RPC [7] through SOAP engines, like Apache Axis 2 [8],
and WSDL [9] is used as service call interface.
As demonstrated in previous work, future dynamic systems can adopt and benefit from SOA, especially in some

device-centric scenarios. Furthermore, this framework can
be applied in horizontally and vertically within the automation systems. The architecture is illustrated in Figure 2.
The services provided by device producers are orchestrated though a particular middleware or directly used as
service modules in dynamic systems.

Middleware

We are motivated to investigate the standard devicecentric Service-Oriented Architecture (SOA) and try to
find a possible way to fulfil interoperability requirements
of large systems. This paper has two main contributions:
(1) we present a web service communication policy for
non-standard application requirements; (2) A TimeConstrained Service-Oriented Software Architecture
(TcSOA) is outlined that supports the convergence of
heterogeneous automation layers. This work represents a
partial aspect of the overall objective of reducing the
engineering effort.
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Figure 2: Device-Centric Service Framework.

DEFINING A WEB SERVICE
COMMUNICATION POLICY
Actually, web services are not really suitable for implementing applications with non-standard communication requirements. This section discusses the real-time
communication in SOAs again.

Real-Time Views in SOA
In time-constrained SOA, service providers can enable
real-time services, i.e. invocations of services must be
completed within specific timing constraints. As well, in
device-centric SOA environment, the device producers
can provide services that follow time-constraint requirements. Besides that, all operations in systems that are
facilitated by SOA have to abide by time-constraints.

Figure 3: Lifecycle of SOAs.
To clarify the time-constraint requirements in SOAs,
we will now look at the lifecycle of a SOA [10][11], including modelling, assembling, deployment and manageTUPHA152
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ment, as shown in Figure 3. It is necessary to investigate
the common techniques in service lifecycle of traditional
SOAs in terms of the needs of real-time requirements.
In the modelling phase, individual services are initialized and specified. Many attributes and properties are
setup, including the functionalities and time-constraints.
The sequenced execution order is also formed and shaped
in this phase. Service providers have to restrict timingrelated attributes to some particular values, i.e. the response time, invocation frequency and service timeliness.
After that, individual services can be orchestrated into
top-level services through the assembling phase. During
orchestration, the consistency and completeness of adjacent services should be checked and evaluated. The control logic in orchestration engine is responsible for service
composition. All these operations should have bound
response time. In deployment and management phases, in
order to guarantee time-constraints, the usage of resources
should be reserved, like network bandwidth, power supplies, CPU time and build-in hardware modules.

Basic Idea: Real-Time Communication Policy
Real-time communication policies have been discussed
in the scientific community for more than a decade and
despite their advantages, however, they are still not established in enterprise level applications. Here we pay attention to two types of time-constrained scenarios requiring
for real-time communication policies.
The first scenario is to examine the communication between individual services. Since services might exist in
different remote nodes, the real-time communication is a
critical issue that needs to resolve to achieve the objectives of TcSOA. We have analysed different setups with
service communication to identify which parts could be
omitted to reduce time requirements. Basically, messaging
techniques are the most important parts of service communication implementations. Firstly, messages to be exchanged between services need to be serialized in realtime for marshalling/unmarshalling[11]; The resource
requirements, such as channel bandwidth and CPU time,
need to be reserved. Because the messages may cross
over multiple layers and corresponding protocols, a service can provide various levels of messages. Regardless
of which level, a time-constrained message should possess the following characteristics:
 Limited response time set, like the minimum and
maximum response time
 Recovery strategies (such as message retransmission
mechanisms)
 Maximum data capacity
 Degree of concurrency, like the maximum number of
receivers that the message is sending to
 Cost and required resources
The quality of messaging on real-time properties almost
determine the real-time achievements of the whole services, which implies that the service providers have to
adjust their services according to the application scenarios, such as resource constraints, data exchange, modelling
methods and real-time requirements.
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The second scenario is to investigate the real-time
communication policies in device-centric environment.
Due to the development of fully integrated and flexible
end-to-end SOA platforms, i.e. Enterprise Service Bus
(ESB), the SOA architecture is made practical in realworld applications [12]. However, SOA-steered applications are still not adequate for device-centric dynamic
systems, because there are so many hardware modules
existing in this type of systems, like sensors, actuators and
other PLC-based devices.
The main devices used in the bottom layer of a control
system are front-end computers and PLC controlled devices, such as industrial computers, step motors and servo
motors. In traditional dynamic systems, the devices newly
integrated are connected to some PLC applications and
the PLCs are linked to a front-end computer via real-time
Ethernet, as shown in Figure 4.
As most devices, like sensors and actuators, are off-theshelf products, it is unrealistic to require all device producers to provide web services for the devices accordingly, especially with real-time constraints. Meanwhile, we
have noticed that real-time constraints are only required
by small groups of devices in the real-world control systems, like some particular sensors and their corresponding
actuators. Thus, it is vital to identify the parts with and
without real-time requirements in device-centric control
systems.
Device Server-PC

Device Services
Data Streaming
PLC

Loop Function
Input

Processing

Output

IO Devices/EtherCat

Sensors
Sensors
Sensors

Actuators
Actuators
Actuators

Figure 4: Current Control System.
Here, we propose a novel concept Device-ClusterVirtual-Module (DCVM) to instead of the concept of
individual device. A DCVM is a small group of physical
tightly-coupled devices, which can provide some functionality to the outside world. Within a DCVM, the devices are interconnected via real-time communication based
industrial data bus, like field bus. That means, inside the
DCVM, all devices are tightly-coupled while DCVMs are
loosely-coupled between each other. In order to control
the behaviours of the devices and data processing, an
embedded orchestration engine is integrated in each
DCVM, which provide control logic by automation engineers for device communication and management. For the
purpose of connecting with outside SOA and hiding the
PLC details from outside, we should establish a small
embedded web service engine for each DCVM, which
will reorganize the PLC applications to permit automatic
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identification of functional entities. A sample DCVM is
shown in Figure 5.
Device Server-PC

Device Services
Data Streaming
PLC

embedded orchestration engine
Maintenance
Function

Monitoring
Function

Fault
Tolerance

Safety Critical
Module

Loosely Coupled

control logic

Sensors

Actuators

real-time
communication

control logic

Sensors

Actuators

real-time
communication

Figure 5: A schema of DCVM.
This design pattern allows PLCs to offer standard web
services and users can use standard tools to access the
bottom layer of automation systems. The technical details
of PLC will be invisible from users. Thus, automation
engineers can operate their familiar development environment to develop and deploy control applications.
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The goal of the architecture is to let services with different time-constraints coexist in the same system. Solutions, like optimized scheduling algorithms, dedicated
hardware and software, efficient protocols and resource
reservations can be of benefit to achieve the goal.

Software Modelling and Real-Time Properties
Software modelling is a basic issue in almost every application. As aforementioned, a service-oriented model
has been chosen as the software paradigm, since it increases design and execution flexibility. A service is characterized as an elementary unit which enable the building
of distributed applications in a decoupled way, i.e. services located at remote nodes can communicate with each
other via messages or events. Hence, a service can be
considered as a data channel, as shown in Figure 6. It
receives some input data, processes them and produces
results that can be delivered to other services or transferred to the higher layers.
Data
streaming

Input
data

S1

S2

Input
data

Data
exchange

SYSTEM ARCHITECTURE
Real-Time Requirements
The architecture envisioned in this paper aims to device-centric automation systems involving devices and
subsystems that are very different in nature and typical
time-scale of operations. Considering our preceding
statements and real-world requirements, we outline the
following non-general classification of time-constraints:
 The business layer transforms business logic and basically has no QoS requirements and need more supports in best-effort way.
 Communications throughout the whole system,
which typically are of less critical real-time requirements, and whose reaction times need to reside within several hundreds of milliseconds (i.e., less than
200ms).
 Communications between SOA services belonging to
the same categories, i.e., data services, middleware
services, are always constrained to hundreds of milliseconds, i.e., 100ms.
 Communications among devices located in the subsystems with the same boundaries. Their timeconstraints are typically in the period of hundreds of
milliseconds.
 Interactions at the same module (DCVM), i.e. the
couple of sensor and actuator, usually require 10mslevel time-constraints.
 Interactions at different module but belonging to the
same mechatronic unit are also required to perform
in 10ms.

Output
interface

Figure 6: Data Channel Model for services.
Since services are encapsulated as functional units, it is
possible to extend the applications via interconnecting the
services. Aided by distributed techniques, it looks like
that these services reside in the same pool. Actually, service-oriented applications are groups of services in the
form of graphs [13], as illustrated in Figure 7. The ellipses
at the top of the picture denote decoupling points (messages), where individual components can be connected
and disconnected without any change of the connected
systems. Within a reuse component, the circles denote
services, and the connecting lines or arrows are the messages exchanged between them. In this model, service
connections can have dependencies that can be both functional (data transferring and portal computability) and
non-functional
(time-constraints
and
resourceconstraints). In this context, the real-time properties have
to be guaranteed whenever there is a functional or nonfunctional variation. In any case, it implies a transition
from one state (Sinit) to a target state (Starget). Timeconstraints are going to achieve whenever the transition
from Sinit to Starget is performed in less than the specified time td as:
f(Starget, Starget)<td
Fundamentally, the goal of real-time properties is that
the function f must be time-bounded. Therefore, f depends
on a number of levels that must be carefully considered,
like hardware, middleware and operating systems[14].
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Figure 7: SOA Application as a Graph Structure.

Architecture
Figure 8 depicts the envisioned Time-Constrained SOA
(TcSOA) development environment that integrates timeconstrained web services and consists of four functional
layers – application layer, execution layer, real-time service layer and hardware layer – which contain several
components to meet the demands of web service based
automation systems. The integration of devices and standard services will be enabled by encapsulating functions
inside communication policies. Generally, in this envisioned architecture, what we are trying to do is that Everything-as-a-Service (XaaS) for automation.
As shown in Figure 8, the control and field layers are
encapsulated in DVCMs. DVCMs cover functionalities of
all physical devices. As well, the upper levels have been
changed. They contain all infrastructural components of
the TcSOA framework. Potential users of this framework
are automation engineers who are domain experts but do
not necessarily know web services.
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Future automation and control applications will need to
be developed at a rapid pace in order to capture the required agility. Typical software development approaches
need more manual efforts and posses less flexibilities.
Thus, future control systems should be adjusted to new
paradigm of distributed large systems with collaboration
and multi-layer interactions. In this paper, solutions based
on web services have been analyzed to find their potentials for deployment in large scale dynamic systems. This
would be possible with migration of current automation
functions to web services by considering the SOA requirements of applications. Significant work need to be
invested towards further investigating the interdependencies and needs of all targeted service domains as well as
the technologies for realizing them.
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PYTHON AND MATLAB INTERFACES TO RHIC CONTROLS DATA ∗
K.A. Brown† , T. D’Ottavio, W. Fu, A. Marusic, J. Morris, S. Nemesure, A. Sukhanov,
Collider-Accelerator Department, BNL, Upton, NY, USA
Abstract
In keeping with a long tradition in the BNL ColliderAccelerator Department (C-AD) controls environment, we
try to provide general and simple to use interfaces to the
users of the controls. In the past, we have built command
line tools, Java tools, and C++ tools that allow users to easily
access live and historical controls data. With more demand
for access through other interfaces, we recently built a set of
Python and MATLAB modules to simplify access to control
system data. This is possible, and made relatively easy, with
the development of HTTP service interfaces to the controls.
While this paper focuses on the Python and MATLAB tools
built on top of the HTTP services, this work demonstrates
clearly how the HTTP service paradigm frees the developer
from having to work from any particular operating system
or develop using any particular development tool.

INTRODUCTION
The C-AD controls system [1,2] was developed in the mid1990’s and built largely in C, C++, and Java (some legacy
code in C with new code all in C++ and Java). The basic design is based on the Accelerator Device Object (ADO) model,
which is similar to the TACO (predecessor to TANGO [4])
model. The ADO model, shown in Fig. 1, is a client-server
model that uses TCP/IP as the communcation protocol and
RPC at the server level.

Fig. 1, two clients are trying to communicate with the same
ADO, rbpm.bi9-bh1, but to different parameters. The ADO
server handles the client requests as they are received. Since
the communication is through TPC/IP, the client needs to
establish a direct connection to the ADO server. We use a
specialized Controls Name Server (CNS) to tranlate ADO
names into host names and RPC program/version numbers,
so those ADOs can be contacted.

RESTFUL SERVICES MODEL
A Representational State Transfer (REST) architectural
style of communication utilizes the communication protocol
at the internet level, to use textual resource representations
and predefined stateless operations. HTTP is an application
protocol and the next communication layer up from TCP/IP,
a transport protocol, and provides a clean, standard, and welldefined protocol for this communication. The use of HTTP
servers provides the ability to abstract away the control system and even the operating system dependencies from the
client application [3]. The client can now be an iOS app, an
Android app, a Python script, a MATLAB® script, or even
just a simple web page built to interface to the HTTP server.
In each case a client just has to know the HTTP specific protocol interface and the names of the control system ADO’s
and devices. Figure 2 shows the communications model for
a Python application communicating to the controls through
an HTTP Device server interface and through an HTTP Data
server interface. The Device Server allows direct set and
get communication to the ADO parameters while the Data
Server provides access to logged data.

Figure 1: C-AD Controls ADO communication model.
In the ADO communications model, a client application
just has to know the name of the ADO and device parameter
in order to establish a connection to that parameter. Communication is done using get and set calls. Asynchronous
requests can also be established. In the example shown in
∗
†

Work performed under Contract Number DE-SC0012704 with the auspices of the US Department of Energy.
kbrown@bnl.gov

Figure 2: Example of HTTP communications model.

Data Server
In a REST communication model, the HTTP message includes a request (such as GET, and PUT ) along with the meta
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data needed to complete the request. The server returns the
data for synchronous calls, or, in the case of asynchronous
calls, a handle for the client to use for completing the communication transaction.
The Data server provides a REST interface to data collected and stored by the C-AD controls system data logging
facilities [5]. To get data from the server, an http message
must be constructed by the client. This message is broken
up into distinct parts. First there is the base path part of the
message, which might look like,
http://servername.bnl.gov:port/DataServer/
This is followed by specific fields that construct the request. If we want to get data from the RHIC Schottky logs,
the message would contain the name of the Schottky ADO
manager (request = SchottkyMan), the name of the desired
parameters (params = horz.blue:tuneM), the maximum number of points to return, and other parameters. An actual
request might look similar to this:
http://servername.bnl.gov:port/DataServer/
SchottkyMan?user=kbrown&client=path/
LogClient&host=loghostname&start=unixtime&
end=unixtime&data=horz.blue:tuneM&count=
20000&context=SyncStdAdo.
Expecting general users to construct such messages is still
too low level of a protocol, so we have built Python and
MATLAB® packages that make it much easier to request
data from the logs. An end user just has to know the name
of the log server for the data they want, the start and end
times for the data (in human readable form), and the names
of the parameters. Much of this interface is specific to the
C-AD control system and how data is logged and organized.
Nevertheless, it is now a fairly simple process to bring log
data to other platforms, adding great flexibility in how end
users access controls information.

Device Server
The Device server provides a REST interface for direct
interaction with ADO parameters. To simplify the interface
for end users, Python and MATLAB® packages have been
built. So now, an application just makes a simple set or get
request using the Device IO class interface. Figure 3 shows
an example of a Python script using this interface.
Data is packaged into a Python dictionary, allowing the
returned data to be addressed by the controls ADO and
parameter names.

PYTHON TOOLS
Python has been used in the C-AD controls network for
many years, primarily for offline data analysis. There has
been increased interest in the use of Python at C-AD starting
in 2016. Python’s extensive library of open source packages,
including data analysis packages, makes it very popular and
attractive for use at C-AD.
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from d e v i c e i o import pyado
pyado . L o g T o F i l e = T r u e
# use the device s e r v e r
a d o d a t a = pyado . u s e H t t p ( )
r e q u e s t = [ ( adoname , adoparam1 ) ,
( adoname , adoparam2 ) ]
value = adodata . get ( request )
for r in value :
for k in value [ r ] :
print k ,
value [ r ][ k ]
Figure 3: Structure of Python interface to Device Server.
Although Python as a language has its deficiencies (e.g.,
thread limitations) it has a large community of users and
significant high-quality code base.
There are six basic functions for interfacing to the C-AD
controls system through Python. In addition, an application
can choose whether to go through the Device server (REST
API interface) or use direct calls using a pure Python API
interface. From the application point of view either approach
looks exactly the same except for one call that defines which
interface to use (e.g., see Fig. 3).
The six basic functions are:

getMeta(*args,**keywords)
This function pulls the meta data for the given ADO,
which is useful if an application needs to know any of the
properties associated with a given ADO or its parameters.
Examples of its use are:
1. getMeta(’adoname’) returns a list of parameters for the
ADO
2. getMeta(’adoname’, all=True) returns a dictionary of
all metadata related to the ADO
3. getMeta(’adoname’, parname’) returns a dictionary of
all the properties associated with the given ADO parameter

get(*args,**keywords)
This function returns a dictionary of entries, keyed with
’adoName:parameterName’, each entry is in turn a dictionary
of returned properties with keys ’value’, ’timestamp’ and
others. Examples of its use are:
1. get(’adoName’,’parName’) returns value and timestamp of the parameter.
2. get(’adoName’,’parName.propertyName’) returns parameter’s property.
3. get([(adoName1,parName1),(adoName2,parName2),
...])
returns values or properties of several parameters.

TUPHA153
766

Software Technology Evolution

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUPHA153

set(*args)
The set function sends a new value or set of values to the
specified ADO/device(s). Examples of its use are:
1. set(’adoName’,’parName’,value) sets the parameter
value.
2. set([(adoName1,parName1,value1),
(adoName2,parName2,value2), ...])
sets values of several parameters.

getAsync(callback, *args,**keywords)
This sets a monitor on the parameter, which will cause a
call of a callback function each time the value changes.
The callback function can be the same for several calls of
the getAsync. The callback function is invoked as:
callback(*args)
where the args are similar to the return of the
get([(adoName1,parName1),(adoName2,parName2),...])

cancelAsync()
Cancel the monitor, set by getAsync().

sendAlarm(message,**keywords)
Send an alarm message to the RHIC Controls alarm
servers.
Example Keyword Arguments:
host = ’rhicnotifyserver.pbn.bnl.gov’
program = 2000004
topic = ’ADO:adoName:parameter’
category = notify.CATEGORY[’NOTIFY_OK’]
One of the driving motivations to make greater use of
Python in C-AD is the ability to take code from other facilities and convert it over for our use. Two recent examples are
a MATLAB® module developed at Cornell for conditioning
a high voltage electron gun and a Python application (suite)
developed at NSLS II for beam orbit commissioning and
studies. In each case, the conversion for use on our controls
was made fairly simple by changing controls interfaces from
the original applications to use our HTTP servers with our
device names. The main focus, then, was put into altering
the look and functionality of the application, based on the
end user requirements.

MATLAB® TOOLS
The MATLAB® system has several ways to interface
with accelerator control systems (hardware and software).
Some applications need additional tool boxes and others require a significant amount of programming effort to realize
the seamless communication between the controls system
and MATLAB® . By taking the advantages of the REST
API services, we developed a MATLAB® script library
which bridges the gaps between control data resources and
MATLAB® system. With this library, MATLAB® users
and application developers can easily communicate with

Figure 4: MATLAB® library interface.
accelerator control system interfaces, including hardware,
software, file logging systems and database systems. Once
the control data has been brought into the MATLAB® environment, developers can process and analyze the data with
MATLAB® ’s powerful features. Figure 4 shows how this
MATLAB® library works:
Figure 5 shows the MATLAB® library functions, getDeviceValue and getListDeviceValue, as examples of the
interface to the C-AD ADO controls.
function [ device_value ] =
getDeviceValue ( device_name ,
p a r a m e t e r , ppm_user )
function device_values ( array ) =
getListDeviceValue (
device_list ( array ))
Figure 5: MATLAB® library functions interfacing to controls devices.
The returned values of the functions can be any data type
depending on the data types of control parameters of the
devices. The returned data can also include the time stamp
of the device values if desired.
Figure 6 show how to get asynchronous data from logged
controls data.
f u n c t i o n [ t i t l e , XLabel , YLabel ,
results_cell_array ] =
g e t D a t a ( logReq , d a t a I t e m s ,
s t a r t _ d a t e , end_date ,
count , f i l t e r )
Figure 6: MATLAB® library function interfacing to controls
data.
In the function, users just specify the location of the logged
data (file names), time range, device names and parameters
(array of items), and data filter to filter the data (if desired),
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and get the query result with the details in data title, X-Y
data titles, and cell data corresponding to the array of device
items and time stamps.
For database data, the MATLAB® function simply passes
the database server name, database name, and SQL statement, then get the execution results of the SQL statement.
The library function and the REST API services underneath
handles all database operations. The returned data is in
JSON format.
This MATLAB® library provides to MATLAB® users or
application developers a simple interface for connecting to
the control system and get control data using function calls.
Figure 7 shows an example of a RHIC Control application
that uses this MATLAB® library in the last RHIC run_fy17:
The program named "Camera Image Monitor" communicates with a accelerator control camera device through the
MATLAB® library functions and makes the camera image
data available in the MATLAB® system. It then makes use
of the MATLAB® ’s powerful data analysis, process and visualization capability to create the rich GUI and present the
data in a very meaningful way.

Figure 7: CeC Camera Image Monitor App [8].
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ADO parameters, allowing commissioners to change the
script behavior without having to restart it.
In the end, the new Python script was much different from
the MATLAB® script. To perform properly required multiple threads and new logic was required (i.e., an auto turn
on mode was included, in case the power supply tripped off
during conditioning). However, the core logic of the original
script remained in place and that gave some ’comfort’ to
the commissioners, who had concerns about re-writing the
entire application from scratch.
So, in this case, code was taken from another facility
and really was used as a guide to repurpose to our facility.
However, it was extremely useful to have that original code
and the focus of the development was not on the controls
interface but on the function and look of the new code. The
gun conditioning application graphics window is shown in
Fig. 8.

Figure 8: Graphic display of DC Gun Conditioning.

LEReC & CEC Online Models
APPLICATIONS
DC Gun Auto-conditioning
For the Low Energy RHIC electron Cooling project
(LEReC) [9], a high voltage electron gun was built by Cornell. To condition this device, which needs to operate at
over 400 kV, a significant conditioning process must take
place. Cornell developed a simple MATLAB® script that
automated some aspects of the conditioning. Since the
MATLAB® script depended on the EPICS [6] MATLAB®
interface, it would not work with the C-AD controls system.
The simplest solution was to convert the MATLAB® code
to Python. This was fairly easy to do. However, the commissioners wanted the new script to do more than the Cornell
script, so it evolved.
Since the script had some parameters hard-coded into it,
for the Python version these parameters were turned into

Both LEReC and the Coherent Electron Cooling proof
of principle experiment (CeC) [10] are electron accelerator systems, with a significant level of complexity. Each
has electron guns with low energy sections and beam transport systems composed of standard accelerator components,
including transport solenoids. Each is instrumented with
current monitors, beam position monitors, and various types
of profile monitors. A more detailed description of the online model interface is described by Brown [7]. The CeC
model application graphics page is shown in Fig. 9.

FUTURE PLANS
The new RESTful tools for HTTP protocol interfaces
opens up a world of applications. These combined with
Python and MATLAB modules provide a simple and easy
to use interface to the controls systems. As is the culture
of the C-AD Controls system, we try to empower our end
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Figure 9: CeC Model page.
users as much as possible, enabling the operators, physicists,
and other support groups to build their own interfaces to the
controls. As these other groups make use of these new tools
we expect feature requests, as well as bug reports.
What is more exciting is how these tools position the CAD controls for the future, when it comes time to build the
eRHIC controls. High level interfaces no longer have deep
connections to low level controls interfaces. As the REST
applications grow, we build a suite of interfaces that will
require little modification for commissioning and operating
eRHIC.
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JavaFX AND CS-STUDIO: BENEFITS AND DISADVANTAGES
IN DEVELOPING THE NEXT GENERATION OF
CONTROL SYSTEM SOFTWARE
C. Rosati∗ , European Spallation Source ERIC, Lund, Sweden
K. Shroff† , BNL, Upton, NY, USA
K. Kasemir‡ , ORNL, Oak Ridge, TN, USA
Abstract

ECLIPSE RCP

The new developments inside the CS-Studio community [1–4] were made using the JavaFX platform [5–9] to
overcome the limitations and difficulties of using Eclipse
SWT. This article will explain the benefits and disadvantages
of using the JavaFX technology inside Eclipse RCP, and try
to foresee the path of the new generations of CS-Studio
application.

INTRODUCTION
Control System Studio (CS-Studio, see [1, 2]), is a multiplatform, Eclipse-based [10–12] desktop application, containing tools and features to monitor and operate large scale
control systems, such as the ones in the accelerator community.
The first version of CS-Studio is dated back to 2006 [1].
Its implementation was based on the Eclipse Rich Client Platform (Eclipse RCP, see [11, 12]), and its user interface was
realized using the Eclipse Standard Widget Toolkit (Eclipse
SWT, see [12, 13]).
Since August 2012, when Oracle released version 2.2
of JavaFX (finally available for Windows, Max OS X, and
Linux, see [5]), thanks to the availability of the FXCanvas
class1 [7,8,14] allowing JavaFX be embedded into an Eclipse
SWT user interface, the CS-Studio community started to
develop new tools and features using JavaFX instead of
Eclipse SWT.
Currently, the following features are based on JavaFX (see
Fig. 1):
• Data Browser 3;

†
‡
1

Benefits
The following are recognized by the CS-Studio community to be the advantages of developing CS-Studio with the
Eclipse RCP framework:
• OSGi [21] packaging, control of exported packages,
dependencies;
• Extension points mechanism
– for PV types, logbook support, archive data
source, widgets,
– for online help,
– for preference UI;
• Cross platform (Max OS X, Linux, Windows);

• Display Builder (see [15, 16]);

• Configuration of site-specific products via plugins and
features;

• Fault tools;

• OSGi console with ‘telnet’ access;

• Logging Configuration;

• Jetty [22] for services that have web interface;

• Probe;

• Hierarchical preferences;

• PV Tree;

• Workspace persists window layout and preference
changes;

• Save & Restore, and its Periodic Table.
∗

Eclipse Rich Client Platform [11, 12] has served the CSStudio community well for about a decade. While Eclipse
RCP is stable, this also means it has not offered significant
new features for the CS-Studio use cases in the last couple
of years.
SWT [13] and RAP (Remote Application Platform, see
[17]) developments have halted. e(fx)clipse (JavaFX Tooling and Runtime for Eclipse and OSGi, see [18]) has stalled,
not progressing towards replacing SWT. E4 [12, 19] is an
interesting concept at the lower API level, but the ‘compatibility’ layer remains the only practical API. The tycho-based
build system [20] causes repeated issues with CS-Studio
build setups.

claudio.rosati@esss.se
shroffk@bnl.gov
kasemirk@ornl.gov
Already available on JavaFX 2.0, only for the Window platform [5].

• Object contribution mechanism for context menu:
Open apps on files, “PV Name” context menu;
• Support for CVS [23], Subversion (SVN, [24]), Git
[25];
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Figure 1: JavaFX features in CS-Studio.
• PyDev [26];
• XML Editor;
• WikiMedia Editor [27];
• Maven (in theory, [28]).

Disadvantages
The following are instead the disadvantages of the Eclipse
RCP development:
• ‘Editors’ part stack doesn’t participate in Perspective
handling, opening up when any ‘Launcher’ is invoked
[12];

• No control over initial location of newly opened parts,
with restrictions on moving parts around (this being
one of the bigger overall issue);
• API has grown in too many directions: PopupMenu,
ActionSets, Action & Handler, E4 model;
• JavaFX in SWT FXCanvas [7, 8, 14] is sluggish;
• Workspaces and associated restrictions running on multiple machines;
• Somewhat heavyweight application with slow initial
launch phase;
• Maven (in practice, when Tycho plug-in [20] is involved).
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PHOEBUS APPLICATION FRAMEWORK
The upcoming Java 9 release [29] will come with an important improvement: the Java Platform Module System
(JPMS, [30, 31]). The new way of packaging modules and
declaring modules dependency opens a new perspective on
developing the new generation of CS-Studio based only on
Java/JavaFX.
Few application frameworks based entirely on JavaFX
exist. Some are based on OSGi for module management
[32], others are not open-source [33], or not exclusively
targeted to JavaFX [32, 34, 35], and no one seems to be
really full-fledged, well supported, or even mature enough
to start developing the new CS-Studio [36–38] 2 . The same
was proved true also for some specific components, like the
docking framework [39–41], not available by default in the
standard JavaFX platform.
That said, we are exploring the implementation of a new
application framework: Phoebus [42]. The aim is to allow
the update of the Control System Studio toolset removing
the dependencies on Eclipse RCP and SWT.
The key goals of the Phoebus project are (see Fig. 2):
• Allow easy migration of the functionalities of key CSStudio tools, specifically the Display Builder, Data
Browser, PV Table, PV Tree, Alarm UI, and Scan UI,
supporting their original configuration files with 100%
compatibility;
• Provide full control of windows placement, free from
RCP restrictions;
• Use JavaFX as the graphics library to overcome limitations of SWT;
• Prefer core Java functionality over external libraries
whenever possible (JavaFX for UI, Java 9 Platform
Module System for bundling, SPI – Service Provider
Interface [43] – for locating and loading services
and extensions, java.util.logging for logging and
java.util.prefs for preferences, . . . );
• Reduce build system complexity, fetching external dependencies in one initial step, then supporting a fully
standalone, reproducible build process;
• Provide shared modules and services for
–
–
–
–
–
–
–
–
–
2

Actions,
Menu bar,
Toolbar,
Status bar,
Selection (contextual content),
Docking,
Windows management,
Splash screen,
Application start-up and shutdown.

Drombler FX [32], Gluon Desktop [33], Griffon [34] being nevertheless
the most interesting ones.
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OSGi vs. JPMS
OSGi (Open Services Gateway initiative [44]) specification describes a modular system and a service platform
for the Java programming language that implements a complete and dynamic component model, something that did
not exist in standalone Java/VM environments before version 9. Applications or components, coming in the form of
bundles for deployment, can be remotely installed, started,
stopped, updated, and uninstalled without requiring a reboot;
management of Java packages/classes is specified in great
detail. Application life cycle management is implemented
via APIs that allow for remote downloading of management
policies. The service registry allows bundles to detect the
addition of new services, or the removal of services, and
adapt accordingly.
The OSGi specifications have evolved beyond the original
focus of service gateways, and are now used in applications
ranging from mobile phones to the open-source Eclipse
IDE/RCP.
The Java Platform Module System [30] is intended to raise
the abstraction level of coding in Java making the Java SE
Platform, and the JDK, more easily scalable down to small
computing devices, improving the security and maintainability of Java SE Platform implementations in general, and
the JDK in particular, enabling improved application performance, and making it easier for developers to construct and
maintain libraries and large applications, for both the Java
SE and EE Platforms. The module system is be powerful
enough to modularize the JDK and other large legacy code
bases, yet still be approachable by all developers.
Comparing the two technologies in the context of the
CS-Studio application we discover that:
• OSGi and JPMS offer similar control of dependencies
and exposed packages;
• OSGi supports multiple versions of the same plugin.
In practice this is more of a disadvantage. We never
needed, for example, two different versions of MySQL
being loaded contemporarily;
• OSGi allows dynamic shutdown and replacement of
plugins (necessary mostly for embedded applications),
but we never used this feature.

Extension Points vs. SPI
Eclipse extension points can provide information (label,
icon path, . . . ) as well as classes which can then be instantiated. In principle, this allows users of extension points to,
for example, present menu entries with the label and icon of
an extension without actually invoking any code from the
extension.
In comparison, Java Service Provider Interface only allows obtaining implementations of the service interfaces.
There is no way to obtain a descriptor-like information
such as label or icon for a service without instantiating
and invoking the service intself. This likely requires many
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Figure 2: Phoebus architecture.
services to be in the form of factory classes that offer
getLabel(), getIconPath() methods, and finally allow
creating objects for that service. This is acknowledged in
the ServiceLoader javadoc, where:
“The provider class is typically not the entire
provider itself but rather a proxy which contains
enough information to decide whether the provider
is able to satisfy a particular request together with
code that can create the actual provider on demand.”
The code for the service, i.e. the factory proxy class, is
instantiated even if just the label is required and the actual
service will otherwise never be used. Nevertheless, this
service implementation pattern will produce service code
with an acceptable, very low memory footprint.

Cross Platform Support
Eclipse supports Windows, Linux, Mac OS X. Java 9
approach is likely at least as ‘cross platform’, may even
allow support of Raspberry Pi and Android/iOS [45, 46]

CONCLUSION
Current development of CS-Studio is based on Eclipse
RCP, but in recent years a lot of development was done using
embedded JavaFX because of its many advantages and easiness of use compared with Eclipse SWT. Most of the more
important tools in CS-Studio have a JavaFX implementation:
Display Builder, DataBrowser, PV Tree, . . .
The upcoming release of Java 9 will bring the new Java
Platform Module System, providing the Java Platform with
the most critical feature available in Eclipse RCP through
the OSGi technology.
This is most favourable moment in time to start the development of a “pure JavaFX” version of CS-Studio, while
maintain the current Eclipse RCP-based version by improving the JavaFX tools already available.

Phoebus project was started few months ago to explore
the feasibility of using the new Java 9 JPMS and the standard
SPI as means for porting the existing codebase into a new
JavaFX-only application, and the initial test are more than
promising. The development of such a framework is running
fast, and more developers from the various accelerator facilities around the world are expected to join soon the initial
taskforce setup by BNL, SNS and ESS.
Soon the current Phoebus project [42] will be restructured
to provide
• better separation between the core frameworks and the
extension ones,
• better documentation,
• various examples of different complexity, exploiting
the various aspects of the framework.
Not only CS-Studio will benefit from the Phoebus project
development. Our hope is that other applications in the
accelerator community [47] (and not only), wishing to use a
pure Java/JavaFX modern UI framework, will adopt it, and
possibly more developers will join the Phoebus community
in the common effort of improve and keep alive this exciting
project.
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Abstract

At the European Spallation Source (ESS), thousands of
(physical and logical) devices will be in production and
execute a wide range of functions to enable both the machine and end-station instruments to perform as expected
from a controls point of view. Typical examples of such
devices are racks, power supplies, motors, pumps, PLCs
and IOCs. To properly manage the information of devices
in an integrated fashion and at the same time allow external applications (consuming this information) to perform
well, an application called Controls Configuration Database (CCDB) was developed at ESS. The present paper
introduces this application, describes its features, architecture and technology stack, data concepts, interfaces,
and ecosystem; finally, it enumerates development directions that could be pursued to further improve it.

INTRODUCTION
Many research facilities are routinely facing the challenge of managing huge amounts of heterogeneous controls-related information in a proper manner. Most have a
panoply of databases to tackle this or, worse, a monolithic
database composed of innumerous tables. Few facilities,
however, have a truly centralized, flexible and coherent
approach to manage such information which can ensure
that 1) the development effort is kept at a reasonable level
(by avoiding the proliferation of databases or a dense
database which is difficult to maintain), 2) data duplication/inconsistency is mitigated and, most importantly, 3)
users have access to a holistic view of the control system.
To overcome this challenge, the CCDB [1] was developed with the goal of enabling the collection, storage and
distribution of controls configuration data needed to install, commission and operate the ESS control system
from day one. Along with single sign-on capabilities
shared with disparate ESS applications, a fine-grained
user authorization mechanism, several ways to read/write
data from/into, multiple views over the same information,
the CCDB also has modelling capabilities: Users can
define device types and associate properties to these,
create devices (out of device types), and specify relationships between these. Additionally, users can represent the
ESS control system in a hierarchical fashion through
containers and slots (placeholders in the control system
structure for devices). This modelling capability is actually the most prominent feature of this application as it
enables it to cope with virtually any kind of controls scenario (that needs to be modelled/stored) but also lowers
both its development effort and persistence layer complexity (i.e. database density). This feature considerably

reduces the time users have to wait to represent/store
devices as no software development is required.
Moreover, thanks to a well-defined programmatic interface, the CCDB supports external applications (e.g. IOC
Factory) to perform their domain specific businesses
adequately and share data in an efficient way.

DESCRIPTION
The origins of the CCDB can be traced back to a project called Proteus [2] developed at the Facility for Rare
Isotope Beams (FRIB) with the main goal of managing
controls configuration information. Due to this goal being
similar to what ESS was pursuing in 2013, the initial code
base of the CCDB actually sprung out of Proteus. A significant portion of this code base (and to a lesser extension the database schema) had to be re-written to cope
with new (ESS) requirements though. Development of the
CCDB started in early 2014 and went into production at
the end of 2015. Since then, several versions have been
deployed, with version 1.3 released in October 2017 being the latest. Table 1 summarizes key CCDB metrics.
Table 1: Metrics about the CCDB
Description
Tables (persistence tier)
Constraints (persistence tier)
Indexes (persistence tier)
Lines of code (persistence tier)
Classes in Java (business tier)
Lines of code (business tier)
Web pages (presentation tier)
Dialogs (presentation tier)
Lines of code (presentation tier)

Value
40
100
7
0
388
38,224
7
21
3,863

Nowadays, the CCDB is part of an international collaboration called DISCS [3]. This collaboration is composed
of several research facilities (ESS being one of them) with
the aim of developing databases, services and applications
that any experimental physics facility can easily configure, use and extend for its commissioning, operation and
maintenance. The CCDB is being developed as the configuration module within this collaboration, and is considered to be the most important module.

Features
Besides its major feature (modelling capabilities), the
CCDB has other features or characteristics worth mentioning. These are:

___________________________________________
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 Single sign-on: thanks to RBAC [4] (an in-house application that provides user access based on roles),
the CCDB shares single sign-on capabilities with
other applications at ESS – e.g. Naming Service,
IOC Factory. This eliminates the need of logging in
more than once when working with these.
 Fine-grained user authorization: currently the CCDB
authorizes users to perform operations through one
of three existing roles defined in RBAC: 1) Default
(role with minimum privileges that only allows users
to view stored data), 2) User (role with intermediate
privileges allowing users to view stored data and
create/update/delete devices only), and 3) Administrator (role with maximum privileges allowing users
to view stored data and create/update/delete all data
concepts). This provides full control of who can do
what in the CCDB.
 Multiple interfaces: several interfaces are provided
by the CCDB to serve different needs including a
graphical interface (web-based to support the ESS
business model which has many users scattered
across its European member states), batch data entry
through EXCEL files, and RESTful services for applications to consume (see subsection Interfaces for
additional details).
 Data reuse: data entries defined/done by one user
(e.g. a device type) may be reused by another. This
not only lowers the effort spent in performing this
kind of task but also minimizes data inconsistencies
that can otherwise emerge.
 Multiple views: the CCDB offers several views over
the same data based on the type of relationship. In
other words, users may browse data in function of
Contains, Controls, Powers and Connects relationships, providing a better picture of the controls workflow.
 Inventory: basic inventory functionalities can be
found in the CCDB allowing all devices at ESS to be
registered (representing a warehouse) and a subset to
be installed in a data concept called slots (representing devices in production).
 Traceability: the CCDB logs all operations that were
performed which have changed its data (e.g. create a
new property). Users may browse this to have a full
understanding of who has done what and when.

Architecture and Technology Stack
The CCDB is a distributed system based on a classical
client-server model [5] where users access its functionalities remotely through a web-based graphical interface and
external applications access its data through a programmatic interface. This model – or architecture – is composed of three tiers, namely: Presentation (the layer which
users interact with), Business (the layer which implements business logic) and Persistence (the layer in which
data is stored and retrieved from). Fig.1 illustrates the
architecture of the CCDB.
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Figure 1: Architecture of the CCDB based on three tiers.
Several technologies are employed to implement this
type of architecture guaranteeing that the CCDB is developed according to user requirements and expectations.
Primordial criteria to select the technologies were that
they had to be open-source, mature, well documented and
actively maintained by the community. With these in
mind, PostgreSQL, a relational database management
system, is used to implement the persistence tier (i.e.
database) of the CCDB. The business tier is implemented
in Java EE running in an application server called WildFly. It uses Hibernate (a JPA implementation) to access
data from the persistence tier and JAX-RS (a Java API) to
expose data stored in the CCDB through RESTful [6]
services. Finally, the presentation tier (i.e. graphical interface) of the CCDB is based on PrimeFaces, a JSF implementation.

Data Concepts
The CCDB provides several data concepts which users
can work with to model any controls scenario they may
have in mind. These can be seen as building blocks (à la
LEGO) that can be assembled, fitted, organized and related together making it possible to represent the scenarios
in a complete, flexible and hierarchical fashion. The following describes the data concepts that exist in this application.
 Unit: describes a measurement of a physical quantity, defined and adopted by convention or by law (e.g.
volt, watt, hertz). This is the most elementary concept and is used to further define properties.
 Enumeration: groups values according to a certain
context or logic (e.g. the ESS lifecycle has several
states which can be grouped as construction, com-
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mission and operation). This concept is used to further define properties.
Property: describes a characteristic or attribute (e.g.
manufacturer, model, frequency). This concept is
used to further define device types.
Device Type: describes a certain device (e.g. rack,
motor, pump) in an abstract way through properties.
Device: instance of a certain device type (e.g.
rack_023, motor_098, pump_171).
Container: folder that may contain other containers
and/or slots allowing the creation of hierarchical
models (e.g. BUILDING_2, ROOM_9, LEBT).
Slot: placeholder for a specific device to be installed
in which follows ESS naming convention (e.g.
ISRC-1:Ctrl-Rack-1, LEBT-00:Ctrl-IOC-08, LEBT00:Ctrl-PS-05). This is the most elaborated concept.

Another important concept in the CCDB, closely related with the previous ones, is relationship. This concept
binds containers/slots with other containers/slots according to the domain specific logic, modelling the controls
workflow appropriately. Currently, four types of relationships are offered: Contains (e.g. container ROOM_9 contains slot ISRC-1:Ctrl-Rack-1), Controls (e.g. slot LEBT00:Ctrl-IOC-08 controls slot LEBT-00:Ctrl-PS-05), Powers (e.g. slot LEBT-00:Ctrl-PS-05 powers slot LEBT00:ISS-Coil-02), and Connects (e.g. slot DTL-30:PBIBCM-01 connects to slot DTL-30:PBI-BCM-01FE).
While the first three relationships are explicitly defined
by users, the last one is automatically (and dynamically)
calculated by the CCDB – i.e. users do not have to define
it. This automation is possible thanks to RESTful services
provided by an application called Cable Database [7]
(responsible for managing the information of controls
cables at ESS) and consumed by the CCDB which allows
it to “know” what device connects to what.
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Interfaces
As the workhorse for storing and distributing controlsrelated information at ESS, the CCDB provides several
interfaces to read/write data from/into it, which are tailored to cope with different needs and levels of expertise.
These interfaces, available to both users and external
applications, are:
 Graphical interface: users can perform CRUD (i.e.
create, read, update and delete) operations in all data
concepts through a web-based interface provided by
the CCDB. This type of interface is ideal when users
need to view information in a user-friendly way,
sometimes remotely, with heterogeneous devices
(e.g. desktop computer, mobile phone), or to make
punctual changes to information. Fig. 2 depicts the
graphical interface of the CCDB (displaying partially
the ESS Ion Source model).
 EXCEL file: users needing to perform bulk data import into the CCDB may use well-defined EXCEL
files (downloadable from this application) for that
purpose. Moreover, the same EXCEL files are used
by the CCDB to export data, which users can modify
and import back afterwards, thus closing the loop of
bulk operations.
 RESTful interface: users can programmatically consume RESTful services of the CCDB to develop
scripts and applications. This type of interface is
highly effective as it enables 1) users to tackle specific needs that cannot easily be solved with neither
of the aforementioned interfaces and 2) external applications to perform well and guarantee they continue being lean (by avoiding applications to store data
– already in the CCDB – in their own persistence
layers).

Figure 2: Graphical interface of the CCDB.
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Ecosystem
A set of applications have been developed (or are under
development) to support both integration and controls
efforts at ESS. Most of these applications are consumers
of the CCDB which, together with producers of the latter,
compose a rich ecosystem that exchange data amongst
them, promoting consumers to (stay) focus in executing
well-defined tasks to solve issues intrinsic to their domain
specific businesses – and delegating the responsibility of
controls data storage, modelling and distribution to the
CCDB. Fig. 3 shows the ecosystem with the CCDB at its
core.
The CCDB has three producers where information is
retrieved from in order to 1) authenticate & authorize
users to perform certain operations or not (RBAC), 2)
name slots in an official and unique way (Naming Service), and 3) view connections between devices automatically (Cable Database).
Concerning its consumers, the CCDB currently has two
in production, namely the IOC Factory [8], which generates and manages IOCs in a lean, quasi-automated way
(by retrieving the list of devices – and the names of EPICS modules needed to interface these – that an IOC
controls from the CCDB), and the PLC Factory [9], which
generates PLC code (by traversing the Controls relationships of a device and checking for attached artifacts to do
search and replace operations). Additional consumers are
under development, e.g., Calibration Service (which retrieves calibration coefficients as properties of devices
from the CCDB to calibrate these), or are been considered
such as the Preventive Maintenance Service [10] (which
retrieves the MTBF and threshold values as properties of
devices from the CCDB to notify users when maintenance
of devices is due based on their effective usage and before
becoming non-operational).

Figure 3: Overview of the CCDB ecosystem.
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FUTURE DEVELOPMENTS
As the development of controls ramps up at ESS, a substantial amount of information about devices will need to
be managed by the CCDB. Consequently, the user base of
this application is expected to grow sharply along with
requests for new functionalities. To anticipate some requests, the following (missing) functionalities are candidates for development in the near future:
 Data authorization: currently the CCDB implements
user authorization at the level of functionality (e.g.
who can add a new property to a certain device type).
While this is most needed, user authorization at the
level of data should be supported as well (e.g. who
can update the value of a property of a certain device
type).
 Data versioning: although the CCDB has a log functionality that fully tracks all changes (in other words,
who has done what and when), it however does not
let users easily view how the information of, for instance, a certain device evolves over time. Therefore,
it could be beneficial to have a data versioning
mechanism in the CCDB where users could view the
evolution of the information of a device, compare
two temporal versions of the information and, eventually, restore a version of interest for production.
 Data access: at present the CCDB provides 13
RESTful services allowing users to programmatically get (i.e. read) data stored in it. While these services cover all data concepts, they are intentionally
generic, meaning that additional services should be
developed to get data in more specific ways – this
will not only increase performance between the
CCDB and its consumers but also lower the development effort required by the latter. New RESTful
services to put (i.e. write) data into the CCDB should
also be developed so that consumers can benefit
from these (this will for instance enable the IOC Factory, a consumer, to attach the list of PVs in each device stored in the CCDB after generating an IOC).
 Data import: while EXCEL files have been created
to enable importing all data concepts in the CCDB, it
may be time consuming to fill-up these files since
they were designed to be as generic as possible.
Therefore, additional EXCEL files to specifically
represent complex devices (e.g. racks) should be created to lower both the time and effort users spend in
doing (batch) data import into the CCDB.
 Data inheritance: in case two (or more) device types
with almost identical properties need to be defined in
the CCDB, users can create one device type, duplicate it (as many times as needed) and modify the
copies to model what they are meant for. While this
approach reduces the time spent in defining similar
device types, it may lead to some difficulties in managing these in the long run. A more natural way to
solve this is through inheritance. Consequently, the
CCDB should provide an inheritance mechanism
where users can define a generic device type (e.g.

TUPHA156
778

Software Technology Evolution

PLC) and define specific device types (e.g. Siemens
PLC and Schneider PLC) out of this generic type
with some additional properties for each one of
these.

CONCLUSION
The CCDB is in production at ESS since the end of
2015 with satisfactory results. Besides integration labs,
this application already models/stores (partially) the information of ESS Ion Source, LEBT and MEBT systems,
which users may view through its graphical interface or
use external applications to manage specific issues based
on information retrieved from the CCDB, enabling an
effective integration and control of these systems.
While most users seem to have no difficulties to operate the CCDB, others do have some in particular when
populating it. The reason for this is not inherent to the
CCDB though but usually due to people lacking of modelling skills or access to relevant information – the latter
being a typical situation found in research facilities in
construction phase such as ESS.
Several interfaces (namely: graphical, EXCEL files importer/exporter, and RESTful) have been developed to
cope with a multitude of requests so that users/external
applications may achieve their goals with minimum effort
imposed by the CCDB.
External applications have been developed to support
both integration and controls efforts at ESS. These are
consumers of the CCDB forming a (logical) ecosystem
with/around it. Instances of existing consumers are the
IOC Factory and the PLC Factory that generates IOCs
and PLC code thanks to information retrieved from the
CCDB. Additional consumers are under development
(e.g. Calibration Service) or under consideration (e.g.
Preventive Maintenance Service) to further enrich this
ecosystem. A neat benefit of this architectural strategy is
that the ecosystem may grow naturally as each of its
members is developed independently, not disrupting or
slowing down the others.
Finally, new functionalities are being envisaged such as
authorization at the level of data, data versioning, new
RESTful services to write data and read data in more
specific ways, additional EXCEL files to import complex
devices, as well as data inheritance. These will substantially improve the CCDB and allow users to profit even
more from its usage.
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A. Greer, Observatory Sciences, Cambridge, UK
Abstract
Malcolm is a middlelayer framework that implements
high level configure/run behaviour of control system
components like those used in continuous scans. It was
created as part of the Mapping project at Diamond Light
Source to improve the performance of continuous scanning and make it easier to share code between beamlines.
It takes the form of a Python framework which wraps up
groups of EPICS PVs into modular "Blocks". A hierarchy
of these can be created, with the Blocks at the top of the
tree providing a higher level scanning interface to GDA,
Diamond's Generic Data Acquisition software. The
framework can be used as a library in continuous scanning scripts, or can act as a server via pluggable communications modules. It currently has server and client support for both pvData over pvAccess and JSON over websockets. When running as a webserver this allows a web
GUI to be used to visualize the connections between these
blocks (like the wiring of EPICS areaDetector plugins).
This paper details the architecture and design of framework, and gives some examples of its use at Diamond.

THE MAPPING PROJECT
Diamond has multiple beamlines capable of conducting
mapping experiments where the sample is moved through
the X-ray beam and a frame is sampled on one or more
detectors at each point. In 2015, Diamond created the
Mapping Project [2, 3] to enable all beamlines that conduct mapping to benefit from common features like live
visualization and processing of data and optimisations
like continuous scanning. A set of 5 beamlines with diverse techniques and detectors were selected to participate
in the project to ensure that the stack of components being
developed (as shown in Fig. 2) could be easily deployed
on multiple beamlines and support a variety of experimental equipment and instrumentation.

INTRODUCTION
Diamond Light Source [1] is a third-generation 3 GeV
synchrotron light source with 35 independent experimental stations attached to photon beamlines. A number
of these beamlines use a technique called continuous
scanning where motors are moved in a continuous trajectory while a detector takes a number of data frames synchronized with hardware trigger pulses as illustrated in
Fig. 1. This technique increases the efficiency of an experiment by reducing the number of times a motor has to
decelerate, settle and accelerate, effectively decreasing
the scan dead-time.

Detector
Frame
Encoder
Capture

Figure 2: Mapping Project component stack.
New developments were made in trajectory scanning
the Delta Tau Geobrick [4], writing multi-dimensional
data using HDF5 SWMR [5], live processing and visualization of data in GDA [6] and DAWN [7], and the Malcolm [8] middlelayer that is the subject of this paper.

Figure 1: Detector frames synchronous with a motor undergoing a snake trajectory scan.
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MALCOLM
Malcolm provides an abstraction layer on top of EPICS
[9] that wraps up groups of PVs and presents a higher
level scanning interface to GDA via pvAccess [10]. This
means that it can take care of the variations in triggering
schemes between different beamlines, and GDA only
needs to pass high level scan parameters such as motion
trajectory and exposure time down, rather than needing to
know how all the underlying devices are wired up.

Blocks, Methods and Attributes
Malcolm defines Blocks, each with a series of Methods
and Attributes, much like instances of classes in an object
oriented language. These are arranged in a hierarchy as
shown in Fig 3.

Scan
Device
Hardware

Scan1

Motion
Controller

Detector1

Detector
Driver

HDF
Writer

Sample X
Motor

Figure 3: Layers of Malcolm Blocks.
The lowest level of Blocks in the Hardware Layer are
just a collection of Attributes that correspond to EPICS
devices like a single motor, or the areaDetector [11] HDF
writer plugin.
The Device Layer above this contains Blocks that represent a whole Detector or Motor Controller. They have
configure() and run() Methods and an Attribute that
shows what state it is currently in. When these methods
are called they co-ordinate their child Hardware Blocks to
perform a scan according to the parameters they are
passed.
The Scan Layer at the top exposes a scanning interface
to GDA. They also have configure and run Methods that
again co-ordinate their child Device Blocks to perform a
scan.

Composing Blocks from Controllers and Parts
A key aim of the Mapping project was to make reusable
components that could be deployed across multiple beamlines. Blocks with Methods and Attributes make a good
interface to the outside world, but aren’t the right size to
make re-usable chunks of code. For instance, the configure Method of a Detector Block in the Device Layer
might co-ordinate an areaDetector driver with a chain of a
stats plugin and an HDF writer plugin, but writing a single object that did all of this would preclude using it with
the same detector without the stats plugin.
Malcolm solves this by forming a Block by composition from a co-ordinating Controller and some behaviour
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defining Parts. The detector example above is illustrated
in Fig. 4.
Detector1 Block

Device

Hardware

Drv Part

Stats
Part

HDF
Part

Drv
Block

Stats
Block

HDF
Block

Figure 4: Layers of Malcolm Blocks.
Each element in the areaDetector driver and plugin
chain is defined by a Block in the Hardware Layer that
defines the PVs it exports. The Device Block is then
formed from a single Controller and one Part for each
child Block which contains the logic that shows how to
use that Hardware Block within the current scan. This
allows the external interface provided by PVs to be separated from small self-contained pieces of code that implement one particular type of logic.

Block Definitions in YAML
As the number of objects in a system grows, configuring them becomes a more complicated task. Malcolm
allows objects to be instantiated by writing configuration
parameters in a structured YAML [12] file as shown in
Fig. 5.
- builtin.parameters.string:
name: mri
description: Malcolm Resource ID
- builtin.parameters.string:
name: prefix
description: The root PV for records
- builtin.controllers.StatefulController:
mri: $(mri)
- ADCore.includes.adbase_parts:
prefix: $(prefix)
- ca.parts.CADoublePart:
name: gainX
description: Image Gain in X
pv: $(prefix):GainX
rbvSuff: _RBV
widget: textinput
...

Figure 5: YAML file for simDetector driver Block.
These YAML files define what collection of Controller
and Parts make up a specific Block. They define the parameters that should be passed to them, and how those
parameters should be used to create Controller and Part
instances. They are also used to create other Block instances that are defined in other YAML files as well as
TUPHA159
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instantiating include files that contain commonly used
Parts.
This whole system is made possible because Parts,
Controllers, Blocks and includes define the type and description of the arguments that should be passed to them.
This yields several benefits:
 Arguments specified in YAML are validated
and sensible error messages output when configuring an entire Malcolm system.
 Documentation for the arguments to be passed
to each Part, Controller and Block is automatically generated.
 It paves the way for a future tabular GUI editor for these YAML files.

Loading and Saving Definitions
Another benefit to the split between logic and interface
is that it gives an ideal place to load and save definitions
of Malcolm Blocks. For example, on a detector Block,
there might be a number of parameters like the trigger
mode that Malcolm does not control, but needs to be set
to a particular value in order for a scan to work. Malcolm
has the concept of saving and loading a design, and all
configuration Attributes by default are included in this
design. This means that when a scan is working, the detector design can be saved, and then the design will be
checked and restored if necessary before each scan. It also
allows an Attribute that warns if the design has been modified and needs to be saved again.
This is useful because it allows end users like beamline
scientists to use this ability to turn on and off features of
Malcolm and create their own saved designs for custom
scans without having to restart or reconfigure Malcolm.

Asynchronous Helper Methods
To make continuous scanning fast, care needs to be
taken about which Attributes can be set at the same time
and whether completion needs to be waited for before
more Attributes are set. For example, let us consider setting 3 Attributes on a Block. Exposure and period need to
be set first, then when they have completed the xml Attribute can be set with a value that has to be calculated in
a time consuming manner. Figure 6 shows the inefficient
but readable synchronous style:
def configure(self, block, params):
block.exposure.put_value(
params.exposure)
block.period.put_value(
params.exposure)
xml = self.time_consuming_f(params)
block.xml.put_value(xml)

Figure 6: Synchronous style configure method.
This code will put and wait for exposure, then put and
wait for period, then calculate a value, then put and wait
for xml. This can be made more efficient by doing both
initial puts at the same time, then doing the calculation
before waiting for completion of the two initial puts.
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Figure 7 shows this code written in an efficient but less
readable callback style:
def cb(self, value):
self.q.put(value)
def configure(self, block, params):
self.q = Queue()
block.exposure.put_value_async(
params.exposure, self.cb)
block.period.put_value_async(
params.exposure, self.cb)
xml = self.time_consuming_f(params)
for i in range(2):
assert not isinstance(
q.get(), Exception)
block.xml.put_value(xml)

Figure 7: Callback style configure method.
This is much more efficient because the time where the
synchronous code was waiting for puts to complete is
now spent calculating a value. Unfortunately the code is
now less readable because you have to read the callback
function to follow the control flow. Figure 8 shows how
this can be improved by using a futures style.
def configure(self, block, params):
fs = block.put_values_async(
exposure=params.exposure,
period=params.exposure)
xml = self.time_consuming_f(params)
block.wait_futures(fs)
block.xml.put_value(xml)

Figure 8: Futures style configure method.
This does exactly the same as the callback style, but
wraps up the callback functions in Future objects that can
be waited on. This restores the linear nature of the code
and makes it readable again. Malcolm exposes the helper
methods needed to allow this futures style to be written
side by side with the synchronous style to allow code to
retain its readability.

COMMUNICATING WITH MALCOLM
Although Malcolm can be run standalone as a library,
the most common use case is to add some communications modules to it to allow it to be communicated with
from the outside. The two used at Diamond are websockets [13] to allow a web GUI configuration view and
pvAccess for control system access from GDA.

Websockets
This communications module exposes the structure of
Malcolm Blocks via a JSON [14] protocol over websockets. There is a client MalcolmJS [15] library that is used
to create a web GUI to allow configuration of the underlying Blocks from a web browser. It is generally used to
wire Hardware Blocks together and load/save configurations. Figure 9 shows its use in wiring together Blocks to
configure a PandABox [16].
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This is conformant to an EPICS V4 Normative Types
[20] NTScalar because the value, alarm and timeStamp
fields are present, but the metadata like descriptor, display
and control have been moved to a child ScalarMeta object. This allows metadata to be specified separately to
transient fields like value and timeStamp, allowing the
same Meta objects to be reused to specify the arguments
that should be passed to a Method.
Figure 12 demonstrates the serialized version of a Meta
object.
ScalarMeta := NumberMeta | StringMeta …

Figure 9: Malcolm web GUI configuring a PandABox.

pvAccess
GDA communicates with the top level scan Block, configuring it with a set of parameters then telling it to run.
These are done using the pvaPy [17] Python bindings to
pvAccess in Malcolm, and the pvAccessJava [18] bindings on the GDA side. Methods support Get and Monitor
for introspection of requested arguments and RPC for
calling them. Attributes support Get and Monitor for
introspection of value, timestamp, alarm status and descriptive metadata, and Put for changing value.

Serialization of Blocks in Malcolm
To allow the web GUI to introspect the Blocks that can
be connected and which parameters can be set on them
and to allow GDA to introspect configure arguments,
Block structures can be serialized. All data classes in
Malcolm have to_dict() and from_dict() methods
allowing their structure to be exposed to the outside
world. Figure 10 shows the serialized version of a Block
as described in pvData Meta Language [19].
Block :=
malcolm:core/Block:1.0
BlockMeta
meta
Attribute
health
{Attribute <attribute-name>}0+
{Method
<method-name>}0+

Figure 10: Block structure.
Every Block has some metadata about itself, an Attribute
displaying its health, and optional additional Attributes
and Methods.
Figure 11 shows the serialized version of an Attribute.

NumberMeta :=
malcolm:core/NumberMeta:1.0
string
dtype
string
description
string[] tags
:opt
bool
writeable :opt
string
label
:opt
display_t display
:opt
control_t control
:opt

Figure 12: ScalarMeta structure.
It contains some of the meta information that would
normally appear in the NTScalar, with some additions for
specific Meta objects like the dtype (e.g. uint32) for the
NumberMeta.

Serialization of Blocks in GDA
To facilitate communication between GDA and Malcolm over the pvAccess channel, a serialization library
was built in Java to convert Java objects into PVStructures and vice versa. The pvMarshaller [21] library takes
any Java object, inspects its members using the Java Reflection API, and creates a representation of that object in
a PVStructure as shown in Fig. 13.

Java Object
class MyClass {
String Description = “Example”;
int Count = 123;
Boolean Used = true;
List<String> Names = Arrays.asList(
“alice”, “bob”);
}

pvMarshaller

Attribute := Scalar | ScalarArray | …

PVStructure

Scalar :=
epics:nt/NTScalar:1.0
scalar_t
value
alarm_t
alarm
time_t
timeStamp
ScalarMeta meta

:opt
:opt
:opt

Figure 11: Attribute structure.

structure
string Description Example
int Count 123
boolean Used true
string[] Names [alice,bob]

Figure 13: pvMarshaller serialization and deserialization.
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When deserializing from a PVStructure object into a
Java object, a new Java object of the target class is created and its members populated with the values from the
source PVStructure. If the target class is not known, there
are mechanisms for determining it from the PVStructure
Key, and if this is not specified, a Java Map object is
created consisting of the key-value pairs from the
PVStructure. Advanced features of the library include the
ability to specify members to exclude from serialization,
and the ability for users to create custom serializers and
deserializers for classes whose member structures don’t
map exactly to the desired PVStructure.

CONCLUSION
Malcolm was created as an application to support generic continuous scanning across multiple diverse beamlines at Diamond. It aims to produce flexible, concise and
maintainable applications by providing tools to encourage
reuse of code, reducing future support effort for the maintaining groups. Its pluggable communications modules
allow it to be configured from a web GUI and to act as a
service among the other elements that make up experimental control. A rollout project is underway to expand its
use from the 5 initial beamlines to any Diamond beamline
that could benefit from continuous scanning.
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SIP4C/C++ AT CERN – STATUS AND LESSONS LEARNED
S. Jensen, J-C Bau, A. Dworak, M. Gourber-Pace, F. Hoguin, J. Lauener,
F. Locci, K. Sigerud, W. Sliwinski, CERN, Geneva, Switzerland
Abstract
After 4 years of promoting the Software Improvement
Process for C/C++ (SIP4C/C++) initiative at CERN, we
describe the current status for tools and procedures along
with how they have been integrated into our environment.
Based on feedback from four project teams, we present reasons for and against their adoption. Finally, we show how
SIP4C/C++ has improved development and delivery processes as well as the first-line support of delivered products.

BACKGROUND
A C/C++ software improvement process (SIP4C/C++)
has been promoted in the CERN Accelerator Controls
group since 2011, addressing technical and cultural aspects
of our software development work. A first paper was presented at ICALEPCS 2013 [1]. On the technical side, a
number of off-the-shelf software products have been deployed and integrated, including Atlassian Fisheye/Crucible (code review), Google test and Google mock (unit test),
Valgrind (memory debugging/profiling) and SonarQube
(static code analysis). Likewise, certain in-house developments are now operational such as a generic Makefile,
Makefile.generic, (compile/link/deploy), CMX (for publishing runtime process metrics) and Manifest (capturing
library dependencies). In addition, SIP4C/C++ has influenced our culture by promoting integration of said products
into our binaries and workflows.
Four projects have adopted SIP4C/C++ to various degrees:
CMW delivers C and C++ libraries providing transport
facilities as extendible classes, letting the user create remotely accessible servers which expose data according to
the device/property model employed in our controls system.
FESA a C++ framework based on CMW libraries, formalizing the creation of device/property-based servers.
SILECS resembles FESA, but focuses on letting users
expose PLC data according to the device/property model.
TIMING provides and operates a number of executables
used to sequence and synchronise CERN’s accelerator
complex, along with libraries for other developers to use.

OBJECTIVES
The objectives of the SIP4C/C++ initiative are: 1) agree
on and establish best software quality practices, 2) choose
tools for quality, and 3) integrate these tools into the software development process.

RESULTS
For each participating project, the SIP4C/C++ products
and procedures mentioned above were evaluated in terms

of uptake as either “Strong”, “Medium” and “Weak”. Reasons for and against adoption were collected along with
suggestions for future improvements.

Common Build Tool
Status: The Makefile.generic is stable. Includes targets
for compiling, linking, SVN commits with support for tags
and branching, deploying, documentation, test execution
and launch of the Valgrind memory debugger/profiler.
Also, provides automatic generation of the Manifest (see
below).
Uptake: Strong in all four projects, with all products
managed using Makefile.generic
Pros: Essential for uniform approach to release management and testing, which in turn facilitates cross-project development teams. Once adopted, it greatly simplifies integration of new target platforms. It meets the requirements
of many users and as it was implemented in-house, we can
readily adapt it to future needs and new platforms.
Cons: Approaches the limits for what Make is intended
for. Its complexity makes it hard to know what is possible
and how to achieve it – in particular for inexperienced users. It was very time consuming to adopt and hence best
suited for projects of a substantial size where the effort was
found to be worthwhile. Projects risk losing time on refactoring if the Make system changes. Our implementation is
non-standard and hence requires dedicated resources for
evolution. The current solution depends on remote resources, i.e. network (NFS) access is required.
Future: Moving towards a higher-level service based on
standard, open-source products (e.g. cmake) with support
for dependency management would help decrease confusion and errors. There should be support for working offline, i.e. to download all resources once.

The Manifest, Dependency Capture
Status: Stable, with a few known issues, in particular
problems in correctly navigating symbolic links. Dependency information is captured as XML at build-time, via
Makefile.generic, and visualized as shown in Figure 1.
Uptake: Medium in FESA and TIMING, weak in CMW
and SILECS. FESA uses the manifest ad hoc to manually
spot end-user dependency conflicts, whereas TIMING
parses the XML to automatically configure source directory paths for gdb. CMW saw little interest, finding the dependency information of committed Makefiles to be more
reliable.
Pros: Provides useful information in case of certain unexplained run-time behaviours and it is effortless to use due
to integration with Makefile.generic
Cons: The solution is non-standard. A system like pkgconfig could be interesting, but would require a rewrite of
Makefile.generic
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Future: The mechanism should alert users on dependency conflicts, rather than silently capturing them – possibly by breaking the build process.

Figure 1: Dependency graph showing conflicts in red.

Unit Testing and Mocking
Status: Stable and available. Google test [2] and Google
mock [3] targets are part of Makefile.generic and can therefore be triggered from our continuous integration service.
Uptake: Strong in FESA (~950 tests) and CMW (~3500
tests), Medium in TIMING, but includes C software (~250
tests), Weak in SILECS (~10 tests)
Pros: CMW described unit testing as “slow but safe”,
forcing developers to think about concrete, testable cases
which solidifies code. It gives confidence that changes
have not introduced regression. Tests often ramify further
into the software than foreseen, which helps justify the investment. Several cases were reported where testing found
bugs that would have compromised operation if deployed.
Also, the approach fits the work habits of younger developers.
Cons: Implementation of tests takes time and the investment may be hard to justify, especially since benefits often
appear only in the long term and are not always quantifiable. One project reported having a 1:1 ratio between linesof-tested-code and test-code. One project found that it
takes too much effort to manage dependencies. Implementing tests will always come second to fixing operational issues. Some (historical) code is not suited for unit testing
without refactoring and it is uncertain if such an effort is
justified. TIMING found unit testing to be most justified
for libraries offered to many users, and less so when it
comes to delivering executables. TIMING noted a risk in
believing that if all tests pass, all is good – one should stay
critical and not forget that tests do not cover all cases.
Future: Better integration and more automation in terms
of dependency management is needed, allowing developers to focus on implementing the test code.

Continuous Integration
Status: The continuous integration (CI) service, provided by the Atlassian Bamboo [4] product in our case, is
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stable and available, triggered by commits to SVN and capable of invoking targets in Makefile.generic.
Uptake: Strong in FESA (~400 tests in ~20 plans, automatic launch on commit as fail-early is essential), CMW (
~3500 tests in ~20 plans), preventing release if any test
fails) and TIMING (~600 tests in ~20 plans) and weak in
SILECS (~20 tests in ~10 plans)
Pros: TIMING reported value in repeating certain tests
as sometimes a functionality may fail “only on the 101st
call” due to changes in the execution environment. FESA
noted the importance of “fail-early” achieved by having
SVN commits immediately triggering Bamboo build plans.
FESA noted that CI helps avoiding “operational testing” by
first-adopter users and important for testing un-noticed
ramifications of changes. TIMING uses CI as a sort of
watchdog via a test which regularly calls an operational
service known to fail periodically – thereby being notified
on service failure. FESA and CMW reported that although
implementation and maintenance is very time consuming,
the operational stability gained justifies the investment.
Cons: CI was found to be very heavy to adopt initially
(FESA reported 2 person-months of effort) and also to
maintain due to current limitations in the integration with
our environment. Implementing a test takes approximately
the same time as implementing the feature being tested.
Future: There is a need to decrease the effort required
to create and maintain test plans. This will be addressed via
new targets in the common build tool.

Code Review
Status: We perform code reviews using the Atlassian
FishEye/Crucible tool [5]. This service is stable and available.
Uptake: Strong in FESA and CMW (all changes reviewed by at least 2 persons within the week), Weak in
TIMING and SILECS (only on a few occasions).
Pros: FESA and CMW found nothing but positive effects, although the time investment is only recovered in the
longer term. The value lies mostly in improving the software architecture and design, though some bugs have been
found, leading to additional unit tests. CMW found value
in conveying coding style to newcomers. TIMING reported interest since reviews help distribute knowledge of
functionality between team members, which in turn will
help removing single-point-of-failures in the team. However, TIMING reported reluctance to adopting a regular
procedure due to operational pressure and resource scarcity
combined with code size and complexity. SILECS reported
interest and saw a big advantage in using a tool like
FishEye/Crucible (Figure 2), bringing down the barrier to
adopting the process and particularly expected value from
homogenizing coding style.
Cons: The process is time consuming – for TIMING
prohibitively so. FESA found the Crucible navigation features to be limited, without an “IDE feeling”. Overall, code
reviews demand discipline and there is risk of friction as
some may take reviews personal.
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Future: Automated memory debugging/profiling is being considered, but may be too complex to implement due
to different configuration needs across projects. A mechanism to select between different configurations could be
envisaged.

Runtime Process Metrics

Figure 2: Code reviews.

Static Code Analysis
Since the 2013 article [1], we have moved from the commercial tool Coverity [6] to the open-source SonarQube [7]
due to licensing considerations.
Status: Not yet fully integrated for C/C++.
Uptake: Not used actively in any project.
Pros: SILECS saw an interest for cleaning up the code
base, but was so far unable to allocate time to do it. FESA
noted the visual appeal of reports, but found them of little
use as they mostly detect aesthetic problems rather than actual bugs.
Cons: The code base of the four projects is large and
long-standing. Running a code analysis tool on it yields an
overwhelming amount of errors and warnings – mostly of
an aesthetic nature - too big to address.
Future: With better integration, automation and finetuned configuration, the tool may gain usefulness but we
are not currently able to say if the effort is justified.

Status: CMX [9] is stable and available, allowing executing processes to write internal variables to shared
memory from where they can be accessed by various
means, such as the “CMX Viewer” (Figure 3).
Uptake: Medium in TIMING and FESA, not used in
CMW as similar functionality was already implemented.
Not yet used in SILECS due to lack of time to implement.
Pros: Easy to use, providing for a good value-to-effort
ratio. It provides non-intrusive diagnostics on a running
process without the need to restart under debugger. Both
TIMING and FESA reported most value when applied to
libraries used by clients. FESA reported around 5 yearly
cases of detecting client software too slow to consume certain events.
Cons: FESA found the integration with the control system to be sub-optimal. They expressed interest in a mechanism for (re-)setting CMX values as well as in support for
data structures. TIMING noted that exposed metrics show
the current state and that value lies in periodically logging
CMX metrics to allow seeing trends over time.
Future: A better integration with the controls system is
desirable, facilitating for instance configuration of how
CMX data is acquired and persisted centrally over time.
However, this relates more to external tools and services
than to CMX.

Memory Debugging/Profiling
Status: The Valgrind [8] installation is stable and available via targets in Makefile.generic.
Uptake: Strong in CMW (integrated as automated postcommit tests), weak in TIMING (due to a principle of not
using any dynamic memory allocation), weak in FESA (ad
hoc performance tests and spotting problems in client
code), not used in SILECS.
Pros: FESA and CMW reported value by detecting
slower forms of memory leaks, which may go undetected
by unit tests as these execute over short periods of time.
Cons: FESA reported too many false positives due to use
of shared memory. CMW reported many false positives
caused by CMW’s extensive use of timeout mechanisms
combined with the fact that a binary executes slower under
Valgrind – thereby triggering the timeouts.

Figure 3: Run-time metrics via CMX.

CHALLENGES
The challenges encountered in applying the SIP4C/C++
procedures and tools can be summarized as follows:

Resources Driving SIP4C/C++
Understanding requirements, developing, integrating,
adapting and evolving the various tools require significant
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time and effort, in particular initially. Once operational, resources are needed for tool maintenance and evolution.
Otherwise, project teams will refrain from using the tools.
Time must be allocated from persons who well understand
project needs and who are also knowledgeable about the
tools employed. Finally, team leaders must dedicate time
to repeatedly and actively promote the initiative.

Technical
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Maximizing value and minimizing adoption barriers requires detailed knowledge about the individual and sometimes conflicting project needs. It is a fine balance to strike
between providing simple, smooth and intuitive user experiences while covering the requirements of heterogeneous
projects – both of which are essential for promoting uptake.
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Some team procedures are coupled to decade-old software and changing this may depend on refactoring the software. If operational pressure is high, projects struggle to
create the “space” required to adopt these “finer” aspects
of software development. Management must facilitate by
supporting and encouraging that projects plan accordingly.
Concerning code reviews, the challenge is to instil routine
and discipline with respect to participation and deadlines.
There seems to be consensus that this is beneficial.
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Personal
It takes courage and an open mind to have one’s software
reviewed by peers. Code reviews can cause frictions as criticism may be perceived to be personal. Focusing on the
common ownership of the code and knowledge-sharing aspects can mitigate such situations and hence must be encouraged by team leaders.

FUTURE PLANS
In parallel to continued promotion of SIP4C/C++, the
barrier to adopting its procedures and tools must be minimized. Specifically, we see a need to improve the build/release chain to improve user experience and increase functionality, in particular with respect to dependency management. To address these concerns, a new activity was started
named CODEINE.

CONCLUSION
After four years of applying SIP4C/C++ there is consensus in our project teams that the benefits - despite being
difficult to quantify - undoubtedly justify the investment in
the longer term: Code robustness has increased, leading to
fewer operational incidents and we have seen increased
cross-project knowledge sharing amongst developers.
Yet, we realize that flexibility is a must – in procedures
and tools alike - in that each project has inherent characteristics influencing what is optimal and even possible. Leeway must be given in project planning for them to adopt
SIP4C/C++. The initiative requires a continued, active effort for promotion and facilitation at management, technical and cultural levels.
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CBNG – THE NEW BUILD TOOL USED TO BUILD
MILLIONS OF LINES OF JAVA CODE AT CERN
L. Cseppentő∗ , V. Baggiolini, E. Fejes, Zs. Kővári, N. Stapley, CERN, Geneva, Switzerland
Abstract
A large part of the CERN Accelerator Control System
is written in Java by around 180 developers (software engineers, operators, physicists and hardware specialists). The
codebase contains more than 10 million lines of code, which
are packaged as 1000+ JARs and are deployed as 600+ different client/server applications. All this software are produced
using CommonBuild Next Generation (CBNG), an enterprise build tool implemented on top of industry standards,
which simplifies and standardizes the way our applications
are built.
CBNG not only includes general build tool features (such
as dependency management, code compilation, test execution and artifact uploading), but also provides traceability
throughout the software life cycle and makes releases ready
for deployment. The interface is kept as simple as possible:
the users declare the dependencies and the deployment units
of their projects in one file. This article describes the build
process, as well as the design goals, the features, and the
technology behind CBNG.

INTRODUCTION
The work on a Java-based Control System for the LHC
was started in 1998 and the need for a unified build process emerged shortly. In 2002, an Ant-based [1] tool,
CommonBuild was introduced for this purpose [2], which
used an Apache JJAR [3]-based repository for dependency
management. Over the years active development on these
products have stopped as new competitors entered the market, first Maven [4] and then Gradle [5]. The latter tools
provide an improved, de facto industry standard method for
building Java programs and managing dependencies, which
served as a motivation to look for a replacement.
Table 1: Evolution of Complexity of Java Software
2005

2017

130
10
30

1 000
25
180

Products
Dependency levels
Developers

Nevertheless, over the last decade new requirements have
emerged. The codebase and complexity of the control system has grown rapidly (see Table 1) and is now larger
than 10 million lines of code, distributed among more than
1000 projects, written and maintained by 180 developers.
Therefore, the CERN Controls Group decided to keep a centrally maintained, unified build process for Java instead of
having all teams set up their own build procedures. Many
∗

lajos.cseppento@cern.ch

big companies like LinkedIn [6] or Netflix [7] follow the
same approach, whereby a centralised tooling team provides
a modern build tool with company-specific extensions to all
developers to unify the development process and culture.
We chose Gradle, an open-source build automation system as the basis to implement CBNG (CommonBuild Next
Generation). CBNG helps developers to avoid duplicating the same build logic across several projects and save
time by providing them a common continuous integration
(CI)/continuous delivery (CD) pipeline. CBNG also provides a simplification layer over Gradle, enabling physicists
to focus on physics. Our developers do not have to know
anything about Gradle, by reading a few pages of documentation they are able to create their projects, do development
and push to production. Nonetheless, professional software
developers can still benefit from the advanced built-in Gradle
features.
Finally, yet importantly, the centralised release management and the unified build pipeline of CBNG aids maintenance over time. For example, with CBNG it is considerably
easier than with Gradle to explore what the relationship is
across projects, detect which third-party libraries are used
and which are not.
Our tooling team began to investigate modern build tools
in 2011 and started the development of CBNG in 2013. In
the beginning of 2017, the old build system was replaced by
CBNG and by the summer all the 1000 projects were built
by the new tool [8].

DEVELOPMENT WORKFLOW
The development workflow is illustrated in Fig. 1. The developer either creates a new project in their Eclipse IDE [9] or
checks out an existing project from version control. To start,
they call the bob eclipse command (bob is the commandline shortcut for CBNG) which reads the project descriptor
(step 1), downloads the dependencies of the project from
the internal Maven repository (in our case JFrog Artifactory [10]) and makes them available to the IDE (step 2).
During local development, the developer typically works
inside the IDE. When they are ready to publish their library
or application, they make sure all code is committed back
to version control and then execute the bob release command (step 3). This command first asks the user for their
credentials and then triggers the build process on the remote
Release Server. This service downloads the source code and
builds the project. If the build is successful, it uploads the
produced artifacts to Artifactory.
If the developed project is an executable product (a server
or a GUI application), then additional, fully automated steps
take place (step 4). To begin with, all the files are copied
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Figure 1: The Development Workflow.
from the Maven repository to the Operational Storage. This
storage is reliable and non-stop available and is accessible through a HTTP web server, which makes it platformindependent. GUI applications can be directly started from
here and server applications can be deployed to the target
machine (step 5).
Developers also have the opportunity to upload CI builds,
which are not built by the Release Server, yet the further steps
for end products still take place. This feature enables our
users to benefit from all the features of the pipeline during
development, e.g., share executable candidate versions for
manual testing.
In our environment, operation-ready artifacts can be accessed using exact version numbers or using PRO links.
These links point to stable product versions that should be
“generally used”. These links are automatically created by
the build system, but the developers can manually change
them on a web interface (step 6).

PROJECT CONFIGURATION AND
DEPENDENCY RESOLUTION
For our projects we use a build-tool independent XMLbased descriptor format which is named product.xml. In
this file, the developer declares the name and the version of
their product and its dependencies as seen in Listing 1.
It is a general enterprise practice to avoid using exact
version numbers in dependency declarations and only use a
version alias (such as PRO for lsa-ext-lhc in the example), which is substituted at build time with an exact version.
In this way, the developers do not need to update the dependency declaration in product.xml every time as soon as
the stable version changes, e.g., when a bugfix for an inter-

nal project is re-released1 or when the version of the Spring
Framework is updated once a year. With the version aliases,
we can also guarantee that everyone uses the same version
of a library.
Listing 1: Basic Project Descriptor
<product name="lhc-injseq" version="1.0.0"
directory="lhc/lhc-injseq">
<dependencies>
<dep product="lsa-core-cern" />
<dep product="lsa-ext-lhc"
version="PRO" preferred="true" />
<dep product="slf4j-api" version="NEXT" />
<dep groupId="org.jscience"
product="jscience"
version="4.3.1" />
<dep product="log4j" local="true" />
<dep product="junit" excluded="true" />
</dependencies>
</product>
In our system, several aliases are available but the two
most commonly used are PRO and NEXT:
PRO Refers to a stable, up-to-date, operation-ready version.
If the version is not specified in the product.xml, PRO
is used by default. This alias is typically the latest stable
version (not necessarily the latest available version) and
can be changed at any time by project owners.
1

The maintainers of the libraries ensure that all the changes are backwardcompatible and only such API points are changed or removed which are
not used by any other project.
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NEXT For internal packages means the latest version, for
third-party packages it is also a manually set version. It
is useful when developers want to test their applications
to work with an upcoming version of a dependency.
While Maven repositories use POM files [11] which define JARs based on groupId, artifactId, version2 (and
sometimes an optional classifier), CBNG makes both the
groupId and version fields optional in the product.xml:
the groupId is automatically determined by CBNG and the
default value for version is PRO.
CBNG also allows to distinguish different type of dependencies. For example, test dependencies such as junit are
only needed during test execution and must not be downloaded as transitive dependencies of other projects. These
dependencies are marked with excluded="true" in the
product.xml.
A project can also have dependencies which are not required during compilation, should not be downloaded as
transitive dependencies but must be present during application execution. Logger libraries are a good example, where
developers use calls to the SLF4J API which will translate
the log events to a logger implementation present on the classpath. In the example, Log4j is marked with local="true"
to instruct the pipeline to handle this dependency properly.
Dependency resolution is a challenging topic, especially
as most of our projects have dependency graphs with several layers of transitive dependencies and often resolve to
over 100 JARs. For dependency resolution, CBNG uses a
mechanism based on Gradle defaults. Upon dependency
conflict (when two different versions of the same library are
referenced in different parts of the dependency graph) the
algorithm prefers the latest one.
For example, taking a product with two dependencies on
PRO version in the product.xml:
<product name="my-product">
<dependencies>
<dep product="lib1" />
<dep product="lib2" />
</dependencies>
</product>
When the user sends command to CBNG, it first parses
the project descriptor file. In order to perform compilation
or other tasks, CBNG first has to determine the dependency
graph using breadth-first search, which is visualized in Fig. 2:
1. CBNG determines that the PRO version of lib1 is
1.0 and for lib2 it is 2.0 and adds these nodes to the
dependency graph.
2. CBNG detects that lib1 depends on slf4j-api
1.7.21 and lib2 depends on lib3 3.0.
3. CBNG evaluates that slf4j-api 1.7.21 has no dependencies and lib3 depends on slf4j-api 1.7.25.
2

These coordinates are often also referenced as organization-modulerevision in mainly Ivy-based tools.
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4. CBNG finds out that slf4j-api 1.7.25 does not
have any dependencies and completes the construction
of the dependency graph.
5. Since at least two version of the same dependency is
present on the dependency graph, conflict resolution is
necessary.
6. During conflict resolution, CBNG prefers the higher
version number of slf4j-api, in this case 1.7.25.
The resolved dependencies will be lib1 1.0, lib2 2.0,
lib3 3.0 and slf4j-api 1.7.25.

Figure 2: Dependency resolution: newer versions are preferred regardless the place in the dependency tree.
For advanced scenarios, CBNG provide several methods
for developers so they can completely control the dependency
resolution if they need to. For example, if the developer
specifies an exact version that version will be forced and
alias versions can be forced with the preferred="true"
attribute. Dependency exclusion is also supported similarly
as it can be done in Maven and Gradle.

BUILD EXECUTION AND RELEASE
When the developer calls the bob build command, the
project is compiled, artifacts are generated and verification
tasks are carried out. If compilation was successful, CBNG
generates three JAR files from the code: a JAR containing
the .class files, a JAR with the source code and another
JAR with the javadoc documentation. If the project is an
end user GUI application, the JNLP files are also created in
this stage.
After that, CBNG executes the tests with JUnit. Test execution is parallel by default to provide faster build results,
but the developer can disable parallelism. Optionally, it analyses test coverage using JaCoCo and runs static analysis with
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SonarQube. CBNG supports these tools out-of-the-box and
developers only need to call the corresponding commands,
e.g., bob coverage or bob sonar. We integrated these
commands in CBNG to avoid that every developer has to
add the same few lines of plugin configuration to each their
Gradle buildfiles.
The upload of a CI build or a release starts with POM
file generation. This file declares the Maven coordinates
and the dependencies of the project. CBNG also adds extra
information for traceability to the POM file, such reference
to the version control system, build host, build time, username, JDK version and CBNG version. Afterwards the
POM file and all the JAR and JNLP files are uploaded to
Artifactory. Finally, CBNG copies runnable applications
from Artifactory to the Operational Storage.
Releases can be only produced by the Release Server.
When the user calls the bob release command on their
local machine, CBNG triggers the release on a dedicated Release Server which downloads the source code and performs
a build in a clean environment. In this way there is no risk
that the uncommitted files in the local environment of the
user “pollute” the produced artifacts or affect compilation
and test execution. If the build is successful, the Release
Server tags the released code in the version control system
and also adds the result of the dependency resolution to this
tag. Thus, all releases are traceable and reproducible in the
future even if the PRO version links of dependencies change
over time.
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Listing 2: Example for Troubleshooting Hints
-----------------------------Summary of warnings and errors
-----------------------------:test
- Try turning off the parallel execution
with the maxParallelForks=1 property
in case the tests are not completely
isolated
BUILD FAILED

Listing 3: Example for Build Result Summary
-----------------------------Summary of build results
-----------------------------:release
- Artifacts:
http://artifactory/[...]/lhc-injseq/1.1.0
- JNLP:
http://op-store/[...]/PRO/lhc-injseq.jnlp
- PRO of lhc-injseq was updated to 1.1.0
BUILD SUCCESSFUL

USER EXPERIENCE
Apart from the simplified project and dependency declaration, CBNG provides other user experience improvements
over Gradle. These enhancements are usually simple and
were easy to put into action, yet resulted in a noticeable drop
in the number of support requests and probably spared time
for the developers.
By default Gradle produces a lot of log messages during a build execution. To facilitate troubleshooting upon
build failure, CBNG displays a summary log after the build
has finished which aggregates all the warnings and errors
encountered during execution.
In addition, based on our support requests, CBNG comes
with several error-detection patterns and upon a failure suggest the user “what do to next” as it can be seen in Listing 2.
For example, test execution is parallel by default, but it was
not the case in the old build system. Parallel test execution
may fail if the test are not isolated. If parallelism is turned
on, but a test fails CBNG hints to the user to turn this feature
off.
If a build is successful, CBNG also prints extra information about the public changes affected by a release or a CI
build as shown in Listing 3. This summary contains links to
the uploaded files and the the changes to the alias versions.

Figure 3: CBNG panel in Eclipse IDE.
CBNG also has its own Eclipse plugin (inspired by the
Ant Eclipse plugin), displayed in an IDE panel as shown in
Fig. 3. The developer simply drags and drops a project into
the view and the plugin adds common CBNG commands
and parameters. This view allows the user to run CBNG
without opening a console. Over the years, we found this
panel simpler and cleaner than the publicly available Gradle
views for Eclipse.
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FUTURE WORK
For the next year, the main goal is to enable developers
to build subsystems which consist of several projects in a
simpler and faster way to reduce the CI feedback time.

Multi-project Builds
It is common that the components of a server application
are implemented among several projects, which declare dependencies on each other. In the current ecosystem, these
projects are built and released one by one. However, by
creating a multi-project (sometimes called multi-module)
build among the components, all the units could be first built
locally, then all the files could be uploaded in one step during
the release procedure. This feature is supported by Gradle
out-of-the box, however, due to the customized dependency
resolution and POM generation the default behaviour produces invalid results. In order to make it work, we need to
extend these customisations.

Build Promotion
The current pipeline supports to create CI builds and production releases in parallel, but does not prove a way to
push a tested, well-working CI build to production. In practice, it means that after a development team has performed
end-to-end tests on a development version, they would have
to rebuild the project in release mode and re-run verification. We plan to provide a clean environment similar to the
Release Server, which is able to create promotable CI builds.

Gradle Build Cache
Gradle has received recently a build cache feature, which
hashes all the inputs of several build steps and stores their
result. Developers and CI agents can share the same remote
cache. When a project is built the first time, the results are
stored on a remote server. The results of subsequent are
simply fetched from the remote server if the input has not
changed. According to reports from the Gradle team, build
time can be reduced by 25% [12].
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CONCLUSION
CBNG has proven itself being a stable and modern build
tool able to build controls software written in Java for the
upcoming years. It was a big step towards how other companies build Java software. The evolved pipeline enables
developers to only use a few commands to get their application pushed to production. In the end, Gradle turned out as
an excellent choice for satisfying our requirements.
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EVALUATION OF MODEL BASED REAL TIME FEEDBACK CONTROL
SYSTEM ON PLASMA DENSITY*
Woongryol Lee†, Taehyun Tak, Giil Kwon, Taegu Lee, Jaesic Hong, NFRI, Daejeon, Korea
Bauvir Bertrand1, ITER, Cadarache, France
Abstract
The KSTAR plasma control system has very powerful
monolithic software architecture that has dedicated centralized system architecture. However, due to increasing
of real time functionality on distributed local control
system, we need a flexible high-performance software
framework. A new real time core engine program inherited design philosophy from the Very Large Telescope
(VLT) control software. A new Tool for Advanced Control
(TAC) engine was based on C++ standard run on Linux. It
is a multithreaded core engine program for execution of
real time application. The elemental building blocks are
chained together to form a control application. A control
application dictated as a single xml file, and it is parsed
when the core engine initializing. The core engine is realized inside EPICS IOC as a standard library together with
KSTAR common framework library. The IOC is automatically linked with Pulse Automation System, and performs sequential plasma operation.

INTRODCUTION
Since the KSTAR facility has similar engineering characteristics to ITER, the KSTAR control team is carrying
out an evaluation tasks for the ITER control system element technology for the past several years [1]. The results
of the collaboration are also reflected in the upgrade of
the KSTAR control system. An additional time synchronization and real time network which were derived from
ITER have been adopted as a complementary network
infrastructure [2]. The SDN is based on UDP/IPv4 multicast over 10Gb Ethernet. TCN is based on Precision
time Protocol (PTP version 2, IEEE-1588-2008). Besides
the basic network infrastructure, KSTAR adopted design
philosophy of the ITER Real Time Framework (RTF) [3]
for the next generation of plasma control system. As a
result of solid collaboration, new real-time core programs
have been implemented and are under constant development to increase functionality and reliability. The new
application performs a real-time feedback control of the
plasma density and performs gas puffing.

shared libraries to support portability for various applications, including EPICS. Fig. 1 shows fundamental libraries and basic structure.
EPICS standard layer

KSTAR customized EPICS libraries
MDS+
lib.

Real time core engine(TAC-engine)
SDN lib.

TCN lib.

PON lib.

Log lib.

MRG-R based on Scientific Linux 6.x
Intel® Xeon® based HPC

Figure 1: Software Components and architecture of EPICS IOC for real time processing.
An application designer links existing blocks for appropriate configuration. The IOC initiates the engine
program according to the KSTAR sequential operation
flow.

Applied Software Component
 KSTAR standard software framework library
(sfwLib): Provides customized libraries, template,
EPICS DB files and system environment files. It is
similar to EPICS native ASYN library and supports
common functions for DAQ and control systems [5].
 sdn-coreLib: base library to process SDN topics both
subscribe and publish.
 TCN Lib: 3rd party deamon from ITER provides high
precison time synchronization.
 PON Lib: provides EPICS CA function with external
IOC.
 IOC Lib: provides PV connection inside IOC.
 Log Lib: propagates error and trace logging information to local file. The library can be safely used
inside real-time portions of software.

REAL TIME CORE PROGRAM

APPLICATION CONFIGURATION FILE

Real time core program inherit from the TAC [4]. The
TAC-engine provides a mechanism for a user to specify
the structure and behaviour of a digital control algorithm
on a high abstraction level. It provides over 40 numbers
of elemental processing blocks which have a user defined
processing role. The engine is implemented using the
standard C++ language and compiled into a static and a

The core program uses a single configuration file. The
control application file describes all the libraries, threads,
blocks, and link information for each function block used.
The IOC indicates an appropriate filename, and the engine initializes the class instance with given configuration. The example of file is shown in Fig. 2. Fig. 3 depicts
the basic software components inside the IOC and connections.

___________________________________________

* Work supported by Korean Ministry of Science and ICT
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WEB BASED CONTROL LOGIC
DESIGNER
We prototyped an interactive JavaScript based design
tool for control application developers. The “WebTool”
provides drag-and-drop method for the Function Block
placement. Users can interconnect each FB using mouse
movement. The tool uses three DBMS to translate connection information as a final xml configuration file.

Figure 2: Contents of the control application configuration file by using general xml viewer.

Figure 3: Basic software components and connections
inside EPICS IOC.

Graphic User Interface and Explanation of
“WebTool” per each Sector
 Function Block selector: Repository of all formal
FBs and Thread block. Provide classified layer interface according to characteristic of FB.
 WebTool Menu bar: provide basic file operation
menu and system control function.
 FB Placement & Route (P&R): workspace for the
definition of FB connectivity where is placed in by
drag-and-drop interface
 FB attribute editor: modify the properties of each
function block. Add new property field. Change attributes.
 Static Editor: provide integrated edit function from
configured FB list. Edit a generated XML file directly.
 Information Viewer: Log display, shot information,
statistics, integrated data viewer with KSTAR Data
Integration System.

Figure 4: Present view of WebTool. It is under develop to reflect from the application designers requirements.
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under constructing. Over two types of diagnostics, fuel
systems, and Supersonic Molecular Beam Injection
(SMBI) system will be installed inside new control zone.
Fig. 5 shows basic interconnection inside new control
infrastructure.
We have done feasibility check for new conceptual controllability using RT core engine and Fuelling system,
which has Piezo electric valve at 2017 campaign. Fig. 6
shows the test result.

PROTOTYPING FOR REAL TIME FEEDBACK CONTROL OF PLASMA DENSITY.
Intend to evaluate new technologies, we have developed a feedback control system that complies with the
ITER standards and have used plasma density control
experiments. As complementary extension of KSTAR
control environments for the next generation experiment,
TAC-engine based new real time control infrastructure is
GPS receiver

IRIG-B

KSTAR PASS
Operation Sequence

IEEE 1588

KSTAR Timing

ITER Timing

Milimeter-wave
Interferometer

AI

SDN

Host controller

TSC #1
SD

2nd detector

AI

Host controller

SDN

Real Time
Processing
node##

AI

Host controller

FUEL

N

SD
N

TSC #2
H-alpha
Diagnostics

AIO

AIO

SMBI

SDN

Figure 5: Entire system layout for real time feedback control on plasma line density. Each host controller calculates the
plasma line integrated density and transmits the density data to a remote processing node through the SDN interface.
The RTP node publishes the final control command so that the Topic to Signal Convertor (TSC) generates voltage value
for local devices.
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Abstract
The TANGO Alarm System, based on an efficient
event-driven, highly configurable rule-based engine
named AlarmHandler, has undergone a deep refactoring.
The dedicated MySQL database has been dropped; the
TANGO database now stores all the configuration
whereas the HDB++ historical database keeps all the
alarms history. Correlating alarms with any other
engineering data is now much simpler. A dynamic
attribute is provided for each alarm rule; this allows to
easily build a hierarchy of AlarmHandlers. The
AlarmHandler manages Attribute quality in the alarm
rules and provides possible exceptions resulting in alarm
evaluation. Mathematical functions, such as sin, cos, pow,
min, max and ternary conditionals are available in the
alarm formulae. The TANGO AlarmHandler device server
is now based on the IEC 62682 standard.

INTRODUCTION
An alarm system is a tool that allows to notify operators
of abnormal process condition or equipment
malfunctions. The alarm system plays a central role in
increasing uptime and overall service quality in the
control systems of the Elettra and FERMI accelerators. In
particular, the alarm system allows operators to be early
notified of possible major faults, and to take the necessary
action to prevent them.
Building on the experience matured during several
years of use, with thousands of alarms deployed, a
number of improvements and new functionalities for the
TANGO alarm system have been designed and
implemented.

EVOLUTION OF THE TANGO ALARM
SYSTEM
The first alarm system for TANGO has been developed
at Elettra in 2004 [1]. The main requirements identified
were:
• easily configurable at runtime
• support for complex alarm rules, with logical, binary,
mathematical operators and functions
• support for alarm rules based on values gathered
from multiple subsystems
• consistency of alarm states between multiple clients.
Named Alarm Collector, the TANGO device was
designed to be completely asynchronous, exploiting the
freshly added publish/subscribe support in TANGO.
Every attribute involved in the formula is subscribed for
the change event; when the Alarm Collector receives a
new event, the evaluation of all the matching alarm
formulae is triggered. The state of alarms was exposed to
clients as an array of strings, containing all the necessary
information: the actual condition of the alarm, the

acknowledge flag, the timestamp, the severity, the group
and the optional message associated to the alarm.
During 2008 the Alarm System undergo the first
refactoring. GNU Flex and Bison, used as lexical scanner
and parser, have been replaced with a novel parser
developed with the Spirit Parser Framework [2], an object
oriented recursive descendent parser generator
implemented
using
template
meta-programming
techniques. As part of the Boost libraries, the Spirit Parser
is written in C++, and use operator overloading to
compose parser objects. The alarm parser has been
implemented to build an Abstract Syntax Tree (AST) as
the result of the parsing of the formula. Thus, each alarm
rule is parsed only once at device initialization, and the
evaluation is done using the AST, that results in better
performance.
Furthermore, the capability to store the history of
alarms, including the state and message, into a dedicated
MySQL database has been added. The original schema
included two tables: the ‘description’ table, to store the
configuration, and the ‘alarms’ table, keeping track of the
alarm history.
The possibility to execute a TANGO command as the
alarm condition changes has been added. Two different
commands can be configured, the first to be executed
when the alarm condition changes from NORMAL to
ACTIVE, the second when it changes from ACTIVE to
NORMAL. The commands may have no input parameter
or DevString input parameter. In the second case, the
DevString is filled with the alarm name, group, message
and the values that triggered the alarm condition using a
‘key=value;’ representation.
Also, the support to email notification triggered by
alarm state change has been added. A new TANGO
Device, named AlarmMail, has been developed in Python,
providing mailing capabilities. This device provides a
phonebook and a mailing list that can be associated to
alarm groups. The commands SendAlarm and
SendNormal, which accept a DevString argument, allow
to send emails reporting an alarm or a normal notification.
These commands can be configured as the actions to be
triggered by the alarms to provide email notification.

DESIGN GUIDELINES
A number of requirements has been taken into account
during the design phase of the deep refactoring of the
alarm system:
• drop the dedicated MySQL database used to store the
configuration and the history
• save the alarm configuration in the TANGO DB
• save the alarm history using HDB++ [3]
• use the state of an alarm in the formula of another
alarm
• comply to the IEC 62682:2014 standard
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• extend

the formula parser to support more
mathematical and logical functions
• disable/enable alarms at runtime
• share, if possible, a common set of interfaces and
functionalities with PyAlarm (PANIC’s device
server) [4], allowing to use the PANIC GUI.

ALARMHANDLER
The new device server, core of the alarm system, has
been named AlarmHandler.

Interface
One of the key functions in the upgrade of the TANGO
Alarm System is to create one dynamic attribute for each
alarm rule. The attribute allows to asynchronously notify
clients interested in alarm changes, with the granularity of
one alarm. In fact, every attribute representing an alarm
can push events when its state changes. Clients can
subscribe for the events of the alarm attributes they are
interested into, or all the alarm attributes, and be notified
asynchronously. Clients can be graphical user interfaces,
notifiers, other AlarmHandlers or any TANGO device in
general.
To code useful information in the alarm attributes, the
IEC 62682:2014 [5] standard has been adopted: the alarm
attribute is a DevEnum TANGO data type and the
possible values are NORM, UNACK, ACKED, RTNUN,
SHLVD, DSUPR, OOSRV. Thus, the alarm attribute, in
addition to the basic normal/abnormal process condition
information, also carries the information whether the
alarm is acknowledged and enabled. Furthermore, the
quality of the attribute can be consistent with the quality
of attributes involved in the formula, and an exception can
be thrown in case the formula cannot be evaluated.
Exceptions, in fact, can occur for multiple reasons, being
generated by the TANGO attributes in the formula or by
the parser.
To support shelved (SHLVD) and out-of-service
(OOSRV) alarm values, some commands have been
added to the AlarmHandler device. The Disable command
permanently disables an alarm, until the Enable command
is issued. The Shelve command temporarily disables an
alarm, and its evaluation and notification, until the
configured shelve time expires or Enable command is
issued.
An additional attribute, named alarmSummary, has
been implemented containing all the alarms information
represented as an array of strings, one string for each
alarm configured in the AlarmHandler. The strings are
formatted using a ‘key=value;’ syntax, as in the following
example:
‘tag=alm_name;state=NORM;priority=FAULT;time=
2017-10-10 16:45:00.000;formula=(a/b/c/d==ON);
message=msg’.
This allows graphical user interfaces interested in
managing all the alarms configured in one or more
AlarmHandlers to easily retrieve the whole bunch of
information.
Moreover, to retrieve the detailed state information of a
single alarm, the command GetAlarmInfo has been
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implemented. Additional information is returned, such as
attribute quality, alarm counters, groups and attribute
values. Attribute values, in particular, contain all the
attribute values, or exceptions, resulting from the last
evaluation of the formula, coded as a JSON string. A
replacement of the alarmSummary attribute and
GetAlarmInfo command with an implementation based on
a TANGO DevPipe, introduced since Tango 9, is under
evaluation.

Alarm Configuration and Alarm History
The original TANGO alarm system used a dedicated
MySQL database to store alarm configuration and alarm
history. This additional component can possibly be
avoided, since the configuration can be stored into the
TANGO database, and, with the new dynamic attribute
design, the alarm history into the TANGO historical
database.
Since the new design provides one attribute for each
alarm, Attribute Properties are the best place to store the
configuration: for every alarm attribute, the properties to
store the formula, the message and all the other optional
parameters can be easily created and managed with Jive,
as shown in Fig. 1, or programmatically.

Figure 1: Configuration in attribute properties.
In the AlarmHandler device, the alarm dynamic
attributes are configured to push events every time the
attribute value changes; they can be easily, and suitably,
archived using HDB++, taking advantage of the existing
tool. Thus, the alarms history can be easily correlated
with any other data archived with HDB++. Figure 2
shows the correlation between the state of an alarm and
the value of one attribute used in the alarm formula. The
specific configuration is the one shown in Fig. 1 for the
alarm
archiving_hdbpp_mod,
which
requires
archiving/hdb++archiver2/mod/attributeNokNumber
to be greater than zero for more than 20 seconds
(on_delay property). Shelved time is 60 seconds.In
particular, the following 4 situations can be seen in Fig. 2:
(1) After 20 seconds of abnormal process condition, the
alarm state changes to UNACK, then the Acknowledge
command is issued; then the process condition returns to
normal.
(2) After 20 seconds of abnormal process condition the
alarm state changes to UNACK, then when the process
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condition returns to normal the alarm state changes to
RTNUN, and after the Acknowledge command to NORM.
(3) After the Shelve command the status of the process is
ignored; after 60 seconds (shlvd_time property) the state
returns to NORM.
(4) After the Disable command the status of the process
condition is ignored, until the Enable command is issued.

Figure 3: AlarmHandlers hierarchy.

PERFORMANCE
Figure 2: HDB++ history plot of one attribute (blue line)
and of the alarm depending on its value (black line). It is
possible to see the effect of the Ack, Shelve and Disable
commands in different conditions.

Alarm Formula
Some work has been done to extend the parser and
support more predicates. The mathematical functions
‘sin’, ‘cos’, ‘pow’, ‘min’, ‘max’ are now supported.
Adding additional mathematical functions is easy and can
be done whenever a new requirement arise.
The support for ternary conditionals has been
implemented, with the following syntax: (expr1 ? expr2 :
expr3). If expr1 evaluates to true than expr2 is evaluated,
otherwise expr3 is evaluated.
Also, support for the quality of attributes has been
added to the parser. Now it is possible to use the syntax
name/of/device/attr.quality in formulae, and it evaluates as
the integer number of the DevEnum quality. Furthermore,
the syntax ‘quality(expression involving attributes)’ is
allowed and evaluates as the combination of the quality of
attributes in the expression. The result will be:
• INVALID if at least one attribute is invalid
• otherwise, ALARM if at least one attribute is in alarm
• otherwise, WARNING if at least one attribute is in
warning
• otherwise, CHANGING if at least one is changing
• otherwise it is VALID.
To simplify the use of alarm attributes in another alarm
formula the following syntax is supported:
• name/of/device/almattr.alarm, which evaluates true if
it is equal to UNACK or ACK
• name/of/device/almattr.normal, which evaluates true
if it is equal to NORM or RTNUN
With one attribute for each alarm, and the additional
syntax described above, it is possible to build a hierarchy
of AlarmHandlers as depicted in Fig. 3.

Currently one instance of the novel AlarmHandler
device is under test at Elettra. Almost 1000 alarms are
configured, with very different number of attributes
involved in the formula, spanning from just one to more
that 30. Alarms have been evaluated ~10000 times in ten
minutes of execution. An alarmFrequency attribute has
been implemented that returns the number of times each
alarm has been evaluated; the distribution for the test
described above, shown in Fig. 4, has a peak of ~200
evaluations for one alarm.

Figure 4: Number of times each alarm has been evaluated
in 10 minutes.

Some attributes in the Elettra/FERMI control systems
are configured to push events 50 times per second: in no
case events are missed, and alarm formulae are always
evaluated when triggered.
The CPU load of the AlarmHandler is comparable to
the load of similar device servers running on the same
machine. In details, the CPU load is not more than 1%
when no polling is configured on the device, when
running on a virtual machine configured to use 8 cores
and 4 GB of RAM. The hardware running virtual
machines is a recent industrial PC with Intel Xeon CPU,
model E5-260 v2, with a 2.60 GHz clock. Around 200
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TANGO device servers, mostly written in C++ and some
in Python, are running on the same virtual machine, and
the global CPU usage is reported to be idle for more than
90% of the time.

• AlarmHandler

•

PANIC INTEGRATION
A comparative analysis of the existing Elettra Alarm
System and PANIC [6], the Python-based Alarm System
developed at Alba, has been carried out. The minimum set
of functionalities to be supported, and the common API
for clients have been identified, and are reported in
Table 1, together with the current implementation in the
two tools.

•

•

Table 1: AlarmHandler-PyAlarm Comparison
Alarm
configuration
Alarm
attribute
names
Alarm
grouping
method

Alarm actions
and
notifications

Interface:
enum values

Interface:
attributes and
commands

AlarmHandler

PyAlarm

Attribute properties

Device/Class/free
properties

“name”, “formula”,
“level”, “message”

“tag_name”, “formula”,
“severity”, “description”

grouped using
“group” alarm
property
properties
“on_command” and
“off_command”
used to specify
commands to be
executed in the
NORMAL ->
ACTIVE and
ACTIVE->
NORMAL
transitions.
These commands
can be used to send
email notifications.
NORM, UNACK,
ACKED, RTNUN,
SHLVD, DSUPR,
OOSRV
one DevEnum
attribute per alarm +
one string array per
each alarm state
with the list of
alarms in that state

grouped separating
alarms belonging to
different groups in
different PyAlarm
instances
property “receivers” that
can be: ACTION, an
email address or a phone
number.
ACTION(state,
expression) is used to
execute the expression
(sending commands or
writing atributes) when
the state specified is
reached.
Email address or a phone
number are used to send
notifications on every
alarm state change.
boolean attributes

one bool attribute per
alarm + string arrays
with coded information
in it and list of alarms in
that state

A study, with the purpose of providing some
commonalities between the two alarm system
implementations, is ongoing. With the pre-requisite to be
compliant to the IEC 62682:2014 standard, a first analysis
lead to the following results:
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•

•

and PyAlarm store the alarm
configuration in different ways, but this does not
affect the functionality
alarm attributes names need to be shared; the
following minimal common set has been defined,
according to the standard: “tag”, “formula”,
“priority”, “message”
both grouping method should be supported: using a
‘group’ alarm attribute and separating alarms in
different AlarmHandler devices
AlarmHandler needs to support a more general
“annunciators”
property
than
just
“on_command”/”off_command”; a syntax like the
one supported by PyAlarm should be implemented in
order allow actions and notifications on every state
transition
PyAlarm needs to support the same enum values and
labels defined by the IEC 62682:2014 standard for
dynamic alarm attributes, as AlarmHandler do
To support generic alarm GUIs both systems provide
the alarmSummary attribute and the GetAlarmInfo
command.

CONCLUSION
Refactoring the TANGO Alarm System improved
performance and functionalities, and aligned the tool to a
well established international standard. Moreover, the
TANGO collaboration will benefit from the
standardisation effort between the AlarmHandler and
PyAlarm, a work that has just started and will continue
with the integration of additional functionalities. The
upgrade of the Alarm graphical user interface developed
at Elettra, base on QT, is also foreseen.
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Abstract
TANGO HDB++ is a high performance event-driven
archiving system which stores data with micro-second
resolution timestamps, using archivers written in C++.
HDB++ currently supports MySQL and Apache Cassandra
back-ends but could be easily extended to support additional
back-ends. Since the initial release many improvements and
new features have been added to the HDB++. In addition to
bug-fixes and optimizations, the support for context-based
archiving allows to define an archiving strategy for each
attribute, specifying when it has to be archived or not. Temporary archiving is supported by means of a time-to-live
parameter, available on a per-attribute basis. The Cassandra
back-end is using Cassandra TTL native feature underneath
to implement the time-to-live. With dynamic loading of specific libraries switching back-ends can be done on-the-fly
and is as simple as changing a property. Partition and maintenance scripts are now available for HDB++ and MySQL.
The HDB++ tools, such as extraction libraries and GUIs,
followed HDB++ evolution to help the user to take full advantage of the new features.

INTRODUCTION
The HDB++ TANGO archiving system [1, 2] is a tool
that allows to store the attribute values in a TANGO based
control system into an historical database, exploiting the publish/subscribe TANGO capabilities. The publish/subscribe
paradigm is available in TANGO via the event subsystem.
More in detail, the archive event is provided for archiving purposes and can be triggered on threshold comparison and/or
periodic basis. The HDB++ architecture is fully event based;
therefore, a part of HDB++ setup consists of conveniently
configure TANGO devices to send events as required. The
TANGO archiving system consists of two main components,
namely the EventSubscriber TANGO device, or archiving
engine, and the ConfigurationManager TANGO device, that
simplifies archiving configuration and management. The
HDB++ also provides the libraries to interface the supported
back-ends, libraries for data extraction and some graphical
user interfaces for configuration and data visualization. The
typical HDB++ setup is shown in Fig. 1.

NEW FUNCTIONALITIES
In addition to bug-fixes and optimisations, a number of
new functionalities and improvements have been developed
for the HDB++ archiving system.
∗

lorenzo.pivetta@elettra.eu

Figure 1: Typical HDB++ setup.

Context-based Archiving
The support for context-based archiving allows to define
an archiving strategy for each attribute. A strategy is the
list of contexts for which the attribute has to be archived.
When an EventSubscriber is set to a context, only attributes
that have this specific context in their strategy are archived,
and all the remaining attributes are automatically stopped.
The strategy configuration for each attribute is saved in
an EventSubscriber property named AttributeList, using a
“name=value” approach, where the name is “strategy” and
the value is a list of context labels separated by “|”. Some
attribute configuration lines, taken from the AttributeList
property, are shown in Table 1; it is worth noting the use
of the Fully Qualified Device Name (FQDN) to identify
each attribute, allowing an EventSubscriber to archive data
coming from different TANGO facilities.
Table 1: AttributeList Property Configuration Excerpt
tango://srv-tango-srf.fcs.elettra.trieste.it:20000/eos/climate/ ←18b20.01/state; strategy=RUN|SHUTDOWN
tango://srv-tango-srf.fcs.elettra.trieste.it:20000/pil/laser/ ←evops.01/state; strategy=RUN

The list of the context labels can be defined as TANGO
database free property, and/or as class property and/or as
device property named ContextsList. Whenever defined, device property setting overrides class property which in turn
overrides free property. The ContextsList property contains
an array of strings, specifying available context names, with
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optional descriptions; the default value, that can be changed
by the user, is shown in Table 2. An additional class/device

Table 3: AttributeList Property Configuration Excerpt, Specifying Time-to-live

Table 2: Default Value for ContextsList Property

tango://srv-tango-srf.fcs.elettra.trieste.it:20000/eos/climate/ ←18b20.01/state; strategy=RUN|SHUTDOWN; ttl=8760
tango://srv-tango-srf.fcs.elettra.trieste.it:20000/pil/laser/
←evops.01/state; strategy=RUN; ttl=24

ALWAYS:Always stored
RUN:Stored during run
SHUTDOWN:Stored during shutdown
SERVICE:Stored during maintenance activities

property, named DefaultStrategy, allows to specify the default archiving strategy for all attributes. The default applies
whenever not overridden by the attribute configuration. The
default value for DefaultStrategy is ALWAYS.
The EventSubscriber device exposes a read-write memorised attribute, named context, to keep trace of the current
running context. The context attribute is also exposed in the
ConfigurationManager device to allow changing the context
of all the managed EventSubscriber devices.
The effectivness of contexts can be easily noted in Fig. 2,
where the number of events per minute (attributeRecordFrequency statistic) for three archivers of the FERMI lasers are
shown. These complex laser systems count a large number
of equipments that are selectively used, with respect to the
desired laser functionality. The contexts, mapping different
laser functionalities, have been defined and deployed during
the August shut-down period, together with the archiving
strategies for the attributes. The adoption of context-based
archiving led to a significant decrease of the archiving rates,
as just the context relevant attributes are archived at any time.

attributes have been added to the EventSubscriber Class to
get/set time-to-live on each attribute configuration.
Deleting expired data is delegated to the back-end, with
different implementations betweeen MySQL and Cassandra [3, 4]. For MySQL, a new column has been added to
the att_conf table, and deletion is performed by an external
program, running periodically, comparing the current time
with the data timestamp plus the time-to-live. Cassandra
natively allows to set a time-to-live parameter for each data
and manages deletion internally.

Disk Usage
To reduce disk usage, when required, HDB++ can be
configured with a reduced MySQL schema. Some of the
columns of the tables used to support TANGO data types
have been made optional: two of the three timestamp
columns, e.g. the TANGO event timestamp and the insertion
timestamp, the attribute quality and the error description
carried by the event. If lightschema=true is specified in
the LibConfiguration property, the archiving engine drops
the support for "insert_time", "recv_time", "quality" and
"att_error_desc_id" columns in all tables. Otherwise, at device startup, the library implementing the HDB++ MySQL
schema checks the tables for "insert_time", "recv_time",
"quality" and "att_error_desc_id" columns and builds a map
with the information on which optional column is configured
in which table.

Back-end Configuration

Figure 2: Archiving rates decrease with context-based
archiving for FERMI laser systems. Graph plotted with
eGiga2k web based tool.

Time-to-live
The support for temporary archiving has been added to
the HDB++. A time-to-live parameter, expressed in hours,
can be defined on per-attribute basis, and is saved as part
of the attribute archiving configuration in the AttributeList
device property, in the form "key=value". An excerpt of
an AttributeList property, with the time-to-live specified, is
depicted in Table 3. A number of TANGO commands and

Configuration for different back-ends is supported via the
LibConfiguration property; a specific set of key=value entries can be specified for each back-end. The libraries implementing the back-end are now dynamically loaded. The
library implementing the interface, libhdbpp, parses the configuration stored in the LibConfiguration property, extracts
the libname key and loads the shared object. Thus, to change
an archiver back-end it is sufficient to change the libname
key in the LibConfiguration property and restart the device.
Moreover, the interface in the libhdbpp library has been
changed to return errors in the back-end functions as exceptions, that can be reported to the EventSubscriber and
ConfigurationManager devices. The C++ libraries are now
generating meaningful errors, carrying the full error stack
and error description, whenever a problem on the database
back-end arises.
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Graphical User Interfaces
Both the Java based Configurator GUI and HDB++
Viewer GUI have been improved. The Configurator GUI
supports specifying per-attribute archiving strategies and
time-to-live. The HDB++ Viewer can now display the at-
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having the most recent timestamp are tombstones, no data is
returned to the user for these rows. This mechanism prevents
"data resurrection" whenever a node was temporarily down
at the time the data have been deleted. Then, the tombstones
will be deleted by the Cassandra compaction mechanism
after a configurable amount of time (gc_grace parameter).
Cassandra versions older than 2.2.10, 3.0.13 and 3.11.0 are
impacted by a bug [5] which could lead to data resurrection after a while. The ESRF historical data archive, being
based on Cassandra version 2.2.9, have been affected by this
bug after the introduction of the new time-to-live feature.
Upgrading Cassandra is reported to solve this bug.

HDB++ AT ELETTRA/FERMI

Table 4: HDB++ Deployments at Elettra/FERMI
Elettra

tribute configuration history and attribute quality factor.
Also, makes use of the "Display Unit" and "Conversion
factor" as specified in the attribute configuration; a screenshot of HDB++ Viewer showing attribute configuration is
depicted in Fig. 3.
A web-based viewer for HDB++, currently supporting
Cassandra back-end, is under development at MaxIV. The
front-end is based on node.js, Babel, React and Redux and
managed by Webpack, whilst the back-end uses aiohttp and
Boker/datashader. A screenshot is shown in Fig. 4.

EventSubscriber instances
ConfigurationManager instances
Nr. of attributes archived
Average events/minute rate

10
1
~2200
~1200

FERMI

Figure 3: Java based HDB++ Viewer GUI.

HDB++ is used at Elettra synchrotron and FERMI free
electron laser (FEL). A virtual host for each particle accelerator is dedicated to running the MySQL back-end, the
EventSubscriber and the ConfigurationManager TANGO
devices. The Elettra setup consists of ten EventSubscribers and one ConfigurationManager, archiving a total of 2200 attributes. The average archive event rate is
1200 events/minute. For the FERMI FEL, three ConfigurationManager devices have been deployed, dedicated to
the accelerator, the lasers and the photon optical sampling
systems. A total of 39 archiver instances take care of more
than 8100 attributes. The numbers for Elettra and FERMI
are summarised in Table 4. The current size of the historical

EventSubscriber instances
ConfigurationManager instances
Nr. of attributes archived
Average events/minute rate

39
3
~8100
~7300

archive on disk is about 400 GB for FERMI.
Figure 4: HDB++ web-based Viewer GUI under development at MaxIV.

CURRENT ISSUES
Cassandra being a distributed database, a special mechanism based on "tombstones" is used to delete data. When
a row is deleted in Cassandra, this actually triggers the insertion of a tombstone identifying the row(s) to be deleted,
with the timestamp associated to the delete. The data is
not immediately deleted. When a user requests rows which
have been deleted, Cassandra will compare the rows coming
from different nodes and their associated timestamps and
return those having the most recent timestamp. If the rows

HDB++ AT ESRF
HDB++ deployment at ESRF is based on 36 EventSubscriber instances, archiving more than 8200 attributes into a
Cassandra back-end, featuring six Cassandra nodes, release
2.2.9, in two different data centers. The first data center is
dedicated to operations and accessible for writing by the
archivers; the second is devoted to analytics. Moreover, the
same Cassandra back-end is used for both the accelerator and
the beamlines. The current setup is depicted in Fig. 5. The
number of attributes and average number of archive events/s
in the last three years are shown in Fig. 6. Apache Spark has
been installed on the analytics data center; a simple Spark
cron job, written in SCALA, computing simple statistics and
storing the results in a special Cassandra table is running
once a day. These results are not yet exploited but could
TUPHA166

Software Technology Evolution

803

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Figure 5: Current HDB++ deployment at ESRF.
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tem. Attributes are being migrated gradually from pollingbased archiving to HDB++, but the legacy archiving system
may be still running for some years. To allow both systems
to coexist, ALBA added methods to configure HDB++ and
extract data to the PyTangoArchiving library and adapted
the GUI, based on Taurus [6], to be able to plot data from
both archiving systems. A screenshot of the Taurus based
GUI is depicted in Fig. 7.

Figure 7: Taurus based GUI developed at ALBA.
Figure 6: Number of archived attributes and events/s trends.

be used in the future by the HBDViewer GUI to prevent
huge queries from the users and display only statistics in the
appropriate case. For instance, if a user requests one year of
master source frequency attribute, which is stored 3 times
per second in average, the GUI will display only the 365
statistics computed for each day (min/max/average/standard
deviation values, number of records for the day, number of
errors stored for the day). The user will then hopefully be
able to refine the query to get a more reasonable amount of
data. Currently, the size of the historical database is about
850 GB.

HDB++ AT ALBA
HDB++ has been deployed at the MIRAS beamline (2016).
It currently consists of one EventSubscriber instance with
two devices archiving 160 attributes, 20 of them archived
every 200 ms. Beamlines archiving is not centralized at
ALBA, running instead small virtual database servers for
each of them.
A "lite" version of the MySQL schema has been applied
to reduce the disk footprint and memory requirements of an
HDB++ database. The timestamp precission has been limited to milliseconds and modified to use native MySQL types
(DATETIME). It allowed to halve the size of table indexes
and apply monthly table partition. This setup allowed to
load table indexes on RAM, improved overall performance
and enabled online decimation of older data. The yearly disk
footprint has been reduced from 70GB to 37GB.
A new HDB++ archive (MySQL) has been recently deployed for the Radiofrequency and Diagnostics archiving sys-

REPOSITORY AND DOCUMENTATION
The HDB++ source code repository has been migrated from Sourceforge to Github. The current release, as well as the development branch, are available
at: https://github.com/tango-controls and will in
short be available as a dedicated organisation at Github [7].
Improved README and INSTALL instructions are available for each HDB++ component, as well as the Debian
package build scripts. Moreover, building the HDB++ has
been moved from simple Makefile to cmake. The project
documentation has aligned to the TANGO Collaboration
standard, and is now available on readthedocs [8].
Finally, pre-release Dedian packages are available at bintray [9].

CONCLUSION
At present, the HDB++ archiving system is in production at both Elettra/FERMI and ESRF sites since more than
four years, and recently at the ALBA Synchrotron. The
latest developments brought in some new functionalities
to increase efficiency and optimise historical data management, improved flexibility for back-end configuration and
more effective graphical user interfaces. Building scripts
for Debian packages are available for HDB++, managing all
dependancies and simplifying installation.
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TANGO WEB ACCESS MODULES AND WEB CLIENTS FOR NICA
CONTROL SYSTEM
Georgy Sergeevich Sedykh, Vladimir Gennadjevich Elkin, Evgeny V. Gorbachev, JINR, Dubna,
Russia
Abstract
NICA (Nuclotron-based Ion Collider Facility) is a new
accelerator complex designed at the Joint Institute for
Nuclear Research (Dubna, Russia) to study properties of
dense baryonic matter. The report describes Tangomodules designed at JINR to provide web-access to
Tango-based control system. RestDS is a lightweight
Tango REST service, developed in C++ with Boost and
OpenSSL libraries. It implements Tango REST API and
Tango JINR REST API; WebSocketDS is a lightweight
Tango WebSocket service, developed in C++ with
WebSocket++, Boost and OpenSSL libraries. It
implements Tango attributes reading and command
executing through WebSockets. The report also gives
examples of web client applications for NICA control
system, using these services.

INTRODUCTION
The Nuclotron-based Ion Collider fAcility is a new
accelerator complex being constructed at JINR. It is
aimed to study the properties of nuclear matter in the
region of the maximum baryonic density. It includes
injection complex, new superconducting booster
synchrotron, the existing superconducting heavy ion
synchrotron Nuclotron, collider having two new
superconducting rings and new beam transfer channels
[1]. NICA accelerator complex general scheme is shown
in Fig 1.

Figure 1: NICA accelerator complex general scheme [2].
NICA control system is based on Tango Controls
framework - free open source device-oriented controls
toolkit for controlling any kind of hardware or software
and building SCADA systems [3]. The client applications
are traditionally developed using LabView or Taurus
frameworks.
In recent years, there has been a rapid development of
web technologies. Now there is an opportunity to develop
cross-platform, flexible, fast and convenient web
applications. The idea to create web client applications
for the control system seems to be promising. To achieve

this goal universal tools for communication between
Tango Controls and web clients are required. The most
common data transmit technologies are WebSocket and
REST.

WEBSOCKET
WebSocket is a computer communications protocol,
providing full-duplex communication channels over a
single TCP connection. It enables interaction between a
browser and a web server with lower overheads,
facilitating real-time data transfer from and to the server.
WebSocketDS [4] is lightweight tango module that is
used to communicate tango devices to the outside world
through the WebSocket. It was developed in C++ with
Boost, OpenSSL and WebSocket++. Requests and
responses are encoded in JSON.
WebSocketDS supports:
 Periodic attributes reading;
 Attributes reading on demand;
 Commands execution;
 Events subscription (change, periodic, archiving,
user);
There are several modes of WebSocketDS operation. If
the server mode is used, the server controls the
information, being red from tango. The client mode
means the user-defined data comes from server.
WebSocketDS is being operational in beam intensity
measurement system at the Nuclotron, and also in
injection complex diagnostic system. The WebSocketDS
general operational diagram is shown in Fig 2.

Figure 2: WebSocketDS general operational diagram.

REST
REpresentational State Transfer is set of architectural
principles to design web services that focus on system’s
resources. Every resource is identified by its Unified
Resource Locator (URL). URL is unique within controls
system. REST-compliant Web services allow requesting
systems to access and manipulate textual representations
of Web resources using a uniform and predefined set of
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stateless operations, defined in Hypertext Transfer
Protocol (HTTP).
Tango REST Application Program Interface
specification have been developed by Tango community
[5]. The current version is RC4. It specifies attribute
reading/writing,
command
executing,
properties
setting/getting,
pipes
reading/writing,
using
authentication, request and response format and error
handling.
RestDS [6] is a lightweight Tango module, designed to
provide access to Tango control system units through http
requests. It was developed in C++ with Boost and
OpenSSL. RestDS partially implements Tango REST API
RC4. It supports plain (http) and secured (https)
connections and basic authentication mechanism.
RestDS supports:
 To read/write single or multiple Tango attributes;
 To execute Tango commands with/without
parameters;
 To get devices, attributes and commands info;
 To browse devices, attributes and commands within
control system;
 Operations with Tango device properties and pipes
are being developed and tested.
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web desktop. Some web clients are in permanent
operation for more than 3 years, and have been
recommended as reliable and convenient applications.
The examples of NICA web client applications are
shown in Fig 4, 5 and 6.

Figure 4: Thermometry system web client application
screenshot.

RestDS is used in the control system of the NICA
superconducting magnets cryogenic test bench and in
beam diagnostic systems at the Nuclotron. The RestDS
general operational diagram is shown in Fig 3.

Figure 5: Satellite refrigerator control system web client
application screenshot.

Figure 3: RestDS general operational diagram.

WEB ACCESS CONTROL
For security reasons the custom permission control
system is used [7]. It implements the server-side rolebased Tango access control system. It also serves for
logging.

WEB CLIENT EXAMPLES
Web client applications are becoming widely
distributed within the NICA Control System. There are
simple JavaScript applications developed with help of
jQuery [8] and HightCharts [9] libraries, and there are
also complicated and flexible applications, developed
with Sencha ExtJS framework [10]. It allows to create
very flexible and powerful applications in the form of

Figure 6: Injection complex beam diagnostics web client
application screenshot.

PLANS
 To implement the Tango REST API RC4 fully
support to RestDS.
 To implement support of the industry-standard
protocol for authorization OAuth 2.0.
 To develop the comprehensive documentation.
 To develop the generic data web browser for Tango.
It should display historical data from HDB++ and
live data from Tango attributes.
 To develop built-in lightweight generic Tango web
client.
TUPHA167
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CONCLUSION
 Web client applications are cross-platform, welllooking and convenient;
 Web clients are widely distributed within the NICA
Control system;
 Tango web access modules have been developed to
provide universal way to communicate between web
client and Tango-based control system.
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IMPROVING THROUGHPUT AND LATENCY OF D-Bus TO MEET
THE REQUIREMENTS OF THE FAIR CONTROL SYSTEM
Dominic Day, Alexander Hahn, Cesar Prados, Michael Reese,
GSI Helmholtz Centre for Heavy Ion Research, Darmstadt, Germany
Abstract

Timing Network

In developing the control system for the FAIR
accelerator complex we encountered strict latency and
throughput constraints on the timely supply of data to
devices controlling ramped magnets. In addition, the
timing hardware that interfaces to the White Rabbit
timing network may be shared by multiple processes on a
single front-end computer. This paper describes the
interprocess communication and resource-sharing system,
and the consequences of using the D-Bus message bus.
Then our experience of improving latency and throughput
performance to meet the realtime requirements of the
control system is discussed. Work is also presented on
prioritisation techniques to allow time-critical services to
share the bus with other components.

The FAIR timing system uses White Rabbit to
distribute high precision timing events over a dedicated
Ethernet-based network. The complexities of clock
synchronization, signal latencies and network topology
are abstracted from the users of the timing system. The
high-level applications interact with the Data Master,
which maintains a schedule of events and distributes them
to Timing Receivers. Low-level applications interact with
the Timing Receivers located close to the equipment.
Equipment that controls a logically related set of
accelerator components is collected into a Timing Group.

INTRODUCTION
The White Rabbit based FAIR Timing System
developed at GSI [1] provides FPGA-based Timing
Receiver hardware for frontend computers. The SAFTlib
project (Simplified API for Timing) was designed to share
the resources of the Timing Receivers and provide a
stable interface that abstracts software clients from the
complexity of the timing system. The design goals are to:
•
•
•
•
•

Share the Timing Receiver hardware resources
Unify different underlying hardware.
Prevent applications creating conflicting events
Isolate applications from failures in other clients
Monitor hardware status
Interprocess communication between clients and the
SAFTlib process (saftd) is via the d-bus shared message
bus.
This paper describes the hardware and software
environment in which it is used and experiences in using
SAFTlib in a production environment. The primary focus
is on achieving the throughput and latency necessary to
operate the FAIR accelerators whilst maintaining the
flexibility and compatibility of the original SAFTlib
design.

FAIR ACCELERATOR ENVIRONMENT
The FAIR project will include a complex of
accelerators and a new control system is under
development [2]. The CRYRING low-energy storage ring
is being used to test and evaluate the control system
before retrofitting the existing GSI infrastructure and
equipping the new FAIR accelerators.

Frontend Controllers
The standard environment for the FAIR control system
is the Scalable Control Unit [3]. It provides an Intel 64-bit
CPU, Linux Operating System with realtime patches, an
FPGA Timing Receiver connected via PCI-express and
Wishbone. The timing software is also required to run on
other systems with greater processing power for Beam
Diagnostics, systems interfacing to hardware using a
VME Bus, and systems with USB-connected Timing
Receivers. The SAFTlib software aims to provide a
standard interface across multiple platforms.

Timing Receivers
The Data Master sends event messages over the White
Rabbit network shortly in advance of their planned
execution time. The Timing Receiver hardware matches
events against a set of conditions. The Event-ConditionAction (ECA) unit is responsible for generating actions
from incoming Timing Events. For equipment with hard
real-time requirements, hardware actions are used. These
send signals over a variety of bus interfaces directly to
equipment. An example is the trigger synchronization
event that is used to start waveform generators. For events
that can tolerate higher latency software actions can be
used. For example, sequence start events signal that a
device should be prepared for a new cycle and load data
for a later hardware trigger, a gap event can signal that
software has a period in which it may freely read the
status of equipment.

Function Generators
Central to the performance investigation is the
anticipated load from Function Generator units. These
generate arbitrary waveforms from a set of polynomial
coefficients and after D/A conversion control a variety of
magnet power supplies. The polynomials describe the
waveform in segments starting as 1ms in length. This
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representation was chosen over a value sequence or
coordinate representation to reduce the bandwidth
requirements. The requirement to support existing
equipment operating via MIL-bus forces the use of a
lower bandwidth representation.
The polynomial sequence is checked to ensure it will
result in a valid waveform before being sent to the
function generator. The function generator hardware has a
limited amount of memory and requires streaming from
the saftd driver during longer output ramps. The driver
must load a sufficient quantity of data into the function
generator and arm it before the trigger event is received.
The goals during initial testing were to supply 800
coefficient sets, 12 Function Generator channels in 25 ms.
This beam preparation time is acceptable for the
CRYRING tests. Further development will be required
to make more use of the streaming mode of operation.
Pre-loading the entire segment is however a good test of
the data delivery system.

SOFTWARE ENVIRONMENT
The FAIR accelerators are controlled by custom Javabased applications using the LSA (LHC Software
Architecture) framework [4] to manage the settings for
individual devices to fulfil the needs of experiments. This
upper layer generates settings for each device and a
Timing Schedule that specifies to the Data Master when
settings are to be applied. Applications may also receive
feedback by polling or subscribing to devices.
Software on the front-end computers is developed using
the Front End Support Architecture (FESA) – a
framework developed in collaboration with CERN [5] for
the development of C++ software. FESA software is
developed to a set of guidelines that provide a standard
interface that applications use to control and monitor
various types of hardware. An executable FESA binary
contains instances of a FESA class representing specific
devices and exposing settings and acquisition values to
applications. The details of which computer the software
is running on and how many devices that computer is
responsible for is largely hidden.
A typical FESA application might have:
• Software Event on Beam Preparation Event to load
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control the Timing Receiver and listen to Events without
disturbing each other.

SAFTLIB DESIGN
The interface to the timing receiver is managed by a
single process – saftd. This process contains the interrupt
handler and performs all communication to the timing
hardware over the PCI-express bus.
Clients connect to saftd via the d-bus Interprocess
Communication (IPC) standard. All clients request
conditions: Hardware Conditions for timing event to
hardware action and Software Conditions for timing event
to software action. Saftd checks requests do not create
conflicts between processes and compiles the set of
conditions to a format that may be sent to the ECA unit.
The timing receiver uses interrupts to signal incoming
data. The satfd interrupt handler is responsible for sorting
interrupts from different channels, requesting data and
forwarding it to the clients. By having only a single
process receive the interrupts and use the Etherbone
interface contention is avoided. (It is still possible for
another process, such as a legacy application, to use the
Etherbone interface and cause a conflict.)

Driver and Proxy Client Interface
Saftd provides an object-based interface for clients.
Objects exist in the saftd process and can be accessed via
d-bus IPC. Clients create Proxy objects that manage the
details of communication with saftd. The interfaces are
specified in XML format similar to the D-Bus reference
implementation but specialised to the expected use cases.
A code generation tool generates C++ code for both the
driver service and proxy side hiding the complexities of
interacting with the d-bus argument marshalling.
Drivers are part of the saftd process. Driver developers
must complete the implementation behaviour defined by
the interface definition and adapt to specific hardware.
Client applications link to a library containing Proxy
classes that handle all interactions on the message bus.
Clients can call methods, register for callbacks and read
properties. Properties are cached locally by the proxy;
changes to a property are sent on the bus to all registered
proxies.

settings
• An equipment-specific Hardware Event to trigger

SAFTLIB PERFORMANCE

pre-loaded settings
• A Software Event to read acquisition values from
hardware
• A Timer for status updates

For hard real-time requirements that need latencies of
microseconds or lower hardware events must be used.
These can reliably operate at very low latency, but
dedicated hardware has a longer development time and is
more costly and less flexible. Reducing the latency of
software events makes them useful to a wider set of tasks
and increases the flexibility of the entire control system.

A FESA software program may be responsible for
equipment in different Timing Groups and responding to
different Timing Events. Additionally there may be
multiple FESA binaries running on a single SCU. This
gives rise to the requirement that multiple processes can

The delay between a Timing Event triggering and the
hardware outputting to the SCU bus is of the order of
100 ps. A software interrupt in the Linux kernel has a
delay of the order of 100 μs. Figure 1 shows a distribution
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of latency measurements from hardware to the FPGA
softcore, Linux kernel, User-mode driver and FESA
processes.
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types and the SAFTlib d-bus implementation had to be
changed.
For the first investigation, file descriptors were used to
open a pipe between saftd and the client proxy which then
carried the waveform data.

Figure 1: Latency measured by oscilloscope.
Table 1 shows the approximate 95th percentile latencies
measured for the stages of a timing event notification
message. Significant outliers were excluded and are
discussed later in the prioritisation topic.
Table 1: Latencies (95th percentile): d-bus
Event
Timing Event to Interrupt Handler
Driver reads hardware
D-bus (de)marshalling
D-bus Transfer

Time
80 μs
80 μs
200 μs
600 μs

Proxy to FESA Eventsource
FESA Action Scheduler
Timing Event to FESA Action

100 μs
300 μs
1.5 ms

A particular performance issue is the handling of
simultaneous end-of-cycle interrupts. The Function
Generator unit can produce 12 simultaneous interrupts –
delays whilst processing these cause the software and
hardware state to disagree, which has caused faults where
hardware has been incorrectly shown as busy and new
data sets rejected.
The greatest gains can be achieved by optimising the dbus IPC mechanism. Sending a d-bus message requires
several context switches between user-space processes
and conversion of data objects to and from the d-bus wire
format. We investigated several areas looking for
improvements in transfer speed and average and worstcase latency.

Figure 2: Data Transfer speed: d-bus vs. pipe.
As seen in Fig. 2, this significantly reduced the time
taken for the data transfer, sufficiently to allow the control
system to operate CRYRING successfully during early
tests. However the setup time remains relatively high.

Grouping D-bus Operations
To take advantage of the higher throughput of the file
descriptor and pipe mechanism, SAFTlib was extended
with a Master Function Generator interface that is capable
of sending commands to and aggregating replies from
multiple function generator units in a single d-bus
operation.

Reducing D-bus Load
The SAFTlib design includes many actions and metrics
that may be used to monitor the status of the timing
receiver. The Function Generator signals state transitions
and data requests. Under high load it was found that
registering to these signal could use enough extra CPU
time to impair the performance of the critical events.
Figure 3 shows the effect on performance of running an
extra process that uses d-bus.

IMPROVMENTS INVESTIGATED
For most operations the size setting or acquisition data
is so small that latency dominates. When sending the
parameter sets for Function Generators, however, data
throughput was found to be too slow.

D-bus File Descriptor
The d-bus standard allows processes to share file
descriptors across the bus. As file descriptors are an index
that only works in the context of a single process, file
descriptors must be handled differently than other data

Figure 3: Data Transfer speed with concurrent d-bus users.
In the case of a 12-channel system, the Master Function
Generator interface reduces the number of d-bus calls per
cycle from 24 to 1 and the time taken from approx.
120 ms to under 25 ms.
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Multi-Session File Descriptor

D-bus Prioritisation

To avoid the overhead of transferring file descriptors
via a d-bus transaction for each data exchange the d-bus
mechanism can be used to create a persistent pipe. The
driver and client must agree on a protocol for the data
stream and more care must be taken. This makes the
approach most suitable for the triggering of software
events in the FESA framework. Using d-bus only for the
initial negotiation phase produced the results in Table 2.
Table 2: Latencies (95th percentile): pipe
Event
Timing Event to Interrupt Handler
Driver reads hardware

Time
80 μs
80 μs

Pipe Transfer
FESA Action Scheduler

50 μs
350 μs

Timing Event to FESA Action

600 μs

Bypassing the d-bus mechanism gives significant
performance gains but care must be taken to avoid
conflicts. Interrupt-driven driver to client events are safe;
client requests to the driver are no longer forced to be
sequential by d-bus so access to hardware must be
checked. Further work is planned in this area.

WORK IN PROGRESS
System Priorities
In a real-time system worst-case latency is important as
late delivery of certain events is a failure. A single FESA
binary may have tens of threads at many priority levels.
Optimizing the relative priorities of the front-end
processes will help ensure correct operation at higher
CPU loads. Continuous high load needs to be avoided by
limiting the tasks assigned to an SCU. Prioritisation can
only mitigate the impact on critical services in the
absence of a true real-time operating system.

Saftd Internal Priorities
The initial design of Saftlib has a single process and
thread responsible for interrupt handling, servicing IPC
requests and interacting with the hardware devices. This
guarantees there is no contention on the Etherbone bus
but does not deliver optimal performance. Introducing
multithreading into a system introduces the complications
of locks and shared resources. The first steps to a more
parallel concept are the identification of critical pathways,
identification of isolated components and identification of
low-priority activities.
• High priority Software Action where delays cause

failure.
• Generic
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Software Action where best-effort is
acceptable.
• Idle Software Actions which may be re-scheduled
until resources are available.

A typical system may have time-critical actions to
control hardware and less-critical actions for monitoring
and diagnostics. D-bus itself does not support
prioritisation of messages. However, there is a system bus
and a user bus. This allows for two categories of message
that can be kept separate.

Kernel D-bus
Since the d-bus daemon is a user process, a d-bus
transaction will switch between kernel and user mode
several times. Kernel d-bus incorporates the d-bus
services into the Linux kernel and promises significant
latency reductions. The requirement to backport kernel
changes to the deployed Linux version has prevented
further investigation at the moment.

Data Acquisition Support
Further improvements to the function generator
hardware will include a Data Acquisition mode to provide
feedback for the control system. It may be possible to
integrate bi-directional streaming.

CONCLUSION
In this paper we have presented the current state of the
SAFTlib Timing Interface, examined some of its
performance characteristics and a number of ways of
improving the throughput and latency characteristics.
Improving the response speed of SAFTlib is required for
the later stages of the FAIR project.
There are several ongoing investigations that aim to
improve performance, both globally and targeted at
specific use-cases, whilst retaining a flexible API that can
handle multiple client processes and heterogeneous
hardware.
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TANGO BASED SOFTWARE OF CONTROL SYSTEM OF LIA-20
A. Senchenko†1, G. Fatkin1, S. Serednyakov, P. Selivanov
Budker Institute of Nuclear Physics, Novosibirsk, Russia
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Abstract
The linear induction accelerator LIA-20 for
radiography is a pulsed machine designed to provide three
consecutive electron bunches. Since every pulse is a
distinctive experiment, it is of high importance to provide
coherence of the facility state and the experimental data.
This paper presents overall software architecture.
Challenges and particular approaches to designing of a
pulsed machine control system using Tango are discussed.

LIA-20 PROJECT
Linear Inductor Accelerator LIA-20 is designed to
produce three electron bunches with energy up to 20
MeV, current up to 2 kA and lateral size after focusing on
the target less than 1 mm. It is planned to provide three
consecutive bunches, with one of them divided into 9
angles. The accelerator will be used for the flash X-Ray
radiography.
LIA-20 consists of the injector, 30 “short” accelerating
modules (SAM) and 12 “long” ones (LAM). Injector
generates beam with the energy up to 2 MeV. SAM
increases the energy by 0.33 MeV and LAM increases the
energy by 0.66 MeV. The total length is about 75 meters.
Control units are placed along the installation. All units
are based on uniform VME crate and connected via
Ethernet. Structure of the control system is described in
detail in [1].

DATA RATES
All channels could be divided into following groups:
Fast. All measurements faster than 10 us: voltage on
inductor, currents on lenses and beam position monitor.
Slow. This group includes measurements with duration
up to several milliseconds (charging device, degaussing
current).
Timing. These channels provide all devices with proper
start pulse.
Interlock. These channels belong to subsystem that
prohibit experiment in case of component malfunction or
failure [2].
Channel type
Fast
Slow
Timing
Interlock
Technological control

______________________________________________

†

Technological controls. This group incorporates
vacuum controls, optical system alignment, control of
power supplies.
First four groups are bound to machine cycles, while
the last one is continuous. Tables 1 present the summary
of channels and data rates. Estimation provided for onebunch cycle.

SOFTWARE OVERVIEW
Experience of LIA-2 [3] shows that use of widely-used
control system software could reduce costs. Taking into
account that LIA-20 is more sophisticated than LIA-2 it
could be crucial.
After some studies it was decided to use TANGO
controls. A lot of tools (like rapid UI prototyping, Archive
service, macros) are available out-of-the-box or in the
form external library.

User Software
User applications are created using Python language
and PyQt/PyTango/Taurus libraries. There are two types
of user application: “engineer” and “operator's”. The first
one provides access to “raw” tango device. It is designed
for developing and testing purposes. The second one is
high-level application that interacts with multiple tango
devices and hides implementation details. Examples of
operator’s applications is shown in Figure 1.
Mimic Diagram prototype visualizes a summary of all
subsystem's states. It is based on PyQt/QWebKit and
SVG. The use of SVG allows to utilize ordinary vector
editors like Inkscape to create and modify diagram.
Time Editor is a prototype of editing tool for timing
diagrams [4]. It provides operator the ability to prepare,
verify and apply timing diagrams. Current version directly
applies values to the tango devices. Drawback of such
approach is that it is quite difficult to track and revert
changes. Management of changes is a common task and
should be implemented as standalone service.

Table 1: Data Rates Estimation
Number of channels
whole system
per VME crate
whole system
594
22
5.7 MB/cycle
1485
55
13.5 MB/cycle
1485
55
13.5 KB/cycle
1485
55
13.5 KB/cycle
1000
~40
513 KB/min
6000
~280
19.3 MB/cycle
+
540 KB/min

Data rate
per VME crate
214 KB/cycle
0.5 MB/cycle
0.5 KB/cycle
0.5 KB/cycle
19 KB/min
3.5
MB/cycle
+
19.5 KB/min

a.i.senchenko@inp.nsk.su
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Figure 1: Examples of operator’s applications.

Hardware Access
Software of the VME crates is a media that connects
hardware and software of the control system. To simplify
software maintenance and reuse, it separated into three
layers (see Fig.2).
Low level I/O layer consists of CANBus driver
(can4linux or SocketCAN) and VME wrapper.
High level I/O layer provides an abstraction libraries
for access to CANBus and VME and hides
implementation details. A set of utilities is also included.
For example: CANBus abstraction library is supplied with
asynchronous (publisher-subscriber) and synchronous
(request-reply) modules.
A set of Device Drivers is implemented on top of VME
wrapper.
Tango is the top layer. It contains tango interfaces to
the underlying Device Drivers. To reduce VME
controller's resource consumption and simplify hardware
access appropriate tango devices are aggregated in two
device servers: CANBus and VME.

ADC4x250 [6], ADC32VME, DL-250VME,
LVME, and for majority of CANBus devices.

Timer-

High-level Control
Developed tango devices and user applications is
intended to interact directly with hardware. This approach
suits well for acceptance tests but significantly increase
development costs with facility assembling. To solve this
problem, a concept of the high-level control are
introduced. The high-level control should comprises
several subsystem:
Timing subsytem is responsible for synchronization. It
includes Time Editor.
Facility State Machine manages states and transition
sequences for entire facility and subsystems.
Facility State and Regime Managment is intented to
solve above-mentioned problem of tracking, reverting and
managing changes.
Modeling is an essential component of the control
system. It allows operator to fine-tune facility.
These subsystems in the design phase and could be
implemented as a single tango device or a set of
hierarchically organized tango devices.

ARCHIVE SYSTEM
Figure 2: Software of VME crate.
To date, tango-devices (with underlying drivers) and
are provided almost for all VME modules [5]:

Tango controls provides an archival system called
HDB++. It supports Cassandra and MySQL backends.
Minimal recommended installation of Cassandra consists
of 3 independent nodes. Lack of experience of Cassandra
utilization and a higher hardware requirements lead to
choosing of MySQL backend.
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LIA-20 is a pulsed facility and significant amount of
data is oscillograms. Oscillogram could be treated as an
array. But this type isn't supported by MySQL out-of-thebox. To overcome this restriction, backend stores array as
multiple rows. Such approach result in excess resource
consumption in long term.
Another DBMS used in BINP is Postgresql. It proved
to be a reliable solution and supports array type. It
therefore seems reasonable to develop Postgresql backend
for HDB++. Preliminary estimation gives reduction by a
factor of 10.

CONCLUSION
Almost all hardware of the control system was provided
with tango devices and “engineer” user applications. To
facilitate configuration of the timing system, prototype of
Time Editor was developed. HDB++ was put into
operation. All these components forms minimum system
necessary for initial LIA-5 testing.
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Further development will be directed to the
implementation of high-level control and creation of
Postgresql backend for HDB++.
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CONTAINERIZED CONTROL STRUCTURE FOR ACCELERATORS
I. Arredondo∗ , J. Jugo, University of the Basque Country, Leioa, Spain
• Easy to scale. Adding new elements and plant changes
to accomplish control system upgrades.

Abstract
Nowadays, modern accelerators are starting to use virtualization to implement their control systems. Following this
idea, one of the possibilities is to use containers. Containers are highly scalable, easy to produce/reproduce, easy to
share, resilient, elastic and low cost in terms of computational resources. All of those are characteristics that fit with
the necessities of a well defined and versatile control system.
In this paper, a control structure based on this paradigm is
discussed. Firstly, the technologies available for this task
are briefly compared, starting from containerizing tools and
following with the container orchestration technologies. As
a result, Kubernetes and Docker are selected. Then, the basis of Kubernetes/Docker and how it fits into the control of
an accelerator is stated. Following the control applications
suitable to be containerized are analyzed: electronic log systems, archiving engines, middleware servers, etc. Finally,
a particular structure for an accelerator based on EPICS as
middleware is sketched.

INTRODUCTION
Virtualization technology1 has became a standard in many
fields related to the IT. Especially, at DevOps and Cloud services. This standardization and the benefits it provides has
cause its adoption in other areas. In the large facilities field,
there are being efforts on this direction. As an example
Virtual Machines (VMs) are used at [1–3] for software standardization and maintaining. At [4–6] the authors add High
Availability (HA) and resources optimization to the control
system using also VMs. In conclusion, the use of virtualization provides benefits to the control system architecture.
We can state that a good control system architecture for a
large facility should be maintainable, robust, easy to scale
and efficient:
• Maintainable. A good architecture should be easy to describe and deploy automatically. It needs to be based on
a limited number of standards and reliable technologies.
Those technologies should be proven and tested, supported and maintained by a vendor or a community or
both, being positive if they are easy to share. Moreover,
the system must be prepared to fit new technological
challenges.
• Robust. The control system must have an agile and
secure response to fault events, including fault tolerance
early error detection and fast recovery.
∗
1

inigo.arredondo@ehu.eus
Note that the scope of this paper evolves very rapidly, so a lot of information is not yet available through peer reviewed papers. Consequently,
some of the references and the information is taken from specialized
webpages.

• Efficient. Use the resources efficiently and maintain
low energy consumption.
Additionally, taking into account the very particular necessities for large scientific facilities, the use of open source
technologies is very valuable.
Virtualization with VMs cover almost all of these characteristics, facilitating the maintenance of large control systems. However, as reported in [4, 6], they need a long period
for recovery from serious faults as machine crash. Also, they
do not use the machines resources in the most efficient way,
because they need to implement an Hypervisor for every
VM.
On the other hand, Container based virtualization covers
the control system requirements, using the resources in a
more efficient way. Moreover, the use of containers in combination with a container orchestration tool can overcome
also the slow fault recovery. This work discusses the application of containerized solutions in accelerators, analyzing
the existing solutions and a possible valid architecture.
It is worth stating that low level control system does not
fit with the mainstream containerization philosophy. It is
more focused on Cloud and microservices. However, there
are efforts focused on that, as in [7].

CONTAINERIZATION
Containerization (or operating system-level virtualization)
is a method of virtualization that enables a layer of isolation
creating different user-spaces instances in the same kernel.
There are different container technologies: Docker, LXC,
OpenVZ, BSD Jails, Solaris Zones, Turbo, etc2 . Most of
the large scientific facilities (LHC, ITER, SNS, CHSNS,
KEK,...) relay on Linux as their main Operating System, so
we will focus the discussion on Linux based containers.
In Linux, containerization is based on the creation of userspaces instances, at the kernel level. It is done via two kernel
components: namespaces and cgroups. Namespaces divide
the operating system into virtual segments. While cgroups
can apply constraints, or limitations, to system resources [8].
Among the containers based on Linux, the most popular
are: Docker, Flockport (LXC) and Rocket (rkt).
In [9] the authors compare mainly Docker and LXC stating
that Docker is better at computation time, memory throughput and network I/O performance. While LXC is better at
Disk I/O performance.
Both of them report no over-heads on memory utilization
or CPU, whilst I/O and operating system interactions incurred some ones. That means, as expected, that containers
are a good lightweight option for virtualization.
2

https://en.wikipedia.org/wiki/Operating-system-level_virtualization
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On the other hand, both rkt and Docker evolve quickly and
since 2017 both are Cloud Native Computing Foundation3
incubation projects4 . They have some technical differences
that mainly concern to bootstrapping and security. Although
there are opinions in favor of both of them, we have not
found any peer reviewed reference comparing thoroughly
the two technologies. It is worth mentioning that rkt engine
can manage also Docker containers.
In this paper, our purpose is to focus, mainly, on the accelerators control services that are not a critical part of the
operation. This means that we do not need a data fast processing. Consequently, the election of the technology will
be lead by parameters like ease of utilization, support, active
development, compatibility with orchestration tools, etc.
Based on these parameters, in our opinion the best option
is Docker. Nowadays, it is the most used technology, it has
a company and a very active community support, it is being
released regularly and it is the base of the major container
orchestration tools.

Containers vs VMs
As we stated at the introduction most of the efforts done
towards control systems virtualization have been performed
using VMs. However, comparing the performance between
VMs and Containers , we can conclude that Containers fit
better with the implementation of some function of a control
system for a large facility,.
From [10–13], the main benefits of each solution can thus
be summarized:

On the other hand, one of the most important drawbacks
of the VM virtualization is the Host crash. Containers are
more fragile than VMs so a crash of any container can be
fatal. However, this issue can be improved managing the system with a container orchestration tool. Thanks to the rapid
spawning and ease of provisioning of containers, the orchestration tool can rebuild the system fast and automatically in
any machine of the cluster.
Recently, containers are under use and experimentation
in large scientific facilities. This fact can be observed in the
Docker Hub5 , where the number of containers related with
large facilities such as EPICS and other common tools is
growing.

ORCHESTRATION
In a large scientific facility it is not enough with managing containers manually. When a wide range of containers
needs to be run in several physical machines with the constraints imposed by a production environment, a container
orchestration tool becomes essential.
A good container orchestration software needs to provide:
• Provisioning: It is able to provide and launch containers
in an orderly way. This means to choose the appropriate node based on the available resources and user’s
restrictions.
• Configuration-as-text: It is possible to define the structure of the cluster using text files. This eases the edition,
versioning and sharing.

• Benefits of containers:
– Fast application delivery: Maintenance and update.

• Monitoring: Within the framework it has a tool to check
the health of the containers in the cluster.

– Better scaling: In case of more resources need.
About 22 times better than VMs.

• Rolling Upgrades and Rollback: It includes the opportunity of upgrading the system incrementally. So
instead of changing the version of the whole system
at once, they provide a way to automate the change
step by step. This allows the maintainers to check the
correct functioning of the new release. In case of a bad
behavior, an automated rollback is also possible.

– More rapid spawning and termination.
– Better resource utilization (lightweight). Higher
workloads with grater density. Containers are
able to run multiple isolated processes in a host
without the overhead caused by the Hypervisor
layers introduced by VMs.

• Policies for Placement, Scalability etc. : As introduced
in the provisioning feature, these tools fetch the optimal
placement for the containers based on cluster metrics
(load balancing). They also provide high availability
tools and automatic scaling if unused resources are
available. Note that this feature can solve the problems of robustness of the containers vs VMs in many
applications due to the rapid spawning of containers.

• Benefits of VMs:
– Better compatibility and isolation.
– More robust that containers.
Most of the papers cited in the introduction state that one of
the major benefits of VM virtualization is the optimization
of resources. Using containers this will be considerably
improved. The other benefits, such as scaling or HA still
being achieved using containers.
3
4
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• Service Discovery: Containers expose services through
a network, hence the service discovery is one of the key
features of these tools.
5

https://hub.docker.com/
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• Ease of Administration: The orchestration tools need
to be integrated with the other systems of the IT infrastructure. Consequently the have to be easy to deploy,
configure and maintain.
These features fit very well with the characteristics of a good
control system summarized at the introduction of this paper.
Nowadays, the most relevant container orchestration systems are6 :
• Kubernetes (k8s): Kubernetes is an orchestration system for Docker and Rocket containers. It automates the
deployment, scaling and management based on userdefined parameters.
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Table 1: Orchestration Tools Provided as a Service by Selected Companies
Alibaba Cloud
Container Service
Amazon EC2
Container Service
Microsoft Azure
Container Service
Google Container
Engine
IBM Bluemix
Container Service

• Mesosphere Marathon: Marathon is a LXC and Docker
container orchestration framework for Apache Mesos.7

Etcd

• Kubernetes: Very good and proven open source tool
for medium-large clusters. It is being developed by a
large and active community. It is managed by the Cloud
Native Computing Foundation and has support of companies like Amazon, CoreOS, Mesosphere, Samsung,
Microsoft, Red Hat, IBM, Intel, Oracle, Docker, Cisco,
Google,...
• Swarm: It provides the best Docker compatibility and
it is easy to use. It is preferred for no very large clusters.
Also open source.
• Mesos: It is a well proven open source tool (Twitter,
eBay, Netflix,...). Designed and tested for very large
clusters.
Table 1 shows how high profile companies are interested
in container orchestration tools. Particularly, all of them
provide infrastructure for k8s.

Control systems of large scientific facilities will need to
run robust medium-large scale clusters. Therefore, Kubernetes and Mesosphere are preferred.
In addition, particular needs of accelerators can differ
from the mainstream use of the container orchestrators, thus
specialized tools may be built. For this reason, we consider
that Kubernetes is the best option due to the large and active
community behind it.
6

7

https://www.infoworld.com/article/3205304/containers/orchestrationtools-enable-companies-to-fully-exploit-linux-containertechnology.html
https://www.sdxcentral.com/articles/news/kubernetes-swarm-andmesos-central-in-container-orchestration-space/2017/07/
It is possible to run Kubernetes on top of Mesos.
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• Docker Swarm: Docker Swarm provides native clustering for Docker containers.
A lot of reports can be found comparing these three options
(mainly web). We can summarize that:
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Figure 1: Kubernetes architecture.

Kubernetes
In this section we will describe very briefly the Kubernetes
architecture [14] that is presented in Figure 1.
A Kubernetes cluster is composed by Masters and Nodes.
The firsts ones run specific software to rule the others. The
best way to understand their roles is describing the software
they execute.
• Masters:
– API Server: Both masters and nodes make API
calls to perform their tasks. These are handled by
the API server.
– Etcd: It is a service to keep and replicate the
configuration and run state of the cluster.
– Scheduler and Controller Manager: They are in
charge of scheduling containers onto nodes. They
also ensure the amount of them that have to be
running.
• Nodes:
– Kubelet: A daemon that obey the instructions
from the master. It includes, create, destroy and
monitor the containers on the node.
– Proxy: A network proxy to isolate the name of
the service provided by the container from the IP
address of this container.
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– cAdvisor (optional): A daemon to provide statistics about the running containers.
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Kubernetes Cluster
Master 1

Additionally, the management of the containers and the associated infrastructure is composed by the following items.

Node 1

Pod 1

• Pods: The containers are packed into Pods. In this way
related containers can share resources easily. Also, if
some services are dependent to each other, it is possible to create/destroy all at once. This improve the
management.
• Replication Controllers: One of the main characteristics of the orchestration tools is to maintain a user
defined number of containers (Pods) running. In this
manner, the high availability is granted. Kubernetes
automatically create/destroy Pod replicas in case of
failure. Besides, it generate the replicas taking into
account the statistics of the nodes to improve the resources utilization of the cluster. All this is carried out
by the replication controllers.
• Services: Any Pod can be created in any node of the
cluster and have a self assigned IP. Therefore, we need
a way to separate the service itself from the particular
situation of the containers. This is performed by the
services.
• Volumes: They are virtual file systems defined at the
Pod level.
• Labels: They are a key/value pairs to name Kubernetes
objects. The main objective is to be able to organize
the cluster by using them.
Kubernetes includes all the features stated for a good orchestration tool. In consequence, by means of Kubernetes we
can design a control system that fits with the specifications
given in the introduction.
It is important to mention that in [14], the author report a
de-registration / eviction / replacement / registration cycle
of a Kubernetes Pod on the order of 300 milliseconds. And
he states that the same process to replace a running VM
instance behind a load balancer is almost always on the
order of minutes.
This fact is very important to avoid one of the main drawbacks of using virtualization in the control systems. With
Kubernetes if any machine crashes, their services will be
automatically replicated to another machine within a few
seconds.

CONTAINER BASED CONTROL
ARCHITECTURE
As stated at the introduction this paper is focused on managing non critical services of the control system. These
include alarm handlers, data archivers, electronic logs,
LDAP services, slow non critical controls and user interface managers. Those services containerized using
Docker/Kubernetes can be a useful alternative applicable in
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Pod 1

Pod N

Container 1

Container 1

Container 1

Container 1

Container n

Container n

Container n

Container n

Persistent
Storage

EPICS
service
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Other
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Figure 2: Kubernetes architecture for control system.
an EPICS based control architecture. The idea is to deploy
the typical software tools used in an EPICS based implementation in a Kubernetes cluster.
In Figure 2 we depict a very basic architecture of a Kubernetes cluster for an EPICS based control system. Depending
on the scale it will be needed an specific amount of masters
and nodes. Even tough it is always recommended to have
enough of them to maintain HA and load balancing.
Kubernetes automatically manages the Pod location based
on user parameters. Therefore, the service is not related with
the node itself, but with the Pod. So, all the Pods, no matter
where they are, have to be linked with the service they are
providing. That is why in the Figure 2 the links between the
Pods and the services are slashed lines.
Finally, a persistent storage will be added to store data,
configuration files, etc. All the Pods will be linked with the
data they need through a distributed file system as NFS.
In this way, the architecture is valid to implement different
tools: an e-logbook, the EPICS Archiver Appliance, BEAST
alarm handler, open LDAP, EPICS base and EPICS soft
IOCs, among others. The last kind of In/Out Controllers
(IOCs) can be called “virtual” IOCs.
In general, EPICS IOCs are out of the scope of a typical
service which can be provided as a container, since IOCs
are normally linked to some hardware, i.e. they manage
“real” I/Os connected to physical elements. However, containerization of IOCs is very valuable for defining virtual
IOCs, which can be useful for testing purposes, implementing IOC servers and IOCs connected with network devices
as suggested in [6].
On the other hand, orchestration of those virtual IOCs
will take into account that all the Process Variables (PVs)
must be unique in the net. In consequence, it is not possible
to have more than one replica of the Pod containing the same
EPICS virtual IOC.
Other services as an e-logbook or open LDAP can be
deployed as a common service.
Initial tests include the definition of EPICS base and
EPICS virtual IOC services using minikube8 . In the tests, a
virtual IOC has been implemented inside a Pod and a service
exposes it. The published PVs are accessible in an EPICS
8

https://kubernetes.io/docs/getting-started-guides/minikube/
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network as a normal IOC even if the Pod is restarted. We
measured less than 10 seconds from an EPICS virtual IOC
crash to its recover. That is, just monitoring one PV, removing the Pod which is deploying the virtual IOC, it restarts
automatically and the connection is recovered again in less
than 10 seconds.
Those good initial results encourages us to implement
more complete tests, following the architecture shown in
Figure 2.

CONCLUSIONS
Virtualization is nowadays one of the most useful tools
in IT technologies. Particularly, in these days, the use of
containers is growing rapidly. This technology mainly adds
high availability, load balancing, deployment automation,
resources use optimization, maintainability, scaling and sharing.
In this paper, the implementation of a control system for
large facilities based on containerization is discussed. In order to select the proper tools, all the main container based virtualization options and container orchestrators are compared.
The conclusion is that the binomial Docker/Kubernetes is
nowadays the one that suits the best for a control system.
A control architecture that relies on EPICS is also sketched
with promising results, including the implementation of containerized EPICS IOCs, which are useful as virtual IOCs
As future work we will intend to build a large Kubernetes
deployment to fit better with the actual control system of a
large facility. This goal will require to containerize several
applications, figure out the scheme that suits best for EPICS
maintainability and select a data adequate storage technology.
Finally, high stress tests will need to be carried out.
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DEVELOPMENT OF NICA CONTROL SYSTEM:
ACCESS CONTROL AND LOGGING
Evgeny V. Gorbachev, Georgy Sergeevich Sedykh, JINR, Dubna, Russia
Abstract
NICA (Nuclotron-based Ion Collider fAcility) is a new
accelerator complex being constructed at the Joint
Institute for Nuclear Research (Dubna, Russia). It will
provide heavy ion colliding experiments to study
properties of dense baryonic matter. The TANGO based
control system of the NICA complex is under
development now. The report describes design of the rolebased authorization and logging system. It allows limiting
access to any Tango device command or attribute
according to a user roles and location. The system also
restricts access to the Tango database and records details
of its modifications. The authorization is performed on
the Tango server side thus complementing the native
TANGO client-side access control. First tests of the
system were performed during the latest Nuclotron run.

INTRODUCTION
NICA accelerating complex is currently under
construction in Joint Institute for Nuclear Research,
Dubna, Russia. The complex will consists of heavy-ion
and polarized particles sources, RFQ injector, heavy- and
light-ion linear accelerators, superconducting booster
synchrotron, Nuclotron and two superconducting collider
rings [1]. The first stage of the accelerator complex will
start its operation in the end of 2018 year in start-up
configuration which includes full injection complex,
Booster synchrotron, upgraded Nuclotron synchrotron
and BM@N detector. The final configuration of the NICA
complex including NICA collider and MPD detector will
start the operation in 2023 providing design luminosity of
1.0·1027 cm-2s-1 in 197Au79+ collisions.
The TANGO controls [2] based control system is being
developed at JINR [3]. The control system of the NICA
complex aims at accomplishing few main tasks:
 Management of large amount of equipment
which is distributed on the accelerator complex
area.
 Realization of different regimes of the
accelerator complex working cycle – colliding or
fixed target experiments, various ion types and
energy.
 Strict synchronization of accelerators in the
chain.
 Comprehensive beam diagnostics during the
entire cycle.
 Providing protection and safety measures.

system software and hardware only for certain users and
give them corresponding rights to perform specific tasks.
Other users have to be provided with status information
without ability to control the equipment.
The access restrictions can be implemented either on
network level by using private networks and certain
firewall configuration or on the software level. The most
effective method is to combine network and software
restrictions.
The software checks in TANGO control system can be
implemented by:
1. Checking access control in client applications. The
operator user interface can enforce an additional
authentication for performing some critical
operations and perform logging of the operator
actions. However, this type of access control
cannot prevent usage of the other client
applications such as standard TANGO client ‘jive’.
2. Using native TANGO access control. It works on
the client side and can restrict access to TANGO
devices to certain system accounts on certain IP
addresses. However, usage of system accounts
limits the flexibility of the system. Also, the native
TANGO access control cannot be used for the
authorization of Web clients because all the
requests originate from one or few REST TANGO
devices running on the fixed IP addresses [4].
An additional access control system is being developed
at JINR to overcome limitations of the existing solutions
for a TANGO based control system. The idea is to give a
TANGO device ability to check the client’s permission to
execute device’s commands or access attributes. We
would like to have a central database of users, their
permissions and global access logs. It’s necessary to
provide a simple way to implement authorization on the
TANGO device side without modification of TANGO
libraries. Also, the system has to implement a way to
check permissions of the Web applications which
communicate with TANGO control system via REST
TANGO devices.

Authorization Algorithm
The proposed operation algorithm of the authorization
system is shown in Fig.1. Here, a TANGO client tries to
execute a command on a TANGO device. The operation
of the access control system is provided by two additional
TANGO devices: the authorization TANGO device and
the authorization manager TANGO device.

ACCESS CONTROL SYSTEM
One of the most important aspects of the control system
operation is restriction of access to the control system
components. It is necessary to allow access to control
TUPHA171
822

Software Technology Evolution

Figure 1: TANGO server-side authorization algorithm.
The process of the authentication and authorization is
split into few stages:
1. The TANGO client executes the open_session()
command on the authorization TANGO device
providing username and password. In the current
implementation, this can be done from separate
process running on the same IP address.
2. The authorization device authenticates the user
against the access control database.
3. In the case of successful authentication, the
authorization server opens a temporary session
saving the username, the client’s IP address and
the current time in the ‘sessions’ table.
4. The TANGO client executes the command on the
TANGO server using standard TANGO client
API.
5. The TANGO servers executes command
check_permissions() on the authorization TANGO
device providing device name, command name
and client’s IP address.
6. The authorization TANGO device checks the
‘sessions’ table for the sessions opened from the
given IP address, gets the authenticated
username(s) and checks their permissions against
the ‘permissions’ table.
7. The information about username, IP address,
device name and command name is written to the
‘access_log’ table.
8. The authorization result is returned to the TANGO
device.
9. The TANGO device either executes the command
and returns its results to the TANGO client or
generates an exception.
It should be noted, that TANGO client is not providing
any information except for the username and password.
The client’s IP address is obtained by authorization server
from
CORBA
connection
data
by
using
Tango::DeviceImpl::get_client_ident() method.
The authorization manager TANGO device is intended
for the administration of the access control database.

Realization Details
The authorization system implements Role-based
access control (RBAC) approach: every user is assigned a
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number of roles that he can use from certain IP addresses.
Each role consists of a number of permissions to access
TANGO devices commands and attributes.
The RBAC system uses MySQL database with InnoDB
storage engine. The structure of the database is shown in
Fig. 2. The database has few tables which are linked
together by means of foreign keys. The foreign keys
constraints help keeping the spread-out database data
consistent: for example, the access cache entries are
automatically deleted when the user session expires and
the session entry is cleared out of the session table. Also,
MySQL triggers are used to clear the access cache when
the permission table changed. It helps to enforce the
update of user’s permissions immediately after the
permissions table change.

Figure 2: Access control database structure.
Permissions have priorities that allow enforcing usage
of expert account to perform some critical operations. The
priority of level 0 has the highest precedence.
It is possible to use either MySQL regular expressions
or wildcard expressions in the permissions or IP address
specifications. It can be configured in the authorization
TANGO device property. Typical permission expressions
with MySQL wildcards may look like: ‘sys/database/
%/DbGet%’, ‘satellites/opc/3/%’ and so on.
There is a default user ‘operator’ which has no
password. Some roles can be assigned to this user to be
executed from certain IP addresses. It allows organizing
authorization by location which is useful for providing
control room computers with necessary permissions.
The access cache table is used to store the successfully
authorized access requests. It significantly improves the
authorization server performance especially when using
regular expressions.

Authorization Tango Device
The authorization TANGO device provides a number
of commands to implement authentication and
authorization procedures:
1. Authentication commands used by TANGO
clients:
a) open_session(username, password) – the
authorization TANGO device checks the
provided username and password against the
database and opens the temporary session.
b) close_session(username, password) – the
client can provide username and password to
force the session close.
TUPHA171
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2. Authorization commands used by TANGO devices
to check the client permissions:
a) check_permissions(device_name, cmd_name,
IP) – the authorization TANGO device
checks if the client from the given IP address
is authorized to execute the command on the
TANGO device. The TANGO device obtains
the client’s IP address from the CORBA
connection
data
by
using
Tango::DeviceImpl::get_client_ident()
method.
b) check_permissions_www(username,
password, device_name, cmd_name, IP) – the
command is used by TANGO REST devices
to authenticate and authorize Web clients.
The REST TANGO device obtains the
client’s IP address either from socket
connection or from HTTP header ‘XForwarded-For’ added by Apache proxy
module and containing the IP address of the
client.
The performance of the TANGO RBAC authorization
server was tested by measuring the latency of sequential
executions of the check_permissions() command. The
results are shown in Fig. 3. It can be seen, that regular
expressions are much slower than wildcards. However,
the access cache speeds up all subsequent executions of
permissions checks.
40
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Management of the Access Control System
A special TANGO device was developed to administer
the access control database. It has a number of commands
to manage all aspects of the system: adding or removing
users, roles, permissions and retrieving the logs.
The graphical client was created using python and
Taurus to give administrators convenient interface to
manage the system. Its main window with permissions is
shown in Fig. 4.

32.95

30

Figure 4: Access control system administration client.
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10

0.95

0
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cache
no cache

Wildcards,
cached

Figure 3: The authorization TANGO device performance.

Authorization System Usage
The high level C++ class was developed to simplify the
usage of the access control system. The TANGO device
developer can implement the authorization by few simple
steps:
1. Include the header file:
#include "TangoAuth.h“
2. Instantiate the class in init_device() method:
auth=new TangoAuthClientClass(this);
3. Perform the authorization check in the TANGO
command implementation code:
auth->CheckAccess(“cmd_name”);
Also, the authorization check can be executed from
always_executed_hook() method to protect all the
available commands and attributes.

TANGO Database Protection
TANGO database is the most important component of
the TANGO-based control system. It is desirable to
restrict access to the database and store the log of the
database changes. The TANGO database server
implements a TANGO device which provides access to
the TANGO MySQL database through a set of
commands.
The TANGO database protection can be done either by
rewriting of the database TANGO device server with
addition of the authorization checks before each
command method or by creating the TANGO device in
the middle that implements the authorization, executes the
command on the original TANGO database device and
then return the result to the client or generate an
exception.
The latter approach was accomplished by creating an
alternative TANGO database device (see Fig. 5).
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Figure 6: Database devices performance tests.
It can be seen that TANGO database server with
authorization support is slower than original one but the
difference is not huge – about 25% in the worst case.

LOGGING
Figure 5: The TANGO database protection.
The following algorithm was realized:
1. Initialize as TANGO database server with
NO_SYNC serialization for the best performance:
Tango::Util::_UseDb = false;
set_serial_model(Tango::NO_SYNC);
2. Get the list of the original TANGO database
device commands and attributes:
dbdev = new Tango::DeviceProxy("sys/database/2");
cmdlist=dbdev->get_command_list();
cmdinfo=dbdev->get_command_config(cmdlist);
3. Create dynamic commands using the obtained
configuration. All the commands inherits the same
command class with method execute() which
performs:
• client authorization via TANGO authorization
device;
• execution of the command on the original
database device;
• return the command execution results to the
client or generate an exception.
The original TANGO database device is protected by
firewall and not accessible by TANGO clients.
The implemented access control allows restricting
execution of the TANGO database device commands, for
example, one can specify computers which can export
TANGO devices, add or modify TANGO devices
properties and so on.
The additional authorization and logging makes the
communication with TANGO database slower. The
TANGO database device performance was measured
using Apache JMeter [5]. The test was performed by
executing a command on the original TANGO database
device and the TANGO database device with access
control. The average duration of the command execution
with different threads number on both TANGO devices is
shown in Fig. 6.

All authentication and authorization requests and their
execution status are written into the access_log table of
the access control database. This information can be very
useful allowing reconstructing the flow of TANGO
commands and their origin in case of problems in the
control system.
Besides that, the authorization TANGO device provides
the command log_message(device, cmd, IP, message),
which allows a TANGO device to write important
information into the log table. The TANGO device has to
be authorized to be able to write the messages.

CONCLUSION
A role based access control system for the NICA
control system was designed. It allows a TANGO device
to check client’s permissions to execute a command or
access an attribute. The authorization system uses
additional TANGO device which provides necessary
command interface to RBAC database to manage
authentication and authorization.
The system has been running on the Nuclotron control
system since beginning of 2017 and proved to be useful.
It was successfully used for limiting access to TANGO
devices and database. The information in the access log
helped to find and fix some problems in the control
system – several TANGO devices produced extensive
writes into the TANGO database.
The source code of the software is available at
http://tangodevel.jinr.ru/git/tango/auth.
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A WEB-BASED REPORT TOOL FOR
TANGO CONTROL SYSTEMS VIA WEBSOCKETS
M. Broseta†, D. Roldan, A. Burgos, G. Cuní, D. Fernandez-Carreiras, S. Rubio-Manrique
ALBA-CELLS Synchrotron, Barcelona, Spain
Abstract
Beamlines at Synchrotron Light sources operate 24
hours/day requiring Beamline scientists to have tools to
monitor the current state of the Beamline without
interfering with the measurements being carried out.
The previous web report system developed at ALBA
was based on cron tasks querying the Tango Control
system and generating html files. The new system
integrates all those automatic tasks in a Tornado Tango
Device letting the users create their own reports without
requiring the intervention of the software support groups.
This device runs a Tornado [1] web server
providing an Html5 [2] web interface
to create,
customize and visualize its reports in real time (via
WebSockets [3]). Originally designed for the vacuum
engineers to monitor the vacuum, is actually used by the
scientists and engineers involved in the experiment and
the different on-call services to remotely check the
beamline overall status.

from its parent class, like the dynamic creation of
attributes. This feature allows the creation of new
attributes dynamically with formulas that may or may not
depend on the values of other attributes available in other
device servers within the same database. These dynamic
attributes can be included manually using Tango tools or
easily added from the HTML form provided with the
Tornado DS server.
When the Tornado DS starts, an independent thread
is responsible to periodically collect not only the values
for the dynamic attributes, but also their label, quality or
unit. The collected data is sent to the available clients in
JSON [4] format to refresh its contents on the HTML
page. The result is the default page provided with the
Tornado DS shown in Figure 1.

REPORTS TO BE UPDATED
A report is an informational task made with the
specific intention of relaying information or recounting
certain events in a widely presentable and scrutinized
form. Scientists and the different sections involved in a
Beamline operation need the control system to provide
the necessary tools to generate accurate reports with the
status of the Beamlines. Moreover, these reports need to
be generated constantly without interfering with the
experiments that are being carried out. From the different
items available to control and monitor a Beamline, the
scientist or the report receiver is who decides which ones
provide relevant information to be included in the report.
There are already tools to create reports in file format or
emails, but for those signals that need to be continuously
monitored they are not efficient.
Within ALBA computing section we have improved
the way to create automatic reports using a new webbased report tool. It is integrated in the Tango system
through a new device server, the Tornado DS, which acts
as a gateway between all the devices in the database and
the report tool. The control system engineers have just to
install and run the device server and then the scientist or
other report client can easily create their own html
reports. Reports are refreshed automatically and
periodically. They can contain strings, numbers, curves or
trends, which are automatically displayed according to the
data type selected to be displayed.

HOW IT WORKS
The Tango Device Server inherits from Dynamic DS,
so it contains all its properties, attributes and functions

Figure 1: Default Tornado DS index page.
The default web page provided is divided by
sections. All defined sections are available in the same
page, and if needed, the can be hidden individually. Each
section has a name, description and a set of attributes that
are periodically refreshed. These attributes are shown
with its label, unit and value, but also with a different
background colour depending on the attribute quality.
New sections can be added, removed or edited easily
from the main page as shown in Figure 2: Edit, add or
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requires defining the templates path, folder that contains
the html files, and also the static path, that contains the
JavaScript libraries or images. Apart from these two
paths, it is important to define the handlers for each html
page that will control the possible actions to perform over
that html page. So basically, the source to start the
tornado webserver is resumed as follows:
Table 1: Tornado class
from tornado.web import Application
import tornado.ioloop

Figure 2: Edit, add or remove section menu.
More complex reports can be created within the
Tornado DS just editing the HTML page or creating new
ones, with more functionality or with a different style
sheet. But, in those cases, help form control system
engineers is required to integrate the new designs into the
server.

THE TANGO DEVICE SERVER IN
DETAIL
The device server starts a Tornado webserver, hence
its name. This is a Python web framework and
asynchronous networking library that using non-blocking
network I/O, can scale to tens of thousands of open
connections, making it ideal for long polling, It is based
in WebSockets protocol, and other applications that
require a long-lived connection to each user. WebSocket
enables bidirectional, message-oriented streaming of text
and binary data between client and server. WebSocket is a
computer communications protocol, which provides fullduplex communication channels over a single TCP
connection. The simple and minimal API enables us to
layer and deliver arbitrary application protocols between
client and server in a streaming fashion, where either side
can send data at any time. WebSocket protocol is
currently supported in most major browsers including
Google Chrome, Microsoft Edge, Internet Explorer,
Firefox, Safari and Opera. WebSocket also requires web
applications on the server to support it
The Tornado DS requires to have installed in the
server machine at least Python 2.7 or newer and the
Tornado library. This library is listed in PyPi [5] and
although its best performance is for Linux, it also runs on
windows, although this configuration is only
recommended for development use
The Tornado DS, configures the Tornado webserver
before it is started as shown in Table 1. The configuration

class Tornado(object):
def __init__(self, parent=None, port=8888, extra_cb=None):
….
# Configure tornado Application
template_path = "WebTornadoDS/templates"
static_path = "WebTornadoDS/static"
Json_static = "JSONfiles/"
handlers = [(r"/", MainHandler),
(r"/index.html", MainHandler),
(r"/tangoDS/*",TangoDSSocketHandler, {"parent": self}),
(r'/JSONfiles/(.*)', tornado.web.StaticFileHandler,
{'path': Json_static})
].
self.application = Application(handlers, static_path=static_path,
template_path=template_path, debug=False)
self.application.listen(self._webport)
def start(self):
# Start Tornado Server
try:
tornado.ioloop.IOLoop.current().start()
ioloop = tornado.ioloop.IOLoop.instance()
ioloop.add_callback(ioloop.stop)
except KeyboardInterrupt:
print "^C received, shutting down the web server"
def stop(self):
# Stop tornado server
ioloop = tornado.ioloop.IOLoop.instance()
ioloop.add_callback(ioloop.stop)

A default index.html page generated using Bootstrap
[6] is provided with the Tornado DS. Bootstrap is just an
open source toolkit to develop web pages, including
HTML, CSS and JS files. The client access to the host
where the Tornado DS is running, through the specified
Port number defined as a Tango property. As mentioned
before, Tornado stablishes an independent communication channel for each connected client, so once the page
is ready, the protocol is changed automatically in
background to web socket instead of http. The JavaScript
libraries included in the web page provide the template
forms to create automatic reports; adding, editing or
deleting sections and attributes to those sections, with a
predefined format. Different styles and properties are
displayed for the attributes depending on their quality or
type. Spectrum or array attributes are plotted with graphs,
using chartjs [7] open source JavaScript library, instead
of showing the list of all its values.. In that sense, as soon
as the page is loaded the protocol changes.
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Figure 3: Communication flow between client and server for Tornado DS.
In the server, values of the attributes displayed in the
webpage are collected periodically through an
independent thread. The refresh period can be modified
through the DS property Refresh Period that is set by
default to 3 seconds. The data collected is converted to
JSON format before being sent to all the available tornado
clients. The server sends a message to the clients with the
data, and they execute the corresponding call-back
function defined in the JavaScript modules to refresh the
values in the web page. For those cases where the web
report is not enough and scientist wants to integrate the
data into other applications or reports, it is also possible
to store the JSON data to a file. In that case, the
AUTOGENERATEJSON property should be set to true,
and then the JSON file generated will be overwritten
periodically with the new data.
The web client also sends commands to server, every
time the user changes the configuration. Adding, editing
or removing sections change the configuration of the
page. This new configurations is sent to the server to
continue generating the JSON data file but with the new
configuration. Figure 3 shows the complete communication flow between a client and the Tornado DS

CURRENT STATUS & FUTURE PLANS
First version of the device server is ready to be
installed in ALBA Beamlines. The first test reports have

been already created for the ALBA accelerator vacuum
section with successful results. The device has been
already presented to scientist and soon will be installed in
the Beamlines. Other experiments within the ALBA
Computing section are also using the web reports to
present their results [8].
The first version of the Tornado DS is limited to one
HTML page including different sections. Multipage
support will allow the creation of multiple reports for
different users and with different formats, all together
controlled by the same Tornado DS. Linked to this
feature, it has been considered also the possibility to have
independent refresh times for each page and section.
Actually the thread responsible to collect the data is
getting the all defined attribute values periodically. But
the frequency of change could be different from one
group of attributes to another. Independent refresh time
per section will improve the performance of the server in
case of having multiple pages or attributes to display,
reducing the work load of the thread responsible to collect
the attributes values and reducing the data size to send to
by the communication channel between server and client.
Custom HTML pages per reports can also be
prepared at user request. A good example of this is the
current Machine status web report of the ALBA
Synchrotron. Different cron tasks and device servers are
actually being used to display the overall status of the
Synchrotron. Using the Tornado DS this could be
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simplified a lot, just adding the attributes to display as
dynamic attributes and customizing the style of the
HTML page, as shown in Figure 4.
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CUMBIA: A NEW LIBRARY FOR MULTI-THREADED APPLICATION
DESIGN AND IMPLEMENTATION
Giacomo Strangolino, Elettra, Trieste, Italy
Abstract
Cumbia is a new library that offers a carefree approach
to multi-threaded application design and implementation.
Written from scratch, it can be seen as the evolution of the
QTango library [1], because it offers a more flexible and
object oriented multi-threaded programming style. Less
concern about locking techniques and synchronization,
and well defined design patterns stand for more focus on
the work to be performed inside cumbia activities and
reliable and reusable software as a result. The user writes
activities and decides when their instances are started and
to which thread they belong. A token is used to register an
activity, and activities with the same token are run in the
same thread. Computed results can be forwarded to the
main execution thread, where a GUI can be updated. In
conjunction with the cumbia-tango module, this
framework serves the developer willing to connect an
application to the TANGO control system. The
integration is possible both on the client and the server
side. An example of a TANGO device using cumbia to do
work in background has already been developed, as well
as simple QT [2] graphical clients relying on the
framework.

Combining together the modules allows to instantiate a
control system engine and build command line or QT
graphical user interfaces effortlessly. Engines can coexist
within the same application to seamlessly control devices
belonging to separate control systems. Figure 1 shows
how modules are interrelated.

Figure 1: Relationships amongst cumbia modules.

COMPONENTS
Cumbia Modules
Cumbia is a set of distinct modules; from lower to
higher level:
• cumbia: defines the Activities, the multi thread
•

•
•

•
•
•

implementation and the format of the data exchanged
between them;
cumbia-tango: integrates cumbia with the TANGO
control system framework, providing specialised
Activities to read, write attributes and impart
commands;
cumbia-epics: integrates cumbia with the EPICS
control system framework. Currently, only variable
monitoring is implemented;
cumbia-qtcontrols: offers a set of QT control widgets
to build graphical user interfaces. Inspired by the
QTango’s qtcontrols components, they have been
enhanced and sometimes rewritten to look more
stylish and friendly. The module is aware of the
cumbia data structures though not linked to any
specific engine such as cumbia-tango or cumbiaepics.
qumbia-tango-controls: written in QT, is the layer
that sticks cumbia-tango together with cumbiaqtcontrols;
qumbia-epics-controls: written in QT, the component
pairs cumbia-epics to cumbia-qtcontrols.
qumbia-apps: a set of applications written in QT that
provide elementary tools to read and write values to
the TANGO and EPICS control systems.

CUMBIA
Cumbia is the name of the lower layer of the collection,
as well as the name of a single object every application
must hold in order to use its services.
In asynchronous environments, threads have always
posed some kind of challenge for the programmer. Shared
data, message exchange, proper termination are some
aspects that cannot be overlooked. The Android
AsyncTask [3] offers a simple approach to writing code
that is executed in a separate thread. The API provides a
method that is called in the secondary thread context and
a couple of functions to post results on the main one.

Activities
Cumbia CuActivity’s purpose is to replicate the carefree
approach supplied by the AsyncTask. In this respect, a
CuActivity is an interface to allow subclasses to do work
within three specific methods: init, execute and onExit.
Therein, the code is run in a separate thread. The
publishProgress and publishResult methods hand data to
the main thread. To accomplish all this, an event loop
must be running. By an initial parametrization, either a
custom one (such as QT’s, used in qumbia-qtcontrols) or
the builtin cumbia CuEventLoop can be installed. New
activities must be registered in the CuActivityManager
service, and unregistered when they are no longer needed.
In this way, a token can be used to group several activities
by a smaller number of threads. In other words, activities
with the same token run in the same thread. Thread
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implementation in Cumbia requires a compiler supporting
the C++11 standard.

Services
By means of the reference to the Cumbia instance, that
must be maintained throughout the entire life of an
application, you can access services. They are registered
in the CuServiceProvider and accessed by name. The
activity manager, the thread and the log services are some
examples, but others can be written and installed, as long
as they adhere to the CuServiceI interface (e.g cumbiatango’s
CuActionFactoryService
and
CuDeviceFactoryService). Cumbia can be subclassed in
order to provide additional features specific to the engine
employed. CumbiaPool allows to register and use
multiple engines in the same application. Services have
been conceived with the service provider design pattern in
mind.

Data Interchange
Data transfer is realised with the aid of the CuData and
CuVariant classes. The former is a bundle pairing keys to
values. The latter memorises data and implements several
methods to store, extract and convert it to different types
and formats. The cumbia-qtcontrols module handles these
structures to provide a primary data display facility,
unaware of the specific engine underneath (TANGO,
EPICS, ...)

CUMBIA-TANGO
cumbia-tango integrates cumbia with the TANGO
control system framework, providing specialised activities
to read, write attributes and impart commands.

Implementation
The CumbiaTango class is an extension of the Cumbia
base one. Its main task is managing the so called actions.
An action represents a task associated to either a TANGO
device attribute or a command (called source). Read,
write, configure are the main sort of jobs an action can
accomplish. More types of actions are foreseen, such as
multiple
readings
or
writings
in
sequence.
CuTangoActionI defines the interface of an action.
Operations include adding or removing data listeners,
starting and stopping an action, sending and getting data
to and from the underlying thread (for example retrieve or
change the polling period of a source). CuTReader
implements the interface and holds a reference to either
an activity intended to receive events from TANGO or
another one designed to poll a source. Figure 2 describes
these relationships.
Activities is where the TANGO connection is setup,
database is accessed for configuration, events are
subscribed, a poller is started or a write operation is
performed. This is done inside the thread safe init,
execute and onExit methods, invoked from another thread.
Progress and results are forwarded by the publishProgress
and publishResult methods in the activity and received in

Figure 2: Diagram for the relationships between objects
making up a TANGO reader.
the onProgress and onResult implemented by the action.
Therein, CuDataListener’s onUpdate method is invoked
with the new data. Reception safely occurs in the main
thread. As previously stated, activities identified by the
same token (a CuData object) belong to the same thread.
cumbia-tango groups threads by TANGO device name.

CUMBIA-QTCONTROLS
This module combines cumbia and the QT cross
platform software framework, offering graphical control
system components. Labels, gauges and advanced graphs
are supplied, as well as buttons and boxes to set values.
As mentioned earlier, elementary data representation is
provided, due to the component unawareness of the
cumbia engine lying beneath. In order to display real data
on the controls, you have to combine different building
blocks at the moment of setting up each reader or writer
in your application, as described later. When data is
ready, it is delivered to the main thread through the
onUpdate method that the control component (such as a
label) must implement, for the reason that it inherits from
the CuDataListener interface (see Figure 3).

Figure 3: Diagram for the relationships between the
classes involved in a graphical control widget design.
For an event loop must be executing, messages are
posted to the main thread relying on an implementation of
the CuThreadsEventBridge_I interface. In QT, we use
QCoreApplication’s event loop in conjunction with
TUPHA174
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cumbia-qtcontrols’ QThreadsEventBridge, which exploits
QCoreApplication’s postEvent, a familiar scheme for QT
developers. From within onUpdate, data is extracted and
presented to the user by way of the control widget.
Conceived to associate with widgets, even though not
related to them, are a couple of abstract classes that
define an interface to readers and writers, namely
CuControlsReaderA
and
CuControlsWriterA.
Implementations of methods to set and remove sources
and targets of execution are required, as well as means to
send and receive messages to and from actions. They also
keep references to the currently active Cumbia and data
listener instances. Object composition to accomplish the
set up of a TANGO (EPICS) reader (writer) will be
discussed later.
The strategy design pattern [4] offers a method to
install engine specific interpreters on the available
widgets. For instance, a TANGO aware plot can provide a
strategy to correctly deal with with warning and alarm
ranges and the attribute history.

QUMBIA-TANGO-CONTROLS
qumbia-tango-controls, a component written in QT,
combines cumbia-tango with cumbia-qtcontrols.
CuTControlsReader and CuTControlsWriter are the
implementors
of
the
previously
discussed
CuControlsReaderA and CuControlsWriterA abstract
classes. Their sources and targets are TANGO attribute
and command names, written with the same syntax as that
adopted by QTango. They operate on a CumbiaTango
instance, which is in charge of creating and registering
actions exploiting the CuActionFactoryService, finding
actions already in use and managing installation and
removal of CuDataListener elements. These features
specialise CumbiaTango with respect to the Cumbia base
class. Refer to Figure 1 for a graphical representation of
the relationships amongst cumbia modules and the
aggregating role of qumbia-tango-controls.

Object Composition to Create a TANGO Reader
Figure 4 shows a class diagram illustrating the
relationships between the objects involved in the set up of
a TANGO reader intended to display values on a label.
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A first observation concerns the mediation of factories
to provide instances of specific objects. From the
compositional and chronological perspective, qumbiatango-controls’
CuTReaderFactory
creates
a
CuTControlsReader within the setSource method of a
QuLabel that has been set up with CumbiaTango and
CuTReaderFactory as arguments. CumbiaTango and the
QuLabel (as a CuDataListener)
parametrize
CuTControlsReader too at creation time through the
CuTReaderFactory. QuLabel’s setSource finally invokes
the method with the same name on the
CuTControlsReader.
The latter requests CumbiaTango to find an existing
action or to create a new one for the desired source. Since
qumbia-tango-controls and cumbia-tango are decoupled,
TANGO action creation is again delegated to a factory,
one of the implementations of CuTangoActionFactoryI, in
this case a TANGO reader factory. Once a reference to a
new or preexisting action has been obtained, the listener
(QuLabel) is added. The last consideration implies that
different listeners attached to the same source share the
same action. Changing the settings for that action (read
mode, polling period and so on) affects therefore all
listeners.
Figure 5 graphically illustrates what has just been
described. The sequence diagram of the initialization of a
reader by means of the setSource method is represented.
Note that, after the asynchronous message registerActivity
at the bottom of the chart, QuLabel will receive updates
from TANGO as an implementor of CuDataListener.
Inside the very same method, the token chosen to register
the activity is used to determine whether a new thread has
to be created or an existing one can be adopted.
CumbiaTango’s choice is to group threads by device
name.

Object Disposal
Object creation alike, the disposal of a cumbia reader
requires a certain degree of complexity in order to grant
components independence. Taking again QuLabel as
example, upon deletion the reader factory is first
destroyed, then CuTControlsReader. It calls unsetSource
to unlink the the QuLabel as a data listener of its
associated action (i.e. CuTReader). If there are no more
listeners, CuTReader stops itself issuing an
unregisterActivity request to CumbiaTango.
The analysis hitherto developed shows how cumbia
modules are independent from each other. Object
composition is required to make elements aware of a
specific control system.

QUMBIA-APPS

Figure 4: Relationships between the objects involved in
the setup of a TANGO reader for a QuLabel.

qumbia-apps module provides a set of base applications
to perform elementary actions on sources, such as
readings and writings. The generic_client tool is a
graphical panel able to read and write from both TANGO
and EPICS, using labels to display the current value and
plots to show the trend over time or the present values, if
the format is a vector. Figure 6 is a screenshot of the
generic_client reading a TANGO scalar attribute, a
TANGO spectrum and an EPICS analog input.
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Figure 5: Sequence diagram of the initialization of a reader. After the asynchronous message registerActivity at the
bottom, QuLabel receives updates from TANGO as a CuDataListener implementor.

Figure 6: generic_client reading a TANGO scalar and spectrum attribute and an EPICS analog input.
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CONCLUSION
The QTango library, currently in use at the Elettra
Synchrotron Radiation Facility, Trieste, Italy, has proved
to be stable, reliable and efficient throughout the years. It
makes TANGO development easy and fast, handing the
programmer a set of widgets already covering the great
majority of needs to build control room applications.
Extending existing QTango components is very easy and
creating new readers and writers is just a matter of
subclassing and reimplementing one or two methods. All
the control room applications for the FERMI@Elettra, the
seeded free electron laser (FEL) facility, rely on the
QTango framework. Nevertheless, many of the features
offered are not required daily whereas some of them are
not easy to implement (e.g. multiple serialised readings).
QTango is tightly bound to TANGO, the architecture is
somehow complicated and the code is not modular nor
reusable enough. On the other hand, cumbia is made up of
standardized units for easy construction or arrangement.
Its lowest level can be seen as a bare C++ library
suggesting another approach to multi threading, the so
called activities (see the Cumbia section). They allow to
simply group workers by means of a token and define a
simple dictionary based structure for thread safe data
interchange. The other components use QT, TANGO,
EPICS in conjunction with the base library to fulfil more
specific tasks. In other words, you can use cumbia to
write a client-server chat application, cumbia and cumbiatango to write a TANGO device server or a C++
command line program, cumbia, cumbia-tango, cumbiaqtcontrols and qumbia-tango-controls for a graphical user
interface. Cumbia has been conceived to be lightweight,

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUPHA174

fast, scalable and easily extensible in the future. Adding
characteristics is a matter of writing activities, registering
and deregistering them in cumbia. The extensive adoption
of the bridge design pattern ([4] and [5]) in the interior of
most classes ensures binary compatibility at every stage
of the future development. The C++ code employs the
listener/callback pattern for asynchronous notifications,
while the QT modules avail themselves of the signal/slot
model. The abstract factory and factory method models
[4] do away with the coupling between components.
Finally, the strategy pattern can be applied to tailor
generic graphical components to individual control
system engine characteristics. Just as QTango, cumbia is
equipped with QT designer plugins to quickly shape a
graphical user interface for control systems.
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Abstract

Event Mode Acquisition

The European Spallation Source will produce more data
than existing neutron facilities, due to higher accelerator
power and to the fact that all data will be collected in event
mode with no hardware veto. Detector data will be acquired
and aggregated with metadata coming from sources such as
sample environment, choppers and motion control. To aggregate data we will use Apache Kafka with FlatBufers
serialisation. A common schema repository deines the
formats to be used by the data producers and consumers.
The main consumers we are prototyping are a ile writer for
NeXus iles and live reduction and visualisation via Mantid.
A Jenkins-based setup using virtual machines is being used
for integration tests, and physical servers are available in an
integration laboratory alongside real hardware. We present
the current status of the data acquisition pipeline and results
from the testing and integration work going on at the ESS
Data Management and Software Centre in collaboration with
in-kind and BrightnESS partners.

Instrument data at ESS will be acquired mainly in event
mode, i.e., each neutron that is detected generates a pair
of pixel identiier (ID) and timestamp values, where the ID
corresponds to the location of the neutron in the detector. In
this approach, in contrast with acquisition in histograms, the
list of individual events is stored for subsequent experiment
steps, such as data reduction and analysis; this allows the
user to create histograms using diferent criteria, if desired.
In addition, there will be no hardware veto for automatically
stopping acquisition in case of chopper phase errors. Accelerator pulse information and the chopper top dead centre
(TDC) signals will be acquired and attached to the datasets,
allowing iltering to happen during the data reduction step.
Due to the high brightness beam and event mode acquisition, experiments at ESS will generate large volumes of
data. Table 1 shows anticipated neutron event rates for some
ESS instruments [3]. The proposed architecture for the data
acquisition pipeline addresses these requirements with parallelisation and a clustered approach to data aggregation.

INTRODUCTION

Table 1: Anticipated Neutron and Detector Rates for Some
Early ESS Instruments

The European Spallation Source (ESS) is a spallation
neutron source currently being built in Lund, Sweden. It
will operate as a user facility ofering a high brightness
neutron beam in long pulses that can be tailored for adjusting
resolution and bandwidth [1].
Located in Copenhagen, Denmark, the ESS Data Management and Software Centre (DMSC) is developing software
for the experiment data acquisition pipeline in collaboration
with the Science and Technology Facilities Council (STFC),
as an in-kind partner, and Paul Scherrer Institut (PSI) and
Elettra as part of the BrightnESS project [2]. This pipeline
will transport and transform data from sources in the instrument, including neutron detectors and EPICS servers, to
software performing tasks such as live experiment feedback
and ile writing. In the following sections, we discuss the
architecture and components of the data acquisition pipeline,
their current status and the tests being used to evaluate them,
and present the conclusions and plans for future work.
∗
†
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Instrument

Rate on
Sample
[n/s]

Rate on
Detector
[Hz]

Data
Rate
[MB/s]

BEER
C-SPEC
DREAMS
ESTIA
FREIA
HEIMDAL
LOKI
SKADI
T-REX

109
108
3.4×108

2×105
2×105
107
108
1.2×107
8×106
4×107
4×107
2×105

1.6
1.6
80
800
96
64
320
320
1.6

5×108
2×109
≤ 109 /cm2
≤ 109 /cm2
108

THE DATA ACQUISITION PIPELINE
ESS instruments will use an aggregator-based data acquisition pipeline. Apache Kafka was chosen as the central
technology for aggregation and streaming, using Google
FlatBufers for serialisation. In this architecture, producers
and consumers of data are decoupled and exchange data
through the aggregator. Figure 1 shows an overview of the
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main components of the architecture and the low of data
among them.

Data Aggregation and Streaming
Aggregation of the instrument data simpliies the design of
consumers by allowing them to subscribe to data of interest
using only one protocol (the Apache Kafka protocol, in
this case). This decouples them from potentially diferent
semantics on the data source side, such as control system or
detector readout-speciic protocols.
Apache Kafka The central piece of the aggregation and
streaming infrastructure is Apache Kafka, an open-source
distributed streaming platform [4]. It works as a clustered
publish-subscribe messaging system and is designed for
scalability and robustness to hardware failures.
When sending data to the cluster, a client publishes messages to a topic, which is identiied by a string. Topic data
are written to disk with conigurable persistence, in one or
more partitions that can be allocated to diferent brokers,
allowing the system to scale by adding more servers to it.
The C/C++ library librdkafka [5] has been chosen as the
standard for clients to communicate with the Kafka cluster.
In this architecture, logic and protocols for dealing with
each type of data source and destination are kept in the
producer and consumer applications’ code. The aggregator
is a generic application that needs to be conigured, but does
not require dedicated development.
Diferent topics are used for each source of data at each
instrument. A naming convention has been established as
<instrument>_<datatype>, deining topic names such
as C-SPEC_detector and HEIMDAL_monitors. High
volume data topics, such as for neutron detectors, can have
multiple partitions, with a diferent detector panel being assigned to a diferent partition if required for the cluster to
handle the data rates. Events from a single pulse are combined in a message and sent to Kafka directly from the event
formation software.
For lower data rate topics, such as those containing EPICS
metadata, values from multiple sources are multiplexed over
the same topic by adding both an identiier and the value
to the messages. The EPICS to Kafka Forwarder is being
developed as part of the pipeline to send these data to the
Kafka cluster.
Kafka can also be used as a command bus, and dedicated
topics have been created for control and status messages to
be exchanged by applications, using JSON. These messages
are currently used for commands like starting and stopping
EPICS data forwarding and ile writing, and also to send
coniguration to some of the applications at runtime.
FlatBufers and Streaming Data Types For data to be
successfully transferred between applications, a common
format has to be adopted. Kafka does not process the contents of the messages it receives, so the agreement only needs
to be established between the producing and consuming actors. This is done using Google FlatBufers, an eicient
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open source serialisation library [6]. It includes a compiler
that takes a schema as input and produces a programming
language-speciic ile for inclusion by projects using that
schema, e.g. a C++ header ile or a Python module.
A set of common schemas have been deined and are kept
in a source code repository [7]. Schemas are identiied by a
32-bit value that is sent in every serialised bufer. This allows
receivers to determine the correct schema for unpacking; the
adopted convention for the repository is to preix the schema
ile name with that identiier. It is possible to make backward
compatible modiications to a schema which is already in use
and proposed changes to released schemas have to undergo
a review process by another project member before being
accepted. Table 2 shows the main schemas in use by the
pipeline applications.
Table 2: FlatBufers Schemas
Schema

Description

ev42_events.fbs
f142_logdata.fbs
f143_general.fbs

Neutron detection event data
Scalar and array data
General EPICS structure

Data Producers
Data sources are instrument components such as neutron
detectors, choppers, motors and sample environments. All
of the time-sentsive data and metadata will be timestamped
at the origin using the ESS distributed timing system [8].
Event Formation Before neutron event data is fed into
the relevant Kafka topic the acquisition pipeline interface to
the detectors will receive raw event data over UDP. These
Event Formation Units (EFUs) will have a direct ibre connection to detector panels and process their output to generate the detector ID and timestamp pairs. Each type of detector requires specialised event formation algorithms. The
processing happens in software, allowing diferent methods
to be easily prototyped and tested before the system goes
into production [9, 10]. The EFU design is modular and consists of separate input, processing and output threads, which
allows a common software infrastructure that performs network input and output to Kafka to be reused for the various
detectors.
In instruments with multiple detector panels, multiple
EFUs can be used, with each connecting to a diferent panel
in parallel; this allows the total neutron event throughput to
scale horizontally by adding more units. Each of the EFUs
can write to a diferent Kafka partition of the same topic.
This is illustrated in Fig. 2. The Kafka client that sends the
events to the cluster is directly integrated into the output
thread and uses the ev42_events.fbs schema. The EFU can
send metrics to Graphite and log messages to Graylog.
EPICS Forwarder Non-neutron metadata will arrive
through EPICS [11] from sources such as the instrument
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Motor
IOC

EPICS
EPICS
Forwarder

Kafka Cluster
Mantid
Broker 1

Broker 2

Broker 3
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Alternating
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Detector
Panel

EFU
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File Writer
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Consumers

Kafka
Producers

Logs
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Figure 1: System architecture and data low. The components in dark are being developed as part of the pipeline; dashed
lines represent metrics and log messages.

Kafka Cluster
Broker 1
Instrument 1
Det. Panel

IOC 1

pvA
pvB

IOC 2

pvC

instr1 detector

EFU

1 2 3 4 5 6 7 8
instr2 detector/partition1

Forwarder

1 2 3 4 5 6 7
Kafka Cluster

Instrument 2
Broker 2
Det. Panel

EFU

Det. Panel

EFU

instr2 detector/partition2

1 2 3 4 5 6

Figure 2: The output of each detector panel is processed
by a diferent EFU, which, in turn, can send messages with
events to diferent Kafka topic partitions.
choppers, motors and sample environments. These components expose setpoint and readback values as process variables
(PVs). The EPICS to Kafka Forwarder is being developed
for monitoring PVs of interest and forwarding their values to
the Kafka cluster [12, 13]. PV values are serialised and sent
to the Kafka cluster multiplexed over a dedicated data topic,
as illustrated in Fig. 3. The f142_logdata.fbs and f143_general.fbs schemas are currently used by the Forwarder.
Fast Sample Environment Measurements of alternating electric and magnetic ields, and some strain and pressure
sensors are also expected to generate data at high rates, with

Kafka Broker
instrX metadata
pvA
pvB
3.14
4
1423
1427

pvC
OK
1431

pvB
6
1521

pvC
ERROR
1555

PV Name
Value
Timestamp

Figure 3: EPICS data is forwarded to the Kafka cluster, with
diferent PV updates multiplexed over the same topic.
anticipated frequencies on the order of 1 kHz to 1 MHz. Possibilities for handling these data include using EPICS and the
Forwarder, a directly integrated Kafka producer, or sending
data to an EFU.

Data Consumers
Consumers of experiment data subscribe to the Kafka topics of their interest, using the associated FlatBufers schemas
to deserialise the aggregated data. The two main consumers
of the aggregated data currently being considered are the
NeXus File Writer and the live data reduction and visualisation system.
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Most consumers are expected to consume data in real
time, as aggregation occurs. Consumers can, however, fetch
older messages from the Kafka cluster, provided they are still
available in its storage. The cluster retention parameters can
be tuned, to ensure persistence is long enough for consumers’
needs, considering latencies in the system, possible failures
and available storage volume.
NeXus File Writer Experiment data will be persisted
to iles conforming to the NeXus standard [14] for oline
reduction, analysis and archiving. For that, a NeXus File
Writer is being developed as part of the data acquisition
pipeline [12,15]. This application subscribes to the complete
set of Kafka topics containing neutron detector events and
metadata for one instrument, deserialises the FlatBufers
messages and writes data to iles according to a speciied
hierarchy and naming scheme. As the File Writer writes
both event data and metadata, it uses most schemas that can
be used by the producers and, in the case of EPICS metadata,
also demultiplexes the values from the common data topics
used by the Forwarder.
Live Data Reduction and Visualisation Mantid [16]
will be used for data reduction at ESS and work is in progress
at DMSC and partner institutes to adapt it to consume data
from Kafka in real time. This will allow it to be used to
provide live visualisation and feedback for experiments.

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUPHA177

fetching the latest version of each application from the master branch build, deploying them to a set of virtual machines
and running a series of commands and checks. Build and
test automation are done using Jenkins [22].
Ansible [23] is used for automating the deployment and
orchestrating the test steps. The build and test machines are
Linux nodes running CentOS, with their coniguration also
kept in Ansible iles. RPMs are generated for the installation
of external components and libraries, such as Kafka and
FlatBufers.
After deploying the applications to the target machines
and running simple tests to ensure all the required external
services are running, the Ansible scripts start the applications and a simulation data streamer, which reads data from
iles recorded at test runs of the MultiGrid detector and
sends them to the EFU. The EFU, in turn, processes the raw
data and sends the calculated events to the Kafka cluster,
from which the NeXus File Writer subscribes. In parallel,
an EPICS IOC provides simulated data for the PSI SINQ
AMOR instrument [12, 24]; the values of one of the PVs is
sent to the Kafka cluster by the EPICS to Kafka Forwarder,
and some updates to its value are performed. Metrics and
log messages are sent to Graphite and Graylog and, at the
end of the test, applications are stopped and the generated
NeXus ile is copied for a check of some of the event values. Figure 4 shows a Grafana screen with metrics from the
Kafka cluster collected during runs of the integration test.

STATUS OF THE PIPELINE
Development of the pipeline and its components is progressing as planned. The EFU, the EPICS Forwarder and the
NeXus File Writer are being actively developed and are capable of processing and transporting data through the pipeline.
Apache Kafka has been deployed to diferent environments
on physical as well as virtual servers, for development and
testing.

Metrics and Logging
Graphite [17] is currently being used for storing metrics. It includes a server that receives metrics from a network connection and stores them in a time series database.
Grafana [18] is used for the visualisation. In the packaging
step for the installation of Kafka, the kafka-graphite [19]
library is added to the package for sending broker metrics
to Graphite. This provides a simple way to monitor rates of
data being sent to and retrieved from each broker, and also
to obtain rate metrics for speciic topics.
As the pipeline consists of a number of distributed components that will run on diferent machines, a centralised log
solution has been adopted. Log messages are sent to a Graylog server [20], using the graylog-logger library developed
at DMSC [21].

Building and Testing
Each commit to a repository triggers an automated build
job, that compiles the software and runs existing tests. Besides this, an automated integration test is run twice a day,

Figure 4: Grafana screen with Graphite metrics for the integration test Kafka cluster.
Dedicated hardware for testing and integration is available
at the ESS Instrument Integration Project (ESSIIP) laboratory. Three high performance servers with two 10 Gbit Ethernet network cards each are currently located there, where
other hardware such as choppers and sample environment
equipment is also available. This allows for testing the complete pipeline in a pre-production, instrument-like setup,
both for integration and performance.
Work is going on to improve reproducibility of the automated software builds in Jenkins by executing them inside
Docker [25] containers. Docker images have been created
for the build environments and a new container is started for
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each build, which then proceeds from a well known state and
destroys the container after its end. The Conan C++ package
manager [26] is being used to install dependencies inside the
containers at the start of each build. Package recipes are kept
in a public repository [27], while a local Conan repository in
the build and test environment keeps binary versions of the
packages for download by the build jobs. Figure 5 illustrates
this worklow.
Docker
Registry
Image

Create
Container

Source
Repo.
Source Code

Setup

Build/Test

Jenkins
Destroy
Container

Binary Packages
Conan
Repo.

Figure 5: Jenkins build job worklow using Docker containers and a local Conan package repository.

CONCLUSION AND FUTURE WORK
The data acquisition pipeline for the ESS instruments is
based on an aggregation and streaming architecture using
Apache Kafka and Google FlatBufers, with software developed at DMSC and partner institutes for event formation,
EPICS forwarding and ile writing. Development of the
pipeline components is progressing as planned, with regular automated tests being performed individually and in an
integrated setup.
Planned future work includes continuing the development
of pipeline components and their integration with the experiment control program. The existing builds and tests
will be improved by adding more checks and better reproducibility, with automated test environment coniguration.
Performance tests on physical machines will also be performed to evaluate the pipeline and tune the Kafka cluster
coniguration.
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Abstract
Hardware access often brings implementation details into
a control application, which are subsequently published to
the control system. Experience at DESY has shown that it
is beneﬁcial for the software quality to use a high level of
abstraction from the beginning of a project. Some hardware
registers for instance can immediately be treated as process
variables if an appropriate library is taking care of most of
the error handling. Other parts of the hardware need an additional layer to match the abstraction level of the application.
Like this development cycles can be shortened and the code
is easier to read and maintain because the logic focuses on
what is done, not how it is done.
We present the abstraction concept we are using, which is
not only unifying the access to hardware but also how process
variables are published via the control system middleware.

INTRODUCTION
With the advent of the MicroTCA.4 standard it was possible to combine powerful, FPGA based computations with
precise analogue electronics on comparatively large rear transition modules. [1] This allowed to implement a compact,
fully digital control of the low level radio frequency signals
(LLRF) at the FLASH accelerator. [2] The new, modular
hardware platform had the need for a user space library to
access the individual boards in the crate. Starting with PCI
Express, which is used in MicroTCA.4, the DeviceAccess
library became the basis of the MicroTCA.4 User tool kit
(MTCA4U). With its modern C++ interface, which abstracts
the details of hardware access, the library was soon extended
to Ethernet-based protocols and outgrew the original scope
of only being used in MicroTCA crates. Consequently the
software suite was renamed to ChimeraTK (Control system and Hardware Interface with Mapped and Extensible
Register-based device Abstraction Tool Kit).
The digital LLRF at FLASH was very successful and
other facilities also started to use MicroTCA based systems
for the accelerator controls. This brought the challenge that
the complex device server has to be supported for multiple
control system and middleware frameworks. The ControlSystemAdapter was introduced to decouple the application
∗

martin.killenberg@desy.de

logic from the speciﬁcs of a particular control system and
improve code reusability and maintainability.
Although starting as two separate libraries, the abstraction concepts for the DeviceAccess library and the ControlSystemAdapter were very similar. In the past year, their
interfaces were uniﬁed and a new library called ApplicationCore was created. It is the consistent continuation of
the abstraction process and facilitates the creation of device
server applications in a control system independent way.

THE DeviceAccess LIBRARY
One of the main concepts of the DeviceAccess interface
is the introduction of so called register accessors. These
objects behave like a scalar integer or ﬂoating point variable
in the user code, or an iterable one or two dimensional container of these data types, with additional functions to read
from and write to the device. The accessor automatically allocates a data buﬀer of the correct size, does necessary data
type conversions and takes care of implementation details
like handshakes with the hardware.
An important abstraction step is the identiﬁcation of registers by name. When creating the register accessor, the
application is using a functional name instead of the numerical address in the I/O memory. This allows to not only access
numerically addressed registers, but also process variables
on another device servers, like a DOOCS property or an
EPICS channel. Numerically addressed device backends
require a name mapping table, which can also contain additional information like conversion parameters from a ﬁxed
point data format used on the hardware to ﬂoating point
data types used on the CPU running the device server. For
the ﬁrmware used at DESY this mapping is automatically
generated. Register names can have a tree structure by separating hierarchy levels with a slash (’/’). Like this registers
can be grouped into directories like in a (UNIX) ﬁle system.
Firmware can now be implemented in a modular way with
each functional block providing registers in a directory, and
placing the same module twice does not cause naming conﬂicts, while the software accessing each block still ﬁnds all
the register it needs in one directory. The Device interface
provides a catalogue which lists all registers it can access.
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Figure 1: Overview over the DeviceAccess library with the most important backends, the available language bindings and
the graphical user interface.
It turns out that it is an advantage to not only access registers by a functional name, but also use alias names when
opening the hardware device itself. Like this direct hardware
access can easily be replaced with a proxy though another
device server or a dummy for testing without the need to
modify the source code. A “device mapping” conﬁguration
ﬁle provides information which backend type and which connection parameters to use, and maps it to an alias name. The
conﬁg ﬁle is read at run time whenever a device is opened,
so it is possible to even change the backend in a running
application if need be.
DeviceAccess as the basic library for hardware-accessing
device servers comes with set of tools which allow direct,
interactive communication to the hardware. There are language bindings for Python, Matlab and the Linux command
line, as well as a graphical user interface (Fig. 1).

THE ControlSystemAdapter LIBRARY
The ControlSystemAdapter was developed out of the need
for a low level RF control application for accelerators to be
operated at several facilities with diﬀerent control system
infrastructure. At DESY, Hamburg, where the application is
developed, the DOOCS [3] framework is used at FLASH [2]
and the European XFEL [4]. Flute [5] at KIT in Karlsruhe
is using EPICS 3 [6]. The control system of the ELBE
accelerator [7] at HZDR in Dresden is based on WinCC, and
OPC UA [8] [9] will be used as an interface. TARLA [10]
in Ankara will use EPICS 4.
The idea of the control system adapter is to provide an
abstraction layer which facilitates writing an application that
can natively run with all these middlewares. The LLRF

control server for instance provides hundreds of process
variables and control plots, and has complex algorithms like
adaptive feed forward calculations and control table generations. To provide a source code fork for each target control
system is not maintainable. As a solution one could develop
the application server within one main middleware framework and have a gateway server for the others. Although a
viable option, this solution has many disadvantages:
• Lower performance as data is always copied and converted to a diﬀerent data format
• Possible incompatibilities and problems to reproduce a
certain feature in the other middleware
• Extra maintenance because the application has to be
conﬁgured in two environments, and both environments
have to be set up, incl. brokers, central databases etc.
• Expertise on both platforms is required, which especially for not widely used systems like DOOCS is problematic
The ControlSystemAdapter avoids these problems because the resulting executable is a genuine device server
in the particular middleware. In order for this to work, the
adapter has to ensure a lock free, multi-threaded implementation of process variable which are published inside the
application code. This was the result when studying the
locking schemes of several middleware frameworks. The
adapter implements this through lock-free queues and a dedicated main thread for the application itself, which basically
replaces the main routine of a regular C++ application. More
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Figure 2: The LLRF server developed at DESY, Hamburg, has been integrated into the WinCC-based ELBE control system
at HZDR, Dresden-Rossendorf. The ControlSystemAdapter, which has mainly been developed by DESY and aquenos
GmbH, is paired with the OPC UA adapter, developed at TU Dresden. The control system integration and operation is done
by HZDR.
detailed information on the implementation of process variables in the ControlSystemAdapter can be found in [11].
Each application using the control system adapter is derived from the ApplicationBase class. This is a singleton
with the application being the only implementation. The
application is instantiated in the object code of a library,
which is then linked against the ControlSystemAdapter and
one of its middleware-speciﬁc adapter backends, which currently are available for DOOCS [12], EPICS 3 [13] and
OPC UA [14].

Application Development and System Integration
To really make an application control system independent
one has to identify which parts of the required functionality
are in the application proper, and which have to happen in
the system integration step. For the application we have
identiﬁed the following tasks:
• Deﬁne the process variables which are to be published
in the control system
• Implement the algorithms
• Access the hardware
A number of features which are provided by a device
server are middleware dependent and have to happen during
system integration:
• Publish process variables via the middleware’s communication protocol

• Deﬁne the variable name visible in the control system
• Deﬁne middleware dependent features and data types
– Data persistency for setpoints
– Aggregated data types, e.g. for plotting
– Server-side histories
The middleware dependent features might or might not
be available in the target control system. In a DOOCS environment for instance data histories are stored on the device
server, while in EPICS a separate data archiver is collecting the data, and the IOC1 does not know about histories.
Hence, this cannot be part of the control system independent
application but has to happen during system integration.
At ﬁrst sight it might seem unnecessary to rename the
variables which are deﬁned in an application. If the system
integration is happening in the application code in a classical device server the renaming step is indeed not needed.
Here the application is already becoming dependent on the
naming scheme of the control system. So even if the same
middleware is used, an application designed for one facility
might not be directly usable in another environment, simply
because the names do not match. Hence a name mapper is
required for an application to really become control system
independent.
Experience showed that the code deﬁning the middlewarespeciﬁc features causes many lines of repetitive code in C++,
especially if each variable has to be touched at least three
1

Input/Output Controller
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times: At the deﬁnition in the header ﬁle, during initialisation in the constructor and when the values are assigned or
read out in the application logic. This kind of code makes it
diﬃcult to port the application and should be avoided. However, this step has to happen for a proper system integration.
It mainly consists of conﬁguring and renaming variables
which have been deﬁned in the application part. It turns out
that this task can eﬃciently be handled by a conﬁguration
ﬁle, for instance in XML. Especially the renaming should
not be coded in C++. This led to the decision that the ControlSystemAdapter plugin for each target middleware needs
a conﬁguration ﬁle.
The system integration step is the only part which is application and control system/middleware dependent. This
kind of source code is expensive because it has to be repeated/rewritten for each device and control system. Not
having to implement it in C++ at all has several advantages:
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in Fig. 3). It describes which module inputs and outputs are
connected to control system variables, the hardware or other
application modules. To have eﬃcient code, ApplicationCore uses inversion of control to populate process variables.
An application module only deﬁnes that it requires an input
or output variable, and the instantiation of the particular type
is done when connecting the module. The “setPointTable”
output of the “tableGeneration” module for instance is directly connected to a DeviceAccess module. In this case the
output variable will directly be a register accessor of the DeviceAccess library, which eliminates unnecessary copying
of data from one module to another.

Application Modules

• It is planned to have graphical tools which help to create
the conﬁg ﬁles (dedicated tools for each target middleware)

Application modules are the building blocks of each application. Each module has input and output variables and a
thread which is executing the algorithm. Process variables
can have two diﬀerent update modes: Push type (orange in
Fig. 3) and poll type (green). For poll type variables the
sender is passive and expects the receiver to query the latest
value, which it will deliver without blocking. Reading a
sensor value from the hardware through the DeviceAccess
interface usually is such a poll type variable. For push-type
variables new data is send when it is available, usually into
a queue. The receiver can now work in three modes.

Figure 2 gives an overview of the integration step for the
LLRF server at the ELBE accelerator at HZDR in DresdenRossendorf.

1. Non blocking read: Get the next element in the queue.
If no new data is available the last received value stays
in the buﬀer and the function returns immediately.

• The executable does not have to be recompiled, packaged and distributed
• No C++ expertise is required to do the conﬁguration

THE ApplicationCore LIBRARY
The goal of the ApplicationCore library is to provide
a tool for writing intrinsically control-system-independent
applications. The main focus is on the abstraction of process
variables. The starting point were the DeviceAccess and
the ControlSystemAdapter library. In the beginning, they
were two separate libraries with diﬀerent interfaces. But
the abstraction of registers accessors and process variables
were so similar that they were uniﬁed and they now have a
common interface.
The main idea of ApplicationCore is that an application
only knows about input and output variables. If it is abstracted away whether the variable is coming from the hardware, another part of the software or the control system, it is
unlikely that the application will be sensitive to speciﬁcs of
a control system middleware.
Furthermore, ApplicationCore should encourage a modular design and provide an easy to use interface which avoids
boiler plate code as much as possible in C++11.
Figure 3 shows the layout of a device server written with
ApplicationCore. The example application provides access
to a controller which is implemented in hardware. It is connected to the software using a DeviceAccess module. The
application itself consists of two modules called “tableGeneration”, which is generating input tables for the controller, and
“automation”, which is changing the setpoint. A central part
of the application is the connection code (middle left block

2. Read latest: The queue is emptied and the receiver
gets the latest value. This behaviour is equivalent to a
poll-type receiver.
3. Blocking read: If the queue is empty, the read function
blocks until new data has been received.
The blocking read can be used to synchronise a module
with other threads or the hardware. In the example Fig. 3 the
“trigger” in the “automation” module is such a blocking input.
Also “pulseLength” and “setpoint” of the “tableGeneration”
module are push-type inputs, but they are combined in a
variable group called “tableParameters”. This allows the
module thread to block until either all parameters have been
updated (readAll), or until any of the parameters has new
data (readAny).

The Connection Code
The main challenges of the connection code are to have
an intuitive syntax and to minimise the number of code lines
needed to describe the connection.
As an example, the “currentSetPoint” output of the “automation” module is connected to the “setpoint” input of the
“tableGeneration” module and the “currentSetpoint” of the
ControlSystemAdapter module using a fan out, indicated
by the orange circle. Connections are deﬁned using the »
operator:
TUPHA178
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Figure 3: Example of a device server using the ApplicationCore library. The application modules “tableGeneration”
and “automation” are written by the application programmer, as well as the connection code. The DeviceAccess and the
ControlSystemAdapter modules are provided by the library. Note that the “timerSystem” is also a DeviceAccess module.
automation.curentSetpoint >>
tableGeneration.tableParameters.setpoint >>
controlSystem("currentSetpoint");

This single line of code automatically creates a fan-out
module and the connections. When connecting a variable
to the control system module it is automatically instantiated
in the ControlSystemAdapter. The data type is determined
from the variable which is being connected.
If every variable had to be mentioned explicitly in the
connection code, this would result in many lines of code. To
avoid this, modules and variable groups have a “connectTo()”
function which allows to automatically connect all variables
with the same name. Both tables of the “outputTables” group
for instance can be connected to the “controller” module with
a single command. The connection command works for
inputs as well as outputs and also recursively for sub-groups.
Further modelling is possible by adding arbitrary tags to
process variables. All variables tagged for instance with
“CS” in a module group could be connected to the control
system module with one command, including variables from
all included modules and variable groups.
To improve the use of generic modules it is possible to
rename variables by adding meta data, and to eliminate hierarchy levels. A generic limiter module with three variables
“input”, “output” and “maximum” would be an example
where you don’t want to publish a variable named “limiter/output” to the control system, but rather something like
“temperatureSetpoint”.

CONCLUSION
ChimeraTK ApplicationCore is a tool which helps to design control applications in a middleware independent way.
It is based on the DeviceAccess library and the ControlSystemAdapter, which provide abstracted access to hardware
and control system middleware, respectively. ApplicationCore’s hierarchical data model helps to write modular software, which improves the maintainability and facilitates to
achieve the required abstraction to keep the application control system independent. Tools like the automatic generation
of an XML ﬁle with the variable content of an application
or plotting the variable hierarchy tree simplify the system
integration.
An LLRF server which was developed at DESY, Hamburg,
using ApplicationCore and the DOOCS adapter was tested
successfully at the ELBE accelerator at HZDR, Dresden,
using the OPC UA adapter. [15] The ApplicationCore-based
server will be easier to maintain than the original server directly implemented in DOOCS, not only due to the improved
modularity but also because of the signiﬁcantly reduced number of code lines. Currently other DOOCS servers are being
ported to ApplicationCore to proﬁt from the abstraction and
the multi-threading, even though not all of them will have
to run at several facilities.
The ChimeraTK suite is open source software which is
published under GNU General Public License or the GNU
Lesser General Public License (depending on the software
component). It is available under [16].
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MANAGEMENT SOFTWARE AND DATA EXCHANGE PROTOCOL FOR
THE INFN-LNS ACCELERATORS BEAMLINES
G. Vecchio, S. Aurnia, S. Cavallaro, L. Cosentino, B. Diana, E. Furia, S. Pulvirenti
INFN Laboratori Nazionali del Sud, via S. Sofia 62, 95135 Catania
Abstract
This paper describes the design and the development of
an innovative management software for the accelerators
beamlines at INFN-LNS. The Graphical User Interface,
the data exchange protocol, the software functionality and
the hardware will be illustrated. Compared to traditional
platforms for the accelerators console, at INFN-LNS we
have developed a new concept of control system and data
acquisition framework, based on a data structures server
which so far has never been used for supervisory control.
We have chosen Redis as a highly scalable data store,
shared by multiple and different processes. With such
system it is possible to communicate cross-platform,
cross-server or cross-application in a very simple way,
using very lightweight libraries. A complex and highly
ergonomic Graphic User Interface allows to control all
the parameters with a user-friendly interactive approach,
ensuring high functionality so that the beam operator can
visually work in a realistic environment. All the
information related to the beamline elements involved in
the beam transport, can be stored in a centralized
database, with suitable criteria to have a historical
database.

cross-server and cross-application communication, using
extremely lightweight libraries.
We decided to call our system E.T.N.A., acronym of
Enhanced Transport Network for Accelerators.

SYSTEM ARCHITECTURE
The system architecture is composed by three level, as
shown on Figure 1. The field level is composed by all
sensors, PLCs and field machines of the beamlines. The
user interfaces aim to provide control and monitoring of
the beamline to operators. In the middle of this
architecture we have the core of our system, the REDIS
online DB, used for data exchange from both field level
and the GUIs.
The middle tier also hosts a MySQL server for static
data storage and we have a certain degree of faulttaulerance by using Linux-HA and DRBD. Linux-HA is a
clustering solution that provides reliability, availability
and serviceability. In our architecture we have two
identical servers, a master and a slave, which ensure that
the services running on one of them can be automatically
moved and restarted in the backup’s node.

INTRODUCTION
In a complex and heterogeneous environment, like the
LNS beamlines, is very important to have a clear and
powerful synoptic which helps the operators in their work
of beam transportation.
For this purpose, we developed a complex and highly
ergonomic Graphical User Interface, that allows to control
all the parameters adopting a user-friendly interactive
approach, so that the beam operator can visually navigate
through a pseudo-realistic beamline reproduction. The
modular approach of this platform allows to build and
modify all the beamlines, just adding/removing all the
elements, that can be managed individually.
The users that transport the beam can therefore set and
read all the setting parameters, thanks to a continuous
communication with the field level. The data
communication has been realized following a new
concept of control system and data acquisition
framework, based on a data structures server which so far
had never been used for supervisory control.
The beamline consists of different devices from
different vendors and for this reason a standard protocol
for data exchange has been developed.
We have chosen Redis [1] as a highly scalable data
store, shared by multiple and different processes and
applications. This system easily allows cross-platform,

Figure 1: System architecture.
Cluster infrastructure services are implemented via
Heartbeat. This daemon allows clients to know about the
presence or disappearance of peer processes on other
machines and to easily exchange messages with them.
The Heartbeat daemon must be combined with a cluster
resource manager, which has the task of starting and
stopping the services that cluster will make highly
available. We used Pacemaker that is the preferred cluster
resource manager for clusters based on Heartbeat.

THE CONSOLE GUI
The local console GUI, queries the in-memory database
through a polling procedure and gets the data coming

TUPHA179
846

User Interfaces and User eXperience (UX)

from the field. The communication between Redis and the
local console is done by a TCP connection through a
proprietary protocol called RESP.
The software architecture adopted on the local console
is three-tier with the use of the architectural pattern
Model-View-Controller (MVC), which separates the
presentation layer from business logic and data storage.
The view shows the data provided by the model that is
directly connected to the database, whereas the controller
accepts inputs and converts them to commands for the
model or view, as shown on Figure 2.
Moreover, in the model layer, we have used Java
Persistence API (JPA), a Java specification for the access,
the persistence and the management of data between Java
objects and relational databases.

Figure 2: Console software architecture.
The main advantages of JPA compared to a database
driver connector is that in JPA data is represented by
classes and objects rather than by tables and records.

Interactive User Interface
The synoptic for the control of beamline elements was
developed using the JavaFX framework [2]. Figure 3
shows the panel that contains the plant of the building,
where the operator can navigate easily whit a mouse and
can zoom in and out to see some place in detail.

Figure 3: Interactive user interface.
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Thanks to the modular panel that shows the status of
beamline, the console operator can have a real-time
feedback and operate without knowing in detail the
nomenclature of the various power supplies in the
beamline.

Configurations Save and Reload
A great advantage of this software platform is
represented by the availability of a MySQL database to
save and recall a specific system configuration. Figure 4
shows the particular ergonomic design of the panel for the
configuration retrieval, that can be done by element, mass
number (A), state of charge (Q), energy (E), date and
name of the experiment.
Moreover, it is possible to print a specific setting
simply by choosing a record stored in the database. This
feature avoids tedious work to operators, which, until
now, had to write by hand every configuration in a huge
book.

Figure 4: Save and reload configurations interface.

PERFORMANCE TEST
The tests carried out on the system showed the
excellent management of the server resources like CPU
and memory. Indeed, as shown in Figure 5, we have seen
that the bottleneck is represented by the traffic network, if
data size increase, whereas the CPU time decreases in the
server where Redis runs [3].

Figure 5: Number of query/s decreases as the number of
connections increase.
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CONCLUSIONS
In this paper we presented a new system architecture
and a new user interface for the management of the LNS
accelerators beamline. The system meets the initial
requirements and provides to operators a simple and
interactive control.
It also shows excellent performance, reliability and fault
tolerance.
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DEVELOPMENT OF POST-MORTEM VIEWER FOR THE
TAIWAN PHOTON SOURCE
C. Y. Liao, C. Y. Wu, Y. S. Cheng, P. C. Chiu, C. H. Huang, K. H. Hu, K. T. Hsu
NSRRC, Hsinchu 30076, Taiwan
Abstract
The Taiwan Photon Source (TPS) is a 3-GeV third-generation synchrotron light source located in Hsinchu, Taiwan. The post-mortem (PM) system is act as an important
tool to diagnostic the cause of trip events caused by beam
loss. A MATLAB-based and web-based viewer were developed to plot and view the each event to understand the
cause and effect of the event. The post-mortem viewer architecture and implementation were presented in this report.

INTRODUCTION
The TPS is available for user service. During the operation, inevitably there will be unexpected beam trips due to
subsystem failure or other abnormal circumstances. Some
of the subsystem interlocks, like the BPM orbit (position
and angle), vacuum, front-end and beam line interlocks
need to shut down the RF system for machine protection.
It is possible to find out the reason for such an event by
using the beam trip post-mortem (PM) system. The PM
system can record the relevant signals from the subsystem
when a beam trip occurs. It also can automatically generate
beam trip reports and perform a simple analysis of the recorded signals to give possible event identification. So far,
typical beam trip events include RF trips, sub-system interlock trips, and spontaneous kicker firings. Several trip scenarios can be found in reference [1]. A MATLAB-based
and web-based viewer were developed to plot and view the
each event to understand the cause and effect of the event.
The MATLAB-based viewer has the full functionality to
display the data. The web-based viewer allowing for a
quick review of the trip event through the web browser.
The post-mortem viewer architecture, plans and implementation were presented in this report

SYSTEM DESCRIPTION
The architecture of the TPS PM system is shown in Fig.
1. The system includes the beam trip detector, EPICS embedded standalone data recorders, data storage server and
viewer. The main system features are the following: generate a trigger signal to data recorders when the stored beam
current is lost abnormally; record relevant signals to server
when a beam trip occurs; view the report from the GUI tool
or web browser to analyze each event for cause and effect.
The data storage server is used to store PM data and generate report, and provides FTP and HTTP services for PM
Viewer and web page access. The report generator process
is used to create an html file format report and writes the
event description to the database for web page access. The
flow char of the save program is shown in Fig. 2. A complete overview can be found in reference [2].

Figure 1: Schematic layout of the TPS PM system.

Figure 2: Flow char of the save program.

POST-MORTEM VIEWER GUI
PM Viewer
The PM Viewer GUI is designed to list and plot beam
trip events and the graphic user interface is developed with
the Matlab’s GUI-building tool (Graphical User Interface
Development Environment, GUIDE) as shown in Fig. 3. It
can list the beam trip event with a simple note and provide
a signal list check box to select for display the desired data,
which can be downloaded from the server using the FTP
protocol. The flow char of the plot function is shown in Fig.
4. Figure 5 shows that the vacuum interlock is active during 400 mA operation. The RF system is shut down within
a few milliseconds. Finally, the BPM position interlock is
active. Some kickers were unexpectedly fired without system trigger signal, causing an instant loss of the electron
beam, as shown in Fig. 6. A customized toolbar can provide
simple data adjustment functions as shown in Fig. 7.
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Figure 3: Main page of PM viewer graph user interface.

Figure 4: Flow char of the plot function.

Figure 6: Kicker waveforms during spontaneous fired
kickers K1, K3, and K4 while the K2 is misfired causing a
beam trip.

(a)

Figure 5: Plot page of vacuum interlock event. PosILK: position interlock, VacILK: vacuum interlock, MPSTrip: machine protection system sum trip, SRF3RC: SRF#3 ready
chain signal, Pf: forward power, Pr: reflect power, GV: gap
voltage.

(b)
Figure 7: (a) Text description of the toolbar. (b) Demonstrations of the data cursor and dual cursors functions. The
data sampling point will be displayed, when the x-axis is
zoom in into a certain level.
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Web-based Viewer
The web-based viewer of the beam trip report is designed to list and view beam trip events. The main page is
developed by the Python/Django [3] tool with SQLite database as shown in Fig. 8. It can list a beam trip event similar to the PM Viewer GUI, but only the prepared report
can be read. As shown in Fig. 9, the report is generated
from the report generator immediately or from the PM
Viewer GUI later (regenerate).
The report contains the information including the
timestamp of the trip event, note, beam current, kicker
waveforms, subsystem interlock waveforms, history of the
beam current, and machine parameters. This web-based interface is useful to quickly review a trip event by any device through the web browser.

Figure 8: Web interface of TPS beam trip report list.

SUMMARY
The post-mortem (PM) system is act as an important tool
during normal operation to diagnostic the cause of beam
loss trip events. Reliability and availability of the TPS operation improved significantly with the help of this beam
trip diagnostics. A MATLAB-based PM Viewer and webbased viewer were developed for the operators to check the
each event. We are considering adding more useful signals.
The features of the viewer are also continually being improved and developed with the feedback of the users.

REFERENCES
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Figure 9: Web page of beam trip report.
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WEB EXTENSIBLE DISPLAY MANAGER*
R. Slominski, JLab, Newport News, VA 23606, USA
T. Larrieu, JLab, Newport News, VA 23606, USA
Abstract
Jefferson Lab’s Web Extensible Display Manager
(WEDM) allows staff to access EDM control system
screens from a web browser in remote offices and from
mobile devices.
Native browser technologies are
leveraged to avoid installing and managing software on
remote clients such as browser plugins, tunnel applications,
or an EDM environment. Since standard network ports are
used firewall exceptions are minimized. To avoid security
concerns from remote users modifying a control system,
WEDM exposes read-only access and basic web
authentication can be used to further restrict access.
Updates of monitored EPICS channels are delivered via a
Web Socket using a web gateway. The software translates
EDM description files (denoted with the edl suffix) to
HTML with Scalable Vector Graphics (SVG) following the
EDM’s edl file vector drawing rules to create faithful
screen renderings. The WEDM server parses edl files and
creates the HTML equivalent in real-time allowing existing
screens to work without modification. Alternatively, the
familiar drag and drop EDM screen creation tool can be
used to create optimized screens sized specifically for
smart phones and then rendered by WEDM.

changes directly, they can provide diagnosis and guidance
or even walk the operator through making changes to
specific settings.

Fewer Control System Computer Accounts
Prior to WEDM, it was necessary to grant users full
accounts on control system workstations in order to run
EDM and view screens. A significant number of these
users have no need to update settings and can now access
their screens via the web simply using their standard JLab
username and password. For example, the facilities
management department is switching from expensive
proprietary monitoring software to EPICS for monitoring
their gas, water, and electricity meters. These users will
rely on WEDM to view the outputs of their meters.

INTRODUCTION
WEDM employs native web technologies including Web
Sockets, HTML 5 and SVG to deliver faithful renderings
of control system EDM screens for remote users who can
view them using nothing more than a web browser. The
ease at which screens can be viewed facilitates on call
troubleshooting and off-site monitoring of control systems.
Figure 1 illustrates an EDM controls screen rendered in a
browser via WEDM.
The initial goals for the deployment of WEDM include
(1) enable improved response times of the accelerator
support personnel (reduce the Mean Time To Repair,
MTTR, improve system availability), (2) reduce the
number of staff granted accounts on control system
workstations, and (3) reduce the number of special-purpose
EPICS kiosks in use.

Improved Response Time
With WEDM available, a support personnel alerted to a
problem need no longer have access to a full-blown PC
with network access dependent upon 2-factor hardware
authentication in order to view screens. As long as cellular
service or Wi-Fi is available, identical menus and screens
as available to the control room operator are accessible
through any web browser. Even without the ability to make

*Authored by Jefferson Science Associates, LLC under US DOE
Contract № DE-AC05-06OR23177

Figure 1: An EDM screen rendered in WEDM.

Reduce Reliance on EPICS Kiosks
A number of EPICS "kiosks" exist at Jefferson Lab.
These include a dedicated xterm that allows security
guards to monitor special alarm screens at times of year
when the control room is not staffed, as well as a number
of xterms on roll-around carts in service buildings and
tunnels. It is envisioned that over time the number of these
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kiosks will be reduced. The guards will be able to watch
their screens using a standard PC web browser, while techs
will make more frequent use of portable tablets when
working in service areas.

PROCESS OVERVIEW
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server backend to handle the requests. The server itself is
implemented in Java and uses the EPICS collaboration’s
CAJ Java interface to CA [1]. The web service proxies
requests to a standard EPICS CA Gateway. Internally the
service uses JavaScript Object Notation (JSON) to encode
messages between the client and server making the service
simple to troubleshoot (Figure 2).

The WEDM server provides a web page for users to
browse a file system for an edl file and a web service to
generate an HTML view of a selected screen file. The
server code is written in Java and the initial file translation
is done by creating an object representation for each EDM
widget. These intermediate objects are provided the traits
found in the edl file and generate the HTML / SVG sent to
clients.

Client Rendering and CA Updates
The WEDM server’s response to the client web browser
contains all necessary HTML to render a screen and setup
CA monitors. Data attributes embedded in the HTML for
each widget provides the information necessary for CA
monitoring. After the web page completes loading in the
browser JavaScript is used to scan the document for all
widgets and create an object for each widget which
requires PV monitoring.
These objects are called
PvObservers and are responsible for handling PV updates
such as from alarm state and value changes. The
PvObserver objects are specialized using prototypal
inheritance and are tailored for each widget type.
For the WEDM screen drawing implementation, we
chose to use HTML and SVG elements thereby preserving
the ability to style via Cascading Style Sheet rules and
interact with and respond to events on elements via the
JavaScript event model. The HTML 5 canvas is also
capable of rendering the EDM screen, but requires a
custom layout and event framework. In order to present a
screen in WEDM, each EDM object is converted to either
a generic HTML div element or an embedded SVG element
and positioned in an absolute layout. An HTML div is used
for widgets with text to leverage the excellent text handling
in HTML. Shapes are modeled using SVG as it provides a
natural fit.
Monitoring of EPICS CA updates is done using the
epics2web gateway. A Web Socket channel is established
between the client web browser and the epics2web service
and a monitor is requested for each PV needed by the
PvObserver objects. A lookup map is created in the
browser, linking a PV with all PvObservers that are
interested. Therefore each time a CA update is delivered
from the epics2web service for a PV, the map can be
consulted to determine which PvObservers to notify of the
update.

WEB GATEWAY
The epics2web gateway is a companion web service
application created to provide a client JavaScript API for
querying EPICS Channel Access over a Web Socket and a

Figure 2: Test page for epics2web.

EXTENSIBILITY
True to its name WEDM strives to be extensible. The
project page can be found on github.com and the source
code can be easily forked [2]. To add a new widget, one
must create a new Java class which implements the
WEDMWidget interface and handles parsing the edl and
generating HTML.
A configuration file named
wedm.properties contains a map from Java class name to
EDM object name and must be updated to reflect the new
widget. On the client, a new instance of the PvObserver
object should be defined and placed in a new JavaScript
file named after the EDM object. The entire application
does not need to be recompiled after a widget is added, but
it does need to be repacked to include the new files.
Packaging is done via an Ant build file. A new JavaScript
file placed in the widget directory will be automatically
concatenated and minified into the distributable package
by the build script.

PERFORMANCE
Parsing an edl file and translating it to HTML every time
a screen is requested can be time consuming for large
screens. A caching layer has been implemented and
screens are stored in memory as they are created and
returned on later requests. On each screen request, the last
modified date of the edl file is consulted to determine if the
screen has been modified and if so, the cached version is
cleared and the screen is regenerated.
General use at JLab has shown that WEDM has good
performance. Page load times are less than a second for
most screens. Most edl screens can be parsed and
converted to HTML screens server side in a few
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milliseconds and are transferred to clients encoded with
gzip to minimize network I/O. One of the largest screens
at JLab, the RF Captain screen, contains 4,426 EDM
objects, creates 1,546 PV monitors, and has a dimension of
1200px x 1015px, and results in an uncompressed HTML
file 1.73 MB in size. It takes about 2 seconds to generate
the screen server side on our hardware, but since screen
generation is cached this cost only happens the first time
the screen is requested. Total screen load time for WEDM
on a desktop computer is comparable to native EDM.

IMPLEMENTATION DETAILS
Fonts
Unlike the consistent desktop environment used by
operators in the control room, remote viewing of EDM
screens in a web browser results in a much more diverse
set of client computers including mobile devices, and
therefore a much more diverse set of client fonts. Web
browsers do a good job of substituting missing fonts, but
often the rendered text bounds varies on differing
platforms. To overcome this, WEDM dynamically resizes
all fonts on the client web browser at runtime to fit within
their bounding box.

Mouse Events
The EDM mouse event model differs from the model in
web browsers. In EDM, mouse events are propagated to
all elements in a stack of elements at a given point. In
JavaScript mouse event handling depends on how the
element is positioned and only the top most absolutely
positioned element receives mouse events. To deal with
this in WEDM the top most element event handlers must
search for elements underneath and manually propagate
mouse events to these other elements. EDM screen
designers at JLab like to stack buttons on each other so that
what appears like clicking one button is actually clicking
multiple. Also, stacking Related Displays with the
"invisible" attribute is a common way to allow clicking on
a shape to result in a new screen or screen menu.

Invisible Elements
There are many ways to make elements invisible in
HTML / SVG. In EDM invisible elements must respond
to mouse events. This means we cannot use style rules such
as "display: none" or "visibility: hidden". Instead we must
set the border, background, and foreground color to fully
transparent.

Stacking Order
In EDM and HTML / SVG the order in which an element
appears in the document from top to bottom determines the
stack order. However, EDM will move an element to the
top of the stack each time it redraws an element, ignoring
stack order. This includes, drawing the outline around a
control widget such as a Related Display or button element
on mouse hover or each time a PV update results in a new
background, border, or other graphical change. This
always draw on top behavior, remains an outstanding
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difference between WEDM and EDM. In practice, this
discrepancy has not been a problem on the screens at JLab
for anything other than hover outlines so a simple partial
solution is used to handle this one case: on hover the
“:before” Cascading Style Sheet style selector is used to
insert a pseudo div inside the widget that is then positioned
via z-index above all elements in the same group, even if
they are defined earlier in the document.

CALC Expressions
The ability to execute expressions can be accomplished
in JavaScript using the “eval” statement, but the expression
syntax differs between EDM and JavaScript. To overcome
this, EDM CALC expressions are transformed via
character substitution to JavaScript friendly expressions.

Colors / Color Rules
Colors in EDM are specified as an index into a color
palette stored in a color file (colors.list). Each EDM color
is defined as either a static RGB or as a color rule
(expression). Since the RGB colors on the web have a
depth of 256 and EDM has a depth of 56K (or optionally
256) a conversion generally must take place. Since colors
are dynamically evaluated and assigned, the color file is
translated to a set of JavaScript objects so that the script
running on the client browser can quickly access the colors.
Color rules are handled similar to CALC expressions in
that character substitution is used to prepare the expression
for evaluation using JavaScript “eval”. However, the color
rule operands are implicit and the format is of a conditional
statement. In order for the rules to be evaluated explicit
operands are inserted and the expression is converted to a
JavaScript switch statement.

LOC Variables
During web page initialization when JavaScript objects
are created for each WEDM widget LOC (Local) variables
are handled specially to ensure they are not sent to the
epics2web server requesting EPICS monitoring, but
instead are added to a JavaScript collection of known LOC
variables. Mapping of LOC variables to widgets is handled
just like with EPICS PVs so that when a LOC variable is
updated (perhaps via button press) then all widgets
interested can be notified. LOC variables are stored with
their “LOC\\” prefix to allow mixing them in the same
collections and maps containing EPICS PVs, which always
have their “EPICS\\” prefix stripped off if originally
present.

Macros
HTTP URL parameters are used for EDM macros (a.k.a.
symbols / screen parameters). Macros are passed via URL
in the form “$(<key>)=<value>”, which is the key format
that is used in edl files to store macros (dollar sign prefix
and parenthesis around key) thereby allowing the search
and replace to be executed without further string
manipulation required.
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JLAB INTEGRATION
At JLab, we use a desktop directory service named
JMenu to organize and search for screens, applications, and
documentation. Browsing for screens by file name and file
system path or creating a menu link structure on a master
EDM screen are not always the most efficient ways to find
screens. To make usage of the WEDM user-friendly, a
front-end that mimics the desktop screen launcher has been
provided. We created a mobile-friendly web application
named WMenu to extend JLab’s directory service to
WEDM (Figure 3).
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updates are communicated to clients as all new layout
instructions. The server also uses long polling instead of
Web Sockets for notifications [3].

WebPDA
Created in response to the performance limitations of
WebOPI, this toolkit leverages Web Sockets to expose
EPICS PVs to the web. A small set of custom widgets are
included and a JavaScript API is provided with
authentication at the application layer. A limitation of
WebPDA is that one must create new screens from scratch
using JavaScript and HTML.

Diirt / WebPODS / pyPODS
Originally starting out as a Java CA wrapper library
named pvmanager and integrated into CSS, this project is
now a more generalized library and includes a protocol for
accessing CA over Web Sockets. The WebPODS web
service and its Python cousin pyPODS are similar to
epics2web, but epics2web only exposes EPICS CA
whereas WebPODS provides a much more generic
protocol [4].

Others
There are many other EPICS on the web projects.
Projects which rely on a Java Applet include CAML /
WebCA [5] and JDM [6]. Projects which use Web Sockets
include web-epics [7] and NodeCA [8]. Projects which are
capable of parsing either an edl or adl file include
WebMEDM [9], EMF [10], and JDM.

FUTURE WORK

Figure 3: JLab’s web-based screen menu.

JLAB SECURITY
To ensure that WEDM does not become a back-door
allowing remote modifications to the control system we
rely on three layers of defense: (1), All users must
authenticate to the web server with a username and
password; (2) the application itself is designed to be readonly and does not directly expose any means to update
values; (3) network access controls force WEDM to access
the control system through a read-only EPICS CA gateway.

RELATED WORK
WebOPI
This project does for Control System Studio (CSS)
screens what WEDM does for EDM: OPI files created
from CSS BOY can be used as is on the web. A key
difference is that WebOPI forwards all click events to the
server for processing, generating a lot of network traffic
and putting most processing logic on the server. Widget

There are many interesting opportunities for expanding
WEDM. Several widgets are yet to be supported such as
the X-Y graph widget and the analog needle meter widget.
Further, widget versioning is not implemented and it would
allow better interoperability with legacy screens if added.
Finally, it would be interesting to allow modifications of
the control system via WEDM, but would require careful
consideration and use of security mechanisms.

CONCLUSION
The WEDM application provides an easy to deploy outof-the-box solution for viewing existing EDM screens
remotely. It also allows technicians to use the already
familiar drag and drop EDM screen creation tool to create
new mobile friendly screens.
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AN INTERACTIVE WORKFLOW TO MANAGE TOMOGRAPHY
EXPERIMENTS AT ESRF
H. Payno, C. Nemoz, European Synchrotron Radiation Facility, Grenoble, F-38043, France
Abstract
At the ESRF the activity of several beamlines is based
upon tomography X-ray imaging in various fields such as
Paleontology, Medical Imaging and Materials Science. The
instrument control and data processing systems are cloned
on all the relevant beamlines, however the steps of the processing pipeline from the data acquisition to their full exploitation in high quality publications are based upon a heterogeneous stack scenario comprised of e.g. SPEC, Python,
Octave, PyHST2 and MATLAB modules. The need has
clearly appeared to logically sequence the operations performed by these different actors as user-friendly workflows.
At the ESRF we selected a generic workflow tool, Orange,
originally developed at the University of Ljubljana and designed for data mining in collaboration with the open source
community. The graphical interface enables the easy inclusion/exclusion of functionalities represented by individual
boxes. Each box can be managed by simple Python code
generating graphical interfaces via the PyQt5 library and is
defined by a set of inputs and outputs which can be linked
together to produce consistent data processing workflows.

To let users define their own workflows we chose the Orange [1] canvas. The user-friendly interface for defining
workflow was the first reason of this choice. Moreover Orange offers some key functionality like help, checks on input
and output types for each connection and the packaging.
Despite the fact that we decided to create an Orange3
add-on for tomwer, each process is accessible without the
Graphical User Interface.
In order to fit some of our needs we had to fork the Orange3 original project. Only small modifications have been
made, especially to allow cycling inside a workflow. We
hope to move those modifications into the Orange3 core
project to facilitate maintenance in the future.
The fork of the original Orange3 project can be found
in [2].
The tomwer project is distributed under the MIT license.
Orange3 follows the GNU General Public License v3.
The tomwer add-on and the library are also strongly
based into the silx toolkit [3]. This library offers a set of
tools to simplify development of data analysis applications.
This work particularly benefits from the I/O functionalities
and the visualization widgets.

DESIGN
Architecture
Figure 1: tomwer logo.

INTRODUCTION
Tomography experiments require a set of treatments during acquisition to control the images and to prepare the
post-processing. Those treatments are time consuming if
repeated frequently.
The goal of tomwer (see Fig. 1) is to offer a tool able
to automate a part of the acquisition and reconstruction
processes on ESRF Tomography beamlines. tomwer stands
for “TOMography Workflow EsRf”.
One of the objectives is also to divide these treatments
into common atomic processes. Processes can be associated
together to create a workflow defining a complex treatment.
Due to the complexity of the treatment and the long history
to develop the routines, the software have been developed
in a large variety of languages such as Octave, MATLAB,
Python, etc. Due to lack of resources it is not possible to
envisage rewriting all these codes. On top of this many
users/developers at the ESRF do not have knowledge of all
these languages, most have knowledge about Python programming. This is why it has been decide to use Python as
the glue language.

The two main packages of the tomwer project are:
• The ‘core’ package which groups core functionalities and
has no dependency on Orange3.
• The ‘widgets’ package where classes inheriting from
‘OWWidget’ (Orange3 widget) are stored.
As we have a graphical user interface and as some treatment can be time consuming we decided to design the application to be multithreaded.
The application for tomography manages data buffering
and synchronization in order to speed up treatment.

Process Definition
Each step of the workflow corresponds to a single atomic
data treatment and is graphically represented by an orange3
box. This treatment is also characterized by input(s) and
output(s). When the orange3 box receives an input/signal
it executes the tool action and can emits one or more output/signal. This is the Orange3 design.
The list of inputs and outputs is defined in Table 1.
Signals between tools are designed by Qt signals. Connection between two tools is technically a Qt signal (output
emitted) and a Qt slot (input ‘received’) connected together.
TUPHA183
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Figure 2: tomwer set up.
Table 1: Tool Input and Output
Tool

Input(s)

Output(s)
scanReady
scanReady

Data viewer
Data validator

scanReady
updateReconsParam
scanReady
scanReady

Data list
Data transfer

scanReady

Data watcher
Ftseries

scanReady
updateReconsParam
scanReady
scanReady

Once the workflow is correctly configured he moves into
a “batch mode” which does not require any particular user
action and waits for acquisitions and treatments to be done.
The flow diagram corresponding to the workflow designed
in Fig. 2 is presented in the Fig. 3
Figure 3: Flow diagram for the workflow of Fig. 2.

SET OF TOOLS

• ‘scanReady’ which will carry a string with the path of the
scan.

The whole treatment is divided into a set of atomic processes also called tools. The list of the available tools in
tomwer v0.1 and their actions are:

• ‘updateReconsParam’ which will carry needed information for a new reconstruction.

Workflow
The user starts a workflow by picking the tool he wants
to process. Then he has to configure the parameters of each
tool in an interactive way. For example in the Fig. 2 case he
has to find the appropriate reconstruction parameters of the
“Ftseries reconstruction” tool. To do so he will have the help
of the “data validator” tool. Those tools are described later.

Data Watcher
This tool parses all subdirectories from a root directory
and check if an acquisition is recorded on one of those folders. Acquisition can be detected and marked as finished by
parsing a .info file, checking received data or waiting for a
particular file. Once the acquisition is marked as finished, a
“scanReady” signal is emitted.

Ftseries Reconstruction
This process will be launched when receiving a “scanReady” signal. It will launch an Octave script with the user
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inputs (given by the interface presented in the Fig. 4 if used
as an Orange add-on).
When the reconstruction is finished a “scanReady” signal
is sent to let the next box handle it.
During the setup phase an “updateReconsParam” signal
can be received. In this case the tool will wait until the user
select and validate new reconstruction parameters. Then it
will run the reconstruction again.

Data Viewer
This tool allows the user to visualize the data acquired and
reconstructed. The viewer is based on the silx ‘PlotWidget’
class. It allows the display of the image and proposes a basic
set of imaging tools such as colormap, median filter and
profiling histograms.

Data Validator
This is the composition of a ‘Data Viewer’ and a set of
control buttons.
In the batch phase it will display the last received acquisition and the reconstruction(s) made if any. In the interactive
mode it allows the user to :
• validate (the acquisition). This will emit a ‘scanReady’
output signal.
• cancel : nothing will be done.
• change reconstruction parameters : This will emit an
‘updateReconsParam’ signal. For example if the box is
connected to the ftseries (such as in the 2 case) it will
propose to modify the reconstruction parameters and
run again the reconstruction.

Figure 4: Ftseries interface.

Figure 5: Graylog interface.

Data List
Data list is defining a list of tomography data paths. Those
data sets will be noticed to the upstream linked processes
once the user activate it (‘Send‘ button)

Data Transfer
This will move acquisition from one folder to an-other.

REMOTE LOG
It is mandatory to be able to monitor remotely the progress
of such a workflow. Especially when we are on the “batch
mode” because the user starts his workflow process and
then can be anywhere. This is why each tool send its own
progress to a graylog server (see Fig. 5).

CONCLUSION
Status
A first version of tomwer (0.1) with the tools described
in this paper has been released in September 2017.
tomwer is used in acquisitions performed at BM05 and
ID19 Paleontology imaging beamlines. Unit tests and integration tests have also been included in the development of
the project.
Thanks to the Orange3 canvas GUI, users learn very
quickly how to use the set of tools available.

Future
Next step is to adapt the existing tools to other techniques
like holotomography and fluorescence imaging particularly
on the nano-imaging beamline ID16.
This workflow will be extended to the postprocessing
part of the data analysis, especially to deal with series of
tomography scans and massive reconstructions on OAR, the
batch scheduler provided at ESRF.
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INSPECTOR, A ZERO CODE IDE FOR CONTROL SYSTEMS USER
INTERFACE DEVELOPMENT
V. Costa, B. Lefort
CERN, European Organization for Nuclear Research, Geneva, Switzerland
Abstract
Developing operational User Interfaces (UI) can be
challenging, especially during machine upgrade or
commissioning where many changes can suddenly be
required. An agile Integrated Development Environment
(IDE) with enhanced refactoring capabilities can ease the
development process.
Inspector is an intuitive UI oriented IDE allowing for
development of control interfaces and data processing. It
features a state of the art visual interface composer fitted
with an ample set of graphical components offering rich
customization. It also integrates a scripting environment
for soft real time data processing and UI scripting for
complex interfaces.
Furthermore, Inspector supports many data sources.
Alongside the short application development time, it
means Inspector can be used in early stages of device
engineering or it can be used on top of a full control system
stack to create elaborate high level control UIs.
Inspector is now a mission critical tool at CERN
providing agile features for creating and maintaining
control system interfaces. It is intensively used by experts,
machine operators and performs seamlessly from small test
benches to complex instruments such as LHC or LINAC4.

zero code applications in order to diminish the cost of
developing and maintaining such applications.

ZERO CODE CONCEPT
Following the What You See Is What You Get
(WYSIWYG) approach, Inspector introduces a visual IDE
for the development of UI control applications. It applies
the concept of abstracting the application from the
underlying technology. It requires no code in the creation
of applications. This approach means that Inspector allows
the creation of UI control applications simply by using
visual tools. As such, users can perform changes to
Inspector-created applications or even create full
applications without the involvement of developers and
without coding skills.
Visual Interface

Value
Value
Interlock

On

Off

INTRODUCTION
In a constantly evolving research environment, changes
in software may be indispensable for the control of new
machines. Software can become outdated with the
introduction of new technologies or advancements that
facilitate usage and provide improved features.
Complex systems in accelerators require intricate
software that requires proper maintenance and updates.
Furthermore, software in accelerators are mostly
developed in the scope of a Team or Department for a
specific apparatus using local knowhow. Developing this
kind of software may require users to participate in the
software development in conjunction with the developers.
Users may lack the availability or skills to profoundly help
the development of software, potentially leading to poorly
developed applications or applications that do not fulfil the
needs of stakeholders.
Therefore, and with the increasing number of unique
software applications, the combined time and cost of
maintaining and developing software is becoming too high.
UI software requires large amounts of graphical user
interface (GUI) related code, increasing the development
cost and restricting the skills necessary to create adequate
user control interfaces.
Inspector proposes a separation between the UI and the
software technology, essentially allowing the creation of

Visual Editor
Inspector
Java
Host system
Figure 1: Integration between interface and system.
The creation of Inspector applications allows users to
concentrate their efforts on the data presentation, rather
than on implementation details. Inspector takes
responsibility of making the applications portable, within
the production environment. It also provides graphical
tools for the creation of the user interfaces, along with
accurate UI elements to present many types of data. As
illustrated in Fig. 1, Inspector acts as an abstraction layer
between the visual interfaces of control applications and
the rest of the system, including any frameworks used.
Applications created with Inspector are independent of
the base technology, meaning that any maintenance in
regards to technology or frameworks is not handled by the
user/developer but solely by Inspector. Any changes must
TUPHA184
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enforce backwards compatibility to avoid breaking
changes for existing applications.

INSPECTOR ARCHITECTURE AND
IMPLEMENTATION
Inspector is a multi-tiered application developed in Java.
Its architecture comprises a visual IDE client application
and a multi-server backend. The architecture and
implementation are portable and flexible to support the
execution of the application in many different host systems
in the CERN environment, which includes Virtual PCs,
control machines and user workstations, with several
operating systems. Due to unpredictable client application
usage, the server architecture needs to be efficient,
supporting many data and connections while being scalable
for the dynamic loads presented by clients.

Visual Application Environment
The Inspector visual editor is a Java application. It uses
the Swing graphical toolkit [1] for the graphical core with
numerous custom GUI elements built on top of it. The
usage of the Java Virtual Machine (JVM) [2] ensures
portability within the CERN host systems environment,
where the application must execute on SLC6 [3], CentOS
and Windows operating systems. Any system dependent
code is delegated to servers, which execute in a controlled
environment.
The application architecture comprises several
interconnected modules, as shown in Fig. 2.

Inspector Application
Windows
Tab
Tabs
Control Application
User interaction
Real Time Logic
Visual
Elements
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control application that itself contains visual elements and
logic.
Visual elements, named Monitors, handle user
interaction and data display. These are custom GUI
elements that interact loosely with other application
systems, such as logic parts. In the case of data displays,
they have simple supporting logic, named Attached Logic
in Fig. 2. The attached logic perform simple data
manipulations, such as determining if a value is inside a
certain range or transforming values, e.g. converting a
timestamp value into a date string.
Logic that is more complex can be included in separate
modules executed within the application independently
from the visual elements.
Data exchange inside the application is done via a Data
Layer. Modules can access metadata and data in an abstract
manner using the data layer. The data layer contains
extensions that implement the data access and handle
communication. It also exposes other features such as
metadata discovery, simple data filtering along with data
reading (get), writing (set) and subscriptions.

Load Balancing Backend Design
The main data access for Inspector happens through the
backend servers. The backend design connects the
Inspector client application and the Data Access
frameworks and devices. It comprises a Proxy server, Data
servers, Synthetic Data servers and a Log server, as
illustrated in Fig. 4.
The Proxy server is the backend entry point. It contains
maps of all available data points (also named properties)
and knows all active servers. The proxy server knowing all
other servers performs load balancing. When a client
requests a new property subscription, the proxy will
delegate the subscription to the best available data server.
The determination of the best data server depends on the
number of active subscriptions on each data server, along
with the CPU and memory load factor.
The Data servers are responsible to create and manage
the properties and respective data access. They run on
independent processes, and possibly in different hosts, to
provide redundancy and scalability. The Data servers also
act as a centralized data access, since they serve as a bridge
between the client applications and the device access.
1 connection per
device/property

N connections

Attached logic

Data Events

Shared Data Layer

Servers

Data Source

Client
Applications

Figure 3: Centralized data access between many clients.
Figure 2: Inspector application architecture modules and
data exchange routes.
To provide extensible customization capabilities, the
Inspector application supports multiple windows, which
internally can have multiple tabs. Each tab contains one

The centralized data access, illustrated in Fig. 3,
guarantees that for each unique property access there is
only one connection to the data source. Given this, the
connection effort and data transmission overhead are
moved from the data source into Inspector Data servers.
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Inspector Server Cluster
Synthetic
Synthetic
Synthetic
Data
Server
Data
DataServer
Server
Proxy

Data
Server
Data
DataServer
Server

during data publishing are strictly asynchronous to avoid
blocking if clients are slow to respond.
Inspector Server Cluster
Inspector
Application

Data
Data
Data
handlers
handlers
handlers

Synthetic
Data Server
Data Layer
Server ext.
Other ext.

This centralization reduces the load on the data sources
themselves when many clients are connected.
The server backend contains also a distinct type of Data
servers, named Synthetic Data servers. The Synthetic
server executes in a similar manner to the Data servers but
allows for data transformation. These servers have a
custom equation interpreter that performs simple data
transformation, changing the data before it reaches the
clients. The interpreter can combine multiple data or apply
mathematical functions; for example, it can run an FFT [4]
on a data set. These operations, which may require high
processing power, execute in the server reducing
computational load on user host machines. This server also
applies centralization, i.e. if many users are observing a
certain data transformation then only a single execution is
performed, instead of one per user.
Data logging is also possible in the Inspector Server
backend. The backend contains a specialized Log server
that logs data generated by Data and Synthetic servers. The
data is logged in circular buffers stored in raw files.
Furthermore, the Data and Synthetic servers also perform
automated logging. Every data point generated by the
system remains in a circular buffer up to 1000 single
values. Clients can access the logged data transparently
from Inspector visual elements, for example: for time
based single values, the Chart Monitor automatically gets
these last data points if available.
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Proxy

Data Server

Log Server
JAPC
Other Data Sources

Figure 5: Integration of Inspector client application and
servers.
Communication from the client to devices (namely sets
or writes) happens directly from the client applications
with no server interaction. The Data layer, in the client
application, performs sets directly through JAPC [7], in the
case of the default data sources. Any other data layer
extension must implement a similar methodology. This
behaviour along with the combination of a Role Based
Access Control (RBAC) [8] ensures that only authorized
users perform property sets.

INSPECTOR AS AN APPLICATION
DEVELOPMENT TOOL
Device Data
Access

Inspector includes several features to simplify the
development of control applications.

Rich Visual Editor
Log Server

Figure 4: Inspector Server architecture.
Establishment of connections is done via the Proxy
server, illustrated in Fig. 4. After the discovery and
connection, communication between servers happens
directly. Semi asynchronous RMI [5] is the communication
method used to exchange data between all servers.

General Architecture Structure and Integration
in the Control System
Inspector client applications and servers integrate
through the Data layer extension in the client application
and the Proxy server in the backend structure, illustrated in
Fig. 5. The communication, just like between different
servers, uses RMI. The data exchange happens with direct
RMI communication and an observer pattern [6] for
property subscription. Invocations in RMI interfaces

Inspector’s visual editor application is a pure
WYSIWYG with a simple interface and interactions. The
interface, in Fig. 6, although based on Swing, is entirely
comprised of custom visual components that follow a
custom UI design scheme.
The editor includes a visual browser for data discovery
and a working set creator. Users can build working sets to
group and manage data sources for each project.
Using properties is as simple as dragging them from the
data source list and dropping them inside the editor main
panel. Once a property is dropped inside the editor, a visual
menu appears with all the available monitors in which it is
possible to display the property value. Inspector internally
obtains the property metadata, i.e. its value type and other
information, such as read/write access, and only displays
adequate monitors for each property.
Tailoring a project is as simple as organizing monitors
inside layout elements, such as popups. Monitors can be
moved via drag actions, resized or customized by changing
their attributes. Simple data transformation can also be
done at Monitor level. Attributes of monitors can be altered
TUPHA184
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based on the property values, using ranges for example, or
the data itself can be transformed by using formatters.
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INSPECTOR CREATED APPLICATIONS
Applications created in Inspector run in the Inspector
client application. The Inspector application has two
modes: Edit and View. In Edit, the default mode, Inspector
makes available editing tools and data browser. In View
mode, Inspector starts in an optimized mode without
editing functionalities. Developed applications exhibit the
same behaviour in both modes.
Inspector applications are used throughout CERN by
experts and machine operators. They control operational
equipment in accelerators such as LHC [10], LINAC4 [11]
and SPS [12]. An example of such application is presented
in Fig. 7, showing a control application for the LHC Radio
Frequency (RF) cavities.

Figure 6: Inspector main application window.
The vast assortment of monitors, including polar plots,
multi-state switches, buttons, dials, etc. can be organized
via automated layout options. Visual elements can be
organized in a grid system and layout constraints can be
applied to multiple elements with single actions.

Soft Real Time Data Processing
Monitors allow for simple data transformation, but many
control applications require logic that is more complex.
Inspector introduces two mechanisms to perform intricate
data transformation and closed loop control.
A visual equation editor is included in the application.
This equation editor facilitates the creation of
mathematical equations that are executed in the Synthetic
servers. Equations may receive inputs from properties and
can perform mathematical operations or apply functions to
values. The output of an equation is always one data value,
single or complex. The computation of a synthetic equation
happens based on a timer or an event.
For more intricate logic and data processing, Inspector
includes a specialized module: Blueprints.
Blueprint is Inspector’s powerful data processing and
scripting system. It combines visual scripting, for users
with limited programming knowledge, and high-level
integrated language scripting, including Python support.
Blueprints execute in the client Inspector application as
managed sub-applications. They are isolated from the core
Inspector system, but can interface with visual elements
and properties.

Agile Development
Applications developed in Inspector can be easily
changed after the development. In fact, due to the
simplicity of Inspector visual development, applications
are mostly developed iteratively, with the users making
changes as they use the applications. Inspector also
includes support for version control. It integrates with SVN
[9] without use of external tools.

Figure 7: LHC RF Cavity control application developed in
Inspector.
Other uses of Inspector include diagnostic of devices, via
rapid application prototypes, and control of laboratory test
devices.

CONCLUSION
Inspector is a valuable application used throughout
CERN. Many users from several teams and engineering
areas depend on Inspector or Inspector developed
applications.
Deployed in CERN’s complex control system, Inspector
has been a steadily growing application that many users are
still discovering. Its main stakeholder is the RF and OP
Groups in the Beams Department at CERN, where
Inspector is one of the main control applications.
The technologies used in Inspector have proved
adequate for the project. Several issues arise occasionally,
due to the vastly diverse host environment conditions and
growing user base. These issues lead to the introduction of
alternative implementation methods, such as the
asynchronous RMI used for server-client communications
or an in-application stability tracking system.
Overall Inspector has been a reliable system with a
steady user base and an important role at CERN.
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JAVAFX CHARTS: IMPLEMENTATION OF MISSING FEATURES
G.Kruk, O.Alves, L.Molinari, CERN, Geneva, Switzerland
Abstract
JavaFX, the GUI toolkit included in the standard JDK,
provides charting components with commonly used chart
types, a simple API and wide customization possibilities
via CSS. Nevertheless, while the offered functionality is
easy to use and of high quality, it lacks a number of features that are crucial for scientific or controls GUIs. Examples are the possibility to zoom and pan the chart content, superposition of different plot types, data annotations, decorations or a logarithmic axis. The standard
charts also show performance limitations when exposed
to large data sets or high update rates.
The article will describe how we have implemented the
missing features and overcome the performance problems.

JAVAFX CHARTING PACKAGE
JavaFX is a software platform enabling creation of rich
client applications. It includes a charting package with Pie
Chart and a set of most commonly used XY charts such as
Area Chart, Bar Chart, Line Chart or Scatter Chart. Each
chart is represented by a class and can be styled using
Cascading Style Sheets (CSS) and dedicated style classes
[1], in a similar way as all the other JavaFX components.
Although the JavaFX charting package allows developers to create sophisticated and well-looking charts that are
sufficient for typical business applications, it misses a
number of built-in features that are essential for scientific
tools used for data visualisation and analysis.

CERN CHART EXTENSIONS
Motivation
Lacking the required functionality, we faced a choice
between either implementing it ourselves or using a 3rd
party library that would support it.
As of today, the only suitable open source library is
JFreeChart [3] in combination with FXGraphics2D [4].
The rich set of functionality offered by JFreeChart comes
with a relatively steep learning curve for its API. Most of
our non-professional software developers (like physicists
or operators) preferred to use the standard JavaFX charting package and simpler APIs that they already knew. We
wanted to avoid a hybrid approach, with JavaFX charting
used for some applications and JFreeChart for others, as
it would make long-term support and maintenance of
these applications more difficult and expensive. Since the
estimated development effort was not very high, we decided to implement it, with an idea of making it open
sourced and available for the JavaFX community.

XYChartPane
The central class of the package is XYChartPane. In
several aspects, it is similar to the standard JavaFX
StackPane, which lays out its children in a back-to-front
stack, but is specialized to lay out instances of XYChart
and to manage nodes belonging to custom chart plugins
(see next section for details).

Missing Features
One missing piece of functionality is an easy, graphical
way of zooming, i.e. by drawing a bounding box with
mouse cursor. For charts containing a significant number
of points, it is usually a must have feature that users just
expect to be there.
Also, JavaFX does not provide an easy way for developers to add custom graphical elements on top of their
charts. Examples are data point annotations, lines and
rectangles defining limits, text labels or other decorations
that help in interpretation and enrich the displayed data.
Other missing features that are commonly used in the
controls domain include logarithmic scales, the possibility
of mixing different plot types on a single chart or a heatmap chart used to display particle beam images.
Most of the aforementioned features are present in the
list of possible enhancements for OpenJFX [2] but up to
and including Java 10 there are no plans of the JavaFX
team to actually implement them.

Figure 1: XYChartPane with different chart types.
The main (base) chart must be specified at the construction of XYChartPane but the additional charts, drawn on
top of each other (see Fig. 1), can be added and removed
at any moment via exposed observable list of overlay
charts.
All the overlay charts use the X-axis of the base chart.
They may also share the common Y-axis of the base chart
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or have their own independent ones with distinct data
ranges and drawn on either left or right side of the chart.
To make the overlay layout possible, certain features of
charts added to the XYChartPane must be deactivated.
For instance, the background is made transparent, the grid
lines and individual legends are hidden as well as title
labels. Some of these properties are configurable only on
the base chart e.g. background or grid, while the others,
such as title or legend, are configurable for all charts
together using properties of the XYChartPane.

Chart Plugins
Chart plugins, instances of XYChartPlugin class, represent add-ons to the standard charts that can be added to
the XYChartPane to interact with the chart content and/or
to insert graphical components that are rendered on top of
charts.
At the moment the extension provides the following
plugins:
 ChartOverlay - allows adding to the chart area any
instance of javax.scene.Node that will be laid out on
top of charts. Typically the plugin would be given an
instance of javax.scene.layout.Pane (e.g. AnchorPane) containing child nodes at arbitrary locations.
 CrosshairIndicator – a cross (horizontal and vertical
line) following the mouse cursor and displaying its
coordinates.
 DataPointTooltip – a tooltip label displaying coordinates of the data point hovered by the mouse cursor.
 Zoomer – zooms the visible chart area to the rectangle drawn by dragging the cursor. It keeps a stack of
zoom windows (X and Y ranges), allowing zoomout to the previous or to the origin window.
 Panner – allows dragging the visible chart area.
 XValueIndicator, YValueIndicator – a vertical and
horizontal line (respectively), indicating specified X
or Y value, with an optional text label describing the
indicated value.
 XRangeIndicator, YRangeIndicator – a rectangle
indicating vertical or horizontal range (respectively)
between specified X or Y values, with an optional
text label describing the indicated range.
The plugin can access the XYChartPane via a dedicated
observable property (set when the plugin is added to the
pane) and therefore it can register mouse or keyboard
event handlers that it should react on. For instance, the
Zoomer plugin registers a handler intercepting mouse
events to draw zoom-in rectangles and to change the X
and Y ranges at the end of the interaction.
Every plugin can provide an optional list of nodes that
should be rendered on the XYChartPane, e.g. the Zoomer
provides a javax.scene.shape.Rectangle node that is used
to draw zooming box.

Figure 2: XYChartPane with components of different
plugins.
Most of the plugins are configurable via dedicated
properties. Also all the graphical elements used by plugins
(lines, rectangles, labels, etc.) have their own style classes
and therefore can be customized in a standard way using
CSS.

NumericAxis
Along with CategoryAxis, JavaFX provides NumberAxis class that is used to display numerical values such as
Long, Double or BigDecimal. It contains a boolean property called autoRanging that determines the behaviour of
the class. With autoRanging set to true, the axis automatically calculates visible range and tick units based on data.
If the property is set to false, the axis relies on the range
and tick unit specified programmatically by the user.
This behaviour is incompatible with the requirements
of Zoomer and Panner plugins that need to change the
axis range programmatically but at the same time require
the axis to adjust the tick unit automatically. The NumberAxis class being final prevents anyone from extending
it and adding zooming and panning capabilities.
For this reason we implemented a NumericAxis class
providing all the original functionality and in addition
supporting automatic tick unit calculation with auto-range
being off. Therefore it is necessary to use NumericAxis
(rather than NumberAxis) for the Zoomer and Panner
plugins to work properly.
In addition, the NumericAxis offers few other features:
 autoRangePadding – a double property representing a fraction of the range to be applied as padding
on both sides of the axis range e.g. if set to 0.1
(10%) on axis with data range <10, 20>, the new
automatically calculated range will be <9, 21>.
 autoRangeRounding – a boolean property, indicating if the automatically calculated range should be
extended to the major tick unit value e.g. with data
range <3, 74> and major tick unit 5, the range will
be extended to <0, 75>.
 tickUnitSupplier – a property holding a strategy
(TickUnitSupplier) responsible for calculation of
major tick units, with default implementation
equivalent to the one of NumberAxis.
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LogarithmicAxis
In addition to the NumericAxis, we also implemented
LogarithmicAxis, with configurable logarithm base and
the number of minor ticks. An example is presented on
Fig. 3.

Figure 3: Logarithmic Y axis with base 10.
Similarly to the NumericAxis, it also supports the
zooming and panning operations.

HeatMapChart
HeatMapChart is a specialised chart that uses colours
to represent data values contained in a matrix. At CERN,
it is typically used by applications displaying beam images (like on Fig. 4) or time trends of signals, with a single
line of pixels representing a single acquisition.
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DEALING WITH LARGE DATA
SETS
In scientific applications, it is a relatively common requirement to plot signals containing large number of data
points. Some instruments at CERN measuring particle
beam properties produce waveforms with more than
100,000 data points. Physicists and equipment specialists
need to plot the entire waveform and to zoom-in to specific segments.
The JavaFX charting package performs well with series
containing up to a few thousands data points, with rendering time below one second (on a decent desktop computer). However, drawing series containing tens of thousands
points takes several seconds, blocking the FX thread and
making the application unresponsive.
To address this issue, we developed the DataReducingObservableList, a specialised implementation of the
ObservableList interface (as used by the XYChart Series
class), performing data reduction the specified number of
most significant points. It is a wrapper over a source list
(containing all points) that triggers execution of the reduction algorithm on every change of the source data or
X-axis range, exposing to the chart Series reduced number of points from the current X range.
By default, DataReducingObservableList uses RamerDouglas-Peucker [5] reduction algorithm that is fast and
suitable for the vast majority of cases. The reduction of
100,000 points to 500 takes around 50-60ms, preserving
the original shape of the signal. It is also possible to use
another algorithm by providing its implementation and
configuring it via a dedicated property.

CONCLUSION
The implemented extension fulfils the substantial set of
features missing in the JavaFX charting package, enabling
its usage for all controls applications.
All added components follow JavaFX design principles
and API style, making their usage simple and intuitive.
The application of data reduction algorithm addresses
the performance issues, allowing visualisation of large
data sets flawlessly.
Currently we are in the process of making the extension
open sourced.
Figure 4: HeatMapChart showing the LHC beam image.
The class uses its own Data type that represents the matrix and allows retrieving X-Y coordinates and the corresponding values.
By default, the HeatMapChart uses a rainbow colours
gradient but this can be changed using colorGradient
property to either one of the predefined gradients (e.g.
white-black, black-white, sunrise) or to a custom gradient
specified by the user.

REFERENCES
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ENHANCING THE MxCuBE USER INTERFACE BY A FINITE STATE
MACHINE (FSM) MODEL
Ivars Karpics, Gleb Bourenkov, Thomas Schneider,
European Molecular Biology Laboratory (EMBL) Hamburg Unit
also at DESY, Notkestrasse 85, 22607, Hamburg, Germany
USE CASE

Abstract
The acquisition of X-ray diffraction data from macromolecular crystals is a major activity at many synchrotrons
and requires user interfaces that provide robust and easyto-use control of the experimental setup. Building on the
modular design of the MxCuBE beamline user interface, we
have implemented a finite state machine model that allows
to describe and monitor the interaction of the user with the
beamline in a typical experiment. Using a finite state machine, the path of user interaction can be rationalized and
error conditions and recovery procedures can be systematically dealt with.

INTRODUCTION
EMBL Hamburg operates two beamlines, P13 and P14,
for macromolecular X-ray crystallography (MX) on the
PETRA III synchrotron at DESY (Hamburg, Germany). On
both beamlines, MxCuBE [1] is used as the user interface.
While in MX, a large fraction of data collections are considered as ‘measurements’ and are often conducted by nonexperts, still many data collections can be considered as
‘experiments’ in which a fine control of data collection parameters is required to obtain usable data. Both aspects
require the user interface to be robust and easy-to-use for
measurements while providing flexibility and deeper control for experiments. To make the control of the beamlines
more robust and intuitive from the user perspective, we have
embarked on describing the interaction of the user with the
beamline as a finite state machine (FSM). An FSM is a
mathematical model of a closed or open loop discrete-event
system with defined states [2]. FSM-graphs are widely used
to define, analyse and control the functioning of system. Applications include software engineering and experimental
control systems. For example, state graphs are used in Large
Hadron Collider experiments at CERN [3, 4] and in data
acquisition system at the European X-ray free-electron laser:
Karabo SCADA framework [5]. For the case of controlling an experiment/measurement on an MX beamline, the
modularity and clean separation between low-level hardware
access and the graphical interface within MxCuBE allows
implementing an FSM model into the main experimental
cycle. Important features of using an FSM are the ability to
have an overview of all relevant beamline components, to
keep track of user actions, and to guide users and/or beamline
staff in case of failure or alarm.

A highly-simplified typical user interaction with a macromolecular crystallography (MX) beamline for the collection
of diffraction data includes mounting the sample onto a sample positioning device (goniometer), centering of the sample
with respect to the X-ray beam, setting of the data collection
parameters, triggering of the data collection, execution of
the data collection which consists of rotating the sample
in the X-ray beam, and finally unmounting of the sample.
The MxCuBE graphical user interface (GUI) for MX beamlines contains numerous widgets to control the settings of
the beamline hardware including X-ray energy, beam attenuation factors, size and shape of the X-ray beam, distance
between the sample and X-ray detector, and others (Fig. 1).
To facilitate sample centering, the user interface offers a
life view of the sample and various means to position and
orient the sample. The data collection parameters are set by
entering numerical values for controlling sample rotation
speeds, exposure times etc. The many different ways of collecting data on a given crystals and the interdependencies
between different - often technically high-end and thus not
ultimately stable - components of the beamline result in a
highly complex system for which stable operation is not trivial to achieve. An important factor in this context is also
the fact that many users of MX beamlines are inexperienced
posing high requirements in terms of making the operation
robust and supporting recovery from errors.

FINITE STATE MACHINE
In the case of FSM, a system can be in exactly one finite
state. It can move to another state in response to defined
external inputs (stimuli). An FSM is defined as a set of states
and transitions, an initial state, and conditions for transitions.
For a typical user interaction with the experimental GUI during an MX data collection, it is possible to indicate several
common steps (transitions in the FSM graph):
1. Sample mounting on the sample positioning device
(goniometer).
2. Sample centring.
3. Entry and validation of data collection parameters.
4. Execution of data collection.
5. Sample dismounting.
6. Returning to step 1.
TUPHA187
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Figure 1: Graphical user interface MxCuBE as seen at EMBL beamline P14. In the left half, a life view of the sample
is displayed. The sample view is surrounded (clockwise from above) by controls for sample orientation and microscope
settings, controls for sample centering procedures, and widgets for controlling the size and shape of the X-ray beam (which
need to be modified to match the size of the sample). In the right half, the left section offers several tabs that allow the
definition of parameters of relevance to various data collection procedures, the middle section controls the loading and
unloading of samples and the assembly of sequences of data collection procedures, while the right section allows to monitor
(and partly control) general properties of the synchrotron, the experimental environment etc. At the bottom of the screen
logging information is displayed.

Figure 2: State graph of a user interaction during a macromolecular crystallography data collection. Circles represent FSM
discrete states. Normal states are shown in white, while states painted in red are error states and require actions to return
system to a normal state. Blue arrows point to Sample mounted state and are executed automatically, red arrows indicate
the request from a user to unmount a sample. FSM graph includes also Beam alignment state where several xray beam
alignment procedures are allowed.
TUPHA187
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Based on these transitions, a state graph was created
(Fig. 2). The graph originates from the Start node. If there
is a sample mounted on the goniometer, then the state is
changed to the Sample mounted state, otherwise to the Sample not mounted state. From the Sample not mounted state
it is possible to reach the Sample mounted state via Sample mounting state (an attempt to mount a sample). In case
the of successful mounting, the system reaches the Sample
mounted state while for a failed mounting procedure it resorts to the Sample not mounted state. The next state, Sample
centered, is reached from Sample mounted state via three
different transitions aka positioning methods (manual, automatic optical, or xray based centering). To reach the state in
which data are actually collected - Collection running - the
system has to go through several preparatory stages. These
include reaching a set of Valid input parameters, arriving in
a set of Accepted conditions, and leaving the Confirmation
window displayed state with a positive confirmation. To ensure a closed loop system most of the states have transitions
to the Sample mounted state.

IMPLEMENTATION IN THE GRAPHICAL
USER INTERFACE MXCUBE
Both P13 and P14 use MxCuBE with Qt4 graphics [6,
7] as an experimental graphical user interface. MxCuBE is
written in Python and is logically divided into a hardware
access and a graphical representation layer. The hardware
access level is called ‘Hardware Repository’ and contains
a set of configurable hardware objects. The modularity of
the Hardware Repository allows sharing data across and
between hardware objects and creating complex so called
‘procedures’ to perform scans, data collections, beam centering and other complex processes. We have implemented the
FSM in MxCuBE as a hardware object that can connect to
all hardware objects relevant to performing measurements
or experiments. The implementation of the FSM-graph is
defined via an yaml-file describing graph nodes, transitions
and conditions. Transitions are triggered upon request when
the conditions as evaluated by individual hardware objects
are fulfilled. For example, the sample_is_loaded condition
(Fig. 2) is broadcasted by the goniometer hardware object.
For debugging purposes a window with information about
the state of the FSM is available. It contains a table displaying all available states, conditions and a history of states
assumed by the system (Fig. 3).

CONCLUSION AND PERSPECTIVES
We have presented an idealized Finite State Machine
model for the interaction of a beamline user with a beamline
to collect diffraction data from a crystal. While analyzing the
current implementation of the process in the MxCuBE graphical user interface running on the MX beamlines at EMBLHamburg, we realized the high complexity of the real-world
interaction between a user of a beamline. When restricting
the FSM-model to the steps relating to a simple measurement
on a single sample, the resulting description is helpful for the
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Figure 3: Window for monitoring the FSM described in
(Fig. 2) as implemented in MxCuBE. In the matrix in the
upper part of window, each column corresponds to a state
and each row of the matrix relates to a condition that needs to
be fulfilled for a transition between two states to be executed.
For each condition, the corresponding state is indicated by a
green tick-mark (true) or a red cross (false). At the bottom,
a state history is displayed. In this example, the sample was
mounted and successfully centered: the FSM has progressed
through Sample not mounted, Sample mounting, Sample
mounted into the Sample centered state. According to the
FSM graph, the system can now progress to Valid input
parameters or to Invalid input parameters. As the condition
Data path valid is not fulfilled system is in the error state
Invalid input parameters (column 8 painted in red). To
progress towards the Data collection state, the system has
to go through the Valid input parameters state which can be
achieved by entering correct data collection path.

user of the beamline, the beamline scientist supporting the
beamline user, and for the developers of the beamline control interface. For the (inexperienced) beamline user, being
informed about the current state/current transition is useful
especially in situations in which the beamline is seemingly
idle or blocked, e.g. during a technical wait period when
a sample is robotically mounted. The clean information
about error state and - when possible - suggested recovery
procedures make the beamline user more autonomous and
reduces the need for the beamline scientist to recover the
beamline. Error situations unrecoverable by the beamline
user can also be recognized and an automatic notification
can be sent to the beamline scientist to address the problem.
For the developer, the state history provides an important
tool for debugging. Gathering statistics about the behaviour
of beamline components as seen via the states assumed and
transitions take can be used to build a knowledge base for
pin-pointing fault-causing beamline components. During
the design and implementation of the FSM, a number of
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conceptual challenges surfaced. In particular, the possibility
of accessing many beamline functionalities from the same
interface-section at the same time will need be reassessed. A
hierarchical approach could be envisioned in which actions
that can be triggered by the beamline are cleanly grouped so
that only a subset of functionalities - that is less complex to
maintain in a consistent way - is accessible, while the other
functionalities are blocked. Blocked functionalities can be
easily indicated by ‘greying-out’ the respective parts of the
GUI. While the description of an entire beamline as an FSM
may be conceptually of interest, the involved effort may be
prohibitive. Nevertheless, describing subsystems as FSMs,
such as done here for the interaction of the user with the
beamline for a standard diffraction data measurement, can
be useful both for achieving a better understanding of the
needs and for optimizing procedures in terms of efficiency
and robustness.
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SOLARIS DIGITAL USER OFFICE
T. Szymocha†, A. Górkiewicz, P. Peterman, J. Szota-Pachowicz, M. J. Stankiewicz, National
Synchrotron Radiation Center SOLARIS, Krakow, Poland
A. Pulapa, R. Rozanska, T. Szepieniec, ACK CYFRONET AGH, Krakow, Poland
Abstract
User Office is needed in any research facility providing
services for users. Nowadays each facility uses tools for
management of users. Digital User Office is a tool developed with collaboration with ACK Cyofnet AGH, Krakow, Poland. The project was aimed at building system
with use of modern technologies, flexible enough to accommodate easily changes requires by rapid development
of SOLARIS (new national synchrotron radiation center
in Poland). The main features and plans for development
will be presented.

SOLARIS DIGITAL USER OFFICE (DUO)
Each facility adopted or developed own system supporting process of users and proposal management. In general
user office is a central contact point for users [1]. They can
manage their accounts, submit proposals, submit publications and experimental reports. The digital user office allows to prepare statistical information or list of research
scientific domains.
The user office typically covers:
 calls for proposals
 management of mailing lists/newsletters
 handling of proposals and experimental reports
 badge requests (access to facility, dosimeters)
 managing publications database

The user of the DUO system can have multiple roles.
The basic one is a Light User – for whom only basic information about account is registered. Such user can prepare
and save draft of proposal. After adding affiliation user can
submit proposal when there is Open Call.
In the context of proposal lifecycle there is Main Proposer, Co-proposers role that are recognized for responsible scientist leading the research. When proposal is accepted the Experimentalists role can be granted to persons
that come to SOLARIS facility.
The second group of roles are these prepared for staff
required for proposal evaluation:
 Radiation Manger
 Safety Manager
 Beamline Manager
 Reviewer
The last one: the User Office Manager is for administration of User Office and overview the whole process.

While waiting for first users the concept of SOLARIS
DUO was developed. Having in mind that system will
evolve with growth of synchrotron and that technology of
web portals changes rapidly, the idea to develop Digital
User Office from scratch was agreed on. It has given opportunity to tailor solution to SOLARIS needs. The work
was done to overview existing synchrotrons in other countries to find best solutions and adapt them to SOLARIS
DUO vision at that time.

Registration
Typically user starts with very simple registration process by filling in only basic contact information. Simplified registration form can be seen on Fig.1. After confirmation of user e-mail address one can log into one’s DUO
account.
The basic dashboard allows to manage user account information and prepare draft proposals. Proposals cannot be
submitted until user adds one’s affiliation. Affiliation is a
link between user and his/hers home institution. It is allowed to have multiple affiliation and specify proposals in
context of given affiliation.

Figure 1: Snapshot of registration form.

Proposal
Preparation of proposal is split into 4 steps.
In first step user gathers general information about proposal (title, keywords, list of proposer and co-proposers,
indicates affiliation of the proposal, scientific discipline,
chosen beamline for the experiment and number of shifts).

___________________________________________
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In scientific part (second step) proposers enter abstract,
expected results, experiment description, motivation, references etc.
In third step samples planned for experiment and to be
used in SOLARIS facility are defined and safety risk evaluation is performed.
In the last step user accepts regulations (terms and conditions of SOLARIS infrastructure usage) and submits proposal. After submission no changes can be done to proposal. Only in case there are some conditions set by SOLARIS evaluation team, user can decide whether accepts
them or not.

Evaluation Process
Every proposal has to be evaluated and reviewed. There
are two process run in parallel. Technical evaluation consists of: safety, radiation safety and feasibility is done independently from reviewing scientific goal and methods by
reviewers.

Allocation
The operation plan of SOLARIS facility set the framework for detailed operational calendars of beamlines.
After proposal has been accepted, the beamline scientist
allocates time for the visit according to preferences indicated in the proposal. The Proposer is then informed about
time and dates of his/hers allocation.

Before Experiment
User before coming for experiment has to prepare required documents. They are: user declaration, safety certif-
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icate and experiment form in which Main Proposer set experimentalist (person coming to do the experiment on site).
Every experimentalist should pass the safety training.

After Experiment
After finishing the experiment user should send experimental report and has possibility to send feedback.

TECHNICAL DETAILS
The main purpose of DUO is to allow users’ management and coordination of the whole proposal evaluation
process.
The user management component allows user registration and user affiliation management.
The proposal submission component facilitate filling
proposal form, indicating co-proposers and experimentalist.
The review component supports process of decision
making: there are views dedicated for different roles that
include various functionalities for Beamline Manager,
Safety Manager, Radiation Safety Manager and Reviewer.
The DUO also supports the Review Meeting event and
grading proposals process. Apart of managing the main
processes, the application provides an additional functionalities (e.g. experimental reports, trainings, feedbacks).
DUO was designed as an open platform to face the challenges related to continually changing SOLARIS facility.
Therefore, the business logic is described as an easily
maintainable rule-based specification. If any changes in
procedures are introduced, they are automatically transferred into changes in functionalities available for the system users.

Figure 2: Snapshot of the user dashboard with left menu collapsed.
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To achieve good user experience modern web technologies were used including: Angular for the front-end part
and Java Spring for server.
Digital User Office is a system implemented in Java with
use of Spring Boot framework. Maven is used to build executable archive .jar from source with Apache Tomcat container. Besides of Java Runtime Environment platform it
has no other requirements for operating system. Application uses two databases.
MySQL is responsible for storage of information with
complex relationships like: user profile data, affiliations,
user roles, user groups, beam time allocation.
MongoDB is used for storage of data that has document
type structure, e.g. proposal form, review form or experiment form data.

Graphical User Interface
The Digital User Office portal was designed with help of
User Experience specialist to make it user friendly at the
very beginning of operation.
The registration page (see Fig. 1) gathers only basic information about user.
After first log in, user can see the user dashboard (see
Fig. 2) with basic menu on the left (see Fig. 3). It is possible to hide this menu, that is useful for mobile or tablet.
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CONCLUSION
The SOLARIS Digital User Office portal started at 12 th
National Synchrotron Radiation Symposium in Gdansk,
Poland in September 2017.
The development of DUO portal is foreseen, however it
should be done in back-end of the system. For the end user
system should look the same. Only some processes will be
facilitated. The important feature missing is (due to lacking
of e-mail transfer in Umbrella API) integration with Umbrella, so the local accounts are used.
The integration with WayForLight [2] is possible, however for the time being it is possible to prepare form on
WayForLight portal, save it in XML and then download
proposal in SOLARIS DUO. Then user must only fill in
additional data in proposal form specific and required by
SOLARIS.
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Figure 3: Snapshot of the basic left menu.

For staff involved in proposal evaluation or user management, the special roles are granted and menu extends.
There are a few steps that require user attention, then the
automated e-mail notifications are sent to user. It confers
natty layout without long and illegible links.
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AUTOMATING OPERATION STATISTICS AT PETRA-3
P. Duval, M. Lomperski, H. Ehrlichmann, D. Haupt, R. Bacher, DESY, Hamburg,
Germany
J. Bobnar, Cosylab, Ljubljana, Slovenia
Abstract
The quoted machine availability of a particle
accelerator over some time range is usually handgenerated by a machine coordinator, who pores over
archived operations parameters and logbook entries for
the time period in question. When the machine is deemed
unavailable for operations, 'blame' is typically assigned to
one or more machine sub-systems. With a 'perfect'
representation of all possible machine states and all
possible fatal alarms it is possible to calculate machine
availability and assign blame automatically and thereby
remove any bias and uncertainty that might creep in when
a human is involved. Any system which attempts to do
this must nevertheless recognize the de-facto
impossibility of achieving perfection and allow for
'corrections' by a machine coordinator. Such a system for
automated availability statistics was recently presented
[1] and we now report on results and improvements
following a half year in operation at PETRA-3 and its
accelerator chain.

INTRODUCTION
A particle accelerator facility has an operations
schedule (potentially 24/7) where the facility is obligated
to supply users or experiments with beam.
Any
unanticipated deviation from this operations schedule is
regarded as non-availability. Quite naturally, machine
coordinators strive to present a perfect score of 100%
availability at the weekly operations meeting.
Traditionally a machine coordinator will scour the
machine data, spreadsheets, logbook entries, etc. to obtain
the official availability of the facility over the period in
question.
We are motivated to generate this availability number
automatically for several reasons. First and foremost, we
can remove the human element entirely if the official
availability is generated entirely automatically. Secondly,
we can free up a significant amount of time spent by the
coordinator calculating such a number by hand. Finally,
we can monitor the availability on-line during operations.
Furthermore, the information at our fingertips will also
allow us to automatically calculate the meantime between
failures (MTBF) for any chosen time range.
Finally, the online information goes a long way in
helping those parties responsible for a particular
subsystem to identify and repair operations issues in the
context of the whole machine.

REQUIRED SERVICES
Automatically calculating machine availability over a
selected time range requires three central services. There
must be a machine state server which correctly defines all
possible declared states of a facility. There must be a
central alarm system with a clear definition of what
constitutes a fatal alarm. There must also be an archive
system which keeps a history of the state and fatal-alarm
information. The criteria which identify which states
designate official operations (as opposed to, say, machine
studies) should also be in place. For example, a fatal
alarm of the RF system during machine studies does not
constitute a failure of the accelerator facility, which
tacitly suggests that the circumstances under which a fatal
alarm does in fact lead to a failure of the facility must be
established. Only then can we calculate a meaningful
value for the meantime between failures.

Machine State Server and Periphery
The possible states of an accelerator facility are defined
by the machine coordinators and the facility itself will be
in some state at any given time. Theoretically the choice
might be as simple as running or not running, but is
generally more complicated. The state of a machine will
be declared to the state server and the machine will be
assumed to be in that state until another state declaration
is made. The set of all possible machine states is
completely configurable.
An additional declared state problems is used to
identify real failures of the machine. Thus, there must be
some service which officially declares this state.
In practice, the actual declaration of a machine state is
governed by the following schema:
 The de-facto state is entered into a calendar
well in advance (i.e. machine studies, test run,
user run, maintenance, etc.)
 The real state is declared by the aforementioned service, which also makes use of a
set of predefined rules. These rules make use
of the de-facto state as well as the current
machine conditions (e.g. preparing, out-ofspecs, problems, etc.)
 The operators can manually intervene and set
the declared state to whatever is deemed
appropriate.
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Alarm System
The principal ansatz concerning availability is that “if
the machine is not available then there must be at least
one fatal alarm in one of its subsystems.” And if we are
treating problems as a declared state then a corollary to
this ansatz is that “if we are in the problems state then
there must be at least one fatal alarm”.
It’s now easy to discern a number of consistency
checks which must be made to ensure a robust system. If
the state is problems and there are no fatal alarms then
this is by definition wrong and needs to be investigated
and fixed. Furthermore, if there is a fatal alarm then the
state must be problems. If this is not true, then this is
likewise wrong.
Ensuring that the control system alarms reflect the true
state of the machine is a painstaking procedure and is a
task which generally falls on the machine coordinator to
undertake and complete.

Archive System and Bean Counting
Our goal is to be able to specify any particular time
range and obtain state and availability information as well
as failure statistics. This is in principle easy to realize.
As we are never interested in a time granularity smaller
than a second or two we need only count the seconds
spent in any one state and archive this number. In a
similar fashion, we count the seconds where an alarm
subsystem has at least one fatal alarm and archive this
number. To determine the MTBF over a time range we
need to count the time we are officially in an operations
mode as well as the time we are in a failure state. The
difference in the archived values at the end points
specified by the selected time range provides us with all
we need to know. As the archived data represent nothing
more than counts (the cumulative number of seconds in a
state) we often refer to this as bean-counting, a moniker
which effectively represents its inherent simplicity.
The calculation of the total time spent in a state is in
fact just that simple. The MTBF over a time range is
likewise simply the total time spent in officially declared
operations mode divided by the total number of failures
(plus 1). In addition to these simple numbers we would
also like to know, for instance, the duration of a failure.
This includes of course the time spent in the original
problems state which identifies the beginning of the
failure as well as any subsequent time spent in preparing
for the next operations, etc.
The Operation History Viewer shown below in Figure 1
and available in the TINE Studio suite [2] in fact makes
use of such archived bean counts and allows the user to
select any time range and examine the machine state and
availability history.

Figure 1: Operation History for the PETRA-3 showing
data from August 22, 2017.
In addition to the traditional pie-chart display of the
total amount of time spent in each machine state, any
subsystem of the facility which was not 100 % available
over the selected time is noted and presented in a trend
chart where periods of non-availability are easily
recognized. The fatal alarms (the blame) at any given
time are likewise easily viewed. In the above figure, we
also see that two corrections were made on this day, as
indicated by the ‘i’ annotation icons in the machine
history plot. Clicking on an annotation icon will display
the nature of the correction.

RESULTS
The devil, however, is always in the details. The
simplicity of the above technique is muddled by the sheer
complexity of ensuring the validity of the alarm
information. As long as the problems state accurately
reflects a failure of the facility, the availability of the
machine itself is deduced from the archived state counts.
However, the availability of a particular subsystem will
depend on the ability of the alarm system to identify fatal
alarms.
Generating the meantime between failures for the
machine as a whole likewise depends exclusively on the
state information, whereas the MTBF for individual
subsystems is once again tied to the alarm system.
Furthermore, we also need to address the possibility of
false starts and irrelevant failures, where the brief
appearance of either an apparent operational run or of a
fatal alarm is automatically withheld from the
calculations.

Corrections
The trial-and-error period involved in ensuring that the
availability statistics are correct is expected to be long and
drawn out. To this end it is important to be able to correct
the raw statistics displayed by the Operation History
Viewer above. We do not correct the actual stored state
data (the bean counts). Instead we provide a corrections
database for both the machine states and the subsystem
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availability, which is then optionally applied to the
statistics displayed in the application.
A machine coordinator can use the same application to
correct known false information, for instance if the state
change trigger declaring problems was somehow missed,
etc. An operator can select a region in the state bar (lower
right side in Fig. 1), or double click on a colored area to
select the entire colored area, and then apply a state
correction to the selected region.
Correcting a state to or from problems brings up the
issue of correcting the availability. Since the problems
state automatically implies that the machine was not
available so long as it is in this state, then there is likely to
be incorrect stored alarm information as well. Namely,
we perhaps missed a fatal alarm somewhere (e.g. we
know from the logbook that there was unscheduled
downtime even though the declared state claimed we
were in a user run) or perhaps we recorded a fatal alarm
when there wasn’t one (e.g. we had a happy user run even
though the RF system claimed a fatal alarm). If on the
other hand the stored alarm information is correct then the
declaration of problems was itself somewhere in error.
Figure 2 below shows the application of one of the
corrections noted in Figure 1. The pie chart shows
uncorrected data and the region of the initial correction is
marked. In addition the annotation associated with the
correction has been expanded (by clicking on the ‘i’ icon):
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failures within any selected time range. A number of
possible machine states are precluded from either
availability or MTFB calculations (e.g. machine studies,
test run). For the remaining states however, a distinction
sometimes needs to be made as to the reason the machine
is in a particular state. For instance, ‘preparing for
operations’ is not yet ‘officially operating’ and will count
in the duration of a failure state if it follows on the tail of
a failure state. Yet, it is not itself a failure state.
Furthermore, in order to avoid false starts or irrelevant
failures, a configurable window (default = 60 seconds) of
applicability is applied to both operations states and the
problems state. Namely, a declared operations state or
problems state must be active for at least the applicability
window or the state change is not allowed into the
statistics.
Figure 3 below shows the failure statistics pertaining to
the same time range shown in Figures 1 and 2, above.

Figure 3: The Failure Statistics Breakdown for PETRA on
August 22, 2017.
Currently, the failure statistics display does not
incorporate corrections. This issue is currently being
addressed.
Figure 2: Applying a correction to the data shown in
Figure 1.
We note in passing that the appearance of state
corrections has become the exception rather than the rule.
Most time ranges shown in the operation history viewer
do not in fact show any state corrections.

Failure Statistics
Most recently we have added the ability to determine
the meantime between failures to the operation history
system. The MTBF is closely related to the machine
availability and to a large extent involves making use of
the same stored data that is used in calculating the
availability. There are, however, other considerations at
play here. In addition to the MTBF we would also like to
see the duration of a failure as well as the number of

CONCLUSIONS
The ability to automatically display operation and
availability statistics for a facility over any particular time
interval and/or monitor the same on line is worthwhile
and relatively easy to implement to first order. We have
shown here a technique for providing these statistics not
only for the facility at large but for its component
subsystems as well. In addition, the failure statistics can
also be automatically determined and provided to the
machine operators and subsystem managers. The
techniques described here hinge on the proper
identification of fatal alarms and assigning them to the
reason(s) for the non-availability. The operation history
depends as well on the absolute correct declaration of the
proper state of the facility, including a declaration of the
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failure state, problems. If these two points are met then
the rest is simple bean counting and archiving.
We cannot understate how difficult it sometimes is to
ensure that the identification of fatal alarms is in fact
correct. This is often an iterative process spanning
months if not years. Realizing this, we have added the
ability to post-correct the raw data providing the
automated statistics. Thus a machine coordinator can
ensure that the displayed statistics for any time period is
officially correct and at the same time do his part in
iterating the system toward perfection.
We expect this to remain an ongoing project for some
time. To be useful, this system absolutely requires an
engaged machine coordinator who not only knows the
systematics of machine operations but is willing to
identify inconsistencies, both in the state declaration and
in the setting of fatal alarms, and trace them back to their
source.
The system presented here has been in use in the
PETRA 3 accelerator complex since the early part of this
year (2017). As might be expected, a number of issues
were encountered and dealt with. Some issues involved
improper state identification. Others involved applying
corrections. The official state declaration has now been
fine-tuned to meet the machine coordinators’
expectations, and as operators have gained intuition using
the Operations History Viewer, the number of reported
issues concerning the latter has substantially declined.
The most recent addition to the operation history
system, i.e. that of calculating and presenting the failure
statistics, is currently being commissioned, but is also
showing every sign of coming to fruition.
If we are persistent in our efforts, then the automated
availability calculation can not only be trusted but can be
monitored on-line, for example at the beginning and end
of a shift. Once the automatic calculation can be trusted,
then we can regard the official availability as an honest
assessment, as we have effectively removed any human
element in the calculation which might subconsciously
exaggerate or minimize downtime (and with the sideeffect that the human involved is free to engage in other
activities).
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ADAPTATIONS TO CS-STUDIO FOR USE AT DIAMOND LIGHT SOURCE
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Abstract
Control System Studio [1] (CS-Studio) is one of the most
widely-used display managers for EPICS. It is based on the
Eclipse Rich Client Platform (Eclipse RCP), allowing for
coherent integration of interfaces for diﬀerent systems with
common graphical elements and preferences. However, this
user interface presents a diﬀerent way of working to those
from the previous generation of EPICS tools such as Extensible Display Manager [2] (EDM) and Striptool. At Diamond
Light Source, EDM has been used since commissioning in
two diﬀerent ways: for machine operations and for beamline
controls. Both uses of EDM will eventually be replaced with
CS-Studio and signiﬁcant eﬀort has been put into this transition. Two kinds of change proved necessary: adaptations to
CS-Studio itself, and changes to the typical user workﬂows.
This paper presents both types of changes that were needed
to make CS-Studio a productive tool at Diamond.

ﬁle format that describes the layout of a number of types
of widgets and the properties of each widget. CS-Studio’s
display tool BOY uses an XML-based format that describes
layouts in a similar way, with a range of widgets that are similar but not identical. At the time that DLS began to move to
CS-Studio, a tool existed to make a widget-for-widget conversion between the two formats. We have put a signiﬁcant
amount of eﬀort into improving the quality of conversion,
including creating new widgets to allow more accurate reproduction of the same behaviour. The converted screens
are in most cases diﬃcult to distinguish from the originals
rendered by EDM, and other members of the community
will beneﬁt from the improved conversion capability.

Standalone Windows

INTRODUCTION
Since commissioning in 2007, Diamond Light Source
(DLS) has used the display manager EDM for all graphical
interfaces to the EPICS control system, for controlling both
the accelerators and the photon beamlines. EDM has performed well, but now relies on libraries that are becoming
obsolete, and is supported by only one developer. CS-Studio
is one of the most widely-used replacements for EDM. It
is written in Java and based on Eclipse RCP, and so it runs
on Windows, MacOS and Linux, but this also means that
it has a very diﬀerent user interface to EDM. Making the
transition between the two applications presented a number
of challenges.

MODIFICATIONS TO THE CS-STUDIO
PRODUCT
Since CS-Studio is an open-source collaboration, users
are free to modify the code for their own purposes. DLS
has decided that the beneﬁts of working with the CS-Studio
collaboration to maintain a single code-base outweigh the
freedom to fork the code and make any convenient changes.
Working with the collaboration, a number of changes to the
CS-Studio application have been made that helped ease the
transition from EDM to CS-Studio.

Automatic Conversion
Many thousands of EDM displays are in use at DLS. To
reproduce this behaviour in CS-Studio, it is essential that
those displays can be automatically converted into equivalent
screens, since it would not be feasible to recreate all of these
screens from scratch. EDM deﬁnes its displays in a custom

Figure 1: An EDM screen (left) and the same screen converted for CS-Studio (right).
EDM operates using many individual windows, and the
DLS operators have deﬁned a way of working that lays out
many such windows across multiple Linux virtual desktops,
in a classic control-system-style interface. CS-Studio, because of its use of the Eclipse toolkit, shows its content
inside one or more large windows known as workbench windows, with a tabbed interface allowing rearrangement of a
number of views inside those windows. Because the control
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system interfaces are laid out with ﬁxed sizes and locations,
arranging those screens inside a larger window is diﬃcult.
A new feature was added to CS-Studio to allow screens
to launch in standalone windows in much the same way
as EDM. This allowed operators to use the same way of
working as before, and meant that exactly the same layout of
screens could be used. Since this behaviour is diﬀerent to
the standard behaviour of Eclipse, care was taken to make
the integration as intuitive as possible, including adding a
new view in the workbench to allow locating the standalone
windows. A screen rendered in EDM and the corresponding
converted screen, in a standalone window, are compared in
Fig. 1.
When a user is using only standalone windows, or is not
using CS-Studio directly at any time, it can be useful to
minimise the main window and leave CS-Studio running in
the background. This helps to mitigate the relatively long
startup time for the application. A new feature allowing this
behaviour has also been added to the CS-Studio product (see
Fig. 2). When an action is taken on a standalone window
that requires use of the main window, the main window will
present itself appropriately.

Figure 2: CS-Studio minimised to the system tray on Linux.

Filesystem Layout
The DLS Controls Group has a well-established system
for installing production software. Each version of a software product is installed on a read-only ﬁlesystem. In order
to keep EPICS displays up to date with the IOCs and support
modules with which they are used, these displays are contained within the same code repositories and released at the
same time. Furthermore, the existing DLS release process
allows diﬀerent IOCs to depend on diﬀerent versions of the
same support module.
Eclipse and CS-Studio have their own way of understanding ﬁlesystems: the ﬁles that they use are expected to be
contained inside certain directories known as ‘workspaces’,
alongside user preferences and other metadata. This layout is
incompatible with the relevant ﬁles being distributed across
the read-only ﬁlesystem.
To resolve this problem, we extended an existing Eclipse
capability to link a directory inside a workspace to an external directory in a diﬀerent location. When this has been
done, the external directory is available for use by CS-Studio.
If a display in one module needs to launch a display contained in another (for example, screens in many IOCs link
to the screens in the motor support module), these links are
set up so that each IOC screen will open the correct version
of the motor screen.
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Launching Screens from Outside the Application
Most applications used by the DLS Controls Group are
launched using a tool called the Launcher, shown in Fig. 3.
To support this way of working, it needed to be possible to
update ﬁlesystem links (see the previous section Filesystem
layout) and launch displays using an external command.
Eclipse supports this behaviour to some extent, but a number
of modiﬁcations were required to ensure that this process
worked reliably.
When a user launches a beamline environment, they need
to open a set of screens inside a main CS-Studio window.
To get predictable behaviour a new CS-Studio window is
opened with a custom beamline layout. A new ﬁle format
was deﬁned that speciﬁes how to open this new window.
Each beamline may have its own deﬁned layout and can be
opened from an entry in the Launcher. One such layout is
shown in Fig. 4.

Figure 3: The DLS Launcher.

CHANGES TO USER WORKFLOWS
During this transition process, much eﬀort was put into
ensuring that users would not have to change the way they
worked. This made the transition signiﬁcantly smoother. In
some cases, however, the change in the tools being used led
to a more eﬃcient way of working and an improved user
experience.

Eclipse-Style Usage
While the Operations Group at DLS has a well-established
and eﬃcient way of working with EDM that we did not wish
to change, the Beamline Controls Group identiﬁed ways that
beamline users found working with EDM diﬃcult. Use of
the beamline screens typically led to a large number of EDM
screens open and no easy way to ﬁnd the one that is needed.
In this case, using CS-Studio in a similar way to Eclipse
allows more control over the layout of these panels. A main
window is divided into three parts: a main pane in the top left,
a ‘synoptic’ view along the bottom and a details panel on the
right. Overview panels open in the main pane, and further
details open in a tabbed view to the right. This layout means
that when you open a screen it will appear in the expected
location; the tabs mean that many previously-opened screens
do not distract the user.
TUPHA190

User Interfaces and User eXperience (UX)

881

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUPHA190

Figure 4: The BL21I beamline screens, using a layout similar to a standard Eclipse RCP application.

Figure 5: Databrowser plot showing EPICS archive data for a corrector magnet and fast archive data for nearby BPMs. The
eﬀect of the top-up process can be seen at ten-minute intervals.
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Figure 6: Overview of the BMS water cooling system at DLS.

Databrowser
The Databrowser tool in CS-Studio allows viewing data
retrieved from archives. At DLS there are two diﬀerent
archivers in use: a Fast Acquisition Archiver [3] that stores
10kHz data from electron and photon BPMs, and the EPICS
Channel Archiver that stores data from EPICS at a rate of
up to 10Hz. These archivers have their own tools that allow
displaying the data.
CS-Studio includes support for the Channel Archiver
in the Databrowser tool, which is a more capable and intuitive tool than the Channel Archive Viewer. Since the
Databrowser was designed to be extensible, it was possible
to add support for the fast archiver to the same application.
This allows displaying data from both archivers on the same
plot for the ﬁrst time. An example is shown in Fig. 5.
The community support for CS-Studio and extensibility
of Databrowser also means that the same application can be
used for the newer archiver that is planned for deployment at
DLS, the EPICS Archiver Appliance [4]. This will reduce
the disruption when making that transition.

New Users
Since CS-Studio runs on Windows and Mac as well as
Linux, it has allowed new users at DLS to start using EPICS.
The Building Management Services (BMS) previously used
a proprietary control system. Using this system it was diﬃcult to visualise the whole BMS or large subsystems on one
screen. Parts of the BMS are now mapped to EPICS process
variables, and now newly-developed visualisations are in use
by the Installation and Facilities Management Group and

in the Control Room by the Operations Group. The BMS
overview screen is shown in Fig. 6.

CONCLUSIONS
The DLS Controls Group is in the process of moving
all EPICS displays to use CS-Studio. The large number of
screens that are used and the diﬀerences between the two
applications make this a challenging process. By a combination of improving CS-Studio itself, giving it new features,
and user training, we have made CS-Studio a suitable application for all uses at Diamond, and we have improved the
user experience in several ways.
By the end of 2017 all displays used to control the accelerators will be using CS-Studio. Beamlines will move from
EDM to CS-Studio one at a time over the coming year.
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VACUUM CONTROL SYSTEM OF SSC-LINAC
Xiaojun Liu, Wei Zhang, Shi An, Jianjun Chang, Yun Chen, Junqi Wu, IMP, Lanzhou, China
Abstract
SSC-Linac is a linear accelerator injector of SSC in
HIRFL. The vacuum control system is based on EPICS
which is a real-time distributed control software. The
Labview real-time VIs and EPICS VIs were used to
design Input/Output Controller(IOC). The different kinds
of CRIO modules were adopt in device layer, which can
monitor the serial port data from vacuum gauges and
contol vacuum valves. The whole control system can
acquire vacuum data, control vacuum devices remotely,
make the pressure value of the vacuum gauge and vacuum
valve interlocked. It also keeps the equipment work stable
and the beam has a high quality.

Create Connection

Reset CRIO

Send Commands

Receive Feedback Data？

INTRODUCTION
EPICS is a set of Open Source software tools, libraries
and applications developed collaboratively and used
worldwide to create distributed soft real-time control
systems for scientific instruments such as a particle
accelerators, telescopes and other large scientific
experiments [1]. The OPI(Operator Interface) is based on
CSS(Control System Studio). NI cRIO-9022 is used to
design the EPICS IOC in this project.

Display Pressure Value

Figure 3: The flow diagram of the design.
Engineering view of this project is shown bellow:

OPI
Ethernet

IOC

CRIO

Devices

Figure 1: The structure of vacuum control system.

SOFTWARE
The design includes three sections, which are to receive
pressure data from vacuum gauge, to control vacuum
valves to be in or to be out, to get the status of vacuum
valves. We use FPGA mode to design the program with
Labview, because FPGA mode is more stable and faster
than SCAN mode [2]. We need an external power supply
which has 5V voltage to control vacuum valves. NI
provides EPICS modules to write and read data with PVs,
The modules support five kinds of data, such as ai, ao, bi,
bo and waveform, if you want to define a new type of
record, it is forbidden.

Figure 2: An example of the program.

Figure 4: Engineering view.
The project has to set auto running when cRIO is
powered on. Users can do it in “Build Specifications” step
by step.

HARDWARE
The interface of vacuum gauge is RS232, DB9, so we
use NI-9870 serial module to receive pressure data from
vacuum gauges. We use NI-9477 which is a digital output
module to control vacuum valves and use NI- 9435 which
is a digital input module to get valve status. NI-9870
module can provide 4 serial ports which can link to 4
vacuum gauges. The hardware is shown in figure 4
bellow.
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The DIa and DIb terminals are interchangeable. The NI
9435 measures whether the difference between the DIa
and DIb terminals is greater than or less than the digital
logic levels and limits the current flow as needed.
Combine these modules with cRIO-9022, we get all
hardware in figure7 shown bellow.

Figure 7. Hardware of the project.
Figure 5. NI-9870.

CONCLUSION

The NI 9870 has four full-featured, independent RS232
DTE ports that are isolated from the other modules in the
system. Each port is fully compatible with the
ANSI/EIA/TIA-232 standard.

The program has been used for some years in SSCLinac. It works stable in case of EPICS control structure
and NI hardware. The hardware was designed for
redundant way in case of adding other digital devices.
NI labview supports only 5 kinds of record, if you want to
read or write other PVs which is defined by users own,
Labview will fail to do that.

REFERENCES
[1] http://www.aps.anl.gov/epics/index.php.
[2] Xiaojun Liu, Jianjun Chang etc. “A Method for
Vacuum Pressure Acquisition in ECR and Beam Line
of SSC-Linac”, Atomic Energy Science and
Technology, Vol. 49, Suppl 2015, 604-606.

Figure 6. NI-9477.
The NI 9477 is a digital output module for
CompactDAQ and CompactRIO systems. Each channel is
compatible with 0 V to 60 V signals and features 1,000
Vrms withstand isolation from channel to earth ground.
The module can sink up to 625 mA per channel
continuous current on all channels and is capable of
sinking up to 20 A of current per module (1 A per channel
maximum).

Figure 7. NI-9435.
The NI 9435 has a 10-terminal, detachable screwterminal connector that provides connections for four
digital input channels. Each channel has two terminals,
DIa and DIb, to which you can connect voltage signals.
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LIMA: LIBRARY FOR IMAGE ACQUISITION
A WORLDWIDE PROJECT FOR 2D DETECTOR CONTROL
S. Petitdemange, L. Claustre#, A. Homs##, E. Papillon, R. Homs, D. Naudet, A. Henry, ESRF,
Grenoble, France,
A. Noureddine, F. Langlois, SOLEIL, Gif-sur-Yvette, France,
G. Mant, STFC/Daresbury Laboratory, Warrington, UK
Abstract
The LIMA project started in 2009. The goal was to
provide a software library for the unified control of 2D
detectors. LIMA is a collaborative project involving
synchrotrons, research facilities and industrial companies.
LIMA supports most detectors used for X-ray detection or
other scientific applications. Live display is supported via
a video interface and most of the native video camera
image formats are supported. LIMA provides a plug-in
architecture for on-line processing which allows image
pre-treatment before saving e.g. noise reduction algorithm
or automatic X-ray beam attenuation during continuous
scans. The library supports many file formats including
EDF, CBF, FITS, HDF5 and TIFF. To cope with
increasing detector acquisition speed, the latest LIMA
release includes multi-threaded, parallelized image saving
with data compression (gzip or lz4). For even higher
throughput a new design, based on a distributed multicomputer architecture, of the LIMA framework is
envisaged. The paper will describe the LIMA roadmap for
the coming years.

of the image acquisition and processing. The camera
plugin, also referred to as the Hardware Layer, registers to
the Control Layer through a well-defined hardware
interface,
which
contains
different
functional,
independent blocks called capabilities. The capabilities
control generic functionality that can be present in 2D
detectors, covering different domains like image
manipulation, external synchronisation, video streaming,
among others. Three capabilities are mandatory for all
plugins:
generic
detector
information,
frame
synchronisation and image buffer control. Others, like
pixel binning, region-of-interest (RoI) selection and
shutter
control
are
optional.

INTRODUCTION
LIMA was born to address the problem of controlling
2D detector in the context of beamline (BL) control
systems [1]. An important number of detectors need to be
integrated in order to operate BL experiments and
different approaches had been followed in the past in
order to optimise efforts in this (never-ending) integration
process. Based on the accumulated experience at the
ESRF, LIMA has been built on top of the following
paradigms:
 Clear separation between image generation and
image processing
 Use of events and threads in order to better use
system resources
 Control-system agnostic library that can be included
in different kinds of applications
 High-performance code in C++, which can be bound
to other high-level languages

Structure
The implementation of these concepts was made using
the plugin philosophy, shown in Figure 1. A LIMA core
library contains the code for image processing and a
camera plugin is in charge of generating the images. The
visible part of the library core is the Control Layer,
exporting to the user the generic configuration and control

Figure 1: general LIMA layout.
Once the capabilities are discovered and configured, the
control layer can start an acquisition of a sequence of
frames. It is the responsibility of the plugin to inject each
new acquired frame, which enters into the processing
chain.

Processlib
A helper library Processlib was developed to
implement the frame processing chain. It allows defining
a sequence of tasks to be executed to each acquired frame.
Tasks can run sequentially or in parallel, depending if
they modify the source image or not. They are executed
by a pool of threads, which is dimensioned depending on
the number of available CPU cores. Operations on
different frames can be parallelised, allowing data
acquisitions to run faster than a traditional single-CPU
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approach. As mentioned before, the library is based on
events; each task can have an end callback that notifies its
result is ready.

Features
Some detectors provide a raw image that requires a
preliminary treatment before being used. For instance,
multi-module panels can feed data that requires a
geometric reconstruction, or coded pixel data that must be
translated into intensity values. For this purpose LIMA
provide an entry point for frame reconstruction, to be
executed at the beginning of the processing chain.
If not (completely) done by the hardware, the image
can be manipulated to meet the user requests in terms of
pixel binning, horizontal/vertical flip, rotation and RoI
selection, which is then published as the base image.
Background subtraction, flat-field correction and pixel
masking can be applied to the base image to obtain the
final image. At this point the image can be saved, or used
for data reduction, like RoI counters and beam position
monitor (BPM) functionality.

Collaboration
Shortly after its creation and introduction into the
ESRF BL control system, SOLEIL Synchrotron joined the
LIMA development in a collaboration framework.
Following this initiative, other large facilities, research
institutes and detector manufacturers have joined the
active LIMA collaboration.

NEW FEATURES
In order to satisfy new requirements for experiment
control, the LIMA library core has been extended with
several new features.

Hardware Layer
Some detector libraries allow native data saving, such
as the Dectris Pilatus file saving in CBF format. A new
HwSaving capability has been added to activate this
feature from the Control layer saving interface.
In the same way, the hardware plugin can provide the
software frame reconstruction method to be applied by
LIMA/Processlib. For these cases, the HwReconstruction
capability formalises the specification and activation of
such software tasks.
Finally, the HwVideo capability has been extended with
the Auto-Gain mode. Video cameras included in LIMA
like the Basler support this functionality.

Control Layer
In some experiments, the camera image configuration is
changed between different, well-defined modes. For
instance, optical microscope configurations can require
different flipping and rotation modes. The same need can
apply to saving parameters, which can be specific to
different kind of experiments. An interface based on
libconfig [2] has been added to LIMA, which allows
identifying configurations of the different subsystems
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(image,
acquisition,
saving,
etc).
Pre-defined
configurations can be arbitrarily activated, with the
possibility of being saved in persistent files.
Some X-ray diffraction images consist in circular
patterns, which can be reduced by azimuthal integration.
Region-of-Interest (RoI) counters have been extended to
arc-like shapes, in order to calculate the evolution of
diffraction ring intensities. These counters are used, for
instance, in the online construction of sinograms in
diffraction tomography experiments.
Extensions have been made in the accumulation
acquisition mode. Information on pixel saturation above a
pre-defined threshold can be retrieved in accumulation
mode, necessary to detect non-linearity in the summed
image. A saturated mask is generated for every
accumulation, indicating, for each pixel, how many base
images had the value exceeding the threshold. In addition
to that it is possible to retrieve how many pixels saturate
on each acquired frames. A callback can be registered to
notify that over-exposure affects a number of pixels above
a predefined value, a direct indication of a strong dose. It
can be used in the Equipment Protection System to
execute an action against sensor over-exposure, like
shutter closing or an optimal selection of automatic filters.
Finally, a specific offset subtraction can be applied on
every base image before being accumulated, avoiding
large background accumulation for non photon-counting
detectors like the CMOS Andor Zyla.
The frame processing task interface has been explicitly
exported to Python, allowing the execution of purePython code on every acquired frame. Concerning the
Processlib execution dynamics, the task priority is now
adjusted to its age, also known as aging scheduling,
favouring older tasks to run first and avoid starvation.
This forces a continuous flow of frames data execution
chain, avoiding old frame stacking when the system is
saturated.
A peak finder algorithm has been added to the
processing task library, providing faster single-peak BPM
functionality.

Data Saving
The HDF5 file format has been natively included into
LIMA. The Nexus standard structure is respected,
supporting multi-data set files.
Two different data compression algorithms have been
added to the EDF format: gzip (EDFGZ) and lz4
(EDFLZ4). Similar to CBF, frame compression is
executed in parallel for an optimal use of the available
CPU (cores). In particular, the compression code has been
optimised for runtime speed.
The EDF format has been extended to dynamic frame
concatenation (EDFConcat). A single image in the file can
grow with the concatenation of new frames, similar to the
stripe concatenation; the header is updated on each frame.
New parallel file-systems like GPFS feature an
increased performance when multiple frame streams are
used. LIMA now allows parallel frame saving in order to
benefit from this functionality.
TUPHA194
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High-level Interface
The control of the above-mentioned features is
available in the Python/Tango LIMA interface. In addition
to that, Tango events can be activated on the LIMA image
counters, which are by default moderated to maximum
update rate (25 fps).
Time-resolved 1D spectral measurements can generate
a large number of small frames, which can be packed
together in the stripe-concatenation mode. This data can
retrieved in blocks of multiple frames from the Tango
server, optimising the I/O to the client. This read-block
mechanism has been extended to 2D data, transferring 3D
image stacks to the client, useful in high frame rate
applications.
The current LIMA/Python code has been ported to
Python 3.6, both on Windows and Linux OS. The
TANGO interface uses PyTango 9.

Figure 3: Display with Tango tool AtkPanel.

Visualisation
In addition to the existing visualisation mechanisms
based on shared memories, openGL widgets and web
servers, a new project for the LIMA graphical user
interface has been developed (Fig. 2). It is built on top of
the Taurus framework [3] and it contains in an ergonomic
design the control of all the LIMA features, The GUI can
either instantiate a local LIMA controller or connect to a
remote TANGO server.

A plugin to the open-source ImageJ image processing
framework was developed to control and read data from
the LiveViewer LIMA TANGO device. It provides
visualisation services in environments with strong Java
image processing background.

BLISS
The BLISS framework [4] is the evolution of the ESRF
BL control system, aimed to address the future challenges
of the EBS instrumentation. Completely based on Python,
its modular architecture is being developed in a way that it
can both satisfy simple configurations and evolve in
complexity to fit modern BL requirements. As a key
element in the data acquisition chain, LIMA devices are
integrated into BLISS, featuring image readout, RoI
counters and BPM data.

NEW DETECTORS

Figure 2: Display with Lima-GUI.

AtkPanel is the generic TANGO monitoring
application, it helps in the development, diagnostic and
operation of TANGO control environment. A TANGO
device called LiveViewer has been developed to extend
AtkPanel visualization to LIMA servers; figure 3 shows a
snapshot of AtkPanel displaying LiveViewer image
attribute.

In addition to the previously reported [1] list of
detectors (~20), the following hardware has been
interfaced to LIMA:
 PSI Eiger 500k and 2M
 Dectris Pilatus3, Eiger
 DSG/STFC/Quantum Detectors: Hexitec, Merlin,
XSPRESS 3 and Ultra
 Pixirad PX1 and PX8
 Andor sCMOS detectors: Zyla, Neo
 PCO 2K, 4K and Edge HS
 imXPAD pixel detectors
 Aviex PCCD-170170
 Hamamatsu Orca-Flash
 v4l2 : webcams and other compatible cameras
 Maxipix has been ported to C++ (from Python).
 Dectris Mythen3
The following detectors, previously supported only on
Windows, are now ported to Linux OS:
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 Dexela flat panel
 PCO SDK

CHALLENGES
Saving
The previous list of detectors shows the continuous
trend towards higher performance data acquisitions. For
instance, the following list summarises the maximum 2D
data rate that can be generated:
 PCO Edge: 1 GByte/s
 Dectris Pilatus 3 2M, PSI Eiger 500k: 2 GByte/s
 Dectris Eiger 4M: 4 GByte/s
 PSI Eiger 2M: 8 GByte/s
By default, LIMA allocates as much memory as
possible to hold the full acquisition in RAM. File saving
is started in parallel as soon as the data arrives. Thus, for
very long acquisitions, which do not fit on the backend
computer RAM, the frame rate is basically limited by the
compression factor and the effective data bandwidth to
the storage subsystem. Saving on local disks can easily go
to 1 GByte/s and higher, but size is currently limited to
several TeraBytes. This capacity is not enough for
intensive, high duty-cycle experiments without an
effective dead time for data flushing from local disks to
larger storage.
The ESRF has traditionally been equipped with highperformance central, shared storage servers, absorbing
today up to 1 GByte/s per single 10 Gigabit Ethernet link.
GPFS was deployed in the NICE storage systems, notably
increasing the overall performance with small,
compressed single-image files. For example, the Pilatus
3-2M detector data can be compressed by a factor 2-3,
with an effective saving data rate of 700 MByte/s, thanks
to the LIMA parallel saving and the improved
compression speed mentioned before.
However, this performance cannot always be kept
sustained for long periods (~1 day) if multiple BLs are
generating that amount of data. Investigations are taking
place to find out the optimal storage infrastructure
topology. Alternative systems include dedicated buffer
storage, decoupling the needs for online analysis from
long-term archiving.

Computer Performance
2D detector backend computers are typically selected
for high-performance resources, basically CPU
processing power, available RAM and global I/O
bandwidth. The explosion of high-speed X-ray detectors,
in particular those that can be aggregated due to their
modular design, is pushing to the limits of commercial
available systems.
In order to operate the detectors to their maximum
capabilities, the PCs must be tuned to their optimal
performance, from the BIOS settings, like hyperthreading, memory speed and power management, to OS
configuration like isolated CPUs, CPU affinity, real-time
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scheduling capabilities, network subsystem IRQ and
memory options, among others.

Long-term Stability
LIMA has been ported to CMake build utility in order
to simplify the management of different operating
systems (Windows and Linux) and compiler variants.
Evolution in Python version is also taken in charge by the
CMake porting.
In order to go one step further towards long-term
stability, LIMA has been installed into continuous
integration (CI) platforms. It is based on GitHub services
that allow connecting Travis-CI [5] for Linux and
Appveyor [6] for Windows. New commits and pullrequests trigger automatic compilation batches and unit
tests, with their corresponding reports [7].

ROADMAP
Visualisation
Silx [8] is a data visualization and analysis framework
for synchrotron applications. In the medium term strategy,
it is envisaged to use it as the de-facto LIMA visualization
mechanism.

High-performance Acquisitions
As analysed before, the continuous development of
high-speed detectors pushes data acquisition performance
to new levels. A single backend computer cannot always
process, in the standard way, all data coming for an
aggregated, multi-link detector system. An evolution of
LIMA to multi-backend systems will be needed in the
near future to cope with such challenging data
acquisitions. At least two different data dispatching
mechanisms are foreseen: a full frame is send to one
backend PC, or all the frames coming from the same
detector module are sent to a dedicated PC.
The frame processing chain in LIMA is currently linear
shaped. That is, one frame at the hardware source is
transformed into one frame at the end of the chain. Saving
at different stages of frame processing is not currently
supported by LIMA. The introduction of branches in the
frame processing chain is expected to open new
possibilities in image data reduction and online analysis.
In the same way, a unified interface for different saving
streams will help in the storage at different frame process
stages, including data reduction software plugins, like
PyFAI and sinogram generation.
LIMA controls directly the memory buffers to be used
in image acquisition, but the global management of
memory allocation for software processing tasks needs to
be addressed. In particular, it is desirable to de-couple the
dynamics of frame acquisition and processing. For
instance, a new hardware acquisition could start while the
frames from the previous acquisition are still being saved,
reducing the dead-time in experimental sequences. This
flexibility demands, among others, a finer control on
memory buffer dynamics. Future development roadmap
includes a review of the buffer memory infrastructure.
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Packaging and Deployment
A global packing solution is being studied inside the
BLISS development framework and LIMA is also in the
loop. The Conda package management system [9] is
currently under test. From the deployment point of view,
Ansible [10] is a candidate that is being considered. The
Supervisor utility [11] can be used in the future as a
generic tool for controlling LIMA control processes,
typically TANGO device servers.

CONCLUSIONS
LIMA continues its way controlling diverse 2D
detectors in synchrotrons and other large facilities. In
production since 2010 in different control environments,
it is a mature and stable library. New features and
performance optimisations have been added to better
satisfy scientific demands. At the same time, new
detectors have been integrated, creating new challenges in
terms of functionality and performance.
The roadmap envisages structural improvements that
allow a better use of computing resources and expanding
LIMA to multiple backend PCs.
The LIMA community keeps its active collaboration,
contributing with new camera plugins and software tasks,
as well as testing and debugging new releases in different
environments.
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Abstract
ESPRESSO, the Echelle SPectrograph for Rocky Exoplanet and Stable Spectroscopic Observations, is undergoing the final testing phases before being shipped to Chile
and installed in the Combined Coudé Laboratory (CCL) at
the European Organisation for Astronomical Research in
the Southern Hemisphere - Very Large Telescope site
(ESO-VLT).
The integration of the instrument took place at the Astronomical Observatory of Geneva. It included the full tests
of the Instrument Control Electronics (ICE) and Control
Software, designed and developed at the INAF - Astronomical Observatory of Trieste.
ESPRESSO is the first ESO-VLT permanent instrument
whose electronics is based on Beckhoff PLCs. Two PLC
CPUs shares all the workload of the ESPRESSO functions
and communicates through the OPC-UA protocol with the
VLT instrument control software.
In this phase all the devices and subsystems of ESPRESSO are installed, connected together and verified,
mimicking the final working conditions in Chile.
This paper will summarize the features of the ESPRESSO control system, the tests performed during the integration in Europe and the main performances obtained
before the integration of the whole instrument “on sky” in
South America.

INTRODUCTION
ESPRESSO is the Echelle SPectrograph for Rocky Exoplanet and Stable Spectroscopic Observations of ESO that
is now being installed at the Very Large Telescope site in
Chile [1]. ESPRESSO aims to detect rocky exoplanets using the radial velocity method, and to search for variation
of fundamental physical constants through cosmic time. To
reach this goal the spectral resolution is expected to be up
to 200,000.
ESPRESSO can operate with up to 4 VLT UTs (Unit Telescopes), through dedicated Front End Units (FEU).
Most of the moving parts and sensors of ESPRESSO are
controlled by the Instrument Control Electronics and Software [2] [3]. All these devices are controlled by two Beckhoff PLC CPUs placed in the Instrument Main Cabinet
(IMC). The CPU belongs to the CX2030 series, and supports EtherCAT fieldbus. In each CPU the OPC-UA server
is installed to allow the communication with the higher
level software. Several further electronics subracks, containing Beckhoff decentralized modules, are EtherCAT___________________________________________

† baldini@oats.inaf.it
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linked to the two PLC CPUs in the IMC, following the
daisy chain reported in Figure 1. The yellow boxes in Figure 1 represent the CPUs in the main cabinet.

Figure 1: Beckhoff control system daisy chain.
The first CPU controls all the moving parts and sensors
of the FEU, driving the Beckhoff modules placed in each
FEU 1m high cabinet. These four cabinets are positioned
near the FEU arm to control, as shown in Figure 2.
The second CPU controls all the functions of the other subsystems: Lakeshore temperature controllers placed in the
Thermal Cabinet, motors, lamps and sensors placed in the
Calibration Unit cabinet and drives the three shutters
through the NGC-Shutter interface cabinet.
Figure 3 shows the 2m high cabinets: Thermal Control System cabinet (on the left), Instrument Main Cabinet (center)
and Calibration Unit cabinet (on the right side). The Thermal and Calibration cabinets have been built respectively
in collaboration with the Genèva Astronomical Observatory and the Bern University.
The CPU are programmed using TwinCAT 3 development software, in Structured Text, language supported by
the IEC 61131-3 standard.
The ESPRESSO Control Software architecture is compliant with the ESO/VLT standards and is based on the
VLT Control Software [4].
In June 2017 the PAE (Preliminary Acceptance Europe)
took place at the Geneva Observatory, where the instrument has been accepted by ESO. ESPRESSO ICE and ICS
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Figure 2: Front End Unit system with the ICE cabinets.






General functioning and conformity test
Motion positioning verification
Shutter-NGC interface test
Electrical test
EMC test

General Functioning and Conformity Test
For the PAE a visual and mechanical check of the connections in the subsystems have been performed by ESO.
A visual inspection of cables, connectors and components
have been made on the instrument to verify its compliance
to the schematics and documentation.
Furthermore were checked:
 the correct visualization of the analog/digital sensors
 the correct behaviours of all the PLC controlled devices
These tests were performed both on the PLC-side and via
ICS. It was possible to test also the system under stresscondition in order to simulate failures and visualize correctly the errors reported.
Figure 3: Thermal control cabinet (left), Instrument main
cabinet (center), Calibration unit cabinet (right)were tested
with all the other subsystems, satisfying the requirements.

ICE TEST PERFORMED DURING THE
INTEGRATION IN EUROPE
ESPRESSO European integration phase took place till
June 2017 in Geneva. During this phase, all the subsystems
have been mounted and all the functionalities have been
tested together. In particular, for the ICE, the following
tests, which are explained in the following sections, have
been carried out during integration and PAE activities:

Motion Positioning Verification
The accuracy in the motor positioning is one of the main
goal to reach in an instrument as ESPRESSO. Several
moving parts (about 40 motors in total) are driven by the
PLC, including rotational, translational and tracking
stages. All the motors, except the calibration unit ones, are
located in the FEU area (mainly inside each optical bench
- Figure 2). The accurate positioning of all the stages allows the light to follow the correct path from the coudè
tunnels to the spectrograph, by mirrors movements, tip/tilt
corrections and fiber mode selector.
Figure 4 shows as example the positioning of one of the
eight Atmospheric Dispersion Corrector (ADCs) stages
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 Green – Selected shutter feedback /Sync signal (input to PLC)
 Cyan – NGC Shutter open status signal (output
from PLC)

Figure 6: Shutters control panel.
Figure 4: ADC stage (actual position compared to expected
position).

Shutters-NGC Interface Test
During integration, the signal response of the shutter system after the opening command sent by the NGC was
tested.
Three shutters are foreseen in ESPRESSO (one for each
use mode). Their drive is actuated by the PLC but the command is sent via NGC. ICS responsibility is to select the
shutter to open, and to detect the feedbacks or errors that
may occur.

The signals have been monitored on an oscilloscope. The
oscilloscope was triggered by the NGC shutter open command (output on the NGC – input on PLC) and is set for
long persistence, measuring multiple opening sequences to
show the jitter of the signals due to the PLC cycle granularity of 1 msec.
The jitters introduced by the PLC can be clearly seen and
the shutters timings are compliant to the manufacturer
specifications.
Tests on the shutter system were also made using the visualization control panel (see Figure 6), specially designed
and available also in the touch control panel installed in the
IMC.
The purpose of this panel is to control up to three shutters
also without the Control Software or NGC intervention.
In this visualization also the feedback status is shown, as
the time of opening, the number of openings during each
shutter life, and if an error occurred.

Electrical Test

Figure 5: Shutter open signals jitter and timings.
In Figure 5 the following signals during the opening of
the shutter are shown all with positive logic (active high):
 Yellow – NGC shutter open command signal (input to PLC)
 Magenta – Selected shutter drive signal (output
from PLC)

On the electrical side the following tests were performed:
 at the IMC cabinet two SELCO alarm annunciators
are installed. On one cabinet at a time, a power loss
has been simulated by switching it off. An alarm was
triggered as a result and the associated channel on the
annunciator was lit.
 the cabinets power consumption declared in the documentation were verified connecting a power meter in
series on the power line and configuring it for peak
power measurement.
 Under-voltage protection was tested by turning off the
main switches of the cabinets. The voltage failure was
detected as expected and the power restored.
 also the over-temperature of the cabinets was successfully tested.
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EMC Test
Finally, the Electro Magnetic Compatibility (EMC) tests
were performed by ESO. These included a conducted emission test in the range from 150 kHz to 30 MHz, radiated
RF field emission test in the range from 30 MHz to 1 GHz,
electrostatic discharge test, surge test on power supply
lines and a partial radiated RF field immunity test. The results showed that the instrument is compliant with the requirements.

SOFTWARE TEST PERFORMED
DURING THE INTEGRATION IN
EUROPE
During the implementation and integration phase ESPRESSO took advantage of the new continuous integration
build and test infrastructure developed at ESO, based on
Jenkins. Every night the source code is checked out from
the SVN repository, and the whole build procedure and the
suite of automatic tests are executed at ESO premises.
Hence, all the ESPRESSO Control Software functionalities
have been extensively tested, in particular the Observation
Software (OS) for the observation coordination, the Instrument Control Software (ICS) for the low level device control, the Detector Control Software (DCS) for the scientific
detectors control, and the whole suite of calibration and
maintenance templates. Particular attention has been paid
to a careful design of the ESPRESSO software libraries in
the framework of VLT software, in order to avoid functionality duplications and maximize code reusing. Such design
allow to run the continuous integration tests with nearly
100% code coverage (the acquisition and observation templates cannot be run automatically since they require user
interaction), and allow to quickly identify and solve any
possible problem occurring during the tests. It also ensure
that the ESPRESSO software core functionalities (i.e. communication among processes, logging facilities, command
sequences, device and telescope interfaces) are used several times from different templates, ensuring their robustness.
Moreover, during the PAE process, a complete suite of
automatic test procedures have been executed and successfully passed in order to certify that the instrument has completed the implementation phase and is ready for the commissioning at Paranal. Finally, a sub-set of the software
tests has also been executed in the VLT Control Model in
ESO/Garching, to assess the compatibility with the VLT
Telescope Control Software and the Data Flow Software
(Archive, Observation Handling Tool).
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CONCLUSION
ESPRESSO successfully passed the Preliminary Acceptance Europe, where each subsystem has been fully
tested together. The Instrument Control Electronics passed
through specific tests like functioning tests, electrical tests,
EMC verification and motor positioning accuracy verification.
The Instrument Control Software has foreseen functionalities test, in particular for the OS, ICS and DCS modules.
The tests have been performed during the integration in
Geneva, during the PAE by ESO, or, when possible, during
the firsts commissioning of the Coudè Trains subsystems
in Chile and no particular problems emerged. All the tests
showed the correct behaviour of the instrument, both in
normal and in failure conditions. Final test will be done at
the VLT site during the Chile integration in autumn to prepare ESPRESSO for its first light.
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Abstract
To meet the increasing demand from user community,
China is now building a world-class spallation neutron
source, called CSNS(China Spallation Neutron Source). It
can provide users a neutron scattering platform with high
flux, wide wavelength range and high efficiency. CSNS
construction is will completed in this year. There are three
neutron instruments in CSNS, which are GPPD, SANS
and RM. CSNS Experimental Control System is in charge
of the operation of NS target and instruments.
The instrument control system of CSNS is based on
EPICS and White Rabbit network, offering device operation, timing synchronization, synchronization of DAQ
and physical software, metadata collection and generation
of experiment summary. This paper will introduce the
structure of instrument control.

INTRODUCTION
Neutron scattering becomes a more and more important
method probe the structure of the microscopic world. In
physics, chemistry, biology, life science, material science,
new energy, as well as in other applications, Neutron
scattering is the widely used as a complementary way to
X-ray in advance research.
To meet the increasing demand from user community,
China is now building a world-class spallation neutron
source, called CSNS (China Spallation Neutron Source)
[1]. It can provide users a neutron scattering platform
with high flux, wide wavelength range and high efficiency. CSNS construction will be completed this year, and
got first neutron in August, 2017.

The experimental control system of CSNS is in charge
of target and instrument control [2]. The task of instrument control includes:
1. Provide local control to instrument device.
2. Ingrate all devices belonged to the instrument into
one system, including sample environment, slit ，
chopper, etc.
3. Provide facility information, mainly on accelerator
information.
4. Provide the trigger signal (T0) when proton hit the
target and time synchronization for device to get
timestamp.
5. Interact with security systems, including neutron
shutter and personal safety protection system.
6. According to experiment requirement, coordinate all
system, mainly focus on DAQ and physical software.
7. Record status information of device, producing experiment summary file for offline.
8. Provide remote monitor and optional remote control
for whole neutron instrument.
9. Provide statistics of instrument operation.
CSNS instrument control is based on EPICS control
system [3], integrating commercial hardware, Labview
and other components. Some customized hardware are
made for T0 fanout and time synchronization.

THE STRUCTURE OF INSTRUMENT
CONTROL
Figure 2 shows the structure of instrument control. An
instrument control is divided device control layer and
global control layer. Device control layer mainly focus on
local control of the device, providing standard EPICS CA
interface and expert HMI. As a special case, detector,
electronics and DAQ software can be viewed as one devices. DAQ software provide a standard interface to
online analysis and also provide an online monitor interface to detector and electronics experts.
Global control layer mainly focus on integrating all device, providing global information and execute the procedure of experiment.

Figure 1: The Layout of CSNS.
___________________________________________

* Work supported by China Spallation Neutron Source, the science and
technology project of Guangdong province under grand No.
2016B090918131 and 2017B090901007.
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tronics as the begin point of TOF. And neutron chopper
also needs this T0 trigger signal to synchronize chopper
phase, cutting the useless gama ray and fast neutron.
The trigger signal is generated by time system of accelerator. Experiment control system will fanout this signal
to every neutron instrument. And this signal will be monitored everywhere, to correct the propagation delay of T0.
Some proton beam monitor is also marked a timestamp by
WR node to exactly correct time jitter of T0 for some
high energy neutron experiment. Electronics of neutron
instrument are also synchronized by WR node.
Figure 2: The Structure of CSNS Instrument.

DEVICE CONTROL OF INSTRUMENT
To maximum reduce the cost, commercial hardware
and software are widely used in device control layer.
Siemens PLC, Yokogawa PLC, Beckhoff PLC, PXI and
NI CRIO now can be used to device control in CNS. IOC
is used to communicate with field hardware, providing
standard PV interface to global control [4][5].
In CSNS, some devices like sample environment will
be transfer from one instrument to another instrument. To
get maximum neutron beam usage, the process of device
transfer must be simplify. So, all devices in CSNS can be
grouped as fix devices and mobile devices. When the
device transfer between instruments, the front controller
and IOC will be transferred alone with device. After
transferring, the prefix of PV and other parameter can be
modified on expert HMI. When the instrument begins to
operate, the transferred device can be selected on instrument experiment HMI. Then, the control system will
check all the valid and status of device, and write the
information to log file.

Low-cost Environment Monitor
In CSNS, there are much needs for environment monitor in detector, electronics and other systems. A low cost
but more flexible system is designed as Fig. 3.

T0
The neutron chopper belongs to the mechanical rotating
part and has a great moment of inertia. The control strategy of chopper phase is detected in this beam cycle, and
will be synchronized in next beam cycle. Using beam
signal as its trigger will not do better to phase control.
Since beam signal will be synchronized to a standard
25Hz signal of timing system with error less than 1us. So
neutron chopper will use this standard 25Hz signal as its
trigger.
More precise trigger signal will be needed by instrument electronics and DAQ. The beam extraction signal of
RTBT and RTBT beam self-trigger signal will be used by
electronics as trigger.

Time Synchronization System
To synchronization time of all device, the White Rabbit
technology originate from CERN is used in CSNS instrument control [6][7]. WR grandmaster switch is synchronized to GPS time by pulse per second (PPS). A rubidium clock is used to reduce the time jitter of GPS.
Several WR nodes are developed in CSNS to monitor T0,
to synchronize electronics, to timestamp neutron signal in
neutron measurement experiment and to timestamp proton beam measurement.

Figure 3: the low cost environment monitor
Temperature sensor, humidity sensor, dust sensor and
others are integrated with Mega8 SOC by local bus. Many
front electronics in different place are integrated by
RS485, and a raspberry Pi is used to providing EPICS PV.

T0 TRIGGER AND TIME SYNCHRONIZATION SYSTEM
In instrument of CSNS, time of flight (TOF) of every
neutron will be recorded. So the exactly time of proton
brunch hit the target (T0) needs to know to trigger elec-

Figure 4: Time synchronization and realtime measurement system..
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The PPS fanout chassis will generate the pps signal
with a series pulse standing for TAI time. So different
electronics with different crystal oscillator can track this
PPS signal to be synchronized. The timestamp over second is come from WR synchronization. The timestamp
under second is come from crystal oscillator of electronics itself, and it will be formatted into nanosecond.
The PXI card with TDC and DIO is used to timestamp
the signal. Also the NI hardware and Beckhoff PLC can
be synchronized to WR by using standard IEEE 1588.
So every event in the experiment can be marked
timestamp and serialized by time sequence.

Table 1: Realtime trigger message type
Field
Length
Index to device
4 Bytes
Message type
16 Bytes
Sequence No.
4 Bytes
Trigger time (over second)
4 Bytes
Trigger time (under second)
4 Bytes
Reserved data1
4 Bytes
(proton current)
Reserved data1
4 Bytes
Data area
52 Byte
End (0x00)
4Byetes

Realtime Proton Current Service
In CSNS, for neutron flux normalization, proton beam
current is wanted to be measured bunch by bunch as Fig.
5. This value needs to be broadcast for online use. A special WR PXI board was developed to complete the measurement with other NI PXI AD card. When the beam
current signal over threshold, the FPGA on WR PXI card
is triggered. This FPGA will relay this trigger to other
board through PXI backplane bus. At the same time, this
FPGA will mark timestamp on this signal, and broadcast a
trigger message in WR network. After the AD complete
the sampling and beam current calculation, the beam
current will be written to the register of FPGA. Then, the
Measurement package will be broadcasted. All this will
be done in a bunch cycle, which is 40 ms.

Figure 5: Proton current measure and service.
The proton Server and Proton IOC will received this
message, providing proton service to online analysis. An
PV based on epics V3 is created to provide average proton beam current per 100 Pulse. The proton server based
on EPICS V4 will provide the each proton beam current
within last 1 minute. These beam current will be provided
with timestamp and sequence No. in an array. Also, all
these data will be stored in history database based on
MySQL, for offline use.

CONTROL SOFTWARE OF INSTRUMENT
The control software of CSNS includes state machine
of instrument, IOC based on EPICS, control interface,
SCAN server, history database, and DAQ software for
neutron monitor.
Boy is used as high level operator interface in CSNS.
And SCAN is also used to experiment task automation.
Python and Jython with epics CA support are used as
control script. CA gateway is used to isolate the PV between instrument with outside net. A DAQ software
based on EPICS V4 was developed to neutron monitor.

The Process of Neutron Experiment.
Figure 6 shows the procedure of neutron experiment of
CSNS neutron instruments. Every instrument has a configuration file derived Nexus file format. Before experiment, device experts should prepare all the subsystem
belongs to the instrument. These will be done through
local control interface. When all these subsystem can
accept remote control, the user can begin neutron experiment. First he must configure the experiment in experiment HMI, selecting the sample environment device,
providing user id, proposal id and other parameter. Control system will start all service for the experiment, checking device status. Then user can submit a experiment to
SCAN server to begin a neutron experiment. Control
system will set the parameter according to configuration
and then start a neutron run. Control, DAQ and physical
software are synchronized through state machine. When
the experiment is running, all status of device and neutron
data will be recorded. After collecting enough neutron,
the experiment will be end by control server. Summary
file like Nexus XML file will be generated and submitted
into run information system for offline use.

Realtime Trigger Message
A realtime message derived from LXI protocol as
showed in Table 1, is designed to deliver all trigger and
measurement message. This message was modified to use
the realtime package forward ability of WR switch.
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DAQ for Neutron Monitor

Figure 8: The structure of DAQ.

Figure 6: The flow of neutron experiment in CSNS.

The Data Flow of CSNS Neutron Instrument
The data flow of CSNS neutron instrument can be divided into neutron event data flow and control data flow
as showed in Fig. 7. Control data flow consists of instrument configure flow and realtime data flow of devices.

For instrument tuning and normalize neutron flux, several neutron monitor is used in every neutron instrument.
The neutron monitor will be long-term running. A DAQ
software, named NEROS, has been developed. NEROS
is based on EPICS V4 and aeraDetector. NEROS can
control electronics and setting parameters by UDP command. NEROS can receive neutron data from FPGA
through Ethernet, or running on VME controller. It can
also provide simulating test mode by using data file as
source.
NEROS can provide histogram on whole detector or
region of interest and two dimensional profile. NEROS
store the neutron data as HDF5 file format, which can be
directly used by Nexus software. As a software based on
EPICS V4, it can be access by V4 client interface. Online
physical software in CSNS use python interface access
the monitor data realtime. Fig. 9 shows online test result
of NEROS. The left is CSNS mask under x ray, and right
is E mask under 252Cf neutron source.

Figure 7: The data flow of CSNS neutron instrument
Neutron event data are produced by neutron detector
and electronics and sent to DAQ through Ethernet. In
DAQ software, raw data will be translated to neutron data.
After neutron event assembled, neutron data are processed to detector data monitor, mainly in histogram figure. And then these data will be stored in online storage.

Figure 9: Left: the image of CSNS mask under X ray,
right: the image of E mask under 252Cf neutron source

CONCLUSION
The control system based on EPICS, White rabbit and
other components has been developed for CSNS instrument. All hardware and most software has been deployed.
The first neutron has been produced in Aug. 28, 2017.
Some hardware and software has been verified in the first
neutron beam measurement.
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CONTROL AND DATA ACQUISITION USING TANGO AND SARDANA AT
THE NANOMAX BEAMLINE AT MAX IV
P. Bell∗ , V. Hardion, J. Jamroz, J. Lidón-Simón, Max IV Laboratory, Lund, Sweden
Abstract
The MAX IV synchrotron radiation facility in Lund,
Sweden, received its ﬁrst external commissioning users
in November 2016 at the Nanomax hard X-ray beamline.
All components of the beamline, including the motorisation, vacuum and diagnostic elements, were integrated into
the TANGO-based control system, which through the SARDANA layer also managed the collection of diﬀraction and
ﬂuorescence data from one- and two-dimensional detector channels. Hardware-synchronised continuous scanning
(“ﬂy-scanning”) of the sample, mounted on a piezo stage,
was achieved using a system built around a standard pulse
generator and acquisition board controlled by a dedicated
TANGO device. SARDANA macros were used to conﬁgure and execute the continuous scanning, and position data
from the piezo controller were buﬀered in synchronization
with triggers sent to the detectors, with all data subsequently
written to HDF5 ﬁles. After successful initial operation, the
system is currently being revised and expanded for the users
expected in 2018.

INTRODUCTION
The ﬁrst two beamlines on the 3 GeV storage ring at the
MAX IV laboratory opened for external users in autumn
2016. The hard X-ray nanoprobe beamline, Nanomax, is
designed to take full advantage of the low emittance of the
storage ring and the resulting coherence properties of the
X-ray beam. Nanomax will eventually provide two experimental stations; a Fresnel Zone Plate (FZP) station to reach
the smallest focal spot down to 10 nm, and a second using
Kirkpatrick-Baez (KB) mirrors oﬀering greater ﬂexibility
and various scattering geometries at the expense of a larger
beam size. The ﬁnal end-stations are under construction,
but users have already been received to perform diﬀraction
and ﬂuorescence experiments using non-ﬁnal sample stages
and detectors.
Following the MAX IV standard, the control system is
based on TANGO [1]. Where possible, equipment is interfaced to TANGO via TCP/IP and for the client layer
physicists can interact with TANGO via its Python binding or through SARDANA [2], which brings a macro server
and standardised Graphical User Interfaces based on TAURUS [3]. From a control system point of view, the beamline upstream of the end-stations is fully commissioned,
as described in the ﬁrst section of this report. The endstations are being integrated into TANGO as they are developed. The second section of the report describes the equipment controlled in the current developmental end-station
∗

paul.bell@maxiv.lu.se

and the hardware-synchronised continuous scanning system
that was provided for the ﬁrst users.

BEAMLINE CONTROL
An overview of the beamline is shown in Fig. 1. Its
long length, approximately 100 m, results from the goal of
achieving the small 10 nm spot size. The control system was
installed for the commissioning of the optics section during
2015 and 2016. At MAX IV the TANGO control systems
run on virtual machines (VMs), unless local computers are
required in conjunction with physical hardware. As for the
other beamlines, several VMs are used at Nanomax, separating the TANGO and archiving databases from multiple
equipment controllers. In the control room several physical client computers are used to run TAURUS GUIs and
the SPOCK SARDANA client; most of the user control is
done via the latter. A single synoptic GUI shows all optical,
vacuum and diagnostic elements of the beamline; a screenshot of this is shown in Fig. 2 and the technology behind this
device has been described in [4]. The main aspects of the
beamline that have already been commissioned are brieﬂy
described below.
Motorisation of optics. There are approximately 30
motorised axes for the control of the monochromator, mirrors, slits and various diagnostic equipment. The standard
motion control system at MAX IV, the IcePAP [5], has been
employed throughout. All axes are exposed as motors in
SARDANA and conﬁgured in the appropriate physical units.
Pseudo-motors allow the operators to steer the monochromator in terms of photon energy and Bragg angle.
Vacuum PLC system. The vacuum system comprises
many valves, over 20 ion-pumps and over 50 temperature sensors, controlled and read out by an Allen Bradley
PLC. The PLC tags are exposed as attributes of a single
TANGO device that communicates with the PLC over Ethernet. This device acts as a server for a suite of higher
level TANGO devices that represent the individual pieces of
equipment. The higher level devices all inherit from a single “facade” type device which has been developed based
on reactive programming principles and is described in detail elsewhere [6]. The PLC implements the machine and
personal safety systems and the alarms are reported using
PyALARM and the PANIC GUI [7].
Diagnostic cameras. Several Basler cameras are used
for the beam diagnostics. These are integrated to TANGO
using their Lima [8] drivers. A dedicated TAURUS GUI
was developed for viewing the live image.
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Figure 1: Overview of the Nanomax beamline showing the long optics section and the two end-stations.

Figure 2: The Nanomax beamline as represented in the synoptic application. The coloured icons correspond to TANGO
devices representing vacuum, diagnostic and optical elements, with the colour reﬂecting the value of the TANGO state.

DEVELOPMENTAL END-STATION
Control System Setup
Between the ﬁrst user experiments at the end of 2016 and
the second round in spring 2017, the end-station evolved
from a purely temporary arrangement to the skeleton of
what will become the ﬁnal KB station. The movable elements and the detectors have remained the same, however,
so from a control system perspective the system that was
developed during 2016 is expected to serve until the end of
the next data taking campaign in spring 2018.
There is currently no sample environment, so the sample
is mounted on a stage from PhysikInstrumente (PI) which
can be scanned in any direction in a 100 μm range. The

piezo controller is a PI E727 digital controller for which a
TANGO device has been developed, communicating over
Ethernet. Depending on the type of experiment, diﬀraction
data are recorded using Dectris Pilatus 100K or Pilatus 1M
detectors, or ﬂuorescence data from an Amptek XR-100 silicon drift detector. The XR-100 was initially read out using
an Amptek PX5 pulse processing unit and later an Xspress3
from Quantum Detectors. Lima drivers exist for the Pilatus
and the Xspress3 detectors, each of which have their own detector control computer (DCU) with a TANGO installation
where the Lima device runs. A diode detector is also read
out using a National Instruments (NI) 6602 counter card via
a voltage to frequency converter.
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Time

Figure 3: Generation of the time-based triggers by the Adlink 2005 card within the trigger-gated portion of the motion of
the piezo x axis. In this example, three triggers are sent so the analogue input of the Adlink card also buﬀers three position
measurements. After each continuous motion in x the buﬀer is read-out and the piezo is stepped in y.
A SARDANA macro is used to conﬁgure each SPOCK
session using the Scientiﬁc Data Management (SDM) tools
described elsewhere [9]. The SDM creates a directory in
a bulk storage disk for each new user. The data path in
the SARDANA ﬁle recorder and all Lima devices are then
set accordingly, the Lima devices being conﬁgured to write
their data directly to the storage.
A typical two-dimensional scan of the sample covers of a
grid of several hundred points by several hundred points in
two piezo axes, with an exposure time at each point of some
tens of milliseconds. In the standard software-synchronised
step-scan of SARDANA, the data acquisition takes place
while the piezo is stationary at each point. The speed of
data collection is therefore signiﬁcantly improved if the acquisition can take place during a continuous motion of the
piezo. The design of the “ﬂy-scan” system to achieve this
is described in the following section.

Fly-Scanning
In ﬂy-scanning the step-by-step motion of one of the
piezo axes is replaced by a continuous movement, during
which the experimental channels are triggered to acquire a
series of acquisitions. The piezo then makes one step in
the orthogonal direction before the continuous movement
and concurrent data acquisition are executed again. This is
repeated until the required sample area has been scanned.
From the user point of view, the requested scan parameters
are the start position x s , end position x e and number of triggers n x in the continuous dimension, the start position ys ,
end position ye and number of triggers n y in the stepped dimension, and the integration time t per point. (The integration time is constant for each point and is given by t = t e +t l
where t e is the exposure time and t l is the latency time of

the detectors). A method to synchronise the reading of the
piezo position as it moves continuously in x with the triggering of the detectors has been developed based on a DAQ2005 card from Adlink Technology. The timing scheme is
shown in Fig. 3 and the connections between the diﬀerent
components in Fig. 4.
Piezo controller An axis of the PI E727 can execute a
continuous motion following a programmable “waveform”
described by a series of position set-points held in memory,
the set-points being applied successively every integer number of 50 μs servo cycles. For the continuous motion in the
piezo
piezo
to x e .
x direction, a simple linear ramp is used from x s
By varying the number of points used to describe the ramp
the duration of the motion can be governed, up to a certain
maximum time limited by the number of set-points that can
ﬁt into the hardware memory. During the ramp, the x position can be read from the analogue output of the PI E727.
An output trigger gate is conﬁgured to be high while the
trig.
trig.
piezo position is within a trigger window x s to x e . The
trigger margin is needed to ensure that the gate does not go
piezo
high while x = x s , before the motion is executed, due to
ﬂuctuations in the position.
Adlink 2005 pulse generation The Adlink 2005 card
has two counters which also function as pulse generators,
each controlled by its own TANGO device. The ﬁrst generator is seeded by the internal clock to produce a low frequency seed for the second, which can then be conﬁgured to
generate output pulses with the required period in the milliseconds to seconds range. These output pulses are used to
synchronise the reading of the piezo position and the trig-
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Figure 4: Schematic of the ﬂy-scan system showing the connections between the physical components, and their TANGO
devices. The Adlink 2005 and NI6602 cards are located in a rack-mounted Industrial PC. The PI E727 outputs a positionbased trigger signal which gates the generation of constant time-based triggers by the Adlink 2005 card. The same Adlink
2005 card reads the analogue position from the PI E727 on receipt of the time-based triggers. The same time-based triggers
are also sent to all detectors and the NI6602 card. The Scan Control TANGO device manages the TANGO devices for the
piezo controller and Adlink and NI cards, preparing them for one linear ramp of the piezo and reading their buﬀers after
the execution of the ramp.
gering of the detectors. The position gate sent from the
piezo controller is applied to the ﬁrst generator, such that
the pulses are only produced while the piezo position is intrig.
trig.
side the trigger window x s to x e . Thus the read-out is
synchronised in time, but the time-based triggers are gated
on the piezo position. Assuming that the motion is linear,
the required period of the pulses can be calculated such that
the n x requested triggers ﬁt into the duration of the motion
that takes place within the trigger window.

The time-based trigger output from the Adlink card is
sent via a passive splitter to the detectors and the NI6602
card. The output pulses follow a square wave, starting low,
with a conﬁgurable duty cycle. Thus, the square wave signal can be used to gate the detectors, with the high time corresponding to the exposure and the low time to the latency.
The time-based trigger signal is also sent to the external trigger of the analogue input of the same Adlink card, which is
used to capture the piezo positions.

Adlink analogue input The analogue input of the
Adlink card records the piezo position at each trigger. For
each trigger, 100 samples of the position are taken, with
the sampling rate being set so that the time taken to collect
these 100 samples will equal t e , thus giving an averaged
position measurement during the exposure of the detectors.
The Adlink card buﬀers these averaged values which are
then read by the Analogue Input TANGO device, at the end
of the continuous motion in x.
NI6602 device The triggers generated by the Adlink
pulse generator are used as the gate for one of the NI6602
counters. A count from the diode detector is therefore collected during each exposure of the imaging detectors, and
the counts are buﬀered in the NI6602 card. The buﬀer is
read by TANGO at the end of the continuous motion.
Scan Control TANGO device Summarising the above,
from the scan parameters entered by the user, the waveform motion in the PI E727 must be conﬁgured to run from
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piezo

piezo

xs
to x e
with a motion time n x × t while the positrig.
trig.
tion is within the trigger window x s to x e . The Adlink
pulse generator must be conﬁgured to generate the n x timebased trigger pulses in the trigger-gated motion time, and
the Adlink analogue input, the NI6602 and all detectors
must be conﬁgured to expect n x triggers. The waveform
motion is then executed, and when it is complete the Adlink
card will have buﬀered n x position values and the NI card
will hold n x counts. The three steps (conﬁgure, execute,
read buﬀer) of a single continuous scan are managed by
the Scan Control TANGO device. It implements conﬁguration methods for the PI E727, Adlink and NI6602 devices, a
“Go” method that arms the Adlink pulse generator and starts
the waveform motion, and read methods to read the Adlink
and NI6602 buﬀers.
The Scan Control device must account for some other effects that complicate the timing scheme described above.
For example, since the time-based square wave trigger
pulses from the Adlink card always start low, as can be seen
in Fig. 3, the pulse train must be initiated early (by t l ) such
that the rising edge of the ﬁrst trigger arrives when the piezo
is at the requested starting point x s . To achieve this, the gate
on the piezo position must be oﬀset in x, meaning that the
trig.
start of the position trigger gate x s is not the same as the
trig.
user parameter x s , instead being x s = x s − Δx oﬀset . The
oﬀset Δx oﬀset is estimated as t l × v where v is the piezo velocity, assuming the motion is linear. It comes in addition
to the trigger margin already described. The need for an oﬀset in x restricts the fraction of the full 100 μm piezo range
available for scanning. If no more than a certain fraction
of the the maximum scan range is to be lost, there becomes
instead a limit on the relation between the scan range and
the number of triggers. The x attribute in the TANGO Scan
Control device is therefore conﬁned to a restricted range of
the full 100 μm, and the Scan Control device enforces the
relations between the scan range and the number of triggers.
SARDANA Integration The Scan Control TANGO
device prepares and executes a single continuous motion
in the x direction and subsequently reads the buﬀered
data from the Adlink and NI cards. To perform the twodimensional scan, a stepped motion is also required in the y
direction. This is achieved in SARDANA by exposing the
Scan Control TANGO device as a “one-dimensional experimental channel controller”. The controller calls the “Go”
method of the Scan Control device which means that in the
execution of a standard step-scan of the piezo y axis, for
each point in y a continuous scan in the x direction will be
initiated. At the end of the scan line the buﬀered data are
returned to SARDANA and the piezo is stepped in y before
the continuous motion is repeated. A custom macro wraps
the standard step-scan macro and passes the additional user
parameters for the motion in x to a pre-scan conﬁguration
where the conﬁgure methods of the Scan Control device are
called.
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CONCLUSION
The optics section of the Nanomax beamline has been
commissioned and the construction of the ﬁrst experimental end-station is well underway. The commissioning of the
optics, including the motorisation, vacuum and diagnostic
elements, was performed with the TANGO control system,
including SARDANA control of the IcePAP motors, and
aided by a custom synoptic interface. The control system
for the ﬁrst end-station was suﬃciently developed for external users to take data from imaging and ﬂuorescence detectors in autumn 2016 and spring 2017. The integration
of the detectors to TANGO via Lima and the use of the
SDM tools allowed data to be written to the bulk storage, indexed according to the experiment. A ﬂy-scanning system
was developed to allow fast acquisition of detector data in
time-based synchronisation with the sample position when
continuously scanned in one direction. This ﬂy-scanning
system is expected to be used again in the spring 2018 datataking campaign, before major enhancements, for example
permitting spiral scans, may be developed.
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SOFTWARE APPLICATIONS FOR BEAM TRACEABILITY AND
MACHINE DOCUMENTATION AT ISOLDE
E. Fadakis†, E. Matli, N. Bidault, J.A. Rodriguez, M.L. Benito, K. Seintaridis, CERN, Geneva,
Switzerland
Abstract
The ISOLDE facility at CERN requires a wide variety of
software applications to ensure maximum productivity. It
will be further enforced by two new applications; Automatic Save After set uP (ASAP) and Fast Beam Investigation (FBI). ASAP saves crucial time for the engineers in
charge (EIC) during the physics campaign. It automatizes
and standardizes a repetitive process. For each new set up,
the EIC is required to document the settings of all important elements, before delivering beam to the users. FBI
will be serving two different needs. First, it will be used as
a beam traceability tool. The settings of every element of
ISOLDE that could obstruct, stop or affect the beam will
be tracked by the application. This will allow to understand
better the presence of radioactive contaminants after each
experiment at critical points in the facility. The second
functionality will allow real time monitoring of the machine status during a physics run. FBI will be the most efficient way to visualize the status of the machine and find
the reason that prevents the beam from the experimental
station. Finally, an application has been developed to automatize with flexibility a sequence of pre-defined assignments, such as performing a measurement and setting a
value to a device.

INTRODUCTION
ISOLDE is one of the leading research facilities in the
field of nuclear physics. The latest addition, HIE-ISOLDE
[1] increased the demand for beam time to conduct experiments. In such a demanding environment time is crucial.
Even a few minutes gained from a repetitive task can account for hours gained within a year. These hours could be
allocated in any other more productive manner. The three
applications presented in this paper were conceived mainly
with this achievement in mind. How to gain time and be
more efficient. ASAP reduces the time the EIC is required
to perform the task mentioned above, that takes place a
minimum of once a week. FBI will contribute in efficiently
resolving issues that hinder the users from receiving beam.
In conclusion, the principle and the assignment possibilities of the Automation application are described.

AUTOMATIC SAVE AFTER SET-UP
(ASAP)
The EIC is responsible to perform the beam set-up to a
pre-defined destination. The specifications from the physics proposal needs to be fulfilled, meaning that the beam
properties and transmission should be adequate to deliver
the expected amount of beam to the users. Depending on
___________________________________________

† efadakis@cern.ch

the final destination this setting up procedure can require
from a few hours to a few days. The longest duration concerns a beam reaching an experiment after HIE-ISOLDE
which is the latest addition to the ISOLDE facility. In its
current phase, ASAP does not include that area so details
will not be mentioned here.

Tools used by the EIC While Setting up the Accelerators
Once the EIC verifies that the target used to generate the
Radioactive Ion Beams (RIBs), is in good condition to provide beam, the set up can begin. After the beam is extracted
from the target, it is guided through the beam line using
different kinds of elements (separator dipoles, electrostatic
quadrapoles and benders, beam steerers). A mass separation takes place either using the general purpose separator
General Purpose Separator (GPS) or the High Resolution
Separator (HRS). The beam, after this point consists
mainly of the desired mass. It continues downstream, going
through more elements, until it reaches the experimental
station. The EIC controls all these devices via the equipment array application [2]. A series of beam diagnostics
equipment provides critical information about the characteristics of the beam. The intensity is measured by a Faraday Cup (FC), vertical and horizontal position by Wire
Grid (WG) and Wire Scanner (WS). The EIC needs to verify optimal transmission with the help of the FC, WS and
WG while using the equipment array application to steer
the beam accordingly. Once the EIC concludes the beam
set up, the state of the machine needs to be logged. The
reasons behind this are: a) to ensure that one can restore the
facility to this approved state in the case of an unexpected
event (e.g. power cut). b) Having stored the current state of
the machine allows more easily discovering possible drifts
in parts of the machine which would lead in loss in transmission efficiency. Every event that takes place in the facility is being described and logged in an application called
logbook [3].

Traditional Process of Saving a Set-Up
The process of saving the state of the machine comprises
of the following steps. a) From the equipment array application the EIC needs to save the file which includes all devices and their current values that results in an acceptable
beam set-up. A descriptive name should be given to facilitate the identification of the specific situation for which the
set-up
took
place
(e.g.
170824_1137_GPS_SEP_13C16O.csv). The name typically includes a time stamp (‘YYMMDD_HHMM’), the
part of the machine which represents a group of devices
that are included in the file and the isotope used for the set
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up. The name should be included in an entry inside the logbook. b) The EIC makes sure to include screenshots of
every wire scanner and wire grid in the same entry. In case
of any problems during the experiment, cross-referencing
the current state with the one in the screenshots is an easy
way of discovering possible issues. c) In the same logbook
entry as above, the current intensity for each of the FC in
the beamline should be included. Also the calculated transmission after the separator magnet, until the last FC, before
the experimental station should be included. d) Everything
starts from the fact that the extraction of the beam from the
target is well optimised. The values of several power supplies and other devices that the target system consists of,
are always included in the entry of the logbook (e.g. target/line heating, extraction electrode position etc.). e) The
high tension applied on the target is crucial and is logged
in the entry. f) The configuration of the separator magnet(s)
is also included as a screenshot. For every step mentioned
above, the EIC has to retrieve the dedicated application
where these values are visible and copy them into the logbook by hand. Also to capture a screenshot of the application, into the logbook. With many steps and values coming
from several different devices and applications, this is a
task that requires focus and no interruptions to ensure completeness. Even with all values included there can be differences between such entries since no template is followed.

Using ASAP to Save a Set-up
This application boasts one of the most minimalistic
graphical interfaces at ISOLDE (see Figure 1). The EIC
needs to choose from which of the two separator paths the
beam originated, GPS or HRS. It is also required to select
the final destination. For now the destinations include three
beamlines: GHM, GLM and CA0. Optionally, if the target
utilises mass markers, the EIC can select to which power
supply they are connected (e.g. In Fig. 1 the power supply
of oven one is connected to a potassium mass marker).
Adding or removing materials that are used as mass markers is possible by the positive and negative symbols.
The EIC can choose not to include a device that could be
malfunctioning or even whole devices groups (e.g. all wire
scanners) if they are of no interest for a certain case. This
is achieved by pressing the “excluded devices” button
which brings up the small pop up window in green colour.
Once the EIC has configured the specifications then the
“prepare” button should be pressed. In the background the
application, based on the specifications, retrieves a list of
devices that are part of the beam path specified. ASAP then
retrieves the current values for all devices and creates automatically a csv file which can be used by the equipment
array application. The file name respects the naming convention presented above. This is achieved by retrieving and
combining information from different devices.
ASAP inserts all FC and starting from the one closer to
the target, it first documents the current intensity and then
retracts it in order to repeat the same with the next one.
Since inserting the FC can cause brief instabilities in the
current measurement the logic introduces a delay time of 2
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seconds to allow the measurement to stabilise. To ensure
accurate and realistic results ASAP documents the average
out of 5 measurements.
ASAP will then open a series of panels that are similar
to the different applications mentioned above. Beam diagnostics: ASAP will open dedicated panels for each wire
scanner and wire grid within the specified beam path. The
EIC can commence a measurement and once a satisfactory
graph appears, press the “capture screen” button which will
automatically take a screen shot of the panel and insert it
as attachment to the entry in the logbook. Upon successful
insertion to the logbook, ASAP will stop the measurement,
retract the device and close the panel. High tension: This
panel shows all information relative to the high tension applied to the extraction electrode (e.g. voltage applied, drain
current measured etc.). Separator magnet(s): This panel
shows all information relative to the separator magnets
(e.g. magnetic field requested, isotope selected etc.). The
EIC can choose to close the panel from the top right “x”
button like any normal window. By doing so, the panel will
not be included in the screenshots of the logbook entry.
ASAP will gather all information from the different applications mentioned above and will automatically generate a logbook entry. It will also include the target number
and type. The csv file names created will also be included
together with the full path where they were stored. Each
FC measurement will be noted and transmission for each
FC compared to the one after the separator will be included. All panels that the EIC chose to take screenshots of
will be included as attachments.

Figure 1: ASAP main panel with the excluded devices window open.

Future upgrades (phase two and three)
During phase 1, ASAP was to be tested by being used
only in the low energy part of the facility. During this test
period, ASAP would include in the logbook entry the value
for all devices, even if some of them were not used. This
was done to ensure that the correct values were stored in
the corresponding devices.
With phase two of the application the entry will become
smaller, including only the devices that are actually used.
Moreover, the selection pop-up window of devices to be
excluded will be upgraded. A more user friendly interface
will replace the current one. The EIC will be able to select
either whole group of devices or specific ones. FC devices
will be included. ASAP could be used to set the reference
values which will be used in the Fast Beam Investigation
(FBI) application. Finally a csv file will also be generated
and included as an attachment in the same entry. It will include all values mentioned in the entry.
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During phase three the remaining parts of the facility
(REX-TRAP, REX-EBIS and the REX/HIE-ISOLDE
linac) will be incorporated in ASAP.

AUTOMATION APPLICATION
Similar approach with the goal of automatizing a repetitive process has been made with this automation application. An Inspector-based [4] application using Python programming has been developed to automatize scripted controls and measurements. This application serves the purpose of automatizing sequences of actions with flexibility.
An input text file describes the scripting of the tasks or assignments to achieve. Each line of the text file must represent a defined task followed by its arguments in between
parenthesis. The list of possible tasks can be grouped in
three categories: simple tasks of communication to a device for setting or getting a value, more complex tasks requiring several iterations or graphic representations and
tasks related to the algorithmic of the scripting.
The first category of basic tasks (see Table 1) include
several predefined communication modes with quadrupoles, Faraday cups and steerers (“FC”, “QP” and
“STEERER” tasks). For those assignments the arguments
to provide are at minima the name of the device and the
value to set, but can extent to optional parameters, as the
averaging number of the data to get. Two more general
tasks of set and get a value are implemented for which the
whole URL of the field, property and device need to be
stated.
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Table 2: Complex Tasks
Tasks
SLITSCAN
MAGNET
MASSSCAN
OPTICS

The last category of tasks includes several algorithmic
statements to rule the sequence of actions to be accomplished (see Table 3). The use of the tasks “CALL” and
“LOOP” make the scripting of long sequence of actions
more friendly to write in the input text file. For instance,
multiple series of complex and basic tasks can be repeated,
such as the quadrupole-scan method for transverse beam
parameters measurement. The “CALL” tasks or the possibility to have several recursive inclusions enable systematic measurements of several hours to be directed within
only few lines of scripting.
Table 3: Algorithmic Tasks
Tasks
LOOP
IF

Table 1: Basic Tasks
Tasks
FC
QP
STEERER
SET
GET

Description
Inserts and measures or retracts a
Faraday Cup
Quadrupole set value or get data
Steerer set value or acquire data
Set value of specified device URL
Get value of specified device URL

In the second category of tasks (see Table 2), more complex operations can be accomplished. A task called
“SLITSCAN” performs a transverse profiling of the beam
with a chosen slit and a selected Faraday cup or Silicon
detector. The specification of the scan can be defined in the
arguments of the task (continuous or step scan, range of the
slit movement, averaging number for the acquisition, etc.).
Another type of scan using REX or HIE-ISOLDE magnets
is implemented in two different tasks for which the arguments stipulate the magnet regulation (current or field), the
range of values to sweep and information related to the
measurement.

Description
Beam profile using a moving slit and
Faraday cup or Silicon detector
HIE magnets scan with Faraday cup
or Silicon detector acquisition
REX separator magnet mass scan
with Faraday cup acquisition
Measurement of all the optics elements values of HIE/REX-ISOLDE

WAIT
CALL

Description
Loop of selected tasks with or without increment
If specified conditions are gathered
the following tasks are to be included.
Wait during a determined time
Call another text file to add up its sequence of tasks

Once the text file is loaded and the automation starts, the
progress is evolving in a gauge bar and the list of tasks to
accomplish is shown in a table (see Figure 2). The list of
arguments is also displayed in the table, as well as the main
results and the time elapsed after each task fulfilment. All
the results are progressively saved in a main comma-separated-value document and each scan is saved in a separated
document of the same type. Beam profile scans and magnet
scans are displayed in scopes of the application that appears when clicking on dedicated sections: XT00, XT01,
XT02 or XT03 lines for the beam profiles and “energy
scan” for the magnet scans. To follow the evolution of the
automation, the application pictures a large schematic of
REX/HIE-ISOLDE linac and High Energy Beam Transfer
lines (HEBTs) with several visual indicating the current
state of the devices (Faraday cup, foils, slit, Silicon detector) inside the diagnostic boxes (inserted, extracted or moving).
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Figure 2: Automation application main panel.
The application additionally offers two different tools.
When clicking on the “Stability” section, a table emerges
with all the beam optics elements, their acquisition and set
values, the average of their acquisition values and lastly the
average and the standard deviation of the relative difference between the acquisition and set values. This part aims
at detecting potential instabilities of the instrumentation for
REX/HIE-ISOLDE linac and HEBT lines. Finally, from
the last tool in the “PLOT FUNCTION” section, it is possible to subscribe to any chosen field of a device and draw
its trend as a function of time. More sophistically, one is
also able to select one field, as a function of another field
chosen and acquire the evolution in a scope.

FAST BEAM INVESTIGATION (FBI)
All devices within the ISOLDE facility are accessible via
the Java Api for Parameter Control (JAPC) [5] that acts as
a standard CERN interface to the Front-End Software Architecture (FESA) [6] or the Function Generator/Controller
(FGC) [7].
Every device is uniquely identified by a DeviceName
and each of them exposes, via the API, a series of Properties that, in turn, contain a list of fields. The combination
of the three elements is called a parameter and is uniquely
identified by a string in the form: DeviceName/Property#field. As an example, the voltage of a quadrupole in
the GPS separator will be acquired using YGPS.QP40V/Acquisition#aqn. The number at the end of the name is
incrementing the further away from the target the device is
located.
The CERN control System runs on a dedicated Technical
Network (TN) which is, for security reasons, separated
from the General Purpose Network (GPN).
The FBI project is divided into two functionalities;
Beam accounting and Beam traceability. Beam accounting
will be responsible to keep track of every incident where
beam has been deposited onto anything else but the experimental station. At the same time it will facilitate the operations group in providing statistics about beam delivery to
the users. Beam traceability will provide information about
the type of beam and its location in real time. To achieve
these tasks the application needs to monitor in real time the
status of a selected number of parameters, logging their
values when necessary and notify the user in case of a problem. FBI is currently a work in progress.
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The Beam traceability application is split in several components in charge of different functionalities.
A JAVA application running on a Linux machine on the
TN will monitor a defined list of parameters and log their
values in a table in an ORACLE database. The list of parameters to be monitored together with their reference and
some extra information is also stored in a configuration table in the same database. The JAVA application is notified
every time a parameter is added or removed from the configuration table and is able to start and stop subscriptions
without the necessity to interrupt and restart the monitoring
process. A diagram showing the respective parts and their
communication can be seen in Figure 3.

Figure 3: Each component of the FBI project and their
connections.
Due to the relevant number of monitored parameters
(close to ten thousand) and the rapid rate of event generation (every device ‘publishes’ a new value every 1,2s) some
logic is implemented in the monitoring application to compare each received value with the last value stored in the
database. If the two differ, the new value together with its
timestamp, will be pushed into a buffer that will be written
to the DB at regular intervals, avoiding overloading the database.
For security reasons and to avoid any possibility to interact directly with the control system from the GPN (where
the visualisation layer runs) the configuration of the parameters to be monitored will be only possible from an application running on CERN’s TN.
This components run as a web application and allows
importing/exporting configuration files for batch changes
and simple modifications via a GUI.
To access the information stored in the DB and expose
them in an easy consumable way a RESTful API running
on a dedicated web server accessible from the GPN was
developed. The server runs on CERN’s IT infrastructure
and has access to the database on the TN. It also provides
a series of additional services like authentication via Single
Sign ON (SSO) and user authorisation based on the standard CERN login system. This way one can indirectly access
some data from a browser maintaining a strict level of security and avoiding any possible data flow from the GPN
to the TN.
The web applications are structured as a client -server
model. The server on the back end is implemented in PHP,
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without any specific framework, using some custom classes to implement a RESTful API.
The front-end client is based on the Vue.js framework.
The user interface has one view per section of the machine,
each containing a simplified layout of the machine as an
SVG file that can easily be acted on (change colour of element to match its status) with javascript.
The status of each element is computed on the server
side, based on the reference value stored in the database
and a series of logical conditions, configurable via the Config application. The set of reference values can be updated
by the EIC at any time after setting up the machine with the
click of a button. A draft version of the user interface is
depicted in Figure 4.

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-TUPHA198

predefined location which will include a number of devices. The user will also be able to search for any devices
where beam was deposited, by selecting a specific period
of time. The GUI will provide information about the type
and amount of beam that has been deposited on them. If no
beam was deposited an informative message will appear.
The GUI will be able to generate a report with the information mentioned above.
The application will automatically generate a weekly or
monthly report with all cases where beam was deposited
onto a device instead of being delivered to the experimental
station.
Both parts of the FBI project will be used and verified
on the HI-ISOLDE part of the facility. After a verification
period the devices for ISOLDE and REX will be included.

CONCLUSION

Figure 4: A draft design of the web application of FBI.
The Beam accounting part of the project complements
the beam traceability mentioned above. It is also split in
several components in charge of different functionalities.
Once all devices are identified they will be divided into
groups. The goal is to create checkpoints where the beam
could be deposited. Amongst the devices several of them
are quite intrusive to the beam and therefore are considered
as a checkpoint by themselves (e.g. Faraday cup, vacuum
sector valve). Others, if they malfunction they could deviate the beam or change some of its characteristics (e.g.
electrostatic element, super conducting cavity). For those
devices checkpoints related to sectors of the beam line will
be created.
The grouping of devices will be realised by using “virtual devices”. These virtual devices can be configured with
additional logic which is not possible with an actual device.
A virtual device can change its value depending on the
value or state of other, actual, devices. For example virtual
device “A” will become one if either the faraday cup “B”
closes or the power supply “C” goes to a value that does
not agree with the reference value. These virtual devices
need to be created and declared to the Controls Configuration Database (CCDB). By including them in CCDB we
will profit by the logging capabilities that are available.
A Graphical User Interface (GUI) will be created. Using
this GUI, users will be able to access these virtual devices.
It will be able to search either by device name or by some

ISOLDE in 2017 celebrates 50 years of experiments at
CERN. A great part of this continuous operation is the fact
that the facility is constantly upgrading its infrastructure.
The last example is the addition of HIE-ISOLDE. Part of
the infrastructure is the software used to operate the facility. With the applications described in this paper, operations will be reinforced with additional tools. ASAP and
automation application, will standardise a repetitive procedure. FBI will make more evident any issue that might occur with the facility. This will potentially minimise the response time and even proactively diagnose and solve issues
in parts of the machine that are not part of the current path
to deliver beam to an experimental station.
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SOFTWARE APPLICATIONS USED AT THE REX/HIE-ISOLDE LINAC
E. Fadakis†, N. Bidault, E. Matli, J.A. Rodriguez, M.L. Benito, E. Siesling, S. Sadovich,
E.O Gonzalez, CERN Switzerland
Abstract

BEAM SET-UP RELATED APPLICATIONS

The HIE-ISOLDE Linac (High Intensity and Energy) [1]
is a recent upgrade to the ISOLDE facility of CERN, increasing the maximum beam energy and providing means
to explore more scientific opportunities. The main software
tools required to set up the new superconducting post-accelerator and to characterise the beam provided to the experimental stations will be presented in this paper. Emphasis will be given to the suite of applications to control all
beam instrumentation equipment which are more complex
compared to the ones in the low energy part of ISOLDE. A
variety of devices are used (Faraday cups, collimators,
scanning slits, striping foils and Silicon detectors). Each
serves its own purpose and provides different information
concerning the beam characteristics. Every group of devices required a specific approach to be programmed.

This category includes the large majority of the applications used. The ones that will be described in this paper
are: Equipment Array, EBIS Slow Extraction, HIE Beam
Diagnostics (HIE-BD), HIE Silicon Detector (HIE-SD),
HIE Energy Measurement, HIE Phasing, HIE Count Rate.

INTRODUCTION
ISOLDE is one of the leading research facilities in the field
of nuclear physics. Radioactive Ion Beams (RIBs) are produced when 1.4 GeV protons impact in a target.
The RIB of interest is extracted and transported to different
experimental stations either directly or after being accelerated in the post-accelerator. In the latter, RIBs are transported to the REX-TRAP [2], charge-bred in the REXEBIS [3] and accelerated to 2.85 MeV/u in the REX normal
conducting section of the linac before being accelerated
further (9.3 MeV/u for beams with A/q = 4.5 and to 14.3
MeV/u for A/q = 2.5) in the HIE-ISOLDE superconducting
section of the linac. Software applications used for HIEISOLDE can be divided into two categories, Beam Set-Up
related and Machine related. The first category contains the
applications that enable the Engineers In Charge (EIC) to
set up the desired beam regardless if it is stable (e.g. 39K)
or radioactive beam (e.g. 76Zn). The second is for the applications that provide information about the status of critical systems. All applications in the second category are in
PVSS.
One is the vacuum application [4]. With this the pressure
for each sector of the machine is monitored and it allows
opening or closing the vacuum sector valves in the beamline. The second application is used to monitor the status
(i.e. temperatures, flows, LHe levels etc) of the cryoplant,
the cryoline and the cryomodules. The Warm magnet Interlock Control system (WIC) is used to monitor the temperature of the normal conducting magnets.
In this paper more detail will be given on the first category.

___________________________________________

† efadakis@cern.ch

Equipment Array Application
Different types of equipment, such as electrostatic or magnetic elements, normal or super conducting cavities are
used in the ISOLDE beam lines. They are all available to
the EIC to set up the beam to its final destination. The
Equipment array application is based on comma separated
values (csv) files. They consist of 4 columns; name of device, buffer value, requested (CCV) value and Acquisition
(AQN) value. On the loaded file the EIC can change the
value of each device. Once the set-up is finalised a separate
file can be saved. One can also scale the buffer values either by mass to charge ratio or by energy per nucleon. As
an example, eight equipment arrays are typically used to
characterize a set-up to deliver beam to the experimental
station at the end of the first HEBT line.

Figure 1: The Beam Diagnostics application main panel.

Beam Diagnostics Application
For phase 2A of the project, In the HIE-ISOLDE section
of the linac and the High Energy Beam Transfer lines
(HEBTs) there are 18 diagnostic boxes [5] housing 70 devices. Those are divided into 18 Faraday cups (FC), 18
scanning slits (SL), 18 collimator slits (CS), 5 stripping
foils (SF) and 5 Silicon detectors (SD). In the applications
main panel (see Fig.1) every row represents a diagnostic
box and every column is a different type of device. Every
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diagnostics box is divided into two physical layers. Depending on the devices that each box is equipped with on
each layer, specific interlocks are put in place.
All devices share a common functionality which is the
movement. The stepping motors used to insert/retract each
diagnostic device can be turned on or off (see Fig. 1, No 2)
to reduce the electromagnetic noise when sensitive measurements need to be conducted.
End switches confirm that the device has been fully inserted or retracted. Upon every touch of the retraction end
switch the stepping motor is recalibrated and this position
is set as zero. All devices have been configured with fixed
positions. For some like the FC (see Fig. 1, No 3) and SD
these positions are as simple as in or out. For the scanning
slits the user can select between out, horizontal slit, vertical
slit and a collimator hole. For the collimators (see Fig. 1,
No 5) the user can select between four different apertures;
2.5 mm, 5 mm, 10 mm, 20 mm. Two of the collimators are
actually slits and not apertures. Their positions are: 2mm,
5mm, 10mm, and 15mm. Carbon foils (see Fig. 1, No 6)
with two different thicknesses (50 and 75 ug/cm2) can be
inserted. The motor of each device can be moved in either
direction at any time unless the layer is busy (see interlocks
paragraph). In addition, a value in mm can be inserted, by
which the device will be shifted in relation to its current
position. Apart from that the functionalities defer.
The button beside number 1 within figure 2 allows the
EIC to stop the beam. This is achieved by turning off one
of the plates of an electrostatic deflector.
The FCs are able to measure beam currents lower than a
pC/pulse. The user can change the gain of the amplifier of
the FC by a factor of 1, 10, 100, and 1000. The voltage of
the electron suppressor can be modified as well. The user
can save the data of the plot from within the dedicated FC
panel. The position in mm of the FC and the state of the
layer are depicted as well.

Scanning Slits
The metallic plate of the SLs has two slits that allows the
characterization of both vertical and horizontal profiles of
the beam. In the panel of the application for using the SL
(see Fig.2) the EIC needs to select a type of measurement,
meaning which slit should pass through the beam. Each SL
can perform two similar types of measurement.

Figure 2: Scanning slit main panel after a horizontal beam
profile measurement.
In the first the slit moves continuously whereas in the
second one it moves in pre-defined steps. For both types of
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movement one can select between both horizontal and vertical planes (X-Y), only horizontal plane (X), only vertical
(Y) scan types. By default the horizontal axis is selected.
The user must select the start and stop positions for each
type of scan. These values are in mm offset with respect to
the zero position for each slit.
Depending on the length of the measurement selected,
the application calculates the fastest time possible for the
slit to move, based on the maximum speed of the stepping
motor. The user can perform an even slower movement if
required. The EIC can perform consecutive scans once the
above configuration is set. In this case the latest four measurements will appear in the graph.
The stepping scan feature is used when synchronisation
with the pulsed beam is required, in order to reduce the EM
noise from the stepping motors. While performing the
measurement the speed is governed by the configuration
on the SL panel.
A step size in mm must be declared in addition to the
previous configuration. Each measurement is saved in a
predefined path, using a timestamp as part of the file name,
together with the name of the device and the type of measurement.
The gain of the FC which performs the measurement can
be changed in real time. On the top right the EIC can either
start or stop a measurement, clear the graph or force the SL
to extract. Regardless the position of the SL, once the start
command is send, it would move to the start position and
perform a movement until the stop position. In order to
gain time, additional logic was inserted in the high level
application.
The application compares the current position of the slit
to both the start and the end positions. The one that is the
closest to the current position becomes the start of the
measurement. This also applies for the consecutive scans
which were mentioned above. Below the controls, three
labels inform if the slit is moving, if it is performing a
measurement and what its current measurement mode
(normal or stepping) is. The EIC can select to perform an
X-Y measurement. In this case setting start and stop positions for both horizontal and vertical planes is needed. The
application will compare the distance of all four positions
to the current one and decide which plane and position will
be considered as the beginning. The two plots will be
shown on the X-axis and a new vertical axis will be created
for the vertical measurement. The later will be depicted in
a different shade of the same colour as the first one.
On the middle right of the panel the user can select to
depict both of the plots or either one of them. If a consecutive X-Y measurement was selected, eight plots in total
would be shown in the graph. On the bottom right the user
can see the actual position of the slit on axis. At the same
time the converted value for horizontal and vertical planes
are shown. The SL axis is at 45 degrees angle compared to
them.
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Silicon Detectors
The Silicon detectors have a dedicated application since
they have many functionalities. The main panel follows the
architecture of the HIE Beam diagnostics application. Each
row is a different diagnostics box. The possibility to turn
on and off all stepper motors of a certain box is available
through the main panel. There is a dedicated panel per Silicon detector where the EIC can see information about the
channel status, the layer and the position of the Silicon detector in mm. The channel settings can be also configured.
The voltage applied to the SD can be controlled and both
the voltage and leakage current are shown. The device is
sensitive enough to measure single ions. The SD can be
operated in two different ways.
In the oscilloscope mode (see Fig. 3), a voltage signal
proportional to the beam energy deposited is shown as a
function of time.

Figure 3: SD measuring few consecutive ions.
Second mode is the histogram (see Fig.4). The high level
application accumulates events in order to create a histogram with the energy distribution so that all isotopes can
be identified.

Figure 4: SD panel during a histogram mode. Zooming in
to better distinguish the energy.

Future Implementations
There is still work to be done to further augment the
means of characterising the beam. Information concerning
the time of arrival of the beam on the SD, will contribute
to the list of functionalities (e.g. the Time of Flight TOF).
For SL and FC an averaging of each set of data points is
essential in order to further reduce noise level.

The Slow Extraction Application
A prerequisite to the injection in the linear accelerator
is to enhance the charge state of the ions in the REX-EBIS
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charge breeder. After a certain confinement time in REXEBIS, corresponding to the time needed to reach the suited
charge state, the ions are extracted accordingly to the voltage modulation of the extraction tube.
A slow extraction scheme has been developed to
achieve a lengthening of the time structure of the ion beam
from 0.2 ms to 2 ms and consequently allow a reduction in
the instantaneous beam current and a more efficient event
discrimination at the experimental stations in comparison
to the fast extraction mode for which all ions are condensed
in a ~0.1 ms pulse.

Figure 5: Slow Extraction application panel. MCP signal
on the left graph and voltage modulation on the right.
The Slow Extraction application, made with LabVIEW, is divided into two parts (see Fig.5): the extraction
tube’s voltage modulation on the right and a Micro-Channel Plate (MCP) scope displaying the time structure of the
beam, on the left. The first step of the procedure is to measure the axial energy distribution of the extracted beam from
REX-EBIS. This is done automatically via progressively
measuring the intensity of the beam passing above the extraction tube potential while sweeping its value from total
confinement at 1200 V to full opening at 0 V. The EIC has
the choice between Faraday cups and a MCP for acquiring
the evolution of the beam intensity related to the axial energy distribution reconstruction. Subsequently, an algorithm within the application estimates an ideal extraction
tube’s voltage distribution that will stretch the time structure accordingly to a length specified by the EIC.
In addition to the extraction tube’s potential distribution calculated by the algorithm, the application provides
refinement tools to manually lessen the remaining variations from flat top of the time structure. It is feasible to fit
the voltage distribution with a two-exponential function
and to adjust this function’s parameters (three amplitude
constants and two time constants). More trivially refinement possibilities include the adding of a constant and positive or negative slopes controlled by amplitude and defined time range. The EIC can furthermore easily switch
between Slow Extraction mode, Fast Extraction mode, previously saved settings or other types of distribution offered
by the application (linear modulation, inverse of an error
function and power functions).
Concerning the time structure visualisation, one distinguishes two cases linked with ISOLDE diagnostics’ capabilities: low intensity (in the range of 10 to 100 picoAmpere) and very low intensity beams (under the pico-
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Ampere order of magnitude). The time structure of low intensity ion beams can be directly displayed on the MCP
scope of the application. The poor signal-to-noise ratio is
essentially a consequence of the device aging and it defines
the beam intensity limit for this acquisition method. The
raw data are juxtaposed with their average over REX-EBIS
pulses during the acquisition time. The MCP provides a
good approximation of the envelope of the beam time
structure, in accordance with other detectors (Silicon detector and MINIBALL [6] experiment), when operated
with an acceleration voltage and a gain voltage set in the
range of 80% to 90% of their maximum values.
Very low intensity beam analysis in the HIE-ISOLDE
accelerating line, requires the use of a Silicon detector. Silicon detectors set in single event detection mode, deliver at
each REX-EBIS cycle, notably one array with the timestamps of the particles detected and one array with their
energies. A LabVIEW application was made to set the single event mode for a chosen Silicon detector, to subscribe
to the two relevant arrays and to reconstruct the time structure of the ion beam. Both arrays have to be processed to
eliminate noise generated, artificial events or unresolved
events and to reconstruct the time position of a particle in
the pulse within regard to its time-stamp. For this specific
purpose, the time resolution of the Silicon detector is 10 ns,
which is sufficient to display time distributions of several
hundreds of micro-seconds. The scope of the application
(see Fig.6) is a histogram with the number of detected particles on the y-axis, the time positions of the particles in the
pulse on the x-axis and a colour weight for each event representing its energy. The binning size of the histogram can
be changed while acquiring data.
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ranges. One or several vertical slits can be positioned in
front of the detector to increase the resolution of the measurement. The signal-to-noise ratio can be improved by increasing the number of acquisitions for each measurement.
The magnetic field of the dipole is set to the value corresponding to the energy of the beam injected into the cavity.
As the phase is scanned over a range of 360 degrees we
identify two peaks separated by 180 degrees corresponding
to the two zero crossings of the cavity. Once the zero crossings are identified, the operational phase is calculated (the
nominal synchronous phase for the superconducting cavities is -20 degrees). After validating the setting of the cavity the dipole’s magnetic field is set to the value corresponding to the new beam energy and the procedure is repeated for the next cavity.

Figure 7: Two zero crossing peaks of an SRF cavity, separated by 180 degrees.
A LabVIEW application (see Fig.7) has been developed
to automatize this lengthy procedure. The user can select
from a dropdown menu the cavity to be phased and the device to measure the beam intensity. The complexity of the
different HW is hidden to the user who only needs to set
the scanning parameters: phase range, steps and number of
acquisitions to take at each point. An extra delay can be set
after the cavity phase stabilises before performing the
beam intensity measurement. The data are saved in csv file
for further analysis.

Energy Scan
Figure 6: Time structure from Silicon detector acquisition.

Phasing Application
The phasing of a series of RF cavities is necessary to
match the time of flight of the ions between cavities, with
the oscillating electric field across the cavity gaps. In the
HIE-ISOLDE linac this relation is subject to change every
time a new isotope is accelerated.
A standard procedure has been developed using one of
the dipoles in the experimental line at the end of the linac
to measure the intensity of a fixed energy beam, as we vary
the phase of the RF cavity. Faraday cups or Silicon detectors can be used to measure beams in different intensity

The Energy Scan application (see Fig.8) is used in tandem with the Phasing application to precisely determine
the beam energy, based on the same principle described before.
A dipole current is scanned between a start and end value
while the intensity of the beam is monitored with a detector
positioned after the magnet. A set of three vertical slits (two
before the dipole and one just in front of the detector) are
used to select only the beamlet of particles that have a small
angular deviation from the beam axis.
A very simple interface allows the user to select the pair
of magnet/detector to use and a basic set of values such as
start, end, and step. To reduce the statistical error, the number of measurements at each position can be increased at
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the expense of a longer measuring time. The A/q input is
used to compute the beam energy based on the magnetic
field acquired from a Hall probe positioned inside the dipole. A dropdown menu allows the user to change the x
scale between: Beam energy, B Field and Current.
The Phasing and Energy measurement applications uses
CERN’s RADE LabVIEW framework [7] to access the
control system. The two applications will be merged into a
more complete application that will allow supervised phasing of all cavities in the HIE-ISOLDE linac.
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CONCLUSION
Higher energies and super conducting cavities are essential if the variety of physics possible from the ISOLDE facility is to be broadened. This has required great amounts
of work in planning, installation, hardware and beam commissioning [8]. The later includes many high level applications developed in order to properly and efficiently operate
the facility and satisfy the new physics requests from users
around the world.
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Figure 8: Energy measurement using a silicon detector.
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UNICOS FRAMEWORK AND EPICS: A POSSIBLE INTEGRATION
M. Ritzert∗ , Heidelberg University, Mannheim, Germany,
E. Blanco Vinuela, M. Ostrega, L. Zwalinski, CERN, Geneva, Switzerland
Abstract
UNICOS (UNiﬁed Industrial Control System) is a CERNmade framework to develop industrial control applications.
It follows a methodology based on ISA-88 and provides
components in two layers of a control system: control and
supervision. The control logic is running in the ﬁrst layer, in
a PLC (Programmable Logic Controller), and, in the second
layer, a SCADA (Supervisory Control and Data Acquisition)
system is used to interface with the operators and numerous
other features (e.g. alarms, archiving, etc.). UNICOS supports SIEMENS WinCC OA as the SCADA system. In this
paper, we propose to use EPICS (Experimental Physics and
Industrial Control System) [1] as the supervision component
of the UNICOS framework. The use case is the control system of a CO2 cooling plant developed at CERN following
the UNICOS methodology, which had to be integrated in
a control system based on EPICS. The paper describes the
methods and actions taken to make this integration feasible,
including automatic EPICS database generation, PLC communications, visualization widgets, faceplates and synoptics
and their integration into CSS [2] and EPICS, as well as the
integration with the BEAST alarm system.

Figure 1: UNICOS object model.
• reducing the cost of automating continuous processes
(e.g. cooling, HVAC, etc.) and
• optimizing life-cycle engineering eﬀorts (e.g. using
automatic code generation tools).
At CERN, UNICOS is used with WinCC OA as the supervision layer. This paper describes the eﬀort to replace
WinCC OA with an EPICS-based system, also employing
Control System Studio (CSS) as the operator interface, the
BEAST alarm system, and the Archiver Appliance to record
PV history.

INTRODUCTION

UNICOS CONCEPTS

UNICOS (UNiﬁed Industrial Control System) is a CERNmade framework to develop industrial control applications.
The package Continuous Process Control (CPC) provides
a speciﬁc environment for process control applications. It
deals with the two upper layers of a classical control system:
Supervision and Control. UNICOS proposes a method to
design and develop the control application, which will run in
commercial oﬀ-the-shelf products, e.g. Supervisory Control
and Data Acquisition systems (SCADA) and Programmable
Logic Controllers (PLC). The framework employs terminology and models of the ISA-88 standard for batch control
systems that is also widely employed in continuous process
control.
UNICOS-CPC is based on a well-deﬁned set of standard
device types covering most of the physical equipment (e.g.
motors, valves, sensors, etc.) and the needs of a continuous
process in terms of control; also it enforces the structure
and provides a method for programming the process control
logic.
The goal of UNICOS-CPC is to standardize the development of control applications at CERN by

UNICOS is an object oriented framework consisting of
a package of programming tools facilitating control system
development. It includes the baseline library (with a modular PID algorithm), the code generator with synoptic rules
checker signiﬁcantly reducing time of program development
by a priory error identiﬁcation, the skeleton templates, and
examples of objects lists. The object deﬁnitions provided
by UNICOS are split into:

• emphasizing good practices for both, design and operation, of the continuous process control applications
∗

michael.ritzert@ziti.uni-heidelberg.de

• I/O Objects: Values to and from the hardware. E.g.
Digital Input, Digital Output, Analog Input
• Field Objects: Physical equipment. E.g. OnOﬀ, Analog, AnaDig, Controller, etc..
• Control Objects: Logic processing. E.g. PCO, Analog
Alarm, Digital Alarm.
A typical UNICOS object model is presented in Fig. 1.
The UNICOS engineering life cycle presented in Fig. 2 is
based on two initial documents: the functional analysis that
is a Word document and an Excel XML speciﬁcation ﬁle containing all object deﬁnitions, parametrization and hierarchy.
The speciﬁcation ﬁle is the primary input to the automatic
code generation tool. This generation tool is equipped with
a set of framework templates and user dependent logic templates to provide structured importation ﬁles for both PLC
and SCADA, guaranteeing correct mapping between them.
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beyond the resolution achieved with polling via modbus.
This protocol has not been implemented for the EPICS port,
yet.

UNICOS Widget Set
Figure 2: UNICOS design cycle.

METHODS
Overview
The port only targets the supervision layer of the control
system. The actual slow-control system runs completely
independently on the PLC’s CPU. No changes to this part
are required when moving between supervision by WinCC
OA or EPICS. There are two big parts in the implemented
porting procedure:
First, the UNICOS generator program has been modiﬁed
to create its output in a format suitable for this port instead of
the default WinCC OA format. A set of Jython modules used
by the generator had to be modiﬁed. The output consists of
several ﬁles.
The generated EPICS database contains the mapping from
PLC register name (also the PV name) to PLC register address, and all PV metadata that can be extracted from the
UNICOS project deﬁnition and put into the EPICS PV, such
as the value’s unit, display limits, display precision, etc..
Alarm limits are also put into the PV but are used mainly
for display purposes. The actual alarm management is performed fully inside the PLC.
Also written out is the deﬁnition of the relationships between the various UNICOS objects in the system. Possible
relationships are e.g. parent/child, or between an alarm object and an object put into interlocked state on alarm activation.
After the generator has written out the system deﬁnition,
a set of Python scripts is used to create template OPIs containing widgets for all of the system’s objects, and also to
transform existing WinCC OA displays into CSS OPIs, if
desired.

Interface to the PLC
For Schneider PLCs, the standard modbus protocol is used
to interface the PLC with the SCADA system. The EPICS
modbus driver [3] could be used without modiﬁcations to
establish the communication between EPICS and the PLC.
In order to generate the required mapping from register
name to modbus address, the UNICOS generator program
has been modiﬁed to create output in the format required by
EPICS. The mapping is then loaded into an IOC containing
the modbus interface and EPICS sequencer programs that
implement mass loading of parameters (“recipes”).
The use of CERN’s proprietary time stamp protocol
(TSPP) is required when interfacing to UNICOS projects
on Siemens PLCs. For Schneider PLCs, it is optional and
improves the precision of the timestamp of register changes

The main part of the port consists of the implementation
of the UNICOS widget set for CSS. UNICOS widgets have
a well-deﬁned behavior that had to be ported. Each widget
needs to access several PLC registers, i.e. several EPICS PVs
to determine how to display itself. Due to the complexity
of this, the implementation has been done in the form of an
Eclipse module implementing custom widgets for BOY.
Implementing widgets listening to changes in more than
one PV is easily possible. The main part of the implemented
Java code then consists of the implementation of the display
logic and the actual widget drawing. The UNICOS-deﬁned
dialogs (faceplates) used to interact with the objects in the
system are implemented as static OPIs, making extensive use
of OPI macros to implement the system-speciﬁc behavior.
During the template OPI generation step, all widgets are
created in a way that deﬁnes all required macros.

Hierarchy Displays
UNICOS control systems are modelled as a hierarchy of
objects. E.g. analog alarm objects usually have an analog
sensor as a child, and may themselves be the child triggering
the interlock on a PCO. To browse this hierarchy from within
CSS, static OPIs representing the siblings of each object are
created from the output created by the UNICOS generator
by a python script.

Alarm Handling
Since the PLC runs its own standalone control logic, all
alarm logic is also located there. Generation, blocking, and
persistence of alarms is handled independently from the
supervision layer. The alarm state of each object is just
signalled via bits in the status word, and acknowledgement
of an alarm from the supervision layer is sent as a request to
the PLC. To integrate the alarms into a wider EPICS/BEAST
alarm system, the respective status bits are read and used
to activate non-latching BEAST alarms that display in the
CSS alarm screens. In parallel, according to the UNICOS
standard, each UNICOS widget also display the alarm state.
The list of alarm objects to be considered is output by the
UNICOS generator program.

Archiving
The UNICOS object deﬁnition contains useful information for the archiving process, such as the unit, or archiving
deadband. The EPICS generator script puts these data in
the corresponding ﬁelds of each PV. We use the EPICS
Archiver Appliance [4] conﬁgured to honor the deadband
put in the ADEL ﬁeld.

RESULTS
The control system of the IBBelle CO2 cooling plant has
been developed at CERN using UNICOS methodology with
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CONCLUSION
We presented the successful port of the CERN UNICOS
control framework to use EPICS as the supervision layer.
The tools used are CSS for operator displays, BEAST for
alarm integration, and the Archiver Appliance for archiving.
For all tools, the required input ﬁles are produced by the modiﬁed UNICOS generator program and a set of Python scripts.
A ﬁrst CO2 cooling plant controlled with UNICOS/EPICS
is in production mode.
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Figure 3: CSS displaying a UNICOS control screen.
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THE CONTROL SYSTEM OF THE CERN PLATFORM FOR THE TEST OF
THE HIGH LUMINOSITY LHC SUPERCONDUCTING MAGNETS
H. Reymond, M. F. Gomez de la Cruz, I. Matasaho, A. Rijllart, CERN, Geneva, Switzerland
Abstract
A new generation of superconducting magnets is being
developed, in the framework of the HL-LHC upgrade
project. Several laboratories in Europe, USA, Japan and
Russia collaborate on this project. One of the tasks
assigned to CERN is to conduct the optimization tests and
later the series tests, for the MQXFS and MQXF-A/B
magnets. A new dedicated test bench has been built at the
CERN superconducting magnet test facility (SM18),
where these magnets will be evaluated under their
operational conditions in the LHC tunnel. To fulfill the
test conditions on these high performance magnets, a new
high frequency data acquisition system (DAQ) has been
designed, associated to a new software used to control
two 15 kA power converters. This article presents all the
technical aspects of these two major components of the
test platform, from the PXIe hardware selection of the
DAQ system to the operational applications deployment.
The commissioning phase and results of the first
measurement campaign are also reported.

current power supply (up to 30 kA) and its associated
protection circuit. These components are intended to test
the magnets at the nominal temperature of 1.9 K with a
peak field of 11.4 T at the conductor level.

INTRODUCTION
In the view to extend the discovery potential of the
LHC accelerator, it is foreseen to increase its luminosity
by a factor of ten beyond its initial design. To conduct this
challenging project, from the preliminary studies up to the
installation in the tunnel, expected for 2024/2025, a
strong collaboration has been established worldwide. The
involved laboratories and industrial partners from Europe,
USA, Japan and Russia are joining their efforts through
the High Luminosity Large Hadron Collider project (HLLHC [1]).
This major upgrade leads, among other technological
challenge, to the replacement of the Inner-Triplet, Nb-Ti
made quadrupole magnets, by a new generation of high
field magnets, based on Nb3Sn conductor. In this
framework, CERN has been charged to conduct the
optimization tests on the MQXFS [2] (short coil
prototypes, see Fig. 1) and later the series test for twenty
MQXF.
At CERN, all the superconducting magnet evaluation
tests are done in a dedicated test facility, named SM18.
However, despite the fact that this facility is well
equipped, with state of the art measurement technologies
and more than fifteen dedicated cryostats (heavily used
during the LHC magnets test campaign), none of them
was fitted for these new demanding and upper sized
magnets.
In this context, the construction of a new dedicated test
area has been initiated in 2015, allowing the presence of a
800 mm large and 11 m long vertical cryostat and a high

Figure 1: The assembly of the first model of the MQXFS
quadrupole magnet.
Thus, in parallel with the assembly and installation of
all the mechanical, electrical and cryogenic elements of
this test bench (defined as Cluster D), a new data
acquisition and power supplies control systems were
designed and developed.

THE NEW DATA ACQUISITION SYSTEM
The aim of the DAQ is to record some signals from the
magnet under test, mainly coil and quench heater voltages
with the current in the circuit. The theoretical design of
the DAQ system has been mainly guided by the fact that
it was firstly dedicated to a magnet R&D research
program. By experience we knew that in this type of
project the measurement systems must be oversized in
term of channels and treatment capabilities compared to
one dedicated to a series measurement. The prototype
magnets are much more instrumented, while hosting a big
number of voltage taps (vtaps), strain gauges and quench
heaters than in the final version of the production magnet.
The second main point of the design was related to the
high frequency reading ability, up to 200 kHz in our case.
This is needed for the general magnet quench analysis but
also for the flux jump analysis [3]. This very short
instability, a typical behaviour of the Nb3Sn magnet based
conductor needs to be carefully studied during the
prototype evaluation.
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The diversity and the signal types to be analysed from
such magnet type, induced the need for a synchronized
multi-frequencies acquisition system, formerly HF (from
5 to 200 kHz), MF (from 1 to 5 kHz) and LF (up to 1
kHz), all with 16-bit resolution and 1 mv accuracy.

Selection of the hardware platform
Several conclusive experiences with using the PXI [4]
platform, in the domain of the process control and data
acquisition, comforted us in using this modular
instrumentation standard. It is composed of hundreds of
cots card references, provided by more than 70 suppliers.
The modularity is a strong argument, as the DAQ system
will have to run over a period of eight or ten years. This
will ensure the possibility to either replace the CPU or
some deprecated cards, by more performing devices
during the expected life time of the installation.
Since five years the PXIe, an advanced version of the
initial standard, has emerged on the market. It offers
several improvements, among significantly increased bus
bandwidth, additional timing and synchronisation features
and extended levels of environmental performance
needed in extreme industrial environments.
The fact that the major players in the field like Keysight
TechnologiesTM, ADLINKTM, MARVINTM, and National
InstrumentsTM are proposing their new products mainly
for the PXIe standard has convinced us to adopt it.

Selection of the chassis
Due to the number of differential analogue channels
expected for the HF (200) and LF (140), we took in our
survey only the 18-slot chassis.
Table 1: PXIe Chassis
PXIe
Chassis

Slot

Slot
BW

System
BW

Timing
Slot

PXIe-1075

8 hybrid
8 PXI

1 GB/s

4 GB/s

1

PXIe-1085-12

16 hybrid

4 GB/s

12 GB/s

1

PXIe-1085-24

14 hybrid

8 GB/s

24 GB/s

1

PXIe-1086

16 hybrid

4 GB/s

12 GB/s

1
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line pushes the previous one to be almost obsolete. We
selected the PXIe-8840, based on a 2.7 GHz Intel Core i54400E chip. The two cores and the 4 GB ram were
enough for the tasks to be handled. Other options were,
the PXIe-8115 or PXIe-8135, but we judged them
approaching their end of life and the brand new PXIe8080 was too powerful and expensive for our needs.

Selection of the HF cards
The HF card was the most important input card of the
DAQ, as it should be able to capture any magnet transient
event, with a shortest duration of 5s. To figure out this
point, we made a survey from the X Series [5], which are
the most advanced multifunction DAQ cards. We selected
only those with 16 bits ADC and 1 MHz as minimum
bandwidth.
Table 2: PXIe HF Cards
PXIe
Card

AI Diff.
SE

Sampling
Rate

MUX

PXIe-6341

8
16

500kS/s

Yes

PXIe-6356

8

1.25MS/s

No

PXIe-6358

16

1.25MS/s

No

PXIe-6361

8
16

2MS/s

Yes

PXIe-6363

16
32

2MS/s

Yes

PXIe-6368

16

2MS/s

No

A first iteration in our selection, removed the cards
without the simultaneous recording feature (one dedicated
ADC per channel), to avoid the effect of the multiplexer
settling time. The remaining cards having all a total
harmonic distortion of -80 dBFS. The PXIe-6356 was
discarded due to its 8 analogue inputs, not compatible
with the total of 200 channels needed. We finally retained
the PXIe-6358.

Selection of the LF cards
Our choice focused on the PXIe-1085-12, resulting in a
compromise between the system bandwidth, compared to
the PXIe-1085-24 and the price, compared to the PXIe1086. This last one being fitted with a hot-swappable
redundant power supply, which adds 25% to the price.

Selection of the CPU
For the CPU, the choice was relatively restrained
because we were looking for a powerful one, but having
in mind that these industrial components have a very short
life cycle. Every four years, the new introduced product

Concerning the medium and low frequency DAQ cards,
the offer is plethoric, but here our main concern was the
channel density per card. According to the precedent
choices we made, 1 CPU and 13 HF cards already filled
the 18-slot chassis. As we wanted to keep one slot free for
future usage, the 144 LF channels would have to fit in
three cards as maximum.
Our survey highlighted the four references presented in
Table 3, from which we took (based on the channel
density) two PXIe-6365, giving 144 differential channels.
A second choice could have been the PXIe-6375, offering
104 differential channels on one card, but with the risk to
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lose this amount of signals in case of failure of this unique
card.
Table 3: PXIe LF Cards
PXIe
Card

AI Diff.
SE

Sample
Rate

PXIe-6345

40
80

500kS/s

PXIe-6355

40
80

1MS/s

PXIe-6365

72
144

1MS/s

PXIe-6375

104
208

1MS/s

Design of the DAQ application
The DAQ software has been designed in view to get the
most of the capabilities offered by the selected hardware,
while taking into account what is expected during a
magnet test data recording. The Fig. 2 presents the
timeline of a typical magnet test and the distribution of
the HF, MF and LF durations.
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To implement these requests from the specification
design toward an operational application, we used the
LabVIEWTM graphical programming language.
On the structural point of view, the DAQ application
has been made of two modules. One for the graphical user
interface (GUI), accessible from the operational Linux
consoles, present in the control room and the second
running as a Real-Time application, directly on the PXIe
CPU.
The GUI gives access to all the DAQ setting
functionalities, through two HF/MF and LF (see Fig. 3)
dedicated panels. Each of them provides an editor, where
the operator can freely define the recording profile.
Depending on the PXIe cards available in the chassis, all
the related channels can be individually selected.
For the HF/MF configuration panel, a name, a
transducer type, a gain/offset and analysis group can be
defined. The HF cards can be divided into four groups,
with their own acquisition frequency and recording
durations. The trigger can be chosen from any of the
signal list and its threshold value can also be set.

Figure 3: The LF configuration panel.
Figure 2: The timeline of a magnet recorded event.
The trigger input signal defines the zero time reference
of the three frequency ranges (HF/MF and LF). The
magnet signals can be recorded either by an HF or LF
card, according to the cabling done from the signals to the
PXIe input modules or by both when signals are split.
This scheme is a good compromise between the file size
of the dataset and the complete overview of the event
itself. A design only based on a high frequency recording
for the whole event length, would have been too
expensive (i.e. local storage needed and programming
efforts to manage the data stream to the disk) and not
really useful taking into account the signal shape.
The ability to define a high frequency acquisition
period around the trigger permits to get all the transient
activity of the signals, while the medium and low
frequency records give their behaviour on much longer
term.

On the LF side, the properties are the same, but in
addition a conversion type with a set of coefficients can
be fixed. This permits to the offline analysis tools, to
present the data in raw or converted unit (temperature,
pressure, …). The triggering capabilities are extended to
four signals, which can be detected on a falling/rising
edge, over a threshold. Any channel can be attached to
one of them. An optional archive mode can also be
individually applied to the input channels. Data points are
then taken every 10 minutes, or each second on an epsilon
change threshold exceeding.
After the recording of a magnet test event, the data files
stored locally on the PXIe CPU hard disk are
automatically transferred, by a FTP daemon, towards a
long-term storage system, where they are made available
for the offline analysis tools.

THE POWERING CONTROL SYSTEM
As designed for the LHC magnet series measurement
campaign, the SM18 is fitted with 6 clusters (A to F) of
two magnet test benches. Each cluster has its own 15 kA

TUPHA202
920

Experiment Control

power converter (PC) and all the needed protection and
DAQ systems. To optimise the use of the equipment it has
been decided to move the power converter of the unused
cluster F to cluster D and to connect them in parallel. This
provides the 30 kA output current requested for the
evaluation of the MQXF magnets.

The existing power controllers
From the technical point of view, these power
converters are controlled from a Function Generator
Controller [6], version 2.00 (FGC2). This embedded
microcontroller-based computer performs all the actions
requested, from the state control to the digital current
regulation loop, allowing the full execution of the tasks
expected at the powering level.
The FGC2 devices used in SM18 are the same as those
in the LHC, controlling the powering of the dipole and
quadrupole magnets over the 27 km of the accelerator. To
achieve this, they are connected to a WorldFIP real-time
fieldbus [7], which is then managed by a set of gateway
front-end computers (FEC).
This same topology has been deployed in SM18, where
several power converters from 60 A to 15 kA, can be
controlled individually to execute any current cycle on the
magnets connected on their respective cluster.
The remote control of the PC is done by sending
commands through the network to the gateway FEC,
associated with the unique identifier of the device to
control.
The
string
message
formatted
as
“Device/Property#Value” is then broadcasted over the
fieldbus and executed by the FGC2 that matches the
message ID.

The new power converters control application
An application to operate the SM18 power converters
was already in use, but was not fitted to control
simultaneously two of them. This triggered the need for a
new development, for which we also used LabVIEWTM.
Its graphical capabilities have been used to create the GUI
(see Fig. 4), presenting the FGC2 status, the commands
sent and received and finally the behaviour of the high
power stage, for the both converters.
On the code layer, several tasks have been developed to
manage the user actions from the GUI, to establish the
communication with the devices and to gather all the data
to be displayed for the bench operation.
The communication and subscription dedicated task
gathers more than forty status signals from each PC and
FGC2, which are then presented on the front panel. From
these, the operator checks the “faults” and “warnings”
indicators, before to switch-on the high power stage of the
converters.
A specific powering start-up sequence has been
developed in collaboration with the power converter
experts and integrated in the control application. During
this critical phase, a set of commands is sent
simultaneously to both FGC2 controllers. The aim is to
start the PC, firstly in voltage regulation mode. Then after
several periods of five seconds, where the POWER
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application manages the proper execution of the sequence
between the two converters, the regulation mode is turned
to current. A succession of SET and GET commands
allows the PC to get finally their expected state. Some
embedded electronics ensures local execution of the
regulation by using the DC current transformer (DCCT)
output signals and Vref / Iref set points.

Figure 4: The main panel of the POWER application.
Once in idle mode the power converters are ready to
execute the ramp or current cycles needed to test the
magnet on the bench. For this the developed application is
fitted with a complete current cycle editor. It gives the
possibility to create a new or to adapt an existing current
profile saved as text file. The cycle is assembled by a set
of individual segments of either plateau (with proper
duration and current values) or ramp (defined by the start
current, end current and ramp rate values).
When launching the current cycle, the file is opened
and the data are read and threated by two loops running in
parallel in the application code. Each loop is charged to
check the status of one FGC2 controller and to send to it
the loaded cycle, with the current values divided by two.
A last command is then transmitted to authorize the two
FGC2 to execute the cycle. Throughout the cycle
completion that can run from few seconds up to several
hours, the selected one and those two running cycles are
displayed on a graph, with a refreshing period of one
second.

THE COMMISSIONING OF THE NEW
TEST PLATFORM
The commissioning of the new test platform has been
done in two stages. The first one was mainly dedicated to
the cryostat and the general services used on the test
bench. This campaign has been done during one full
week, by testing a new prototype of 30 kA
superconducting current leads. At this moment the
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POWER application was not fully available neither all the
current balancing and regulation electronics. The
powering tests were then remotely controlled by an expert
from the field, using a low level tool to send manually the
FGC2 commands to the two power converters.
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have been fully assessed during the commissioning phase
of the new test bench. They have proven to be well
adapted to the actual needs, with several possibility of
extension.
A new timing system is actually under development to
allow synchronizing the data from the DAQ with other
specific measurement benches, which should be added in
the future, like magnetic measurements. The POWER
application will be reused as a base for the development
of a future operational tool, designated to remotely
control up to nine power converters, within the
framework of the CERN GSI-FAIR project [8].
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CONCLUSIONS AND PERSPECTIVES
The need for a test bench to evaluate a new generation
of superconducting magnets in the framework of the HLLHC project initiated several R&D activities. We handled
those related to the data acquisition system and to the
remote control of two 15 kA power converters. After a
survey, the PXIe platform has been selected for the DAQ
system and a dedicated application has been developed in
LabVIEWTM. This graphical programming language has
also been used to design new software to pilot
synchronously two 15 kA power converters, from the
control room of the test area. These three components
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AUTOMATION SOLUTIONS AND PROTOTYPES FOR THE X-RAY
TOMOGRAPHY BEAMLINE OF SIRIUS, THE NEW BRAZILIAN
SYNCHROTRON LIGHT SOURCE
Gabriel S. R. Costa∗ , Gustavo J. Q. Vasconcelos, Francis P. O’Dowd, Nathaly L. Archilha
Brazilian Synchrotron Light Laboratory, Campinas, Brazil
Abstract
Brazil is building Sirius, the new Brazilian synchrotron
light source which will be the largest scientiﬁc infrastructure
ever built in Brazil and one of the world’s ﬁrst 4th generation light laboratory. Mogno, the future X-ray nano and
microtomography beamline is being designed to execute
and process experiments in only few seconds. For this reason, prototypes and automated systems have being tested
and implemented in the current Brazilian Synchrotron Light
Laboratory (LNLS) imaging beamline (IMX). An industrial
robot was installed to allow fast sample exchange through
an easy-to-use graphical user interface. Also, scripts using
Python and Experimental Physics and Industrial Control
System (EPICS) were implemented for automatic sample
alignment, measurement and reconstruction. In addition, a
ﬂow cell for study dynamics and behaviour of ﬂuids at the
rock pore scale in time resolved experiments (4D tomography) is being projected.

MOGNO BEAMLINE
MOGNO is designed to be a micro and nano imaging
beamline focused towards multi-scale analysis of the internal 3D structures of diﬀerent materials and objects. The
beamline will be primarily devoted and specialized in zoomtomography where a specimen can be studied at low and
high-resolution. In parallel, MOGNO will be also dedicated
to enable powerful 3D imaging competences which can be
extended to 4D (time-resolved) imaging through in-situ experiments. This feature will allow the researchers to observe
and quantify material responses during mechanical, thermal
or chemical loadings.
It will work in medium (30 keV) and high (90 keV) energies. The beamline has two main scientiﬁc drivers: Multiscale imaging of rocks under reservoir conditions and Imaging of biological samples and tumors, however Mogno will
potentially cover many diﬀerent areas, such as material science, bioengineering, clay science, civil engineering, paper
and wood research, chemistry and earth/planetary science,
food science, paleontology, archeology and cultural heritage.

PROTOTYPES UNDER TESTING
MOGNO Beamline will have a high ﬂux and energy,
which will make possible to perform very fast measurements.
Because of this, an automatic measurement system is fundamental to use all the available beamtime. As already
mentioned, the fast acquisition will also allow to perform
∗

time resolved X-ray tomography (4D tomography). Two
prototypes are being tested at LNLS for future application at
MOGNO. An automatic measuring system and a rotational
ﬂow cell.

AUTOMATIC MEASUREMENT SYSTEM
The IMX is a microtomography beamline that has maximum sample size of 7 mm and highest resolution of 1 μm.
The pink beam energy ranges from 4 to 25keV.
For hard samples (like rocks, ceramics), the acquisition
time is relatively long (some seconds per projection) and,
for tomography, it’s necessary to take several projections
(we normally do something around 1000), making it timeconsuming. When the experiment is done with lighter samples (eg. biological samples), this time reduces to less than
one second, what already justiﬁes an automated exchange
system. At MOGNO, the whole measurement will take only
few seconds, making an automatic system not only interesting, but necessary. Another important fact is that users
bring many samples ( few dozens), and stay at the beamline
for a short period (2 - 3 days), so, to make the most of it,
continuous measurements (i.e. 24h a day) are necessary.
Manually exchanging samples make obligatory the presence
of one person at the beamline. With an automated system,
users can organise a queue of experiments and let the system
run autonomously.
This system can be separated into main parts: sample exchange robot, process control system, automatic alignment
system, graphical user interface for measurements preparation, and safety system to prevent accidents

Sample Exchange Robot
The robot installed at IMX is a Mitsubishi RV-2F-D1
(controller CR-750D). Its main parameters are:
Table 1: Robot Main Parameters [1]
Degrees of freedom
Max velocity (mm/s)
Max load (kg)
Position repeatability (mm)

6
4950
2.0
±0.02

For the robotic hand set, we use a pneumatic gripper
(MHZ2-10D) and two Hall eﬀect sensors (D-M9B), to monitor the tool open/close state, both from SMC, and a solenoid
valve proper to work with the robot (see ﬁgure 1).

gabriel.costa@lnls.br
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The next step was to calculate the centre of mass for each
image. As they are binary, sample centre and image centre
of mass are the same. Thus, for the X axis (transverse to
the light beam), the average position obtained was the pixel
1057.1 with a standard deviation of 6.3 pixels. In this case,
X-axis standard deviation is 5.15 μm, what is quite good
considering that most of commercial robots, including RV2F-D1, have repeatability worse than that. The Y-axis, the
standard deviation is even smaller, 0.4 pixels or 0.32 μm.
Those short deviations show the good inﬂuence of magnet
and sample holder on ﬁtting the sample to a previous deﬁned
position.
Figure 1: IMX Robot and hand mounting.
The IMX group designed a sample tray, with 22 position,
and a new sample holder system (ﬁgure 2) for the beamline.
The sample holder has conical base, which facilitates the handling and ﬁtting it on the rotational stage by the robot. Two
magnets are responsible for applying a small force helping
to correct ﬁtting and keep it in contact with the base.

Figure 4: Positions variation on X axis, considering the
mean pixel as zero position.

Figure 2: Conical sample holder.
In order to analyse the repeatability of the whole system
on sample placement, the robot was programmed to place
and remove the samples holder from the rotational stage
(were the sample holder is placed for the measurement) 100
times. In between the robot movements, an image was acquired. A sphere with a very well deﬁned diameter was
used as the standard sample for the experiment (ﬁgure 3).
A PCO.2000 camera, which has dimensions of 2048x2048
pixels, and a 10x objective, which gave us a pixel size of
0.82 μm were used for image acquisition. All collected images were binarized (ﬁgure 3) using the OpenCV library on
Python programming language [2] for later analysis.

Figure 3: Sample projection (left) and binary image (right).

IMX hutch and the robot reach are small, so the robot
has to be mounted over the optical table. To evaluate the
vibration caused on the table, a triaxial acelerometer (10kHz
acquisition frequency and 988mV/g sensor sensibility) was
placed upon the rotational stage, in the same position as a
sample during the tomographic measurement. The measurements were made in three diﬀerent robot motion velocities:
50%, 75%, and 100% (robot velocity is set using percentage
over its maximum velocity shown on table 1). Robot can
take sample from even and odd side of the sample tray (1),
and for each one the movement is diﬀerent. So, for cover all
possibilities 6 measures were made. The acceleration peaks
are shown on table 2.
The critical movement can be seen on ﬁgure 5, odd side
with 100% velocity.

Figure 5: Sample point vibration caused by robot movement
with 100% velocity and taking sample from the odd side of
the tray.
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Table 2: Acceleration Peaks on Robot Movement
Even Side
Velocity

50%

75%

100%

0,064g
0,035g
0,059g
32,4s

0,096g
0,045g
0,063g
27,1s

50%

75%

100%

0,066g
0,031g
0,062g
47,85.15 μms

0,070g
0,045g
0,052g
35,9s

0,180g
0,040g
0,069g
28,5s

X Axis
Y Axis
Z Axis
Moving Time

0,056g
0,030g
0,055g
44,9s
Odd Side

Velocity
X Axis
Y Axis
Z Axis
Moving Time

From 7 to 22 seconds, the robot is placing the samples,
and it is removing them from 24 to 36 s. The most important
result is that the sample position vibration returns to the
initial state right after the robot stops the movement, showing
that placing the robot over the optical table is not a problem.
It is important to note that 100% velocity is applied when
the robot is moving without carrying any sample and 30%
if it is loaded, to avoid damage to the users sample.
The last test was to measure the acceleration caused by
the open and close action of robot gripper. Figure 6 shows
the results.

Figure 6: Vibration caused by opening and closing robot
tool 5.15 μm
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up a ﬁxed IP in the controller and implemented an algorithm
using the Python programming language that connects to
the controller using the Socket library [4], sends the desired
commands and waits for the controller response.
Diﬀerent programs can be saved on robot controller. So,
we saved 46 programs: 22 for sample positioning, from the
tray to the approximation position (close to the measurement
position), 1 to move the sample from approximation position
to the measurement point, and the others for the reverse
movements.
Another important factor is that the sample holder moves,
i.e. for each sample, a diﬀerent positioning is required to
place and aligned it in front of the beam/detector. Therefore,
when robot is about to perform a sample exchange, it sends
the fast-moving motors (horizontal movement motors) to a
standard position. Since the vertical motion is slow, the algorithm reads the motor position using EPICS [5] and sends
a command to the robot controller requesting all positions
saved on the program, add the oﬀset read to all positions,
resends the positions to the controller and only then sends
the execution program command.

Automatic Sample Alignment
The automatic alignment aim to place the sample fully
within the ﬁeld of view. To demonstrate the application a
real experiment from IMX beamline user was chosen. After
placing the sample in the experimental setup the alignment
code is started and it ﬁrst verify the angle that the rotational
stage is positioned. In the chosen case the position was closer
90 or 270 degrees than 0 or 180 degrees so the algorithm
initiates the iteration in those angles. Each line in the ﬁgure
7 shows an iteration. It is observed that in the two ﬁrst 90 and
270 iteration both centre of rotation (COR) and the centre
of sample are moved, positioning they projections collinear
in relation of the centre of detector. At the third iteration
the algorithm veriﬁes that it has reached the criteria of stop.
The criteria stop is less than 1 pixel of diﬀerence between
the centre of sample and the centre of detector and also less
than 1 pixel of COR shift relative the centre of detector.

A

B

It was measured using the same acelerometer, which has a
max acceleration measure range of 5g. Looking to the ﬁgure
6, it is possible to observe results close to 10g, which are
not reliable, but an acceleration higher than 5g is expected.
The gripper is pneumatic and it is controlled by a solenoid
valve, which gives only close and open state. Change this
tool to a electric gripper can be more interesting to MOGNO,
allowing velocity, force and position control, that will reduce
the chance of sample damage.

Process Control System
The CR750-D controller has an option of robot remote
controling using TCP/IP connection. It also provides a vast
list of remote commands [3]. So, for our application, we set

Figure 7: Iterations for sample alignment. In yellow is the
centre of detector, blue is the axis of rotation and red is the
centre of the sample.
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So the next step is the alignment of the sample in 0 and 180
degrees. Since the alignment at 0 and 180 degrees started
with the COR aligned and both start projections are within
the ﬁeld of view, the process usually reaches the stopping
criterion with only two iterations. Figure 7A shows the
iterations steps necessary for positioning the sample centre.
The whole alignment method takes about one minute without
any user intervention.

Graphical User Interface
A graphical user interface (GUI) was created using Control System Studio (CSS) [6] (ﬁgure 8).

Figure 8: Graphical user interface for automatic system
control.

In this interface, the user basically has two main options:
use robot to place or remove a speciﬁc sample and organise a
queue of measurements. When the user is going to add a task
to the queue he can choose to run the automatic alignment at
the moment of the measurement or before it and then add the
task with the stages position saved (read motor position using
EPICS). In addition, it is also possible to deﬁne which ﬁlters
to use for each task, exposure time, tomography angle range,
number of projections, type of tomography (point-to-point
or ﬂy-scan) and delay time between projections. Finally, the
user can also choose the position on queue that he wants to
add the task, delete a task that no longer is necessary and
clean the entire queue, what can be done before the process
starts or during movement and measurement.
All these options allow user to measure the samples in a
practical and simple way, and allow measurements of completely diﬀerent samples in the same bunch of experiments.

Security System
The LNLS is a multiusers facility, which means people
can submit scientiﬁc proposals to use the beamlines. Users
normally receive between 3 and 5 days of beamtime. To
avoid accidents caused by unfamiliarity with the automated
system, we implemented a security system.
The robot controller has a IO board (model 2D-TZ378)
from Mitsubishi installed. With this board is possible to
execute some commands sending DC voltage (from +12
to +24) to the speciﬁc port. We used the stop port to add
the robot to beamline interlock. So, when experimental
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hutch door is open, the controller continuously receive a
stop command, what disallow the robot to move. In addition,
every time the Python script runs a command that puts robot
in movement, it goes inside a loop that keeps checking the
hutch door state, if the EPICS PV state changes to open,
the algorithm stops to send "run" command and starts to
send "stop" command, giving a duplicated interlock security
system.
To avoid collision, we are using three kinds of sensor.
Robot already comes with a force sensor that stops servo
motor when robot makes a higher force than the desired. As
we are dealing with fragile samples, we installed two other
kinds of sensor. First is a infrared proximity sensor mounted
on the rotational stage to recognise when a sample is placed
in front of the X-Ray beam. The second are 22 optic-reﬂexive
sensors installed on each position of sample tray (under the
black cover on ﬁgure 9), to provide feedback on whether
a sample is mounted or not. An Arduino microcontroller
is being used to monitor sensor state changes and transfer
this information through UDP connection, using a ethernet
shield, to an Arduino IOC installed on the beamline PXI.
The IOC will update the samples PV’s, which will give a
real time feedback to the user about the sample positions.
These components were choosen because of the low cost
and easy installation, considering this is only a prototype.

Figure 9: Graphical user interface (top) and physical sample
tray (bottom).

FLUX CELL FOR TIME-RESOLVED
TOMOGRAPHY
We are developing a ﬂux cell for simultaneous inject of up
to three ﬂuids to a porous sample during continuous rotation.
The cell can be seen on ﬁgure 10.
The cell is basically composed by two cylinders: the external where the three hoses come with the ﬂuids (this cylinder
is tied on top, forbidding it to rotate with the stage), and
the internal with holes and ducts inside, linking to the top
connection where the sample is placed using a Festo fast
connection. To separate the three ﬂuids when they are moving from the external to the internal cylinder and to allow
the continuous rotation we are using Viton o’rings.
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There is a preferential water path thought the sample
boarder, due to irregularities on sample manufacturing. Figure 12 shows a slice for a dry sample, it is clear that the
porosity is bigger all around the sample.

Figure 10: Flux cell mounted under IMX rotational stage.
For ﬂuid injection, we are developing three syringe pumps
to ﬁll the three hoses. For moving the pistons, three Nema
23 motors are used. Pressure transducer give us real-time
feedback and a back pressure regulator controls the outlet
pressure.
As this cell can be used for diﬀerent applications, all
o’rings we are using are made of Viton and the cell was
manufactured with stainless steel, increasing the usage ﬂuids
possibilities. For the ﬁrst test a polymeric sample to simulate
a porous rock was manufactured. It was necessary due to
the low energy range available at IMX, what makes the
measurement of a real rock nearly impossible. First test was
only based on taking projections in diﬀerent injection steps,
to ensure there was no leakage under the desirable pressures
( 40 psi). We injected water and took some projections
using pink beam, 200 μm Silicon ﬁlter, and exposure time
of 1 second at IMX Beamline. To show the water ﬂow we
subtracted a dry sample image from each projection. The
ﬁrst results are shown on ﬁgure 11.

Figure 12: Slice of manufactured sample inside the hose
before injection.

CONCLUSION
The automatic sample exchange system underwent several tests of stability and repeatability and the main results
are: (a) the conical ﬁt is a good solution to avoid errors on
the sample positioning by the robot at IMX, however the
rotation rate at Mogno is higher ( 360 degrees/s) and more
tests are required; (b) open/close pneumatic gripper will
not be considered as a possible solution for Mogno due to
the instant high acceleration it causes to the sample - an
electrical tool will be soon tested. Regarding the ﬂow cell,
a more homogeneous sample will be tested to verify if the
preferential path disapears, and projections under diﬀerent
angles (i.e. rotating the cell) will be taken and the seal under
this condition will be tested. Future implementation is to
incorporate a temperature control to reach more subsurface
conditions.
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AUTOMATIC ANGULAR ALIGNMENT OF LHC COLLIMATORS
G. Azzopardi∗ , G. Valentino, A. Muscat, University of Malta, Msida, Malta
B. Salvachua, A. Mereghetti, S. Redaelli, CERN, Geneva, Switerland
Abstract
The Large Hadron Collider (LHC) is equipped with a
complex collimation system to protect sensitive equipment
from unavoidable beam losses. Collimators are positioned
close to the beam using an alignment procedure. Until now
they have always been aligned assuming no tilt between the
collimator and the beam, however, tank misalignments or
beam envelope angles at large-divergence locations could
introduce a tilt limiting the collimation performance. This
paper describes three different algorithms to automatically
align a chosen collimator at various angles. The implementation was tested with and without beam at the SPS and the
LHC. No human intervention was required and the three
algorithms converged to the same optimal tilt angle.

INTRODUCTION
The CERN Large Hadron Collider (LHC) is the largest particle accelerator in the world, built to accelerate and collide
two counter-rotating beams, each having a nominal energy of
7 TeV, with a design luminosity of 1034 cm−2 s−1 at a bunch
collision rate of 40 MHz [1]. The LHC is susceptible to
beam losses from normal and abnormal conditions [2,3] and
must therefore be protected from any damage which may be
caused by such beam losses [4].
The collimation system handles such beam losses and
achieves a cleaning efficiency of 99.998% of all halo particles [4]. They are arranged in the form of a hierarchy with
primary collimators (TCP) closer to the beam intercepting
primary halo particles; secondary collimators (TCSG) retracted from the primary ones cleaning secondary particles;
and tertiary collimators (TCT) with more retraction cleaning
the remaining showers. In order to preserve this cleaning
hierarchy the collimators need to be aligned with a precision
of a few microns. The collimators are positioned in three
planes; horizontal, vertical and skew, and are mainly concentrated in two dedicated cleaning insertions, IR3 (Insertion
Region 3) and IR7 [4].
The current operational settings for the betatron cleaning
hierarchy envisage a 1.5 σ retraction margin between the primary and the secondary collimators of the betatron cleaning
insertion, which correspond to less than 300 µm. In order to
push the performance of the LHC, tighter collimator settings
with smaller retractions are foreseen, in order to achieve a
lower β∗ (related to the colliding beam size) and improved
halo cleaning [5].
So far, collimators were aligned and operated with parallel
jaws (zero tilt angle). Recent beam tests indicated that this
approach will not be adequate to operate the system with
retractions at 1.5 σ [6], therefore collimators need to be
∗

aligned at an appropriate tilt angle. At present, determining
the best angle for a collimator would require one to manually
apply an angular alignment method which is repeated for
each LHC collimator. This motivated the development of
an automatic software for efficiently performing angular
alignments.
Over the years different elements have a tendency to move
slowly due to ground motion. Having an angular alignment
procedure that could be run at regular intervals (eg. on a
yearly basis during the commissioning), would be useful
to identify these issues early on. In addition, automating
this would allow for exploring alignments at a larger angular
range, and the different methods will be available for use on
request. This was automated by aligning collimators using
an established beam-based technique at different angles and
the methods were tested without beam using a dedicated teststand and then with beam in the Super Proton Synchrotron
(SPS) and the LHC.

BACKGROUND
Collimator Coordinate System
In the LHC, ring-cleaning collimators are made of two
jaws inside a vacuum tank and their coordinate system is
displayed in Fig. 1a. Each jaw can be moved individually
using dedicated stepping motors in the jaw corners with two
degrees of freedom at either extremity, allowing collimators
to be positioned at different angles, as displayed in Fig. 1b.
The maximum and minimum possible angles are 1900 µrad
and -1900 µrad respectively [8]. The jaw corners are known
as left-up (LU) and right-up (RU) when they are upstream
of the beam and left-down (LD) and right-down (RD) when
they are downstream of the beam (or at the end of the beam).

Figure 1: (a) The collimator coordinate system and (b) the
jaw tilt angular convention as viewed from above, from [7].
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Standard Alignment Procedure
Beam-based collimator alignment is performed via a fourstep procedure which was established in [9]. The procedure
was tested with a prototype collimator in the SPS [10,11] and
was first used in the 2010 LHC run [12]. The alignment of the
collimators is beam-based as it can only be determined with
beam in the machine. A collimator is considered aligned
when a jaw movement towards the beam produces a clear
loss spike in an assigned Beam Loss Monitor (BLM) detector
located further downstream [4].
The standard alignment sequence involves aligning
a reference collimator in addition to the collimator in
question (collimator i) as is depicted in Fig. 2. The reference
collimator is taken to be the primary collimator in the same
plane (horizontal, vertical or skew) as collimator i which is
to be aligned.

Figure 3: A case where collimator jaws are perfectly
mounted with the vacuum tank, showing a tank misalignment w.r.t. the nominal orbit. Other cases involving mounting errors within the tank can also occur [13].
A change in the orbit or in the beam envelope along the
collimator axis could also be compensated with the alignment of the collimator at an angle. The proposed solution is
to implement an automatic procedure to align a collimator
with different jaw tilts in order to be able to determine the
best angle.

ANGULAR ALIGNMENT PROCEDURE
The principle of the angular alignment implementation
is based on the standard alignment procedure discussed previously. Three different methods were implemented which
align collimator i at different angles, one jaw at a time, such
that ultimately the angle which produces the best results
could be determined and used in operation.

Implementation
Figure 2: The four-stage beam-based alignment procedure
for collimator i, using a primary collimator as a reference
(only one jaw is shown for simplicity), from [13].
The first step is to move in the reference collimator jaws in
steps towards the beam to form a reference cut in the beam
halo. The second step is to align collimator i with respect
to the reference halo generated earlier. Finally the reference
collimator is realigned and collimator i is retracted to its
position in the hierarchy [13]. The reference collimator is
required to measure both the beam center and the beam size
at collimator i.

Misaligned Collimators
The current alignment procedure has proved to be effective, however, until now, the collimators are aligned with
zero tilt angle with respect to the beam. Figure 3 shows a jaw
with an angular offset of αi with respect to the beam axis,
assuming that the two jaws are parallel in the collimator tank
(ideal condition). Possible tank misalignments are a source
of error that could jeopardise the performance of the system
if not corrected.

The software architecture designed for the collimation
system is implemented in the LHC Software Architecture
(LSA) [14]. The top-level consists of Java GUI applications that interact with the C/C++ Front-End Software Architecture (FESA) middleware, which implements real-time
functionality, which in turn sends motor step commands to
PXI-based systems. The collimators’ left and right jaw positions and angles can be adjusted with a minimum step size
of 5 µm, which is 1.82% of the 1 σ beam size at 7 TeV [4].
A new FESA class was implemented solely for the angular
alignment and is responsible for aligning specific collimators
as requested by the user. This class is executed for a selected
collimator and requires a number of inputs:
• angle (α) - the largest angle in µrad, that defines the
angular range explored in the procedure
• angle step size (δ) - the step size in µrad, at which
collimator i will be tilted between each alignment
• operation - a flag that identifies which of the three methods to execute
• BLM threshold for collimator i - this defines the BLM
threshold to be used when aligning collimator i
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• BLM threshold for primary collimator - this defines the
BLM threshold to be used when aligning the primary
collimator as a reference for collimator i

METHOD 1: Angular Alignment using Reference
Collimator
This method is heavily based on the standard alignment
procedure. The main difference is that collimator i is tilted at
a pre-defined angle before alignment. To run this method, the
user selects a collimator i, then sets α and δ (e.g., 1000 µrad
and 100 µrad respectively), and the following procedure is
performed automatically:
1. Align the corresponding reference collimator and collimator i as shown in Fig. 2 (angle: 0 µrad)
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METHOD 3: Angular Alignment using a Jaw as
Reference
This method does not require a reference collimator, as it
treats the two jaws of collimator i separately, such that one
jaw acts as the reference and the other jaw is tilted at different
angles. Running this method requires the same parameters
as the first method, whereby the user selects a collimator i,
then sets α and δ (e.g., 1000 µrad and 100 µrad respectively),
and the following procedure is performed automatically:
1. Align the collimator i (collimator i angle: 0 µrad)
2. Retract the left jaw of collimator i and tilt it to α (left
jaw angle: 1000 µrad) as show on the left of Fig. 5

2. Tilt collimator i to α (angle: 1000 µrad)

3. Align the left jaw at the angle set (left jaw angle: 1000
µrad)

3. Align collimator i at the angle set, then re-align the
reference collimator (angle: 1000 µrad)

4. Align the right jaw as a reference (right jaw angle: 0
µrad)

4. Tilt collimator i by δ (angle: 900 µrad)

5. Retract the left jaw and tilt it by δ (left jaw angle: 900
µrad)

5. Repeat steps 3 and 4 until the angle -α is reached (final
angle: -1000 µrad)
6. Tilt collimator i back to its initial angle (angle: 0 µrad)
7. Retract the reference collimator to its starting position
This method produces the positions of both collimators
after each alignment, at angles between the largest angle and
its negation. As a result the best angle can be extracted by
identifying the angle which generates the smallest measured
beam sigma.

METHOD 2: Angular Alignment at Maximum
Angles
This method does not require a reference collimator or
any user inputs. The method applies the following steps on
the selected collimator i automatically:
1. Retract collimator i by 2 mm
2. Tilt at maximum angle (1900 µrad) to find the upstream
center as shown on the left in Fig. 4.
3. Align collimator i then retract by 2 mm
4. Tilt at opposite maximum angle (-1900 µrad) to find
the downstream center as shown on the right in Fig. 4.
5. Retract collimator i by 2 mm

Figure 4: Jaws open at
maximum angles

This method produces the
upstream and downstream
centers of the collimator and
these can be used to calculate
the optimum angle. This is
the quickest method out of the
three as it simply requires two
alignments to be performed.

6. Repeat the above three steps until the angle -α is
reached (left jaw final angle: -1000 µrad)
7. Tilt the left jaw back to its initial angle (collimator i
angle: 0 µrad)
8. Retract collimator i by 1.2 mm
9. Repeat all steps 1-8, this time by tilting the right jaw
and keeping the left jaw as a reference as shown on the
right in Fig. 5.
This method produces the positions of both jaws after each
alignment, at angles between
the largest angle and its negation, for both the left and right
jaws separately. As a result the
best angles for the left and right
jaws can be extracted. This
method takes approximately the
same amount of time as the first
method.

Figure 5: Single jaw at
an angle with other jaw
as reference

Calculations
For each alignment at an angle, the measured beam σ can
be calculated, and the angle which results in the minimum
value is the most optimal one. This is due to the fact that
the angle resulting in the lowest measured beam σ implies
that the collimator is the most parallel to the beam axis at
the given angle, recall Fig. 1.
The different methods produce different data, therefore
the way the measured beam σ is calculated varies according
to the method used.
• Method 1: This method is based on the fact that if there
is a misalignment of collimator i with respect to the
beam, the measured beam size of the collimator will
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be larger than the real one. This method gives the positions of the aligned angular collimator at each angle, as
well as the position of the aligned reference collimator
before and after aligning the angular collimator. These
positions are used in Eqn. 1 to calculate the jaw gap.
Gi = xiL,m − xiR,m,

(1)

where xiL,m and xiR,m are the measured left and right jaw
setup positions. The half gap is then used to calculate
the measured beam size using:

(Nσr e f1

G
,
+ Mσr e f2 )/2

able to align collimators more quickly when compared to
the standard technique which relies on feedback from beam
losses [15].

SPS Results
The methods were first executed in the SPS, using coast
beam at 270 GeV, with one LHC type nominal bunch having
an intensity of 1.1E11p. The BPM prototype collimator in
the SPS, TCSM.51934, was aligned using each method and
the results displayed in Fig. 6 were obtained. All results are
normalized by using:
σinor m =

(2)

where Nσr e f1 is the Nσ of the reference collimator
before aligning the angular collimator and Mσre f2 is
the Mσ of the reference collimator after aligning the
angular collimator. In both cases, σr e f is calculated
from the nominal geometrical emittance and nominal
β.
• Method 2: This method gives the left and right positions after aligning the upstream and downstream jaw
corners separately. From these positions the upstream
and downstream centres can be calculated using Eqn.
3 and then the angle can be calculated using Eqn. 4.

1.0

Measured sigma (Normalized)

σimeas =
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σimeas − min(σimeas )
max(σimeas ) − min(σimeas )

TCSM.51934 Angular alignment results

up

∆xi

=

+
2

xiRU,m

, ∆xidown =

xiLD,m

+
2

up

θ = ∆xidown − ∆xi

xiRD,m
(3)
(4)

• Method 3: This method is based on the same concept
of monitoring the collimator i measured beam size as
a function of the angle, this time using one jaw as a
reference. This method gives the position of the aligned
angular jaw at each angle and the position of the aligned
reference jaw before and after aligning the angular jaw.
Eqn. 5 is then used to calculate the measured σ at each
of the angles aligned.
σimeas =

∆xi − ∆x
,
(Nσj aw1 + Mσj aw2 )/2

(5)

where ∆xi is the average of the up and down positions
of the aligned jaw at an angle, in millimetres, ∆x is the
center of the collimator jaws when aligned with zero
angle, in millimetres, Nσj aw1 is the Nσ of the reference
jaw before aligning the angular jaw and Mσj aw2 is the
Mσ of the reference jaw after aligning the angular jaw.

RESULTS FROM BEAM TESTS
The LHC contains 21 collimators which have beam position monitor (BPM) pick-up buttons embedded in the collimator jaws. BPMs are able to directly provide a measurement of the beam orbit at the collimators and therefore are

method 3: left jaw
method 3: right jaw

0.8
0.6
0.4
0.2
0.02000 1500 1000

xiLU,m

(6)

500

0

500

Tilt angle [urad]

1000 1500 2000

Figure 6: The normalized measured beam σ for different
tilt angles for the SPS beam test with the TCSM.51934 collimator (BPM align: 700 µrad, method 2: 550 µrad)
Since the SPS has only one LHC-type collimator where
the position of both jaws is known with respect to a common
zero position (i.e. the centre of the beam pipe), the method
which requires a reference collimator had to be done using
a scraper instead. The scraper is another device for scraping
beam and has a different reference system. Its jaw position is
the absolute one starting from zero at parking and therefore
it is not possible to calculate the gap between the two jaws,
which is required to calculate the Nσ as required in Eqn.
2. The results using methods 2 and 3 indicate that the most
optimal angle is approximately 600 µrad.

LHC Results
The methods were then executed in the LHC at injection (450 GeV) using one nominal bunch at an intensity of
1.1E11p. The BPM collimators were all aligned with their
respective BPMs in order to quickly determine the collimator with the largest tilt angle in beam 2. The TCTPH.4R2.B2
which is a tertiary horizontal collimator in IP2 beam 2, was
found to have the largest tilt, therefore this was aligned using the three angular alignment methods, and the results
are shown in Fig. 7. The time taken for each of the three
methods are: 22 minutes for method 1, 5 minutes for method
2 and 15 minutes for method 3.
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TCTPH.4R2.B2 Angular alignment results
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pendently. Method 2 is the fastest method which is able to
quickly calculate the upstream and downstream centres.
Overall, all methods were able to converge to the same
angle for the collimator tested in the first measurements.
Future work involves enhancing the alignment algorithm
in order to automatically determine whether a collimator
is aligned with the beam or not using spike recognition,
as this would transform the semi-automatic alignment to a
fully-automatic one.

0.2
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600
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200
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Figure 7: The normalized measured beam σ for different
tilt angles for the LHC beam test with the TCTPH.4R2.B2
collimator (BPM align: -490 µrad, method 2: -410 µrad)
The plot in Fig. 7 shows a number outliers which are the
results obtained when the jaw was stopped earlier at fake
loss spikes, since a semi-automatic alignment algorithm was
used. This is seen by the automatic software as it indicates an
aligned position while the jaw is still apart from the reference
halo. A more robust and fully automatic alignment algorithm
based on spike recognition is planned to improve it.
The results using each of the methods indicate that the
most optimal angle is approximately -450 µrad. In addition,
a separate test was performed whereby this collimator was
first aligned with zero angle using the BLMs. The collimator
was then retracted and aligned with BPMs in order to obtain
the optimal angle parallel to the beam axis. The collimator
was then re-aligned at this angle using the BLMs. The beam
size ratio obtained with aligning an angle was 24% less
than that obtained when aligning without an angle. This
highlights the significance of identifying the optimal angle
for a collimator before alignment.

CONCLUSION
This paper describes the implementation and beam tests of
three angular alignment methods to determine optimum angular settings for the LHC collimators. The implementation
was successfully tested with beam, achieving an automatic
angular alignment at 450 GeV and 6.5 TeV, with no human
intervention. The results obtained from aligning a collimator
using the three methods indicate that the most optimal angle
can indeed be obtained using any of the methods.
Selecting which method to use depends on the specific
error encountered and can therefore only be determined with
more operational experience with angular setups. Methods
1 and 3 are similar as they both align the collimator at various angles, the main difference being that method 1 keeps
the jaws parallel to each other. Method 1 would be ideal
for cases where there is a real offset of the tank, as the requirement that the collimator jaws are parallel would be met.
On the other hand, method 3 would be useful in cases of
asymmetries within the collimator itself, as this method is
able to determine the most optimal angle for each jaw inde-
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M. Solfaroli Camillocci, D. Walsh, K. Fuchsberger and M.
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CONTROL IN EPICS FOR CONDITIONING TEST STANDS FOR ESS
A. Gaget†, A. Gomes, Y. Lussignol, CEA Saclay Irfu DIS, France
Abstract
CEA Irfu Saclay is involved as partner in the ESS accelerator construction through different work-packages: controls for several RF test stands, for cryomodule demonstrators, for the RFQ coupler test and for the conditioning
around 120 couplers and the tests of 8 cryomodules. Due
to the high number of components it is really crucial to automatize the conditioning. This paper describes how the
control of these test stands was done using the ESS EPICS
Environment and homemade EPICS modules. These custom modules were designed to be as generic as possible for
reuse in future similar platforms and developments. They
rely on the IOxOS FMC ADC3111 acquisition card, Beckhoff EtherCAT modules and the MRF timing system.

the use of the EEE environment and generic tools that have
been developed here at CEA for these test stands.

DESCRIPTION
Hardware Solution
An IOxOS solution with the VME64X CPU card
IFC1210 coupled with the ADC3111 FMC card [2] for the
fast acquisition (see Fig. 2), an MRF solution with the
VME EVG 230 card coupled with the VME EVR 230RF
card for timing [3]., and Beckhoff EtherCAT modules [4]
for the slow acquisition have been chosen. All the drivers
for this hardware were developed by ICS.

Figure 1: ESS acceleration stages.
Figure 2: IOxOS cards (IFC1210 and ADC3111).

INTRODUCTION
The European Spallation Source ESS is a large European
research infrastructure under construction in Lund, Sweden. It will be composed among others of an RFQ and a
total of 30 elliptical cryomodules (see Fig. 1). These will
be integrated in the next 3 years with a delivery rate of one
cryomodule per month. An international collaboration has
been established to develop and construct the 30 elliptical
cryomodules. CEA Saclay and IPN Orsay are collaborating
to design, build and test a first Medium beta Elliptical Cavities Cryomodule Demonstrator (M-ECCTD). A second
demonstrator with high beta cavities (H-ECCTD) is being
developed by CEA before starting the cryomodules production. CEA will provide many other components, such
as the power couplers and their RF processing, it will also
provide the power couplers of the RFQ and their processing.
The control for all these activities has been developed in
EPICS, based on the ESS EPICS Environment (EEE) [1]
developed by the ESS control team at Lund (ICS). This environment integrates the use of versioned EPICS modules
and allows genericity. Moreover, it provides EPICS drivers
and modules for multiple hardware. Due to the numerous
components to condition and several similar test stands, it
appeared that an EPICS module platform with a certain
level of genericity would be useful. This paper describes

 The ADC3111 is an FMC mezzanine acquisition
board which allows to acquire up to 8 channels at a
sampling rate of up to 250 MHz.
 The VME64X CPU IFC1210 is a single board computer on which a real-time Linux kernel runs and allows to plug 2 FMC cards or 1 FMC and 1 PMC as
shown in Fig. 3.

Figure 3: Example of VME rack used.
 MRF Timing system consists of an Event Generator
(EVG) which converts timing events and signals to an
optical signal distributed through Fan-Out Units to an
array of Event Receivers (EVRs) (see Fig. 4). The
EVRs decode the optical signal and produce hardware
and software output signals based on the timing events
received [3].

___________________________________________
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Process modules
 CalibrationApp is a support application module that
converts signal data contained in waveform records
using an EPICS breakpoint table or a polynomial
function of up to degree 4. It allows different kinds of
calibration:
- Standard breakpoint table calibration. Using
the breakpoint table mechanism for a non-linear calibration using a table defined by the developer.
-

RF power calibration: The waveform measurement is converted through a breakpoint table
into dBm, then the user can add attenuation to
this measurement and it is finally converted
into kW with the dBm to Kw formula.

-

RF cavity field calibration: It uses the formula
shown in Eq. (1). Each factor except Pt, can be
defined by the user dynamically. Pt is computed with the previous method.

Figure 4: Timing System Overview [5].

Software Solution
EPICS modules developed can be distinguished in 3 categories that can use or be used by the other modules.






Data Modules that produce the raw data from software
or from hardware. Mostly drivers from an acquisition
hardware (EtherCAT modules, ADC3111…) but it
can also be data from other modules that produce data
from calculation or from simulation.
Process Modules that use external data (from data
modules) to compute or produce new data depending
on its inputs. It takes a waveform or an ai as input with
the CPP fields, and so the module will compute a new
corresponding output, a waveform or an ao. It means
that we can chain or parallelize process modules depending on our needs as shown in Fig. 5.
Accessories Modules used independently from the
other modules but common to a lot of applications (archiving, saveRestore, screenshot...).

Figure 5: Examples
and process modules.

of

use

case

of

data

Since data modules for ADC3111 and EtherCAT were
developed by ICS ESS they won’t be detailed in this paper,
which will focus on the main process and accessories modules used instead.

∗

∗
1

Pt = Measurement expressed in mW.
Qt = Cavity coupling factor.
R/Q = Shunt impedance.
L= Cavity length.
-

Polynomial calibration: A polynomial function
with a degree up to 4.

 SignalProcessingApp is a support application module
that computes statistics on a signal waveform (average, max, min, integral, width…). It manages cursors
to delimit a pulse, uses thresholds to delimit the area
of interest (see Fig. 6) and creates a compressed signal
for GUIs.

Figure 6: Area where the samples are used for statistics.
 SeqConditioning is a support application module that
allows to execute a sequence of RF conditioning. The
principle of this sequence is to increase the RF power
by incremental steps until a threshold defined by the
user, then the sequence is started again with a larger
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width pulse (see Fig. 7). It handles 3 types of conditioning default:
- Minor: It pauses the sequence at the actual
power until the default has gone.
-

Major: It decrements the power until the defaults have gone or until it reaches a limit defined by the user.

-

Critical: It stops the sequence.

These 3 defects are just simple Booleans that can be
overridden by logical operations. Hence the user adds all
the alarms he wishes (although this has to be decided during development, and not still during operation).
Figure 8: Standard ESS network at CEA Saclay.

USAGE

Figure 7: Complete RF Conditioning sequence data.
Accessories modules
 PVArchiving is a support application module that allows to pause or resume archiving a PV in an archiver
appliance.
 SaveRestore is a support application module that allows to save or restore the value of process variables
in files during the execution. It’s based on PyEpics
save/restore functions [6].

The ADC3111 acquires RF signals, photomultiplier
(PM) or electron Pick-Up (PUe-). The RF calibration is defined by the user. The PM and PUe- are not calibrated, they
are displayed in Volts in the GUI. For each signal, from the
ADC, statistics of the signal will be computed (average,
max, min, integral, width) and archived.
The EtherCAT modules are used to set thresholds for calibration defects, security interlocks or read measurements
(temperature PT100, vacuum…).
The conditioning sequence controls the RF power
through an attenuator controlled by an EtherCAT module.
It uses vacuum defect (EtherCAT) and information about
the RF power (ADC3111) to determine the defect and its
behaviour.

Network
The network installation has been installed as shown in
Fig. 8. It insures stability and security. The user can access
the experiment VLAN or the archiver through a Gateway
equipment via another secure VLAN. This gateway filters
connection, protocols and data.
Figure 9: Typical use case.
For each test stand the developer will have to adapt the
following details (see Fig. 9):
 The configuration of the IOxOS cards (number,
names, attenuation…).
 The configuration of the modules SignalProcessing
and CalibrationApp.
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 The configuration of EtherCAT modules (number, position, types).
 Data processing if it needs a particular process on
data.
 Control of equipment.
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The network has been configured as shown in Fig. 11.
The control of the source and the RF process has been
tested mid-2017. The RF processing on the RFQ couplers
should begin late 2017.

So far this has been deployed on 2 sources and 3 test
stands.

Platform RF704 MHz
Source 704 MHz It was originally developed in LabVIEW but has been replaced by an EPICS GUI and Control. In addition to the typical setup described above it also
controls security interlocks, via an electronic tray controlled with Modbus, Synthesizer Keysight N5171B and a
frequency count Rohde & Schwarz, HM8123 with Ethernet StreamDevice.
The RF conditioning for couplers cavities 704 MHz.
In additional to the typical setup described above it controls
the SNL conditioning sequence.
The RF conditioning for demonstrator M-ECCTD
704 MHz. This test stand shares the source 704 MHz with
the previous one. In addition to the typical setup described
above it controls the piezo motor for adjusting the cavity
nominal frequency, with Ethernet StreamDevice.
This platform was set up in late 2016. It has already conditioned 8 couplers, used for the demonstrator M-ECCTD
among others.
The network has been configured as shown in Fig. 10.

Figure 11: Network scheme of the platform 352 MHz.

FUTURE APPLICATIONS
ESS
These developments have immediate new applications
for ESS, since a new RF platform will be installed in Saclay before the end of 2017 to continue conditioning all the
elliptical Cryomodules RF power couplers production.

SARAF-Linac
CEA-Saclay Irfu is strongly involved in the control of
the SARAF-Linac accelerator and has developed its own
EPICS environment [7] which includes the generic modules developed for ESS. Therefore this recent development
will also be used for SARAF-Linac test stands.

CONCLUSION

Figure 10: Network scheme of the Platform 704 MHz.

Platform Pulsed RF352 MHz
The source 352 MHz. In addition to the typical setup
described above it controls the DTI Modulator with Modbus. And the Synthesizer Keysight N5171B with Ethernet
StreamDevice.

While the software development for the first test stand
has certainly been more time consuming because of the genericity constraint, it has been much easier and faster to
develop the following two benches. It now remains to validate the different configurations applied to each bench.
Besides having been used for the planned benches, every
module which was implemented to be self-sufficient may
now be reused on different experiments. Some of the "process" modules are already used in the software for the
source of ESS in Catania. A module which will be used by
more users will benefit from more maintenance and therefore stability.

The RF conditioning for RFQ couplers 352 MHz. In
addition to the typical setup described above it has the control of the SNL conditioning sequence.
TUPHA205
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Abstract
When the European Muon beamlines at the ISIS pulsed
neutron and muon source [1] upgraded their front end magnets, it was desired that these new magnets should be controllable remotely. This work was undertaken by the team
responsible for instrument control, who are in the process
of a phased upgrade of instrument control software from a
locally developed system (SECI) to an EPICS [2] based
one (IBEX [3,4]). To increase the complexity of the task,
parts of the front end needed to be controlled only by an
individual instrument beamline, whilst some values needed
to be tuned to the best compromise available for all three
beamlines. Furthermore, the muon instruments were not
ready for an upgrade to a full IBEX system at that time. By
combining SECI, IBEX and the Mantid [5] data reduction
package the required control and tuning has been achieved.
This paper will give details of the challenges, the topology
of the solution, how the current mixed system is performing, and what will be changed when the muon instruments
are converted to IBEX.

BACKGROUND
The Muon beamlines at ISIS have been taking data for
the last 30 years. During that time a number of upgrades
have been made to the instrument [6]. In 2014 it was proposed to further develop the primary beamline, also known
as the front end, in order to improve the performance of the
beamlines and to replace aging components [7].
As well as these hardware changes it was decided to provide remote control capabilities for the beamline, which
could allow tuning to be undertaken from a computer in a
fraction of the time it takes to set the values by hand. There
would also be a significant increase in the efficiency made
by comparing the received rate of muons across all three
instruments for different tunings. This comparison would

need to be undertaken using the detector data from each of
the three instruments, MuSR [8], EMu [9] and HiFi [10],
which meant that this control was treated as beamline rather than accelerator control, and so the work was undertaken by the instrument computing controls team.
This team was in the process of developing IBEX, a new
control system based on EPICS. The inherently distributed
nature of EPICS meant that IBEX was the obvious choice
for supplying this functionality. These muon instruments
were not scheduled for conversion to IBEX at this time,
and as such work needed to be undertaken to combine the
new IBEX system and the existing SECI system which is
heavily reliant on LabVIEW [11].

CHALLENGES
As well as the obvious challenge of combining of two
control systems, there were a few other factors to consider.
The beamline consists of magnets controlled by 25
power supply units (PSUs), from 2 different manufacturers, using 4 different models and using various communication protocols and command sets.
Within those PSUs some were to be controlled for tuning
across all three beamlines, whereas others belong to a single beamline. Some are to be settable only at the start of an
ISIS cycle, others can be altered during the cycle.
At ISIS, the standard approach to any device, or item of
sample environment equipment is to take the values currently set in the device as the preferred value when a software connection is made. However, there was a requirement with these PSUs to ensure that they start up with a set
of known values, which meant taking the value stored in
the computer as the preferred value.
There was also motion control to integrate into this front
end, via a controller which is already shared between the
three instruments.

Figure 1: Hardware and computer overview of the muon front end system.
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TOPOLOGY OF THE SOLUTION
There are two layers of topology to consider, each of
which places limitations on how the solution can be enacted. An overview of these topologies follows.
The first of these is the hardware and computer layer (see
Fig. 1). In order to simplify system recovery, each instrument is controlled by a Virtual Machine (VM), the NDX
named systems in the figure, which are accessed via a remote desktop connection from another system. The use of
a VM was continued for the new front end system, and one
was created that is hosted on a Windows Hyper-V cluster,
NDEMUONFE. The NDL named systems are used for
analysis of the data collected, and in one case at the moment for undertaking the tuning.
Due to the use of VMs, a large amount of the control for
devices such as PSUs, or other sample environment equipment, requires an indirect communications method. Typically this is via ‘something over Ethernet’. In the case of
the PSUs for the front end this is serial over Ethernet, and
is provided by Moxa [12] 5650 models in order to facilitate
both the RS232 and RS422 serial protocols which are used
by the PSUs.
The second area of topology to consider is the software
layers (see Fig 2.).
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the Data Acquisition Electronics (DAE) developed for use
at the facility.
genie_python is a Python [13] library developed inhouse which contains commands to aid in the automation
of experiments. In order to streamline the process, the python-aware Mantid instance on one of the NDL systems
loads the genie_python library to provide instrument control alongside the analysis.
The Blockserver is a Python program which is a core
component of the IBEX server. It provides, amongst other
things, a naming service, allowing users to define their own
names (conventionally known as blocks at ISIS). This and
the EPICS Input/Output Controllers (IOCs) are run on the
IBEX server computer.
A block is typically focussed on experiment information
with a descriptive name here related to location and purpose. This means that the setting of a current is achieved
by interacting with, for example “UQ6_CURR”, so that the
concept becomes the more meaningful setting of the value
by functional concept, rather than the Process Variable
(PV) name which as a standard at ISIS is identified by device type. A PV like a block is the name given to a relevant
piece of information, but is associated with the control and
interaction of a device beyond what is called for by the experiment.
Not listed in the figure is use of the EPICS gateway [14].
Whilst the main purpose of the gateway is to ease distribution of PVs, it also provides a layer of extra security. This
security layer is leveraged in this solution to provide access
to the beamline specific magnets to only that beamline in
order to minimise the risk of a miscommunication.
During the normal running of a muon instrument there is
a desire to monitor the front end magnets, and to control
instrument specific ones. The muon instruments are not yet
ready to run IBEX, therefore, this has to be undertaken in
LabVIEW for the information to be made available to
SECI; the PVs from the front end are made available to
SECI via CA Lab [15].

THE TUNING PROCESS
Initial State

Figure 2: Software overview of the muon front end system.
The software overview also highlights which programs
are being run on which of the computer systems.
The ICP referred to in Fig. 2 is the original ISIS Instrument Control Program, which controls and interacts with

On starting the IBEX server the Blockserver loads a configuration, which specifies the IOCs to start and the names
of the blocks associated with the functionality.
The IOCs interact with the hardware, reading in the status of the PSUs, such as the current and voltage that they
are outputting, and sending new setpoints, or turning the
PSU on or off. At startup the IOCs will read back the previous values, and if specified previously will then re-apply
the original setpoints.
Each of the instrument SECI systems needs to be started
ready to take data, and set beamline parameters such as
temperature in order to gain a useful measurement.
Mantid needs to be started and genie_python loaded.
This is then the computer that has control over the system.
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Taking Measurements - Simplified
Within a python script in Mantid, each PSU is set to a
specific current value via the blocks, which are mapper to
real process variable names via EPICS gateway aliases.
The IOC hosting the real PV then writes the value to the
PSU via a serial connection. The device then actions the
value to set, and starts ramping to that value.
Once the magnets have reached the requested value, the
python script in Mantid will send a command via DCOM
[16] to the Instrument computers in order to begin a run on
each of them and gather information on the rate of the muons received with the given configuration. Typically this
command is set to wait until a specified number of frames
are returned to give an adequate amount of data to compare.
Once the runs have finished, the script will load the files
generated, and analyse them. The simplest measurement
used is the mean count rate, but there is also the capability
to fit the data to a model function and tabulate the parameters, allowing for such comparisons as asymmetry versus
the magnet settings. The table, which is a standard Mantid
table, also contains the run numbers, allowing for the data
to be re-analysed. By using this type of table all of the plotting commands in Mantid are available to be used with this
data.
An example of an analysis plot is shown in Fig. 3.

Figure 3: The rate of muons collected vs. the settings of a
magnet.
This set of tests is run against each magnet so that the
values that give the best rate across all three beamlines can
be ascertained.
There is also a camera on HIFI, which is used in a basic
form at the moment. This camera is separate to the main
system, but images taken from the camera during the run
time can also be stored alongside the other data in the table.
These images can be analysed, giving beam spot size, position and intensity, and this information is recorded alongside everything else in the table.
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The script is packaged as a Mantid Algorithm, and a scan
such as the one in Fig. 3 would take 10-20 minutes, after
which the scientist will choose the best tuned value, set it,
and move on to the next parameter. It is possible for a
higher level script to be written which can run several of
these scans overnight.

FUTURE CHANGES
On Conversion of the Muon Instruments to
IBEX
As the instruments are converted to IBEX significant
changes to the python script, and to the interactions between the systems will be required. Running IBEX it will
be possible to use channel access between the Mantid system and the DAE control systems, eliminating the need for
DCOM communications.
Another consequence will be the need to carefully manage the security access to the various settable items, but
with the benefit of greater flexibility as to which computer
is running the tests.
The setting of the beamline specific magnets would also
be undertaken more natively, and the inclusion of LabVIEW and CA Lab will no longer be necessary.

Planned Changes
There are still some PSUs to be replaced, which will increase the number of different models from 4 to 5, and will
add some extra Ethernet lines to the topology.
There are 4 slit sets involved in these beamlines, one as
part of the shared system, and one on each of the instrument beamlines. These are all controlled via one motion
controller, with a firewall providing routing for TCP/IP
connections for each item. The aim is to use only the front
end system to interact with that controller, and as with the
beamline specific magnets, provide access to control the
slits via distributed PVs. At the moment, each system, including the front end for the shared slit set, all communicate with the controller individually.
There are other controllable items in the front end, that
at the moment are neither monitored nor controllable from
a remote location or automatically changeable. Consideration is being made to integrate these in as well, as whilst
control is usually manageable, error and fault status reporting and monitoring from remote systems is desirable.
In order to limit the reliance on the network it is hoped
that we will be able to move the front end computer system
into a similar setup, with a dedicated host in the vicinity of
the hardware, as is standard for our instrument machines.

RIKEN Beamlines
As well as MuSR, EMu and HiFi there are muon beamlines maintained by RIKEN [17] at ISIS, and work has
started to provide similar functionality for their shared
PSUs

CONCLUSION
The time taken to tune the beamline has now been significantly reduced. Rather than having one person stood by
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the PSUs pushing buttons and having to communicate the
completion of ramps by phone to someone else with control of the instruments to undertake the data collection; one
person can write a script which can run overnight.
Monitoring of these PSUs, and in time other aspects of
the front end system, will also lead to less lost time when
there are issues with them. Previously this had to be
checked in person, usually based on experimental runs that
were either empty, or had very atypical results.
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Abstract

The SKA project is an international effort (10 member
and 10 associated countries with the involvement of 100
companies and research institutions) to build the world’s
largest radio telescope. The SKA Telescope Manager
(TM) is the core package of the SKA Telescope aimed at
scheduling observations, controlling their execution, monitoring the telescope and so on. To do that, TM directly
interfaces with the Local Monitoring and Control systems
(LMCs) of the other SKA Elements (e.g. Dishes), exchanging commands and data with them by using the
TANGO controls framework.
TM in turn needs to be monitored and controlled, in order its continuous and proper operation is ensured. This
higher responsibility together with others like collecting
and displaying logging data to operators, performing
lifecycle management of TM applications, directly deal when possible - with management of TM faults (which
also includes a direct handling of TM status and performance data) and interfacing with the virtualization platform compose the TM Services (SER) package that is
discussed and presented in the present paper.

PRINCIPLE OF WORK
The principle that drove the development of the present
architecture is to study the best practises and known architectures that could solve the problems highlighted by
the TM and SER requirements and reuse those concepts
whenever possible. This means that only if there are no
proven solutions then a new concept or pattern would be
developed.

starting, stopping and restarting of TM software applications, update and downgrade of TM software
applications;
 TM Logging, which includes the control of the destination of log messages, the transformation of the
message (if required) and the query GUI;
 Controlling of the virtualization system, according to
the interface provided by the LINFRA (local infrastructure) team (“Instituto de Telecomunicações”,
Portugal, Lisbon).
Another important function of the system is the aggregation of the TM health status and the TM State (of the
various TM applications) and reporting it to the Operator.
This function can be considered an application of the
current architecture.

CONTEXT
The TM Services take place in the middle between the
domain logic and the infrastructure. In particular, the
Figure 1 explains the above concept with a layered structure:
 Domain/Business Layer: functional monitoring and
controlling of business logic performed by each application [1, 2];
 Services Layer: Monitors and controls processes on a
generic level (not functionality) like web services,
database servers, custom applications [3];
 Infrastructure Layer: Monitors and controls virtualisation, servers, OS, network, storage.

RESPONSIBILITIES
From the requirements analysis (done with the help of
the entire TM in the numerous discussion held) it has
been extracted the main system’s functions that are described in the use cases document.
They can be summarized in the following list:
 TM generic monitoring and fault management in order to detect internal failure and gather TM performance;
 TM lifecycle management in order to manage the
versions of the TM and the TM applications which
includes: configuration of TM software applications,
___________________________________________

* Work supported by Italian Ministry of University and Research (MIUR)
† matteo.dicarlo@inaf.it

Figure 1: TM SER context.

ENTITY DECOMPOSITION
The entity managed by the TM SER package can be
summarized in Figure 2. In particular the central block of
the diagram is the Entity, that is the main data wherewith
every TM Services application refer to. It can be
 a monitored process, that is an OS process that needs
to be monitored and controlled or
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 an application, that is an aggregation of MonitoredProcess selected according to a particular version with the block LogicalComposition or
 a monitoring activity, that is a process that monitors
an entity and produces monitoring data or
 the virtualization, that is a generic term indicating a
virtualization system (Openstack, Cloud system and
so on) or
 a vResource, that is a resources managed by the virtualization including CPU, storage, and networking
or
 a Template, that is a description of a set of instances
(servers, VMs or containers) needed to run a particular configuration of an application.
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MODULES DECOMPOSITION
Figure 3 shows the decomposition of the system into
units of implementation and highlights the distinction
between off the shelf software and built software. In yellow, it is shown the collaboration with the TM LINFRA
(local infrastructure) team (“Instituto de Telecomunicações”, Portugal, Lisbon) for the virtualization service.

Figure 2: Entity decomposition.

QUALITIES FOR TM
The main quality that drove the development of the
present architecture was the maintainability intended as
availability (reliability and recovery), modifiability, testability and more in general the ability of a system to cope
with changes.
Concerning availability, many tactics are implemented
in the present architecture and in particular:
 Detecting fault: ping, monitoring activities, heartbeat
and timestamp;
 Recovering from fault: active redundancy, software
upgrade and reconfiguration;
 Preventing faults: predictive model and transaction
(when accessing to repositories).
The modifiability is reached in the following areas of
the system: monitoring activities, lifecycle scripts, logging rules and fault rules. In particular it has been increased cohesion and reduced coupling so that it is easy to
add new version of an application and monitoring activities.
The testability is reached by limiting the complexity of
the system. In fact, it is easy to add a new monitoring
activity to the system so that, if there is a new test to perform, it is possible to add a monitoring point for it that
can represent a state, a measure or a simple message.
Once it is available the specific monitoring point needed,
it is also easy to generate an event to intercept the particular problem raised with the test.

Figure 3: Module decomposition.
The lifecycle Manager (LM) realizes the lifecycle management that is the ability to control a software application in the following phases of its lifetime: configuration,
start, stop, update, upgrade or downgrade (version control). The LM engine (Off the shelf) execute the lifecycle
scripts directly into the client host (where the application
run) and realizes a specific phase of the application lifetime.
In particular, the first phase is the configuration, which
is the ability to set all the parameter of a software application in order to start the product on the second phase (the
configuration phase is the preparation of the start phase).
Once the application has started, it is possible for a user to
work with it. In the start phase, it is very important to
consider the application typology (os service, web application, desktop application and so on). In fact, if the application is on web (web app), for instance, then the start
phase correspond to the start of the web server and perhaps the database. Only after that (and after a test phase),
a user can work with it.
An application can also be stopped or killed if there is
the need of it, for instance because an application goes
offline or there is a new version of it, either resulting from
the standard update cycle or from a redesigning stage
triggered by new requirements released over the SKA
life-time.
All this activity can be done through an IT automation
tool like puppet [4], chef [5], ansible [6] and so on in
cooperation with other sub-elements.
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The Generic Monitoring is composed by a software
system monitor (SSM) plus some specific monitoring
activities in order to monitor:
 network services (SMTP, POP3, HTTP, NNTP,
ICMP, SNMP, FTP, SSH);
 host resources (processor load, disk usage, memory,
etc.);
 any hardware (like probes for temperature, alarms,
etc.).
The SSM is a software component used to monitor resources and performance in a computer system: for every
node of the TM network, there is going to be a local agent
that is able to collect information from the operating system and from the local processes of TM applications. The
local agent executes one or more monitoring activities
and report the collected data to the SSM engine.
The SSM is also responsible of the aggregation of the
TM health status and the TM State (of the various TM
applications). This responsibility can be solved with the
development of specific monitoring activities both for the
local agent and for the server engine that collect state
information (client) and aggregate them (server).
Every information collected by the monitoring system
has to be reported to the Operator in order to give a clear
picture of the functional and non-functional view of the
system. For this reason, it has been developed the TM
monitor that is a Tango Device server (www.tangocontrols.org) for reporting all the monitoring information
into the control system (see Figure 4).

Figure 4: Reporting to Operator.
The fault rules represent the fault management activity
that uses the SSM and the LM in order to perform its duty
that is:
 Detection that is the ability to understand if in the
system there is a fault;
 Isolation, that is the ability to isolate a fault understanding where it is;
 Recovery that is the ability to recover the situation.
A monitoring activity together with alarm filtering
(usually available in any software system monitor) realizes the detection activity. The same monitoring activity
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together with log information realizes the isolation while
the recovery is essentially a control operation that
TM.LMC can do: for instance an online action, which is a
lifecycle command (reconfigure, restart, etc.) or an offline
activity like raising a modification request for the software maintenance.
A good logging service should focus on how many inserts can the architecture support (throughput) and how
the system manages the growth of event data. In the module decomposition, the distinction made highlights two
different modules, one called Logging forwarding rule
and one called Logging Service (LS). The detail of the
logging architecture are explained in the next section of
the present paper.
The Service GUI is the entry point for the TM Services
software package and will allow the Operator to access all
the functionalities provided from one single UI. In order
to develop it the focus would be to make the user work
with a limited number of steps to reach his various functionalities and on a high integration that is the user may
need or want to compose his specific GUI.
Because of the high integration guideline, it is crucial to
take part of the construction of the tango web application
(Feature Request # 6 – TANGO web application) that is
an effort in refactoring of the generic TANGO web app to
be an open platform (third parties will be able to implement plugins for the platform to resolve their needs) [7].
Therefore, the development of the Service GUI will correspond to the construction of some plugins into the
TANGO web platform.
It is very important to notice that Monitoring activities,
fault rules, Lifecycle scripts and Logging forwarding
rules are separated from the execution engine (SSM vs
Monitoring activities, SSM vs fault rules, Lifecycle Manager vs Lifecycle scripts, Logging service vs Logging
forwarding rules) in order to increase the modifiability of
the system. This also highlights the Client/Server architecture of the system.

RUNTIME VIEW
Figure 5 highlights the runtime components of the system and their relations.
In green, it is highlighted the runtime components of
the logging service with a three entities architecture: the
LS data repository, the LS engine and the LS forwarder.
The LS forwarder is a service located near the TM applications that give the possibility to forward the message
to the central database cluster according to certain rules
(logging forwarding rules).
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Figure 5: Runtime view.
The LS Engine is responsible for collecting and storing and so on) and the AAA (Authentication And Authorizathe log message (transformed by the forwarder) into the tion) package.
data center together with the ability to receive query from
VIRTUALIZATION SERVICE
the external world and answer in a timely manner.
According to the principle of work exposed above,
The Virtualization block
manages resources
there are many best practises and possibilities for this (vResources) assigned to a specific configuration of an
service. In particular, it is possible to use simple files entity (see Figure 2 for the entity decomposition). Usual(MeerKAT, see for example [8]) or a relational DB ly, every entity has associated a template that is a descrip(ASKAP, see for example [9]) or a NoSql DB (for in- tion of the set of instances (servers, VMs or containers)
stance LHC, see for example [10] with ELK [11]). A with an SLA (Service Level Agreement), user ACLs (Acperformance evaluation of the three possibilities has been cess Control Lists) and network ACLs needed by the
made, and focusing on fast write and centralized solution, entity.
the best solution was the use of ELK.
A vResource can be:
In blue, it is highlighted the runtime components of the
 a vResourceCompute, that is a Virtualized computaSSM that is composed by:
tional resources (an Hardware, a vHardware, a Con the SSM Core, responsible for the interaction with
tainer or a Virtual Machine);
the SSM Agents,
 a vResourceNetwork, that is a Virtual network for a
 the Fault Engine, responsible of the execution of the
cloud application;
fault actions (if required),
 a vResourceStorage, that is a virtual storage for a
 the Notification System to notify the SER Operator
cloud application.
of any information and
The Template and the vResource blocks have a state as two repositories, the FM repository, responsible of sociated that is collected and managed by the SSM.
the storage of the fault rules, and the MonData ReFigure 6 shows the data model for the use of the virtupository, for the archiving all the monitoring data.
alization system made for TM.
In orange, there is the LM runtime components that are
the LM Core, the LM repository and the LM Service.
The LM Service retrieves from the LM Core the specific lifecycle script assigned to the particular TM application and applies it locally so that the action requested is
performed. It is also possible to have an agentless lifecycle manager like for instance Ansible (see [3]). The LM
repository contains all the versioned lifecycle scripts
developed and it only interact with the LM Core.
It is also important to notice that the Service GUI interacts with all the principal components of the SER modules together with a configuration DB (to maintains information like geographical information, entities information, version information, configuration information
Figure 6: Virtualization data model.
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CONCLUSION
This paper has discussed the architecture of TM SER
system. It is important to highlight that the review phase
is ongoing and some evolution and refinement is expected.
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EVOLVING A LABVIEW END-STATION SOFTWARE TO A TANGO-BASED
SOLUTION AT THE TWINMIC ELETTRA BEAMLINE
R. Borghes*, G. Kourousias, V. Chenda, A. Gianoncelli
Elettra Sincrotrone Trieste, ITALY
Abstract
Developing and deploying software systems for data
acquisition and experiment control in a beamline
laboratory can be a very challenging task. In certain cases
there is the need to replace and modernize an existing
system in order to accommodate substantial beamline
upgrades. DonkiOrchestra is a TANGO-based framework
for data acquisition and experiment control developed at
Elettra Sincrotrone Trieste. The framework is based on an
advanced software trigger-driven paradigm developed inhouse. DonkiOrchestra is meant to be general and flexible
enough to be adapted to the development needs of
different laboratories and their data acquisition
requirements. This presentation outlines the upgrade of
the LabVIEW-based TwinMic beamline control system
which hosts a unique soft X-ray transmission and
emission microscope. Other than the technical demanding
tasks of interfacing and controlling old and new
instrumentation with DonkiOrchestra, this presentation
discusses the various challenges of upgrading the
software in a working synchrotron beamline.

INTRODUCTION
The 2.4/2.0 GeV Italian third-generation synchrotron
Elettra operates for users since 1994, 24 hours/day, seven
days a week delivering more than 5000 hours/year of
synchrotron light from IR to soft x-rays to 28
experimental stations. A substantial facility upgrade,
named Elettra 2.0, is currently planned [1]. Every year
scientists and engineers from more than 50 different
countries compete by submitting proposals to access and
perform scientific experiments on these stations.
Synchrotron beamlines consist of a complex network of
devices, such as sensors, detectors, motors, but also
computational resources. The setup is not static and the
data acquisition systems are constantly challenged by
continues changes and upgrades, so a constant evolution
of software technologies is necessary. Within the facility's
organisation, the Software for Experiments team and the
Scientific Computing team manage a set of core services
spanning from beamline control and data acquisition
systems to algorithms for data analysis. These are often
deployed in Cloud computing system and advanced
storage resources. Moreover a set of web based services
for e-Science and Scientific Business management act as
the backbone for a complete ICT service.

___________________________________________

* roberto.borghes@elettra.eu

The present paper reports on the upgrade of the control
and acquisition system of the TwinMic beamline, a soft
X-ray transmission microscope working in the 400-2200
eV energy range that combines full-field imaging and
scanning X-ray microscopy in a single instrument. The
extreme versatility of the Twinmic beamline allows it to
be utilised for a wide range of scientific experiments and
applications; however the existing LabVIEW-based
control system is not flexible enough to easily integrate
new instrumentation or introduce custom experimental
strategies. The age of the existing control system is
another good reason for planning its upgrade: it is in use
since 2007 when the beamline was opened to the users
and is still deployed on an outdated Windows platform.
Besides this, the lack of documentation and its monolithic
architecture are two serious issues for the maintainability
and the upgrades of the code. With the arrival of new
instrumentation, like a new advanced sample stage, we
took the chance of developing a new data acquisition and
control system more flexible, more reliable and fully
supported by the IT group. Next sections provide the
reader with a technical overview of the upgraded control
and acquisition system, that takes advantage of the
flexibility and efficiency of DonkiOrchestra, an
experiment oriented scheduler designed and developed for
the Elettra and Fermi end-stations.

TWINMIC BEAMLINE
The TwinMic beamline at Elettra synchrotron light
source hosts the European twin X-ray microscopy station
[2], a unique instrument that integrates the advantages of
the two typical X-ray microscopy configurations: the
transmission X-ray microscopy (TXM) and the scanning
transmission X-ray microscopy (STXM). The TwinMic
beamline was built in 2006 and the microscope endstation was installed one year later. In the last 10 years the
initial setup has been upgraded with the addition of a
Low-energy X-ray fluorescence system (LEXRF), and
with the availability of some coherent diffractive imaging
modalities such as ptychography. The particular Twinmic
experimental setup covers a wide range of applications in
diverse research fields such as biology, biochemistry,
medicine, pharmacology, environment, geochemistry,
food, agriculture and materials science.

STXM Operation Mode
In STXM mode, a Zone Plate (ZP) focuses the
incoming photon beam, and the specimen is rasterscanned across the microprobe as shown in Figure 1. An
order-sorting aperture (OSA) is placed downstream of the
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ZP to discriminate unwanted diffraction orders, while a
central stop on the ZP absorbs most of the zeroth-order
radiation. Since each scan typically includes a few tens of
thousands of pixels, a fast read-out transmission detection
system is essential. The TwinMic setup uses an Andor
Ixon DV860-BV electron-multiplied fast-readout CCD
(FRCCD) camera, 128x128 pixels with 24x24 μm2 pixel
size. Since the CCD chip provides excellent sensitivity
and low-noise operation for visible light, a Phosphor
Screen (PS) is installed in front of a group of highnumerical aperture lenses. The FRCCD detector system
allows simultaneous acquisition of absorption and
differential phase contrast imaging, and is potentially
suited for ptychographic imaging.
When the sample is illuminated by the primary X-ray
beam, characteristic X-ray fluorescence lines are emitted.
The emitted fluorescent photons, detected by the Twinmic
LEXRF system, provide information of all elemental
constituents excited by the incident X-ray beam. The
LEXRF system consists of eight silicon drift detectors
(SDDs) mounted circularly around the specimen.

Figure 1: STXM mode as implemented on TwinMic.

TXM Operation Mode
In raster scan Transmission X-ray microscopy (TXM)
mode, as shown in Fig.2, a condenser beamshaper (CBS)
illuminates the specimen through an order-sorting
aperture (OSA). Downstream an objective zone plate
(OZP) magnifies the image of the specimen onto the
detector: a directly illuminated slow-scan Princeton EEV
1300 x 1340 B CCD camera (LECCD) with pixel size
20x20 μm2 .
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spectromicroscopy experiments using ptychography with
a randomly phased illumination have been recently
carried out [3]. With this technique, using a ZP
monochromatised microprobe beam is possible to
quantitatively reconstruct both amplitude and phase with
a spatial resolution much higher than the probe size.
Diffraction images are collected by the 1300x1340 pixel
Princeton CCD and this high-resolution imaging modality
is about to become standard operation mode available also
to non-specialist users.

The LabView Twinmic Control System
The original control system solution for TwinMic has
been developed using NI LabView on Windows
machines. Stepper motors are controlled using National
Instruments NI 7334 PCI cards. Digital and analogue
signals are interfaced using National Instruments NI 6280
and NI 6030E PCI cards. The sample stage piezo
controller is a RS232 PI E500. The LECCD Princeton
camera is acquired using a Princeton Instruments ST-133
PCI card. The FRCCD Andor camera is acquired using an
Andor Technologies PCI CCI-22 card. Finally the LEXRF
X-ray fluorescence data is collected using two XGLab
Multi Channel Analyzers XGL-MCSH-3400 connected
via USB interface.
Four industrial PCs running Windows XP and Windows
2000 are dedicated to the control of the above
instrumentation. They are physically located in various
places of the beamline and can be accessed from the
experimental hutch using remote desktop technologies
(VNC) and hardware KVMs (Adder Technology). The
experiment related activities, such as data acquisition,
instrumentation control and data visualization are
integrated in a single LabView program whose
complexity is in continuous growth over the past 10 years.
Unfortunately this software is lacking in documentation
and any upgrade becomes really difficult. Another big
issue comes from the outdated operating system that are
not any more supported nor reliable. The latest
instrumentation upgrades and the need for new
experimental techniques pushed for an improved control
system with high reliability, easy inclusion of new
instruments and rapid hosting of custom experimental
requirements.

THE CONTROL AND ACQUISITION
SYSTEM UPGRADE

Figure 2: TXM mode as implemented on TwinMic.

CDI High-Resolution Imaging Mode
Thanks to the flexibility of its design, new imaging
opportunities such as coherent diffractive imaging (CDI)
can be performed at the TwinMic end-station. X-ray

The project of the upgrade of the Twinmic control and
acquisition system is an ongoing process started in 2015
with clear targets:
• choice of a new control system framework efficient,
reliable and supported by the scientific community;
• the architecture should facilitate the easy integration
of new instruments;
• the experiment control should be highly flexible and
customizable;
• the collected data should be organized in a structured
scientific data format.
TUPHA208

Experiment Control

949

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Developing and deploying such a system for a beamline
laboratory is always a challenging task, but for Twinmic it
was even harder because we had to avoid any beamline
downtime. New developments had to be tested during the
machine shutdown period or any other available in-house
experimental shift. In the first part of the project we
focused the attention on the upgrade of the
instrumentation control, later we approached the
development of the experiment control and the user
interfaces.

Instrumentation Control
As a standard for ELETTRA and FERMI end-stations
we adopted the TANGO framework[4], a robust and easy
to use distributed control system. TANGO is operating
system independent and supports Java, C++ and Python
for all its components. There are major benefits in using
TANGO: it is actively supported by an international
scientific community and gives support for a wide range
of scientific instrumentation. TANGO has been installed
on Linux CentOS 6.4 on the existing Twinmic computers.
These machines have been modified with a dual boot
setup in order to preserve the current control software and
avoid any downtime for the beamline activities. For some
instruments, for example the National Instruments PCI
boards, it was necessary the development of brand new
C++ software drivers. In other cases, like the piezo
controller PI E500, we could use the existing Tango code
provided by the international community.
In order to coordinate the pool of beamline PCs,
another Linux machine has been added to the control
system. It is a CentOS 6.4 virtual machine, hosted in the
ELETTRA server room, running the central TANGO
Database System and other high level TANGO devices.
At Twinmic, as other beamlines, we are currently
planning to increase the use of virtualisation technologies
and reduce the number of physical control PCs. For this
reason we are gradually replacing the existing
instrumentation with a network controllable one and we
are introducing the use of serial-to-ethernet and gpib-toethernet converters.
The on-going development of the TwinMic graphical
interfaces is based on the Taurus python framework [5].
Taurus widgets are implemented using the PyQt library,
they extend related Qt widgets with the capability of
transparently connecting to a TANGO device and display
and/or change its data. Taurus framework allows the drag
and drop creation of user interfaces using a customized
version of Qt Designer.

Experiment Control and Data Acquisition
Due to historical reasons there is a variety of
autonomous data acquisition systems installed on the endstations of ELETTRA. Nevertheless the number of endstations asking to be fully supported by the IT group has
grown considerably in the recent years. The experience
taught us that our team efficiency can be remarkably
enhanced by using common software solutions highly
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configurable and scalable. A noticeable example is
FermiDAQ, an in-house data acquisition framework
adopted on all the FERMI end-stations [6]. With the same
idea of a dynamic and reusable software we’ve focused
our efforts on a new framework dedicated to experiment
management and data acquisition, employable in a wider
spectrum of scientific end-stations and facilities. The
design of the new framework, called DonkiOrchestra,
started with few fundamental goals:
• maximize scalability and customizability;
• allow for synchronized parallel operations;
• minimize data communication overheads.

In the DonkiOrchestra approach any experiment is
organized as a sequence of independent phases
individually started by a synchronization software trigger.
The system acts as a orchestra in which a scheduler,
called DonkiDirector organizes the execution of multiple
instruments/tasks. Each task is performed independently
and in parallel by a DonkiPlayer. In the DonkiOrchestra
schema, each DonkiPlayer belongs to a priority group and
has a specific task to execute. For each step of the
sequence, a trigger event is simultaneously sent by the
Director to the pool of Players with the highest priority,
then to the next priority group and so on. Each Player
executes a different action upon the arrival of a trigger
event and sends back to the Director an acknowledge
event. A data acquisition Player, after the execution of the
readout task, tags the datum with the actual trigger
number and sends it back to the Director that stores the
incoming data in suitably structured archives. In Figure 3
is schematically shown the DonchiOrchestra architecture.

Figure 3: DonchiOrchestra schematic architecture.
The DonkiDirector, core of the DonkiOrchestra system,
is an in-house Python software highly configurable,
scalable and reliable. The architecture can be divided in
three main sections: i) the Scheduler, ii) the Data
Collector, and iii) the Information Server.
The Scheduler manages the initialization and the
conduction of the train of trigger events. It uses the
ZeroMQ [7] messaging system because of its
asynchronous I/O model that perfectly fits the need of
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having a scalable and distributed application. Each
ZeroMQ trigger message sent by the Scheduler is
composed by a progressive index number and a priority
tag. For each phase of the experiment the Scheduler sends
simultaneously a trigger to all the Players with the highest
priority, waits for the acknowledge messages, then
proceed with the next priority group. In addition to the
main sequence all the Players receive two special trigger
events: one before starting the main sequence and one
after its ending. These two special events are used by the
Players to perform any preparatory or closing procedure.
Concurrently to the experiment execution, the Data
Collector receives and stores asynchronous data messages
coming from the acquisition Players. Data is organized
and stored in HDF5 [8] binary archives.
The Information Server completes the DonkiDirector
structure. It takes care of collecting and sharing
information between the Director and the Players. Thanks
to the Information Server any change in the pool of
Players is automatically detected by the system.
Technically the Information Server has been implemented
as a TCP server that accepts custom ASCII commands
and uses a TinyDB [9] database for persistent storage.
The TANGO dependency of DonkiOrchestra in its first
version [10] has been completely removed in the actual
one, so it can be easily utilized in a wider range of
applications. For example it has been already used for the
distributed data streaming simulator for the European
Spallation Source [11] within the BrightnESS European
project [12].
One of the first applications developed with the new
control system at TwinMic was a two dimensional raster
scan with concurrent acquisition of CCD images and XRF
spectrum. To be mentioned that even the developed PyQt
interface (Figure 4) fully exploits the event-based
infrastructure of DonkiOrchestra: it waits ZeroMQ
messages directly from the running DonkiPlayers,
correlates incoming data by mean of the trigger index and
updates the 2D scan plot. Data collected during the scan
are stored by DonkiOrchesrtra in HDF5 archives
containing piezo stage positions, CCD images, XRF
spectrums and some useful metadata. Using the trigger
index information, data belonging to different sources
may be easily correlated by a post-processing analysis
software in order to produce scientific results.

Figure 4: PyQt interface for the two dimensional scan
implemented with DonkiOrchestra framework.

CONCLUSIONS
The present paper describes the upgrade of the
TwinMic beamline control system from the original
LabVIEW-based architecture to a more flexible and
reliable solution based on the TANGO framework. The
project has been carried out without affecting the
beamline activities and reusing the existing
instrumentation. All the control machines have been
equipped with a dual boot Windows/Linux. This solution
allowed us to proceed with our tests during the shutdown
period without affecting the beamline availability for the
users. By using a modern CentOS Linux distribution in
place of unsupported Windows 2000 & XP operating
systems, has increased the reliability of the infrastructure
and facilitates any remote operation. Upgrading the
current undocumented software to a new TANGO based
version makes easier the future inclusion of new
instruments and the hosting of custom experimental
requirements. For the experiment management has been
adopted the DonkiOrchestra framework, an in-house
product fully configurable and scalable, designed to be
reused on different end-stations and facilities.
DonkiOrchestra exploits the powerful ZeroMQ messaging
system to maximize the opportunity of performing
parallel operations and sensor readouts. The strength of
the new control system resides in its design choices: a
dynamic and portable language like Python, a reliable
distributed control system like TANGO and a fully
configurable acquisition framework that permits a high
degree of customization.
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MEDICIS HIGH LEVEL CONTROL APPLICATION
C. Charrondière, K. Develle, T. Stora, CERN, Geneva, Switzerland
Abstract
CERN MEDICIS is a research facility that will produce
radioisotopes for medical research using the primary proton beam at ISOLDE and ISOLDE-like targets. It will start
operating later in 2017. In this framework, the high-level
application for the new MEDICIS beam line is responsible
for the control of various equipment, such as power supplies, faraday cups and scanners, as well as the monitoring
of environmental parameters such as the vacuum level. It
is characterized by a single user-friendly interface to facilitate the operators’ tasks.
In this paper, we provide arguments for the chosen solution and give the latest update on the status of the highlevel application.

INTRODUCTION
CERN-MEDICIS [1] is a facility to produce radioactive
isotopes for medical research. Radioactive isotopes are
produced in a dedicated ISOLDE-like target placed between the ISOLDE primary target and the proton beam
dump: protons non-interacting in the primary target have
the chance to interact in the second one. Once irradiated,
the target is removed by a robot and placed in the
MEDICIS laboratory, where isotopes are extracted by diffusion in a high-voltage front-end and selected by a mass
spectrometer before delivery to the medical research centre.

devices in an easy way without re-programming the software.
In the following, the overview of the devices to be controlled/monitored is given to focus later on the software architecture chosen to ensure the requested flexibility.
The MEDICIS application represents a use case of an architecture that could totally generic and followed in the future developments of GUI for physics experiments.

HARDWARE
The main hardware to control and monitor are the power
supplies, faraday cup, wire scanner vacuum and collection
chamber. These devices will be shortly introduced below.

Power Supplies
Several types of power supplies (Figure 2) and converters are installed in the MEDICIS facility depending if there
are aiming at beam steering, magnet powering for the beam
line spectrometer or target warming for the front end.
A CERN protocol, CMW [2] is used as communication
layer between the hardware and the user interface. The
CERN power converter team is providing communication
layers linked to the equipment [3].

APPLICATION REQUIREMENTS
As any other beam lines at CERN, MEDICIS (Figure 1)
one is equipped with several beam instruments.
Figure 2: Example of power supply installation.

Faraday Cup

Figure 1: MEDICIS beam line.
Each instrument is provided by a CERN equipment
group together with a specific expert user interface. A unified graphical user interface, to control or monitor all the
hardware is required to simplify the facility operation and
to reduce to a minimum the necessity of continuous monitoring of experts.
Since the MEDICIS facility is composed of a very heterogeneous set of hardware, one of the key point to be
taken into account for the general control application is the
flexibility: the software architecture should allow the integration in the Graphical User Interface (GUI) of any new

A Faraday cup [4] is a conductive cup designed to intercept charged particles in vacuum. The resulting current can
be measured and used to determine the number
of ions or electrons hitting the cup.
The CERN beam instrumentation group handles the
hardware and low-level control including safety. The
CMW is also used to communicate with the higher control
level.

Wire Scanner
A wire scanner [5] is installed in a diagnostic box just
after the output of the separator magnet. This device is
measuring the transverse beam density profile in a particle
accelerator by means of a thin moving wire. As the wire
passes through the beam the interaction generates a cascade of secondary particles. These are intercepted by a
scintillator, coupled with a photomultiplier, which
measures the intensity of the light produced. Alternatively,
if a conducting wire material is used, the secondary emission electrons created can also be used to measure the beam
TUPHA209
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profile through the current flow generated on the wire (Figure 3).

Figure 3: Working principle of a wire scanner.
Like the Faraday Cup, the CERN beam instrumentation
group handles the hardware and CMW will be used for the
high-level communication.

Vacuum
At CERN, the TE-VSC group is in charge of the design,
construction, operation, maintenance and upgrade of high
and ultra-high vacuum systems for accelerators and detectors.
The vacuum team provides the expert interface to be able
to control the installation and the relevant information
(vacuum levels, pumps status, etc..) are published [6] for
the unified graphical user interface through CMW.
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SOFTWARE
From the requirements and the variety of equipment to
be controlled, it is clear that one has to develop a flexible
user interface. On top of this, each hardware element
should remain controllable by the expert interface at any
time. Using the experience from the ISOLDE [9] offline
separator, the decision of developing a single user interface
was taken in order to be able to drive any hardware available on the MEDICIS facility.
To speed up the development process, LabVIEW™ has
been chosen as programming language. Making use of configuration files, LabVIEW™ classes [10] and RADE [11]
framework made it easy to add new modules and user interfaces.

Architecture
Class architecture It has been decided to design the
software with an object-oriented [12] program approach.
As the software has to be flexible, and simplify future development, the design of the class hierarchy was really important. For this project, there are three main hierarchies:
1.

The CMWproperties hierarchy (Figure 5):

Collection Chamber [7]
The radioactive isotope beam from the front-end, after
the mass selection done by the spectrometer, is cumulated
in a collection chamber. The beam will be focused on samples where ions will implant.
EN/STI group is in charge of developing the mechanical
parts (Figure 4) as well as the PLC programming to ensure
the basic movements and the safety interlocks. Data will be
exchanged with the high-level control interface using the
Fetch/Write protocol from Siemens™ [8].

Figure 5: CMW skeleton, Class-properties hierarchy.
This class tree has been designed to be able to reuse for
every CMW related device of the MEDICIS project. Every
CMW get, set and subscription must work with all the devices, then some more specific implementation of function
like the “UpdateDataToDisplay” will be adapted in each
case thanks to dynamic dispatch.
2.

The Front Panel hierarchy (Figure 6)

Figure 6: Skeleton of the Front Panel hierarchy.

Figure 4: Collection chamber schematic top view.

As the final application has a lot of different graphical
user interfaces, and they all have a lot of functionalities to
share: run in parallel, get data from subscription, set a
value, open additional function, the Front Panel class has
been created to share all this functionality (with the
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FP_core vi and all of its subVIs) and specific User Interface
can be developed with dynamic dispatch in FP_GUI.
3.

The Additional GUI hierarchy (Figure 7)
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The most important daemons are all the instance of
CMWSubscription.vi. There is one instance per property
per device. They collect all the data coming from all the
devices. The second most important daemons are the
FP_core.vi. They extract data from a list of device coming
from the configuration file, and they display them in the
FP_GUI.vi attached. Each FP_core has a different FP_GUI
to display (Figure 9 and 10) the data thanks to the dynamic
dispatch. With this approach, it is very simple to create a
new subscription and the new Graphical User Interface by
reusing all the common functionality of communication
between a front panel and a device and expand only the
feature corresponding to the new request.

Figure 7: Additional GUI hierarchy.
This class has been developed for all the additional functions to be added to a device: trace a graph history for a
value measured by a faraday cup, generate a ramp with a
power supply or even some evolved shaped signals. The
dynamic dispatch on AdditionGUI_FP allows to run all
these additional VI with a common interface, but with a
specific function depending on the desired functionality.
There is also a minor class tree, not as important in terms
of general flexibility of the application.
Software architecture This application has been designed to be as flexible as possible in order to react quickly
to future request. For that purpose, the main VI starts a lot
of daemons running in parallel (Figure 8).

Figure 9: The main MEDICIS GUI panel.
With the synoptic view of the facility the user can select
different panels to open.

Figure 8: Software architecture.
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same type has been used to develop and test the communication. It has been also the opportunity to renew the old
application by profiting of the flexibility of the MEDICIS
software design.
Some required features such as mass scan or being able
to set ramp parameters for power supplies have been developed for MEDICIS and validated first on the Isolde offline separator installation.
Figure 10: Example of a front panel GUI, the “SwitchYard
and separator”.

Configuration Files
The configuration file contains all front panel declaration associated with a name. For example:
 FP List.<size(s)> = "10"
 FP List 0 = "MedicisSynoptic"
 FP List 1 = "BeamLine"
 …
This file also has the entire device list with all properties
needed for each device. Below one can see that we are expecting data from 3 different properties to be displayed on
a panel called “TargetAndIonSourceUnit”.
 device list 0.Properties.<size(s)> = "3"
 device list 0.Properties 0 = "/Acquisition"
 device list 0.Properties 1 = "/Setting"
 device list 0.Properties 2 = "/ConfigInPLC"
 device list 0.FP to be display on = "TargetAndIonSourceUnit"
 …
Thanks to that, the application is very flexible for the developer because each device can be configured to be displayed in each Front Panel.

Adding new hardware to display and control
Using the LabVIEW™ class architecture combined with
the configuration file makes it easy to quickly react to new
requests. It takes a few minutes to fill in the file with the
data source information. This information is used to get or
set data to the newly declared device. The fast development
environment, ie LabVIEW™, allows the programmer to
provide a new Graphical User Interface within a day. The
acquisition data source is linked to a display in the configuration file.

VALIDATION PROCESS
A series of validation tests has been done on already existing equipment in the ISOLDE facility (the ISOLDE offline separator and the ISOLDE Faraday cup) plus a test
bench reproducing the same conditions as in MEDICIS.

Isolde Offline Separator
There are 3 kinds of CMW subscription for the power
supplies. For one of them, it was not possible to have a test
device, so the Isolde offline separator having exactly the

Isolde
There was no Faraday Cup available at the development
time for test, so the development has been done based on a
JAVA application controlling an older type of Faraday Cup
in the ISOLDE facility. Once the communication was
ready, a test has been done there to validate the behaviour
until being able to commission in the MEDICIS facility.

Test Bench
It has been possible to test individually the other kind of
device on a test bench; the next step will be to commission
everything in the MEDICIS facility.

CONCLUSION
The MEDICIS high level application has been developed leaving the maximum flexibility for future developments and always considering the possibility of hardware
modification during the construction of the facility. The use
of LabVIEW™, the CERN common middleware and the
RADE framework have sped up the development process.
It is foreseen that the available user interfaces can be enhanced and/or replaced during the MEDICIS exploitation.
Thanks to the availability of equipment in the CERN accelerator complex, it has been possible to validate drivers
as well as communication layers before the operation of the
machine.
A new system has been requested to appear in the highlevel control application and we are gathering the communication information in order to quickly provide a new interface with summary information.
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A BUNCH-SYNCHRONIZED DATA ACQUISITION SYSTEM FOR THE
EUROPEAN XFEL ACCELERATOR
T. Wilksen, A. Aghababyan, L. Froehlich, O. Hensler, R. Kammering, K. Rehlich, V. Rybnikov,
Deutsches Elektronen-Synchrotron (DESY), Hamburg, Germany
Abstract
The linear, super-conducting accelerator at the new European XFEL facility will be able to produce up to 2700
electron bunches for each shot at a repetition rate of 10
Hz. The bunch repetition rate might vary initially between
100 kHz and 4.5 MHz to accommodate the various needs
of experiments at three different SASE beam lines. A
solution, which is able to provide bunch-resolved data of
multiple data sources together in one place for each shot,
has been implemented at the European XFEL as an integral part of the accelerator control system. This will serve
as a framework for high-level control applications, including online monitoring and slow feedback services. A
similar system has been successfully run at the FLASH
facility at DESY for more than a decade now. This paper
presents design, implementation and first experiences
from commissioning the XFEL control system data acquisition.

With the upcoming European XFEL project and its
similarity to its smaller colleague FLASH, such a shotsynchronized and bunch-resolved data acquisition was
chosen to be a central part of the accelerator control system. Running this kind of acquisition system for more
than a decade at the FLASH facility provided a great deal
of experience for designing and creating the new acquisition.
The following sections will briefly illustrate the design
of the data acquisition system and its parts, present the
implementation at the European XFEL linear accelerator
control system and show some statistics of current operation.

DESIGN AND LAYOUT
The overall layout of the data acquisition as used for
the European XFEL accelerator control system is shown
in Fig. 1. It is based on the DOOCS control system
framework [1].

INTRODUCTION
The idea of a shot-synchronized bunch-resolved data
acquisition originates at DESY in the project for the superconducting TESLA test facility (TTF) and its successor, the Free-Electron Laser in Hamburg (FLASH). With
TTF as a prototype for a superconducting linear accelerator and FLASH being the first free–electron laser linear
accelerator it became imminent to record the data from
beam diagnostics and RF devices for analysis purposes.
Since this type of linear accelerator is operated in a
pulsed mode, it is desirable to collect the data at its pulse
or shot repetition rate. This enables bunch-resolved studies of individual shot data. If all the data of interest for a
given shot is made available in a single data structure,
analysis will be quite simplified. Since this task is very
similar compared to how high-energy physics experiments structure their data and perform subsequent processing and analysis on it, some of their concepts have
been re-used to design an accelerator data acquisition
type.
One of the conceptual key elements is the event record.
It combines all data required for an analysis from various
triggered data sources together in one data structure and
stamps it with a unique event identification number. This
event number is essentially the shot or pulse number of
the linear accelerator RF pulse. The shot number attached
to the data allows for an easy synchronization after acquisition and does not require the classic approach of retrieving parameters individually and then subsequently synchronize it via timestamps to make correlations e.g.

Figure 1: Schematic layout of a single data acquisition
instance as used for acquiring shot-synchronized data from
MicroTCA systems at the European XFEL linear accelerator control system.
On the device layer MicroTCA-based ADC modules,
camera devices as well as PLC and other embedded devices are sending data to collector processes. A fast collector acquires data at the bunch repetition rate from triggered devices and a slow collector polling the data at rates
of about 1 Hz from other hardware. The data has been
stamped on the front-ends with a unique shot number
provided by the timing system. Both collector processes
are feeding the received data into a buffer manager using
shared memory for storing the data. The distributor process functions as buffer manager and is in charge of managing the shared memory structure. Middle layer processes can connect to the buffer manager and read and/or
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write back to it. Once all data for a given shot number has
been acquired in shared memory it is sent to the event
builder and –writer processes. They will write the data as
compressed files to disk. To tape it eventually the dCache
[2] facility at DESY is being utilized. Several applications
interfaces exist to read the data files and extract data for
individual control system parameters (i.e. DOOCS channels on the front-end server). Middle layer server can
provide data for other applications including graphical
user interfaces for online monitoring purposes.
The following sections will explain the individual components of this design.

Front-End Devices
Providing a unique identification of individual pulses or
shots is achieved by sending timing system information
i.e. clock signals, trigger events etc. including a unique
number created by the timing system master to all frontend devices. For the European XFEL accelerator control
system this has been implemented using a timing system
based on the MTCA.4 standard [3]. Since all front-ends
for beam diagnostics, RF- and LLRF-controls are using
the MicroTCA hardware platform a MTCA.4 module has
been developed at DESY together with the University of
Stockholm. This module is installed in every MicroTCA
system. It receives the timing system information from
the master via a fibre optic link at the shot repetition rate
of 10 Hz. Clocks, event trigger and shot number are then
provided to the MicroTCA system components via backplane as a PCIe interrupt or via M-LVDS lines. A timer
server program on every MicroTCA system provides the
timing system information also via ZeroMQ [4] to other
applications as shown in Fig. 2.

Figure 2: Standard read-out scheme for a beam diagnostics application on a MicroTCA system using the XFEL
timing system to send data to the data acquisition system.
The sender is represented here as the black box labeled
DAQ.
The stamped data is sent via a push-type protocol
based on Multicast UDP to all subscribers. That way
multiple clients can connect to front-end devices without
creating an additional load to the front-end systems. The
instance on the front-end to subscribe to is called a “sender”.
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Collector
A collector process is running on a dedicated server
node, usually a multi-core server with sufficient memory1.
It subscribes to all front-end senders via Multicast, which
are capable of acquiring data at bunch repetition rates.
Hardware offering control system parameters of the accelerator control system without being connected to the
XFEL timing system are retrieved via standard DOOCS
RPC calls and stamped with the current shot number.
The data from an individual Multicast UDP sender is
packed up into a so called “sender block” which combines
all its DOOCS channels to be sent to the data acquisition
system with a server block header. The header contains
name, length, timestamp, number of channels, status and
shot number to identify it. The collector allows for several
retries until it would mark this specific server block as
missing for this shot.
The collector process is registered as a client to the
buffer manager and permitted to write to the shared
memory area to store the server blocks.
The number of collector processes is not restricted.
Several collector instances can connect to the same buffer
manager. One individual collector process may have
different locations for separating the received channels
into smaller subsets.

Buffer Manager
The buffer manager [5] is the master of managing the
shared memory area. It allocates the overall memory
structure separated into a “client segment” for keeping all
the client information subscribed to the buffer manager
and an “event segment” for tracking the information
about current shot data available in the shared memory.
The data section itself holds all server blocks in memory
for a couple of shots. These control and data segments are
being set up according to a run control configuration. This
configuration is aware of all sender locations of which
data is to be expected and acquired.
Clients can subscribe for reading to all server blocks
managed by the buffer manager or by specifying just a
subset of what they are interested in. Clients can also
write to the buffer manager like the collector processes do
when filling the shared memory with received server
blocks. Whenever expected server blocks for a given shot
number are stored interested clients are being notified that
the data is now available. DOOCS middle layer server
with an interface to the buffer manager can subscribe to
specific server blocks available in shared memory, too.
Examples for this case are server processing shotsynchronous data of several front-end sender locations for
displays e.g. the electron beam orbit derived from all
BPM devices; or the energy measurement of the overall
beam energy using LLRF data from all the RF stations.
These middle layer servers can even write back the results
of their computations to shared memory, e.g. the energy,
and add it to the current shot data still in memory. The
shot data is considered to be complete only if every one of
________________________________

1

Currently at minimum 128 GB up to 512 GB RAM is used for DAQ
nodes.
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the subscribed clients has been notified about the availability of the data. Every client must signal having received the data and all potential producers must have
written back their data. Subsequently, the event record
will be released from the shared memory after a waiting
time. There are several mechanisms in place in case one
of the clients is not present anymore, server blocks are
missing or sender and clients are just very late in providing data. It is guaranteed that for every shot number an
event record is created even if individual sender blocks
are missing i.e. are potentially empty.
The distributor which hosts the buffer manager is furthermore able to group selected server blocks together to
various event records and distribute them into data sets or
so-called “streams”. The configuration which server
blocks form an event record and correspondingly a stream
is defined by the run control configuration.

Event Builder and -writer
The event builder process connects to the distributor
and receives the stream data via a dedicated TCP data
link. This stream data is then distributed further to one
event writer process per stream, which writes eventually
the data files to disk. Data to be taped is written to the
dCache facility. All other data is being kept for two days
on online disks easily accessible by user nodes for analysis, then moved to an external disk space where it is
stored for about one week.

Applications and Tools
To access the data file on disk several interfaces exist.
There are API libraries available for C/C++, Java and
MATLAB. A Python-enabled interface will be available
soon. Several tools written in C/C++ and Java exist to just
browse available data on disk and display it quickly e.g.
the DAQ data GUI. Tools for extracting only a subset of
the data help reducing the amount of data collected in a
given file. An example of the DAQ data GUI is shown in
Fig. 3.
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taining the time range for the desired data, the stream and
the names of the DOOCS channels. In general, all above
client interfaces can make use of data servers, too.

STATUS AND EXPERIENCES
The data acquisition system has been a central part of
the conceptual design for the European XFEL accelerator
control system from the beginning. The most important
feature sought after is to provide shot-synchronous bunchresolved data. But not only for archiving and later analysis but even more for online monitoring and computation
of derived parameters relevant to accelerator operations.
This had become evident in the 10 years of operation of
several DOOCS data acquisition instances at the FLASH
facility and the FLASH photon beam user experiments.
With two API implementations available to access the
shared memory and hence the shot-synchronous data from
a DOOCS middle layer server many applications have
been meanwhile put into operation. One of the standard
applications is to combine several front-end data sources
to hand it over as one entity to the operation and status
display. E.g. the orbit derived from the individual beamposition monitor data, the charge from individual toroid
charge measurements, beam loss monitor data etc.
Higher-level physics applications e.g. beam energy
measurement derived from the RF module data, beam
power measurements, statistics on SASE production but
also slow feedbacks have been meanwhile implemented
as middle layer server. About a dozen server programs are
running continuously on the main DAQ instance working
in production mode. An example is shown in Fig. 4.

Figure 4: Transmission display for the European XFEL
accelerator as derived from a DAQ middle layer server.

Figure 3: DAQ data GUI showing a histogram of a toroid charge channel and its time series.
The DOOCS-based JDDD client is able to read the data
via a farm of data servers providing easy access to all data
files. This is done by sending an XML-type request con-

The first accelerator data acquisition instance has been
taken into operation for the RF gun conditioning in December 2013. At the same time the Virtual XFEL was set
up as a second DAQ instance. With the start of the injector operations and commissioning a third instance serving
the RF- and LLRF-sender had been added. These instances already proved to be of value not only for beam operations of the injector part but also to analyze failure modes
e.g. of individual cavities or RF modules. For commis-
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Figure 3: Overview of all accelerator data acquisition instances in operation for the European XFEL accelerator control
system. Shown are input rates in the left green column of plots, output rates on the righ hand side.

sioning the full linear accelerator four instances in total
had been set up. With the first user runs now in full swing
all three “real” instances are operating 24/7.
Together all instances collect data at a sustained input
rate of 1.5 GB/s from about 3.3 k of DAQ channels. These translate roughly into 13 k of DOOCS channels or
control system parameters.
They can produce up to 30 TB per day of compressed
data which is kept on local disk storage only for a few
days but at least for one week on a dedicated storage area
hosted in the DESY IT-Center.

CONCLUSION
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The DOOCS-based shot-synchronous and bunchresolved data acquisition system is a well-established
solution, which has been proven to work quite well in the
past for the FLASH accelerator and various FLASH photon beam user experiments. For the European XFEL accelerator control system this solution had been implemented from day one of the commissioning phase and so
far demonstrated to be an essential and very useful part of
the overall control system architecture as well as accelerator operations.
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XLive: DATA ACQUISITION AND VISUALIZATION AT THE NSLS-II ISS
BEAMLINE
B. V. Luvizotto†, K. Attenkofer, E. Stavitski, H. Bassan, Brookhaven National Laboratory (BNL),
Upton, USA
Abstract

DATA ACQUISITION OVERVIEW

Asynchronous data acquisition at the Inner-Shell
Spectroscopy beamline at NSLS-II is performed using
custom FPGA based I/O devices ("pizza-boxes"), which
store and timestamp data using GPS based clock [1].
During motor scans, incremental encoder signals
corresponding to motion as well as analog detector signals
are stored using EPICS IOCs. As each input creates a file
with different timestamps, the data is first interpolated
onto a common time grid. The energy scans are
performed by a direct-drive monochromator, controlled
with a Power PMAC controller [2]. The motion is
programmed to follow the trajectory with speed profiles
corresponding to desired data density. The "pizza-boxes"
that read analog signals are typically set to oversample the
data stream, digitally improving the ADC resolution.
Then the data is binned onto a energy grid with data
spacing driven by desired point spacing. In order to
organize everything in an easy-to-use platform, we
developed XLive, a Python based GUI application. It can
be used from the pre-experiment preparation to the data
visualization and exporting, including beamline tuning
and data acquisition.

The data acquisition system (Figure 1) has three main
layers: devices (hardware), EPICS IOCs and data
acquisition software (XLive), which can be subdivided in
three other layers – Ophyd [3, 5], Bluesky [4, 5] and GUI.
Currently, the beamline gets data from:
•
Three ion chambers;
•
One PIPS detector;
•
Multiple encoders;
•
Analog and temperature inputs (PLC);
•
•

SDDs - Silicon Drift Detectors (XIA PXI Crate
[6]);
BPM Cameras (Prosilica GT1290 [7]).

INTRODUCTION
The NSLS-II ISS Beamline data acquisition system
consists of fly-scanning an energy range by moving the
monochomator while collecting data from multiple
detectors. Encoders and analog signals are sampled using
custom FPGA based I/O devices ("pizza-boxes") – that
are also able to trigger detectors and read external triggers
using TTL inputs and outputs. The minimum acquisition
time for analog inputs is 1 μs. Typically the acquisition
time used is around 1 ms (after hardware averaging).
Fast and asynchronous data collection allows the
beamline to get to the next level of complexity for
spectroscopy measurements: n-dimensional data sets. The
system is able to handle multiple detectors at the same
time, moving users from 2D data sets (energy and
intensity) to more complex data sets (e.g. energy,
intensity, sample temperature, electric charge in the
sample).
The main goal of XLive, a Python based GUI
application, is to handle everything needed by the
beamline from the pre-experiment preparation to data
acquisition, visualization and processing within a
reasonable time, being as simple as possible for users and
as flexible as possible to be eventually exported to other
NSLS-II spectroscopy beamlines.
______________________________________________

†

luvizotto@bnl.gov

Figure 1: Data Acquisition System overview.

Since the beamline has analog inputs, digital outputs
that can be used as triggers and digital inputs available, it
is accessible to an assortment of detectors that ca be
integrated into the data acquisition system to fulfill users’
needs.
Each device is controlled by and share data through an
EPICS IOC, which is responsible to control data
acquisition and triggers and to generate data files.
Ophyd, a Python library developed by the Data
Acquisition, Management and Analysis (DAMA) Group
at NSLS-II, is responsible for the EPICS/Python
abstraction of the hardware. It contains all the tools to
define custom devices, allows direct EPICS PVs reading
and writing and defines how each device will work when
the system is running a scan.
Bluesky, also a Python library developed by DAMA
group, works with objects created using Ophyd. While
Ophyd defines the way motors, detectors and other
devices will operate, Bluesky is responsible for
experiment control and data collection. The beamline
defines plans (recipes), containing which detectors and
motors will be used and how the data collection will
happen. At ISS, depending on the situation, both step and

TUPHA211
962

Experiment Control

fly scans will be used: step scans are used mostly for
simple motor / detector scanning and tuning and fly scans
are used for real data acquisition.

GUI
The graphical user interface was created to help users
follow the expected flow to set up everything and do
experiments. It is a tab-based application (Figure 2) where
the user should go from the first to the last tab, using
features as they are needed.
The first three tabs (“Beamline Status”, “Trajectories”
and “XIA”) are used to prepare the beamline, detectors
and motors for the experiment, the next two tabs (“Run”
and “Run Batch”) are used to run experiments and the last
tab (“Processing”) is used for data processing.
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been created. All the parameters for each energy range are
defined in a JSON file. To setup the beamline for a
different energy, the user presses a button in the first tab
of the software, “Beamline Status”, a dialog pops-up,
describing all the new parameters for this specific energy
and the user has the option to confirm or cancel. After
confirming, everything will move to the right value
automatically in the right sequence.

Tuning
After preparing the beamline for a specific energy, the
next step would be to tune the beamline. “Tuning” the
beamline means finding the best settings to deliver as
many photons as possible by changing some beamline
variables (pitch of the monochromator, for example).
Another feature in this tab is scanning a motor while
collecting data from a detector. The user can choose any
motor and detector, define a range and the step size for
this scan, the software will run the scan and live plot it.
The user has the option to move the motor to the desired
position by clicking on the graph.

Trajectory Generation
In the following step users must specify the energy
range to be used to scan their samples for each
experiment. In the “Trajectories” tab, the user can choose
from four different trajectory types, generate a file
containing all the positions of this trajectory and load it
into the Power PMAC motor controller. The PMAC is
configured to follow the trajectory after receiving a “start”
signal.
The trajectory types are:
• Step – user defines energy positions (eV) and

Figure 2: XLive's GUI - tabs and controls.

BEAMLINE PREPARATION

velocities (eV/s) for each region (pre-edge, edge and
post-edge);
• Sine – user defines first and last positions (eV) and
the duration of the scan (s);
• Double Sine – user defines first, last and edge
positions (eV) and pre-edge and post-edge durations
(s). The motor comes to a full stop in the edge
energy;
• Double Sine/Constant Edge (Figure 3) – similar to
Double Sine, but the user will also define the edge
velocity (eV/s). In this case the motor does not come
to a full stop.

ISS is a very flexible beamline. Its energy range, for
example, is from 4.9 to 36 keV. In order to provide such
great flexibility, a few steps have to be performed before
running specific experiments. The first three tabs of the
GUI are used for beamline setup, trajectory generation
and beamline tuning, respectively.

Currently, the most used one is “Double Sine/Constant
Edge” which seems to be the best option mechanically
since it has the first, the second and the third derivatives
continuous.

Automatic Setup

XIA Configuration

In order to properly change the energy range of the
experiments, some parameters have to be updated: gas
flow and voltage in the ion chambers, filter box position,
which high harmonics rejection mirror will be used – bare
silicon, silicon coated with Pr or silicon coated with Rh –
and BPM Cameras positions (in or out). To make this
process easier and more reliable, an automatic routine has

The third tab, “XIA”, is used to setup the SDD
detectors connected to the XIA Crate. The software has a
semi-automated routine to calibrate the energy range of
each detector. It is also used to define up to twelve ROIs
(Regions of Interest) that will be used by scans.
The output file will have a data column with the
integration of the values for each ROI defined, making it
TUPHA211
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simpler to collect data for multiple energies at the same
time.
Currently the crate has 4 boards and each board has 4
inputs for detectors, giving a total of 16 detectors.
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For sample loops the user adds samples and scans by
simply dragging and dropping them, chooses if it will run
all samples for each scan or all scans for each sample and
sets the number of repetitions of the loop.
A typical configuration of batch mode is shown in
Figure 4.

Figure 3: Double Sine/Constant Edge trajectory example
(nickel K edge).

RUNNING EXPERIMENTS
Once the users finish setting up the beamline (trajectory
for the controller, detectors, mirrors, gases and filters etc.)
they are ready to run the experiment.
There are two different options to run experiments:
regular scans and batch mode.

Regular Scans
The “Run” tab contains everything needed to start
running scans. The user will first choose between “tscan”
(trajectory scan), used for regular experiments acquiring
data from the ion chambers, and “tscanxia” (trajectory
scan + XIA), experiments that will acquire data from the
ion chambers and the SDD detectors from the XIA crate.
The next step is passing parameters to the scan: name,
number of repetitions and delay between each repetition.
Before clicking “Run”, the user has the option to choose
sampling times for ADCs (from 7 us to 115 ms), SDDs
(60 ms minimum, currently) and Encoders. Oversampling
is a common practice, since the more points the scan
generates, the more reliable the data will be after binning.

Figure 4: Typical batch mode configuration.

PROCESSING
Each scan generates a file containing a column for
energy and a column for each detector. After running the
scans, the last step is opening the data, binning and
exporting it. The last tab of the software, “Processing”, is
used for that (Figure 5). The file typically has thousands
or even millions of rows (depending on the length of the
scan and sampling time) before binning and around a
thousand after binning – typical number for spectroscopy
measurements.

Batch Mode
Created to automate scans for multiples samples and
energies, the batch mode is being used more and more by
users. First, the user defines all the samples that will be
automatically scanned, telling the system their X/Y
positions in the sample holder stage. The next step is
creating scans, where the user defines the trajectory that
will be used and the scan type (tscan or tscanxia,
currently). Once samples and scans are defined, there are
two options for telling the system what to do: step by step,
where the user will create every single step of the batch
run or using sample loops.

Figure 5: "Processing" tab showing the results for a nickel
foil.
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The graph on the left shows the pre-processed data (in
blue) and the final binned data (in red). The graph on the
top-right shows the data binned with regular spacing
(usually 2 eV, in blue) and its derivative (in red). The
traces shown in the second graph are used to define the
edge energy (manually or automatically). Finally, the last
graph is a preview of the EXAFS.
The binning is done using a Gaussian Filter, by a
convolution of the original data and a Gaussian function.
A binning output example is shown in Figure 6 below.
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complex. XLive is able handle multiple operations and
provides the best option to make its usability better and to
make it easier to port to other beamlines. The integration
with Bluesky and Ophyd is fundamental for its flexibility.
The system has been used for several months with
satisfactory results and reliability with no major issues.
Users usually learn in reasonable time how to operate it.
The next steps will be to integrate tools for data
analysis to the system, reducing the need for third-party
software and rewrite part of the code to make it even
easier to port to other beamlines.
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ODIN - A CONTROL AND DATA ACQUISITION FRAMEWORK FOR
EXCALIBUR 1M AND 3M DETECTORS
G. Yendell, U. Pedersen, N. Tartoni, S. Williams, Diamond Light Source, Oxfordshire, UK
T. Nicholls, STFC/RAL, Chilton, Didcot, Oxon, UK
A. Greer, OSL, Cambridge UK
EXCALIBUR DETECTORS

Abstract
Detectors currently being commissioned at Diamond
Light Source (DLS) bring the need for more sophisticated
control and data acquisition software. The Excalibur 1M
and 3M are modular detectors comprised of rows of identical stripes. The Odin framework emulates this architecture
by operating multiple file writers on different server nodes,
managed by a central controller. The low-level control and
communication is implemented in a vendor supplied C library with a set of C-Python bindings, providing a fast and
robust API to control the detector nodes, alongside a simple
interface to interact with the file writer instances over ZeroMQ. The file writer is a C++ module that uses plugins to
interpret the raw data and provide the format to write to file,
allowing it to be used with other detectors such as Percival
and Eiger. At DLS we implement an areaDetector driver
to integrate Odin with the beamline EPICS control system.
However, because Odin provides a simple HTTP Rest API, it
can be used by any site control system. This paper presents
the architecture and design of the Odin framework and illustrates its usage as a controller of complex, modular detector
systems.

Excalibur [1] detectors are made up of identical sensor
’stripes’, with 8 Medipix3 readout chips. Each stripe has
its own FPGA data acquisition card, known as a front-end
module (FEM), with a 10Gbit/s optical link. These stripes
are combined into a pair to create what is called a ’module’;
a 1M 2048 x 512 pixel sensor. A 3M simply consists of 3
stacked modules producing a 2048 x 1536 sensor. A primary
feature of the Excalibur is the small pixel size of the sensors,
at 55 um x 55 um. A schematic of the 3M Excalibur DAQ
system is shown in Fig. 1. The design follows a generic
data acquisition framework for detectors, where the Linux
cluster receiving the data simply sees a set of parallel data
links. This allows the software supporting the framework
a large amount of abstraction, simplifying the architecture.
The Excalibur is currently operated at DLS with an EPICS
areaDetector driver [4] controlling and acquiring data from
each individual FEM, with a top level IOC presenting PVs
wired through to the underlying processes. However, this
system is limited both in its control flexibility and its data
throughput and is intended to be replaced by the Odin software stack, described in this paper.

INTRODUCTION
Diamond Light Source (DLS) are currently developing
data acquisition and control software for several modular,
high-performance detectors. Excalibur [1] is the result of
a collaboration between DLS and STFC and has been implemented for the X-ray Imaging and Coherence beamline
I13 to make use of the small pixel size of the detector in
coherence diffraction imaging. The Hard X-ray Nanoprobe
beamline I14 has more recently chosen a 3M Excalibur system for nanoscale microscopy. Another collaboration, between DLS, Elettra, the Pohang Light Source and STFC, is
ongoing to develop the Percival detector [2] for soft x-ray experiments. At the same time, DLS is exploring commercial
options in the Eiger from Dectris. Currently, the VMXi (Versatile Macromolecular Crystallography in-situ) beamline is
commissioning the first of these; a 4M Eiger X detector [3].
With a multitude of modular and scalable detector systems in
development concurrently, an opportunity arose to develop
shared control and data acquisition software stacks to drive
the systems, designed from the very beginning to be detector
agnostic, but with a set of specific use cases to guide the
design process.

Figure 1: A schematic of the Excalibur 3M system [5].

AN OVERVIEW OF ODIN
Devices consisting of multiple individual parts can lead
to complications in the control layer trying to get operate
them together in unity. The Odin software framework is
designed specifically for this modular architecture by mirroring the structure within its internal processes. The data
acquisition modules have the perspective of being one of
many nodes built into the core of their logic. This makes it
straightforward to operate multiple file writers on different
server nodes working together to write a single acquisition
to disk, all managed by a single point of control. It also
means that the difference in the data acquisition stack of a
1M system and a 3M system can be as little as duplicating a
few processes and modifying the configuration of the central
controller. Given the collaborative nature of the detector
development, the software framework has been designed to
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generic, allowing its integration with control systems used
at different sites.
Odin comprises two parts; OdinControl, a central controller, and OdinData, a data acquisition stack, both of which
can be used independently of each other as well as in conjunction. These modules are described, separately, below.

ODIN CONTROL
OdinControl is a HTTP based server host providing a
framework that device-specific adapters can be implemented
for to interface to the control channel of a device. The architecture of OdinControl for the Excalibur use case is shown
in Fig. 2. Adapters can be loaded in an Odin Server instance,
which then provides a REST API that can be operated using just a web page providing the appropriate GETs and
PUTs, corresponding to the attributes and methods in the
adapter API. See Fig. 3 for an example web page for Percival. This can be extended to a RESTful client library that
can be integrated into a higher level control system such as
EPICS. Once an Odin Server instance is running with a set
of adapters loaded, a parameter tree is created in the API
defining the different devices, duplicates of the same devices
and finally the endpoints for those devices, producing logical paths to the parameters and methods of a collection of
separate systems. With OdinControl and a device adapter, a
control system agnostic, consistent API is created that can be
used in a wide range of applications. OdinControl provides
a simple Python API, enabling rapid development of device
adapters. Because of the generic architecture of OdinControl it does not need a tight coupling to OdinData; it is also
interfaced via adapters, just like Excalibur or Percival, to
provide a REST API for a set of methods. This keeps the two
parts of Odin entirely separate, achieving a good software
design with loose coupling and high cohesion.

Figure 2: OdinControl architecture showing Excalibur use
case.

ODIN DATA
OdinData gathers incoming frames from a data stream
and writes them to disk as quickly as possible. It has a
modular architecture making it simple to add functionality
and extend its use for new detectors. The function of the
software itself is relatively simple, allowing a higher-level supervisory control process to do the complex logic defined by
each experimental situation and exchanging simple configuration messages to perform specific operations. This makes
it easy for the control system to operate separate systems
cooperatively.
OdinData consists of two separate processes. These are
the FrameReceiver (FR) and the FrameProcessor (FP). The
FR is able to collect data packets on various input channel
types, for example UDP and ZeroMQ [6], construct data
frames and add some useful meta data to the packet header
before passing it on to the FP through a shared memory
interface. The FP can then grab the frame, construct data
chunks in the correct format and write them to disk. The
two separate processes communicate via inter-process communication (IPC) messages over two ZMQ channels. When

Figure 3: Example OdinControl client webpage for Percival.

the FR places a frame into shared memory, it sends a message over the ready channel, the FP consumes the frame and
once it is finished passes a message over the release channel
allowing the FR to re-use the frame memory. The use and
re-use of shared memory reduces the copying of large data
blobs and increases data throughput. This logic is shown
visually in Fig. 4.
The overall concept is to allow a scalable, parallel data
acquisition stack writing data to a individual files in a shared
network location. This allows fine tuning of the process
nodes for a given detector system, based on the image size
and frame rate, to make sure the beamline has the capacity to
carry out its experiments and minimise the data acquisition
bottleneck.
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Figure 4: OdinData architecture showing Excalibur use case.

Plugins
OdinData is extensible by the implementation of plugins.
The Excalibur detector has a module with two plugins built
against the OdinData library. One for the FR and one for
the FP. These provide the implementation of a decoder of
the raw frame data as well as the processing required to
define the data structure written to disk. As an example,
the Excalibur plugins implement some algorithms [4] to
perform transforms to rotate chunks of the input data, due
to the physical orientation of the chips on the detector. The
implementation of any other detector would simply require
the two plugins to be replaced with equivalents, to process
the output data stream; the surrounding logic would remain
exactly the same.

API
OdinData provides a python library with simple methods
for initialising, configuring and retrieving status from the
FP and FR processes at runtime. These can be integrated
with a wider control system, but can also be used directly in
a simple python script or interactively from a python shell.
This is how OdinData integrates with OdinControl; there is
no special access granted, the interface is generic allowing
it to be integrated with other control systems.

HDF5 Features
To take advantage of the high data rates of modern detectors, OdinData seeks to write data to disk quickly with
minimal processing overhead. To achieve this, the built-in
FileWriterPlugin employs some of the latest features of the
HDF5 library.
The Virtual Dataset (VDS) [7] enables the file writing to
be delegated to a number of independent, parallel processes,
because the data can all be presented as a single file at the
end of an acquisition using VDS to link to the raw datasets.
Secondly, with Single Writer Multiple Reader (SWMR) [7]
functionality, datasets are readable throughout the acquisition and live processing can be carried out while frames are
still being captured, greatly reducing the overall time to produce useful data. Though the real benefit comes when these
two features are combined. A VDS can be created anytime

before, during or after and acquisition, independent of when
the raw datasets and created. Then, as soon as the parallel
writers begin writing to each raw file, the data appears in
the VDS as if the processes were all writing to the same file
and can be accessed by data analysis processes in exactly
the same way.
A more straightforward improvement in the form of a data
throughput increase is found by the use of Direct Chunk
Write [7]. With a little extra effort in the formatting of the
data chunk, this allows the writer to skip the processing
pipeline that comes with the standard write method and
write a chunk straight to disk as provided. This reduces the
processing required and limits data copying. For the Eiger
use case specifically, great use is made of the Direct Chunk
Write to allow writing of pre-compressed images from the
detector to file. Due to the considerable data rate of the
detector, compression is used to reduce network and file
writing load by around a factor of four, depending on the
sensor exposure. Reader applications can use Dynamically
Loaded Filters [7] to read the datasets.

USE CASES
Odin is now starting to be integrated with beamline and
lab detector systems at DLS. The most progress has been
made with Eiger and Excalibur. The two implementations
detailed below are quite different from each other, showing
the flexibility of the software.

Excalibur
Excalibur is the first detector to be fully supported by
Odin. It has FR and FP plugins allowing an OdinData process to serve each FEM of the detectors, as well as an adapter
for OdinControl to provide a complete HTTP API for controlling the nodes. The latest milestone reached was using
OdinData and OdinControl to acquire 10,000 frames from a
1M detector at 100Hz. The Surface and Interface Diffraction
beamline I07 will be the first to commission an Excalibur
operated with this software stack.
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CONCLUSION
Odin has the scope to become an integral part of beamline controls at DLS. It serves many currently missing use
cases, such as those that involve very high data rates or require more flexible control. The usage to up to this point
in time has been successful, but there is some way to go
before it can be deployed more widely. The next steps are
to improve stability and to develop some new features required for future use cases. One of these being the ability to
rewind a scan and continue from part way through, which
will require overwriting specific chunks of data through computation of relative offsets in the HDF5 datasets based on
configuration parameters. This will eventually be integrated
into Malcolm [9], another ongoing development at Diamond
to allow concurrent control of multiple different systems,
specifically for, but not limited to, hardware-triggered scans
and mapping [10] of samples.
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EXPERIENCE AND PROSPECTS OF REAL-TIME SIGNAL PROCESSING
AND REPRESENTATION FOR THE BEAM DIAGNOSTICS AT COSY
I. Bekman, C. Böhme, V. Kamerdzhiev, S. Merzliakov, P. Niedermayer, K. Reimers, M. Simon, M. Thelen
COSY, IKP-4, Forschungszentrum Jülich GmbH, Jülich, Germany
Abstract
Diagnostics of beam parameters is vital for the operation
of any particle accelerator and contributes to the precision
of the physics experiments. At COoler SYnchrotron of the
Forschungszentrum Jülich there are several beam instrumentation subsystems with data acquired and processed in
real-time for machine and operator use to ensure safe and eﬃcient performance. Here are presented current development
for the Beam Loss Monitor (BLM) with regard to usage of
ﬁeld programmable gate arrays (FPGAs) to achieve fast data
processing and integration into the Experimental Physics
and Industrial Control System (EPICS) used at COSY. Also
presented is a way to create and run Graphical User Interfaces based on EPICS variables with Control System Studio
(CSS) connected to a data archiving system to display and
use previously collected data.

COOLER SYNCHROTRON
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a diagnostic challenge for the beam parameter monitoring.
One such parameter is beam loss rate.

BEAM LOSS MONITOR
The beam loss monitor system (BLM) shows loss of particles from the beam orbit. There are numerous processes
during machine adjustment and operation contributing to
beam losses, which are not easy to quantify or predict. This
imposes several requirements on a BLM system: permanent
and fast monitoring, logging, and feedback to the operators.
The BLM system in COSY consists of 9 radiation detectors (7 along the ring and 2 on the extraction beam line) (cf.
ﬁgure 1). Figure 2 shows the signal ﬂow scheme of each
BLM crate.










 









Jülich particle accelerator and storage ring COSY (ﬁgure 1) is operated for proton or deuteron beams in the energy range of 45-2880 MeV for protons. Beam polarization,
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Figure 1: COSY elements: red, black, and smaller dark
green blocks - magnets, blue circles - BLM detectors, green
circles - H0 detectors (for neutral particles from electron
cooling);

Figure 2: BLM signal ﬂow scheme: particles produce light
in the scintillator, which is then converted to analogue electrical signals in the photomultiplier; these are discriminated
and then digitized by the Red Pitaya (DAQ); the counts are
collected and published to the EPICS [2] network from the
IOC.

HARDWARE
The radiation detectors are made of encapsulated scintillating material (plastic or liquid) coupled with photomultiplier
tubes (PMT). The detectors were calibrated using radioactive sources and deployed along the ring in likely or known
loss locations. Installation of more detectors is planned.
Each BLM crate contains modules for PMT high-voltage
and preampliﬁer voltage supply, as well as a discriminator module developed and produced in Forschungszentrum
Jülich. The discriminators are able to process both positive
and negative detector pulse polarities, with 2 mV granularity
(ﬁgure 3) and have 5 analogue inputs. The data acquisition
(DAQ) is performed by a Red Pitaya board [3], which is
embedded in each discriminator module.

stochastic and electron cooling, storage times between few
seconds to several hours and the ﬂexibility of beam optics
make COSY an ideal research site with a physics programme
including machine studies and detector tests for FAIR project
and preparations of the measurement of electric dipole moment experiments (EDM [1]). The same features are posing
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A Linux image of only 14MB is shipped with the Red
Pitaya and runs a complete operating system, including the
SSH server, nginx server, and busybox tools. The EPICS
3.15 base [2] was cross-compiled and added to the system
providing full EPICS server and Channel Access functionality. A custom IOC with speciﬁc device support was written
to control and communicate with the FPGA, process the data
and serve the BLM Process Variables (PVs) to the clients
on the network. NTP synchronization with a central COSY
server is used to ensure correct data context with other diagnostics and control devices.
One of the clients is the GUI described below, another is
the Archiver appliance, which is recording the relevant data
for all IOCs and is used to correlate data posteriori.

COUNT TAKING SCHEME
The FPGA counts the input signals and has to deliver
consistent data and the following scheme was developed to
read-out the input rates.
Figure 3: BLM hardware: the upper picture highlights one
installed detector with scintillator and photomultiplier tube
inside; the lower picture highlights the Red Pitaya board on
top of a custom made discriminator module (usually housing
a single Red Pitaya).

DATA ACQUISITION - RED PITAYA

Figure 4: Red Pitaya board photograph, two analogue input
and output pairs are visible on the left, LAN port, SD card
with operating system and ﬁrmware on the right. [3]
The Red Pitaya board is a cost eﬃcient data acquisition
platform containing a Xilinx Zynq-7010 SoC, two 14-bit
ADCs, 16× GPIO pins routed to the FPGA, dual-core ARM
processor, 512 MB DDR3 RAM, SD card for the operating
system and several other peripherals.
The Source code of the SoC FPGA ﬁrmware is provided
by the manufacturer and was altered to implement functions
needed for the BLM system-speciﬁc counting scheme (see
below) and GPIO read-out. The FPGA allows to process two
ADC inputs and up to 16 GPIO inputs in parallel without
any dead-time at 125 MHz sampling.
Signal input rates as fast as 30 MHz were tested successfully; the operation is limited mainly by the scintillator speed
and signal pile-up.

Figure 5: Count taking scheme: signal representations for a
single input signal signal_i, clock CLK, and corresponding counter integers counter and clk_counter, keep input signal keep_i, and output integers counter_keep_o
and clk_counter_keep_o. Rising edges of signal_i
and CLK increment corresponding counters; rising edge of
keep_i triggers storage and output of the integers in corresponding additional registers
All input signals and the clock are counted independently with 32-bit depth, ﬁgure 5 shows an example for one
counter. Edge sensitivity can be set independently for all
inputs - rising edge sensitive in the example. On positive
edge of keep input signal, the state of all counters including
the clock are stored in additional registers for asynchronous
read-out (sample and hold), allowing precise and lossless
rate estimation independent of CPU or network latencies.
EPICS PV scan rate of 10Hz is used to trigger the read-out
via keep and publish the data which is suﬃcient for daily
monitoring.

Burst Mode
For rapidly changing inputs an additional data taking
mode was implemented. Initiated by an external trigger,
which may be manual or timed to a speciﬁc event in the machine, the keep register is toggled at about 38.4kHz taking
105 values for 4 counters and the clock. The values are read
and cached, before they get published via a waveform PV
every few seconds. The toggling is driven by the IOC, so that
typical (non-low-latency) operating system constraints of
TUPHA213
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parallel running processes apply - the sampling periods deviate 1% of the time with the distribution shown in ﬁgure 6.

Figure 6: Measurement of the read-out rate in the burst
mode; the clock PV waveform was recorded from the IOC
and several measurements were stacked and histogrammed.
The mean time slices dT is 26μs, with signiﬁcantly longer
(undesired) time slices of up to 500μs occur with less than
1% probability (integral)

BEAM LOSS MONITOR - GUI

Figure 8: CSS [5] is a programming tool based on eclipse.
It is made to create GUIs on an EPICS control system fast
and easy. You can choose from all common widget types
which can be placed with drag&drop. These widgets can
be connected to a PV. It updates when the PV changes and
sets the PV if the user changes the widget value. To control
the widget properties, rules can be added to the widgets.
For more complex functionality you can add java or jython
scripts.

OUTLOOK
BLM Hardware
Several improvements are to be implemented for the beam
loss monitor system. FPGA driven read-out of the BLM
with suﬃcient FIFOs and a DMA-like scheme has to be
implemented to achieve sub-μs rate sampling granularity.
Integration of the charge under a pulse additionally to the
pulse count is envisaged to address pulse pile-up and achieve
better resolution in energy deposit recognition.

BLM GUI
As it is the GUI only shows live values. We plan to refer
the beam losses to the cycle by plotting the losses against
cycle time. We also want to add up the losses of one cycle
to get the total losses.

REFERENCES
Figure 7: The Beam Loss Monitor GUI was made with
Control System Studio (CSS). The background is a picture
of the COSY ring to see where which BLM is installed. For
each BLM there is a graph that shows the beam losses over
time. Detailed views open with a click on one of the graphs.
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Another example of the use of the CSS along the BLM
system is the recently upgraded Beam Position Monitoring
(BPM) system at COSY [4]. Here the CSS GUI and EPICS
back-end are to be used to control system parameters such as
gain, the calibration, and measurements parameters as well
as for the data acquisition and processing.
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CURRENT STATUS OF IPM LINAC CONTROL SYSTEM
S. Haghtalab, F. Ghasemi, M. Lamehi, S. Ahmadian
School of Particles and Accelerators, IPM, Tehran, Iran
F. Abbasi Davani, Shahid Beheshti University Radiation Application Department, Tehran, Iran
Abstract

This paper reports the progress of the control system
for IPM 10 MeV accelerator. As an electron linac, it consists of beam injection acceleration tube, radio frequency
production and transmission, target, diagnostics and control and safety. In support of this source, an EPICS-based
integrated control system has been designed and being
implemented from scratch to provide access to the critical
control points and continues to grow to simplify operation
of the system. In addition to a PLC-based machine protection component and IO interface, a CSS-based suite of
control GUI monitors systems including Modulator and
RF, Vacuum, Magnets, and electron gun. An overview of
this system is presented in this article.

INTRODUCTION
The IPM Electron Linac is an 8 MeV (upgradable to 11
MeV) electron linear accelerator under development at
the Institute for Research in Fundamental Science (IPM),
Tehran, Iran. Design and development of this linac is in
its final steps and it will be commissioned within next few
months.
This machine is an S-band travelling wave linac with
the current of up to maximum 10mA that works in π/2
phase advance operation mode. The main parameters of
the machine are given in Table 1.[1]
Table 1: e-Linac Parameters
Parameter
Beam Energy
RF operating frequency
Max. Beam current
Pulse Repetition Frequency (PRF)
Injection energy
Pulse width

Value
8 MeV
2997 MHz
10 mA
250 Hz
45 keV
10 μs

While the accelerator is being built and brought online,
a remote control system is being developed in parallel to
run it, with features added on demand as the accelerator
grew in complexity and as tasks amenable to automation
became apparent. For this control system, we had several
choices as the basis for the bulk of the control system. We
used Siemens Step7-300 PLC which provide basic IO and
machine protection functionality. For this reason, on the
first steps of designing and implementing of the control
system, we also selected WinCC because of its good integration with S7 PLC’s. Some GUI screen designed by
WinCC to operate the Beam injection subsystem.
In the latter design of the control system, we choose
EPICS as the main control system architecture because of
its flexibility to communicate with devices with various
protocols and also gain the experience of using EPICS
due to its wide usage in large accelerator facilities.

OVERALL ARCHITUCTURE OF
CONTROL SYSTEM
Control system of IPM e-Linac follows a standard
“three-layer” model of distributed architecture, which are
OPI layer (operator interface), the front-end layer, and the
device control layer. One set of PC/Linux are used for
EPICS IOC development and Client Apps. The platform
of the control system is based on EPICS system, which is
widely applied in large accelerator facilities. EPICS provides a structure of three parts: IOC (Input and Output
Controller) running on server-end, CA (Channel Access),
OPI (Operator Interface) running on client-end [2]. In this
control system, EPICS plays an important role in order to
connect different devices with different protocols to the
control system. As shown in Figure 1, the Soft IOC runs
on a Linux client console that communicates with client
application such as CSS, Matlab etc. with channel access
protocol.

Figure 1: Layout of IPM e-Linac control system network architecture.
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All the devices except CCD camera is connected to the
TCP/IP Ethernet via Moxa Industrial switch, which will
be used as a physical communication backbone. The network that building by industrial Ethernet switch is required to work steady under the extreme conditions, such
as high temperature, electromagnetic interference. Thus
the critical control equipment and interlocking protection
devices is constituted by the industrial Ethernet switch
The Gigabit Ethernet CCD camera has been connected
to the console with the located GigE switch which is used
for computer networks. A stepper motor will be used in
order to control the position of YAG plane. The S7-PLC
will send the pulses to the motor and receive the position
using encoder in its AI card. The connection of EPICS
and this diagnostic system will be performed using AreaDetector module and MATLAB and MCA in order to
analyse the image.
Serial devices, (such as Pfeiffer vacuum gauge, Step7200 PLC, RF attenuator and oscilloscopes that don’t support USBTMC protocol) using either RS-232 or RS-485
standards, are connected to Moxa NPort 5650 Serial server, allowing the different kinds of serial devices to be
accessible over a TCP/IP based Ethernet. The COM ports
are mapped that makes it easy to send and receive command between the IOC and devices using StreamDevice
and ASYN.[3]
In order to connect oscilloscopes with USBTMC port
to the control system, we user Raspberry Pi to act as an
IOC. This Single Board Computer (SBC) connects to the
oscilloscope via USBTMC and send the screens via CA to
the control system.
EPICS act as a middle layer between the devices and
client applications. PV data collected by controller will be
stored in EPICS real-time database. Client apps like Vacuum control program could fetch the PV data from EPICS
real-time database by creating channel accesses and calling related functions.

PLC CONTROLS
In addition to a Siemens S7-200 PLC which controls
the modulator and klystron, a Siemens S7-300 PLC system provides machine protection functions. This system
monitors pressure set points on vacuum gauges throughout the system, quickly sealing off the gate valves if an
overpressure condition is detected. It also monitors water
flow and temperature through the solenoids and cooling
systems to prevent overheating. The PLC provides a permissive signal to the facility relay logic system, preventing operation of the RF system if an error in any of these
key parameters is detected. This system controls the vacuum gate valve, the mechanical system that insert YAG
diagnostic screens into the beam at various points, and
monitors the water temperature via several RTDs. The
PLC hardware also serves as a general purpose analog
and digital I/O device, that communicate with devices
using analog voltage or currents. It also serves up access
to EPICS through s7nodave driver. S7nodave for EPICS
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is a device support based on Asyn and libnodave that
communicates with S7 (or compatible) PLCs.

GUI INTERFACES
CSS has been chosen for designing the GUI for the
IPM e-Linac control system because of its good functionality and integration. CSS is a collection of tools: Alarm
handler, archive engine, as well as several operator interface and control system diagnostic tools. Most of them
deal with Process Variables (PV), i.e. named control system data points that have a value, time stamp, alarm state,
maybe units and display ranges, but they do this in different ways. One tool displays the value of a PV, one displays details of the PV configuration, while another concentrates on the alarm state of a PV. Each individual tool
deserves some attention, and the Experimental Physics
and Industrial Control System toolkit, EPICS, indeed
offers each functionality as a separate tool. A key point of
CSS is the integration of such functionalities [4].
Figure 2 shows the electron gun operator screen. Vacuum and modulator system status are displayed on a separate screen, along with the magnets and cooling system.

Figure 2: Electron gun operator screen.
Figure 3 shows the vacuum setting screen. Here, user
can see the sensor channel status, set the sensor On/Off,
set the poll interval as well as setting the general vacuum
gauge settings.

Figure 3: Vacuum setting operator screen.
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CONCLUSION
Design and development of IPM Linac control sys-tem
is still in progress. Our objective is to develop a reliable,
flexible and up to date control system. Some part of this
control has been implemented and other parts will be
designed in parallel while the other part of the accelerator
being built.
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CREATING INTERACTIVE WEB PAGES FOR NON-PROGRAMMERS*
T. D’Ottavio†, P. Dyer, G. Marr, S. Nemesure, Brookhaven National Laboratory,
Upton, NY, USA
Abstract
This paper describes a new web page creation system
that allows web developers with limited programming experience to create interactive displays of control system
data. Web pages can be created that display live control
system data updating in real-time, as well as data stored
within our logging/archiving and database systems. Graphical, tabular, and textual displays are supported as well as standard interaction techniques via buttons, menus and tabs. The developer creates a web page
using a custom web page builder. The builder presents a
web page as a user-defined grid of tiled cells. The developer chooses the display style of each cell from a list of
available cell types and then customizes its data content. Final polish can be applied using HTML and
CSS. Specialized tools are available for creating mobile
displays. This paper shows examples of the web pages created, and provides a summary of the experience of both the
web developers and users.

INTRODUCTION
The Operations group within the Collider-Accelerator
department at BNL has the job of setting up and running
our many machines in a way that satisfies the physics experiments currently in progress. As part of that job, they
need to communicate the status of the facilities to experimenters and internal machine specialists, as well as scientists around the world that are interested in our research.
Our Operations personnel are trained as physicists and
generally have little or no web programming experience.
So, they have had a difficult time over the years putting
together web pages that provide user interaction and live
displays. This paper describes work done to address this
problem. The goal was to put together a web page construction tool that would let a developer create interactive
and live updating web pages without having to understand
web programming beyond some familiarity with HTML
tags and CSS styling. A similar system was developed at
DESY for building synoptic displays [1].

WEB PAGE BUILDER
The approach taken was to construct a web-based tool
that lets the user create and view a web page in a way that
closely matches the way that web page would be displayed.
The user lays out the web page as a grid of tiled cells of
varying sizes. Then the content of each cell is adjusted so
that it either 1) displays data (label, table, chart, etc.), or 2)
provides UI interaction (link, button, menu, etc.). The finished product is saved in an XML file. An example builder
window is shown in Fig. 1.
___________________________________________

* Work supported by Brookhaven Science Associates, LLC under Contract
No. DE-SC0012704 with the U.S. Department of Energy.
† Email address dottavio@bnl.gov

Figure 1: Web page construction interface
As seen above, the web page construction tool, which we
call DashBuilder, is itself a web page that contains several
tabs where the user defines various aspects of the web page
that is to be built. Below is a summary of the functionality
on each of the tabs:
 File – The web page description is stored in a file.
This tab shows the file currently being edited and allows for saving, versioning, and switching the file.
 Page – Here a user indicates how frequently the web
page should be updated (1-60 secs). The user can also
specify the tabs to be shown and what should fill them.
A theme can also be applied.
 Grid – This tab specifies the size (number of rows and
columns) of the cell grid that should be used. Here
the user can also specify the relative size of the selected row and column.
 Cell – Here a user defines the size of the selected cell
by specifying the number of rows and columns that
the cell spans. Adjustments can also be made in terms
of width/height percentage and alignment.
 Content – The content of the selected cell is specified
here. Choices include Label, Image, Video, Table,
Link, Web Page, Slide, PPM Select, Time Select,
Web Select, Tree Select, Pet Page, Gpm Monitor,
Logged Data, FDA Plot. Once a choice is selected,
the user can specify details, for example, the path to a
Web Page or the contents of a Table.
 CSS Style – Final polish to the page can be specified
on the CSS tab. Here, all the normal CSS styling rules
apply. Each cell type has a known CSS class name,
or the user can specify a CSS name for a cell.

TUSH101
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 Preview – When selected, this tab allows the user to
view the web page as it would be viewed within a separate browser tab or window.

Cell Content
Much of the UI for the DashBuilder program is devoted
to laying out the interface for the constructed web page.
But it is the number and quality of the cell content types
that are most important in determining the quality of the
web pages produced. Broadly speaking, the cell types fall
into three categories: user interactions, generic displays,
and controls-specific displays.
The Link and the various Select cell types are examples
of user interaction cells. In some cases the interaction affects other cells on the page. For example, a Web Select
cell loads an associated Web Page cell. Generic display
types include the Image, Video, and Web Page cell types.
The controls-specific cell types provide the most important functionality. They allow the user to display live
or stored data from the control system within labels, tables
and charts. We use a bracket notation, [controls name], to
specify where a live device value should be inserted within
the text of a Label or Table.
Most of the leverage for this builder, however, comes
from reusing existing files and file formats that we have
used for years to support our heavily used, generic applications. We have three programs that are used for generic
controls display – 1) PET – displays live controls data in a
tabular format, 2) GPM – displays live controls data in a
graphical format, and 3) LogView – displays stored controls data in a graphical format. Each of these programs
has a file format that specifies the specific data to load, and
each has a large set of existing files generated over many
years. Our web page builder is able to read these files and
display them within the Pet Page, Gpm Monitor, and
Logged Data cell types. This capability made it much easier to build a powerful web page construction tool.
Another important feature of this editor is that the constructed web pages can be nested. That is, one saved web
page can be embedded inside another by specifying the
path to the DashBuilder file within a Web Page cell description. This means that very complex web pages can be
constructed using this design.
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tools. We are using the chart and mobile add-ons. The
basic Vaadin tools are free, but add-ons and support require
purchase.
Web Browser Clients
HTML/Javascript
Google Web Toolkit

Vaadin Toolkit
Java EE Server
(Payara/Glassfish)

Display Files
Live Devices
Stored Data

Figure 2: System diagram and tools.
In addition to the Vaadin tools, the system is supported
by our own set of HTTP services, which are used for the
retrieval of data from live devices, and data stored by our
logging and database systems [6].
The server also needs access to the file system. To display a web page, the server is passed a relative path to a
saved web page description file that contains information
about the page layout and cells to display. And, as noted
above, those cell descriptions often contain pointers to files
created by other generic programs that describe table or
graph displays.

VIEWING WEB PAGES
To display a web page constructed with this system, the
user constructs an HTTP request that points to the saved
web page description file. Fig. 3 shows an example.

System Design
This section describes the infrastructure that is used to
support both the construction and the display of the web
pages produced by this system. As seen in Fig. 2, the system uses clients (web browsers) that talk to Java EE servers. We are currently using a Payara [2] server, which is
based on a GlassFish [3] design.
A key to the system design is the use of web user interface tools provided by the Vaadin Toolkit [4]. This is a
powerful set of tools that allows the developer to construct
web user interfaces by writing code in Java that runs on the
server. At runtime, the Java descriptions are translated into
widget descriptions used by the Google Web Toolkit [5],
which itself translates those descriptions into HTML and
Javascript. Vaadin also supports a wide variety of add-on

Figure 3: A displayed web page.
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A specialized web server, which we call DashServer, was
setup to display the web pages described by the files created by the DashBuilder program. The same Java EE technology described in the previous section is used to display
the web pages.
As can be seen from Fig. 3, web pages produced by this
system can be very complex. This is made possible by the
ability to nest saved web descriptions inside other descriptions. The example above actually uses 11 separate description files to create the web page. Most of those files
describe what is to be viewed when the user selects one of
the 8 tabs.
The DashServer supports continuous updating of Controls data displayed anywhere on a web page. This is accomplished by a client/server polling mechanism built into
the Vaadin toolkit. The server updates its user interface as
needed, and the client periodically polls for a refresh of the
user interface. The polling frequency defaults to every 3
seconds, but the user can adjust this value within a range
of 1 to 60 seconds.
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celerator complex. The background colors indicate the status of each program. Clicking on one of the colored areas
will bring up a summary screen for that program. Even
more detail can be obtained by clicking on the Details tab,
which brings up the menu screen shown in Fig. 4. Fig. 5
demonstrates the quality of the tabular and graphical displays that can be produced by this system.

MOBILE WEB PAGES
Over the last few years, there has been a lot of interest in
developing status displays for smartphones. Much of the
system as described allows for web page displays on modern smartphone web browsers. In addition, Vaadin offers a
mobile toolkit containing specialized user interface widgets that work nicely on mobile displays.
This allows a user to build web pages targeted at mobile
devices. We set up a specialized web server (DashMobile)
that we use to display these mobile web pages. The developer builds pages targeted at desktop or mobile displays,
and then directs users to one or the other of the servers to
get the correct display.
Several screens from the mobile web application built by
our Operations group are shown in Figs. 4 and 5.

Figure 5: Mobile application tables and chart.

CONCLUSIONS AND FUTURE WORK
With a few month’s effort, it is possible to put together a
web page creation tool that allows non-programmers to
create status displays that are interactive and complex.
Leverage for us came from utilizing Vaadin and Java EE
technology and from reusing tabular and graphical file formats that already existed within our facility.
Currently, the developed web pages do a good job of adjusting to various window sizes on desktop displays and
generally do the right thing when the user adjusts a window
size. Ultimately, however, we would like the web page developer to be able to build web pages whose content automatically adjusts to the platform where the content is being
displayed – mobile or desktop.
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PShell: FROM SLS BEAMLINES TO THE SwissFEL CONTROL ROOM
A. Gobbo†, S. Ebner
Paul Scherrer Institut, 5232 Villigen PSI, Switzerland.
Abstract
PShell is a DAQ scripting tool developed at PSI, in use
since beginning of 2015. Initially a beamline data acquisition system at SLS, PShell is being used by various
groups for creating tools for the commissioning and operation of the SwissFEL machine.
New features were added to meet SwissFEL requirements, such as supporting beam synchronous data and
streamed cameras. In addition to providing a workbench
for developing data acquisition logic, PShell also offers a
convenient way to create user interfaces (“panels”) to
trigger the execution of logic. In order to improve user
experience and to simplify operation tools these panels
can also be launched and used as stand-alone applications.

INTRODUCTION
The PShell project started in 2014. Data acquisition
software is not standardized at PSI and the Controls
Group aimed selecting a preferred solution, to which it
could provide long term support. This tool was meant to
be offered as an alternative to new systems, and also for
replacing existing aged or ad-hoc solutions. It should be a
natural successor of FDA, another DAQ software developed in-house, which had a graphical and declarative
programming style, but showing limitations, as many use
cases fit better the use of scripting.
The make or buy decision was not trivial. The group
spent time assessing existing alternatives such as GDA
[1], and Sardana [2], but a different concept was aimed. It
was intended a lighter and more flexible solution, based
in modern tools, aligned with the standard protocols at
PSI: REST [3] for service configuration, ZMQ [4] for
data streaming, EPICS for hardware access. Furthermore,
a tool not attached to a GUI toolkit, not using any heavy
framework. The GUI aspects should be entirely detached
and the final goal is the use of web and mobile interfaces.
Even if the main GUI environment (called “workbench”)
is currently Swing-based, it is a stepping stone towards a
full functional web based front end.
Another non trivial decision was the technology to use
– Java or Python. Java offers a more stable development
platform, allowing more control of the project in the long
time, providing greater reliability due to the nearly inexistence of native code, and also providing frictionless
updates – what was particularly interesting for a server
software intended to have high availability. Java offers
great advantages regarding deployment as well, comparing to Python. Furthermore, it would simplify rich client
development and enable scripting on any dynamic language supported by the Java scripting API, such as Python (with Jython 2.7 [4]) or JavaScript. The Python plat___________________________________________
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form have, in other hand, NumPy and the scientific software stack based on it, which would enable data analysis
embedded in the data acquisition scripts, using libraries
known to the user. NumPy cannot be loaded directly in
Jython because it contains native libraries.
The reasoning for the choice of Java was that, even in a
pure-Python solution we cannot avoid interfacing to external data analysis software: for performance reasons,
and also for interacting with code written in MATLAB or
a different version of Python. Another push for the Java
solution is the existence of ways to run CPython code in
the same process with little overhead, such as JEP [5],
which is a solution for non-demanding cases.

ARCHITECTURE
The project is based on Java 8. In the beginning of the
project it was clear the great variety of uses of this software, as different beamlines had different experiences,
tools and expectations. The focus was standardizing the
logic and data layer, but leaving the users free on the
choice of GUI. In this way even if beamlines have different preferences for interfaces, the DAQ code is homogeneous.
To reach this goal PShell provides architectural freedom. Logic is executed by a core engine, and interfaces
can be CLI (using the command line interface), GUI (the
embedded workbench, running on the same process as the
core), remote (a custom developed application), web
(using the built-in web client or a custom web application) or mixed. The core engine can also be embedded in
other Java applications.
The workbench can be the user front end, or else just
used as a development environment. PShell can be executed then in pure server mode, having custom user
graphical interfaces.
Remote access benefit from a built-in web server and a
REST interface. Writing client code is simple. Remote
calls typically trigger and monitor script execution, evaluate interpreter statements, monitor devices and access
data.
Regardless the architectural choice, PShell runs in a
single process, and is deployed as a single jar file. Figure
1 shows a diagram of the relations between the system
components.

Core Engine
The core engine consists of:
 Script interpreter based on the Java Scripting API.
Python is the primary language (Jython 2.7) but JavaScript and Groovy are also supported. A set of
built-in functions is available for user scripts, simplifying scanning, plotting, data persistence and data
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analysis. Some function names are inspired by SPEC
[6].
A data persistence manager, having HDF5 [7] as the
default file format, but also supporting text files. The
data model in PShell assumes a hierarchical storage,
and extension libraries can add support to other hierarchical file formats. Scan data can be automatically
saved using data layout schemas. There are predefined layouts, but they can also be customized.
A plugin manager for loading extensions and
plugins, in the form of .jar files, or else .java files
dynamically compiled.
A global device pool. Scripts can reference devices
declared in the device pool and can create new ones.
EPICS, Modbus, serial, sockets, PSI detectors and
stream cameras are supported out of the box but new
device families may be added in extensions.
Automatic versioning system based on GIT. A local
repository includes the scripts, configuration files,
and the user plugins. Files are automatically committed every time scripts are executed. The local repository can be automatically pushed to a remote GIT repository.
A command line console interface.

Server
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 Simple libraries, making classes available to the core
and scripts at run time. For example libraries can add
new family of devices, data file formats or mathematical algorithms.
 Workbench components, adding or replacing functionality using Java’s Service Provider Interfaces
[11], a standard way to create extensible applications
in Java. By implementing certain interfaces defined
in PShell, and declaring them in a configuration file
within the extension .jar file, the feature can be identified and used. Examples are registering a new plot
types or a new logic executing components in the
workbench.
User plugins must contain a class implementing the
Plugin interface. Through this interface the plugin receive
events from the core engine, have access to the current
context, control the execution of scripts, evaluate commands in the interpreter and access the device pool.
Plugins should be placed in a specific folder. They can be
in two forms:
 Static: a project compiled into a .jar file.
 Dynamic: a single .java file, implementing the
Plugin interface, compiled on-the-fly, as needed
(recompiled if the source file changes).
Plugins can be configured to be loaded on start-up, and
can be dynamically reloaded in the workbench.

PShell has multiple server options. It contains an embedded web server and a REST interface which provides
access to all core functionalities. The standard web client
allows controlling script execution and features an interactive console, plotting and data access components. A
data server, based on ZMQ, streams out scan data and
also provides access to data files. Finally, a raw socket
connection gives access to the console.
The web client technology is currently based on
HTML5, jQuery [8], Flot [9] and Bootstrap [10].

Workbench
The GUI workbench constitutes a development environment for scripts and also an alternative for end user
interface, providing:
 Script editor with code auto-completion.
 Advanced console with auto-completion and command history.
 Script execution control and debugging.
 Plotting environment.
 Data browser.
 Image renderer.
 System configuration panels.
 Device configuration and supervising panels.

Add-ons
Other than scripts, the system can be customized with
extensions and plugins.
Extensions are merely .jar files, placed in a specific
folder and added to the class path. They can depend on
PShell .jar file or not. Two different types of extensions
can be created:

Figure 1: Component diagram

Panels
Advanced users can work directly on the workbench,
but custom graphical user interfaces are useful for guiding
and simplifying the user experience, for inputting and
checking script parameters, for better presenting the results, and also for hiding scripts from end users. A simple
method for creating custom interfaces was aimed.
Users can quickly learn coding DAQ scripts, and ideally they should be able to create custom GUIs to trigger
those scripts just as easily, in the same way they can create synoptic caQtDM [12] panels with no programming
background.
PShell proposes a straightforward solution to create end
user graphical interfaces to DAQ scripts. It is called “panel”, a special type of graphical plugin that can be loaded
to the workbench, and also can be executed detached, as a
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stand-alone application. When detached, the plugin runs
in its own process and holds an instance of the core engine, as if the core was running embedded in an external
application. Detached mode is selected by a command
line option, with the name of the panel to be loaded.
A panel consist of a single .java file, dynamically compiled as needed. Panels can be created and loaded within
the workbench, where they can also be edited. However
the suggest way to edit panels is by using Netbeans Swing
GUI editor [13], which is a very user-friendly environment for GUI development in Java. Swing components
are drag and drop to the user panel. PShell internal widgets are also available for composing these interfaces - for
plotting, image rendering, and device control. The panel
can access the core engine and easily control the execution of scripts, in an asynchronous fashion.
It was desirable that the panel inherits JPanel (so it can
be placed in any Swing container), but also that it inherits
a Plugin class, so that it contains all methods needed to
interface the core. The use of auxiliary classes in order to
access plugin functionality would make the panel programming more difficult for users with no experience in
Java: plugin methods should be directly available in code
completion. The intended design was possible by making
use of “default methods”, introduced in Java8. All plugin
functionality is coded in default methods of the Plugin
interface, implemented by Panel class. Java8 does not
support multiple inheritance of state, just of behavior. But
assuming that there is only one running instance of a
plugin, it is possible to build a global dictionary of plugin
states, in fact realizing a multiple inheritance of state.
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but not performant, only fitting cases when the overhead
of instantiating Python is negligible. A better solution is
obtained by using JEP. A CPython interpreter is created in
the same process, sharing the same memory space. With
simple wrapper calls, CPython code can be called directly
from DAQ scripts. The overhead is just a memory copy
each time Java arrays are transformed to/from a NumPy
array. JEP supports both CPython 2 and 3, no matter
which DAQ scripting language is used.

FIRST DEPLOYMENTS AT SLS
The first deployment of PShell was on beamline
X03DA (Pearl) at SLS, in production since February
2015, with an increasing scope over time. All user interfaces for this beamline data acquisition are done within
the workbench. There are 4 typical DAQ experiments at
X03DA. For each one a specific panel has been created,
so most user operation is straightforward. Non-standard
experiments are scripted. Figure 2 shows a screenshot of
user interface at X03DA.

Data Analysis
Online data analysis capabilities were the greatest challenge for proposing a Java-based DAQ solution. Different
solutions were implemented to deal with the problem.
The first need was a set of basic mathematical functions, accessible to scripts, to deal with the common calculations following a scan, in particular typical beamline
alignment problems: fitting (polynomial, harmonic,
Gaussian), peak search, least square optimization, derivative, interpolation, FFT, and statistical functions. These
were implemented with the use of Apache Commons
Math [14]. Façade methods were written to provide simple access to this functionality on user scripts.
The second need was imaging processing algorithms.
PShell includes ImageJ [15] binaries, and provide many
helper functions for scripts using ImageJ, such as image
conversions, basic operators, convolution, Euclidean
distance map, thresholding, binary operations, FFT and
particle analysis.
Finally, it remains the problem of interacting with CPython code using NumPy/SciPy. The issue is not running
externalized data analysis (in different processes), which
can be done for example over ZMQ communication, but
finding ways of calling CPython code directly from
scripts. PShell includes functions to start CPython as an
external process, executing a given function with parameters and getting results back. This method is simple to use

Figure 2: PShell workbench at X03DA beamline.
Next systems were installed in X07MA(X-Treme), and
X11MA (SIM) beamlines. In both cases it was implemented scripting and user interfaces for DAQ.
The scope of use in some beamlines is different: on
X06DA (PX3) it is used mainly for beamline optics
alignment, having its functions accessible to the beamline
control software. In this case PShell can be used in server
mode. On X12SA (CSAXS) it has been used for device
test and commissioning.
Currently X07MB (Phoenix) and X10DA (SuperXAS)
are in the process of migrating from FDA to PShell. In
order to facilitate this transition a plugin was included to
load and execute FDA configuration files, and also to
convert those files into PShell scripts.

PShell AT SwissFEL
In the SwissFEL control room most synoptic display
panels are implemented using caQtDM. Although caQtDM enables many advanced operations - for example by
running shell scripts - sometimes it is not enough to build
more advanced utilities, for commissioning, machine
development or routine operation. In those cases a fullfeatured programming language is more appropriate.
PShell is used as an alternative, proposing a structured
TUSH102
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way to produce scripted logic, and also user interfaces. It
has been used by various groups (Operations, RF, Diagnostics and Photonics), both to execute one-time scans,
for testing and commissioning, and also to create permanent operator utilities.
PShell is used in SwissFEL control room since May
2016. New requirements appeared with the use at SwissFEL: support to new families of devices and adaptation to
the use in a control room environment.
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therefore used as a development environment but it is not
seen by the end user (operator). Figure 4 shows a detached panel controlling a DAQ script.

Beam-Synchronous Devices and Data Streaming
The first adaptation for SwissFEL was integrating
beam-synchronous data, streamed over ZMQ at up to
100Hz [16], using the in-house developed BSREAD. This
library provides data serialization and stream control over
ZMQ. The PShell device model was adapted to support
beam-synchronous data, and so were the scanning functions – which can now mix traditional and streamed devices. New functions have been added to deal specifically
with beam-synchronous data.
SwissFEL cameras are accessed through servers, that
stream out images and image processing data also using
BSREAD. The purpose of these servers is to provide
standard measures (such as characterization of the beam)
at 100Hz.
PShell features an imaging framework that allows including new imaging sources. The support to the camera
servers was added, including access to the image processing data. EPICS, beam-synchronous and imaging data
can be used together in the same DAQ process. Figure 3
shows the edition of a DAQ script using mixed data
sources.

Figure 3: script mixing device and imaging sources.

User Interfaces
In the SwissFEL control room, the operation tools are
organized in a start menu called “launcher”, which is
present in all operation consoles. Each menu item starts a
specialized window – such as a synoptic panel. This does
not fit well with the use of PShell workbench – which is
suited to centralize all user operation. In order to adapt to
this organization of tools, it was implemented the use of
panel plugins in “detached mode”. For each script implementing a user tool, a matching panel is created. The
“launcher” menu starts the panels detached, which are
perceived as a stand-alone window. The workbench is

Figure 4: Detached panel plugin.

Multiple Instances
A big difference comparing to beamline operation is
that commonly in beamlines there is a single PShell process, while in the control room there are many.
Each PShell deployment is defined by a configuration
structure in a repository, pushed to a remote GIT server.
We called it a “context”. PShell execution is typically
“exclusive” - only one instance of PShell runs per context. In this way we ensure no conflicting concurrent
access is done, by running only one high-level DAQ
script at a time. Parallelism, if needed, is handled by a
specific API, allowing scripts forking concurrent threads.
We can have multiple visualization clients (local, remote,
web), but a single instance of the core. This behaviour fits
well beamline operation.
In in a multi-console control room environment users
are expected to work on multiple panels simultaneously,
having access to different aspects of the machine. Creating one context for each operator panel would be excessive. For this kind of use, PShell can be started also in
“local mode”, where the context is shared between multiple running instances. Operator panels are launched in
local mode, sharing therefore the same system and device
configuration.
The control room has also a server instance of PShell,
running in exclusive mode, enabling remote access. The
server is needed because some DAQ scripts are triggered
by client software, such as caQtDM panels and external
Python scripts. The server instance can be inspected
through its web interface.
By targeting the server REST interface, clients are able
to start script execution and display ongoing data and
results. In the case of caQtDM, it is easy to make use of
the REST interface to trigger actions, but caQtDM cannot
use it to read back scan data and plot it. The interface is,
in this case, done through EPICS channels. These channels can be created by PShell itself with a Channel Access
Server [17]. The creation of EPICS channels to publish
results is straightforward, and so it streaming out results
over ZMQ streams.
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OTHER USES
Proscan
An environment for automated execution of test scripts
for PROSCAN has been implemented as a PShell plugin.
A test database containing devices and test scripts is loaded and displayed in a table. A test plan defines a sequence
of tests (or groups of parallel execution). Test plans can
be saved and reloaded. They are intended to run automatically, validating different aspects of the facility in the
course of maintenance days.

SwissFEL ESB-MX Sample Changer
PShell is the development platform for the control
software of the new MX sample changer system, in development at PSI to equip the ESB-MX instrument for
SwissFEL. This project benefits from the existing imaging functionalities, inherited from ImageJ, the supported
devices, and from the extensible device model, which
allows to quickly integrate new hardware. Furthermore,
the use of workbench as a the prototyping tool enables a
smooth transition from prototyping to the final product,
allowing people involved in the project to better understand the system as each process is implemented as a
single Python script.

CONCLUSION
During the past years PShell has been used in production environment and has grown in scope. Today it reaches a stable state, where it is able to cope with a wide range
of needs. The project development costs were low thanks
to the number of very high quality libraries available for
the Java platform, and the power of Java IDEs.
Efforts will be made in the future for enhancing the
web interface, in particularly improving the plotting capabilities to match the workbench’s, aligning it to more
modern technologies used within the group such as Polymer [18] and Plotly [19].
The desktop interfaces remain necessary though. The
creation of end user interfaces was much simplified with
the use of panel plugins. This type GUI development can
be carried on even by users with no background in software development.
At SLS an increase in the number of deployments is
expected, as FDA is planned to be decommissioned from
other beamlines and new beamline DAQ systems are
being discussed.
At SwissFEL more emphasis will be put on enabling
the users creating their own graphical interfaces, in simplifying device configuration (for example autocompleting EPICS channel names), and also in providing
better integration with CPython.
A seamless use of CPython remains a major objective.
The use of JEP enables directly calling CPython code
with little overhead and boilerplate code, but writing
wrapper functions remains a difficulty to users, in particularly understanding the conversion between NumPy and
Java arrays. Two possibilities remain to be explored. The
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first is JyNI [20], a project that proposes directly importing native Python modules into Jython. This project is still
in beta state, but should be assessed when a first version
is released.
Finally, an alternative is PShell not targeting the Java
scripting framework for running scripts, but calling CPython in interactive mode – in other words functioning as
an IDE for Python development. PShell built-in functions
should be adapted. The scan library has already been
ported to pure Python. The plotting environment can be
accessed remotely (over ZMQ) and the scanning and
plotting functions can be adapted to use this server interface. The Java device classes wouldn’t be available, but
pure Python counterparts could be created in order the
scripts to be compatible.
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WEB AND MULTI-PLATFORM MOBILE APP AT ELETTRA
L. Zambon*, A. I. Bogani, S. Cleva, E. Coghetto, F. Lauro, Elettra-Sincrotrone Trieste S.C.p.A.,
Trieste, Italy
M. De Bernardi, University of Trieste, Trieste, Italy
Abstract
A few apps have been recently developed at Elettra
Sincrotrone Trieste. The main requirements are the
compatibility with the main mobile device platforms and
with the web, as well as the "mobile-first" user interface
approach. We abandoned the possibility of developing
native apps for the main mobile OSs. There are plenty of
libraries and frameworks for the development of modern
cross platform web/mobile applications. In this scenario
the choice of a particular set of libraries is crucial. In this
paper we will discuss the motivation of our choice trying
to compare it with the other possibilities in regard to our
particular use cases, as well as the first applications
developed.

INTRODUCTION
In late 2016 we developed a hybrid app called
elettrApp, this app was based mainly on Apache Cordova
and jQuery. In May 2017 started a 12 months project
called PWMA (Platform for Web and Mobile
Applications) based mainly on WebSockets and React
Native. Although we are still at the beginning, the results
already obtained are very encouraging and we are
confident to reach much better results in the near future.

ELETTRAPP
Requirements
• Multiplatform We considered the possibility to

build a hybrid app more attractive than a native app
for Android because hybrid apps can run on all the
main mobile platforms and on the web.
• Fast development Most of the development was
done by a bachelor's degree student as his thesis. The
time available wasn't much longer than two months.
We expected to develop an app equivalent to a single
synoptic panel already implemented as a native GUI
(Graphic User Interface) written in C++ and Qt,
but hybrid apps development was so quick that
allowed to include a few other screens, one of them
much more complicated.
• All in one application Our users asked explicitly for
a unique mobile app as an interface for all tasks.

Technology
• Apache Cordova allows to develop hybrid apps that

is: "Hybrid apps embed a mobile web site inside a
native app. [...] This allows development using web
technologies [...] while also retaining certain
advantages of native apps (e.g. direct access to
______________________________________________
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device hardware, offline operation, app store
visibility)."[1]. We used an excellent documentation
[2] which allowed us to be productive almost
immediately. Apache Cordova runs on the mobile
browser, but the browser is hidden to the user so that
the application looks like a native application. The
browser implies some inefficiency in comparison to
native apps, but the only sector interdicted is
interactive gaming. An other important feature of
hybrid apps is the possibility to download from the
web not only data but also templates (in form of
HTML (HyperText Markup Language) and
JavaScript files). This makes an app much more
expandable and flexible [3].
• jQuery is a cross-platform JavaScript library
designed to simplify the client-side scripting of
HTML [4]. jQuery contributed significantly to speed
up the development time in respect to vanilla
JavaScript [5]. jQuery is responsible of connecting
asynchronously to a REST (REpresentational State
Transfer) server. We used only client to server
connections (polling).
• Bootstrap is a free and open-source front-end web
framework for designing websites and web
applications. It contains HTML- and CSS-based
(Cascading Style Sheet) design templates [6].
Bootstrap implements a “mobile first” design [7].
From the developer point of view, using Bootstrap
requires little more effort than writing basic HTML,
but the user experience is greatly improved.
• Ionic We tried to use Ionic [8] but the benefits from

this framework didn't come quickly enough, so we
aborted this part of our development. This was due to
the fact that Ionic require AngularJS [9] which is a
JavaScript framework completely different from
jQuery.

Architecture
The first screen is a basic starter composed by a button
for each task plus a tick which makes the task chosen the
default.
The tasks are: synoptic status (for 2 accelerators and a
complex system), cAstor, a starter administration tool
similar to TANGO Astor (for 3 accelerator domains) and a
shift calendar (for 2 groups).
• Synoptic status A common pattern is shared by all

synoptic status. Each synoptic screen is composed by
one or two charts. The charts are always on top
because our users asked to put them in evidence.
Charts are embedded in an <iframe> tag using

lucio.zambon@elettra.eu
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eGiga2m, a tool already used at Elettra [10]. This is a
trivial way to use other applications as a component
in a new one. This technique reduced dramatically
the development time. The price to pay is a certain
inefficiency at run time, but in our case it was
acceptable. Below the charts there are a few boxes
which are by default aligned vertically and closed on
small devices; on large devices the same boxes are
opened by default and are inserted in 2 or 4 columns.
Each box contains a few data, each with its label.
These data was retrieved periodically from the REST
server. During the development, a few tests have
been carried out to find the best way to group the
data together and find the optimal period of the timer
used to poll them.
• cAstor is a modified version of TANGO Astor [11].
The tree structure of Astor was implemented but
most menus were neglected or simplified. When a
device server is switched on or off, a modal
containing an <iframe> is opened. In this <iframe>
there is an authentication form provided by an
external service secured with TLS (Transport Layer
Security). We created a new view which allows to
monitor only the stopped device servers. Another
extension consisted in browsing up to the attribute
level and installing an alarm when crossing a
configurable threshold. But this feature was aborted
because it was based on a very consuming polling
system.
• Shift calendars are simple adaptive tables
configured for our operators and for our machine
physicists.

PWMA
PWMA started as a mini project of Elettra Sincrotrone
Trieste aimed to obtain a unified web and app platform
for our institute. Anyway we are open to possible
extensions and collaborations. All source code is hosted at
https://gitlab.com/PWMA/

Requirements
• Multiplatform PWMA must support the main

evergreen browsers and the main mobile app
systems.
It is acceptable that some old version of browsers
and of mobile OS or negligible market-share
browsers are not supported. It is almost not
acceptable to depend on any configuration of
browsers. Mobile app should perform as much as
possible like native app.
• Event driven The client-server communication is
not driven by a periodic refresh triggered by the
client, but it is asynchronous on both sides. This
should minimize the traffic on the web and minimize
the latency. SSE (Server-sent events) [12] with
HTTP/2 (Hypertext Transfer Protocol) offers autoreconnect, multiplexing on the same TCP/IP
(Transmission Control Protocol / Internet Protocol)
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connection and unidirectionality; this feature
together with a REST interface allows a strategy of
type CQRS (Command Query Separation) [13]; on
the other hand WebSockets [14] are supported by
more libraries, among which React Native.
The high efficiency provided by event driven data
transfer is a stimulus for performing technology on
client side.
• Components should facilitate the automation of
composition of a large number of pages, the
composition of new pages should be eased by a
designer. WebComponents are a standard provided
by W3C (World Wide Web Consortium) and as such
it will be natively supported by all evergreen
browsers. There are other implementations of
components which should be considered as a tradeoff with high efficiency.
• All in one application the number of screens till
now is about one hundred, but in future it may be
much larger. Our goal is to have the possibility to
scale up to several thousands screens. We suppose
that the only data structure fit to manage these
numbers is a tree-like structure. A tree is very
uncommon on mobile apps, but we opted for it also
because our users are accustomed to it.

Technology
Some libraries/frameworks had been evaluated but
proved not satisfactory.
• AngularJS doesn't support components [15]
• Polymer isn’t fully supported by browsers and it has

low efficiency with polyfill.
React and React Native looked to us as the best
compromise available.
• React [16] is a JavaScript library created at

Facebook in 2011 and open-sourced in 2013. React
implements a state machine with well defined state
transitions. React is declarative and comes with a
custom language JSX (JavaScript Syntax eXtension).
React doesn't support WebComponents, but
proprietary components and Virtual DOM
(Document Object Model) instead of Shadow DOM.
• React Native [17] shares the same architecture of
React but creates native iOS, Android and UWP
(Universal Windows Platform) applications. In React
Native JavaScript code runs in a separated thread and
generates elements by calling asynchronously
platform native procedures. So most of the
computation time is managed by native high
efficiency procedures. React Native supports
WebSockets and doesn't support SSE (Server Sent
Events) over HTTP/2. This is not ideal for us, we
would prefer standard components and standard
language but React and React Native have
encountered a huge success which translates into
large support (for instance several books [18, 19]
even for advanced developers [20], many pages on
github.com and stackoverflow.com). React Native
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shares with React almost everything except the
DOM. React Native is growing quickly, every
month there is a new release with exciting new
features, but occasionally with a few compatibility
problems which take time to be solved.
We used a lint checker with AirBnB configuration, but
we did some exceptions to this set of rules [21].

Architecture
There are two main parts: a pool of servers which are
mainly event driven except for a few secondary tasks are
traditional servers (green in Fig. 1) and clients which
interact mainly asynchronously with servers (light blue in
Fig. 1).
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[25]. It is still a proof of concept, but it is complete,
except the error management.
The variables coming from both control systems can be
mixed because we use FQDN (Fully Qualified Domain
Name) and we plan to merge the two main servers in a
unique server supporting both EPICS and Tango and any
other control system which will be supported in the
future.

Clients
The client part is structured
Components, Screens and Starter.

in

three

levels:

Components
Components are the bricks of PWMA architecture.
Almost every component was implemented in two
versions: one for the web (using React) and the other for
mobile (React Native). Components depends only from
React or React Native, they don't depend on WebSockets
or on the control system. In order to avoid the duplication
of many components and to depend on other parts, our
effort was to keep the number of components as little as
possible. So our aim was to made the components as
generic as possible. The components are:
• PwmaScalar, used for any scalar value (i.e. a

•
•

Figure 1: Layout of PWMA. All servers developed by us
are in light green, external servers are in dark green,
clients are in light blue, parts included in dashed lines are
not jet implemented.

Servers
Two main servers connect PWMA with Tango and
EPICS on one side and to WebSocket through a JSON
(JavaScript Object Notation) [22] API (Application
Programming Interface) on the other side. This API was
designed to be as generic as to give the possibility to
switch Control System and communication protocol from
WebSocket to SSE.
The first server is written in C++ and connects
asynchronously to Tango, it performs decoupling of the
requests, i.e. if two clients subscribe to the same variable
the control system will receive only one subscription.
Attributes not configured to support events are polled
very slowly. There is a limited implementation of alarms,
only very simple formulae are evaluated and each
generated alarm is passed to FCM (Firebase Cloud
Messaging) [23].
The second server borrows a Python library [24]. It
connects asynchronously to EPICS by using monitors and
to the rest of PWMA by adapting a WebSocket library

•
•
•
•
•
•
•
•
•

number or a string) the value can be preceded by a
label or followed by a unit. User can see extra data
tapping or leaving the mouse pointer on the value
PwmaEncodedArray, a set of values can be
encoded as integer or boolean
PwmaLedArray, a set of boolean values displayed
through red and green leds
PwmaChart, shows an historical chart of a scalar
numeric value
PwmaContiner, a group of components with a title
that can be hidden
PwmaCredentials, a modal for entering user's
credentials
PwmaInput, for entering data, either a button or
some scalar value
PwmaMain, a frame for all other components
PwmaModal, opens a modal (used also by
PwmaCredentials)
PwmaStorage, save data in local storage
PwmaTree, show a series of options organized as a
tree
PwmaLabel, a text with a style

Screens
Screens are made of components like rooms are made
of bricks. Normally they are made only of PWMA
components, because if a PWMA component behaviour is
independent on DOM or React Native components; this
allows the same screen to work both on web and mobile
version.
There are two kind of screens: dynamically loaded and
static (or custom). Dynamically loaded screens are
downloaded from a web server at runtime and instantly
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rendered. The advantage is to choose from a potentially
unlimited list of screens and the user can easily make
custom screens. Dynamic screens are built using a
designer (available only on PwmaWeb). Variables can be
selected from some external GUIs and dropped onto the
designer. Also components can be dragged and dropped
inside the designer thanks to a specific module [26].
Dynamically loaded screens can do only a limited set of
operations and display patterns. Static screens are
compiled and embedded in the app (Fig. 2). Their purpose
is to implement more complex tasks. A complex task may
be split in more then one screen. The static screens
already implemented are cAstor and machine status
(which are similar to the elettrApp version), a new screen
was implemented for the PSS (Personal Safety System),
from this screen user can reach about 70 dynamic screens,
each monitoring the passivation of a few input/output
channels.
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that we still have some heavy dependencies, but we
constantly try to minimize them. Particularly in the
JavaScript community, there are so many libraries, tools,
loaders, etc. and almost each of them are constantly and
quickly developing so that the expression “JavaScript
fatigue” [20] was invented.
Another effort has been taken to grant the user a wide
range of possible customizations. New screens and alarms
can be created easily. We plan to add many more
customization options (e.g. formulae).
We are evaluating the possibility to connect other
control systems or to interface to completely new fields
such as augmented reality. This technology can allow to
detect physical devices and give to operators informations
about the state of devices and procedures to be operated
locally (e.g. how to reset a power supply).
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ONLINE LUMINOSITY CONTROL AND STEERING AT THE LHC

Abstract
This contribution reviews the novel LHC luminosity control software stack. All luminosity-related manipulations
and scans in the LHC interaction points are managed by the
LHC luminosity server, which enforces concurrency correctness and transactionality. Operational features include
luminosity optimization scans to ﬁnd the head-on position,
luminosity levelling, and the execution of arbitrary scan patterns deﬁned by the LHC experiments in a domain speciﬁc
language. The LHC luminosity server also provides full
built-in simulation capabilities for testing and development
without aﬀecting the real hardware. The performance of the
software in 2016 and 2017 LHC operation is discussed and
plans for further upgrades are presented.

INTRODUCTION
The luminosity at an interaction point of a circular collider
with Gaussian beams is given by [1]
L=

frev N1 N2 nbunch γ
GS
4π β∗ ε

(1)

where frev is the revolution frequency, N1,2 are the average
bunch intensities in beam 1 and beam 2, respectively, nbunch
is the number of colliding bunches, β∗ is the β-function at
the interaction point, γ is the relativistic factor and ε is the
normalized transverse emittance. S and G are luminosity
reduction factors due to separation and crossing angle.
For beams crossing at an angle, the geometric factor G is

 σ α  2  −0.5
z
G = 1+
(2)
σ 2
for a crossing angle α, a transverse beam size of σ and a
bunch length of σz . The plane (horizontal or vertical) in
which the crossing angle is applied is commonly referred to
as the “crossing plane”, while the other plane is called the
“separation plane”.
The separation factor S is given by
 2
−d
(3)
S = exp
4σ 2
for a total separation of d between the two beams and a transverse beam size of σ (Fig. 1). If the beams are separated in
the crossing plane, an additional correction for the combined
eﬀect of separation and crossing angle has to be made [1].
At the LHC, the luminosity control software primarily
controls the luminosity by displacing one or both beams using a closed orbit bump, eﬀectively introducing a separation.
However, a functionality for changing the crossing angle in
collisions has been implemented for the 2017 LHC proton
physics run, and using β∗ for luminosity control is foreseen
for the future.

Separation Factor S
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A. Gorzawski, M. Hruska, D. Jacquet, G. Papotti (CERN, Geneva, Switzerland)
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Figure 1: Separation factor as a function of the beam separation (in units of the beam size σ).

LHC Experiments
The LHC consists of two vacuum pipes where two particle
beams travel in opposite directions. The two beams enter
a common beam pipe in the four LHC interaction regions
and collide at the Interaction Points (IP) inside the detectors
of the experiments: IP1 (ATLAS experiment), IP2 (ALICE
experiment), IP5 (CMS experiment) and IP8 (LHCb experiment). ATLAS and CMS are high-luminosity experiments
designed to take data at the full LHC design luminosity of
1034 cm−2 s−1 . ALICE and LHCb take data at lower rates,
and require to lower the luminosities in their IPs by partially
separating the beams.

Use Cases
The operational use cases for the LHC luminosity control
software stack include:
• IP steering. Let the operator directly modify the beam
positions at any IP, e.g. for machine tests or at the request of the experiments.
• Optimization. Scan the beam separation while acquiring the luminosity signal to ﬁnd the beam head-on position giving maximum luminosity [2].
• Luminosity Calibration. Perform separation scans
synchronized with the experiments to calibrate the absolute luminosity measurement using the van-der-Meer
method [3, 4].
• Luminosity Levelling. At a given IP, keep the luminosity constant around a target value, provided by the
experiment or by the operator, by adjusting the beam
separation [5].
• Orchestration of setting changes. Smoothly adjust
machine parameters like the crossing angle and/or the
β∗ [6, 7] while the beams are in collision to optimally
use margins while improving the luminosity (e.g. with
decreasing beam intensities, the crossing angle can be
decreased).
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ARCHITECTURE

Client

A new software stack for online luminosity control was
developed at the LHC starting in 2015. As most other toplevel control software for the LHC, it is entirely written in
Java. Several fundamental choices were taken at the design
stage to make the new software extensible and to ensure its
reliability. These are explained in the following sections.

GUI
JMS

RMI

Luminosity Server Tasks
Luminosity
Optimization

Automatic
Scan

Luminosity
Levelling

Xing Angle
Reduction

...

Interaction Point Reservation

LHC Luminosity Server
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time, while still guaranteeing a coherent behaviour (e.g. the
accidental closure of a GUI does not aﬀect an ongoing scan).
A deﬁned state is guaranteed at all times.

Luminosity Control Tasks
All operations in the Luminosity Server are implemented
as Tasks. A task does one thing once (e.g. optimizing a
selected set of IPs). Once the task completed, the results
can be reviewed for reference, but can not be restarted or
reused. If the same operation needs to be done again, a new
task must be created.
The framework of the Luminosity server allows tasks to
be implemented in a transactional way, so the settings are
reverted in case the task fails due to a problem or is aborted
by the operator. This behaviour can be changed based on
the needs of the actual task implementation. For example,
an automated luminosity scan task is transactional, while a
luminosity levelling or IP steering task is not.

Interaction Point Reservations
To ensure that only one task modiﬁes the settings of a
particular IP at a time, the Luminosity Server implements a
reservation1 system for the IPs. A task can request a set of
IP reservations, and it is guaranteed that only one task will
get a reservation for a particular IP at any given time.
If a task requests reservations for multiple IPs, they will
be granted in IP order to prevent a deadlock situation (an
example is shown in Fig. 3).
A task will not execute until the reservations are granted,
and when a task ﬁnishes, fails, is cancelled or paused, the
reservations it held are freed.

DIP

LHC
Control System

LHC Experiment
Control System

Accelerator
Hardware

Experiment
Hardware

Figure 3: The “Task Manager” in the LHC Luminosity
Client, with an overview of all active tasks along with their
reservations. Granted reservations are shown in yellow; requested reservations are shown in green if they are available
or in red if they are in use by another task.

Beam

Figure 2: The new LHC luminosity software stack.

Client-Server Architecture
All the logic and processing code is separated from the
GUI and encapsulated in a dedicated server (LHC Luminosity Server). The graphical client (LHC Luminosity Client)
communicates remotely with this server over the network
using JMS and RMI.
This client-server separation allows the server to keep full
control of all the functionality and all publications made
e.g. to the LHC experiments, making them independent of
any open GUI. Therefore, multiple instances of the GUI
can be open on the operational consoles and closed at any

Integration with the LHC Control System
The LHC Luminosity Server was designed to contain an
abstraction layer for accessing the lower layers of the LHC
control system, both for data acquisition and controlling
the beams. The LHC Luminosity Client acquires the data
to display exclusively through the LHC Luminosity Server
it is connected to, and never subscribes to any data source
directly. This allows replacing data sources or the acquisition
logic at the server level transparently without modifying the
client code, e.g. by simulation loops for testing purposes.
In the operational conﬁguration, the LHC Luminosity
Server acquires data e.g. from the power converters, the
1

In information technology, this concept is commonly referred to as “Locking” or “synchronization”, and reservations as “Mutexes”
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LHC experiments, and the timing systems through the CERN
Common Middleware (CMW) framework. Publications to
the experiments are done over the Data Interchange Protocol
(DIP), accessed through CMW. The beam displacements
at the IPs are controlled through “Knobs” deﬁned in the
LHC Software Architecture (LSA) framework to generate
4-corrector closed orbit bumps around the IP concerned. In
general the two beams are moved symmetrically in opposite
directions unless requested otherwise to reduce the absolute
displacement with respect to the common beam pipe.

Simulation Mode
By replacing the interface layer between the LHC control
system and the Luminosity Server by a simulation loop, the
server can run in simulation mode without accessing the
LHC control system. In this mode, the server can even run
outside the CERN network.
In simulation mode, the separations requested for each IP
are recorded, and an appropriate luminosity signal is simulated according to Eqn. 1. The ramping time of the corrector
magnet currents is also simulated. The beam conditions and
various inputs to the simulation can be controlled by the user
through a simple GUI. Any publication a task would make
to the experiments is displayed instead.

Figure 5: The subscription data source selector of the LHC
Luminosity Server running in wonderland mode. At runtime, every subscription can be switched between the real
acquisition and the internal simulation loop.

IMPLEMENTATION AND OPERATIONAL
EXPERIENCE
Following the development in 2015, the new luminosity
control software stack was commissioned in 2016 for LHC
operation. Since then, it was used for luminosity setup and
optimization in regular operation, as well as for the special
scan sessions to calibrate the absolute luminosity measurements. As of 2017, the functionalities for luminosity levelling by separation and for reducing the crossing angle in
collisions were introduced and used operationally.

Figure 4: The control panel of the luminosity simulation loop
of the LHC Luminosity Server. Any beam displacements
that would be done are taken into account for the simulation.
The simulation mode allows to test any task and almost
all aspects of the Luminosity Client and Server without
accessing the LHC [8]. It is also used to dry-run various scan
sequences, and to predict the resulting luminosity patterns.

Partial Simulation
It is also possible to start the server in partial simulation
mode (dubbed “wonderland mode”). This allows to select
either the simulated or the real implementation of every
sub-system of the Luminosity Server, and provides a special subscription multiplexer to dynamically switch every
input signal between the real acquisition and the simulated
counterpart (Fig. 5).
This mode can be used to test certain interactions of the
server with the control system with the least impact on operations. For example, it is possible to test the communication
with the LHC experiments over DIP without actually moving
the beams in the LHC.

Figure 6: The CMS length-scale calibration scan run during
the 2016 luminosity calibration session. The top panel shows
the sequence as read from the ﬁle. The bottom panel shows
the beam displacements sent to the control system while
running the scan (the zero position is arbitrary).
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Luminosity Calibration Scans
One of the ﬁrst novel use cases for the new luminosity
control stack was to allow running arbitrary scan sequences
provided by the LHC experiments.
The Automatic Scan task reads sequences speciﬁed in a
Domain Speciﬁc Language (DSL) from external text ﬁles [9].
While running the scan, it publishes the scan progress and
actual beam separation to the experiments via DIP.
This task greatly simpliﬁed the luminosity calibration
scan sessions in 2016 and 2017 compared to the past. In
particular, the experiment speciﬁc scan sequences for lengthscale calibration (see Fig. 6) had to be followed manually by
the operators in previous years. The new software can run
them in fully automated way, which saves ∼20% of beam
time per calibration session [10], and lowers the risk of
operational mistakes.

Luminosity Optimization
At the start of each LHC ﬁll, and regularly while in collisions, the positions of the beams at the IPs need to be
optimized to ensure the beams are colliding head-on, so to
deliver the maximum luminosity to the experiments.
The Optimization task achieves this by scanning the beam
separation at an IP to maximize the luminosity signal. The
two planes are optimized independently. For each plane, the
beam separation is scanned while acquiring any luminosity
signal selected by the operator until a peak (increase in luminosity followed by a decrease, considering statistical errors)
is found. Thereafter, a parabola is ﬁtted to the top 3 points
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acquired during the scan to reﬁne the peak position (Fig. 7).
Multiple IPs can be scanned in parallel.
Sanity checks are applied automatically both on the selected luminosity signal before a scan is launched, and on
the results after a scan ﬁnishes. If potential problems are
found for the selected luminosity signals (e.g. not publishing
or publishing zeroes), a warning is issued before the scan is
launched. In case a problem is found with the result (e.g. a
bad ﬁt, non-reproducible luminosity at the initial point or an
unusually large correction), a warning is issued along with
the scan result.
The results for all scanned IPs are shown to the operator via the LHC Luminosity Client along with the acquired
luminosity points and the used ﬁts; the operator is given
the choice of which results to apply. After applying, the
optimization can be undone (and the choice of which results to apply reconsidered) within a short time in case the
luminosity did not increase.
The automatic optimization task has been used throughout
2016 and 2017 LHC operation. Compared to the previous
years, the improved diagnostics and sanity checks allowed
to quickly track down problems caused e.g. by missing or
delayed luminosity data publications from the experiments.

Separation Levelling
The ALICE (IP2) and LHCb (IP8) experiments at the LHC
are not designed to record data at the maximum luminosity
the LHC can deliver. To lower the luminosity according to
their needs, the beams are partially separated. As the beam
intensity decreases over the course of a ﬁll, the separation is
decreased in order to keep the luminosity constant.
The Separation Levelling task implements a simple feedback loop on the luminosity signal published by the levelled
experiment. The experiment also provides the target luminosity and acceptable tolerance. In a loop, the task acquires
the luminosity signal, checks if it is outside of the target
band, and adjusts the beam separation if necessary (Fig. 8).

Figure 7: An example luminosity optimization in IP1. The
top panel shows the acquired data points and ﬁts. The bottom
panel displays the raw luminosity signal; note the increase
after applying the corrections.

Figure 8: An example separation levelling status. At ∼04:37
and at ∼04:50, the beam separation was adjusted to bring
the luminosity back into the target band.
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As the two beams share a common vacuum chamber
around the interactions regions and the bunch distance is
shorter than this common chamber, they have to collide at
an angle to avoid parasitic collisions. Still, the beams are
aﬀected by each other’s electromagnetic ﬁeld. The crossing
angle needs to be large enough to keep these beam-beam
long-range eﬀects to an acceptable level. However, the crossing angle decreases the luminosity due to the geometric factor (Eqn. 2). As the beam-beam eﬀect decreases with the
decreasing beam intensity over the course of the ﬁll, the
crossing angle can be reduced to increase the luminosity.
This is implemented in the Angle Steering task of the
luminosity server. As changing the crossing angle (unlike
changing the local separation at an IP) implies a signiﬁcant
orbit change, both the orbit feedback and the collimation
system need to follow this change. The task orchestrates the
crossing angle change by generating the settings, arming
the systems involved, and ﬁnally sending a message to the
common timing system to start the transition on all systems
simultaneously.
This novel technique has been commissioned at the LHC
in 2017, and was used during physics production ever since.
Over 8 hours in collisions, the crossing angle was reduced
from 150 μrad to 120 μrad in steps of 10 μrad. This increases the integrated luminosity for ATLAS and CMS by
3 − 5 % depending on the ﬁll length (Figs. 9, 10).

CONCLUSIONS
The new software stack for online LHC luminosity control
was successfully commissioned and used in operation as of
2016. Compared to previous approaches, it improved the
stability and reliability, as well as adding new functionalities. The whole framework is testable outside of the LHC
control system using the built-in simulation mode. Mixing
of acquired and simulated signals is also possible.
The typical use cases in LHC operation include automated
luminosity optimizations scans, luminosity levelling by sep-
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Figure 9: Evolution of the geometric factor G with crossing angle anti-levelling (LHC ﬁll 5849). At each step, the
crossing angle was reduced by 10 μrad.

aration, and (as of 2017) “anti-levelling” by dynamically
reducing the crossing angle in collisions, improving the integrated luminosity by up to ∼5 % per LHC ﬁll.
In the future, the functionality will be further extended
to allow luminosity levelling by β∗ , i.e. by squeezing or
de-squeezing the beams at the interaction points. Also, the
functionality for reducing the crossing angle will be further
extended to reduce the crossing angle more continuously in
smaller steps over the course of a ﬁll.
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Figure 10: Luminosity evolution with crossing angle antilevelling (LHC ﬁll 5849). The gain in integrated luminosity
(shaded area) is ∼4 %.
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THE LASER MEGAJOULE FACILITY: PERSONNEL SAFETY SYSTEM
M. G. Manson, CEA, Le Barp, France
Abstract
The Laser MegaJoule (LMJ) is a 176-beam laser facility, located at the CEA CESTA Laboratory near Bordeaux
(France). It is designed to deliver about 1.4 MJ of energy
to targets, for high energy density physics experiments,
including fusion experiments. The first 8-beams bundle
was operated in October 2014 and a new bundle was
commissioned in October 2016. The next two bundles are
on the way. The presentation gives an overview of the
Personnel Safety System architecture, focusing on the
wired safety subsystem named BT2. We describe the
specific software tool used to develop wired safety functions. This tool simulates hardware and bus interfaces,
helps writing technical specifications, conducts functional
analysis, performs functional tests and generates documentation. All generated documentation and results from
the tool are marked with a unique digital signature. We
explain how the tool demonstrates SIL3 compliance of
safety functions by integrating into a standard V-shaped
development cycle.

LMJ PROCESS HAZARDS

Figure 2: PSS subsystems.

LMJ process hazards types are laser, high voltage, and
radiations. These hazards are transmitted between bays as
shown in Fig. 1. High voltage hazard are generated in
capacitor bays and transmitted to laser bays. In laser bays,
electrical energy is transformed into laser energy. Laser
beams then travel to target bay, where physics experiment
occurs. Experiments may generate radiations (X, neutrons…). These radiations may be transmitted to some
diagnostics rooms.

systems manage hazards and the presence of staff. Figure
2 shows PSS architecture.

BT1 Subsystem

Figure 1: LMJ hazards.

BT2 Subsystem

PERSONNEL SAFETY SYSTEM
The PSS protects personnel by managing risks presence
and transmission between bays, using safety interlocks
and transmission barriers. The PSS manages personnel
presence using access control and doors switches.
Conception follows International Electrotechnical
Commission 61508 standard. The PSS is built around two
systems named “BT1” and “BT2”. These systems are
designed using different technologies. Both BT1 and BT2

The PSS architecture is detailed in a previous paper [1].
The BT1 system is designed using programmable technology, following IEC61508 requirements to achieve
Safety Integrity Level 2. It is composed of two subsystems named SSPP (“Système de Sécurité du Personnel
Programmé” – Programmed Personnel Safety System)
and CALR (“Contrôle d’accès des Locaux à Risques” –
Hazardous Premises Access Control).
SSPP subsystem manages all process hazards (lethal
and non-lethal) of LMJ facility, such as pointing laser
beams hazard.
CALR subsystem performs access control on all process bays using safety booths and contactless ID cards.
The BT1 system is operated through a computer HMI.
It is currently operational.
The BT2 system is designed using non-programmable
technology, following IEC61508 requirements to achieve
SIL3. BT2 logic is built using PLANAR4 products from
HIMA. It is composed of two subsystems named SIC
(“Système d’Inter verrouillage Centralisé” – Centralized
Interlock System) and SGAP (“Système de Garantie
d’Absence de Personnel” – Absence of Personnel Proof
System).
The BT2 system focuses on nuclear safety and on lethal
hazards.
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SGAP subsystem performs access control only in bays
where radiation hazard or lethal hazard could occur, using
keys and door electrical locks.
The BT2 system is operated through physical interfaces
such as keys and buttons.
The BT2 system will be commissioned on Q3 2018.
BT2 logic is dispatched into 24 PLANAR4 racks. 10
racks control accesses (6 personnel access booths, 4
equipment transfer rooms), 5 racks implement the core
SGAP logic, and 9 SIC racks manage beams bundles.

BT2 SIMULATOR

Figure 4: SGAP core functional view.

While being simpler than BT1 system functions, BT2
safety functions are much more complex than classical
wired safety systems. We developed a software simulator
to help us in the BT2 system engineering. BT2 simulator
software was developed using Microsoft Visual Studio
and C# programming language.
BT2 simulator can be used to:
 Check subsystems internal functions ;
 Check subsystems interactions ;
 View logic modules status ;
 View logic diagram ;
 Validate functional definition and generate functional analysis report ;
 Run functional tests and generate simulated test report ;
 Generate off-site and on-site test plans ;
 Generate wiring specifications ;
 Simulate bus communications used by computer
HMI software ;
 Manage versioning by adding digital signature annotation on every generated document.

Technical view windows. SGAP technical view is
shown in Fig. 5. Technical views show rack faces, including status indicators and configuration buttons. These
allow virtually disconnecting any module and simulating
fuse states.

Simulator HMI

Figure 5: SGAP technical view.
Logic diagram windows. Figure 6 shows part of
SGAP core logic diagram. Logic diagram windows show
all the racks logic. All signals may be forced or monitored. Always visible spy windows are available on every
signal.

Main menu window. Main menu window is shown in
Fig. 3. This is the default window. It gives access to all
other windows, allows selection of partial or global simulation, and presents a menu to start global report generation.

Figure 6: SGAP core logic diagram.
Figure 3: Simulator main window.
Functional view windows. Figure 4 shows SGAP
core functional view. Functional views show process
states, and allow manually triggering of any external
signal. A functional view is available for each BT2 subsystem (personnel booth rack, equipment transfer rack,
SGAP core racks, SIC rack). These views have some
current state helpers. They can be used to train future
operators of the system.

Test windows. A test window is shown in Fig. 7.
These allow selecting and running tests. Tests can be
interrupted and run step by step. Test report can be saved.
Manual test instructions can be generated.
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Figure 7: Test window.
All these windows operate on the same simulator instance. You may step a test and watch what is happening
on functional view. You may remove a logic module on
technical view and watch affected signals on logic diagram view.

Simulator Inputs
Simulator compares two distinct system models. One is
the functional model; the second is the technical model.
Both models operate on signals.
The simulator being a one shot tool, models are hard
written in code using some high-level objects.
Sets of input and output signals are prerequisites of defining both technical and functional models.
The functional model is defined by:
 A set of functions ;
 Some optional functional sequences ;
A function can be complex or simple. Complex functions are aggregation of complex or simple functions. A
simple function defines a constraint between one or more
input states and one or more output states. All functions
are result of a safety analysis.
Functional sequences describe a graph of states and
transitions. States define input states and expected output
states. Transitions define the state change of one or more
inputs. One state is the default state.
Technical model is defined by populating one or more
racks with logic modules, and by virtually wiring modules
signals with input and output signals.
Tests are written as sequence of input signal state
change and output signal state checks.

Simulator Outputs
Simulator generates:
 Wiring specifications ;
 Blank test files ;
 Simulated tests reports ;
 Functional analysis report ;
Wiring specifications are a human readable form of
technical model.
Blank test files are a human readable form of test operations.
Simulated tests reports are generated using both technical model and tests operations. All test operations are
virtually run on input signals. Technical model computes
output signals states. Comparison of output states and test
checks validates the tests. Results of comparisons are
appended to the test report.
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Functional analysis is generated using both technical
and functional models. Functional analysis begins with all
simple functions validation. For each simple function, all
input, output and internal signals are set to an undefined
state. Then the simple function inputs are first set to defined state. Finally, the expected output states are compared to computed output states. Next step is functional
sequences validation. Simulator will start by computing
all paths from default state to default state. Then, for each
path, the simulator will run transitions and check excepted
input and output states.

DEVELOPMENT PROCESS
BT2 system is complex. Its logic has to be validated before wiring to catch errors before their correction become
too costly. By allowing running process steps up to system tests before starting wiring, the BT2 simulator helps
defining logic an iterative way. Figure 8 shows simulator
managed steps of BT2 system development cycle.

Figure 8: BT2 development cycle.
The simulator runs all tasks to generate a full report in
about one hour on any standard office computer.
As we rely on simulator to validate functions and to
generate wiring specification, we considered it had to be
audited like code verification and generation tool following IEC61508 part 3. This audit work is currently in progress.

CONCLUSION
BT2 simulator helps us to develop a complex safety
system using wired technology. We are able to validate a
logic definition against specifications and tests before any
wiring.
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SYSTEM IDENTIFICATION AND CONTROL FOR THE SIRIUS
HIGH-DYNAMIC DCM
R. M. Caliari†, R. R. Geraldes, M. A. L. Moraes, G. B. Z. L. Moreno, LNLS, Campinas, Brazil
R. Faassen, T. A. M. Ruijl, R. M. Schneider, MI-Partners, Eindhoven, Netherlands
Abstract
The monochromator is known to be one of the most critical optical elements of a synchrotron beamline. It directly
affects the beam quality with respect to energy and position, demanding high stability performance and fine positioning control. The new high-dynamic double-crystal
monochromator (HD-DCM) [1], prototyped at the Brazilian Synchrotron Light Laboratory (LNLS), was designed
for the future X-ray undulator and superbend beamlines of
Sirius [2], the new Brazilian 4th generation synchrotron.
The next generation machines demand higher stability performance than at the previous ones, both at the accelerator
and at the beamlines, requiring improved solutions to deal
with factors such as high-power loads, power load variations, and vibration sources. This paper describes the system identification work carried out for enabling the motion
control of the mechatronic parts composing the HD-DCM.
The tests were performed in MATLAB/Simulink RealTime (RT) environment, using a Speedgoat RT Performance Machine as a RT target. Sub-nanometric resolution
and nanometric stability at 250 Hz closed loop bandwidth
in a MIMO system were the main design targets. Frequency domain identification tools, control techniques and
the first partial results are presented in this paper.

INTRODUCTION
Sirius is a 4th generation synchrotron light source that is
planned to be commissioned in mid-2018 in Brazil. Its low
emittance (0.25 nm.rad) [3] makes it one of the world’s
brightest light sources of its kind. Due to the high quality
of the photon beam, the Sirius beamlines are expected to
present cutting-edge technologies in their fields.
In existing 3rd generation light sources X-ray beamlines,
double-crystal monochromators (DCMs) are known to be
one of the main current bottlenecks in their overall performance [4]. Indeed, the stability of this instrument affects
both the energy selection and the position of the beam at
the sample. Given the very small source sizes and large optical lever-arms in long beamlines, the DCMs must have
the angular stability in the parallelism between crystals not
greater than a few nanoradians to keep the source quality.
A new DCM concept started to be studied in 2015 at
LNLS, after the output of the ESRF DCM Workshop in
2014. The target was to bring the parallelism stability levels to a new standard. To achieve this goal, it was decided
to go to a totally innovative design, based on high-end
mechatronics technology.

___________________________________________

†ricardo.caliari@lnls.br

The mechanical design is briefly presented in the next
section. Next, the hardware, the software, and the background theory are described. Finally, the first results of system identification and closed loop control are shown.
The partial results of the core of the HD-DCM (Fig. 1)
were 9.2 nrad in relative pitch and roll, and 0.9 nm in relative gap (RMS values integrated from 0 to 2500 Hz). These
results were obtained with the fixed Bragg angle and in air
at room temperature.

Figure 1: Left: core of the HD-DCM on dummy bearings;
Right: HD-DCM core assembly schematic.

HD-DCM DYNAMIC CONCEPT
The system consists of a vertically deflecting DCM with
18 mm beam offset. It has a main rotating frame (Gonio
Frame, GoF in Fig. 1) that is guided by bearings at both
sides and driven by an in-vacuum direct driver motor, with
an angular working range from 3 to 60°. (These bearings
are stiffly mounted to the HD-DCM vacuum chamber and
supporting structure, represented by a granite frame (GRA)
in Fig. 1.) The HD-DCM was designed with two crystal
sets, originally planned to be Si(111) and Si(311) in the energy ranges from 2.3 to 38 keV and from 4.4 to 72 keV,
respectively. The first crystals are stiffly mounted to a reference frame (Metrology Frame, MeF1 in Fig. 1), which is
in turn stiffly fixed to the GoF. By having the main rotation
axis coincident both with the incoming beam and the surface of the first crystals, the beam walk and thermal bump
effects in the first crystals can be minimized. To handle the
power load of about 100 W, with a power density of about
50 W/mm2, the crystals are indirectly cryocooled via compliant LN2 feeding tubes.
Since the first crystals are fixed to the GoF, all the relative degrees of freedom (DoF) that are necessary for fine
alignment between crystals are limited to the second crystals, which are also indirectly cryocooled simply by copper
braids. Aiming at the highest repeatability and stability performance, only the essential DoF were implemented,
namely: one translation for the gap between the crystals,
which is necessary to keep constant beam offset; and two
rotations, pitch and roll, for tuning. As a mechanism with
nanometer level performance and several millimeter range
TUSH203
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is hardly feasible within a single motion stage, a concept
using a long-stroke stage and a short-stroke stage was implemented. The first is an auxiliary frame for the 10 mm
gap stroke (Long Stroke Frame, LoS in Fig. 1), which is
guided by an arrangement of leafsprings and driven by a
servomotor, with micrometer accuracy. The latter is the
high-dynamic module, consisting of: the reference frame
to which the second crystals are stiffly mounted (Short
Stroke Frame, ShS in Fig. 1), and a reaction mass (Balance
Mass, BM in Fig. 1). Both are equally guided by an arrangement of leafsprings with respect to the LoS, providing
the three necessary DoF for the second crystals in the
ranges of +2 mm and +2 mrad. The control of the position
of the second crystals with respect to the first crystals is
based on an embedded interferometric system that directly
measures the position between the MeF and the ShS. Finally, three contactless actuators (voice coils) between the
ShS and the BM, control the position of the ShS.
Thus, in terms of dynamics, the main design targets were
to have the ShS and BM weakly connected to the LoS via
the leafsprings, i.e. decoupling at about 5 Hz, and to have
internal frequencies in the MeF and in the ShS preferably
above 1.5 kHz.

SYSTEM ARCHITECTURE
The controller chosen to the first prototype was the xPC
from Speedgoat, mainly because of its compatibility with
the MATLAB/Simulink software, its high performance and
flexibility. The system dynamic models were also developed using these software tools.
The xPC Controller was assembled for this project, but
was intended to be as generic and flexible as possible and
be used in future control prototypes to perform plant identifications and design controllers, as described in this work.
The chosen IO boards have numerous ports (digital input
and outputs, high-precision analog input and outputs and
flexible temperature inputs), a programmable RT controller
and a FPGA board. Details of this configuration are found
in [5]. This prototyping control platform will be used until
the first results of the HD-DCM are obtained in vacuum,
with all subsystems integrated. After that, the designed
controllers shall be implemented in the final control platform and its performance can be refined in the cRIO platform, from National Instruments, which was chosen as the
standard controller for Sirius beamlines. This standardization decision is explained in [6].
A characteristic that is explored with these flexible controllers is the usage of linear amplifiers to drive the actuators. It means that, instead of using vendors’ controllers (as
in many motion control solutions, even with nanometric
resolution [7]), which are normally limited to a PID controller and much smaller update rates (few kHz or even
less), all controllers and system processes can be integrated
in the same platform and use its high computational power
to achieve, as in this project, at least 10 or 20 kHz update
rate. They are also more flexible in the controller design
and system identification, embedded signal processing and
high precision and resolution signal generators (for example to generate trajectories).
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APPLIED TECHNIQUES
System Identification
The system identification techniques [8] are based in
time and frequency domain analyses and use mathematical
and statistical tools to understand a real system and describe its dynamic behaviour. They are used in synchrotron
facilities, including LNLS, for a long time mainly for the
particles orbit control at the accelerator [9, 10].
The applied techniques are based on the linear behaviour
of each system section in its operating conditions (frequency range and physical limitations). Thus, these Frequency Response Function (FRF) measurements are based
on linear system assumptions. In practice, the FRF is the
result from the division of the output signal Fast Fourier
Transform (FFT) by the input signal FFT.

Figure 2: System identification techniques, injecting noise
in open-loop and closed-loop (dashed lines) configurations. Inputs and outputs are described in the text.
This formulation is straightforward for an open-loop
configuration, but Fig. 2 shows that it is also possible to
identify the plant in closed-loop. This is especially convenient to use the control to keep the system within the so
called “physical limits”, controlled by the reference R(t). Its
drawback is that a minimally suitable controller must be
designed, meaning that a rough estimation of the system
parameters is mandatory.
As seen in Fig. 2, the measured signals are: the plant input U(t) and output Y(t) signals. The input signal N(t) is injected just after the controller. Computing the transfer
function from input to each output and manipulating this
data makes it possible to measure the plant transfer function. The theory and proofs are found in the reference [8].

Excitation Signals
Figure 2 shows that the presented techniques are based
on injecting a well-known signal and monitoring a specific
system output. It is important to highlight that both the
amplitude and frequency ranges of the input signal must be
limited to ensure that the system output is also within the
desired ranges, i.e. above noise levels and below saturation. The correlations for amplitude and frequency range
between the input and output signals are consequences of
the linear system characteristics, as mentioned before.
These input signals can be divided in two groups,
namely, non-deterministic (white noise and chirp sine) and
deterministic signals (step sine and multisine). The time
and frequency domain plots are shown in Fig. 3. The implications of each signal type are discussed below:
Random noise This signal can be found in Simulink
as the “Band-Limited White Noise” block, and is also im-
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plemented in many other software tools. It is based in computational methods to generate random numbers, with the
spectral density distribution, i.e. amplitude and frequency
characteristics, controlled via block parameters or complementary filters. Its random characteristic makes it unsuitable for the deterministic characterization approach that is
proposed.
Chirp sine In this signal, a sinusoidal signal frequency
varies linearly over time, normally with fixed amplitude
and phase, as seen in Fig 3. The frequency linear variation
is an advantage because one can derive the frequency from
the time scale and this makes a wide frequency range to be
performed in a relative small time. Due to these characteristics, this signal is largely used to identify electronic systems. In mechanical systems, however, transient conditions
are more significant and higher damping and inertia lead to
slower responses. Therefore, changing an input parameter
(in this case the frequency) too fast and without averaging
may be a problem to properly correlate the input and output
signals. We classify this signal as non-deterministic due to
its linear frequency variation characteristic, which means
that the frequency is different for every time unit, implying
that the system response at a given time may not be directly
correlated with the instantaneous input frequency.

Figure 3: System identification signals: white noise, chirp,
step sine and multisine. Its time and frequency domain representations.
Step sine In this method, the system is submitted to a
harmonic input during some periods of the excitation signal. This well-known period precisely shows the system response from this specific frequency. After the specified
time, the input frequency may change to the next discrete
value. The time elapsed in each frequency minimizes the
transient and accommodation effects, meaning that, with
the help from statistics, the linear conditions of the system
can be more well evaluated. The drawback, when comparing with the chirp signal, is the larger duration time. Another advantage of this technique is to have enough information to compute a frequency domain analysis for each
frequency at the input. Some non-linearities, for example,
are identified as a response in a frequency that is different
from the excitation.
Multisine Figure 3 shows clearly the advantage of this
method. With a single signal period, a deterministic frequency range can be characterized. This signal is a sum of
a finite number of harmonic signals with the same amplitude in the frequency domain. The advantage of this
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method is to have all frequency content in just one signal
period. Statistics techniques can be applied here to enhance
the method precision, minimize the transient influences
and external random noise sources.
For the so-called deterministic signals, an amplitude
ramp is normally used in the beginning and in end of the
identification. This helps the system to gently start the
movement and achieve the desired amplitude. This is depicted in Fig. 3, at the step sine time domain plot.

Control
In control engineering, many researchers prefer a more
statistical approach, others are based in machine learning,
whereas some chose the study of machine operators to perform control in a fuzzy way [11]. The more traditional and
deterministic approach is chosen for this work. The techniques presented here may not be optimal but ensure the
stability and the convergence of the solutions with a mathematic formalism, as proven in [11].
These control tools are largely used in synchrotron facilities. In its majority, as in the general industry, simpler controllers and open-loop techniques are used, but the Fast Orbit Feedback Systems is a great example of the traditionally
implementation of the referred classic and modern solutions [12,13]. The LNLS current machine, the so-called
UVX, has also operated using the closed-loop control techniques for a long time [14].
The application of control techniques for light flexible
structures started in the space industry, in the 60’s [15] and
is now spread over many other fields, as discussed also in
[16]. The HD-DCM is the first step in bringing this
knowledge to Sirius high-end beamline instrumentation. A
brief description of each applied control technique and
some of their characteristics are given, more precise formulations are seen in [11]:
PID controller By far the most used control solution
in the industry, this controller is a composition of proportional, integral and derivative terms of a transfer funtion
(traditionally called: Kp, Ki, Kd). They can be tuned for
each different application, aiming to apply an accurate and
responsive correction to a control function.
Lead-lag compensator One of the most traditional
compensation techniques, this gives the engineer the freedom to place a pole and a zero at any place, inside the imaginary plane (for example using the root locus graphic
tool). The phase advance of the zero combined with the
phase lag of the pole can be combined to increase the phase
margin near the controller bandwidth.
Integrator filter This filter is applied normally at the
lower frequencies to increase the open loop gain below the
bandwidth.
Low Pass filter Largely used to avoid high-frequency
noise, this filter drops the gain of the controller above a
given frequency.
Notch filter This filter has the characteristic of dropping the controller gain at a certain frequency, but with
TUSH203
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minimum influence in the remaining spectrum. Two important aspects must be highlighted: firstly, the deeper the
gain drop, the larger the phase influence in nearby frequencies, typically leading to phase margin loss; and secondly,
care must be taken when notching a specific phenomenon,
such as a vibration noise peak, because, if its frequency
changes over time, the notch may not suppress it anymore,
leading to stability loss. One can make the notch wider, to
be robust for small frequency changes, but this leads to an
even higher impact on phase loss than increasing the depth.

RESULTS

Every element in the control loop of a system has an impact in its performance. Therefore, the control system of
the HD-DCM has been developed in a systematic way, following a sequence of validation steps through which
knowledge and confidence on the performance of the system have been gradually built up. By having a solid comprehension of the system characteristics, the control designer can take maximum advantage of the system capacity
and may work more effectively on improvements. This
process started with the investigation of the controller (latencies, digital/analog conversion impacts, etc), the amplifiers, the actuators and the sensors, continued with the
identification of the mechanics, and finished with the design of the controller and the validation of its performance
design targets.
These results are focused in the high-dynamic module,
capable of controlling the fine parallelism of the two crystals in 3 DoF, as described before. The Long Stroke performance and its influence in the overall performance was
also investigated, but the results will be published with the
final results of the system.

Electronics Characterization
For an ultimate performance, it is required that electronic
limitations, such as non-linearities, latencies and noise levels of the controller, the amplifiers, the actuators and the
sensors are known, and either compensated or kept below
sufficiently low levels.
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Figure 4: Frequency Response Function of the Trust Automation TA310 linear amplifier, with voice-coils as load.
The transfer function of every amplifier and acquisition
board was measured using the previously described techniques for system identification with the most convenient
selection of input and output signals. As an example, Fig.
4 shows the FRF of the Trust Automation TA310 linear amplifier that is used with the voice-coil actuators. This is the
result of a multisine characterization having the controller
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output voltage as the input signal and the amplifier output
current as the output signal, which were measured with a
voltmeter and a current meter, respectively. The curve
proves its linearity within the BW and the absence of high
frequency induced noise. The high frequency peak is due
to an unbalanced load, which can be compensated at the
controller.
Next, the noise floor of the acquisition boards and sensors were also investigated. As an example, Fig. 5 shows
the noise floor of the Smaract Picoscale interferometric
system for an in-air cavity at room temperature. The Power
Spectrum Density (PSD), shows the noise distribution over
the frequency range. For now, the 0.7 nm RMS is the most
important limiting factor for the 0.9 nm shown in the partial
results of stability performance of the HD-DCM in closed
loop (see Fig.9). It is expected that this noise level will be
reduced for the final application in vacuum.
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Figure 5: Interferometer noise floor PSD.

Plant Identification
Using a MIMO approach, i.e., having the three voicecoils and three interferometers transformed to independent
inputs and outputs representing the one translation and the
two rotations of the ShS, different identification techniques
were applied to the system to investigate its behaviour.
Firstly, multisine characterizations easily showed the expected FRF shape in all three DoF, with the low-frequency
decoupling peak and high frequency peaks starting at 1200
Hz, suggesting that the mechanical design target had been
achieved. Having the first plant identification, a simple
controller could be implemented and then, step sine characterizations could be used to more accurately identify the
flat portion (slope 0) of the lowest frequency range, i.e., the
ShS characteristic stiffness lines for frequencies below the
main decoupling peak. Next, step sine was also used above
the decoupling peak frequency in the -40 dB/dec (slope -2)
frequency range, which provides the ShS mass and moments of inertia. This region, between 20 and 1000 Hz, is
critical to the system closed-loop behaviour near the controller bandwidth at 250 Hz.
Figure 6 shows the FRF from the real data. The non-diagonal terms lower magnitudes show that the system is
well decoupled. In MATLAB, this is a system from Frequency Response Data (FRD), which means that each point
in the plot is a measurement compiled as described in the
System Identification section. The identified plant can be
combined with the designed controller and its characteristics, such as stability and robustness, can be calculated, as
described in the next section.
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Figure 6: MIMO plant identification using single sine
method.

Controller Design

The in-position performance of the ShS is depicted in
Fig. 9, in which the cumulated RMS position stability is
shown as a function of frequency for all three DoF. This
evaluation is made up to the Nyquist frequency, i.e.10 kHz,
for a 20 kHz closed-loop control frequency.
Regarding mechanical disturbances, the performance of
the ShS will mainly suffer from the LN2 flow induced vibrations [16], floor vibrations and excitations from the rotary stage and the LoS actuator [17]. The impact of such
noise sources has been estimated using the analytical
model and considered in the error budget during the development of the instrument, but still needs experimental confirmation. Naturally, these components may eventually affect the present design of the controller.
10 -7 In position stability (Rx)

1

The controller was designed to be stable and robust
(presently the phase margin is 28.8 degrees and the gain
margin is 2.03), to reject noise at low frequencies (high
open-loop gain below the bandwidth) and to suppress high
frequency noise (low sensitivity peak). These characteristics were implemented using a lead-lag compensator and
filters: an integrator at low frequencies, a low pass at high
frequencies, and notches to supress some well-known mechanical peaks, the ones near the low-pass cut-off frequency. These characteristics are shown in Fig. 7 and Fig.
8, where the controller, the sensitivity and the open-loop
plots for the ShS in the three DoF are depicted.
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Figure 7: Sensitivity and controller for the ShS in the 3
DoF.

Figure 8: Open-loop plots of magnitude and phase for the
ShS in the 3 DoF, showing the system dynamic performance under control.
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Figure 9: Left: Cumulated RMS position stability for all 3
directions under control. Right: Time domain plot, of Rx
(relative pitch) direction, with 3 sigma value indicated.

CONCLUSION
The new high-dynamic monochromator innovative concept was proved within the core of the instrument, showing
its high stability performance: 9.2 nrad relative pitch and
0.9 nm relative gap (RMS values integrated from 0 to
2500Hz). These figures were achieved still with fixed
Bragg angles, having the system in air and at room temperature, but numbers for the complete cryocooled system, including scanning performance, are expected by the end of
2017. Predictive modelling was shown to be mandatory for
such a high-performance system, where no detail can be
neglected, even in preliminary phases.
The system identification methods applied to the electronics hardware and the mechanical plant proved to be a
very robust and an essential approach to be used in designing a proper controller for a high-end system. With them,
the closed-loop control of the HD-DCM was successfully
implemented following the most important design targets
from the literature. Moreover, with these tools the implementation of a new controller using any new control design
technique is also straightforward.
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Abstract

THE USOP BOARD

Control systems for scientific instruments and
experiments would benefit from hardware and software
platforms that provide flexible resources to fulfill various
installation requirements. uSOP is a Single Board
Computer based on ARM processor and Linux operating
system that makes it possible to develop and deploy easily
various control system frameworks (EPICS, Tango)
supporting a variety of different buses (I2C, SPI, UART,
JTAG), ADC, General Purpose and specialized digital IO.
In this work, we describe features and architecture of
uSOP board and its deployment as a monitoring system
for the Belle2 experiment, presently under construction at
the KEK Laboratory (Tsukuba, Japan).

INTRODUCTION
In the last few years companies and no-profit
organizations, exploiting
availability of powerful
microprocessors at low price, have developed various
Single-Board Computers (SBCs) to fullfill different users
requirements. Projects like Raspberry Pi [1], BeagleBone
Black [2], are only some examples of this trend. Main
advantages of SBCs usage are low price, good
performance, compactness and widespread operating
systems (e.g. Linux).
Despite such advantages a common SBC is not suitable
“as is” for a custom task. In industrial or scientific fields
there are standards or form factor to be compliant with,
electronic interfaces or custom busses to adopt, and
integration of an off-the-shelf SBCs is not so easy.
The availability of electronic schematics and PCBs
with Open-source Hardware license for various SBCs
overcome these integration problems making feasible the
implementation of a custom SBC composed by a central
core inherited from off-the-shelf SBC (microprocessor,
static RAM, flash memory) and various peripherals
required to integrate a new architecture into a specific
environment. With this approach the custom SBC user
will keep exploiting all supported tools and software
provided by SBC community: a very powerful help in
satisfying all constraints enforced by his scientific or
industrial environment.

The uSOP board (Fig. 1) is derived from BeagleBone
Black Open-source Hardware project. It has been
designed as expandable platform to run applications in
controls and monitoring of sensors, detectors and other
complex scientific research equipment.

Physical Layout
The board has an Eurocard 3U form factor and it is
possible to use it in stand-alone mode or as a plug-in unit
inside an Eurocard crate. It is powered by an external
regulated supply at 5V with a typical power consumption
of less than 3W.
The on-board power distribution has been segmented to
provide a clean supply for acquisition peripherals. The
noisy digital domains are powered with high-efficiency
Point-Of-Load switching regulators while linear
regulators supply the more demanding, high-speed I/Os
like USB and Ethernet. Thermal shutdown, over-current
and short-circuit protection are guaranteed by design for
safe operation in hostile and limited access environments
[3].

Hardware Features
The processor of uSOP board is the Texas Instrument
Sitara AM335x (Cortex-A8 SoC) which runs up to 1 GHz
clock rate. It provides a large set of serial busses: I2C,
SPI, CAN, USB and it is also equipped with Ethernet
ports, mass storage interface and 12-bit ADC. Two
coprocessors (Programmable Real Time Units – PRU) are
also available.
In the present version, uSOP has 512 Mbyte RAM and
4 Gbyte of mass storage by on-board eMMC. Dual
instances of SPI, I2C and UART are available and all of
them are galvanically isolated with separate supplies (5V,
12V) in order to power remote sensors and acquisition
boards with ADCs, DACs and other peripherals. JTAG
protocol is also available by software using a set of
galvanically isolated GPIO pins. Two 8-bit expansion
connectors allow usage of additional GPIO pins for
custom protocols implementation and four buffered 12-bit
ADC are available to the user.
uSOP board has been designed to run in harsh and
unattended environments and the most critical system
operations can be performed remotely by a dedicated out
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Figure 1: The uSOP board.
of band LAN connection that operates independently
from the main processor. This is done by a compact selfcontained networking module [4]. It provides in the
package of an Ethernet socket a server running uCLinux
with a minimal footprint of RAM and Flash. An I2C
software controller drives an external IO expander which
allows the user to reset and power cycle the uSOP board,
and modify the boot sequence of the processor as well.
Through the UART, it is also possible to redirect the
uSOP console on the LAN.

OPERATING SYSTEM
Boot Features
User can choose either first stage and second stage boot
media. uSOP uses U-Boot [5] as Linux bootloader and, as
far as a first stage boot is concerned, it can be loaded from
eMMC, micro-SD, UART (via XModem/YModem
protocol) or Ethernet (DHCP + TFTP). The second stage
boot is performed by U-Boot that can fetch Linux kernel
image from eMMC, micro-SD or Ethernet (TFTP).
Selection of first stage boot media can be done by the
network with the Lantronix XPort management module
that offers a command line or EPICS IOC to accomplish
this task. Second stage boot selection can be performed by
U-Boot command line console available remotely through
the network management module.

Linux Distribution
Linux Debian has been selected as preferred
distribution for uSOP board. Sitara AM335x processor is
supported by BeagleBoard.org Foundation that provides
open-source Linux kernel drivers and patches. Using an
image-builder scripts set it is possible to generate (on a
separate PC) a root filesystem (rootfs) image based on last
ARM Linux kernel with a selection of packages ports.
The rootfs image is suitable for eMMC/micro-SD
installation or network booting.
The hardware features and resources of the uSOP board
make it possible to use language compilers and

interpreters directly on-board without need of crosscompilation on a separate PC. Thanks to Linux Debian,
uSOP users experiences a “fully fledged” Linux system
with a huge selection of packages and libraries already
available in binary format by official network repositories
without need to search, compile and install each software
dependencies.

EPICS Framework
Last EPICS base (R3.15.5) is selected for uSOP and,
also in this case, EPICS IOC development can be done
directly on board using C/C++ on-board compiler and
related utilities.
During last development activities uSOP board runs
EPICS IOC written in Python using PCASpy [6] and it is
used in other environments with StreamDevice [7]
components. Some successfully tests have also been done
with compilation, installation and usage of EPICS V4.

THE BELLE2 EXPERIMENT
The BelleII detector [8] is currently under construction
at the SuperKEKB electron-positron collider at the KEK
Laboratory (Tsukuba, Japan). As a major upgrade of the
forerunner Belle experiment at the KEKB collider, the
BelleII detector has been improved to make
measurements of CP-violating asymmetries in rare B
meson decays, to achieve precision determination of
CKM parameters, and to perform sensitive searches for
lepton flavour violation and lepton number violation in
rare and forbidden B and D decays.
The BelleII Electromagnetic Calorimeter (ECL) is
divided in a barrel and two anular endcap regions, named
forward and backward following the asymmetric design
of the low-energy (positron, 4 GeV) and high-energy
(electron, 7 GeV) collider rings. CsI(Tl) was chosen as
the scintillation crystal material in all regions, due to its
high light output at an affordable cost. Light yield does
change with temperature [9] and crystals are strongly
hygroscopic and they can be severely damaged by
humidity [10]. Forward and backward endcaps are made
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of 2112 CsI(Tl) crystals, arranged in 16+16 sectors. Each
sector is equipped with three thermistors and an active
humidity probe for a total of 128 analog channels.

USOP DEPLOYMENT IN
BELLE2 EXPERIMENT
Hardware Layout
Temperature and relative humidity in the two BelleII
ECL endcaps are monitored by a uSOP-based network
[11]. Each endcap is read out by four uSOP boards placed
in a 19-inches 6U crate (Fig. 2). Each uSOP unit is hosted
in a 6U carrier box with ADC unit for readout of
thermistors and humidity probe readout. The 6U crate is
equipped with a power backplane and redundant power
supplies in order to provide regulated 5V to each uSOP
board.
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Different levels of detail are provided to user by means
of multiple views of the collected data. In “bird's eye”
view (Fig. 3) a single snapshot of last collected data is
displayed and each sector of a selected endcap (forward
or backward) is labeled with temperature and humidity
metrics. Another view is available to live monitor a single
ECL sector over time in order to highlight critical trends.
The interface with historical data, stored in EPICS
Archiver database, is provided by CSS Data Browser that
makes possible data inspection over an arbitrary time
period (Fig. 4).

Figure 3: “Bird's eye” view for a selected endcap.
Figure 2: uSOP crate for BelleII monitoring system.

ADC Main Features
For temperature and humidity readout the Linear
LTC2983 [12] 24-bit, ΔΣ ADC has been selected. It can
measure temperature using the most common sensors
(thermocouples, RTDs, thermistors, and diodes) and it
includes all necessary active circuitry, switches, including
processing hardware to perform measurement algorithms,
and mathematical conversions to determine the
temperature for each sensor type.
LTC2983 also provides 10 differential or 20 single
ended buffered inputs with SPI interface for configuration
and readout and it is fully compliant to slow control and
monitoring requirements in terms of speed and precision.

Software Deployment
A specialized EPICS IOC has been developed to
interface uSOP with LTC2983 ADC through SPI bus.
Each temperature and humidity value is published on
BelleII EPICS network and stored in an EPICS Archiver.

Data Visualization
Control System Studio (CSS) [13] is the visualization
tool selected by BelleII. ECL temperature and humidity
values are monitored with various control panels.

Figure 4: Live monitor and historical data plot of
selected ECL sector.

CONCLUSIONS
uSOP board is a Linux SBC with hardware and
software features specifically designed for scientific and
industrial environments. The adoption of a fully fledged
Linux distribution plays a key role in fast development of
software solutions, breaking down the learning curve of a
typical custom Linux distribution. At KEK laboratory,
uSOP has been deployed in the monitoring of
environmental parameters (T, Rh) for the endcap regions
of the ECL and it has showed its reliability and robustness
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running for more than one year in unattended and
continuous uptime.
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MANAGING YOUR TIMING SYSTEM AS A STANDARD ETHERNET
NETWORK
A. A. Wujek∗ , G. Daniluk, M. M. Lipinski, CERN, Geneva, Switzerland
A. Rubini, GNUDD, Pavia, Italy
Abstract
White Rabbit (WR) is an extension of Ethernet which
allows deterministic data delivery and remote synchronization of nodes with accuracies below 1 nanosecond and jitter
better than 10 ps. Because WR is Ethernet, a WR-based
timing system can beneﬁt from all standard network protocols and tools available in the Ethernet ecosystem. This
paper describes the conﬁguration, monitoring and diagnostics of a WR network using standard tools. Using the Simple
Network Management Protocol (SNMP), clients can easily
monitor with standard monitoring tools like Nagios, Icinga
and Grafana e.g. the quality of the data link and synchronization. The former involves e.g. the number of dropped
frames; The latter concerns parameters such as the latency
of frame distribution and ﬁbre delay compensation. The
Link Layer Discovery Protocol (LLDP) allows discovery
of the actual topology of a network. Wireshark and PTP
Track Hound can intercept and help with analysis of the
content of WR frames of live traﬃc. In order to beneﬁt
from time-proven, scalable, standard monitoring solutions,
some development was needed in the WR switch and nodes.
The paper describes these developments and shows many
examples of the beneﬁts brought about by this strategy.

is independent of clock transmission can reduce the cost of
infrastructure needed for monitoring of end-nodes.

WR Network Architecture
Figure 1 shows the layout of a typical WR network. Datawise it is a standard Ethernet switched network, i.e. there
is no hierarchy. Any node can talk to any other node. Regarding synchronization, there is a hierarchy established by
the fact that switches have downlink and uplink ports. A
switch uses its downlink ports to connect to uplink ports
of other switches and discipline their time. The uppermost
switch (Grand Master) in the hierarchy receives its notion of
time through external TTL Pulse Per Second (PPS) and 10
MHz inputs, along with a time code to initialize its internal
International Atomic Time (TAI) counter.

INTRODUCTION
Timing networks are custom networks, with limited bandwidth and use of custom technologies. This limits possibilities of using many standard network tools and protocols.
For example, the General Machine Timing (GMT) used at
CERN is based on uni-directional 500 kb/s RS422 links, and
allows operators and users to synchronize diﬀerent processes
in CERN’s accelerator network. The system has a number of
shortcomings though, among which the most important are
the limited bandwidth and the impossibility of dynamically
evaluating the delay induced by the data links. White Rabbit
is foreseen as a successor technology for GMT.

Figure 1: Layout of a typical WR network.
The WR Switch [4] is the main component of WR networks. It is in the form of a standard 19” chassis with 18
GbE ports and one management port in the front panel.
A typical WR Node [5] is a device with one GbE link,
two voltage controlled oscillators and an FPGA that contains
the WR PTP Core (WRPC) [6] together with application
speciﬁc IP cores.

THE WHITE RABBIT NETWORK

CONFIGURATION OF A WR NETWORK

The White Rabbit network [1] [2] achieves subnanosecond timing accuracy by implementing both layer 1
syntonization and an extension of The IEEE 1588-2008 (Precise Time Protocol, PTP) standard [3]. Layer 1 syntonization
enables reference frequency distribution among devices in
a WR network. On the other hand, IEEE 1588-2008 is a
packet-based-protocol that performs the time synchronization among the WR nodes. The fact that data transmission

For small networks it is convenient to conﬁgure and monitor switches and nodes manually, by using ssh or the web
interface for switches and a direct console connection for
nodes. However, such an approach does not scale well for
bigger networks.
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White Rabbit Switch Conﬁguration
A White Rabbit Switch applies the conﬁguration at boot
time. The conﬁguration ﬁle is in the format of Kconﬁg, the
same format used by the Linux kernel for conﬁguration at
TUSH303

Timing and Synchronization

1007

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

build time [7]. The conﬁguration ﬁle in the Kconﬁg format
can be stored locally on a switch or downloaded at boot time.
The remote location can be pre-conﬁgured or can be sent to
a switch in the DHCP response together with an assigned IP
address. The switch tries to download a conﬁguration ﬁle
from a given location (via e.g. TFTP) and applies it (Fig. 2).
If the downloaded conﬁg ﬁle contains errors, it is reported
via SNMP and the last, locally stored, conﬁguration ﬁle is
used instead.

Figure 2: Simpliﬁed ﬂow showing how the White Rabbit
Switch retrieves its conﬁguration.
When a WR switch breaks, it can be replaced on-site
by a unit taken directly from the stock without any preconﬁguration. Only the MAC address of a switch’s management port has to be updated in the DHCP database to be able
to get the same IP, hostname and conﬁguration ﬁle. Such an
approach can signiﬁcantly reduce down time and does not
require in-depth WR knowledge to ﬁx the network.

Controls Conﬁguration Data Editor (CCDE)
To simplify the management of conﬁguration ﬁles, a new
web-based tool, the Controls Conﬁguration Data Editor
(CCDE), was developed (Fig. 3) at CERN.

Figure 3: White Rabbit Switch conﬁguration in CCDE.
A new switch can be installed following these simple
steps:
• Add a new switch to the CCDE
– Pick the hostname of the switch
– Select Hardware and Software versions
– Optionally change the default conﬁguration
• Click Generate in CCDE to generate a conﬁg ﬁle
• Power-on or restart the switch to trigger retrieval of the
new conﬁguration ﬁle
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Now the White Rabbit Switch is conﬁgured and ready to
operate.

Node Conﬁguration
Contrary to a WR Switch’s conﬁguration, conﬁguration
on a WR node is done at build time. The main reason for such
design decision is lack of resources (especially memory)
on nodes. Unfortunately, not all parameters are known at
build time. For example SFP1 calibration values are not
known. These parameters are needed to achieve sub-ns
synchronization accuracy and are stored in an external ﬂash
memory on each WR node. They can be written directly to
the ﬂash through JTAG or by logging in via a serial console to
a soft CPU implemented in the FPGA and manually setting
the SFP values. These two possibilities do not scale well
for bigger installations. To address this issue, an SNMP
agent was implemented, which makes possible to conﬁgure
SFP calibration values by sending SNMP packets in the WR
network to a given node. Such an architecture also makes
it possible to design a stand-alone node with only one WR
link connected, reducing the cost of cabling and additional
machines to host WR node cards.

MONITORING AND DIAGNOSTICS
PROTOCOLS USED IN WR NETWORKS
Timing networks, due to their speciﬁc nature, usually
require new protocols to be deﬁned and implemented. Since
White Rabbit is based on Ethernet, all standard protocols of
the IP family can be used. No new protocols were designed
neither to monitor or to diagnose White Rabbit networks.

Simple Network Management Protocol (SNMP)
The Simple Network Management Protocol (SNMP) [8] is
a standard and widely used protocol for monitoring networks.
It deﬁnes two types of roles: SNMP manager, which sends
requests, and SNMP agent, which responds to the manager
with the requested information.
Managers and agents exchange data as objects, which are
organized into a hierarchical tree. The objects are deﬁned in
Management Information Base ﬁles (MIBs), and addressed
by object ID (OID) in the form of dot-separated natural
numbers. For example, the OID for the uptime of a system is
1.3.6.1.2.1.1.3, which thanks to MIBs can be translated
into a more readable form SNMPv2-MIB::sysUpTime.
OIDs implemented in the WR Switch are organized in
two groups:
• General status objects – are intended for operators.
They provide a summary about the status of a switch
and several subsystems (like timing, networking, Operating System). Each piece of information is exported
as a separate object (Fig. 4). These should be used by
control system operators and users without a comprehensive knowledge of White Rabbit internals. These
exports provide a general status of the device and high
1

Small Form-factor Pluggable transceiver
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level errors, which is enough in most cases to perform
a quick repair.
• Expert objects – can be used by White Rabbit experts
for the in-depth diagnosis of switch failures. These
values are verbose and normally should not be used
by operators. This group contains various parameters
including the quality of the data link (like the number of
dropped frames) and synchronization (like the latency
of frame distribution and ﬁbre delay compensation).
The SNMP implementation on the WR PTP core supports
only a subset of expert objects due to size constraints.
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mechanism nor an acknowledgement embedded into the protocol, all transmit capable devices have to send LLDP frames
periodically.
The WR Switch supports both receiving and transmitting
of LLDP frames in a WR network. Due to memory constraints, the WR node’s implementation of LLDP is limited
only to transmit mode.
All data gathered by LLDP can be exported by a standard
SNMP daemon. Thanks to this it is possible to discover the
full topology of a WR network. This graph (Fig. 5) was
generated by LLDP-SNMP software [12].


















Figure 4: The structure of general status objects for operators
exported via SNMP.
The White Rabbit Switch uses Net-SNMP [9], a standard,
widely used implementation of an SNMP agent. The same
solution could not ﬁt into the White Rabbit PTP Core due
to the tight memory constraints. Instead a custom SNMP
agent with a small footprint was implemented.

Syslog
Both the WR Switch and WR nodes support sending syslog messages. The switch uses a standard rsyslog [10] implementation and is capable of sending messages generated by
the kernel and user space applications. Additionally, when
any of the SNMP general statuses is not in the “OK” state, a
syslog message is sent with more details.
WRPC’s custom implementation of a syslog is very limited and sends messages only on critical events like loss of
synchronization or link going up.

Link Layer Discovery Protocol (LLDP)
The Link Layer Discovery Protocol (LLDP) is a protocol deﬁned in standard IEEE 802.1ab [11]. LLDP can be
used to discover neighbors connected directly to a particular
device. LLDP is implemented as a link layer protocol, it is
not propagated via layer 2 network devices (like switches,
bridges). All the data sent in LLDP frames is in the form
of Type Length Value (TLV) ﬁelds. LLDP deﬁnes a set of
obligatory TLVs (chassis ID, port ID and time to live) and
a set of optional TLVs (including: port description, system
name, system description, system capabilities, management,
VLAN info). Every valid LLDP frame has to contain all
obligatory and any number of optional TLVs.
An LLDP-capable device can work in two modes: receive
and transmit. These two modes can be enabled or disabled
independently. Because there is neither a request-response














Figure 5: Network layout based on information gathered
via LLDP. WR Switches are represented as orange ellipses,
WR nodes as yellow ellipses. Labels next to nodes represent
network interfaces used by particular links.
To generate such a graph, the root node of a graph/network
has to be identiﬁed; the natural choice of root node in a
WR network is the Grand Master switch. Starting from the
root switch LLDP-SNMP software recursively queries all
switches via SNMP for their neighbors discovered via LLDP.
If a neighbor is a switch it is also queried. All queries go
through the management port of the WR Switch. Since the
traﬃc on the management port is separate from the WR
network, no traﬃc is generated in the WR network.
After all devices in a WR network are discovered, a representation of the network is stored in JSON format. Then
LLDP-SNMP translates the JSON representation into a DOT
language [13] ﬁle and using graphviz [14] generates a network topology graph.
For networks that are intended to be static (like CERN’s)
LLDP can be used to compare the conﬁgured network topology with the actual state. All diﬀerences can be easily
tracked and reported to a network administrator.

MONITORING AND DIAGNOSTICS
TOOLS FOR WR NETWORKS
Sniﬃng Traﬃc in a WR Network
Since a WR network transmits frames like a regular Ethernet network, it is possible to use already existing tools to
intercept and analyze traﬃc in a WR timing network. However, due to the way the PTP protocol, WR switch and user
application itself work, there are several possible scenarios
of sniﬀer usage:
• An obvious scenario is to run a sniﬀer on a WR node
connected to a network. It could help to analyze the
TUSH303
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incoming traﬃc. Unfortunately, current implementation of a WR node have little support to forward traﬃc
from the WR network to the host system. The WR-NIC
project [15] allows that with the exception of WR-PTP
traﬃc itself.
• The simplest scenario is to connect a sniﬃng machine
to a free port in a WR switch. This is useful for intercepting broadcast traﬃc. In this scenario it is impossible to analyze WR-PTP traﬃc, since by design it is
point-to-point. In the future, WR switches will support
a port mirroring functionality, so even unicast traﬃc
will be intercepted using this method.
• Another possibility is a “men in the middle” kind of
approach. Inserting a host with two network interfaces
between two devices allows to intercept all the trafﬁc running between them. However, due to the way
WR-PTP is designed, the synchronization cannot be
preserved.
• The best way to intercept WR-PTP traﬃc is to run a
sniﬀer on a WR switch, then forward its output (live
or captured in a ﬁle) to a tool capable of analyzing
WR traﬃc (see the Wireshark and PTP Track Hound
sections for concrete examples). This method is also
not ideal. It allows only to intercept WR-PTP traﬃc.
Any other kind of traﬃc is not forwarded from the WR
Switch ports to the management CPU (ARM), running
Linux in the switch.
Unfortunately, none of the methods presented above allows
to intercept data and synchronization (WR-PTP) traﬃc at
the same time, but using them separately or in combination
can greatly improve debugging abilities.
Wireshark and PTP Track Hound are good examples of
tools that can be used for sniﬃng and analyzing WR-PTP
network traﬃc.

Wireshark
“Wireshark is the world’s foremost and widely-used network protocol analyzer.” [16] In the ﬁrst three scenarios
described above Wireshark can be run on a host system and
be used at the same time as a sniﬀer and an analyzer. In the
latter scenario we recommend running tcpdump [17] on a
switch (it is available there already), then redirect tcpdump’s
output over an ssh tunel to Wireshark for further analysis2 .
Alternatively, tcpdump’s output can be stored locally on
a switch ﬁrst, then transferred to a host machine for post
analysis.
There is an ongoing development by an author of this
paper of a dissector to extend Wireshark’s abilities to be able
to understand the WR-PTP protocol. Wireshark’s dissection
of an announce message is presented in Fig. 6.
2

To start tcpdump on a WR Switch and redirect its output to local a Wireshark instance, run the following command on a host with a connection
to the management port of the WR switch (not WR network):
$ ssh root@<switch_IP> /usr/sbin/tcpdump -U -s0 -i
<sw_port> -w - | wireshark -k -i Where <switch_IP> is the IP address of the WR switch management
port; <sw_port> is the port whose traﬃc is to be analyzed.
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Figure 6: Dissected WR announce frame in Wireshark.
Recent versions of Wireshark are able to visualize ﬂow
between hosts with a Flow Graph. An example of message
exchange between two WR switches to get synchronization
is presented in Fig. 7. Please note that the WR PTP implementation does not use unicast addresses for communication,
but a multicast address (00:1B:19:00:00:00) as destination.

Figure 7: Flow of WR frames in Wireshark.
A similar dissector to the one mentioned above can be
written for any application-speciﬁc protocol used in a WR
network.

PTP Track Hound
PTP Track Hound is another tool [18] that can be used
to sniﬀ and analyze WR traﬃc [19] (Fig. 8). Similar to
Wireshark, this tool can sniﬀ and analyze local traﬃc or use
tcpdump’s output from a remote machine to analyze it on a
local host live or as post analysis.

Figure 8: Dissected WR announce frame in PTP Track
Hound.

Nagios/Icinga
Nagios [20] and its fork Icinga [21] are applications that
monitor systems, networks and infrastructure. A sample
screen-shot of Nagios with the General status objects of a
WR switch is presented in Fig. 9. When an error occurs,
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the corresponding status box changes color and notiﬁcation
like sending e-mail or SMS can be issued. Nagios also has
diﬀerent views showing an overview of multiple devices and
their state.
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the amount of required new development and reduce the risk
of vendor lock-in for monitoring and management software.
Introducing new users to WR network technology is much
easier compared to custom networks as it is based on already
existing and well known tools.
As these tools become more and more powerful, WR users
beneﬁt from even more advanced monitoring and diagnostics
capabilities without any additional investment.
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DATA TRANSFER BETWEEN FPGA CORES
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Abstract
When feedback loops latencies shall be lower than
milliseconds range the performance of FPGA-based
solutions are unrivalled. One of the main difficulties in
these solutions is how to make compatible a full custom
digital design with a generic interface and the high-level
control software.
In ALBA, we have simplified the new equipment
development process with the use of Harmony Bus (HB).
Based on the Self-Describing Bus, developed at
CERN/GSI, it creates a bus framework where different
modules share timestamped data and generate
events. This solution lets the high-level control software
in a Single Board Computer or PC, to easily configure the
expected functionally in the FPGA and manage the realtime data acquired.
This framework has been already used in the new
Em# electrometer, produced within collaboration between
ALBA and MAXIV, which is currently working in both
synchrotrons. Future plans include extending the FPGA
cores library and high-level functions.

NEW FRAMEWORK FOR REAL-TIME
DATA PROCESSING
Feedback loops take the system output into
consideration, which enables the system to adjust its
performance, to meet a desired output response. They are
usually used to correct errors. When designing systems
with target response times close to µseconds, the
possibility to use high level software is limited and the
only possibility is via hardware based solutions. Among
those, nowadays FPGA is the most selected technology
due to their low processing time, relatively low cost,
reprogrammable capability, massive parallel complex
operation capability and the availability of high number
of input/outputs. That makes them quite appropriate for
those designs that require integration times under
milliseconds range. On the other hand, they are complex
to program and offer limited possibilities to store or share
data with other high level applications. PC’s or Single
Board Computers (SBC) are a good solution for those
designs where the processing time is not so critical as
required, latencies are higher than tenths of milliseconds
and they offer complex data processing with multiple
tools for data sharing to other high level applications or
data transmission via network.
Since 2014, in ALBA computing division, we started
to consider making our new in-house developments as
versatile as possible and easily adaptable to changing
needs from our scientists. Our target was to cover

feedback system designs in the ranges from milliseconds
to µseconds. In that sense we began the development of
our new products based on a solution resulting from the
combination of an FPGA and PC. The new design had to
be flexible enough to perform real-time calculus, data preprocessing or feedback implementation, easy to configure
and with sufficient capability of integration in any control
system or configuration. The resulting design is shown in
Figure 1, where the FPGA and the PC are connected via
PCI Express and the PC is a Single Board Computer
(SBC) with I2C and SPI ports to connect other peripheral
devices, like a touch-screen display, control the power
supply board or any other

Figure 1: Electric block diagram of new ALBA development.

BASICS OF HARMONY BUS
Communication between FPGA and SBC is done via
PCIe bus. This bus, even having a high transfer peak, is
not easy to be deterministic and easy control the latency
between different communications from high level
software layers. To overcome this constrain, the new
design clearly divides the functionality between
acquisition and real-time data processing in the FPGA,
while configuration and high-level data processing in the
main processor (SBC). Following the versatility
requirements, the FPGA was designed containing
different functionality cores that are dynamically
interconnected between them depending on the equipment
configuration. Harmony Bus (HB) [1] is the easily
configurable proposed bus to dynamically share data
among the cores at high speed rate.
In the HB data is shared between FPGA cores in realtime with timestamp and with the identifier of the core
that has generated it. Harmony follows the tree structure
of Self Describing Bus (SDB) [2] developed by CERN,
although it is not mandatory that all the cores defined in
SDB had also and Harmony Bus connection. The SDB
uses a standard bus protocol, the Wishbone bus [3], for
the data exchange between the FPGA and the high level
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software. The SDB is used for cores diagnostics and set
up, while HB is used for fast data sharing between cores.
FPGA cores are connected using Harmony Bus
Bridges that act as bus arbiters, broadcasting the data to
other bridges and sharing it with the rest of FPGA cores.
Bridges register the upstream and downstream data to fit
the timing constraints. Inevitably the bridges add latency
and jitter to the messages, but the effect is negligible for
the targeted latencies. HB can be understood as a pool
where all components put its data and can read all other’s
data (see Figure 2).

Figure 2: Data flow of Harmony Bus.
The HB is composed of 2 busses: one for upstream
data and a second where bridges broadcast all data
received. Both are 64-bit bus: 32 bits are reserved for
data, 24 bits for timestamp (TS) and 8 bits are dedicated
for data identification (ID). There are also 3 lines for bus
control: one line indicating valid data in broadcast bus
and 2 lines (data request and reading) to manage the
upstream bus (see figure 3).
The data sent in HB have an ID of 8 bits which
allows up to 256 different messages with id 0 and 255
reserved. The ID’s can be configured dynamically to each
component using the before mentioned SDB. At the end it
is the control software hosted in the SBC who takes care
of the ID assignation. In timestamping 24 bits with ns
resolution are used, which involves that an overflow
occurs every 16 milliseconds. To avoid it before it
happens, a message with ID 0 is sent with a time
reference. Finally the ID 255 is reserved to send error
messages.
At the end is the control software hosted on the SBC
that handles the ID assignment. With 24 bits for
timestamp with a resolution of ns, it means an overflow
occurs every 16 milliseconds. To avoid this before it is
present, a message with ID 0 is sent as a time reference.
Finally, ID 255 is reserved for sending error messages.
The use of this bus provides a high flexibility in the
development of new functionalities or designs. Cores can
be interconnected or not, at configuration time by the
main software running in the SBC. Thanks to this,
multiple different functionalities can be implemented in
the FPGA dynamically without having to change its
firmware. And the most important, without loosing the
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deterministic and low latency behaviour of the FPGA.
The use of the SDB structure helps to simplify the
documentation of the FPGA cores and helps the main
software to self-detect and manage the FPGA contents.

EXTRA FUNCTIONALITIES FOR
FEEDBACK SYSTEMS DESIGNS
As mentioned before, the FPGA integrates a set of
cores that share data between them depending on the
equipment configuration, using the Harmony Bus. The
main software running on the SBC [4] features complex
embedded control software based on Linux OS build with
Yocto [5], with enough functionality to run the required
applications. Thanks to the dynamic ID’s and Harmony
Bus, it can configure the FPGA cores required and the
number of them depending on the equipment
functionality. For the main software, FPGA cores are like
a library of hardware modules that can be used
individually or interconnected between them, to
implement a specific equipment function. The list of the
different cores available in the FPGA, divided by its type
of functionality is as follows:
I/O cores:
• ADCCORE: Component that controls the ADC
device using high-speed serial lines.
• DACCORE: This core controls the Digital to
Analog converter.
• DIGITIAL I/O: Controls the digital input output
ports. It can be used to implement a counter or an
external trigger.
• SPI: Control external devices using the SPI
protocol like port expanders, temperature sensors,
EEPROM memories, etc…
Logic cores:
• ID GEN: generates data with and ID. It can be used
to setup memories or for diagnostics.
• COUNTER: This a counter module to count to that
counts harmony ID’s previous selected.
• MEMORY: Ram memory to save and download
data from fast BUS. It implements a circular buffer
that can be started/stopped from fast or slow bus.
• TIMEBASE: Clock reference signal that can be
externally referenced to a clock source.
• DMA (future): Core responsible to share data with
the main software through DMA via PCIe.
Mathematic cores:
• AVERAGE: used to calculate a dynamic mean of
data in 32-bit 2-Complement format. There is also
one module per channel.
• FIFO: stores and delays any data specifying the ID
of the data to delay. There is one module per
channel.
• PID: This is one of the most important modules to
use the equipment as a control loop feedback
mechanism.
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MATH (future): Mathematic coprocessor with the
basic operations to perform over the input data +,,* and /.
A typical configuration of the FPGA cores to
implement a feedback system is shown in Figure 3. The
analogue signal inputs acquired via the Analog to Digital
Converter (ADC) are processed by the ADCCORE. The
FIFO and the AVERAGE cores are used to get a mobile
average of the input. The result is processed by the
Proportional Integral Derivative core (PID) that calculates
the error and then, sent to a DACCORE that commands
the Digital to Analogue Converter (DAC). At any
moment, the data sent through the harmony bus can be
stored in the FPGA memory core for a further analysis
and processing by the main software.

Figure 3: FPGA cores configuration with HB for a
feedback system.
The huge quantity of input/outputs available in the
design together with the use of dynamic ID and HB, allow
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that multiple setups can be configured in the equipment
without the need of any gateware or software update. The
main software also performs other slow or low priority
tasks such as the user control and diagnostics: the
information display in the touch-screen, software and
firmware update, integration with external control
systems through a standard communication protocol SCPI
or remote control via telnet (using the SCPI protocol [6])
or via web through a tornado webserver [7]. It is written
in Python to simplify the integration and development of
new functionalities.

EXAMPLES OF IMPLEMENTATION
For a better understanding of the HB configuration
used to implement a typical feedback system, a real
example of this implementation will be detailed in this
section using the ALBA electrometer Em# [8]. The main
core for the feedback system is the PID core that provides
control over the feedback loop. Figure 4 shows the data
flow in the HB for a feedback system. Data acquired by
the ADC, is read by the ADCCORE block at 200 KHz
with and oversampling than can be configured between 0
to 64 samples. The output sent to the Harmony bus with
the identifier ADC1_ID. Then it goes to configurable size
FIFO that outputs the FIFO1_ID and this to the
AVERAGE that outputs the AVG1_ID. The FIFO and
AVERAGE modules are used to get the mobile average
of the input. The size of the FIFO indicates the size of the
mobile average in time. Each data in the FIFO means
320µseconds and the maximum FIFO size is limited to
1024 samples, what results in a maximum of 320 milliseconds.

Figure 4: Harmony bus data flow for an acquisition on Em# project, using the Harmony Bus.
WEAPL01
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In the bottom side of the harmony bus, DIGI/O
CNT2 provides the time base signal. Each 320ms a
message is generated to be used as time reference. This
message is always stored in the FPGA memory for future
data processing by the main module. DIGI/O CNT1 and
HCNT1 are two counters used to configure the sampling
time and the number of samples to acquire.
The PID module is continuously processing the
signal that comes from the AVERAGE module
(AVG1_ID) and generating the corresponding corrected
signal PID_ID. Finally, the PID_ID is processed by the
DACCORE module to be converted to an analogue output
value each sampling time trigger. All the data sent
through the harmony bus is stored in the FPGA memory
every sampling time trigger, to be processed by the main
software. The main software uses this data with
timestamp to provide diagnostics and monitoring tools
that help to understand how the feedback system is
working and reacting, at real-time.
Based on this new design concept, the first product
has arisen, the new ALBA electrometer Em#. This
equipment adds 4 current amplifiers (CA) to each
analogue input and a current amplifier board where these
CA’s are mounted, to measure low noise currents lower
than PicoAmp.
Other functionalities that can be activated with minor
changes in the high level software are analogue or digital
signal generators. They can be used to synchronize other
systems or to easily characterize external systems in open
loop, as shown in Figure 5. They can work in parallel to
the acquisition or independently. To generate any voltage
signal in the analogue voltage output previously defined
and stored one of the FIFO’s. Every data which is output
from the FIFO triggers the IDGEN which stores again the
data in the FIFO creating a circular buffer. The output of
the FIFO is also used to generate an output in the DAC.
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without the need of Hardware or Software modifications.
Future plans include extending the library of available
FPGA cores adding new functionalities and increasing the
possibility of their combination. The roadmap of planned
future includes:
• Direct Memory Access (DMA) from FPGA to the
SBC. Actually data sharing between the FPGA and
the SBC is using virtual memory spaces via PCIe.
But depending on the configuration this can affect to
the data read and processing speed. To improve the
processing time a future plan includes the usage of
DMA access.
• MATH core. A mathematical processor for real-time
calculus in FPGA where it will be possible to do
complex mathematical operations.
• External HB synchronization. Develop a core able to
interconnection different Harmony Bus in different
equipment’s so they are able to share data in realtime using an SFP port.
For example one of the applications that could be
done using this design would be to implement a closed
loop using a piezo actuator in the second crystal of a
Monochromator in a beamline. That could be used to
correct the intensity or position of a beam in a
synchrotron beamline as shown in Figure 6.

Figure 6: Monochromator with increased bandwidth.

Figure 5: Data flow in Harmony Bus for a Function
Generator.

WHAT’S NEXT
As mentioned before, Harmony permits the
development of new low-level equipment’s functionalities

A typical example like this will let the scientist to
cover different configurations with just single equipment:
the characterization of the piezo actuator using the
function generator configuration; a feedback system using
the feedback system configuration; read low noise
currents using the electrometer; or any other that the
scientist could have. All these configurations can be
adjusted just selecting the appropriate FPGA cores
configuration in the Harmony Bus, via high level
commands and without having to modify the Hardware or
Software. And in all these experiments, data with
timestamp acquired at real-time is available for the
scientist at any moment, to diagnose and monitor the
status of the experiment.
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CONCLUSIONS
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AUTOMATIC PID PERFORMANCE MONITORING APPLIED TO LHC
CRYOGENICS
B. Bradu, E. Blanco Vinuela, R. Martí, F. Tilaro
CERN, Geneva, Switzerland
Abstract
At CERN, the LHC (Large Hadron Collider) cryogenic
system employs about 5000 PID (Proportional Integral
Derivative) regulation loops distributed over the 27 km of
the accelerator. Tuning all these regulation loops is a complex task and the systematic monitoring of them should be
done in an automated way to be sure that the overall plant
performance is improved by identifying the poorest performing PID controllers. It is nearly impossible to check the
performance of a regulation loop with a classical threshold
technique as the controlled variables could evolve in large
operation ranges and the amount of data cannot be manually
checked daily. This paper presents the adaptation and the
application of an existing regulation indicator performance
algorithm on the LHC cryogenic system and the diﬀerent
results obtained in the past year of operation. This technique
is generic for any PID feedback control loop, it does not use
any process model and needs only a few tuning parameters.
The publication also describes the data analytic architecture
and the diﬀerent tools deployed on the CERN control infrastructure to implement the indicator performance algorithm.

INTRODUCTION
The LHC cryogenic control system is now very mature after more than 12 years of operation using the CERN control
framework UNICOS (UNIﬁed COntrol System) [1]. Nevertheless, the cryogenic operation team is still optimizing
the cryogenic system as much as possible and this task is
demanding signiﬁcant eﬀorts due to the large amount of data
generated by the whole LHC cryogenic system (about 4 GB
per day).
In this context, advanced diagnostics methods based on
data analytic have been developed and tested in collaboration between the CERN industrial controls and safety group
and the cryogenic group. A method to automatically detect
oscillations of sensors or actuators [2] and a model learning
algorithm to detect abnormal behaviours [3] have already
been developed.
This paper is presenting a method to identify poorly tuned
PID (Proportional Integral Derivative) regulation loops as
the LHC cryogenic systems embeds more than 5000 of those
loops that cannot be permanently checked by the operators
without appropriate tools. The regulation loops, which are
poorly tuned, can trigger alarms whenever they exceed some
thresholds. This allows engineers to adjust these loops to
reach better performances and this corrective tuning has
been done since the beginning. However, many regulation
loops remain poorly tuned and do not provoke any critical

alarms. A better tuning of these regulation loops is then
necessary for several reasons:
• Too fast controllers can accelerate the aging of actuators
(valves, heaters, motors, etc..) and can provoke breaking inducing signiﬁcant stops of cryogenic installations
during operation.
• Too slow controllers induce important oscillations of
some process values (temperatures, pressures, etc.) and
can induce undesirable mechanical movements provoking alignment problems in the accelerator or even
breaking of components in extreme situations.
• Poorly tuned controllers can provoke undesirable interlocks and stops cryogenic installations after unexpected
disturbances. These poorly tuned controllers are diﬃcult to detect as they work acceptably most of the time
and they only show bad behavior when a strong and
rare disturbance appears.
For all these reasons, it was decided to implement an automatic performance monitoring of PID control loops to help
operators to identify regulation loops showing abnormal behaviours. Then, operators may take the appropriate decision
as for instance doing a new PID tuning, either manually,
either by using the PID auto-tuning tool implemented in the
UNICOS framework since 2016 [4].
After a brief description of the controller performance indicator that we have selected in a ﬁrst section, its application
to the LHC cryogenic system is presented and discussed with
the diﬀerent results. Then, in the third section, the implementation of the monitoring task within the CERN computing
infrastructure is described and a conclusion summarizes the
diﬀerent results and outlooks.

REGULATION LOOP PERFORMANCE
INDICATOR
Since 1980, there has been a lot of research to evaluate, in
a generic way, the performance of a regulation loop, whatever is the regulation technique. Some methods use the
variance of the mean square error between the measured
value and the set-point as performance indicator [5]. This
variance can be then estimated by time series and compared
to the best achievable controller to obtain the performance of
the regulation loop. This concept has been re-used more recently in 2007 by a Spanish team to compute a Predictability
Index (PI), more convenient for a concrete industrial case
where the number of tuning parameters is reduced [6].
WEAPL02
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The ﬁrst calculation to do is the estimation of the error at
each sampling time t for a certain prediction horizon b as
described in equation 1 where m is the error model order.

certain limit σ̄y . This condition allows the exclusion
of all controllers which are saturating at their output
and all controllers which are not in regulation mode
(i.e. when actuator is constant).

ê(t +b) = a0 +a1 ·e(t)+a2 ·e(t −1)+...+am ·e(t −m−1) (1)

2. A regulation loop is considered as poorly tuned if the
predictability index PI is below the deﬁned threshold
PI L more than N time windows during 24 hours. This
condition allows the exclusion of fast transients not
representative of the global controller performance.

Note that all coeﬃcients ai have to be found to ﬁt the measurements using the least square method for instance. Once
the error estimation is calculated, the predictability index
PI is computed as function of the error residue variance σr2
and the mean square error mse, see equation 2.
σr2
(2)
mse
This predictability index PI is then used to quantify the
quality of the regulation loop. If the loop is entirely predictable and tuned, PI = 1.0, whereas if the regulation loop
shows an erratic unpredictable behavior (i.e white noise), the
regulation loop is considered as poorly tuned and PI = 0.0.
PI =

Controller Performance Parameters
To compute the predictability index, several parameters
have to be deﬁned to perform the diﬀerent calculations and
some recommendations can be found in [6]:
• ts : the sampling interval represents the time between
two samples and it should be chosen in such a way
that the regulation loop dynamics can be accurately
observed without polluting the data with useless information.
• m: the regression model order. It is recommended to
use a value slightly bigger than the loop settling time
as we need to see the dynamic of the system in order
to predict it.
• b: the prediction horizon should be around the loop
settling time because if b is too large, the predictive
error can increase signiﬁcantly.
• n: the number of samples to be analyzed to compute
the performance index. A trade oﬀ should be found to
obtain enough information in a reasonable computation
time.
• PI L : the predictability index threshold between 0.0
and 1.0 is used to consider if the regulation loop is
correctly tuned according to the expected behavior of
the regulation loop.
Moreover, in order to avoid false positives as much as
possible to not pollute the results, we have decided to add
two additional conditions to consider a regulation loop as
poorly tuned:
1. A regulation loop is considered as poorly tuned within
a time window if and only if the standard deviation
of the controller output (i.e. the actuator) is above a

These parameters can be quite diﬃcult to understand by
process experts who have to setup these parameters. Hence,
we slightly modiﬁed the user inputs to ease the tuning of
the controller performance monitoring. Finally, the process
experts have to provide six parameters:
• ts : the sampling time.
• tW : the time window represents the time interval where
the predictable index is computed.
• T: the time constant of the loop represents the settling
time of the closed loop process (i.e. the time to reach
63 % of the ﬁnal value).
• PI L : The predictability index threshold.
• σ̄y : the minimum standard deviation on the actuator to
consider the regulation loop as enabled.
• N: The number of abnormal time windows detected
over 24 hours to consider the regulation as poorly tuned.
Then, the following computations are performed to ﬁnd
the original parameters of the predictability index:


TW
n = ceil
ts


(3)

 
T
b = ceil
ts

(4)

m=2·b

(5)

APPLICATION TO THE LHC
CRYOGENIC SYSTEM
As proof of concept, this daily regulation loop monitoring has been applied in 2017 on 3000 PID controllers over
the 5000 PID loops loops of the LHC cryogenic system to
produce a daily report every morning to the operation team.
The 2000 remaining PID loops have been excluded as they
are used only during maintenance periods or exceptional
phases.
The daily analysis of selected PIDs is executed every night
in order to produce a daily report every morning to the operation team.
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Grouping of Controllers and Tuning of the Monitoring Tool
Ideally, each regulation loop should have its own
parametrization to calculate its predictability index depending on its process dynamics but this is demanding too much
eﬀort for so many regulation loops. Hence, the ﬁrst task
consists of grouping controllers in such a way that each
group should demonstrate similar performance results with
the same parameters. We decided to separate the regulation
loops in large groups according to the controller type: 1.8 K
magnet temperature controllers (TC910 ), all other temperature controllers (TC), pressure controllers (PC), ﬂow controllers (FC) and level controllers (LC), see Table 1 where
the parameters for each of these groups are represented. In
total, we have 220 magnet temperature controllers, 1250
other temperature controllers, 520 pressure controllers, 830
ﬂow controllers and 200 level controllers.
Table 1: Grouping of Controllers With Their Associated
Parameters
Group

ts

TC910
TC
PC
FC
LC

60
60
10
10
10

s
s
s
s
s

tW

T

N

PI L

σ̄y

12 hr
5 hr
1 hr
1 hr
1 hr

120 min
30 min
3 min
2 min
2 min

1
3
3
3
3

0.2
0.4
0.4
0.4
0.4

1%
1%
1%
1%
1%

Results Obtained in 2017
The online monitoring of LHC cryogenic PID loops has
been setup since March 2017 when the LHC restarted and
the tuning of each controller group was completed during
March and April 2017. Today, there are about 150 PID loops
which are identiﬁed as "poorly tuned" each day and we propose to review and analyze one typical day as example in
this paper. We have selected the 31st July 2017 as a representative day for the LHC operation as depicted in Figure 1
where we can observe a period of ﬁve hours without beam,
a period of seventeen hours of stable beams (period of particle collisions) and it includes two beam dumps, two beam
injections and two magnet pre-cycles. All these machine
modes induce signiﬁcant dynamic eﬀects on the cryogenic
systems and are representative of a typical operation day for
the PID controllers.
In total, the monitoring tool identiﬁed 140 poorly tuned
PID controllers during this day and the repartition by group
and by cause is represented in Figure 2. For each loop declared as "poorly tuned", we classiﬁed the causes in the
following four categories:
• Tuning: the controller is showing poor performance
and needs to be tuned correctly.
• Process: the controller seems correctly tuned but the
cryogenic process induces disturbances or modiﬁcations that the controller cannot handle properly. These

Figure 1: LHC operation during the 31st July 2017.
regulation loops allow operators to detect a problem
on the process which is independent of the controller
itself (it can be a mechanical problem for instance).
• Noise: the controller seems correctly tuned but the measured value is too noisy to perform a correct regulation.
• False Positive: the process is correctly regulated and
the parameters used to compute the predictability index
are not suitable for this loop.
It can be noticed that the cause inducing a bad predictability index highly depends on the controller type. For instance,
the noise is generally the origin of the problem for pressure
controllers and the false positives concern only some temperature and level controllers where the control loops were
tuned for a conservative response on purpose.
In addition, we did an analysis on the cryogenic system
with faulty PID loops, see Figure 4 where we observe three
big families:
• Level controllers (LC) located in the LSS (Long
Straight Sections of the LHC). Most of these controllers
are controlling the liquid helium level in the Distribution Feed Boxes (DFB) used to supply to the current
to the superconducting magnets. This bad regulation
tuning was already known by the cryogenic operation
team but this monitoring tool could allow operators to
focus rapidly on the most problematic ones.
• 1.8 K superconducting magnet temperature controllers
(TC910 ) located in the ARC (curved sections of the
WEAPL02
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Figure 2: Repartition of faulty PID by group and by cause.

Figure 3: Generated report for the pressure control loop QSCB-4-PC180.
LHC). As magnet inertia is very slow and cryogenic
operation team wants to avoid a too abrupt regulation,
these controllers are clearly too slow and most of them
show poor regulation performance.
• Pressure controllers (PC) in compression stations.
These controllers are pretty important in the cryogenic
systems as they guaranty the overall stability of the installations and most of them show poor performances

and would need more attention. An example is provided in Figure 3 where a PID monitoring report is
represented. Note that they are often working in split
range together and this kind of regulation architecture
can also induce false positives.
Finally, we focused on 2 diﬀerent poorly tuned regulation
loops detected: one very useful for the operation team and
one false positive.
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Figure 4: Repartition of faulty PID by group and by cryogenic system.
The ﬁrst regulation loop represented in Figure 5 is a temperature control loop identiﬁed by "QRLGE-03R8-TC950"
controlling the thermal shielding at 63 K for the superconducting magnets in charge of the ﬁnal focusing of the beams
before their collision at LHC point 8 (Inner Triplets). This
poorly tuned regulation loop was detected and its eﬀects
can impact the LHC as the temperature oscillation can provoke mechanical displacement of the magnets inducing a
misalignment of particle beams for the collisions. After
the tuning of this regulation loop by operators, the temperature was stable again and the problem was solved avoiding
potential future issues.

The second regulation loop represented in Figure 6 with
identiﬁer "QSRB-4-7LC240" controls the liquid helium level
in the phase separator of a cryogenic refrigerator at 4.5 K.
The actuator controlling this level is an electrical heater
evaporating the liquid to decrease the level. Until 9 am, the
controller is considered "good" as it obtains a predictability
index of about 0.7 but the actuator is oscillating a lot and this
behavior can cause several issues for a long term operation.
Consequently, the cryogenic operators modiﬁed the PID
parameters of this loop and the actuator was clearly smoother
but, on the other hand, the level was oscillating more and the
controller was declared as "poorly tuned" as its predictability
index was around 0.1, well below the setup threshold of 0.4.
Nevertheless, the operation team prefered this last tuning
over the former one because the level can oscillate slightly
if it stays above 50 % whereas the actuator oscillation can
be an issue.

These examples show that the predictability index can
be very eﬃcient for regulation loops which should always
regulate their controlled value precisely. However, the control objectives are not necessarily the same for all regulation
loops and this kind of diﬀerence should be taken into account
to avoid false positives in future.

IMPLEMENTATION IN THE CERN
COMPUTING INFRASTRUCTURE
Currently this method is deployed as a proof of concept
in a single virtual machine located in the private cloud at
the CERN computer center. Every day, at midnight, a script
is launched in this machine performing the following jobs:
• All data necessary to compute the predictability index
(set-point, measured value and actuator) for each regulation loop are extracted in a ﬁle and sampled according
to the regulation group of the loop (temperature, pressure, ﬂow or level regulation loop).
• The predictability index PI is computed for each time
window over the last 24 hours.
• If the predictability index is below the deﬁned threshold
while the actuator is signiﬁcantly moving during several time windows (PI < PI L and σy > σ̄y for more
than N times during the last 24 hours): the regulation
is considered as "poorly tuned" and a pdf ﬁle is automatically generated and stored with the corresponding
plots as shown in Figures 5 and 6.
• All extracted ﬁles used to perform the calculation are
removed from the machine at the end.
All these jobs take about 6 hours of computation to treat
the 3000 selected regulation loops over 24 hours and most
of the time is dedicated to data extraction from the Oracle
database where the cryogenic control system measurements
are stored. Thereafter, all the results can be consulted from
a webpage available in the CERN intranet for easy access
to the generated pdf ﬁles and to see the evolution of faulty
regulation loops over days.
In future, the CERN Hadoop cluster could be used to
parallelize the diﬀerent analysis by implementing it in a
Spark job as it was already done for the signal oscillation
detection [2]. Moreover we have already started to build a
generic web front-end as a report system to show the results
in a more friendly user interface.
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Figure 5: Generated report for the temperature controller QRLGE-03R8-TC950.

CONCLUSION
During 2017, an automatic monitoring tool to evaluate the
daily performance of the regulation loops has been set up as
a proof of concept for the LHC cryogenic systems. Results
are promising as it allowed to detect many poorly tuned
regulation loops, not necessarily known or suspected by the
cryogenic operation team. Now, this tool should evolve from
a "proof of concept" to a daily "operation tool" and could
be extended to other systems embedding regulation loops
as most of other CERN industrial control systems (cooling,
ventilation, gas systems, etc.).
Despite the positive results obtained, this predictability
index is not perfect. For example, it does not fully take into
consideration the diﬀerent control objectives for the diﬀerent
regulation loops. We could for instance incorporate some
weights on the control eﬀort and on the error to take this
into account.
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Figure 6: Generated report for the level control loop QSRB-4-7LC240.
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SIMULATION OF CRYOGENIC PROCESS AND CONTROL OF EAST
BASED ON EPICS
L. Hu, M. Zhuang, Z. Zhou, Q. Yu, X.F.Lu,Q.Y.Zhang, ASIPP, Hefei, China
M. Clausen, DESY, Hamburg Germany
Abstract
The cryogenic system of Experiment Advance
Superconductor Tokomak (EAST) is a large capacity
system at both 4.5 and 80K levels at huge
superconducting magnet system together with 80k
thermal shields, complex of cryogenic pumps and small
cryogenic users. The cryogenic system and their control
are highly complex due to the large number of correlated
variables on wide operation ranges. Due to the complexity
of the system, dynamic simulations represent the only
way to provide adequate data during transients and to
validate complete cooldown scenarios in such complex
interconnected systems. This paper presents the design of
EAST cryogenic process and control simulator. The
cryogenic process model is developed by the EcosimPro
and CRYOLIB. The control system model is developed
based on EPICS. The real-time communication between
cryogenic process and control system is realized by OPC
protocol. This simulator can be used for different purpose
such as operator training, test of the new control strategies
and the optimization of cryogenic system.

INTRODUCTION
The cryogenic system of Experiment Advance
Superconductor Tokomak (EAST) is a large capacity
system at both 4.5 and 80K levels at huge
superconducting magnet system together with 80k
thermal shields, complex of cryogenic pumps and small
cryogenic users [1]. Pulsed heat load is the main different
factor between the cryogenic system of full
superconducting Tokamak system and other large
cryogenic systems. The cryogenic system operates in a
pulsed heat loads mode requiring the helium refrigerator
to remove periodically large heat loads in time. It’s very
difficult to design the effective control algorithm to
smooth the pulse loads and to improve the stability of the
operation of the cryogenic system.
Dynamic simulation is as the only way to analyze the
dynamic behavior and transient modes of a large scale of
cryogenic system. From a simple Brayton cryogenic cycle
to large scale cryogenic plants have been simulated.
Maekawa R. et al have developed the C-PREST
(Cryogenic Process REal-time SimulaTor) as a platform
for process analysis and optimization tool to study
coupled
cryogenic
phenomenon
of
helium
refrigerator/liquefier for LHD [2]. Deschildre C. et al
have simulated 400W@1.8K refrigerator at CEA based on

hysys [3], and applied to refrigerator design to cope with
the pulsed heat load [4]. A dynamic simulator, PROCOS
(PROcess and COntrol Simulator), has been developed by
Bradu B to improve knowledge on complex cryogenic
systems for LHC [5].
This paper presents the design of EAST cryogenic
process and control simulator. The cryogenic process
model is developed by the EcosimPro and CRYOLIB.
The control system model is developed based on EPICS.
The real-time communication between cryogenic process
and control system is realized by OPC protocol. This
simulator can be used for different purpose such as
operator training, test of the new control strategies and the
optimization of cryogenic system.

CRYOGENIC SYSTEM OF EAST
As one of the important subsystems of EAST, the
cryogenic system is mainly responsible for the cooling of
the superconducting magnets and related components,
ensuring the stable operation of superconducting magnets
at various conditions. As shown in Fig. 1, the cryogenic
system for EAST includes a helium refrigerator and the
cryogenic distribution system. The helium refrigerator is
composed of gas management system, compressors
station, cold box and 10000 liter Dewar. All the heat
exchangers, the absorbers and four turbine expanders are
installed in the cold box. The design capacity of the
helium refrigerator is 1050 W@3.5K +200W@4.5K
+13g/s LHe +12~30kW@80K [1]. In order to maintain the
proper cryogenic state of the EAST cold components, the
helium refrigeration system (HRS) supplies three helium
coolants: supercritical helium (SHe), liquid helium, and
gaseous helium for the SC coils and their feeder lines,
current leads, and thermal shield, respectively. The
refrigerator usually operates at the mixed mode with
liquefaction and refrigeration. The cryogenic distribution
system is designed to distribute refrigeration to all of the
cold components. The distribution system consists of a
cryogenic valve box, four cryogenic transfer lines,
supercritical helium feeders in the cryostat, two vacuum
insulated tubes for superconducting buslines and two
coldboxes for the high temperature superconductor
current leads.
The EAST cryogenic control system was designed
based on DeltaV DCS of Emerson Corporation. Fig. 2
shows the network of the cryogenic control system which
is composed of three parts: cryogenic redundant control
local area network (LAN), data exchange LAN and main
control data server LAN. The control layer includes two
local control cabinets for cold boxes and cryogenic
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Figure 1: PFD of EAST cryogenic system.

Figure 2: EAST cryogenic control system based on DelatV DCS.
distribution system and a remote control cabinet for
compressor station. Local control cabinet includes
redundant MD controller, power module and I/O cards.
The remote control cabinet includes R5 remote I/O cards
and serial card. The remote control system connects to
local control by serial cards in terms of MODBUS
protocol. New compressors are controlled by PLC and
also connect to local control by MODBUS protocol. New
PBS turbine is controlled by HEXTR provided by PBS
Company and connects to DCS by local bus. New
ATEKO turbine is controlled by PLC and as a profibus
slave of DCS based on Profibus DP [6].

PROCESS AND CONTROL SIMULATION
EcosimPro is commercial software to model and
simulate multidisciplinary continuous-discrete systems. It

can be used to simulate any kind of system based on
Differential Algebraic Equations (DAEs) such as thermohydraulic processes like cryogenic systems to study the
steady state of models, transient behavior, and complex
experiments using FORTRAN, C or C++ functions. With
its clever wizards, EcosimPro provides modelers with an
easy way to build consistent mathematical models.
EcosimPro has an advanced Graphical User Interface and
uses a high level, “engineer-friendly” Object-oriented and
non-causal language (EL) for creating reusable libraries
of components. Models can be constructed graphically by
‘dragging-and-dropping’ the required component symbols
from the included libraries to a schematic window. Using
EL, users can also create new components and libraries,
or extend the existing ones. There are varieties of library
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have already been developed for several different
domains such as: Cryogenics, Power, Space, Thermal,
Control, etc [7]. CRYOLIB is a commercial Ecosimpro
library which is specially designed to simulate cryogenic
process and their control systems based on a library
originally developed and validated at CERN. CRYOLIB
allows users to perform dynamic simulations of cryogenic
processes such as helium refrigerators or liquefiers [8].
The architecture of cryogenic process and control
simulation is shown in Fig 3. The simulator of cryogenic
process and control is based on EPICS. The cryogenic
process model is developed by the EcosimPro and
CRYOLIB. The real-time communication between
cryogenic process and control system is realized by OPC
protocol.
The OPC server is created in the EcosimPro. the
purpose of the EcosimPro OPC Toolbox is to make
conversion of a simulation model into an OPC server and
exposing the data in the model to external clients, the
connection architecture for the simulation systems is built
finally by the OPC protocol. An OPC Server is generated
from a Deck in EcosimPro, Deck is an encapsulated
EcosimPro simulation model generated for running as a
black box, the variables to be exposed by the OPC Server
should be select when create the Deck. Through the
process shown in Fig. 4, an OPC Server corresponding to
the simulation represented by the deck is generated finally
[6].
The IOC layer is implemented by soft IOC which is an
instance of IOC Core running as a process on a “nondedicated” computer and without real I/O hardware, soft
IOC runs with the EPICS IOC shell that is used to
interpret startup scripts (st.cmd) and to execute
commands entered at the console terminal as a simple
command interpreter. IOC OPC client has been developed
to real time communication with OPC server.
In OPI layer, Control System Studio (CSS) is selected
as the CA client application, CSS is an Eclipse-based
collection of tools to monitor and operate large scale
control systems, which provides integrated environment
tool for engineering, configuration and operation.
The whole cryogenic simulation system run in one
computer running Windows, two kinds of communication
protocol based on the Client/Server model are applied for
the data transport between neighboring layers, one is the
Channel Access for CSS and IOC, another is the OPC for
IOC and underlying model. The IOC appears revealing
dual role can be regarded as either CA Server in term of
CSS or OPC client in term of the cryogenic process
model.
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Figure 3: architecture of cryogenic process and control
simulation.

Figure 4: The generation process of the OPC server in
EcosimPro.

CONCLUSION
EAST cryogenic control system will be upgraded based
on EPICS in the future. So the simulator of cryogenic
process and control based on EPCIS has been developed.
The real-time communication between cryogenic process
and control system is realized by OPC protocol. This
simulator is helpful for upgrade of Cryogenic control
system of EAST. At same time, it can be used for
different purpose such as operator training, test of the new
control strategies and the optimization of cryogenic
system.
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Synchrotron SOLEIL, Saint-Aubin, France
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Abstract
Over the course of four years, the Nanoprobe project
worked to deliver prototypes capable of nm-precision and
accuracy with long-range millimetric sample positioning in
3D- scanning tomography for long beamline endstations of
Synchrotron Soleil and MAXIV. The ambition of the project
necessitated a joint progress between several ﬁelds of expertise combining mechanics, metrology, motion control, and
software programming. Interferometry in stage characterization has been a crucial point; not only to qualify motion
errors but to actively integrate it into control systems with
feedback and/or feedforward schemes in order to reduce
XYZ position errors down to the nm- level. As such, a new
way of characterizing rotation stages [1] [2] was developed
and ultimately used in control schemes utilising the Delta
Tau PowerPMAC platform [3] [4]. This paper details the
obtained results as well as the methodology and approach
of the project to achieve this.

INTRODUCTION & APPROACH
The Nanoprobe Project was initiated to deliver a scanning hard X-ray double Fresnel Zone Plate (FZP)- based
microscope with a scanning sample stage for long beamline
endstations in Nanoscopium [5] of Synchrotron Soleil and
NanoMAX [6] of MAXIV. Some of the challenging aspects
were to produce nanometric XYZ resolutions coupled with
deca-millimeter range with 360◦ sample movement and rotation while also providing step-scans, Flyscans [7], and
long-term stability. Figure 1 shows a schematic of the endstation setup with beam focusing stages (Fresnel Zone Plates,
Central Stop, Order Sorting Aperture) and Sample Stage.
The approach was, in addition of providing a stable environment in terms of vibration and thermals, to construct a
modular and stacked design with an interferometric feedback
system and the possibility of using position compensation
(in feedforward control) to diminish repeatable errors. Interferometry was therefore not only used for feedback but
also in measuring and characterizing stages to determine
repeatable and non-repeatable errors. This paper will focus
on the setup and evaluation of the sample- and FZP stages
as these were the most challenging in terms of positioning
stability and multi-axis synchronization.

∗

christer.engblom@synchrotron-soleil.fr

Figure 1: End-station scheme and XYZ- orientation of stages
and detectors in respect to beam; each stage has its degrees
of freedom (DOF) marked out.

SYSTEM OVERVIEW
Environment
The prototype was mounted, tested, and characterized
in a thermally stabilized environment. Figure 2 shows the
prototype environment; a marble table placed in a climate
controlled room. The marble table itself was insulated in
such a way to minimize XY-gradients (and thus XY- positionally induced thermal drifts), with water circulation and
system enclosure to add for thermal impedance.

Figure 2: The system in a thermally stabilized environment;
here with an insulated granite table, water circulation and
system enclosure.

Sample Stage
The sample stage was, as seen in Fig. 1, tasked to move the
sample in 4 degrees of freedom (DOF). The XYZ-space (Y
being the beam direction) was to be scanned with nanometer
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resolution over deca-mm course, while the Rz-rotation was
done with μrad resolution with a full 360◦ range.
Figure 3 shows the setup of the sample stage, here with
six positional drives including two that were used for sample
alignment on the Rz-rotational drive. The X-axis was to be
used mainly for continuous scanning while the Y-, Z-, and
Rz- axes were used for step scans. The sample holder (#6
in Fig. 3) also acted as a reﬂector to be used for interferometric sample tracking: ideally a cylindrical shape (to allow
for rotational movements), but occasionally chosen to be a
cubic reﬂector when only characterizing linear XYZ- movements. The sample rotational drive, small and lightweight
(and piezo- driven), was to be used with interferometry for
characterization with/or feedback to reduce any movement
errors caused by the rotation stage.
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Interferometry measurements were done very close to
the sample (on sample holder reﬂector, see #6 in Fig.
3) providing the means to correct for repeatable and
non-repeatable errors. Note: Assuming a perfect reﬂector, any perceived error is the actual position error. If
not the case, aka imperfect reﬂector, reﬂector surface
mapping is essential for position compensation on the
interferometry signal.

Figure 4: Sample stage control scheme; cascaded with inner
loop done at positioner driver level and outer loop with a
Delta Tau controller. Position error table compensation and
interferometry feedback loop done at Delta Tau controller
level. TANGO-Delta Tau interfacing done via ethernet.

FZP Stage

Figure 3: The sample stage. Left: schematic diagram illustrating the positioners and their respective directions. (1)
X-axis, for continuous scanning. (2) Y-Axis (beam), piezo
driven positioner for stepscans. (3) Z-Axis, piezo driven
positioner for stepscans. (4) Rz-Axis, rotary piezo driven positioner for stepscans. (5) XY-Axes, piezo driven positioner
for sample alignment. (6) Sample holder and interferometer
reﬂector (in this case, cylindrical). Yellow lines depict interferometry beams that are used for sample tracking. Right:
Mechanical drawing of the stage.

This stage, see Fig. 5, consists of two identical and symmetric modules that each hold a fresnel zone plate. Each
module has ﬁve DOF which allows for translations in XYZspace, as well as tilting in the Rs and Rz rotational space.
All positional drives are of piezo stick-and-slip type, allowing for high-resolution and long travel range. In addition,
each module is equipped with interferometry sensors which
provides (X,Z,Rx,Rz)- feedback.

Sample Stage Control
Figure 4 illustrates the sample stage cascaded control
scheme with a high-frequency inner control-loop residing
in the actuator driver, and a lower-frequency outer loop containing a Delta Tau [4] controller (Soleil high-end controller
from the REVOLUTION project [3]). Motion errors of the
positional drives were reduced by two approaches:
1. Position compensation: repeatable errors were measured and corrected for in a feedforward manner. This
approach needed interferometry for creating the compensation table; these errors would be corrected and
reduced by using all available positional drives (eﬀectively using multi- axial error correction). Interferometry is only used for error mapping; no interferometry is
necessarily needed during on-line use (ex. beamlines).
2. Interferometry feedback: closed- loop control with interferometry feedback at the Delta Tau controller level.

Figure 5: Mechanical drawing of the full FZP stage with the
eight interferometer sensor heads with ﬁberoptics (marked
green). Interferometry beams are marked red.

FZP Stage Control
Figure 6 shows the cascaded FZP control scheme
where the high-frequency inner loop was handled by the
driver/controller of the positioner, and the slower outer control loop was handled with interferometry as feedback via
TANGO/Galil [8] control. The FZP was controlled using
higher-level coding (Python) to perform complex motion
WEAPL04
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with interferometry as feedback; kinematic equations were
implemented within a python environment and all motion
commands and interferometry/encoder feedback were communicated to the positioner to/from the TANGO device as
depicted in Fig. 6. The outermost TANGO/Galil control
loop was made to compensate for slow drifts at corrections
rates of <∼ 1Hz which is why this particular setup works
well with static positioning such as the FZP, CS, and OSA
stages.
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in-axis or out-of-axis (aka parasitic) motion errors. Figures
8 and 9 shows two examples of where the X-axis motion
errors were measured using interferometry during X- and
Z- scans over the course of 2mm. In the case of Fig. 8, the
X-errors during X-axis movements were highly repeatable;
making it viable to be corrected for by using approach 1
and 2 listed in subsection Sample Stage Control. Figure 9
exhibit non-repeatable periodic errors on the X-axis (had
similar non-repeatable errors in the Z-axis) during Z-axis
movements making approach 2 listed in subsection Sample
Stage Control the feasible choice.

Figure 6: FZP stage control scheme; cascaded with inner
loop done at positioner driver level and outer loop with
Galil/TANGO control. Interferometry feedback loop and
kinematic conversions done at TANGO level with Python
scripts.

RESULTS
Environment Stability
Better than 1mK resolution (at 1000mK intervals) temperature measurements were performed of which the environment (marble table, inside enclosure) was thermally assessed
to have drifts below 10mK (which in this case would result
in ∼ 10nm positional drifts) over an 8-hour period (see Fig.
7). The marble insulation proved successful as the XY- temperature gradients were extremely low.

Figure 8: X-axis motion errors during X-axis sample stage
scans; 5 scans were done in the range of 2mm, each graph
has been vertically shifted for clarity.

Figure 9: X-axis motion errors during Z-axis sample stage
scans; 5 scans were done in the range of 2mm, each graph
has been vertically shifted for clarity

Figure 7: Relative temperature drifts for the individual sensors placed in/on the marble table for the endstation prototype during an 8-hour span; all sensors drift less than 10mK.

Sample Stage Motion Errors
Actuation motion errors is a challenge with nanopositioning systems as all positional trajectories will exhibit

To properly characterize rotational motion errors, it was
necessary to develop a method to characterize rotation stages
using interferometry [1] [2] and separating reﬂector surface
errors from rotation stage movement errors. Figure 10 shows
the XYZ-parasitic errors during 30 full rotations with closedloop control activated on the encoder. One can see that, even
though the XYZ- errors are in the μm- range, the errors
are repeatable to a band of a few hundreds of nanometers
making it viable to approach 1 and 2 in subsection Sample
Stage Control.
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Figure 10: Sample stage, XYZ- parasitic error motions during full 360◦ rotations (30 rotations, 256 points of data per
rotation).

Sample Stage, 2D Scans
2D-scans in the XZ-plane were performed and tested using
the sample stage setup depicted in Fig. 3 with the diﬀerent
modes of control available in Fig. 4. The scan area was over
1x1μm of which the X-axis performed continous Flyscans
and the Z-axis stepscans with 10nm steps. The sample holder
reﬂector (#6 in Fig. 3) was in this case cubic in shape.
The ﬁrst scan, see Fig. 11A, was performed without using
interferometry feedback or compensation, which is to say
that the XZ-linear drives were only driven in closed-loop
control with their respective encoders. We can see here
that the FWHM errors on the X-Axis was 13.9nm. In the
second scan, see Fig. 11B, the repeatable errors on the Xaxis had been mapped using interferometry and were being
corrected for in a feedforward manner using compensation
tables reducing the FWHM errors on the X-Axis to 9.07nm
(no compensation on the Z-Axis in this case). Finally, in Fig.
11C, full interferometry feedback on the XZ- axes were used
thus reducing the FWHM errors on the X-axis to 8.19nm
and 2.79nm on the Z-axis.

Figure 11: Positioning errors during 1x1μm scan. X-axis
was moving in a continous motion while Z-movements were
done in in steps of 10nm. (A) Scans without parasitic error
compensation, however all actuators were run in closed-loop
with their respective encoders. (B) Scans with error compensation on the repeatable errors of X-axis drive (feedforward
compensation), all actuators were also run in closed-loop
with their respective encoders. (C) Scans with XZ- error
compensation using interferometric feedback, all actuators
were also run in closed-loop with their respective encoders.

Sample Stage, 360◦ Rotation Scans
Rotational scans on the Rz-axis were performed using the
setup depicted in Fig. 3 with the control schemes available
in Fig. 4, and with a cylindrical sample holder reﬂector
(#6 in Fig. 3). Figure 12A shows the XY movement errors
without interferometry feedforward or feedback compensation. From thirty full rotations, 90% of the radial errors held
within 1.25μm. The repeatable errors were then mapped
and corrected with feedforward compensation tables, see
Fig. 12B, where the radial errors were drastically reduced to
0.17μm. By activating interferometry feedback correction
on the XY-axes using two interfermeter channels, as well as
feedforward position compensation against reﬂector imperfections, the radial errors were further reduced to 42nm, see
Fig. 13.

Figure 12: (A) Distribution of XY-runout without any active correction on the parasitic movements caused by the
rotational drive. Measured for 30 full rotations with 256
steps per rotation, the radius of the 90% circle of confusion
was 1.25μm. (B) Distribution of XY-runout with active feedforward correction on the repeatable parasitic movements
caused by the rotational drive. Measured for 10 full rotations
with 256 steps per rotation, the radius of the 90% circle of
confusion was 0.17μm.
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loop control) held within ±5nm peak-to-peak over the course
of 0.6s. Running a 10nm pyramid step-scan on the X-axis,
see Fig. 16B, while observing on the Y-axis revealed a
quasi-perfect decoupling between the axes as the Y-axis
movements held within ±5nm. Long-term 10-hour stability
can be seen in Fig. 17: as the temperature drifted ∼ 60mK
the sample-FZP distance on the X-axis moved an equivalent
of ∼ 100nm.

Figure 13: Distribution of XY-runout with active interferometry feedback correction on parasitic movements caused
by the rotational drive, coupled with position compensation
on the reﬂector surface errors. Measured for 2 full rotations
with 256 steps per rotation, the radius of the 90% circle of
confusion is 42nm.

Figure 15: Photograph of the moiré setup with the sampleand FZP- stage.

FZP Stage, Long-term Active Stabilization
Using the active stabilization control-loop as seen in Fig.
6, the FZP stage was set to stabilize a position in the XZplane over 11 hours with a correction-frequency of ∼ 1Hz
using interferomety as feedback. Figure 14 shows the long
term position error histograph where one can see that thermal
drifts were corrected and therefore reaching FZP position
stability of (90%) 5.11nm. Tilt deviations did not exceed
0.5μrad during the 11 hours of data capturing.

Figure 14: 2D histogram of the FZP positioning errors during 11 hours. The FWHM was found to be 6.6nm on the
X-axis and 4.6nm on the Z-axis. The system keeps within
5.1nm in 90% of the time.

Stability Between FZP and Sample Position
Mounting an image grating on the FZP stage and another
one on the sample stage, stability measurements were conducted using a moiré method [9]; a metrology technique
that utilizes the moiré eﬀect with two overlapping repetitive
structures. This method determined positioning stability
between the sample and FZP along the XY- plane, see Fig.
15 for the setup.
Figures 16 and 17 show the measured stability between
the two mounted stages; Fig. 16A shows that the holding
stability (while all positioner drives were active in closed-

Figure 16: Moiré method results. (A) Steady-state vibrations
in the XY- plane. Vibration-level found to be ±5nm peak-topeak with a measurement frequency of 40Hz. (B) Sample
stage performing s 10nm pyramid step scan on the X-Axis.
Little to no parasitic movements are seen on the Y-axis.

Figure 17: Long term thermal drifts measured during 10
hours correlate along the X-axis with changes of the ambient
temperature by 60 mK.

CONCLUSION
The FZP- and sample stage of an endstation prototype
were constructed, tested, and characterized within the scope
of the project. The system environment was built to have a
very high thermal impedance with very low thermal drifts
which was ultimately measured and veriﬁed to be within
10mK (∼ 10nm) over 8 hours.

Sample Stage
Motion errors, in-axis as well as parasitic, were evident
with all sample stage linear and rotational drives. As such, it
became essential to separate repeatable from non-repeatable
errors and incorporate these into diﬀerent control schemes
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(see subsection Sample Stage Control). Sample stage linear
drives were characterized using interferometry then implemented in the diﬀerent control schemes for comparison in
2D- scans. Similarly, the sample stage rotational drive was
characterized using a new method [1] [2] determining its
viability for the 2 control schemes.
Obtained results (see Figs. 18 and 19) show that feedforward compensation tables were not only eﬀective but in
some cases the minimum requirement in terms of advanced
control to achieve nanometric positioning: when doing small
XZ 2D-scans, the X-errors during X-scans were reduced by
∼ 34.7% and the rotational drive had its radial motion errors
reduced by ∼ 86.4%. Best results were however obtained
using interferometry feedback control: X-errors in X-scans
were reduced by ∼ 41%, Z-errors in Z-scans by ∼ 82%, and
radial error motions from Rz by as much as ∼ 96%.
Even though interferometry feedback control outperforms
the alternatives (see Figs. 18 and 19), there are sample range
limitations when interferometry beam-loss occurs: ex. with
a 10mm diameter cylindrical reﬂector (#6 in Fig. 3), effective XY lateral range can be be ∼ 400 − 500μm before
beam-loss occurs. Best results would be obtained by using
interferometry feedback for a speciﬁed range and feedforward compensation tables when interferometry feedback is
out-of-range.
It should also be noted that achieved results found in Fig.
11C were pushing the upper limits (issues with position
synchronization between lines of data) of the SOLEIL data
acquisition system and might get better results with the upcoming Soleil/Diamond PandABox system [10].
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Figure 19: Sample stage circle of confusion (radius of 90% ,
in nm) using the diﬀerent modes of control (data taken from
Figs. 12 and 13).
be ±5nm (See Fig. 16A), small pyramid X- step-scans show
axis decoupling on Y (See Fig. 16B), and long term (10
hours) stability of ∼ 100nm (See Fig. 17).
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PARC: A COMPUTATIONAL SYSTEM IN SUPPORT OF LASER
MEGAJOULE FACILTY OPERATIONS
J. P. Airiau, S. Vermersch, V. Beau, E. Bordenave, H. Coïc, T.C. Chies, V. Denis,
L. Lacampagne, C. Lacombe, L. Le Deroff, X. Julien, P. Fourtillan, S. Mainguy, M. Sozet
CEA - CESTA, F-33116 Le Barp, France

PARC is a generic computational platform [1] with
four main features in charge of:
 Exchanging data (settings and results) with
Control Command System (CCS),
 Executing sequentially heterogeneous code file
from various physical field (laser, alignment,
synchronization) ,
 Distributing computation in order to reduce
execution time (less than 15 min) ,
 Building multi-level reports.

Computation Sequencer
Many elementary software have been developed for
the LIL facility (LMJ bundle prototype). These small
code modules were characterized by their feature,
interface
and
language.
Media
(RAM or
File System)

Common
Interface
Language
P

Common
Interface
Language

…

Common
Interface
Language

P

P

Module 1

Langage C

MULTIPURPOSE COMPUTATIONAL
SYSTEM

C → P output
interface

LMJ facility is a very complex physic instrument.
Many advanced technologies and knowledge are used
in this project. All these functions come with dedicated
instrument and software. Based on feedback from
previous laser facility exploitation, the need of
computational system to be able to perform complex
and various computation with heterogeneous software
has been identified. Such a system will insure
performances, modularity and scalability.

P→C input
interface

INTRODUCTION

Langage I

The Laser MegaJoule (LMJ) is a 176-beam laser
facility, located at the CEA CESTA Laboratory near
Bordeaux (France). It is designed to deliver about 1.4
MJ of energy to targets, for high energy density
physics experiments, including fusion experiments.
The first 8-beams bundle was operated in October 2014
and a new bundle was commissioned in October 2016.
The next two bundles are on the way. PARC1 is the
computational system used to automate the laser setup
and the generation of shot report with all the results
acquired during the shot sequence process (including
alignment and synchronization). It has been designed
to run sequences in order to perform a setup
computation or a full facility shot report in less than 15
minutes for 1 or 176 beams. This contribution
describes how this system solves this challenge and
enhances the overall process.

following data:
 Settings from the central settings DB (GCI),
 Diagnosis results from the central shot DB
(GTIR),
 Logistical data (e.g.: component replacement)
from the central maintenance DB (GMAO).
PARC acts as a slave system of the supervisory
control. It receives web service calls to perform
automatic function (prediction, shot report, etc.).
An internal wrapper has been developed to manage the
data transfer between PARC and CCS (and vice versa).
It is based on a dictionary file describing the source
data (CCS) and the target data (PARC). The wrapper
fulfills three features:
 Type conversion : heterogeneous types from CSS
are converted in PARC type (string, double),
including file conversion (curve, multicurve,
image),
 Unit conversion : heterogeneous units from CSS
are converted in International System of Units
(ISU),
 Data validity or lack: CSS validity attributes are
associated to PARC parameter and a default value
is defined for each expected but missing data.
These features insure to operate computation in a
homogeneous environment (both type and unit).
Specific mechanisms have been developed to propagate
error code and message. The entry dataset consistency
is essential for the computation. It makes the system
stronger to unexpected error.

I → P output
interface

Abstract

P→I input
iterface
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Common
Interface
Language
P

Module n

Scenario 1

Communication with CCS
PARC is part of the Control Command Application
Layer. It uses available API to read and write the
___________________________________________

1

PARC: French acronym for automatic bundle settings prediction.

Figure 1: Modules and scenario structure.
In order to create an executable sequence composed of
these elementary modules, it is necessary to define a
Common Interface Language (CLI). This language is
used as a container (Figure 1).
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For each language, an interface allows the exchange
with the file system or the memory (RAM). The data
flow uses a simple formalism for an easy access in the
code. The structure of the parameter files (XML) is
mapped on the memory structure. Each module is
composed of an XML description file (I/O variables,
language, feature, link to code file) and a unique code
file.

Computation Distribution
The way to distribute the computation depends on
the number of simultaneous executions expected. The
“granularity level” of the facility requires this
distribution (LMJ, bundle, quad, beam).

Figure 2: Multithreading and distribution.
The LMJ, bundle and quad levels are multithreaded
(67 processes max). Beam level is distributed. This
configuration is based on the observation that most of
the costly operation are done at beam level. This
configuration can be changed. Specific operations at
beam level need multiple processors (Figure 2).
The sequence or scenario is reduced to a simple XML
file that describes the modules used and their
granularity level of execution. We have developed a
pseudo-compiler to generate the CLI code (Python)
between modules. The modules of same granularity
level are grouped in the same script. According to the
configuration and the granularity level, the script
implements a multithreaded execution (MT script) on
the main server or a distributed execution (Distri
Script) managed by SLURM [2] on the cluster. By
default the pseudo compiler generates a sequential code
but it is possible to insert loop instruction (while
module with end criteria) and conditional instruction (if
module with boolean criteria). Execution behaviour
models based on the decorator pattern have been
developed to stop or continue a module execution and
propagate the error or warning information (code and
message).
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Reporting
As PARC can produce a massive amount of results
(LMJ, bundle, quad, beam), it is important to be able to
summarize data at each level in a simple page. This
information has to be shared between multiple actors
on the facility. We have decided to use a standard
portable format for the graphical interface: HTML.
Because data to be displayed is the same for a
granularity level (ex.: same results information for each
beam), it is possible to use template to describe the
layout of the graphical interface. The concept of
module has been extended to the GUI. GUI modules
can be used to parametrize a scenario or to display
scenario results. A GUI module is composed of a
description file and a zip file including:
 Scenario template layout files : one or more
HTML file for each granularity with all the data,
 Definition file: an XML file including the link
between HTML identifiers and data identifiers
from PARC DB,
 Code file: generic python file for parametrization
GUI module and reports GUI module.
The execution starts with the loading of each element
used in the GUI page and the link to the DB (Figure 3).
For each element type, a simple HTML model is
loaded from the toolbox. Depending on the context
(ex.: beam level / beam n°1) the HTML element is
built with the corresponding DB data. This element is
combined with the others in the layout and the final
page is rendered by Jinja [3].

Figure 3: GUI Module.
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SOFTWARE ARCHITECTURE
A 4-Tier architecture has been used for PARC
(Figure 4). The application server (Windows) manages
the exchanges between the client software (Windows)
and the CCS. The computation server manages the
priority (user or CCS request) and the execution of
scenario (Linux). The computations are distributed on
the cluster (Linux). The distributed storage system
GlusterFS gives PARC a shared volume accessible to
every user (Samba/GlusterFS). The size of this volume
is extensible according to the property of linear scaling
of this type of storage. This architecture is hosted on a
specific VLAN interconnected with a 10 Gbps Ethernet
switch.
The CLI chosen is Python. Most of the modules are
written in Python. I/O interfaces have been developed
allowing the execution of IDL and C/C++ modules.
The laser oriented scenarii use the CEA laser software
Miró [4]]. A specific interface has been added to this
software in order to execute Miró simulation inside a
PARC module.
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Automatic shot report (2 years / 3000 reports): It
converts diagnosis raw results in physical values
and does comparison between predicted, measured
and post-simulated signals. It finally generates a
shot report (through the GUI and as a zipped file).
 Calibration (1 years / 50 calibration): This scenario
is used by the engineers to calibrate the simulation
models. It uses fit algorithms on many shot results
in order to fine-tune the model parameters (nightly
run).
Out of standard shot sequence, PARC is used for
machine sequence to configure specific part of the
facility:
 Pre-amplifier module calibration: diagnosis
sensibility, beam splitter coefficient.
 Amplifier section: diagnosis sensibility, gain,
transmission.
 Wave
front
correction:
wave
front
characterization.
 Frequency Converter Section : diagnosis
sensibility, crystal cartography
 Final Optic Assembly: damage characterization
(currently done by an external analysis tool:
LENA) waiting for incoming inspection
Diagnosis.

CONCLUSION

Figure 4: Software architecture.

SUPPORT OF LMJ OPERATIONS
About 15 scenarii are currently used by PARC. The
main users of this platform are the laser, alignment and
synchronization engineers (about 10 engineers). They
can request scenario execution and modify the internal
configuration. Reports can be consulted by almost
every authorized user on the facility. Some external
applications are consumers of PARC results (trends
analysis, component aging, etc.).
The main scenarii are:
 Laser Prediction (2 years / 2500 valid predictions):
It computes the laser settings (50 parameters /
beam) according to the shot request. This scenario
can be run several weeks before the experience but
an ultimate execution is done 24h before the shot
to take into account the configuration changes.

The first step of this project started in 2011 and the
conception work in 2013. This project takes his
inspiration from the Laser Performance Operating
Model (LPOM[5]) developed at Lawrence Livermore
National Laboratory for the NIF facility. The
development started in October 2013 and the first beta
release has been deployed in October 2014. The first
stable release has been deployed in March 2015 for the
first experience campaign. The service has not been
interrupted since this date. A new release is launched
each summer during the maintenance period.
The main scenarii are a true substance of 10 years of
experience on laser facility and the work of many
engineers. Although PARC gives the opportunity to
run complex computation in very short amount of time,
the real intelligence is in the scenario. Moreover
PARC, as a platform, allows the development of new
scenario with high performances, scalability and
modularity.
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ON-LINE OPTIMIZATION OF EUROPEAN XFEL
WITH OCELOT
S. Tomin†, G. Geloni, European XFEL, Schenefeld, Germany
I.Agapov‡, W. Decking, M. Scholz, I. Zagorodnov, DESY, Hamburg, Germany
Abstract
FEL tuning and optimization within the OCELOT
framework [1, 2] has been implemented in 2015 and has
been since used for SASE pulse energy optimization at
FLASH [3] and later at LCLS [4], as well as injection
efficiency maximization in the Siberia-1 storage ring [5].
For the European XFEL [6] commissioning purposes the
code was considerably improved and additional set of
tools has been introduced. Here these tools and experience of their use during the European XFEL commissioning and initial operation will be presented. Future development directions will be outlined.

Figure 1: Schematic layout of the European XFEL beam
distribution.

INTRODUCTION
Tuning of performance parameters such as photon
pulse energy, beam pointing, or spectral width, are a considerable part of daily FEL operation. When done manually, such tuning is lengthy as tedious. Moreover, it has to
be repeated often due to limited machine reproducibility.
While tuning the whole machine might require human
expertise, tuning a particular subsystem using a limited
number of actuators can be done automatically by maximizing or minimizaing a certain objective function with
standard functional minimization methods. Such approach
was implemented for SASE tuning ([3,5,7]). The diffuculty in this approach lies primarily with processing (averaging) of detector data, defining hardware parameter limits,
identifying the most effective control parameters, and
selecting the objective function. This approach was extended to minimizing arbitrary objective functions, and an
appropriate GUI was created. Examples of use of such a
generic optimizer are given below.
Optimization based on function minimization typically
results in significant changes of the objective function
during the optimization process. So, a Nelder-Mead optimization of the SASE pulse energy usually leads to a
significant signal drop before the optimum level is
reached. This approach is thus not compatible with beam
delivery to the users. It turned out that the method proposed in [8] (also implemented in OCELOT under the
name ‘adaptive feedback’), based on the slow adjustment
of the orbit based on recent pulse energy history, can
work simultaneously with user operation and results in
significant pulse energy improvement.
Other tools – dispersion and orbit correction, generic
correlation tool, and an on-line optics model, were also
added to the software suite and are briefly discussed in
what follows.
All the examples are drawn from the operation of the
European XFEL (see Fig. 1), which has been successfully
commissioned and is now in operation in Hamburg [9].

___________________________________________

THE GENERIC OPTIMIZER
The Generic Optimizer is the next generation of the
SASE optimizer developed for FLASH [7], and is described in this section. While initially the functionality of
running through a sequence of minimization steps automatically and deciding on the stopping criteria was envisaged, presently the functionality is limited to a single
optimization step, but an advanced GUI for setting that
optimization is provided. Deciding on the sequence of
steps is presently left to the operator. Command-linebased fully automated optimization tool is available, but
rarely used. The optimizer was specifically designed to
facilitate ad-hoc tuning and optimization of arbitrary
subsystems, which could be expected during commissioning.

Interface to Control Systems
The architecture of OCELOT allows easy interfacing to
different control systems by inheriting from the MachineIterface class and implementing the desirable API (getting and setting of scalar and vector data, definition of the
photon pulse energy readout, definition of beam position
and beam loss measurements). Implementations using
pyDOOCS [10] and PyEpics [11] are available.

Optimization Algorithm and Noise Reduction
OCELOT extensively uses Python's NumPy (Numerical Python) [12] and SciPy (Scientific Python) [13] libraries, which enables efficient numerical computations within Python and gives access to various mathematical and
optimization methods. The Generic Optimizer extensively
uses the Nelder-Mead algorithm [14], which is included
in the SciPy package. To deal with the photon pulse energy signal fluctuation which can “confuse” the optimization method, two steps are taken. First is averaging of the
objective function. The GUI allows to choose the number
of objective function readouts and time delay between
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readouts. Most of the signals at the European XFEL accelerator are available with a 10 Hz repetition rate, so
averaging over 10 readings takes 1 s. This approach is
used for SASE optimization. In other cases the objective
function signal is usually more stable and does not require averaging. Second, setting the initial simplex size
well above the noise level helps the optimization to converge to the proper value. This situation is illustrated in
Fig. 2, where a simulation of a noisy Gaussian signal
minimization is shown. Nelder-Mead method with a small
initial simplex size (red curve) fails to find the minimum,
in contrast to the method that uses a larger initial simplex
(green curve). Generic Optimizer allows to define the
size of the multidimensional simplex (i.e. initial step for
each device) in each dimention individually.

Figure 2: Objective function vs. actuator (blue curve,
lower axis). Objective function vs. iteration number for
different initial steps (red and green curves, upper axis).
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Dispersion Minimization
In additional to standard dispersion correction approaches (e.g. response-matrix-based), the dispersion
minimization can be performed with the Generic Optimizer, especially if the correction in a small part of the
machine is desired.The objective function is then as follows:
1. Read the beam position in selected BPMs
2. Change the beam energy
3. Read the new beam position
4. Restore the beam energy
5. Calculate the dispersion, return the rms value

Figure 3: The generic optimizer GUI and dispersion optimization after the laser heater.
In Fig. 3 an example of dispersion minimization after
the laser heater (LH) using two dipoles is shown. The
correction time is approximately 1 minute.

GUI and the Objective Function Selection
The Generic Optimizer GUI is shown in Figs. 3 and 4.
Device names can be added to the actuator panel via dragand-drop. Device limits are important to provide initial
guess on the parameter range where the optimum is
sought. Fig. 4 shows the objective function and alarm
setup panel. The alarm signal pauses the optimization if
the corresponding value is out of range. In most cases, the
alarm signal is generated by a charge monitor in a beam
dump section. If the machine protection system (MPS)
blocks the beam, the optimization will be automatically
paused until the charge monitor is in the allowed range.
Two options for creating objective functions are available:
GUI-based and script-based. In the GUI-based approach
he operator can set up to 5 devices/signals as input parameters (drag-and-drop functionality is supported as
well) and write an expression for objective function. Vector signals are also supported. In the script-based approach, a text editor opens from the optimizer GUI and
the objective function can be coded in Python with
PyDOOCS or the OCELOT machine interface API,
without any limitations.
Saving and loading configuration files (objective function, set of knobs, device limits and so on) is possible.
Examples of using the Generic Optimizer for various taks
are given in what follows.

Figure 4: Objective function and alarm selection.

Orbit Distortion Compensation with Aircoils
The so-called aircoils in the undulator section compensate residual undulator field integrals, which depend on
the undulator gaps. Magnetic measurements on a stand
give good but often insufficient accuracy of the integrals
compensation, and beam-based orbit distortion compensation with aircoils is needed. Before a tool for updating
aircoil tables with beam-based measurements was in opWEAPL07
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eration, such correction was done with the generic optimizer.

Beam Loss Minimization
As a part of the MPS, the Beam Loss Monitor (BLM)
system ([15]) detects the electron beam losses, and the
beam delivery is inhibited if a certain threshold is exceeded. Reduction of the beam losses is an important step
during the accelerator start-up. For the European XFEL,
even in commissioning stage the beam losses could be
reduced relatively easily by manual steering of the orbit.
In some cases, such task was easier to accomplish with
the optimizer. The objective function, in that case, is a
combination of the BLM and the BPM signals so that the
optimizer tries to reduce the losses keeping a reasonable
orbit.

Photon Pulse Energy Maximization
The photon pulse energy maximization is the primary
goal of the Generic Optimizrer, and is extensively used
for the European XFEL. Fig. 5 shows an example of SASE tuning using 4 quadrupoles in the so-called Injector
DogLeg section. To make the software more generic, a
minimization problem is always assumed, so the signal
inversely proportional to the photon detector readout is
used. The SASE level in the case shown in Fig. 5 increased from 100 μJ to 240 μJ. Generally, arbitrary photon pulse energy units are shown since several readout
channels from several detectors with potentially changing
calibration could in principle be used. This makes later
statistical analysis of tuning data complicated and should
be avoided in the future.

Figure 5: SASE tuning with 4 quads in the injector dogleg
section. SASE level increased from 100 uJ to 240 uJ.
Many inactive devices are seen in the actuator panel.
The most frequently used optimization procedure is the
photon pulse energy maximization with orbit launch conditions in the undulators. Fig. 6 shows a SASE tuning
example with 4 correctors. In the examples shown averaging over 50 SASE detector readings was used with a time
delay of 0.1 s between readings.

Figure 6: SASE tuning with 4 correctors in front of the
undulator section.

ADAPTIVE FEEDBACK

Figure 7: Example of adaptive feedback during European
XFEL operation. Lower right corner shows the GUI featuring the current reference and measured orbit, and the
photon pulse energy monitor.
A typical optimization of the photon pulse energy with
a Nelder-Mead simplex method results in large variation
of the SASE signal and is generally not compatible with
beam delivery to the users. To provide optimization simultaneously with the beam delivery, and especially to
address the need to periodically retune the machine during the beam delivery (since the parameter drifts cause the
photon pulse energy to drop with time), we implemented
the “adaptive feedback” method described in [8]. When
such feedback is running, the photon pulse energy and the
orbits are stored, and the orbit corresponding to the best
photon pulse energy is taken as reference (more specifically, the average over orbits above 90s percentile photon
pulse energy level, over 300 to 500 latest pulse energy
measurements). The orbit correction to that reference
orbit is then periodically performed (with a standard response-matrix-based method), usually with the 4 launch
correctors only. Such feedback proved very useful in the
initial stage of the European XFEL operation. An example
is shown in Fig. 7.
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CORRELATION TOOL
In the spirit of data-centric control software, a generic
correlation tool was introduced. So, on-line plot of orbit
correlation with energy gives a real-time dispersion display (Fig. 8).

Figure 8: Correlation tool showing orbit-energy correlation (dispersion).

ORBIT AND DISPERSION CORRECTION
For the sake of providing a complete set of control tools
within OCELOT, an orbit and dispersion correction tool
following a standard response-matrix-based approach was
developed and is in operation at the European XFEL (see
Fig. 9.).

Figure 9: Orbit and dispersion correction tool.

ON-LINE OPTICS MODEL
An on-line optics model (currently using design singleparticle optics, calculated with OCELOT) was introduced.
The machine parameters – magnet strengths, accelerating
voltages and phases – are read out on-line from the control system and fed into the OCELOT optics model. Model or measured Twiss parameters at selected locations can
be used, and the optics is calculated. Then, magnet and
other settings can be changed in the GUI, and projected
optics changes seen (see Fig. 10). Such a tool could be of
some use to operators or machine physicists to get the
impression of how various knobs influence the machine,
but the real long-term goal of this development is towards
bridging the gap between simulation and operation, so
that the amount of empirical tuning is minimized and
beam physics models can be increasingly employed in
machine set-up . The first step in this direction is to identify where the simulations diverge from measurements
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delivered by diagnostics (emittance, bunch length, optics).
Steps towards advanced high-fidelity on-line simulations
with all physics effects included are being taken (see
[16]).

Figure 10: On-line optics monitor.

OUTLOOK
Empirical optimization methods have been extensively
used during commissioning and initial operation of the
European XFEL. A mixture of model-free and modelbased methods such as the adaptive orbit/photon pulse
feedback proves extremely useful and more advantageous
compared to purely empirical methods. Boosting both
statistical methods and accelerator model fidelity for
operation purposes with the goal of fullest possible automation of XFEL operation is the focus of ongoing developments. Controls infrastructure issues – specifically
handling of increasingly large amounts of data – has to be
addressed too. Statistical or machine learning (ML)
methods are to be better exploited. Such methods are
better understood for pattern recognition-type problems
such as image and speech recognition, spam classification, medical treatment or economic behaviour analysis,
rather than control-type problems. The ML methods have
advanced greatly in the past decades, benefiting from
growing computing power. ML approaches are translatable to the field of physics data analysis, and have to some
extent been pioneered in physics applications. Especially
Astronomy and Particle Physics benefit from such methods greatly ([17,18]), where obscure patterns (faint objects, tracks of decaying particles ) are searched for in a
vast amount of data delivered by experimental instruments. With increasing data rates, X-ray science such as
single-particle imaging also heavily relies on advanced
statistical methods ([19]). ML methods for accelerator
controls are gaining popularity (see e.g. [20]), with the
focus on more efficient dealing with huge amounts of
sensor data. In the context of control, ML methods could
be used for decision-making (e.g. based on the decision
tree approach [21]), but the hurdle of making ML systems
more efficient than human operators is difficult to take.
The usual drawback of many ML methods is that algorithms are trained to produce “black box” models that
give little insight into physic and often need retraining
WEAPL07
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when the context changes. Sometimes statistical analysis
produces results which could be trivially arrived at by
other means such as talking to a human expert. Some
statistical analysis of FEL performance data illustrating
these issues is presented in [6]. Our point of view is that
for XFEL operations ML methods are probably unavoidable to reach ultimate facility performance, but should be
employed on the parameter space restricted by beam
physics models. To this end, both high-fidelity highperformance accelerator physics models and advanced
ML methods should be pursued. It is also not to be forgotten that advanced control methods can not replace
sound hardware and software engineering.
Another important direction is looking for synergies between XFEL and synchrotron light source tuning approaches ([22]), which has significance at DESY in connection with the Petra IV upgrade activities [23].
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EPICS ARCHITECTURE FOR NEUTRON INSTRUMENT CONTROL AT
THE EUROPEAN SPALLATION SOURCE
D. Brodrick, J. Sparger, T. Bryś, T. Korhonen, European Spallation Source ERIC, Lund, Sweden
Abstract
The European Spallation Source ERIC (ESS) are
currently developing a suite of fifteen neutron
instruments, the first eight of which will be available for
routine scientific use by 2023. The instrument
conventional control system will be distributed through
three layers: local controllers for individual instrument
components; Experimental Physics and Industrial Control
System (EPICS) software to implement higher level logic
and act as a hardware abstraction layer; and a high-level
experiment control program, which has an executive role,
interacting with instrument components via the EPICS
layer. ESS are now actively designing and prototyping the
EPICS controls architecture for the neutron instruments,
including systems which interface to core instrument
components such as motion control systems, neutron
detector readout systems, sample environment equipment,
neutron choppers, instrument Programmable Logic
Controller (PLC) systems, and the interfaces to the
NICOSII experiment control program. Systems
engineering methodologies are being applied through the
control system development lifecycle to provide
traceability. Prototyping activities have been executed in
an integrated and coordinated manner to demonstrate the
EPICS controls architecture in an environment
representative of the neutron instruments to which the
architecture will ultimately be applied.

INTRODUCTION
The European Spallation Source (ESS) European
Research Infrastructure Consortium (ERIC) is an
ambitious project to build the world's most brilliant
neutron source near Lund, Sweden.
A total of 22 neutron research instruments are planned,
with development of 15 of those currently funded and
underway. In addition, the ESS Test Beamline will be
developed to characterise the neutronic properties of the
neutron source (spallation target and moderator) prior to
the scientific instruments being available. At least eight of
the instruments will be ready for routine scientific use by
2023.
The ESS accelerator, spallation target and neutron
instrument suite are being developed in partnership with
research facilities across participating countries, which
enables the project to capitalise on existing European
experience in these technological domains. This
distributed nature of the construction project also presents
challenges in terms of ensuring consistency in the
architecture and composition of the deliverables to ESS.
This has important long term ramifications, such as
affecting recurring maintenance costs.

In order to maximise consistency of the neutron
instrument controls, the following high-level architectural
and organisational interfaces have been established:
•

Personnel Safety System: The PSS is a safety
system responsible for mitigating against
radiation, oxygen depletion and other safety
hazards stemming from fixed equipment on each
instrument. The PSS is developed to the IEC
61508 functional safety standard and is an
independent system outside the scope of the
conventional controls discussed here.

•

Neutron Instrument Technologies: ESS staff are
working with partners to define standard
components and interfaces, such as defining a
standard motion controller, control interface to
all ESS neutron chopper systems and a readout
and control system for the neutron detectors.

•

Integrated Control System: ESS has adopted the
Experimental Physics and Industrial Control
System (EPICS) framework to interact with
individual hardware components, including
lower level controllers. The ICS Division also
define and develop standard hardware platforms
for control system use.

•

Data Management and Software Centre: The
DMSC are responsible for the acquisition and
analysis of the scientific data from the ESS
instruments. This layer also includes the
NICOSII experiment control program, which
includes a graphical user interface (GUI) and a
scripting environment for executing neutron
science experiments.

The work described in this paper relates principally to
the Integrated Control System (ICS) layer of the
instrument controls architecture, including interfaces to
the other layers. In the following sections, the systems
engineering strategy will be described, then the major
infrastructure components used by ICS, then the control
system strategy for major classes of instrument
component and finally some ongoing activities to
demonstrate and refine the controls will be detailed.

SYSTEMS ENGINEERING
Due to the magnitude and particular challenges of
developing the controls for the ESS instrument suite, ICS
have adopted a mix of formal and informal processes to
efficiently engage the individual instrument projects.
Developing an early synoptic view and preliminary
overall design of the control system for each instrument is
important, and this is where a flexible and iterative
methodology has proven useful. Control system staff at
WEBPL01
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similar neutron facilities provided feedback that they
found an informal development process to be most
effective. This is partly due to the nature of designing a
complex research machine, like a modern neutron
instrument, where the individual components can
themselves be major engineering development projects.
These are typically developed with an initially high
degree of technical uncertainty, which is gradually
decreased during the development. This occurs in iterative
refinements of the neutron instrument’s design itself, and
in conjunction with increasingly detailed knowledge of
other enabling systems.
To realise this in a practical sense, the first contact
between ICS and the instrument projects involved several
meetings to identify each component of the (as-planned)
instrument which has a controls interface. Special usecases, which may present particular constraints during the
control system design, are also identified. This
information is captured informally on a 'wiki' so that each
stakeholder can work to maintain the information.
The subsequent control system development stage is to
formulate a Systems Engineering Management Plan
(SEMP) for each instrument project. This identifies, still
at the level of the entire instrument, the control system
design lifecycle, scheduled reviews and necessary
documentation. The SEMP needs to be formally approved
by management within ICS as well as the instrument
stakeholders.
The top-level requirements of the control system,
mostly at the level of only identifying sub-systems which
need to be controlled, are then captured in a System
Requirements Specification. While detailed, technical and
testable requirements are initially sparse at this high level,
the SRS document requires formal review and approval
by control system experts and process owners.
Approval of the SRS allows a Preliminary Design
Document to be developed for the instrument control
system. This identifies a high-level architecture for how
the controls of individual sub-systems will be
implemented and identifies the control system hardware
that will be required for the instrument. The information
in this document is necessary for planning the timeline
and budget for the control system development, while
also informing the instrument project about the controls
architecture for that project.
For the individual instrument sub-systems a more
sequential systems engineering methodology is applied.
The life cycle model used for the controls integration of
instrument components specifies a) system life cycle
stages, b) reviews that mark the transitions from one stage
to the next, and c) the applicable technical documentation
conventions.

INFRASTRUCTURE AND WORKFLOWS
The Integrated Control System at ESS includes
standard workflows and infrastructure for developing and
deploying control software, for the instruments as well as
other facility components such as the accelerator. Some of
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these major elements of the overall architecture are briefly
described below.

Timing System
ESS have elected to use a distributed, delaycompensated timing system produced by Micro-Research
Finland. This system provides the signals required to
synchronise the operation of the entire facility, from the
proton source at one end, through to the neutron detectors
at the other.
The timing system is particularly relevant for
instrument
components
that
require
precise
synchronisation, such as rotation of neutron chopper
systems, some motion axes, neutron beam monitors and
the neutron detectors. The timing system can be used to
provide digital strobe and clock signals to external
components and also to trigger interrupt-driven software
activities.

ESS EPICS Environment
The ESS EPICS Environment (EEE) is a build and
deployment system for EPICS modules used at ESS.
During development of EPICS modules, the EEE
significantly reduces boilerplate by providing a single,
general Makefile which inspects the project and manages
the build, cross-compiling for several architectures and
EPICS versions. EEE also simplifies dependency
specification by allowing users to list required modules in
the IOC startup script. These dependencies are then
dynamically loaded at runtime. This capability allows
users to switch between versions of modules and even
versions of EPICS without recompilation.
As a deployment tool, EEE presents a synchronised
repository of EPICS modules across ESS and its in-kind
partners using NFS or rsync. A continuous integration
server triggers automatic builds whenever a tagged
release is pushed to the Git repository of an ESS module.
These releases are then deployed as numbered module
versions within EEE and available for use in IOCs on any
synched computer. The EEE can also use the NFS file
system deploy IOC startup scripts to specific hosts. In this
scheme, control computers find IOC scripts using their
host name and start the appropriate IOCs automatically at
boot time.

Controls Configuration Database
The Controls Configuration Database (CCDB) is a tool
designed to help manage information about physical and
logical devices at the ESS. Within this database, device
types, properties, tags, units, and relationships can be
specified.
In practical terms, CCDB is used to model the
relationships between control system components used at
ESS. Reusable models of controls software can be created
and then customized to represent individual deployments.
At a high level, models might include information about
software dependencies and device model numbers. At the
instance level, CCDB models describe, among other
things, the physical computers on which a piece of control

WEBPL01
1044

Experiment Control

software is to run and which specific pieces of equipment
it is controlling. Several other ICS tools, such as IOC
Factory, can consume this data to help automate common
configuration and deployment tasks.

IOC Factory
The IOC Factory is a tool used to manage EPICs Input
Output Controllers (IOCs) at ESS. It provides a workflow
for configuring, generating, browsing, and auditing IOCs.
With IOC factory, users can generate an IOC for a
particular device tree within the CCDB and provide the
specific environment variables, macro definitions (such as
IP addresses for the devices to be controlled), etc.
required by that IOC at run-time. IOC Factory can then
generate the required startup script and deploy it to the
appropriate server through EEE. Users may also browse a
database of existing and historical IOCs and their
metadata and track changes to the IOCs monitored by the
system.

Channel Finder
Channel Finder is a directory service for EPICS PVs. It
can be combined with the Recsync library to allow IOCs
to automatically upload a list of their Process Variables
(PVs) to the Channel Finder on startup. The Recsync
library will also notify Channel Finder when those PVs
are available. PVs can also be tagged with metadata in the
form of key-value pairs. The Channel Finder will be used
to support plug and play for sample environment
equipment at ESS instruments. Users can also use
Channel Finder aware software like Control System
Studio to browse available PVs. This solves one of the
major shortcomings with EPICS, which is the lack of a
PV discovery mechanism.

EPICS Archiver Appliance
The EPICS Archiver Appliance was developed at
SLAC as an extension of existing archiver software. It's
job is to continuously record the values of EPICS PVs. An
archive of historical values is valuable for observing
trends, validating data, and troubleshooting problems at
the facility.
The EPICS Archiver Appliance presents a graphical
web interface as well as an HTTP API for configuring and
interacting with the archive. Historical trends are easily
visualized in software like Control System Studio, or can
be queried via HTTP if more detailed analysis is required.
The Archiver Appliance also supports data retention and
decimation policies to help manage the stored values.

CS-Studio
Control System Studio (CSS) is a GUI designed to help
users interact with EPICS and related software. It includes
tools for building operator interfaces to devices exposed
over EPICS as well as the ability to display historical data
from the EPICS Archiver Appliance. It can also
communicate with Channel Finder to help users browse
available PVs.
At ESS, all engineering screens for the instruments will
be implemented as CSS operator interfaces. These screens
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will contain low level information for expert control of
ESS equipment. This is not to be confused with the
NICOSII experiment control program which will present
the primary controls interface to science users of the
neutron instruments.

INSTRUMENT COMPONENTS
A central component of the controls strategy for the
ESS instruments is to define standard modular solutions
for control of common hardware components. These
solutions will be applied to all instruments, where
possible, even though the individual instrument projects
are being undertaken by different partner institutions
throughout Europe. The following sections outline some
key points of the control system used for each of these
major groups of instrument components.

Motion Control
Motion axes are a common component of neutron
instruments. These include, for example, slit systems used
to control the size and divergence of the neutron beam,
and shutters used to block neutrons and other radiation
when the instrument is not actively acquiring data.
Motion systems for the ESS instruments will be
implemented using a standardised digital Motion Control
Unit (MCU), with the possible exception of a small
number of systems with special constraints. In addition,
the ESS Motion Control and Automation Group have
created a catalogue of standard motion actuators and other
hardware components to assist in achieving a level of
homogeneity across the instrument suite.
In many cases individual motion axes can be exposed
by the MCU, and up through the EPICS layer, in a generic
way. The logical implementation of any higher-level
functionality (for instance, treating four motion axes as a
slit system having virtual axes for the aperture position
and size) can be implemented in the NICOSII experiment
control program layer in these cases.
For other motion systems the logical implementation of
device-specific functionality will be implemented in the
MCU or in the EPICS layer, exposing a higher level
interface to NICOSII. A typical case where this design
choice is appropriate is when there are machine protection
issues, such as the chance of collision between two
motion stages. Implementing the logic, including
collision-avoidance functionality, at the lowest level is a
more robust design where such hazards exist. Another
use-case for implementing functionality at lower levels is
where systems need to respond to feedback rapidly.
Most motion stages will operate asynchronously,
however some systems will require mechanical motion
systems to be synchronised with the 14Hz pulses of
neutrons. In this case the timing system will be used to
precisely synchronise the clock of the MCU.

Neutron Chopper Systems
Neutron choppers are mechanical systems, typically
rotating discs coated in a neutron absorbing material, with
windows for permitting neutrons at particular phase
WEBPL01
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angles of the disc. These can be used to create a time
structure in the neutrons arriving at the sample or to select
only neutrons of particular energy ranges, based on the
time of flight to the chopper from the neutron source. The
fastest ESS choppers will operate at speeds approaching
400Hz.
ESS will have a large number of choppers from
different manufacturers which need to be controlled. To
accommodate this diversity and provide a common
interface from the chopper systems up to the EPICS layer,
the ESS Neutron Chopper Group have a developed a local
controller called the CHopper Integrated Controller
(CHIC).
Control information will flow from the experiment
control program, through the ICS EPICS layer, to the
CHIC and then to the chopper drive controller using the
appropriate protocols for the particular chopper drive.
The ICS EPICS layer will also configure the local
timing system according to the requested chopper
parameters. The timing system will deliver digital phasing
references pulses to each chopper drive, at the frequency
and phase offset (with respect to the accelerator) specified
by the experiment control program. The timing system
will also capture a timestamp for every rotation of each
chopper, which will be published via EPICS from where
it can be consumed by the data reduction software.
In addition to the control and timing of the choppers,
the EPICS layer will also interface with a Conditioning
Monitoring System for each chopper system. This will
monitor conditions such as vibration and hardware
temperatures, providing valuable engineering information
and early warning of potential failures.

Neutron Detectors and Beam Monitors
Neutron detectors are used to measure the temporal and
spacial distribution of neutrons that have been scattered
from the sample under investigation. Ultimately data
analysis software can use this data to constrain properties
of the sample.
Beam monitors are generally low efficiency neutron
detectors which can be used to quantify the characteristics
of the neutron beam at a particular point on the
instrument. They are used, for instance, during
commissioning of neutron chopper systems and also to
allow data normalisation based on the inter-pulse and
intra-pulse variability from the accelerator and spallation
target.
To minimise the diversity of readout systems on the
ESS instruments, the ESS Detector Group are developing
a standard readout system which will be able to
interoperate with a range of analog front-ends and
detector technologies. This will minimise long term costs
for the facility while also helping to standardise the
interface between the detectors and the event formation
software being developed by DMSC which will ingest the
raw data from the detectors.
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The Detector Group, ICS and DMSC have been
working jointly to prototype the readout system, which
includes EPICS control and an interface to the centralised
timing system.
Other components of the detector systems, such as high
voltage power supplies, also need to be integrated with
the control system. In general these will be implemented
using commercial solutions. ICS have implemented
EPICS controls for two manufacturers that will be
suggested to the instrument teams.

Sample Environment Systems
Sample Environment Systems (SES) are used to
regulate the physical conditions that the samples of
interest are being studied are exposed to during the
experiment. Typical SES may regulate the temperature,
humidity, pressure or magnetic field, for instance. Some
ESS instruments will have specialised SES mainly used
on only one instrument, however most instruments will
also rely on SES from an ESS 'pool' of such devices, on
an experiment-by-experiment basis.
Unlike the other components described, where a level
of homogeneity is a goal, ESS will have a high diversity
of SES items that will be used on the instruments. These
each require integration with the control system.
Ultimately such equipment needs to be controlled from
the experiment control program, via the EPICS layer, and
status information from the SES needs to be monitored so
sample conditions can be aggregated with neutron data for
analysis.
One of the strategies that ESS have adopted is that most
SES will have a local computer that physically moves
with the rest of the equipment. This computer will run the
EPICS software to communicate with the SES
components. The computer will also allow the SES to
identify itself, through a mechanism using the EPICS
Channel Finder, so that the NICOSII experiment control
program can automatically notify the scientific user which
SES are currently available on a particular instrument.

Instrument PLC
Programmable Logic Controllers (PLCs) are standard
solutions for process control. ESS have a framework
agreement to use a particular model of PLC throughout
the control system, so the PLC and selection of
input/output modules will be well standardised.
PLCs will be used on the neutron instruments for
control and monitoring of the vacuum systems,
monitoring the supply of utilities (such as cooling water
temperature or compressed air pressure) to each
instrument and possibly for monitoring the flow and other
properties of gas supply to the neutron detector systems.

PROTOTYPING ACTIVITIES
ESSIIP
The ESS Instrument Integration Project (ESSIIP) is a
development project to prototype and integrate the
controls of major components of the instrument controls
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architecture. Accommodated in an ESS laboratory, this
project facilitates not just the development of controls for
individual system components (e.g., neutron choppers),
but also provides the first complete vertical controls stack
from the NICOSII experiment control program, through
the ICS EPICS layer (including the workflows and
infrastructure outlined previously), and finally to the local
controller level of the individual instrument components.
ESSIIP has proven to a very successful tool for
developing the instrument controls. Deploying the
controls for individual components in a comprehensive,
integrated and coordinated manner served as a catalyst to
facilitate the development of additional aspects of the
final architecture. This strategy also provided a common
goal for many internal groups within ESS which ensured
that good workflows, communication and a common
understanding of the controls architecture was agreed
very early, from the perspective of the overall ESS
project.

HZB V20 Neutron Instrument
Following from ESSIIP, ESS have approved the use of
the V20 neutron instrument at the BER-II reactor,
operated by Helmholtz-Zentrum Berlin (HZB), for use as
a controls integration platform. Access to this will enable
control system elements for the ESS instruments to be
further developed, commissioned and improved in
advance of the time that a working control system is
required at ESS.
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At the time of writing, the DMSC have deployed
NICOSII as the experiment control program on V20 and
ICS have deployed EPICS infrastructure and a timing
system on this instrument. Future integration activities
will include demonstrating the principal controls
components of an ESS instrument, including motion axes,
neutron choppers, detector readout and data aggregation
in a coordinated way at a working neutron science facility.
This will help to ensure the full breadth of controls system
components are able to deliver when they are needed for
the ESS instrument suite.

CONCLUSION
ESS are building the world's most brilliant neutron
facility, which will eventually include at least 22 scientific
instruments. Due to the challenges of developing the
controls for these instruments, a systems engineering
strategy is being utilised and high level software
infrastructure provides a basis of the control system
architecture. ESS are investing effort to reduce the
inhomogeneity of the instrument hardware and control
systems, especially for common components found on
most instruments. In order to ensure the control system
has reached a demonstrated level of maturity prior to the
commissioning of the first instruments at ESS, the control
system is being prototyped in an integrated way, both in a
laboratory setting and on an existing neutron instrument at
a partner facility.
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ON-AXIS 3D MICROSCOPE FOR X-RAY BEAMLINES AT NSLS-II
K. J. Gofron†, J. Wlodek1, Y.Q. Cai, NSLS-II, Brookhaven National Laboratory, Upton, NY, USA
1
also at Stony Brook University, Stony Brook, NY, USA
Abstract

A series of versatile on-axis X-ray microscopes with large
working distances, high resolution and large
magnification have been developed at NSLS-II [1,2].
These microscopes use reflective optics, which minimizes
dispersion, and allows imaging from Ultraviolet (UV) [3]
to Infrared (IR) with specifically chosen objective
components (coatings, etc.). Additional customizations
can be implemented to provide dual-view with high/low
magnification [4], 3-D imaging, long working range, as
well as ruby fluorescence measurement for high pressure
samples. In this publication we discuss 3D imaging
enhancement to on-axis microscopes.

INTRODUCTION
The National Synchrotron Light Source II (NSLS-II) on
Long Island, NY, USA is a new synchrotron user facility
constructed to provide extremely bright x-rays for a broad
range of basic and applied research. A typical NSLS-II
hard X-ray beamline achieves routinely submicron beam
sizes. To facilitate optics alignment and optimization, as
well as for sample monitoring and characterization, onaxis microscopes [1] have been developed at NSLS-II to
provide online imaging capabilities with high spatial
resolution around the sample area. Utilizing the imaging
capability, for example, beam focus from focusing X-ray
optics, such as KB-mirrors, can be visualized directly,
providing instantaneous feedback during the optimization
process,
vastly improving
the
efficiency of
characterization compared to the more traditional knife
edge scans.
The details of the on-axis microscope as implemented
at the Inelastic X-ray Scattering (IXS) 10-ID beamline are
presented in Figures 1, and 2. The microscope is located
downstream of the KB mirror system. Figure 1 (upper
panel) illustrates the schematic of the optical layout,
where the objective is folded from upstream using a rightangle mirror containing a hole for the X-ray beam to pass
through (see Figure 2). Due to spatial constraint, such as
the need of a sample cryostat, the microscope design at
10-ID incorporates an additional mirror in “periscope”
geometry as shown in Figure 1 (lower panel).
The image of high pressure diamond anvil cell sample
obtained using the on-axis microscope at 10-ID is shown
in Figure 2 (lower panel). The cross-hair indicating the Xray beam incidence position is injected into the image
stream using the Overlay Plugin of areaDetector [5]
EPICS application. The position of the cross-hair is
determined by visualizing the X-ray beam using high-Z
scintillator, such as CWO, placed at sample position [6].
___________________________________________

† kgofron@bnl.gov

Figure 1: On-axis microscope schematics (upper panel),
and the implementation at the IXS 10-ID beamline (lower
panel).

Figure 2: The on-axis microscope at 10ID with details
near the sample area (upper panel), and image of a
diamond anvil cell (DAC) sample (lower panel). The
cross indicates the X-ray beam position.
The 10-ID on-axis microscope has a working distance
of 600 mm and resolution of 3 um. An incorporated
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GT330 Prosilica PoE camera provides 6 mm x 4.5 mm
field of view.

X-RAY EYE
The X-ray Eye microscope is a downstream version of
the on-axis microscope that may be implemented with a
right angle folding mirror when space is limited. The Xray Eye allows very high precision X-ray beam
characterization. The X-ray eye microscope consists of a
scintillator, and conventional optical microscope. The
microscope images the visible light generated by X-ray at
the scintillator. The schematics of the optical layout and
the actual 10-ID X-ray Eye microscope as built with a
right angle folding mirror are shown in Figure 3.

Optics Layout
The X-ray eye microscope developed for the 10-ID
beamline, shown in Figure 3, is adapted so the scintillator
is exactly at the sample position. This allows optimization
of the KB mirror optics shown in Figure 4, which
illustrates the focusing of the VFM mirror, with the HFM
mirror removed from the beam. The focus width of VFM
X-ray beam is determined using right peak of the Figure 4
(lower panel).

Figure 4: KB mirror alignment of the VFM mirror at 10ID. The cross-section intensity of upper image is plotted
in the lower image.

3D MICROSCOPE
Shallow Depth of Field (DoF) is a weakness in
microscopy. The DoF is generally proportional to the
resolution, and decreases for high magnification and large
Numerical Aperture.
In this paper we will demonstrate that shallow depth of
focus can be used to derive information about 3D nature
of the object under study using Image Stacking technique.
In Image Stacking the information about depth dimension
is obtained by calibrated move of either objective, or the
sample under study. We have used both, with successful
results.

Image Stacking
Figure 3: X-ray
characterization.

Eye

microscope

for

beam

The left peak of Figure 4 (lower panel) is an optical
artefact of using second surface mirror instead of first
surface mirror in initial assembly of the microscope
shown in Figure 3. The left optical reflection peak
originated from the small wedge air gap between
scintillator and the first surface of the 2nd surface mirror.

Image Stacking, as shown in Figure 5, is the process by
which a series of images of the same subject taken at
different focal depths are combined in order to form one
in-focus image. This process (which is also sometimes
called focus stacking), can allow users to view samples
with a greater level of detail without resorting to
constantly adjusting the camera position or focus.
There are two primary methods to collect an image
stack. The first is to move the camera itself, and the
second is to change the focal depth of the camera. A
sample is placed under a microscope or a high
magnification camera such as the On-Axis camera at the
Inelastic X-Ray Scattering (IXS) Beamline and the
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Figure 5: Image stacking methods that we used.
camera’s focal depth is adjusted in such a way that there
is at least one image per portion of the sample where the
area is in focus. Once such a stack is collected for a
chosen sample, it is run through a focal stacking
algorithm, as discussed in details by J. Wlodek [7].
The first step of this algorithm involves image
alignment. On most microscopes and cameras, changing
the focal depth will cause either a shift of the subject in
the view, a resizing of the subject, or both. As a result, in
order to avoid an incorrect merging of the images in the
later steps of the algorithm, image alignment is necessary.
Two image alignment methods have been implemented:
one uses the Oriented Fast and Rotated Brief (ORB)
feature detector in conjunction with the Brute Force
Matcher as implemented in the Open Computer Vision
(OpenCV) library [8], while the other uses a Euclidean
transfer (ECC) to find how to shift images until they are
aligned. The ORB method unfortunately proved to be
inadequate despite its speed, as a result of its dependence
on finding matching key points in images, which was
often hampered by the fact that large portions of each
image in the stack were out of focus, and hence had no
detectable key points. Thus the ORB alignment method
often provided sub-par results. The ECC method on the
other hand gave much better results and provided greater
flexibility as well, with users being able to specify the
degree of accuracy they wished the algorithm to run with,
as well as a warp mode, as the Euclidean transfer allows
for finding a translation, a rotation, an affine transform
(rotation, translation, and scaling), or even a homography

(affine and tilt) between two images. This made the
alignment algorithm very flexible in regards to the sample
images.
Once the stack of images was aligned, the next step in
the focus stacking algorithm was to run an edge detector
over each image in the stack. This was accomplished by
running a Gaussian blur matrix over each of the images,
followed by Laplacian. This process assigned each pixel a
“sharpness value”, a value that represented the relative
sharpness of that pixel in an image. The final step of the
algorithm was to create an empty image of the same size
as one of the input images, and fill it with the pixels with
the highest sharpness values across all of the images in
the stack. The output image is then saved to the host
computer.
For the On-Axis camera at the IXS 10-ID beamline we
demonstrated an implementation of the open source
EPICS control system library to automate focus stack
collection. The code requires the user to first find a start
and end point for where the sample is in focus in order to
avoid unnecessary photos in the stack, and the user is
required to specify a number of images. The number
cannot be too high, as overlapping in focus areas can
cause problems for generating an accurate depth map,
which can be used for three dimensional reconstruction,
while a number too low will miss certain regions, which
will lead to parts of the image remaining out of focus. The
merged image in Figure 5 and Figure 6, have missed
regions visible as superstructure bands of the horse fly
right eye. Once the variables are inputted, the code splits
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the distance between the start and end point into the
specified number of subdivisions, automatically moves
the motor to each of these points and takes a picture.
Once a stack is collected by the EPICS script, it is
passed to the image stacking software, and is combined
into one image. This image can be used by the staff of the
IXS beamline to get a better view of their sample, and see
all the detail without the need for constant time
consuming adjustments to camera focus. An additional
benefit of focus stacking is that it can provide scientists
with images that were previously unattainable with such
shallow depth of focus cameras, allowing for more
detailed and compelling images to be obtained for
presentations and publications.
In addition to the merged image, image stacking also
allows for a form of 3D reconstruction, even with a single
stationary camera, something that is not possible with
photogrammetry or stereo reconstruction. To do this, as
we constructed the merged image from the data found
during the edge detection phase, we also constructed a
depth map of all of the images. This process is explained
in further detail by Michael Moeller in his paper
“Variational Depth from Focus Reconstruction” [9]. Each
image in the stack was assigned a grayscale value from 0
to 255, with the stack evenly spaced out across this range.
At each pixel, when the sharpest pixel is chosen, the
corresponding pixel in the depth map is set to the
grayscale value assigned to the image that the merged
pixel was taken. Once this entire depth map is
constructed, it is smoothed to remove jagged edges in the
three dimensional model.
After the stacking algorithm is completed and the depth
map is generated, we used the OpenGL graphics library
[10] to create our 3D models. The X and Y values of each
pixel in the model corresponded directly to the X and Y
pixel values of the merged image, while the Z, or height,
value was derived from the product of the grayscale value
of the depth map at said pixel, and a conversion factor
that is determined by the ratio of micrometers to pixels as
well as the change in focal depth. Once all of these values
are computed, the model is drawn and can be rotated
freely.
Both the depth map and three dimensional model
provided by focus stacking with the On-Axis Microscope
allow for a unique perspective on samples being studied,
providing depth information that previously would have
had to be manually calculated. It allows for faster analysis
of data and samples, and allows for interesting showcases
that can be used to demonstrate findings to others.
Imaging head of a Horse Fly
We tested image
stacking applications on a Horse Fly positioned under a
5x magnification microscope. We collected a stack of 38
images, which were combined to form one merged image.
The difference we see in Figure 6 between one of the
images taken from the stack and the merged image is
striking, and effectively shows the benefit that such a
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Figure 6: Single image from 5X microscope (upper
panel), and one obtained from Image Stack (lower panel).
technique could provide if the user wishes to have a
detailed single image of his or her subject.
Imaging a mineral As a way to test the system on a
different kind of sample, we examined a mineral under
the same 5x microscope as the fly, and once again utilized
the image stacking techniques discussed earlier.
Additionally, we deployed the 3D imaging application to
this stack as well, and it provided some great results.
Figure 7 shows the merged image and the depth map
obtained from the mineral, and additionally a video of the
mineral’s three dimensional OpenGL model is available
at:
https://www.youtube.com/channel/UCSfBpwDIiuw41_r0qqYkZQ [11].
Imaging a beetle
The image stacked results of a
beetle obtained at 10-ID on-axis microscope are shown in
the Figure 8 (upper panel). The lower panel of Figure 8
shows the depth map obtained from images. Using the
depth map a 3D video of the beetle was produced [11].
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Figure 7: Image of a mineral (upper panel) and its depth
map (lower panel).

CRYSTAL HARVESTING
We used the development of the 3D microscope to
understand biological crystal harvesting using acoustic
waves [12].

Figure 9: Acoustic harvesting of biological crystals.
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Figure 8: Image of a beetle (upper panel) and depth map
(lower panel).
In acoustic protein crystal harvesting, proteins are
harvested by utilizing sonic pulses generated by a source
underneath them. Each pulse is just strong enough to
launch a crystal from the surface upwards. Prior to the
application of the 3D Microscope techniques, the process
immediately following crystal ejection was not
understood. The accepted theory was that crystals were
moved toward the top of the solution in a conical manner,
funneling crystals that lay on the bottom of the liquid to
the top. This has led to the fact that crystals are rarely
grown in a Bingham solution (a solution that keeps
crystals suspended rather than falling to the bottom of the
well), because such a solution requires more work to
maintain. The necessity of a Bingham solution was not
considered important, because it was thought that crystals
would be resupplied from the bottom of the drop after
ejection. Despite this, users of the sonic machines have
noted a drop off in the efficiency of crystal harvesting
after several ejections. In order to solve this issue, we
collected a stack of images of the drop at several points
both before and after ejections, and constructed a depth
map and a model at each point. Once these were
constructed, we used optical flow to determine the
distance that a set of roughly 30 crystals travelled in the
drop, as well as measuring their height in the drop. Our
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findings supported a different theory regarding the
movement of crystals after a sonic ejection. By studying
individual crystal movement in the 3D liquid we
determined that crystals are ejected from surface layer.
However, instead of drawing the new crystals from the
bottom of the solution as was the commonly accepted
theory, the surface layer instead “heals” the removed part
primarily via a surface tension mechanism. Thus crystals
are always drawn from the top layer, and once the top
layer of the liquid is completely depleted the ejected
drops begin to come from lower down. This finding can
be visualized in the graph in Figure 10, and further details
on the 3D imaging of crystal harvesting are discussed in
by [12].
3
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Figure 10: Crystal Movement (μm) vs. Crystal Depth
(μm). In this figure, each point represents a crystal in the
solution, the x axis represents the movement of the crystal
between the before ejection stack and the after ejection
stack, and the y axis represents the depth of the crystal in
the drop. As we can see from the fitted line, we have a
strong correlation showing that the upper level crystals
are much more likely to move, and lower level crystals
stay much more stationary. This supports the “healing”
theory discussed previously.

CONCLUSION
This paper reports the progress on the enhancement of
the on-axis microscope techniques used at synchrotron
beamlines at NSLS-II. We have successfully explored
Image Stacking that not only provides sharper images, but
also provides depth and 3D information about samples.
We successfully converted a weakness (shallow DoF) into
a strength, by recovering 3rd depth dimension of images
with single on-axis camera.
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APPENDIX
Due to limitations of the printed version, all videos
obtained from Image Stacking are provided on the
www.youtube.com channel: 3D Microscope. The
following is URL to the two 3D model videos on the
channel
https://www.youtube.com/channel/UCSfBpwDIiuw41_r0qqYkZQ [11].
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SOFTWARE ARCHITECTURE FOR BEAMLINE AUTOMATION – VMXi
USE-CASE
C. J. Sharpe, Diamond Light Source Ltd, Oxfordshire, UK.
Abstract
Versatile Macromolecular in-situ (VMXi) is the first
beamline at Diamond Light Source (DLS) to be entirely
automated with no direct user interaction to set up and
control experiments. This marks a radical departure from
other beamlines at the facility and it has presented a significant design challenge to General Data Acquisition
(GDA), the in-house software that manages beamline data
collection. GDA has become a reactive controller for
continual, uninterrupted processing of all user experiments. A major achievement has been to demonstrate that
it is possible to successfully deliver a suitable architectural implementation for automation developed within a
standard integrate development environment (IDE). There
is no need for specialised software or a domain specific
language for automation. The objective is to: review
VMXi project with the emphasis on hardware configuration and experiment processing; describe the software and
control architecture for automation; and provide a general
set of guidelines for developing software for automation
at a scientific facility.

VMXI OVERVIEW
In 2013 I02 - one of several MX [1] beamlines at DLS
[2] - was selected for a major hardware upgrade. The
scientific driver for the new beamline was to make it
specialised for in-situ diffraction of crystallised macromolecular samples [3]. Multiple crystals of purified samples
are grown under different chemical conditions within
wells on crystallisation plates. Crystallisation experiments
usually fall into two distinct stages: screening and data
collection. Screening involves exposing a plate to X-rays
to discover if any samples diffract. Data collection aims to
maximise diffraction information output by applying a
wide range of X-ray parameters on plate samples. One
plate has many samples so that a great volume of data can
be generated and processed in a concentrated period of
beam time. A plate is designed for high throughput and
robot handling. The new beamline VMXi [4] fully exploits this so that many plates can be stored at a time and
continually processed, vastly increasing experiment
throughput and optimising beam use. A schematic of the
VMXi end station is shown in Fig.1 without the radiation
shielding. Plates are sent to VMXi are stored in two temperature controlled storage units (Rock Imager 1000,
Formulatrix) each storing up to 750 plates. Plates are
conveyed through the radiation shielding to a local storage area within the data collection environment. This
storage area can hold up to 12 plates and serves as a buffer for quick loading and unloading of plates to the goniometer.

Figure 1: VMXi End Station.
The data collection environment hardware consists of a
bespoke goniometer developed at DLS that holds a plate
with submicron precision; the latest detector technology
(Eiger 4M, Dectris AG); a fast shutter (operating at 4
milliseconds opening time); and a retractable, high resolution On Axis Viewing system (OAV) for sample imaging.
VMXi is a high flux micro focus beamline to achieve
high sample throughput. In-situ experiments are conducted at room temperature and when crystals are exposed to
X-rays they are destroyed in milliseconds. The high specification detector and fast shutter optimise the diffraction
information captured under these conditions.

DATA ACQUISITION SOFTWARE
The GDA [5] framework is software developed using
Eclipse Java IDE [6] and deployed across beamlines at
DLS to enable a high level interface for users to conduct
experiments and collect data. A user runs experiments
through GDA on site or (as is the case on MX beamlines)
off-site through a remote client.
GDA is an implementation of a client server model.
The client is an Eclipse RCP that provides a graphical
interface through which a user can control and move
beamline hardware and execute experiments. The server
has many components but the main features to highlight
are: Java Channel Access plugin to communicate with
EPICS IOCs [7] (the hardware control layer); Java objects
that are an interface to beamline hardware required for
experiments; and a Jython server to run and execute
scripts written in Python syntax. Taken as a whole scripts
define the operational functionality of a beamline and as
such are a crucial resource; in essence they are high level
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management and control of the beamline for experiments.
Scripts are written by software developers, beamline staff,
and users.

AUTOMATION
A fundamental requirement for VMXi was automation.
In terms of an operational objective this means continual
processing of plates without interruption for several
weeks at a time - as long as there are plates available to be
processed. Although not explicitly stated, it was assumed
that GDA could be readily adapted to automate a beamline. However, VMXi breaks the client server model as
there is no direct, dynamic user interaction with the beamline. Synchweb [8] is a web interface used at DLS
through which users define data collection experiments.
This information is persisted in ISPyB [9], a database
developed specifically for the MX experiment pipeline.
Users have no further involvement in the experiment after
a plate is scheduled for data collection. At some point in
the future, GDA would manage the conveyance of a
scheduled plate to the beamline and process it according
to the user experiment parameters in ISPyB. GDA must
perform this task repeatedly, indefinitely, and without
failing.

ARCHITECTURAL MODEL
Software design for automation falls squarely is in the
domain of Artificial Intelligence (AI) [10,11]. It is a mature technology that has been successfully applied to
many different and challenging real world control problems - this includes automating industrial manufacturing
processes. There is nothing new or especially novel in the
management and of control VMXi - or any similar beamline for that matter - that prevents it functioning as an
industrial process by application of the same AI principles. All AI architectures are an arrangement of three
basic capabilities, Sense, Plan and Act (SPA), which enable an agent to function autonomously in its operational
environment.
 Sense – excitation of a sensor attuned to sense the
state of some artefact in the environment and feeding
sensed state data in to an agent.
 Plan – Updating the state of a global plan with the
sensed data, and use this plan to generate a control
action.
 Act - present the control action to the agent actuators
and do the action.

SOFTWARE DESIGN
The overall high level control and management of
VMXi is framed conceptually in terms of SPA. The architectural design is a specification of these basic building
blocks and how they are wired together.

High Level Planning
A Data Collection Plan is encapsulated in user experiment parameters, including the state in to which the
beamline needs to be set to perform an experiment. This
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plan is persisted in ISPyB and is required only when the
plate associated to it is loaded and ready to be shot. What
plate to load from the storage unit when there are hundreds plates in a scheduled state is a dynamic and complex process that forms a Load Plan. There is a wide criterion that informs how this Load Plan is ordered and reordered, but the reasoning is not important to GDA, only
the end result - the plate to load next. These plan elements
are the Plan component, which is external to GDA. What
is required is to get Plan information into GDA to drive its
actions.

Low Level Control
The complexity of an environment indicates the extent
of low level control and real time reactiveness required by
GDA to deal with sudden and unexpected events; this
does not require sophisticated behaviour. (As it can be
observed from the natural world, simple creatures function perfectly well in a highly complex, dynamic environment without higher level cognitive ability). In VMXi
any hardware that can be directly controlled by GDA is
considered a part of the internal environment. Any resource required by GDA to function is a part of the external environment. In general GDA must be robust and act
in a timely and controlled manner to any fault that may
occur in either environment. GDA initialises a control
action and monitors the progress of the action, but it is not
responsible for performing action execution and low level
control.

Agent Design
Moving the Plan component out of GDA leaves the
Sense and Act components to be wired together. This
creates a Reactive Controller, a standard AI architectural
model. The model and model integrity provides a blue
print for agent design. Its attributes are:
 A tight coupling between what is sensed and the action generated.
 It is stateless - there in no internal representation of
the world.
 It should not execute any computationally difficult or
intensive task that is an impediment to agent reactiveness.
The overall robustness of GDA is greatly enhanced by
this model. If there is a catastrophic failure in the system
(for example the server on which GDA is hosted goes
down), agent performance is unaffected after recovery
and restart. There is no state to recover and reconstruct, an
agent will behave exactly as it did before the failure.
VMXi is logically separated into two distinct tasks: one
task to manage the movement of plates; and another task
to set up the beamline and collect data from a plate. Accordingly there is an agent dedicated to perform each
respective task. Agents are situated in the internal environment as previously described; they initiate and control
what and when actions are initiated and by extension a
pre-determined response can be implemented to deal with
any failure to complete an action.
WEBPL04
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Sample Handling Agent
Sample handling involves synchronised co-ordination
of several separate pieces of hardware to move plates
around the beamline. The micro-management and coordination of sample handling hardware is the responsibility of the low level control layer. An interface to the low
level control program is a set of four EPICS process variables (PVs) that represent high level sample handling
actions.
 Load from a storage unit to local storage.
 Load from local storage to goniometer.
 Unload from goniometer to local storage.
 Unload from local storage to a storage unit.
All high level sample handling actions implement the
same control sequence:
 Set the PV to trigger the low level control program with plate source and/or plate destination
parameters if required.
 Monitor the running state of the low level program.
 Set a flag to indicate the low level program has
finished.
The low level program does not return a value after it
finishes. Additional steps are added to check that any of
the sample handling hardware is in a fault state.
 Set PV to retrieve the sample handling fault
state.
 If a fault value is returned set a flag to indicate a
hardware fault has occurred.
The Sample Handling agent determines which of the
four actions to select at any given point in time and ensures exactly one action at a time is executed. Brooks’s
subsumption architecture [12] is the controller for the
Sample Handling agent. It defines the agent as a hierarchy
of behavioural layers. The higher the behaviour layer the
greater the priority of its behaviour – in the terminology
higher level layers subsume lower level layers. Behaviours are entirely modular, which makes it straight forward to incorporate new behavioural layers into the controller. This architecture is recommended where the overall behaviour of the controller is dedicated to doing a
single task composed of a small number of behavioural
layers.
Sensors data is input to behaviour layers in parallel. A
behaviour layer is then said to be ‘fired’ if one of its sensor inputs has been excited. The sensed environment state
is matched against a set of conditional rules that map to
one candidate action from a finite set of actions for the
behaviour. The rules are hierarchical and entirely deterministic. The order of these rules does have an impact on
the emergent behaviour of the controller. If two behaviour layers are fired at the same time and two actions are
generated, the higher level behaviour supresses the input
of lower level behaviours and its actions is presented to
the actuator. An inhibit signal can be fed into to a sensor
so its output is prevented from firing a behaviour layer.
The Sample Handling agent controller shown in Fig. 2
is an adaption of the subsumption architecture.

Figure 2: Sample Handling Agent Controller.
Sample Conveyance is the lowest level behaviour layer.
Its goal is to convey plates to and from the beamline.
Sensor inputs actively get state data from two information
sources. The Load Plan service returns a plate barcode of
the plate to load next into local storage. This information
is used to retrieve from ISPyB plate state details for that
plate. ISPyB is also requested to return plate state details
of all plates in the data collection environment. Sensor
input is fed concurrently to Sample Conveyance. A Sample Conveyance rules layer maps the sensed state to a rule
in its rule set that represents one of the four high level
sample handling actions.
The Action Executor executes sample handling actions
passed in to it and monitors whether the low level program finished flag has been set. The action is executed on
a separate processing thread which allows for the main
controller to gather Sensor data while an action is executing. Before an action is executed all Sensor output is
inhibited to all behaviour layers. This guarantees that one
conveyance action is executed at a time. After the action
has executed all Sensor output is uninhibited.
Plate location state is updated in ISPyB just before the
Action Executor executes a conveyance action, and immediately after a conveyance action has successfully
completed. It is critical plate location state matches its
physical location. If plate location state is not correct then
Sample Handling agent may select an undesirable action.
Robustness is the highest level behaviour layer. It protects plates and the sample handling hardware in a controlled and robust manner in the event of an internal fault
caused during sample conveyance. An error value is set at
the controls layer if there is any fault event at any point
during sample handling. The Robustness rules layer executes a set of actions to generate a fault report, gathering
relevant state information from the low level sample handling controllers. This fault report is then broadcast to
support staff. Input layers are inhibited and the controller
is safely stopped. When the fault is rectified it is then a
manual process to physically move a plate to the correct
location, and ensure the plate’s location state is consistent
with that in ISPyB. The controller is manually restarted,
and the input signal to the Conveyance layer uninhibited
by support staff.
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Data Collection Agent
Data Collection first puts the beamline in to a state
ready for data collection and then simultaneously moves
the detector, shutter and goniometer to collect data.
Hardware is tightly packed in the data collection environment and has a potential for a collision. To avoid collisions a set of well defined-routines move hardware in the
mini-hutch to pre-set safe positions for a given task, each
routine verified through exhaustive testing.
It is difficult to write concise code to synchronise the
movement of hardware so that it collects data at the correct place and at the correct time. As previously stated,
GDA should initiate and monitor actions and no more.
VMXi utilises a part of a major project [13] developed at
DLS that pushes configuration, management and synchronisation of hardware for data collection in to hardware controllers.

Figure 3: Sample Handling Agent Controller.
The data collection agent controller shown at Fig. 3 is
structured around a data collection algorithm specified by
beamline staff. A layer is a subset of steps in the algorithm; they are not hierarchical and are processed in order.
The beamline hardware is moved to a set safe state at
each layer as required by the action to be performed. After
one layer has completed its steps in the algorithm, control
is passed on to the next layer.
A Sensor gets plate state from ISPyB. The sensed state
is an input in to the Data Collection manager layer. If a
plate is sensed to be on the goniometer and it is ready to
be shot, this initiates a data collection. All the user experiment parameters for the plate are requested from ISPyB.
When they are returned they are passed in to the Plate
Manager layer. The user experiment parameters are
grouped by well. The Plate Manager is then responsible
for moving the plate to each well on the plate. After moving to a well, the well data collection parameters are
passed in to the Well Manager. Its role is to generate the
real motor and hardware controller values for each data
collection in the well. A plate may have been stored for
weeks at a time before data collection. In that time a crystal may have grown. A crystal may move during sample
handling, or through the effect of gravity as plates are
kept upright in local storage. Image matching is performed on the original well image and the well image
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taken from the On Axis Viewing Camera. It checks the
quality of a match between the two images and generates
a delta. This value is applied to the original data collection points marked by a user on the image to correct for
crystal displacement. Computationally this is a very intensive task. To keep model integrity for a reactive agent,
Image Matching is made an external service. Individual
data collections are then passed in to the Scan Manager.
The hardware controllers are set up for a data collection.
The Scan Manager sends a signal to the hardware controllers to collect data. After this is completed, control returns
to the Well Manager and the next data collection in the
well is processed.
After all data collections in a well are processed, control returns to the Plate Manager. It moves to the next well
on the plate - and so on and so forth until all data is collected on the plate and control returns to the Data Collection manager. The plate is then ready to be unloaded from
the goniometer.
Data collection agent robustness is complicated by the
fact that it is dependent on a variety of software and
hardware resources internal and external to GDA. There
is no one uniform response to deal with faults and failures. The decision is on a case by case basis. A general
rule is that before and after performing some task a check
is made of the state of any resources used by the task. If a
resource is in a fault state or is unavailable then that task
should not continue and will safety terminate. Control
passes back to the Data Collection Manager layer and the
Data Collection agent stops. The data collection is manually restarted by support staff when the fault is corrected
or the resource becomes available.

Agent Task Coordination and Communication
The Data Collection agent and Sample Handling agent
act independently of one another, but both are reliant on
sensing plate location and X-ray exposure state to determine what action to take. There is no centralised control
of either agent but rather a centralised information resource for inter-agent communication. Plate state is persisted in ISPyB as an attribute of a plate. Updating plate
state is an indirect signal, a perceptual cue as it were, for a
change in agent behaviour. This can be represented as a
state machine shown in Fig. 4. The Sample Handling
agent is responsible for updating location state of a plate,
and the Data Collection agent the X-ray exposure state.
The operational advantage is there is the no detrimental
impact on performance if an agent is not running or restarted – it does not need to have a memory of past actions to know what action do next, only select an action
based on sensing the current plate state.

WEBPL04
Experiment Control

1057

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-WEBPL04

policy is put in place at each communication point to
guard against connection failure. For critical write sections to update plate state in ISPyB the agent does not
time out and waits indefinitely until a connection is reestablished. The additional network traffic generated is
minimal, and does not impact on the performance of the
database server that is shared by other MX beamlines.

External Services
The Load Plan and Image Matching services are started
as separate processes and communication to the external
services is handled via an ActiveMQ server. The Active
MQ server and Load Plan run on the same machine as the
GDA server. The Image Matching service runs on another
machine.

GDA Client and Manual Interaction

Figure 4: State Machine for Plate State.

SOFTWARE IMPLEMENTATION
The core components of GDA implementation for
VMXi are shown in Fig. 5.

A minimal GDA client provides a manual interface for
beamline support staff. Through the command terminal
view in the client agent processes are started and stopped
on the server. It is also a tool for running the extensive set
of unit and integration tests. Plate state (and hence the
state machine) can be set in ISPyB from the client. Future
development is to add features to show the internal state
of agents and the state machine.

Logging and Fault Reporting

Figure 5: GDA for VMXi.
The main control structure of a reactive controller is a
loop that cycles at a set time period, processing Sense and
Act in that order. The Sample Handling agent and Data
Collection agents are built around this very simple structure. Agent architecture is implemented as scripts written
in Python syntax. The code is highly modular and its foot
print is very small (under 3000 lines). This clearly shows
that a seemingly complex task does not require proportionately complicated code, just the correct design model.
Each agent is run on separate processing threads within
the GDA server. Channel Access to the EPICS control
layer remains unchanged.

Communication Layer
Several Java plugins have been developed to serve as a
communication bridge between GDA and any external
information resources or services it needs. A try-retry

Concise logging is essential to trace the actions of the
agent and beamline state at any given moment in time,
especially in the event of a fault being detected that result
in the agent stopping what it is doing. VMXi will operate
day and night, and support staff may not be immediately
available to deal with a problem. It is essential to log what
has caused the fault and structure this information as a
formal fault report. A fault report may also give instruction on how to correct the fault and return both hardware
and software in to a good state. For example, the robot
load fails in sample handling; the error is detected by the
Sample Handling agent. As a part of the Robustness Layer behaviour a fault report is issued. Within that report are
detailed the nature of the error and the manual steps to
reset the robot and the plate state in ISPyB. The Sample
Handling agent then stops after this report is issued.

Performance Testing
VMXi has entered an extensive commissioning phase
after reaching the major project milestone of a first external user. In that time the new architecture for GDA has
shown that it meets the demands for beamline automation
and satisfies the global objective of VMXi. Plates have
been processed for hours at a time, uninterrupted in several separate commissioning tests. Agents were started,
stopped, and re-started and carried on their task without
causing disruption to the system as a whole.
A significant amount of new hardware is being installed
on to VMXi. With this comes new functionality to integrate into the software. Once hardware and software stability is reached, the focus will then shift to optimising
beamline performance and throughput. The inherent
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modularity of the software allows it to be re-structured so
it can be subjected to formal performance tests. This need
not be a ‘live’ test, which may not be possible if maintenance work is undertaken at the beamline. A fully fledged
simulator used during the development of the software
can be utilised for this purpose to run formal tests offline.
The simulator output would produce statistical evidence
of the impact a great deal of work to improve this. Here
too the simulator can be employed to test agent robustness
to by introducing random faults to the agent at any point
while it is running, prove that does not fall over, and each
aspect of it robustness behaviour is exactly as expected.
using the development platform used by GDA developers. There is no
beamline staff: Thomas Sorenson, Juan SanchezWeatherby, James Sandy and Carina Lobley. Scientific
Software: Alun Ashton, Kevin Savage, Karl Levik, Stuart
Fisher and Graeme Winter. Controls: James O’Hea, Lee
Hudson, Alan Greer, Kris Ward and Chris Martin. GDA:
Paul Hathaway. And to all the mechanical, electronical
engineers and technicians who built VMXi.
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Abstract
BLISS is the new ESRF control system for running experiments, with full deployment aimed for the end of the
EBS upgrade program in 2020. BLISS provides a global approach to run synchrotron experiments, thanks to hardware
integration, Python sequences and an advanced scanning engine. As a Python package, BLISS can be easily embedded
into any Python application and data management features
enable online data analysis. In addition, BLISS ships with
tools to enhance scientists user experience and can easily be
integrated into TANGO based environments, with generic
TANGO servers on top of BLISS controllers. BLISS configuration facility can be used as an alternative TANGO
database. Delineating all aspects of the BLISS project from
beamline device configuration up to the integrated user interface, this paper will present the technical choices that
drove BLISS design and will describe the BLISS software
architecture and technology stack in depth.

RATIONALE
Over the last 26 years, Spec [1] has been the main experiments control system at ESRF.
Spec is a software package for instrument control and data
acquisition featuring a command line interface (CLI) with
a read-eval-print-loop (REPL). Users can immediately call
commands and more complicated sequences, written in the
Spec macro language inspired by awk [2]. Spec has built-in
step-by-step scans support, and features a long list of natively
supported devices, from motor controllers to detectors. Spec
can also communicate with beamline control systems like
EPICS or TANGO, to extend the range of supported hardware. Last but not least, Spec features a client/server mode,
to be able to control a Spec session from a remote process.
Spec success within the Beamline Control Unit (BCU) at
ESRF, and among the synchrotron users community in general, is a vibrant example of a well-crafted piece of software,
which has a limited, yet sufficient, set of features that satisfy users in their day-to-day activity, while offering enough
flexibility for more advanced use cases. There is certainly a
lesson to learn for any new software project.
However, at some point a limit was reached and tons of
workarounds to circumvent Spec limitations have been implemented to be able to do continuous scans and to support
multiple, fast detectors data acquisition, or to deal with Spec
single-task execution model. The lack of extensibility of the
∗
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Spec macros language combined with other limitations like
the absence of debugging tools lead to the implementation
of time-consuming, hard to maintain solutions.
Nowadays, with the perspective of the Extremely Brilliant
Source (EBS) [3] program, new beamlines and new kinds of
experiments require cutting-edge tools to support the more
complex data acquisition protocols. This is the ambition
for the BLISS project, that was started in December, 2015.
Other drivers for the BLISS project include the PaNdata [4]
initiative, to add metadata about all data produced at ESRF,
that would benefit from more advanced data management
from the experiment control software. Finally, beamline
control can greatly benefit from latest advances in IT industry
and one of the main goals of BLISS is to make the newest
technology available for synchrotron experiments.

BLISS PROJECT SCOPE
The BLISS project brings a holistic approach to synchrotron beamline control. The scope of the BLISS project
goes from hardware control up to the end-user interface.
BLISS does not include data analysis, which is devoted to
another software package at ESRF called silx. [5]

TECHNICAL CHOICES
BLISS is a software package composed of a Python library
and a set of tools.

Python Library
Python is a de facto standard in the scientific community, and is very popular with a huge ecosystem. Python
is a multi-paradigm, dynamic language, with a clear syntax. Python ships with an extensive standard library, and
features advanced debugging and profiling capabilities. The
interpreted nature of Python makes it very well suited as a
programming language for running beamline experiments
scripts in comparison with compiled languages. Last but
not least, another essential asset of Python in the context
of BLISS is that it can easily interface C or C++ libraries,
which makes it really unavoidable as a glue language between low-level hardware control and BLISS library.
The idea of having BLISS as a Python extension package
at the first place allows to embed BLISS into existing Python
applications, and is also a very flexible way of writing tools
around core functionalities for the BLISS project. A similar
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approach was taken by the ESRF Lima project [6] for area
detectors control, and proved to be very successful.

BLISS library has a modular architecture, composed of 5
distinct entities (cf. figure 1):
configuration
communication helpers
hardware control
scanning
data management

Hardware controllers are effectively interacting with the
experiment devices (cf. Hardware Control).
The scanning entity is responsible for executing scans,
using hardware control layer devices (cf. Scanning).

data management

settings

Acq.Master

scanning
MCA

Axis

Acq.Device

Image

hardware controllers
Keithley

Motors:
galil, IcePAP,
PI...

Xia

Lima (2D)

Eurotherm,
Oxford

communication
zerorpc

modbus

serial

tcp/udp

gpib

PyTango

shell (bliss CLI)

data
channels

The data management entity publishes and stores scan
data (cf. Data Management).

Counter

wait

run

wait

Blocking system calls

There are different models for concurrency:

Communication helpers provide an uniform way to access equipments interfaced via serial line, gpib, modbus or
tcp/udp. The communication entity can also give access to
TANGO [7] device proxies thanks to the PyTango [8] Python
module.

Acq.Chain

run

Figure 2: Task execution.

The Configuration entity, called Beacon (Beamline Configuration), traverses the entire project. It constitutes the corner stone of BLISS, as it provides entry points for all others
BLISS components. In particular, Beacon is also responsible
for settings management and data channels (cf. Configuration).

Acq.Channel

out the I/O operation and wake the task when it is finished
(cf. figure 2).
Task

BLISS Architecture

•
•
•
•
•
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conﬁguration (Beacon)
Figure 1: Bliss architecture.

Cooperative Multitasking
Multitasking is the ability of executing multiple tasks concurrently. In the case of one CPU, the way to run multiple
tasks is to rapidly switch between them. In the case of multiple CPUs, parallel processing can happen ; however, if the
number of tasks exceeds the number of CPU, then each CPU
also multitasks. All tasks execute by alternating between
CPU processing and I/O handling. For I/O, tasks might
wait - behind the scenes, the underlying system will carry

• multithreading (MT), OS threads, common memory
space
• actor model [9], multiple processes, messaging
• asynchronous I/O, event loops and callback chains
Data acquisition is an I/O bound activity: in many cases,
a data acquisition process is waiting for an I/O operation
to complete. Multiple CPUs does not really help with I/O,
since the resources are exclusive: parallel processing would
not happen in anyways. Moreover, it comes with a whole set
of issues that makes writing MT programs utterly difficult.
As stated by P. Hintjens in the ZeroMQ guide [10]:
[. . . ] one lesson we’ve learned from 30+ years of
concurrent programming, it is: just don’t share
state. It’s like two drunkards trying to share a beer.
It doesn’t matter if they’re good buddies. Sooner
or later, they’re going to get into a fight. And the
more drunkards you add to the table, the more they
fight each other over the beer. The tragic majority
of MT applications look like drunken bar fights.
The second model can be implemented in Python thanks
to the multiprocessing module. Independent copies of the
Python interpreter can get to communicate through message
passing (IPC) using pipes, FIFOs, memory mapped regions
or sockets. Messaging implies serialization: Python objects
need to be converted to a byte stream, this can be done
through the standard pickle module. However, it is quite
heavy in term of memory consumption does not scale well.
Therefore, BLISS implements the third concurrency
model. Asynchronous I/O is one of the main function of
operating systems: it permits processing to continue before
an I/O operation has completed. Basically this is the select
system call (and more efficient variants) in Unix or Windows
systems. An event loop runs within the main process, that get
notified of the state of I/O operations (can do a non-blocking
read, can do a non-blocking write). This usually gives great
response times, low latency and CPU usage, and brings all
the advantages of one single main thread.
Gevent BLISS is built on top of gevent [11], a coroutinebased Python networking library. It features a fast event loop
based on libev, [12] and introduces lightweight execution
units (tasks) based on greenlet. [13] greenlet encapsulates
the concept of micro-thread with no implicit scheduling,
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which is the definition of a coroutine [14]. A coroutine is
like a normal subroutine, except that it has yielding points
instead of a single return exit. Scheduling comes from the
event loop of gevent: while I/O operations occur in a task,
gevent yields automatically to execute another task.
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Distributed Lock Manager

BLISS shell A

Hardware controller

BLISS shell B

m0
axis

m0
axis

.move(1)
acquire lock
ok!
move command
state update {MOVING, position}
acquire lock

Direct Hardware Control

.move(1.5)

refused!
state update {MOVING, position}

BLISS is based on the idea of direct hardware control,
inspired by Spec. Whenever it is possible, controlling hardware directly is beneficial:
• easier debugging
• efficient data transfers
• no external control process
Several BLISS instances will establish their own connections in order to control beamline equipments. Of course,
most of the time concurrent access is not permitted: only
one task at a time can access a beamline hardware resource.
As a consequence, BLISS implements a protocol in order to
deal with objects resources sharing (cf. Distributed control
objects).
When direct hardware control is not possible, because
the equipment does not support multiple connections or if
the equipment has to be controlled from another computer,
BLISS uses a proxy to the control logic deported on the
equipment side, for example with a TANGO [7] device server.

Distributed Control Objects
Control objects defined in several BLISS instances are
supposed to be identical objects (from the same class). Two
similar objects controlling the same hardware are called
peers. BLISS introduces the concept of distributed peer-topeer control:
• each peer has direct hardware control
• lazy initialization: initialization of a control object
does not imply communication with the hardware
• when accessing hardware, a peer asks for permission
• hardware initialization is done only once, by the first
peer
• when a peer state changes, for example the position of
an Axis object, other peers are informed and updated
accordingly via Data Channels
The transfer of control between peers is based on a protocol: peers are all connected to the Distributed Lock Manager service of Beacon (cf. figure 3).

Redis
BLISS uses redis [15] to implement essential features of
the project:
• settings cache (cf. Configuration)
• data channels communication broker
• ephemeral data store (cf. Data management)

Figure 3: Distributed control objects example.
BLISS data channels relies on the PUB/SUB facility of
redis to support message passing between BLISS sessions.
The redis server is started, and monitored, by the configuration layer of BLISS.

CONFIGURATION
The BLISS configuration entity, a.k.a Beacon, aims to
provide a complete and centralized description of the entire
beamline. BLISS distinguishes between 2 kinds of configuration information: either configuration is static, as a stepper
motor axis steps per unit, ie. the configuration information
will not change over time once the object is configured ; or
the configuration is subject to change, like a motor velocity
for example. In this case, this is called a setting and settings
are all backed up within the redis database.

Static Configuration
The static configuration consists of a centralized directory
structure of text based files, which provides a simple, yet
flexible mechanism to describe BLISS software initialization.
The YAML [16] format has been chosen because of its human
readability (cf. figure 4).
ID00
EH
motion.yml
OH
temperature
...
sessions
tomo.py
tomo.yml

Figure 4: YAML tree example.
BLISS is an object oriented library and its configuration
follows the same model. Objects are identified in the system
by a unique name. BLISS reserves the YAML key name as
the entry point for an object configuration.
Each particular BLISS class may choose to profit from the
BLISS configuration system. The BLISS configuration is
powerful enough to describe not only control objects like
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motors, counter cards or detectors but also user interface
objects like sessions or procedures.
The following YAML lines exemplify motor and session
configurations:
# motion.yml
class: IcePAP
host: iceid311
plugin: emotion
axes:
- name: rotY
address: 3
steps_per_unit: 100
acceleration: 16.0
velocity: 2.0
# tomo.yml
class: Session
name: tomo
config-objects: [rotY, pilatus, I, I0]
setup-file: ./tomo.py
measurement-groups:
- name: sensors
counters: [I, I0]

Settings
Beacon relies on Redis to store settings, ie. configuration values that change over time, and that needs to be applied to hardware equipments at initialization time. This
allows to be persistent across executions. Taking again
the motor example, if a motor velocity is set to a certain
amount from a BLISS session, when it is restarted the
last known velocity is applied to the axis. Settings values
use Redis structures: settings can be hashes (mapped to a
Python dictionary), lists, and scalar values. BLISS offers a
bliss.config.settings helper submodule to deal with
Beacon settings directly from the host Python program.

Beacon-server
A client can access the remote configuration through a
service provided by the beacon-server which, on request,
provides a complete or partial YAML configuration. The
BLISS library provides a simple API for clients to retrieve
the configuration from the server as a singleton Config object:

Figure 5: Beacon configuration tool.

TANGO Database
Additionally, Beacon can also provide an alternative implementation of the TANGO Database service based on the
same YAML configuration structure.

HARDWARE CONTROL
To the hardware control point of view, challenging points
are to support an increasing number of devices to fit the
experimental needs of scientists and to be able to deal with
increasing complexity of devices (synchronization or communication protocols for example)

Generic Controllers
To achieve these goals, BLISS provides generic controllers which implement the complex, logical part of the
control for each main class of devices encountered and leave
to the developers the task to implement only the specific part
of the control.

This approach is very efficient for instruments with a great
variety of models. The price to pay is an increase of the complexity of the generic controllers. But this strategy is not
exclusive: some controllers are, at least for now, not generic;
either because we have no common behavior between differ>>> from bliss.config.static import get_config
ent models or because it is much simpler to have a dedicated
>>> config = get_config()
control. We can mention: Keithley electrometers or some
>>> rotY = config.get('rotY')
ESRF cards like OPIOM or MUSST.
>>> rotY.position()
23.45
The first generic controllers we provide are dealing with:
The beacon-server is also responsible of managing a Redis
server instance and optionally a configuration web application (cf. figure 5).

• Motors Controllers
• Multichannel Analyzers (for fluorescence detectors)
• Temperature Controllers
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• 2D detectors (via Lima)

Motors
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the concepts of acquisition chain, acquisition master and
acquisition device to be able to perform any kind of scan.

Acquisition Chain

Motor controllers are based on five fundamental classes
(Controller, Axis, Group, Encoder and Shutter). The
generic motor controller objects, and derivative devices,
provide management of:
• typical basic parameters: velocity, acceleration, limits,
steps per unit
• state, motion hooks, encoders reading, backlash, limits,
offsets
• typical actions: homing, jog, synchronized movements
of groups of motors
The minimal coding part to support a new controller
consist, for the developer, in providing implementation
of elementary functions like:
read_position(),
read_veolcity(),
set_velocity(),
state(),
start_one() and stop().
A Calculation Controller is also proposed to build virtual axes on top of real ones.
The list of motor controllers already implemented in
BLISS, in use at ESRF, includes (but is not limited to) controllers like Aerotech, FlexDC, Galil, IcePap, Newfocus, PI
piezo or Piezomotor PMD206.

Multichannel Analyzer Controllers
The principle is very similar for MCA electronics. An
interesting detail of the implementation is the usage or zeroRPC [17], to deport control from a windows computer to
the workstation where BLISS is running. This behavior allows to cohere with the direct hardware control principle.
First targeted MCA are XIA devices: Xmap, Mercury
and FalconX. They will be followed by Maya2000 from
OceanOptics and Hamamatsu.

Simulators
For each type of generic controller, we have built “simulation devices” to test our own code and to provide test devices
to help users with the creation of their control sequences.
A simulator like the mockup motor controller is used
to test the logical part of the motor controller within the
frame of a collection of unit tests executed in a continuousintegration process.

The representation of the acquisition chain is a tree. The
hierarchical nature of the acquisition chain allows to formalize the dependencies between nodes. There are 2 kinds of
nodes:
• master nodes, that trigger data acquisition
• device nodes (leaves), that acquire data
Acquisition chain objects expose 3 methods corresponding
to the 3 phases of a scan:
• prepare()
• start()
• stop()
During the preparation phase, the acquisition chain tree
is traversed in reversed level order (reversed Breadth-first
search [18]) in order to prepare the device nodes first, then
masters and so on until the tree root ; on each element,
.prepare() is called. Preparation is decoupled from start
in order to make sure minimum latency will happen when
starting the scan. Indeed, during preparation each equipment is programmed or configured for the scan. By default,
preparation of all equipments is done in parallel.
At start, the same tree traversal procedure is applied
as within the preparation phase ; on each chain element,
.start() is called ; device nodes will begin to wait for a
trigger whereas master nodes will start to produce trigger
events. It is important to note that devices are always started
before masters, and that trigger events can be hardware or
software. A scan can be seen as an iterative sequence ; after
.start() method is executed, the acquisition chain enters
the first iteration.
It continues until the first master signals acquisition is
finished, or in case of error, or if the scan is interrupted.
Then, .stop() methods are called on each tree element.
Monitoring Scan Example The following chain (cf. figure 6) describes a scan with one timer master, triggering 3
diode counters.
Timer
diode1
diode2
diode3

Figure 6: Monitoring scan chain.

SCANNING
BLISS implements a general scanning engine to run all
kinds of scans, that emancipates from the dichotomy of
step-by-step or continuous scans. Indeed, BLISS introduces

Basic Scan Example This chain (cf. figure 7) describes
a scan with one motor master, triggering a timer master,
that triggers in turn 3 diode counters. This is typically the
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kind of scan Spec does with the ascan or dscan macros,
except that in the case of BLISS the step-by-step or continuous nature of the scan does not depend on the acquisition
chain, but on the type of master and device nodes.
Motor
Timer
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DATA MANAGEMENT
BLISS has built-in data management facilities as a firstclass citizen. Each node object in the chain has a name,
which clearly identifies data sources. Associated with the
tree view of the acquisition chain, BLISS creates a data
model from the bottom-up that closely follows experiments.

diode1
diode2

Acquisition Channels

diode3

Figure 7: Basic scan example.

Associating Basic Scan and Monitoring This chain
(cf. figure 8) describes a scan with 2 top masters: one motor
and one timer. The branch with the motor is like the basic
scan above, except that a 2D detector is taking images at
predefined motor positions, and for each image it acquires
X and Y beam position. On the second branch, there is a
simple temperature monitoring. The two top masters run in
parallel.
Root
Motor
Lima
beamX
beamY
Timer
temperature2

Figure 8: Associating basic scan and monitoring.

Base Acquisition Chain Classes
AcquisitionMaster is the base class for master nodes
in an acquisition chain. AcquisitionDevice is the base
class for device nodes in an acquisition chain. Both objects wrap existing BLISS control objects, in order to be included in a scan. There are as many AcquisitionMaster
and AcquisitionDevice classes as BLISS control objects and ways to do the scan sequence. For example, LinearStepTriggerMaster can take 2 BLISS Axis
objects, to produce triggers at linear motor positions ;
MeshStepTriggerMaster can take the same 2 objects to
produce triggers to form a grid.
Similarly
to
AcquisitionChain
objects,
AcquisitionMaster and AcquisitionDevice also
have .prepare(), .start() and .stop() methods. In
addition, the .trigger() method is called from master
nodes to children whenever a trigger event is generated from
hardware or software. The trigger event starts the reading
on device nodes. As soon as data is read, it is pushed to the
data writing module.

Acquisition chain objects, being masters or devices, define
zero or more AcquisitionChannel objects which have:
• a name
• a type
• a shape
Acquisition channels describe the kind of data produced
by the underlying BLISS control objects.

Data Writing and Publishing
During scans, data is placed in the appropriate acquisition
channels; then, the scanning engine temporarly publishes
the channels to the Redis database, either as plain values for
scalars or as references to data files for bigger data. Concurrently, channel data is written by the active data writer
object. By default, BLISS saves data in HDF5 format.
Any external process can monitor Redis to get notified of
on-going acquisitions.and to explore acquired data. This
facilitates online data analysis. Scan data is kept in redis for
a configurable amount of time (set to one day by default).
BLISS provides a Python helper module to iterate over
produced data.

TRANSITION FROM SPEC TO BLISS
The migration to full BLISS-controlled experiments, will
face the refactoring of a huge quantity of existing procedures
developed on ESRF beamlines in Spec.
In order to ensure a smooth transition from Spec to BLISS,
some tools are provided with BLISS to be able to interact
more easily with our actual control system:
• A generic counter to use any TANGO attribute as a
BLISS counter
• BlissAxisManager TANGO server, that makes BLISS
Axis objects available as TANGO devices
• A Spec ‘macro motor’ on top of BlissAxisManager
to be able to configure Spec motors with BLISS (via
TANGO)
• A generic TANGO server that gives access to any BLISS
object
WEBPL05

Experiment Control

1065

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

BLISS USER INTERFACES
On top of the BLISS library, two user interfaces have been
developed in order to provide an entry point for users on
beamlines to get access to BLISS functionalities.

BLISS Command Line Interface (CLI)
The bliss command line interface is based on ptpython
[19]. It provides a Python interpreter enhanced with BLISSspecific features. Most notably, the interpreter input loop is
replaced to include gevent events processing.
bliss can load BLISS sessions, via a -s command line
switch. The command line interface automatically loads
session objects, and executes an optional setup script. All
globals are exported to the bliss.setup_globals namespace, in order to allow users to import session objects in
their own scripts.
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to BLISS with the collaboration of ESRF scientists, and
the improvement of BLISS user interfaces to provide data
visualization capabilities using the ESRF silx toolkit.
BLISS has already been deployed on Macromolecular
Crystallography beamlines, and more ESRF beamlines will
benefit from BLISS before the end of the year: Materials
Chemistry and Engineering (ID15A), High-Energy Materials Processing (ID31), Materials Science (ID11). BLISS
takes up the challenge of deploying a complete new system while the former one is still in production and while
beamlines stay in user operation. The BLISS project main
objective is to have all ESRF beamlines equiped with BLISS
in 2020.
BLISS opens new perspectives in term of beamline experiments control, to bring advanced scanning techniques and
enhanced data management to all ESRF beamlines.
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SARDANA BASED CONTINUOUS SCANS AT ALBA - CURRENT STATUS
Z. Reszela, F. Becheri, G. Cuní, C. M. Falcón Torres, D. Fernández-Carreiras, R. Homs-Puron,
J. Moldes, C. Pascual-Izarra, R. Pastor Ortiz, D. Roldan, M. Rosanes Siscart,
ALBA-CELLS Synchrotron, Cerdanyola del Vallès, Spain
Abstract
A significant part of the experiments run at Alba Synchrotron [1] involve scans. The continuous scans were
developed first ad hoc and latter the controls group dedicated important efforts to standardize them across the
Alba instruments, enhancing the overall performance and
allowing the users to better exploit the beamtime [2].
Sardana[3, 4], the experiment control software used at
Alba, among other features, aims to provide a generic
way of programming and executing continuous scans.
This development just achieved a major milestone - an
official version with a stable API. Recently the Alba instruments were successfully upgraded to profit from this
release. In this paper we describe the evolution of these
setups as well as the new continuous scan applications
run at Alba. On the one hand, the most relevant hardware
solutions are presented and assessed. On the other hand
the Sardana software is evaluated in terms of its utility in
building the continuous scans setups. Finally we discuss
the future improvements plan designed to satisfy the everincreasing requirements of the scientists.

BEAMLINE CONTROL SYSTEM AT
ALBA
Alba is a third generation synchrotron located near
Barcelona, Spain. Currently its eight beamlines host user
experiments regularly, another beamline is under construction and two more under design.
An important part of the ALBA beamline control system is controlled directly by Tango. This includes numerous subsystems like vacuum, equipment protection, archiving or alarm handling [5, 6]. Likewise, some of
beamline instruments still come with their own control
software. However, both of these cases are out of the
scope of this paper.

Sardana
The beamline control system at ALBA [7] is based on
Sardana, a highly modular software package implemented
in Python, built on the client-server model on top of Tango [8]. On the client side reside the GUI applications
developed with Taurus library [9] and a CLI application
called Spock built on top of IPython [10]. The server side
is formed by two key components, the Macroserver and
the Device Pool. The first one provides a controlled environment to develop and execute user procedures, written
in Python, called macros and comes with a catalogue of
standard and parameterizable macros which also includes
generic scans. The second one offers a set of interfaces to
the most common elements of the laboratory like, for

example, motors or experimental channels and implements the hardware access layer by means of the plug-in
controller classes also written in Python. Higher abstraction elements, like pseudo elements or groups, can be
built on top of the physical elements e.g. the beam energy
or mirror’s angle pseudo motors which offer the possibility to optimize access to the hardware. Sardana is in
charge of storing the experimental data and supports various data formats. We recommend the HDF5 [11] following the Nexus [12] conventions to our users but still, Spec
[13] format is widely used. Even custom data recorders
can be easily added for different data files or applications.
Each of the ALBA beamlines uses Sardana in its own
way depending on the beamline design and the involved
hardware. Usually, two Device Pool instances are defined
per beamline, one to control the beamline elements and
the other one to control the elements shared with the accelerator e.g. insertion device (ID) motors. One instance
of the Macroserver with multiple Spock profiles is used in
order to allow simultaneous macro executions. However,
the number of Sardana elements differs significantly between the beamlines, for example, the number of moveables varies between 29 and 169, the number of experimental channels varies between 14 and 139, and the number of macros in some cases reaches 924.

Hardware
One of the aims of the ALBA’s beamlines control system design was to limit the variety of hardware by choosing the standard models that could fulfill most of the
requirements. This approach saved the significant amount
of time necessary for their integration with the control
software. Furthermore, the narrower the number of hardware, the more time the engineer can dedicate to deepen
the specific knowledge [14]. For these reasons the vast
majority of the moveable axes are stepper motors driven
by the Icepap motion controllers. Just few of the servo
DC axes are in use and all are driven by the Pmac motion
controllers. Each of the beamlines has at least one industrial PC with a set of DAQ cards. The most popular are
the 4-channels (16bit at 500kS/s) Analog to Digital Converter (ADC) card - ADLINK 2005 and the 8-channels
counting/timing card (80 MHz) - NI 6602. These cards
together with the ALBA Electrometer (AlbaEm) [15] low current ammeter (from 1mA down to few pA) and the
voltage to frequency converters (VTF) are the most common experimental channels in use. Other standard hardware was chosen for the CCD cameras, PLC, vacuum
controllers, etc.
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SARDANA GENERIC SCAN
FRAMEWORK (GSF)
A scan is a measurement process that consists of acquiring experimental channels while varying one or more
parameters, typically a moveable or a group of them.
Sardana provides an advanced scan framework, which is
commonly used in all the beamlines of ALBA as well as
other institutes. This framework provides standard macros
in various scanning modes: step, hybrid, continuous and
time, and a set of utility classes that may be used to program custom scans.

Continuous Scan vs. Step Scan
A continuous scan, in which motion and acquisition are
executed simultaneously, speeds up the measurement
process, making it a great asset for most experiments and
due to time constraints, mandatory for a few of them. A
continuous scan reduces the natural time overheads of a
step scan: the ones related to the motion, like for example
the acceleration and deceleration time or the instability
time as well as the ones related to the software state transitions: motion - acquisition and vice versa. While the
continuous scan synchronized by software eliminates the
motion related overheads, the acquisition state transition
overheads can not be reduced. Due to that, the hardware
synchronized continuous scans are the fastest ones and
the most desirable. These gains are not for free. In order
to execute the data acquisition while moveables are at
constant speed, the effective motion range needs to be
extended on both sides, exposing the scan on the risk of
hitting moveables’ limits and adding an extra time for
handling these displacements. Also, the acquired data
corresponds to time and position intervals in contrast to
the step scan where the position is unchanged during the
acquisition. Having these differences in mind, Sardana
provides transparency and equality of both step and continuous scans to the user, in terms of the input parameters
and the output results.

Generic Continuous Scan Workflow
Three main actors participate in the continuous scan:
the moveables, the experimental channels and, the synchronizers. The scan starts with the configuration phase,
initiated by the user request accompanied with the input
parameters, like the range, the number of intervals and the
integration time per point. In order to configure the involved elements, a set of calculations are performed involving the user input parameters and the nominal characteristics of the involved hardware e.g. acceleration and
deceleration times of the moveables or latency time of the
channels. Once the moveables are correctly positioned
and all the actors configured, they are started in the following order: first the channels, then the synchronizers
and at the end the moveables. During the scan, apart from
the monitoring of the involved elements’ states, two other
important actions take place. The software synchronizer
receives the master moveable position updates as frequently as possible in order to provide the best achievable
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software synchronization in the position domain. The
acquired data are extracted from the hardware as soon as
they are available in order to provide the results online.
Before transferring data to the final destination, usually a
file, they are temporarily buffered in the software. A first
optional buffering takes place in the Device Pool for the
needs of pseudo counters. Pseudo counters values are the
results of calculations that involve the acquired data of
one or many channels. A second buffering is done in the
Macroserver where the channel results arrive independently and need to be merged in records corresponding to the scan points. At the end of the scan, the moveables’ overshoots get corrected and the previous configuration of the actors gets restored.

Necessary Customizations
The scan macros can not be used without a prior definition of the system and the experiment configuration. The
specific hardware involved in the scan, responsible for
motion, acquisition, and synchronization (optional), must
be integrated into the Device Pool by means of the plugin controller classes and the corresponding instances of
controllers and their elements must be created. The experimental channels to be acquired must be explicitly assigned to the measurement group and in case the hardware synchronization is desired their corresponding synchronizers and synchronization modes, either trigger or
gate, must be selected. The experiment configuration may
be complemented by eventual enabling of the online visualization tools or saving data to a file with a proper format. The continuous scan can handle software and/or
hardware synchronized channels at the same time. Due to
the nondeterministic software synchronization and the
varying duration of the software synchronized acquisitions, a risk exists to miss software triggers and, as a
consequence, the corresponding acquisitions. For that
reason, optional data interpolation and extrapolation
mechanisms were implemented.

CONTINUOUS SCAN APPLICATIONS AT
ALBA
Powder Diffraction at MSPD
MSPD [16] is a high-energy beamline with two experimental stations. It is devoted to high-resolution powder
diffraction (HRPD) and high-pressure powder diffraction
(HPPD) experiments. The main instrument of the HRPD
end station is a three circle diffractometer with two X-ray
photon detectors. On the outer circle (OC) it resides a
MAD26 detector.
The continuous scan involving the MAD26 detector
consists of moving the OC rotational axis on a total range
of approximately 40-120 degrees (diffraction angle) while
simultaneously acquiring on 13 channels of the MAD26
(diffraction pattern) and one monitor channel used for
data normalization. These channels are implemented
using the NI6602 counters which acquire both the angle
and the pattern synchronized internally by hardware in the
time domain. The experimental samples are normally
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exposed to variable environmental conditions that are
included in the measurement and synchronized by software for further correlation with the acquired diffraction
pattern.

Absorption and Emission Spectroscopy at
CLAESS
CLAESS [17] is a high-energy beamline implementing
X-ray absorption and emission spectroscopic techniques.
The experiment consists in the continuous scanning of the
beam energy using a double crystal monochromator
(DCM) controlled by a TurboPmac2 motion controller
and acquiring on various detectors: ionization chambers,
position sensitive and fluorescence detectors. The ionization chambers acquisition chain, used in the absorption
spectroscopy in transmission mode, is built from the low
current amplifier of the AlbaEm and one of two signal
digitization methods: the Adlink2005 or the VTF and the
NI6602. Two detectors: Xspress 3 (multichannel) and
Amptek PX5 are used in the absorption spectroscopy in
fluorescence mode. The first one is interfaced with the
Lima library [18] which facilitates the acquisition process
and performs software region of interest (ROI) operations
on the acquired spectrums. The second one is used together with the NI6602 that counts the hardware ROI
events. The position sensitive detector - Mythen is used
by the CLEAR reflectometer in emission spectroscopy.
The hardware synchronization in the time domain is
achieved by the NI6602 and the TurboPmac2 that starts
the synchronization signal when motors achieve the constant velocity. Usually, the acquisition is done simultaneously on all the available detectors - approx. 40 channels
of which some slow channels, like for example the storage ring current or the sample environment attributes, are
synchronized by software.

Resonant Absorption and Scattering at BOREAS
BOREAS [19] is a soft X-ray beamline mainly devoted
to polarization-dependent spectroscopic investigations:
magnetic circular and linear dichroism (XMCD/XMLD)
and resonant scattering and reflectivity. The beamline is
equipped with two end-stations, a high-field vector magnet (HECTOR) for absorption methods and a UHV reflectometer (MARES) for scattering and reflection approaches.
The XMCD/XMLD experiment is based on scanning
the beam energy using a plane grating monochromator
(PGM). In order to ensure the best photon flux during the
scan, the insertion device (ID) energy must closely follow
the PGM energy change. In XMCD absorption method,
the detection is achieved by total electron/fluorescence
yield measurements using the low current amplifier together with the Adlink2005 and in some experiments the
fluorescence detector Amptek PX5. All the channels are
synchronized by hardware in the time domain using the
NI6602.
The reflectivity experiment consists of simultaneous
scanning of the sample and the detector angles (theta and
2-theta) while maintaining the specular angle. In the mag-
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netic reflectivity, in addition, the High-Temperature Superconducting Magnet (HTS) must follow the specular
angle to maintain the sample under a constant magnetic
field. The reflectivity is measured with the diode current
amplified by the Keithley 6517 and digitized with the
Adlink2005. Currently, the synchronization is achieved
by software in the position domain.

Magnetic Measurements
Insertion Devices

of

Magnets

and

The Magnetic Measurements Laboratory [20] is responsible for characterizing the magnetic fields of the
magnets and IDs. One of the workbenches present in the
lab uses scans to measure the magnetic field map of the
magnets which allows calculating with high precision the
trajectory of electrons in the accelerator. This setup comprises a 3D robotic arm controlled by PowerPmac motion
controller. Three Hall probe sensors are used to measure
by Keithleys 2001 the output Hall voltage, which is used
to determine the induction magnetic field in 3D. Position
of the probes respect to the Hall bench reference system is
synchronized by PowerPmac. Due to the high temperature
sensitivity of the measurement, the sensors and the environmental temperatures have to be tracked while scanning. These are controlled by a nanoDAC controller synchronized by software. To acquire the magnetic field map,
multiple reversible scans need to be executed, for example, the measurement of one of the IDs required a total of
26 scans.

EVALUATION AND RESULTS
Generic Scan Framework
Developing a generic solution for the continuous scans
is a challenging project whose scope tends to be constantly extended due to the ever-increasing requirements of the
scientists and the new possibilities of the hardware. This
trend was also observed while enhancing the Sardana
GSF and at some point, its scope was limited by the following constraints in order to finally deliver a consistent
and stable version:
 All the elements, but slave motors, participating in
the scan are defined in the same Device Pool.
 All the motors maintain uniform velocities while
scanning - nonlinear trajectories are not supported.
 All the experimental channels share the same integration time across the scan point.
 All the synchronizers share the same synchronization description across the scan.
 Configuration parameters like integration time and
number of repetitions are configured at the controller level and not per channel.
Nevertheless, the current implementation fulfils all the
basic requirements of ALBA beamlines. The greatest
achievement of this project is that the same experiment
configuration is totally reusable (if the hardware allows
that) between step and continuous scan. In case a particuWEBPL06
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lar setup or requirement do not fit to the standard scan
there exist entry points in the code where a particular
solution can be applied in a standard way in order to modify the default behavior. In the current state, neither the
two-dimensional channels, nor the external attributes i.e.,
those directly read from the Tango or the EPICS control
system, are supported by the continuous scan. The last
limitation can be however easily circumvented by instantiating a generic controller class and a channel.
A great amount of feedback was provided by the beamline teams and the framework has still a lot of room for
improvement. The identified limitations will certainly be
removed in the future releases. Below are listed the most
important ones:
 Due to the common configuration among all the
synchronizers, and the assumption of the posttrigger acquisition, the captured position of the
moveable(s) does not correspond to the middle acquisition interval. This makes the scans executed
on the same range but in the opposite direction
nonequivalent.
 The interpolated values are not easily distinguishable from the real values making it hard to the end
user to ultimately evaluate the measurement process. Furthermore, in some applications, the zeroorder interpolation is not accurate enough and the
higher order interpolations are desired.
 Scans involving multiple waypoints e.g. mesh scan
or region scan are yet not optimized - a part of configuration is repeated unnecessarily and the measurement data are stored in multiple scan entries.
 The hardware captured moveables positions are not
reported as moveable values but as channel values.
This may cause difficulties in less flexible data
post-processing scripts or be simply not intuitive to
the final user.
 In some complicated synchronization scenarios, a
direct relation between the synchronizer and the
channel may become a limitation. A missing role
of the master synchronizer was identified.

ALBA Applications
First ad-hoc continuous scans were deployed at ALBA
beamlines:
MSPD,
CLAESS
and
BOREAS
(XMCD/XMLD) in 2013 and allowed to reduce the experiment times by factor of 20. The same software solution was used among these setups with important customizations implemented as hooks. At that time, the most
desired improvements were: access to the scan results
online, software synchronized acquisitions and more
general stability of the system. While these and other
features were being delivered incrementally at each of the
setups on its own pace, in 2017 all of them have been
upgraded to the official release. In comparison to 2013 all
of the three setups had slightly reduced the experiment
time thanks to reading the data online instead of doing it
at the end of the scan (Table 1). From the code maintenance point of view an important achievement was the
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reduction of the hooks code - now these experiments
could be performed with just the standard scan macros.
In the Magnetic Field Map setup, a significant amount
of the experiment time was saved. In case of the BOREAS (reflectivity) setup only a factor of 3 could be
achieved due to the used software synchronization and the
poor repeatability of the acquisition time of one of the
experimental channel controllers (Table 1).
Table 1: Achieved Improvement in the Current Experiment Duration in Comparison to the Step Scan and Results Achieved in 2013
Step
Scan

Continuous
Scan
2013

Continuous
Scan
2017

MSPD
Angular range: 100°
Integration time: 25ms
Intervals: 10000

~9 h
26 min

~42 min

~41 min
45 s

CLAESS
Energy range: 1keV
(8969 keV – 9969 keV)
Integration time: 29 ms
Intervals: 4000

~1 h
3 min

~3 min

~2 min
40 s

BOREAS
(XMCD/XMLD)
Energy range: 65 eV
(755eV – 820eV)
Integration time: 124ms
Intervals: 4000

~1 h
25 min

~3 min

~2 min

BOREAS
(reflectivity)
Specular range: 47°
Integration time: 0.2 s
Intervals: 470

~17 min

-

~6 min
30 s

Magnetic Field Map
Z axis range: 2.7 m
Integration time: 0.06s
Intervals: 2700

~7 h
30 min

-

~4 min

Software Development Approach
Software development in an iterative and incremental
way has many well-known advantages over the traditional
waterfall approach, especially in the complex domain
projects [21]. In our case, the continuous delivery of increments gave early benefits both to the scientists by
saving a great amount of beamtime, and to the developers
by means of a test on a real setup. However, some additional costs of this approach had to be paid. The mainte-
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nance of different branches of the Sardana software and
its controllers, including difficult merges or fixing the
same bugs in multiple places are just some of them. We
believe that performing the upgrade processes in all the
setups more frequently could have mitigated this drawback. We also missed a testing framework for the controllers’ classes that would have allowed developing and
optimizing them without the need to run the whole Sardana system and a scan each time we wanted to verify them.

FUTURE ROADMAP
The generic continuous scan was recently added to
Sardana and is still pending to be introduced in all the
ALBA beamlines. In the following months, we expect to
apply it to more experiments with both hardware and
software synchronization. Other institutes in the Sardana
community are also planning to evaluate it for their needs.
Some parts of the Sardana codebase are burdened by
technical debt. We plan to clean it up and refactor before
new features will be built on top. Afterwards, we plan to
dedicate the next efforts to:
 Fully integrate the two-dimensional experimental
channels in Sardana with the aim to use them in the
step and continuous scans transparently. In the first
place, we will concentrate on detectors already integrated with Lima. The minimum scope will include proper saving configuration and simple operations on images like, for example, ROI or binning.
 The waypoint generator implementation necessary
for developing advanced scans e.g. mesh or region
scan. This will require refactoring of the motion
paths calculations and migrate this code from the
GSF to the Device Pool.
We may also take a look on few new projects and features in order to achieve better performance and user
experience. Especially interesting seems to be the asyncio
module recently included in the standard Python that may
help to achieve a better performance when it comes to
blocking I/O operations, like communication with the
hardware, currently solved with the use of threads. Running Spock/Macroserver in the Jupyther kernel could help
to achieve a better user experience. Finally, the pipe
events recently added to Tango project could be an alternative to the data transfer currently based on the attribute
events.
The most interesting new setups where we plan to develop continuous scans are:
1. Emission spectroscopy experiment with the use of
CLEAR reflectometer at CLAESS
2. Flipping Coil workbench in the Magnetic Measurements Laboratory
3. Hardware synchronized timescan for the photoemission electron microscopy experiments at CIRCE [22]
The first two will require extending the Sardana moveable interface to be able to handle nonlinear motion trajectories (the scan of the CLEAR reflectometer will re-
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quire simultaneous movement of 10 motors) and the
linked-axes feature of the Icepap motion controller for
referring to multiple physical motors as one on the hardware level. Our beamlines will certainly benefit from the
recently released Em# with its 18bit ADC at 400 kS/s
card and new possibilities when it comes to synchronization and data timestamping [23]. Soon we will also start
market research and look for alternatives to the NI6602
which is not supported on the newer versions of the Linux
kernel anymore. Our plan is to improve the known time
overheads present in the controller classes that currently
slow down the step scans and will still slow down the
software synchronized continuous scans (Table 1).
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IMPLEMENTATION OF WEB-BASED OPERATIONAL LOG SYSTEM AT
RIBF
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RIKEN Nishina Center, Wako, Saitama, Japan
Abstract
The electronic operational log is utilized in many accelerator facilities. It records relevant parameters and automatically specified actions performed by accelerator operators and stores them in a dedicated database. The
Zope-based operational log system (Zlog) developed by
the High Energy Accelerator Research Organization
(KEK) has been utilized for the RIKEN Radioactive Isotope Beam Factory (RIBF) control system. Using the Web
application of the Zlog, the information on the accelerator
operation is represented on the Web browsers as character
strings in a table. However, the character strings in the
HTML table displayed on the Web browser consist of
many lines, and in the case of Zlog, become complicated,
because many parameters are altered during the RIBF
operation. Therefore, an improved user interface should
be introduced. To that end, we have developed a new
Web-based operational log system for the RIBF control
system that can provide operational logs with a variety of
rich graphical user interface (GUI) components. The
developed RIBF operational log system consists of a log
monitor server, Web-application-based user interface, and
PostgreSQL-based database. In addition, various types of
user interface have been implemented for the equipment,
such as the electromagnet power supply. Since 2013, this
operational log system has functioned without experiencing serious problems, monitoring approximately 3,000
points of the Experimental Physics and Industrial Control
System (EPICS) record.

Zlog at RIBF after brief introduction of the Zlog system.
Subsequently, we will introduce a new operation log
system, which has rich user interface components suitable
for various device types and is more effective for accelerator operation in RIBF.

ZLOG SYSTEM
Zlog is based on Zope [7], which is an object-oriented
Web application framework, and consists of Web applications and a log monitor server written in Python. The
operation record can be manually input through the Zlog
Web application. In addition, when the EPICS record
value is changed, a log can be automatically inserted
using the caMonitor program, with Zlog acting as an
event-driven log monitor server using the Zlog PythonCA interface [8]. The inserted logs are stored and managed in a PostgreSQL-based database. The Zlog database
has a table structure with “operations,” “comments,”
“related_group,” and other columns, besides the standard
“id” and “timestamp” columns. The Zlog system chart
given in Ref. [3] is illustrated again in Fig. 1, and a
screenshot of the Zlog display on the Web browser is
shown in Fig. 2.

INTRODUCTION
The RIKEN Radioactive Isotope Beam Factory (RIBF)
accelerator facility consists of five cyclotrons, including a
superconducting ring cyclotron, and two linear accelerators [1]. In the RIBF, we constructed a distributed control
system based on the Experimental Physics and Industrial
Control System (EPICS) for electromagnet power supplies, beam diagnostic instruments, vacuum control systems, and so on [2]. The electronic log system for recording daily accelerator operation during beam tuning, which
is a control-system application, is called an operational
log system. Operational log systems are widely used in
place of paper-based logbooks at large accelerator facilities. In 2004, Zlog was developed by the High Energy
Accelerator Research Organization (KEK) as a Webbased operational log system for EPICS-based system [3].
Since then, Zlog has been introduced not only at KEKB
[4] and J-PARC [5], but also at RIBF [6].
Hereafter, we will report the operational experience of

Figure 1: System chart of the Zlog system.
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monitor server like Zlog, the operational log is automatically stored in the PostgreSQL-based database, wherein
the EPICS record value acts as a trigger. In the new RIBF
operational log system, the table structure for storing the
log has been made compatible with Zlog. Hence, the Zlog
user interface can also access the database of the new
RIBF operational log system.

System Behavior

Figure 2: Screen capture of the Zlog user interface
displayed on a Web browser (Firefox). This installation is for the RIBF control system.
At RIBF, the automatically inserted operation logs triggered by the log monitor server of Zlog have been used
more frequently than the manually input operation logs.
Nearly all the electromagnet power supplies are operated
during beam tuning at RIBF. For example, when the beam
intensity decreased slightly as a result of a complicated
procedure of optimizing many electromagnet power supplies, the detailed operational history of the power supplies was necessary in order to determine the cause and
recover the best beam conditions during beam tuning. In
such an event, operators can restore the parameters of the
power supplies by using Zlog. It has also a commentwriting function; however, a wiki-based system [9] and
paper-based logbooks are mainly used for commentwriting and pasting important images. Therefore, comment-writing to Zlog is not a considerable task.
On the other hand, various kinds of user interface functions, which are absent in Zlog, were required for realizing efficient operations in case of the RIBF accelerator
operation. This may be attributed to the complexity of the
HTML-based display of Zlog when displaying a history
of equipment to be frequently controlled. This can be
attributed to the use of a significant number of character
strings. For example, about 600 electromagnet power
supplies are operated until the beam tuning for each beam
service is completed. Therefore, we developed a new
Web-based operational log system that can handle various
user interfaces and is more suited to the RIBF operation..
In addition, the Beam Status History log system was also
developed.

OPERATIONAL LOG SYSTEM AT RIBF
Specifications
The newly developed RIBF operational log system
consists of a log monitor server, Web-applications, and
PostgreSQL-based database. The system was developed
according to the following specifications. The interface of
the RIBF operational log is unified with that of the Webbased system currently in use at RIBF. By using a log

In this system, more than 3,000 EPICS records are
monitored. The log monitor server is written in the C
programming language and acquires the operational logs
from the EPICS Input/Output Controllers (IOCs) on an
event-driven basis. The system chart of the RIBF operational log system is shown in Fig. 3. The log monitor
server process with the caMonitor, whose functions can
be event-driven through a channel access protocol, utilizes the following steps to store an operational log in the
database:
1.

2.

3.

4.

Using the EPICS process variable (PV) management system [10], EPICS records are obtained and
a list of monitoring with caMonitor is prepared.
When an event occurs due to a change in a value of
EPICS record, the caMonitor program creates a
character string with a comma-separated line determined by the changed value and the EPICS record. For example, if the AR2_Q01 electromagnet
power supply sets the DAC to 29.076 via
“psld_nio:AR2_Q01:DacCnv” as the EPICS record, then “psld_nio, AR2_Q01, DacCnv, 29.076,”
is created as a character string.
At the RIBF accelerator facility, beams can be
served simultaneously for an experiment using a
beam accelerated by an azimuthal varying field
(AVF) cyclotron, which uses a linac- (RILAC) accelerated beam and a RIKEN Ring Cyclotron
(RRC)/RIBF beam. The experiment type is recognized by the operational log system based on the
EPICS record.
The operation is classified automatically based on a
part of the EPICS record. The major classifications
are AVF, RIBF, and RILAC, which are based on the
accelerator used for the experiment. The minor
classification is the type of equipment, such as
vacuum and electromagnet power supply.

The character string with a comma-separated line created by the log monitor server is placed in the “operation”
column while the operation type is placed in the “related_group” column; these data are stored in the database
together with a timestamp.
In the case of Zlog, when registering an EPICS record in
the log monitor server, it is necessary to write the code in
Python. On the other hand, the list file, which is created
by the EPICS PV management system, is simply passed
as an argument to the log monitor server when the RIBF
operational log is used.
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These data are then reconfigured for each electromagnet
power supply and displayed in an HTML format.
Figure 4 shows as a screenshot of the user interface for
electromagnet power supplies displayed on the Web
browser. The maximum and minimum DAC values for
each 10-min periods, are displayed as “199-201.5” in the
case of DAC values of A_Q32 electromagnet power supply, as shown in Fig. 4. When the hypertext link “199201.5” is clicked, all the operational logs performed during the specified 10 minutes are displayed as shown in the
bottom-right corner of Fig. 4).
It is possible to use the EPICS record to retrieve past
operations corresponding to the set value of the electromagnet power supply. Further, the user interface also lists
the last operated DAC values for all the electromagnet
power supplies in order from the upstream of the beam
course. This function allows easy comparison of past
parameters of the electromagnet power supplies with the
current parameters, if the DAC is operated. These data
can also be displayed as a chart.

Figure 3: System chart of the new RIBF operational
log system consisting of a log monitor server, Webapplications, and PostgreSQL-based database.

USER INTERFACES FOR RIBF OPERATIONAL LOG SYSTEM
Outline
The stored operation log can be accessed through the
Web application developed by using PHP. For development of the user interface, BootStrap [11] ver. 2.3.2 was
used as a front-end HTML/CSS/JavaScript framework.
The key feature of this system is that a separate user interface is prepared for each operational log type depending
on the equipment. Several examples of user interfaces for
different items of equipment are described below.

Electromagnet Power Supply
In the RIBF control system, the EPICS record format of
the electromagnet power supply is standardized, having
the form of psld_XX:YY:ZZ. Here, XX is the type of
controller, YY is the name of the electromagnet excited
by the power supply, and ZZ indicates an action to the
power supply. Therefore, a comma-separated character
string with the setting digital-to-analog converter (DAC)
values and EPICS record is stored in “operations” column
of the database. The Web application obtains data from
the database based on time range and the classification.

Figure 4: Screenshot of the user interface for electromagnet power supply. Various search functions are
provided.

Beam Diagnostics
The developed operation log system is designed to display both the operational log and the measured data as an
image file in the case of the wire scanner (beam profile
monitor). Consequently, past images of wire scanners can
be compared with present ones at any time during beam
tuning (Fig. 5). The user interface also provides a search
function by using the EPICS record function.
In addition to the wire scanner device, the open/close
status of the Faraday cups, which measure the beam intensity and are also used as beam stoppers, is also monitored . Thus, the status change from open to close (or
close to open) is also displayed on the Web application of
the RIBF operational log system. In addition, Faraday cup
operation monitoring is closely related to estimating the
beam service time because the insertion of Faraday cups
stops beam delivery. Therefore, we implement another
dedicated system in the case of Faraday cup operation, as
described in the next section.
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User Interface

Figure 5: Screenshot of user interface for wire scanner. It is also possible to acquire measurement data of
the beam position as an image file simultaneously to
the operational log.

When the beam stops, the operators input the stoppage
reason in a comment form through the Web application of
Beam Status History. The user interfaces are provided by
Web applications using Asynchronous JavaScript and
XML (Ajax) technology. In this system, Ajax is used to
display the beam on/off status and the real-time table of
the beam service time (Fig. 6).
From the perspective of the accelerator operator, Beam
Status History is a system that provides a more detailed
RIBF operational log for the Faraday cup. Similar to the
RIBF operational log system, Beam Status History was
developed based on the same concept as Zlog, which
consists of an EPICS-based log monitor server, database,
and Web applications.

ADDITIONAL DEDICATED OPERATIONAL LOG SYSTEM
Motivation for Visualization of Beam Service
Time
At RIBF, Zlog is used to obtain the open/close logs of
the Faraday cup for measurement of the beam service
time as well as paper-based log notebook. Beam availability is one of the important indices that indicates the research productivity of accelerator facilities. It is defined
as the ratio of the actual to the scheduled beam service
time. In the past, the beam availability was calculated
based on information recorded by operators in Zlog and
paper-based logbooks. However, it is cumbersome for an
operator to accurately log and count stop time during
beam service interruptions. That is, when beam service
interruption occurs due to hardware troubles of the accelerators, fixing the problem and resuming the beam service
again as soon as possible is of utmost importance. Thus, it
is difficult to expect the operators who encounter hardware trouble to log the exact time at which the event
occurred as accurately as the electronic log system does.
Therefore, we implemented a dedicated operational log
system, which is independent from the RIBF operational
log, for keeping track of the beam service time [12].

Beam Status History
We term the log system that records the beam service
history for users as “Beam Status History.” At RIBF, the
Faraday cup acts as the beam stopper; the insertion of the
Faraday cup on the beam path stops the beam supply to
the user. Therefore, the insertion status of the Faraday cup
is used as an event trigger with caMonitor. The Beam
Status History is implemented with the EPICS IOC, and
the beam stop time and the total beam service time are
automatically measured. The name of the Faraday cup
that is first inserted for each beam service interruption is
also shown.

Figure 6: Screenshot of user interface for Beam Status
History. The accelerator operator can always check
the beam service time using this system.

CONCLUSION
We developed a new RIBF operational log system that
caters to the requirements of the RIBF accelerator operators. For implementing the electronic log at RIBF, automatic operation recording during the whole accelerator
operation is a requirement. In order to provide various
user interfaces for the operational log, the RIBF operational log system was developed as a Zlog-compatible
tool, because Zlog has been implemented previously at
RIBF. In the case of problems during beam tuning in
particular, the proposed system is useful for analyzing the
operation, such as the electromagnet power supplies operation and the electron resonance ion source operation.
Moreover, new systems such as the beam interlock system [13] have been added to the RIBF control system;
therefore, their user interfaces for the operational log will
be developed in the same way in the future.
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BEST PRACTICES FOR EFFICIENT DEVELOPMENT OF JAVAFX
APPLICATIONS
G.Kruk†, O.Alves, L.Molinari, E.Roux, CERN, Geneva, Switzerland
Abstract
JavaFX, the GUI toolkit included in the standard JDK,
has reached a level of maturity enabling its usage for
Control Systems applications. Property bindings, built-in
separation between logic (Controller) and visual part
(FXML) that can be designed with Scene Builder, combined with the leverage of Java 8 features such as lambda
expressions or method references, make this toolkit a very
compelling choice for the creation of clean and testable
GUI applications.
This article describes best practices and tools that improve developer’s efficiency even further. Structuring
applications for productivity, simplified FXML loading,
the application of Dependency Injection and Presentation
Model patterns, testability are discussed among other
topics, along with support of IDE tooling.

JAVAFX OVERVIEW
JavaFX, the successor of Swing, has been around already for a few years. Since the version 1.0 released in
2008, it has been progressively maturing, gaining in functionality and robustness, to be included in the JDK 8.

FXML, Controller and Scene Builder
Swing interfaces have been traditionally created using
procedural code. Initialization and configuration of all
components and containers had to be coded in Java and
visual verification of every change required restarting the
application. This was the main driver for WYSIWYG
(What You See Is What You Get) editors that aimed to
speed up the development and ease the maintenance.
However, these editors were mostly generating Java code
from the visual representation, a code that was hard to
modify and maintain. For this reason many developers
preferred to write it manually, resigning from the graphical design.
As an alternative, JavaFX comes with FXML - an
XML-based markup language used to describe user interface, and with Scene Builder - a WYSIWYG editor that
persists the visual representation in the FXML format.
An integral part of the FXML format is a possibility of
declaring an associated controller class and exposing to it
UI elements, and event handler hooks. The controller is
then responsible for reacting on the events and updating
the view accordingly.
This is an example of the Inversion of Control [1] principle. The controller does not need to lookup the UI elements it needs to interact with and the invocation of its
event listener methods is handled by the FXML logic.
This is a major improvement compared to Swing. The
developer can design the interface much faster, without
____________________________________________

writing and maintaining a lot of boilerplate code, and
focusing on the application logic.

Properties and Bindings
Property is a value that represents the state of an object
that can be retrieved and set (if it is not read-only). In
addition, a property can be observable i.e. registered listeners will be notified every time the property value has
changed. This pattern has been used for years by the Java
Beans component architecture.
JavaFX provides a set of built-in classes representing
properties that extend and enhance this idea with some
useful and extremely powerful features.
The properties are often used in conjunction with binding, a mechanism of expressing direct relationships between variables. The binding observes a list of source
variables (dependencies) for changes, and updates itself
automatically once the change has been detected, applying an optional conversion function.
Since all JavaFX components keep their state in properties, it makes it particularly simple to bind state of different widgets, considerably reducing the amount of necessary code. In the following example the button will be
disabled as long as the check box is not selected:
button.disableProperty().bind(checkBox.selectedProperty().not());

In a similar way UI widgets properties can be bound to
observable values of the corresponding view model.

APPLICATION STRUCTURE
Developing GUI applications is not a trivial task. Developers have to address various general software engineering issues as well as GUI-specific ones. Even a single-page application might contain multiple sub-views
that need to interact with each other. This brings questions on how the graphical components and their logic
should be organized.
There is a quite known statement about clean code by
Ward Cunningam, inventor of Wiki and co-inventor of
Extreme Programming:
“You know you are working with clean code when each
routine you read turns out to be pretty much what you
expected”.
This statement is true not only with respect to the code
and routines it contains, but also to the overall application
structure. Without a good structure, the complexity might
quickly grow, making the maintenance and further extensions unnecessarily difficult. In addition, the usage of the
same structure by all developers in a given organisation
greatly facilitates collaborative work, shared support and
possible take over of the application by peer developers.

† grzegorz.kruk@cern.ch
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Keeping it in mind, we wanted to propose a solution
based on three ingredients: an agreed set of GUI design
patterns separating the graphical design from the business
logic, a convention for consistent code organization and
naming, and finally some means that would facilitate and
encourage applying such structure by all our developers.
We wanted also to keep it as simple as possible. Many of
our developers are not professional software engineers
(e.g. operators or physicists) thus we did not want to impose on them usage of complicated frameworks or APIs.
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such case the model is the only communication channel
between different entities (see Fig. 2).

GUI Patterns
There are several design patterns that have been proposed over the years by the software community to address common concerns in UI development. Concepts
such as Model-View-Controller (MVC), Model-ViewPresenter (MVP), Presentation Model (PM) or ModelView-ViewModel (MVVM) have been discussed in numerous articles, blog posts and forums.
The decision of using one over another depends on
many factors including type and size of the application,
particular language and widget toolkit features, the level
of desired testability, or personal preferences of developers.
JavaFX by itself does not impose any particular pattern,
but it implies a natural split between the visual part
(FXML) and the logic (controller). Nonetheless, depending on the chosen approach, the actual implementation of
the FXML controller may take different forms.
In the simplest case it can play a role of a Supervising
Controller [2] containing complete logic, initializing
bindings between different components, handling input
events, interacting with external services and updating the
view (see Fig. 1). The application’s state is mostly kept in
the view but the controller may also keep part of it when
necessary.

Figure 1: Simple variant of a Supervising Controller
For simple applications this might be completely sufficient and appropriate. By separating the behavioural
complexity from the view it makes the application easier
to understand and greatly improves its testability.
In applications that are more complex and contain
multiple views, it is typically much more profitable to
introduce some sort of model.
In one variant, the model can be completely passive,
containing only state (properties) of the view to be shared
with other views and their controllers. This eliminates the
need of controllers exposing state of their views to other
controllers. In many cases it may also eliminate the need
of controllers knowing each other, removing coupling
between them and therefore improving their testability. In

Figure 2: Example usage of a shared model
Finally, if testability is the main driver and writing unit
tests involving GUI components is either not desired or
difficult, the model can completely take over business
logic, becoming a realization of a Presentation Model [3]
like on the Figure 3. The responsibility of the FXML
controller is reduced to a role of a “thin” bridge between
the view and the model, which handles all events and
updates the view via property bindings.

Figure 3: An example of a Presentation Model
This approach requires a bit more coding compared to
previous scenarios, giving in exchange fully testable
business logic, not bound to any graphical components.

Conventions
Both, the FXML file and its controller should have
names allowing an easy identification that they belong to
the same view, without looking at their content.
In fact, JavaFX introduced a naming convention for
nested controllers [4]. For instance, if an included view
ID is dialog, then the corresponding controller can be
referenced as dialogController. This convention could be
extended to other entities associated with a single view
such as model, service, CSS or resource bundle properties
file. In addition, all files related to a single view could be
placed in a dedicated Java package, named after the view.
In such case the content of every package would be similar:
• [view_name].fxml
• [view_name]Controller.java
• [view_name]Model.java
• [view_name]Service.java
• [view_name].css
• [view_name].properties
Note that only the FXML, controller and in most cases
also model files are be present, while CSS, resource bundle and any additional files are optional.
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Such convention is very easy to remember. With a
glimpse of an eye one can recognize all the elements and
have a good idea what is inside.

public class PersonModel {
@Inject
@Named("person.age.visible") // Inject value of a property
boolean defaultShowAge;

Afterburner.fx
Almost identical structure has been proposed by Adam
Bien in his Afterburner.fx framework [5], with the only
difference that instead of Controller he uses a name Presenter. The framework is minimalistic and very simple
but at the same time brings a lot of added value by leveraging the Convention Over Configuration principle.
The central entity of the framework is FXMLView. It is
an abstract class that must be extended for every view and
given a conventional name e.g. DeviceView.java would
have its device.fxml, DevicePresenter.java, device.css etc.
Relying on the conventional name, the FXMLView loads
all related files and binds them together, supporting JSR
330 [6] @Inject Dependency Injection (DI) for controllers, models and services.
In most cases the view class is empty and its only purpose is to define the conventional name and give access to
the instantiated root node defined in the FXML.
Being inspired by the framework we realized that its
main idea could be simplified even further.

FxmlView
Rather than relying on the view class defining the conventional name, we decided to use the controller class that
needs to be implemented in any case.
As a result we developed a generic FxmlView that for
the given controller class loads the associated FXML,
resource bundle and applies CSS file, eliminating the
need of dedicated view classes. A basic usage is illustrated below:
public class App extends Application {
@Override
public void start(Stage stage) throws Exception {
FxmlView mainView = new FxmlView(MainController.class);
Scene scene = new Scene(mainView.getRootNode());
stage.setScene(scene);
stage.show();
}
public static void main(String[] args){
launch(args);
}
}

To instantiate controllers, the FxmlView relies on the
associated controller factory. By default it is initialized to
DefaultControllerFactory that also supports @Inject
annotation. For every call, the factory creates a new instance of the controller but all the dependencies (models,
services, etc.) are treated as singletons and kept in an
internal cache. Thanks to that models can be easily shared
between different controllers as in the following example:
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// Inject value of a property with name equal to the field name
@Inject
Side personDetailsPaneSide;
…
}
public class PersonService {
Person findByName(String name) {
//...
}
}
class PersonController {
@Inject
PersonModel model;
@Inject
PersonService service;
…
}
class AddressController {
@Inject
PersonModel model;
…
}

In this example, fields of the PersonModel are be initialized from an optional properties provider (Function<String, Object>), with a fallback to JVM properties
(with applied conversion from String to the corresponding
primitive or enum value).
The DefaultControllerFactory instantiates all dependencies using their default constructor. If this behaviour is
not desired or not sufficient, the dependency instance can
be also registered manually as in the following example:
PersonService service =
ServiceLocator.getService(PersonService.class);
DefaultControllerFactory factory = …;
factory.setDependency(PersonService.class, service);

The DefaultControllerFactory can be easily replaced
by another implementation based e.g. on a more powerful
DI engine such as Spring or Google Guice:
SpringControllerFactory springFactory = …;
FxmlView. setControllerFactory(springFactory);

The SpringControllerFactory would simply return controller bean defined in the Spring application context.

GUI TESTING
User Interface test automation is a tricky practice, posing a unique set of challenges compared with testing of
non-graphical components. For instance, certain functionality of components may work only if they are visible on
the screen. Also in some cases events are not executed
immediately in the current thread but scheduled in an
event queue for later execution by the GUI thread.
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For this and other reasons it is often believed that automation of GUI testing is complex, requires a lot of additional work and overall it is not worth the effort. While
this might be true in some cases, it definitely does not
apply to majority of applications. In fact, automated testing of critical paths could be implemented with an effort
equivalent to the implementation of server-side unit tests.
But even more than on the server-side, the testability of
developed applications must be taken into account from
the very beginning.
In general there are three approaches to automated GUI
testing:
• Testing only business logic that has been separated from GUI components
• Testing that involves interactions with and
verification of graphical components
• Robot-based testing, where a library or tool
mimics user actions (mouse and keyboard) and
allows verifying the resulting state of the interface.
These three techniques do not exclude each other. On
the contrary, they can be used together in a complementary way.

Separating Logic From GUI
Separating business logic from visual components is
probably the most popular way of improving testability of
an application. The goal is to make the view as “thin” as
possible by putting all the associated logic in controllers
and models. This typically should include logic related to
the visual aspects of the interface such as colors, visibility
or layout properties.
All the techniques discussed in GUI Patterns paragraph
can be applied in a JavaFX application to make a separation between the view and controller. However, some of
the JavaFX built-in features favour usage of some patterns over others. In particular, the presenter of the Passive View [7] pattern holds a complete responsibility of
updating the view. This enables a high level of testability
but severely limits usage of property bindings, a mechanism that does not only save a lot of code but also makes
the application cleaner and easier to maintain.
Therefore for JavaFX it is typically much more advantageous to employ the Presentation Model [3] or ModelView-ViewModel [8] patterns. For the price of slightly
lower test coverage, the developer can fully profit from
the property bindings.

FXML Controller Testing
Even the simplest form of a Supervising Controller,
containing references to graphical components (from the
FXML), can be tested quite well using classical unit tests
as in the following example:
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@RunWith(FxJUnit4Runner.class)
public class MainControllerTest {
@Test
@RunInFxThread
public void testCopyMessage() {
FxmlView mainView = new FxmlView(MainController.class);
MainController controller = mainView.getController();
controller.inputTextField.setText("test");
controller.copyButton.fireEvent(new ActionEvent());
assertEquals("test", controller.outputLabel.getText());
}
}

The MainControllerTest class, placed in the same
package as the MainController, has access to its packagevisible fields, including graphical components injected
from FXML. Therefore it can change their properties, fire
events and verify state.
There are however two constraints on such tests to run.
First, creation of any FX control requires prior initialization of the FX toolkit, which normally is done by the
Application class at the start-up. Secondly, certain operations are permitted only from the FX Application Thread,
therefore executing them from an arbitrary JUnit thread
would be rejected.
We addressed those two issues by implementing
FxJUnit4Runner. It is an extension of standard JUnit test
runner that initializes the FX toolkit and, in presence of
the @RunInFxThread annotation, runs the corresponding
tests in the FX thread.
We use our own implementation of the runner, but its
recipe can be found on different forums as well as in
ready to use implementations [9].

TestFX
Robot-based Java GUI testing frameworks were around
since the beginnings of AWT/Swing, but most of them
faced two major issues: the tests were usually quite verbose and the graphical components were typically looked
up by their location on the screen, making the tests very
fragile to even minor changes in the layout.
In contrary TestFX, the most popular testing framework
for JavaFX, does not suffer these problems. Like other
similar tools, it gives a programmatic control of a “robot”
that one can use to click on buttons, type into text components and generally mock user interactions. However the
fluent API, supported by powerful matchers, allows writing tests that are concise, clean and easy to understand.
Also, rather than relying on component’s location (although this is also possible), it leverages the usage of CSS
IDs and class names, that are natural part of JavaFX interfaces. Here is one of TestFX examples:
// given:
rightClickOn("#desktop").moveTo("New").clickOn("Text Document");
write("myTextfile.txt").push(ENTER);
// when:
drag(".file").dropTo("#trash-can");
// then:
verifyThat("#desktop", hasChildren(0, ".file"));
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The remaining, trickiest part to address is mocking behavior of external services and access to resources (devices, databases, etc.) that most of controls applications rely
on. But extracting such external calls into dedicated service/access points, applying Dependency Injection and
usage of mocking libraries like Mokito [10], may come
here with a rescue. The initial architectural and structural
choices may either facilitate or heavily hinder such practices. That is why it is extremely important to think about
testability before the application development even starts.
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Plugins providing similar functionality exist for other
IDEs, so NetBeans and IntelliJ users can also profit from
smart JavaFX editors and automation of several tasks.

Application Creator
On top of that we developed our custom Eclipse plugin
to generate seed applications and views based on a predefined set of templates.

TOOLS
Tools may not only greatly speed up the development
of JavaFX applications but also help keeping a proper
structure.

Scene Builder
Scene Builder (see Fig. 4) is the first and most important tool that every JavaFX developer should install
and use. It allows dragging and dropping UI components
in the working area, modifying their properties or applying styles, in a quite efficient and user-friendly manner.

Figure 4: Scene Builder
Although not all properties and event handlers can be
configured via the tool, it covers vast majority of needs of
a typical application, leaving more custom cases to be
coded in the FXML controller.

Figure 6: Configuration dialog and generated project
It is tailored to the CERN environment, suggesting project and java package name following our convention as
well as corresponding location in the SVN repository. The
developer just types the project name and selects one of
available project templates (see Fig. 6). The plugin then
generates a ready to run JavaFX project with proper structure and configured set of core dependencies.
The different templates contain sample applications that
vary in level of complexity and applied pattern. The simplest is a one-page Hello World application with just a
single FXML, corresponding controller and CSS file.
Other samples contain two or more views and demonstrate different ways of interactions between them and
with external services. All of the templates follow the
project structure and naming conventions as described in
the Conventions paragraph. They also all contain corresponding test classes for both: the classical unit test of the
controller and TestFX tests cases.
A part of the plugin is also a view creator, visible on
Figure 7.

E(fx)clipse
JavaFX developers that use Eclipse can also profit from
e(fx)clipse plugin [11]. It provides several handy tools
making the development more efficient. We mostly use
generation of JavaFX getters and setters, a specialised
CSS editor (see Fig. 5) that knows and prompts JavaFXspecific attributes and occasionally also FXML editor to
adjust configuration generated by the Scene Builder.

Figure 7: View configuration dialog
The developer types name of the view, selects one of
the view templates and the wizard creates the corresponding java package containing all related files.
Figure 5: CSS editor
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Finally, we added a small, but extremely useful feature
that generates controller’s fields and event handles based
on the FXML. It compares the content of existing controller, that might be half-developed, with the FXML and
generates only these fields and event handlers that are not
yet present, inserting them in the right place in the class
i.e. fields are added just after the existing FXML fields
(or at the beginning of the class) and event handler methods are added after the last existing handler (or at the end
of the class).
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[9] jfx-testrunner,
https://github.com/sialcasa/jfx-testrunner

[10] Mockito,
https://github.com/mockito/mockito

[11] e(fx)clipse,
http://www.eclipse.org/efxclipse/index.html

[12] Lazybones,
https://github.com/pledbrook/lazybones

CONCLUSION
The JavaFX WYSIWYG approach is very efficient.
Combined with property bindings and Java 8 lambda
expressions, allows rapid creation of code that is concise
and at the same time easy to understand.
With a simple and consistent convention, developers do
not have to spend their time rethinking code organization
and naming. The convention is enforced by the
FxmlView, which also simplifies instantiation of views
and saves developers from writing repeatable code.
The built-in features of JavaFX, usage of appropriate
design pattern and framework like TestFX enable easy
implementation of unit and integration tests.
Finally, the power of appropriate tooling should not be
forgotten. Even small features that automate repeatable
tasks may boost the development and make it much more
pleasant. The Application Creator allows our developers
to set up a new application or view within a couple of
seconds. But more importantly, by providing meaningful
templates, it promotes best practices. The idea is more
essential than the tool. One can create a similar tool within a day or two, or use an existing one like Lazybones
[12]. Such small investment brings a huge return in
productivity and maintainability.
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USABILITY RECOMMENDATIONS FOR THE SKA CONTROL ROOM
OBTAINED BY A USER-CENTRED DESIGN APPROACH
V. Alberti, INAF-OAT, Trieste, Italy
G. Brajnik, Interaction Design Solutions, Udine, Italy
Abstract
User-Centred Design is a powerful approach for designing UIs that match and satisfy users’ skills and expectations.
Interviews, affinity diagrams, personas, usage scenarios are
some of the fundamental tools for gathering and analysing
relevant information. We applied these techniques to the
development of the UI for the control room of the Square
Kilometre Array (SKA) telescopes. We interviewed the personnel at two of the SKA precursors, LOFAR and MeerKAT,
with the goal of understanding what features satisfy operators’ needs, which ones are missing and which ones can be
improved.
What was learned includes several usability issues dealing
with fragmentation and low cohesiveness of the UIs, some
gaps, and an excessive number of user actions needed to
achieve certain goals.
Low usability of the UI and the large scale of SKA are
two challenges in developing its UI because they affect the
extent to which operators can focus on important data, the
likelihood of human errors and their consequences. This
paper illustrates the followed method, provides examples of
some of the artefacts that were produced and describes and
motivates the resulting usability recommendations which
are specific for SKA.

INTRODUCTION
SKA (Square Kilometre Array) is an international project
to build the world’s largest radio telescope [1]. The signal
coming from hundreds of dishes and thousands of dipolar
antennas will be combined using interferometry to reach
sensitivity and resolution much higher than today’s best
radio telescopes. Given the operational costs of having such
a system providing high quality scientific data, to maximise
the observational success is a challenge that has to be won.
One of the critical aspect is the design of a User Interface
(UI) capable of supporting the operators in the difficult task
of running the telescope. Without adopting an adequate
development process of the UI, complexity and size of SKA
are likely to lead to negative performance by the people that
have to operate the system and to unsatisfactory key performance indicators such as high error rate, low efficiency, poor
quality of scientific data. In the end these would contribute
to loss of time, loss of observing opportunities, poor quality of observations, increased operational costs, damages to
equipment, safety problems.
For this reason, to identify the features that clearly help
the users or those that, instead of helping, reduce their efficiency is crucial. The User-Centred Design (UCD) approach
provides a well consolidated method to tackle the problem.

A first step is to conduct appropriate analysis to learn about
expected users of the UI to be designed, so that it becomes
clear what they perceive being the problem that needs to
be solved, and what is the physical, social and conceptual
context in which the UI will be used.
Following this method we conducted structured interviews
to the personnel involved in the operations of the LOFAR
(LOw Frequency ARray) and MeerKAT telescopes.
LOFAR is a fully operational telescope consisting of
51 stations of dipolar antennas spread over Europe and operated by the Netherlands Institute for Radio Astronomy in
collaboration with international partners [2]. The MeerKAT
telescope has been designed to be the largest and most sensitive radio telescope in the Southern Hemisphere until SKA
becomes operational. It is currently being built in South
Africa and, when fully functioning in 2020 , it will comprise
64 dishes [3]. Even if MeerKAT will be able to produce
high quality science on its own, the telescope will be part of
SKA since the first SKA phase. Personnel at both telescopes
contributes to SKA technology, science and operations activity.
The two telescopes, LOFAR and MeerKAT, differ in the
operational status and in the type of receptors: this allowed
us to have an overview of the differences in the two systems
and the procedures and activities that are carried out during
the normal operations and the commissioning phases.
The collected information has been categorised using
affinity diagrams and helped the definition of user profiles,
usage and interaction scenarios, sketches and storyboards.
What was noticed is that some usability issues are present in
the UIs at both the telescopes and are related to the low cohesiveness between different tools and to scalability. Moreover,
the operators at both telescopes identified as fundamental
the ability to rapidly access all the information needed to
diagnose a problem and to understand its impact on the observation that is being carried on. At the moment they have
to perform several steps in order to have a complete picture
of the situation. Projecting these issues to the UI for SKA,
given its size and complexity, it likely that an inadequate UI
could emerge, that could lead to poor performance by the
staff in charge with operations. Our work has the aim of preventing such a situation to occur by providing the designers
of SKA UIs with essential information about the end users
and the functionalities that support their work.
In the subsequent sections some background on UCD
method is given, followed by a description of the conducted
interviews and set of usability concerns that emerged from
them and can drive recommendation for the design of SKA
UIs.

THAPL03
1084

User Interfaces and User eXperience (UX)

SQUARE KILOMETRE ARRAY
SKA will be built in two phases the first of which will
include two instruments, SKA1 Mid and SKA Low located
in radio quiet sites of South Africa and Australia respectively.
SKA1 Mid will comprise 197 dishes with a maximum distance between receptors of 150 km and will investigate the
sky in the frequency band 350 MHz -14 GHz, producing a
total of raw data output of 2 TB/s. SKA1 Low will include
512 stations of 256 dipolar antennas each and will operate in
the frequency band 50 MHz - 350 MHz, with a raw data output of 157 TB/s. The number of antennas is expected to grow
up to 1 000 000 during the second phase of SKA. Dishes and
stations can be grouped to form up to 16 sub-arrays for each
telescope which will allow for many observations to be carried out concurrently [1]. Once acquired by the receptors
the signal will be transported through fibre optic cables to
the Central Signal Processor (CSP) of each telescope and
processed to obtain visibilities, pulsar survey candidates
and pulsar timing. Data from the correlator will then be
transformed into scientific data by the Signal Data Processor
(SDP).
A general description of SKA UI framework and a summary of precursor’s UIs can be found in [4]. Information
about LOFAR and MeerKAT telescopes can be found at
the respective websites [2, 3] MeerKAT UIs are described
in [5]. The work that has been done for ALMA UIs is very
interesting and can be found in [6–8].

UCD THEORETICAL BACKGROUND
User-centred design (UCD) is an approach for developing interactive software that focuses on users of the system,
their characteristics, their preferences, their tasks, and the
environment and context in which tasks are performed, from
the conception of the system to its deployment. The term
user-centred design was coined by D. Norman and became
widely popular after the publication in 1986 of [9]. Norman’s subsequent very successful book further popularised
the concept [10]. A slightly different meaning has the term
“Usage-centred design”, which was coined by Constantine
and Lockwood [11] to characterise an approach that centres
on usage rather than users. As such it draws attention on
those aspects of users that are most relevant to user interface
design. In the following with UCD we will refer to this latter
meaning.
UCD is an iterative approach that revolves around activities aimed at exploring the design problem and possible
solutions, at implementing partial solutions and prototypes,
and at evaluating usability and user experience of such solutions. Through iterations, improvements can be found and
applied to the product.
A first pier of the UCD approach is that appropriate analysis needs to be carried out to learn about expected users
of the UI to be design, so that it becomes clear what is the
problem that they perceive in need to be solved, and what is
the physical, social and conceptual context in which the UI
will be used. By adopting appropriate analysis techniques
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a UI designer can understand what are the design priorities
(for what kind of users are they designing the UI? Where
will such a UI be used? How will it be used? Why will it
be used? To do what?). Appropriate analysis techniques
include:
• Semi-structured interviews, in which appropriately
selected stakeholders are interviewed 1-to-1, using a
very general interview script; the interview aims at collecting specific and design-relevant information, that
may include also information about users, their background and context of activity. See [12].
• Affinity diagrams, a qualitative analysis technique
based on human clustering. A team of designers collaboratively read, discuss and cluster all factoids that
are collected during several interviews. Very specific
categories of facts are created and recursively clustered
themselves, until the whole body of knowledge has
been analysed. See [13].
• User profiling, a technique aimed at producing descriptions of categories of users that help figuring out what
user-related aspects are relevant for design. A role
profile includes a description of the context in which
the job role is played (workflow, physical environment,
social situation, external sources, background, etc.),
a description of characteristics of performance of the
role (frequency, intensity, duration, complexity, etc.)
and design objectives that are important for the role
(ease of learning, efficiency, reliability, accuracy, etc.).
See [11].
• Personas. Personas are fictitious, specific, concrete
representations of target users. This technique aims
at constructing 1-page descriptions of key personas
of the expected user population for the UI that have
been assembled in order to highlight characteristics
that somehow affect the design of the UI. Once developed, personas are used “to give the voice of users”
whenever there is some design discussion, such as when
assessing the potential usefulness of a UI feature, or
when assigning priorities to different features based on
importance of different personas, or when performing
usability assessments. See [14].
• Scenarios. Scenarios are specific, concrete narrative
description of the behaviour of a potential users (or
persona) with respect to the UI. “Usage scenarios” describe in abstract terms what such a user aims at, why,
what are his/her expectations and priorities, and what is
the course of actions that such a user follows and why.
“Interaction scenarios” are more specific and make explicit references to components of the UI (for example
specific widgets such as date pickers) that are used to
accomplish the task. In both cases scenarios are tuned
on the user side, not the system side: they make only
cursory reference to the system behaviour. The point
of scenarios is to highlight difficulties and challenges
that are faced by users and possible ways in which the
UI can help. See [15].
THAPL03
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• Task models and Essential use cases. An Essential
Use Case is a single, discrete, complete, meaningful,
and well-defined task of interest to an external user in
some specific role or roles in relationship to a system,
comprising the user intentions and system responsibilities in the course of accomplishing that task, described in abstract, technology-free, implementationindependent terms using the language of the application
domain and of external users in role. An essential use
case model describes the structure of goals and subgoals that certain users may have to achieve during
their work. Differently than UML use cases, essential
use cases avoid committing to specific UI components.
See [16].
A second pier of UCD is that appropriate techniques are
used to synthesise artefacts that represent solutions. Some
of these artefacts rely on sketches and prototypes, others on
intermediate models of the UI. The goal is to obtain some
sort of materialisation of the desired UI that can be used to
make decisions in terms of its utility and usability. A key
aspect is that such materialisations need to be cheap and fast
to produce and to revise. Important techniques include:
• Content modelling. This is a technique introduced
in [11] whereby a UI is conceived as a system of “materials” (the information that users need in order to
achieve their goals), “tools” (the set of widgets that
users need to manipulate and transform materials), “interaction contexts” (the spaces in which tools can be applied to materials) and “workflow” (the order in which
users are expected to visit different spaces and do what
they need to do). Such models represent what in more
concrete forms constitute widgets of the UI, content
of the widgets, screens, navigation tools and overall
interaction structure of the UI. The major benefit of
this technique is that it does not require to figure out
the complete and detailed layout of each screen of the
UI in order to understand where certain UI components
are potentially more useful to be located.
• Sketching and storyboarding. A sketch is a low
visual-fidelity and static representation of a screen of a
UI, often manually drawn. A storyboard is a story (often an interaction scenario) described through a system
of interrelated sketches with annotations that explain
the content of sketches and their relationships. The
power of sketches and storyboards comes from the fact
that they evoke meanings, and let readers quickly imagine the underlying system behaviour. As such they are a
powerful means to elicit feedback on early design ideas.
Furthermore, they are the language by which designers
explore the design space in search of the most suitable
solution. See [17].
• Prototyping. Sometimes a static sketch cannot be used
to make appropriate assessments of utility or usability.
This often occurs when the variety and quantity of data
to be manipulated, or the number of possible manipulations is too large to be handled with static sketches.
In these cases more dynamic representations of the UI
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need to be developed, such as by using HTML and
Javascript with canned data.
Finally, the third pier of UCD is related to utility and
usability evaluations. This is needed to gather feedback and
to be able to decide on the goodness of a prospective solution.
Important techniques include:
• User testing. This is an empirical technique aimed at
collecting feedback from prospective users of the UI.
Using the “think aloud” protocol a facilitator asks a
study participant to carry out certain tasks using some
UI artefacts (such as sketches). Based on the observed
behaviour of a few participants (less than 5) the facilitator can understand what are some strengths and some
weaknesses of the UI being tested, and then ask the designer to quickly revise the sketch so that a subsequent
round of tests can be done. User testing combined with
sketching are extremely powerful and cheap techniques
to revise a design and improve its utility and usability.
See [18].
• Heuristic evaluations. This is a technique introduced
in [19, 20] based on analytically assessing the extent to
which screens of a UI satisfy ten general usability principles (such as visibility of state, visibility of actions,
etc.).

ADOPTED METHODS
This section summarises the methods used to conduct the
interviews and highlights how the interaction with users is
fundamental to understand their mental model of the telescope they operate and of the problem they have to solve.

Semi-Structured Interviews
The first step of our study was to prepare a set of questions
to be asked during semi-structured interviews conducted at
the LOFAR and MeerKAT during field trips in 2016. We
designed the interviews with the goal of:
• characterising the different user roles involved in operating the telescope,
• characterising the kind of relationship among different
roles during operations and the responsibilities of each
role,
• understanding the procedures followed when problems
occur,
• identifying operators’ tasks,
• understanding possible desired improvements related
to the UIs, and
• identifying possible problems in using the same UI for
SKA.
Examples of questions that were asked are:
• What roles can a person in the control room play and
what responsibilities this role carries (for example operators or astronomers)?
• What are the main tasks they have to accomplish?
• Is training provided to the operators?
• Which is the general procedure followed by the staff in
case of alarms?
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• Can examples of UI usage be shown?
• Are there parts of the UI that operators would like to
change?
As mentioned above, we interviewed people in different
roles that are involved in operating the telescope. This includes not only the operators but also, for example, scientists,
and software developers who collaborate for the success of
observations. We observed them working in their usual environment and interacting with the tools they normally utilise.
Normally this helps in identifying situations where usability
issues occur. The number of interviewees and their roles is
shown in Table 1.
Table 1: Semi-Structured Interviews
Telescope

Interviewee

Roles

LOFAR

7

1 Operator
2 Scientists
1 System Administrator
2 Software Developers
1 Software Support Person

MeerKAT

8

3 Operator
2 Scientists
1 Chief Scientist
1 Software/UI Developer
1 Operation Supervisor

Affinity Diagrams
The large set of paper notes collected during the interviews
has been repeatedly clustered by the interviewers in order
to divide the notes in small groups, according to similarity
of the topic. During this process duplicates and obvious
mistakes were discarded and doubts were clarified through
discussions between interviewers, see also [4]. Clustering
occurred bottom-up, guided by individual notes, rather than
top-down, guided by the questions that generated them. This
was done in order to let new topics emerge, if the case. In
fact, for each cluster new summary notes were created to
capture its theme and the final structure was transferred to an
electronic mind map for the final touches. A set of general
categories, for example roles, procedures, scheduling tools,
etc., were defined to gather clusters belonging to similar areas. The number of initial notes, of intermediate clusters and
of general categories obtained for each telescope is reported
in Table 2.
Table 2: Affinity Diagram
Telescope

Notes

Clusters

Categories

LOFAR

550

155

14

MeerKAT

1460

434

16

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THAPL03

Eight categories appeared in the mind maps for both the
telescopes: roles, alarms, procedures (to report about the
shift, to contact people, to respond to alarms, to plan shortterm activities, etc.), scheduling, UIs, logs, scientific data
and software development and maintenance. The remaining
categories describing LOFAR are mainly related to monitoring processes and to the characteristics of the different
tools used for this purpose. On the other hand, the mind
map for MeerKAT shows that topics like commissioning
activities, testing and failure examples and diagnosing have
been explored in more detail during the visit to the telescope.
Among others results, this analysis made possible to draw
a concrete description, or profile, of users at the two telescopes (see the definition of “User profiling” given above) to
analyse strengths and weaknesses of the adopted UIs. Operators at both the telescopes work in quiet control rooms and
are exposed to a high rate of visual inputs that can increase
and be associated with audible signals when some problem
is detected. Operators’ primary goal is to make sure that all
the procedures needed for an observation to be performed
successfully are executed and to maintain the telescope in
good running conditions. In case an unwanted situation is
detected, the operators have to diagnose the problem and
contact the staff in charge of solving it by giving them as
much detail as possible. This requires operators to be very
knowledgeable of the system they are running and to be very
keen on problem solving. Their work is characterised by
high responsibility tasks and they have to maintain the ability
to think and act rationally in high stress situations.
Some of the design objectives that emerged as important
to support the operators are:
• Reliability of interaction: The UI should present only
relevant information, in a very clear and unambiguous
way, as complete as possible (with the option to get
more relevant details on demand). Operators will dig
down all the details whenever something will sound
suspicious; they should not do it just for the sake of
making sure that they can trust what they see. Moreover,
appropriate feedback should make the user aware if the
system is busy processing something or if a process is
stuck. This prevents the user sending the same command many times because he/she cannot understand if
the process has been triggered or not.
• Completeness: Operators will need to be able to collect all the data that they need to figure out what has
happened (situation awareness) or to diagnose some scientific data artefacts. The UI should provide them with
ways to be reasonably certain that they have explored
all the available information.
• Fault tolerance/protection: Operators’ mistakes or delays in taking the correct action may lead to undesired
situations. Appropriate confirmation of actions may
be needed to avoid making slips, as well as reversible
(undoable) actions.
THAPL03
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USABILITY EVALUATION
Spending several hours with operators and watching them
working has been an incredible opportunity to understand
the relationship between them and the system.
Because our goal was collecting opinions and capturing
the mental models of operators and scientists, we did not
perform usability investigations with user testing or heuristic
evaluations. Instead, whenever appropriate we adopted a
think aloud protocol and asked them to describe what they
were doing and what they are trying to accomplish. In most
cases interviewees spontaneously highlighted the strengths
and weaknesses of the UI they were using as well as what
they wished could be improved in future versions of the UI.
As mentioned above, an overall problem in both the telescopes reported by the operators was the lack of a rapid and
efficient way to access all the information the operators need
to diagnose a problem. Processes, devices and observations
are perceived as highly intertwined concepts by operators
but the UI sometimes failed to provide ways to establish this
relationship. This section reports about the main problems
that have been mentioned and some considerations on the
possible consequences of not taking them into account when
designing the UI for SKA.

Fragmentation and Low Cohesiveness
We use the term fragmentation to indicate the lack of integration between different UI components. It can be due to
the use of different tools with their own UIs, to different tools
and UIs to monitor separate subsystems (network, hardware
components, etc.) or to the lack of coordination between
the different teams developing different UIs (scheduling UI,
correlator UI, etc.). Some examples of fragmentation that
were found are:
• The lack of connections between an alarm of antennas and the procedures to follow to solve a reported
problem.
• The lack of relationship between the alarm management
and the observation management; as a consequence the
operator has to mentally figure out what the connections between the alarmed components and affected
observations are, and work with two mostly independent UIs.
• The lack of an easy way to tag or copy logs into the
reports.
• The presence of more than one not-integrated systems
to communicate with other teams, like JIRA and the
IRC chat.
In general, the lack of integration between different UIs leads
to potential confusion (same concepts might have different
names, or same names might be used for different concepts)
and to higher mental load (the sequence of steps required
by the tasks has to be mostly in the user mind - the UI does
not support it and provides no help - and the sequence may
differ for different components). This could lead to higher
error rates, lower productivity, more frustration, reduced
effectiveness. This could be exacerbated for novice users
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or for users under stress, which for operators is exactly the
situation where the highest risks emerge and where operators
mostly need a forgiving and supporting UI (see [21] on the
paradox of automation).
Fragmentation of the UI can be a problem for SKA because different teams are designing the UIs for subsystems
like the scheduler, the correlator, the SDP. Cooperation
should be organised in order to avoid having different teams
developing tools with similar functionalities but with different features. Initial steps to try and harmonise the look and
feel of the UIs have been taken but a concrete strategy is still
under study.

Scalability
By scalability we mean the capability of the UI of adapting
to the amount of information to be shown and of effectively
visualising different scales of the system. The first point
implies that appropriate visualisation techniques should be
chosen in order to display and interact with large amounts
of data, for example the status of 200 dishes or, even worse,
the quality of the correlation for each baseline1 . The second
point considers the possibility of providing the operators
with the ability of analysing a subsystem without loosing the
context to which it belongs, for example to analyse the status
of the cooling system of a dish maintaining the information
about the dish name and its position in the sub-array. A
possible solution to this specific problem has been proposed
for example in [8].
The UIs that were in use at LOFAR and MeerKAT when
we visited them would fail to cope with both these scalability
issues. When developing SKA UIs, designers will have to
keep in mind that visualisation techniques should be chosen
in order to support the adaptation to a large number of data
and to allow for exploring them while keeping the overall
information explicit. Attention should be paid also to avoid
user overload: a way to cope with it can be to make detailed
information available when needed, for example on user
request, and contextualised.

Gaps
Gaps are features that could help operators but that were
missing in the used UIs. Examples are:
• A tool that would support scientists and operators to
perform pattern analysis of raw data plots to identify
those that are “suspect” due for example to RFIs (radio
frequency interferences) or correlation errors.
• An integrated scheduling tool. The observations to be
carried on are often manually inserted in a spreadsheet
or in a Google calendar. The operator would take advantages of an integrated scheduling tool that takes into
account the status of the system and the priority of the
observation in the queue to schedule the best one to be
observed next.
1

Each pair of different receptors form a baseline. The signals from all
the baselines in a sub-array are correlated to take advantages of the
interferometric technique. For an array consisting of N receptors the
−1)
.
number of baselines is N ( N
2
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• A direct link between alarms, faults and solving procedures.
• A support to diagnose RFI due to on site activity.
• An integrated tool that helps to verify the position of a
source.
• An easy way to find and contact the personnel on duty
or in charge to solve a specific issue should be available.
Operators have to search paper notes or separate files
to find the desired information.
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Extendability
Another requirement that has to be taken into account
when developing the UIs for SKA is extendability. It refers
to the ability of the UI of incorporating a new feature or
functionality as the system grows and evolve. Most of the
times the changes are not known in advance but the UI should
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displayed for a new tab to be added. The UIs currently in
use often make it difficult to be extended for instance with
new toolbars, new procedures and new actions on devices.
This aspect will be important during the whole life of the
telescope that is expected to operate for 20 −50yr . It is
also fundamental during the construction phase when the
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ones are likely to be needed. Moreover, given the already
envisaged two stages development of SKA, this requirement
is particularly important.

CONCLUSIONS
For a system as complex as SKA the development of
UI capable of supporting the staff in charge or running the
telescope is a real challenge. The UCD approach chosen
for the development of the UI for the control room of SKA
allowed us to identify four critical aspects to be considered
in order to avoid a low usability of the UI. Poor flexibility,
fragmentation of the UIs and possible gaps could lead to a
high error rate and frustration in the operators with the risk
of reducing the operational time and impacting on the costs.
If not taken into account the scalability problem will lead to
an interface that is not able of visualising the large number
of elements and their related data that users will need to
manipulate.
To avoid this scenarios, sketches and storyboards, as well
as a task model for the operator, have been developed and
used as a starting point to tackle with the problem. In the
future more interviews with personnel working at other telescopes will be conducted to improve the definition of SKA
roles and of the operational context. This will include the
creation of personas and of new scenarios, sketches and prototypes to be used to identify important features for the UI
and to perform user testing sessions.
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PYTHON FOR USER INTERFACES AT SIRIUS
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Abstract
Sirius is the new Brazilian Synchrotron and will be finished in 2018. Based on experiences at LNLS UVX light
source along with researches and implementations, we
present our new approach to develop user interfaces for beamlines control. On this process, the main tools explored are
Python, Qt and some Python libraries: PyQt, PyDM and
Py4syn. Powerful resources of these modules and Python
straightforward coding guarantee flexible user interfaces: it
is possible to combine graphical applications with intelligent control procedures. At UVX, EPICS and Python are
software tools already used respectively for distributed control system and control routines. These routines often use
Py4Syn, a library which provides high-level abstraction for
devices manipulation. All these features will continue at
Sirius. More recently PyQt turned out to be a compatible
and intuitive tool to build GUI applications, binding Qt to
Python. Also PyDM offers a practical framework to expose
EPICS variables to PyQt. The result is a set of graphical and
control libraries to support new user interfaces for Sirius
beamlines.

INTRODUCTION
The Brazilian Synchrotron Light Laboratory (LNLS)
started in 1997, building UVX, the first synchrotron light
source of South Hemisphere. Today, UVX has 16 beamlines
opened for user community. Since its foundation, control
software used on UVX beamlines evolved in many ways.
Starting with in-house software, EPICS [1] was adopted
in 2011 and at the moment our control software solution
is mostly based on it. EPICS led to a standard method of
accessing different devices. However, other needs emerged
at the beamlines regarding data acquisition, such as userfriendly monitoring and control as well as integration with
complex experiment routines. In order to address these requirements, LNLS started to research more efficient user
interfaces.
At the beginning control procedures at UVX were mostly
based on direct access to EPICS PVs (process variables), using commands such as caget and caput. Then, many different
ways of providing simple but powerful user interface were
experimented. Chosen tools include frameworks written in
C, Java and Python, and currently the most used ones are
CS-Studio [2] and Python scripts that include Py4Syn [3, 4],
library for high-level operations at synchrotrons.
___________________________________________

† gabriel.fedel@lnls.br
‡ douglas.beniz@lnls.br
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All this experience resulted in good guidelines for what
will be selected for Sirius, the new Brazilian synchrotron
LNLS is currently working on.
Sirius promises to be one of the most brilliant synchrotron
light sources, planned to achieve higher energy and much
lower emittance than UVX, with initially 13 beamlines and
40 ones as the final objective. This new synchrotron facility
will allow experiments that are not possible today at the
current Brazilian light source. The first electron beam is
planned for 2018 and the early experiments at beamlines are
expected in the course of 2019.
Constructing a new laboratory brings a lot of innovation
challenges to all fields related to its project and on control
user interface it is not different. Each beamline at Sirius
will have different types of devices and they will be more
numerous than they are at UVX. Also, different types of experiments will be available per beamline. For robust control
of all equipment and experiments, we pursued a framework
for intuitive and flexible user interfaces, not only for the end
user but also regarding development.
On this process, experiences at UVX in the last years
are highly valuable while defining what will be prepared
for Sirius. Based on them, we summarize challenges and
proposed solutions for user interfaces at Sirius.

CONTROL INTERFACES AT UVX
Providing a control interface for a beamline is not a simple
task. Normally, there are many different equipment from
different manufacturers and with particular software.
At UVX, since we started using EPICS this problem became simpler. EPICS brings a common interface to communicate with several devices, organizing and accessing
their properties by creating process variables (PVs) through
an IOC (Input/Output Controller). But EPICS doesn’t provide a graphical user interface, but something closer to a
middleware interface. Besides that, we chose to let on IOC
just low-level code, that is, we didn’t insert in IOC complex
operation like a motor scan.
On LNLS user interfaces is grouped in two main
groups: Simple Read/Write PVs and Experiments. Simple
Read/Write PVs are usually used for tasks such as moving
a motor, updating parameters of a picoamperimeter, monitoring values from a detector. All these tasks are resumed
to read and write values from/to process variables. Experiments are tasks a bit more complex and involve working with
different hardware together with performing a set of actions
related to PVs. An example is a motor scan, a task where
a motor is moved while a detector is read. On motor scan,
a motor is moved only if detector has finished acquisition.
These experiments are built as Python scripts and could be
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controlled and monitored by command line or by using a
graphical user interface.
Today, at UVX, different technologies are employed to
provide user interface and control. Some of them are the C
framework MEDM [5] and C-like SPEC [6] macros. There
are also tools based on Java such as Labweb [7] and CSStudio. Python is used as well for command-line scripts
that include Py4Syn, or for building GUI applications with
libraries suhc as Tkinter [8]. But among all these technologies the most used are both CS-Studio and command line.
They are discussed in next session.

CS Studio
The most used graphical user interface tool today at UVX
is Control System Studio (CS Studio). This framework is
built with JAVA and provides tools for monitoring and controlling large-scale systems, being compatible with EPICS
process variables. Operation interfaces (OPI) can be composed with its graphical tool called BOY (Best OPI Yet).
Some advantages of CS Studio are:
• Open source: This allows modifications on CS Studio,
adapting it for different uses;
• Integration with EPICS: CS Studio has native integration with EPICS;
• Simple installation: The installation process is very
simple, with plenty of ready-to-use resources;
• Good usability: Like in Eclipse IDE, in CS Studio graphical interfaces can be built by dragging-anddropping widgets;
• Scripts insertion: Besides widgets, it is possible to
insert scripts (in Python or JavaScript) for customize
an object behavior. Objects can also be controlled by
other supplied mechanisms, which are the configuring
of actions and rules.
In spite of these advantages, CS Studio has some limitations. Some of them occur because of features of our
development environment:
• Integration with Python: Python is used on different levels and sometimes CS Studio integration is very
limited for complex operations. Also Python scripts
inserted into CS Studio must rely only on libraries available from Jython interpreter (Python implementation
integrated with Java). Not all Python modules are accessible through Jython and calling system-wide Python
libraries requires additional implementation.
• Complex scripts degraded performance at CS Studio: CS Studio is more fitted for tasks related with
direct PV reading and writing. The addition of complex scripts in CS Studio consumes a lot of machine
resources;
• Hard to Modify Source Code: Despite CS Studio being open source, changing its source code is not simple.
In many cases a lot of workarounds has to be done to
achieve a complex behavior.
• Control logic and visualization are together: In CS
Studio personalized control can be done though actions,
rules and scripts, which may be applied to a given ob-
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ject. Although these features are user-friendly, they can
make the resulting application difficult to understand
and bugs hard to track, once the control logic becomes
fragmented and merged to the graphical portion.
• Too much resources High demands of RAM and CPU
resources are faced in CS Studio at UVX, specially
when it comes to operation interfaces containing numerous process variables being monitored and/or embedded Python routines. This often leads in undesired
situations like frozen screens, damaging user experience.
These limitations was the motivation to find alternatives
for graphical user interfaces that could better match our
environment, considering all peculiarities and technologies
within it.

Command Line
Command line are still used at UVX due to two major
reasons: legacy from other technologies and possibility
to construct more complex experiments. The first reason
comes from scientists experience with other technologies
like SPEC, that are completely controlled by command line.
The second one is the facility that command line permits
while combining commands in a simple way and building
more complex experiments. Command line is broadly used
by other synchrotrons and this contributes to legacy use on
UVX.
At UVX command line programs are built by using
Python and some libraries, e.g, PyEpics [9]. To simplify
and standardize development process some new libraries
were build, e.g., Py4Syn, which combines a lot of common
methods used in synchrotron experiments. Py4Syn provides
mnemonic commands that are intuitive or even familiar to
the users, commands like scan, tscan and others.
These scripts could be used on command line, but sometimes they are integrated into a graphical interface built with
CS Studio.

Alternatives
Limitations found while using CS Studio wast the motivation to look for alternatives tools for graphical user interfaces.
Moreover, more efficient ways of combining user interfaces
with control procedures were searched. The main objective
was to find tools that better fit our environment, resolving
current challenges and preserving features that are already
good.
Challenges that needed to be solved are better integrating
graphical user interface with Python routines, separating
control logic and graphic components for more organization
and code reuse,and better management of computational
resources. Features to preserve are user interfaces integrated
to EPICS, with easy installation and intuitive usability.
Another key feature is maintaining both command line
and graphical interface as means of user input. However, it is
important not only to maintain them available, but improve
their communication with control logic. A good scenario
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would be having a control routine possible to be reused, by
being called by either command line or graphical interface.
When it comes to alternatives for graphical user interfaces,
different GUI software were tried, mainly inspecting those
currently used by other synchrotron laboratories. Interesting
solutions where found in tools that combine Python and
Qt [10] framework, such as PyQt [11]. At the beginning,
very simple screens for monitoring and controlling PVs were
created and latter a few simple beamline GUIs implemented
with CS Studio were selected and remade with PyQt. On
this process, the need of a framework for linking GUI to
channel access emerged and, at this moment, PyDM [12,13]
library turned out to be very helpful. PyQt and PyDM are
detailed in the following section.
Regarding communication between user interfaces and
control logic, experiments with parallelism were made, exploring thread-based and process-based approaches. On
the last one, the most interesting option was D-Bus, a wellestablished protocol in Unix and Linux environment for Interprocess Communication (IPC), which is better explained in
the next section.

SELECTED TOOLS
Building a new approach for user interfaces requires a set
of tools that allows functionality similar to already tools in
use (such as CS-Studio). Almost all chosen tools are based
on Python and under Open Source license.
The combination of these tools on synchrotron is a contribution of this work.

PyQt
PyQt is a Python library which provides bindings for C++
Qt cross-plataform application framework. It is currently
developed by Riverbanking Computing and works with both
Python version 2 and 3, supporting Qt version 4 (PyQt4) and
5 (PyQt5). PyQt is available under GNU GPL version 3 and
Riverbank commercial license for all supported platforms.
Qt framework is widely employed in application development for desktop environment. It is mainly used as a
GUI tool, known by its rich collection of graphical objects
(widgets). However it also offers other resources as threads,
network sockets and D-Bus [14] implementation. One of
the main features of Qt is the signal/slot mechanism which
allows communication between objects, making application
development very intuitive. Qt also offers Qt Designer, a
graphical environment for creating graphical applications
without coding, by simply drag-and-dropping widgets. Customized widgets and controls can be easily created by deriving Qt classes and extensions can be loaded into Designer
by its plugin mechanism. User interface (UI) files created
inside Designer are described by XML code which can be
latter translated to other programming languages.
The main advantage of PyQt is combining the powerful
resources from Qt framework with the simplicity of Python
interpreted programming language. The tool used for binding Qt to Python is SIP [15] which encapsulates C++ Qt
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libraries. PyQt in organized in Python modules and makes
available more than one thousand classes. A Python plugin
is included so extensions for Qt Designer can be written
in Python. PyQt can convert Designer UI files to Python,
making them possible to be integrated to Python applications. PyQt, as well as Qt and Python, has currently a large
documentation and community support.
Python and Qt are flexible frameworks that fit in general
purpose. They find place in a wide range of contexts, both
meeting frequent application in scientific experiments for
control and monitoring [16–18]. PyQt already can be found
at several synchrotron laboratories [16, 19, 20]. Examples
of applications based on PyQt currently in use at LNLS and
in other synchrotron facilities also include PyMca1 [21] ,
Orange2 [22] , MXCube3 [23, 24] and PyQtGraph4 [25] .

PyDM
PyDM is a practical framework based on PyQt for building
graphical user interfaces for control systems. Its development started at SLAC. PyDM combines PyQt resources to
build a simple way to connect graphical objects to a channel
access. Different channel access are admitted, e.g, EPICS
which is reached by PyEpics library. A set of widgets is
included and can be used as Designer plugins for easily designing screens. Also a graphical application is available for
quickly loading UI files. In addition, its simple API makes
possible to build extensions and complex applications.

QtDBus
D-Bus is a system bus which allows applications to communicate by messages on UNIX and Linux. It is not only
useful for inter-process communication, but also for managing process lifecycle such as launching an application or
daemon and terminating them when needed. High level
bindings for D-Bus are found written in various programming languages such as C#, Java and Python. Qt has its own
implementation of D-Bus, the module QtDBus, which is
also part of PyQt.
For using D-Bus, a process has to connect to a message bus
daemon. A bus daemon can be seen as a router, forwarding
messages from an application to another. Once connected to
the bus daemon, a process may expose its objects, making
possible to other process to access members of an object,
such as methods and signals. D-Bus process communication
through messages also applies for the case when applications
are running on different machines.
QtDBus available in PyQt provides a very intuitive interface to work with D-Bus resources. It also extends the
signals and slots mechanism, then a local signal can be connected to a remote slot as well as a local slot can be triggered
by a signal remotely emitted.
1
2
3
4

X-ray Fluorescence toolkit
Machine learning and data visualization toolbox
Environment for macromolecular crystallography beamlines
Pure-python GUI library for fast display in scientific applications
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CONTROL INTERFACES AT SIRIUS
Considering experience with user interfaces at UVX and
studies about alternatives, a new, standardized method to
build user interfaces for Sirius was developed. For this new
approach, technologies were selected to form the basis of a
framework.
Two different types of user interfaces are still adopted:
graphical and command line. The command line interface
will not have great changes on how user interacts with it.
Back-end code, however, was modified in a way that its
structure can be called by graphical interface or command
line.

Figure 1: Framework for direct access to EPICS PVs.

A Framework for User Interfaces at Sirius
For Sirius a framework for user interfaces was defined,
which introduces how user interface is implemented, as well
as how it is connected to lower-level elements. The framework can be applied in two different ways as presented in
Figures 1 and 2.
In Figure 1 the simplest case, in which interface it is
connected directly to EPICS by using PyDM library, is show.
In this case, it is possible to build user interfaces by using just
QtDesigner and PyDM. An example of such user interface
is one for simple motor control as shown in Figure 3.
In Figure 2 the experiment case is presented. This scenario covers experiments such as motor scans. An experiment server contains experiment control logic and it can be
accessed either by graphical interface or command line. In
this case a client/server model is used, where user interface
is a client for experiment server, while the latter communicates with EPICS. The experiment server reuses a lot of
pre-existing code from UVX repository.
Pre-existing code, which was mostly written sequentially,
was re-factored to match object orientation, being reorganized into classes. This way, that code became easier to be
incorporated within our new approach. At experiment server
third-party libraries are included, PyEpics and Py4syn, for
instance.
An important feature of this framework also shown in
Figure 2 is the communication between user interface and
experiment server. These applications exchange messages
through QtDBus. Thus, the experiment can notify user interface about its current state. Then user interface can be
updated accordingly so the end user can be aware of experiment course. Likewise, user interface may send commands
to the server, triggering experiment tasks.
A relevant aspect of this framework is that most of its
pieces could be replaced by other implementations with
low effort. For example, it is not hard to replace PyQt by
another GUI library (e.g. PySide or Tkinter). This makes our
framework flexible and not bound to a specific technology.
In this paper lower-level framework (from EPICS to equipment) is not presented, but this is described in details on [26].

Figure 2: Framework for Experiments.

Screen Previews
Here a few screenshots of GUIs are shown, some in use
and others for future use. These screens come from applications at beamlines and have been developed by LNLS
software control group. The technologies presented on this
work (like PyDM and PyQt) are being used in other areas for
Sirius such as the accelerator physics group (for monitoring
accelerators) and the power electronics group (for equipment
tests).
In Figure 3 a simple motor control interface is presented.
This interface is assembled with PyQt with PyDM plugins,
connecting it to motor PVs, which follows the model shown
in Figure 1. As motor operation is a very frequent task, this
interface is thought to be a plugin widget for Qt Designer,
in a way it can be easily reused by various screens.
In Figure 4 a scan motors interface is shown. This interface is used to perform a scan using an arbitrary number
of motors and counters (e.g. scalers). This interface fits in
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user experience since all of them will have their GUI
with similar operation and appearance.
• Access Control: Implementing access control in user
interfaces, providing different views for each level access (e.g. administrator, final user).
• Web access: The proposed framework probably could
be used for web access without extensive changes. In
this case, it would be necessary to define and implement
other layers for web interface. Web user interface was
experienced with Labweb, but all the code come from
a different resource, what generates duplicate effort for
maintenance.

CONCLUSION

Figure 3: Simple motor interface.
the framework structure described by Figure 2, given that
there is an experiment server which performs scan based on
parameters set on the the interface. The Counter Set option
allows users to retrieve sets of counters for configuring a
specific experiment.
In Figure 5 an interface for Ocean Optics Spectrometers
is presented, using David Beauregard’s IOC [27]. This interface is a hybrid case between framework on Figure 1 and
2. Nearly all of the interface was built using PyDM widgets,
while the right lower area was customized for a simple "time
scan", performing an acquisition series and saving the result.
This part was implemented by using an experiment server
and simple PyQt components.
Figure 6 shows a interface for baking procedures. This
interface was built using PyDM widgets only, with routines
added just for simple customization of graphical behavior.
The controls on this screen allow that temperature curves
are set by user. Also multiple temperatures sensors can be
monitored in a single time plotting widget from PyDM. This
widget is derived from PyQtGraph library and some of its
features, such as the possibility of drawing multiple curves
together, were implemented with LNLS participation.

Next Steps
The development of user interfaces for Sirius is still in
progress, thus some topics are open and will be defined soon.
Some of them are listed below:
• Standardize common windows: Many devices and
processes are common at almost all beamlines. Some
examples of usual operations are motor control and configuration, slit control and motor scans. For these cases,
standard interfaces have been developed to be available
for all beamlines. Besides common functionality, it is
intended to set design guidelines, defining style parameters such as color schemes and fonts. This features
will give the beamline scientists a more comfortable

On this work a framework for user interfaces was described, based mostly in Python, which led to fast developing and deployment and easy integrating to other parts of a
beamline system. The result was functional controls with
simplicity at the same time. Code reusing and open-source
solutions were also important aspects on this process. The
initial results using this model, with PyQt and PyDM, are
very promising and are already they are being used at some
beamlines on UVX. All the work presented here will be used
at Sirius, the new Brazilian synchrotron light source.
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Figure 5: Ocean Optics Spectrometer Interface.
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NOMAD 3D: AUGMENTED REALITY IN INSTRUMENT CONTROL
Y. Le Goc*, P. Mutti, F. Cécillon, Institut Laue-Langevin, Grenoble, France
I. Dagès, ENSIMAG, Grenoble, France
Abstract
The life cycle of an ILL instrument has two main
stages. During the design of the instrument, a precise but
static 3D model of the different components is developed.
Then comes the exploitation of the instrument of which
the control by the Nomad software allows scientific
experiments to be performed.
Almost all instruments at the ILL have moveable parts
very often hidden behind radiological protection elements
such as heavy concrete walls or casemate. Massive
elements of the sample environment like magnets and
cryostats must be aligned in the beam. All those devices
have the possibility to collide with the surrounding
environment. To avoid those types of accident, the
instrument moves must be checked by a pre-experiment
simulation that will reveal possible interferences.
Nomad 3D is the application that links the design and
the experiment aspects providing an animated 3D
physical representation of the instrument while it moves.
Collision detection algorithms will protect the moveable
parts from crashes. During an experiment, it will augment
the reality by enabling to “see” behind the walls. It will
provide as well a precise virtual representation of the
instrument during the simulations.

INTRODUCTION
The classical tool for instrument design at the ILL is
SolidWorks [1]. Typically, the projects are realised
internally but they can integrate some components from
external companies. The models at the end may contain
errors, have different configurations showing different
parts of the model in an exclusive way. The models are
very precise — every part of the instrument is designed
including the screws — and can be big. The model
represents the different components with their real
dimensions as the real parts are built from it.
On the other side, Nomad [2], the instrument control
software is providing the full control of the instruments
and the experiments. The axes driven by the motors can
move in parallel on request of the user and Nomad is
monitoring the actual positions of the axes by reading the
encoder position of the motors. A simple movement of
three parts around two axes is shown in Figure 1.

Figure 1: Diagram showing a movement with 2 axes.
____________________________________________

The goal of the project is to adapt the SolidWorks
models to 3D models that will be loaded and animated
into a dedicated viewer application. The positions of the
axes are read from Nomad. We do not make any strong
assumption on the client computer requirements so the
viewer application must be scalable and be able to display
big original models. Now we suppose that we are in the
scope of an instrument for which we have a SolidWorks
model and a Nomad configuration. To achieve our goal,
we need to proceed in different steps. First we need to
export the model to clean, correct and simplify it so that it
is small enough to be displayed at a comfortable frame
rate. Then we need to identify and map the axes of the
model to the axes of Nomad, “augmenting” the data of the
model. As Nomad only provides angle or distance values,
a “calibration” phase is then required to position the axis
in the 3D space and set the “zero”. With these
information, we are able to animate the 3D model
precisely with the only actual values of the axis.
Nomad 3D is a cross-disciplinary project that links
Computer-Aided Design (CAD) [3], instrument control
and 3D graphics. The article will navigate through these
different fields.

WORKFLOW
The Nomad 3D project is split into different
applications for which the typical workflow is shown in
Figure 2.

Figure 2: Workflow for an instrument model.
We provide details for each application in the following
sections.

SolidWorks Introduction
Let's begin by a short introduction to CAD and the
SolidWorks data model. SolidWorks and other CAD
software are intended for mechanic's design.
A SolidWorks model is described as a tree hierarchy of
components, each of them saved in a separate file. The
component leaves also called “parts” are the geometries
obtained by a combination of basic 3D geometric shapes addition or subtraction of prisms, cylinders, spheres, etc.
The components that are not the leaves, called
“assemblies” are groups of parts or assemblies (called
sub-assemblies in that case). They also describe how the
sub-components are constrained to each other. A
constraint between two components is called a “mate” and
defines the degrees of freedom of the components from a
relative perspective.

* legoc@ill.eu
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A SolidWorks model can have several configurations
describing different positions of the moveable
components and their visibility, for which an example is
given in Figure 3.

Figure 4: Simplified Nomad 3D common data model.
Figure 3: Model in two configurations having different
positions and visibilities.

Exporter
The first step in our workflow is to obtain a file data
structure adapted to common 3D engines [4], which is
usually called scene graph. Indeed if the component
hierarchy can be directly translated into our structure, the
geometry parts must be converted into a set of triangles.
As we were unable to find an open-source library, we
tried the MathWorks Simscape Multibody Link [5] add-in
which is a SolidWorks plugin to export assemblies to the
Simscape Multibody CAD software. The hierarchy and
geometries were well exported but not the mates and the
configurations. Then we decided to write our own
SolidWorks add-in in C# [6] which has proven to be
successful. The SolidWorks C# API provides full access
to the model data and offers a native function to convert
the geometries into STL [7] files containing a set of
triangles. Finding such a triangulation function was a key
to the success because it was a too difficult task to rewrite
it by ourselves. The API enabled us to save all the
configurations of the model thanks to a good
documentation. Our Nomad 3D add-in has a UI accessible
in SolidWorks once a model is loaded and provides the
desired export functionality. The first step of
simplification of the model geometries is done here by
parameterising the export with a threshold enabling to
eliminate small parts like screws that we do not need in
our final visualisation. When the export is finished, we
have the desired file data structure of which a simplified
data model is shown in Figure 4. Notice that there are
multiple files:

Note that the triangulation is a discretisation algorithm
that we parameterise such that geometries are as coarse as
possible, but they are still too detailed for our goal.

Converter
The Converter application is the second step in the
clean-up and simplification [8] of the model. We could
have extended the SolidWorks C# add-in but we preferred
to write it in Java as it was easier to develop. The
Converter takes as input the exported files and writes new
files. The XML file format is a little bit different. The
main difference being that there is no mate group as they
have been converted. The STL files are converted using a
Blender [9] script to perform a clean-up of the geometries
— bad triangle orientation, double vertices, etc. The
Blender script is also used to generate different levels of
details (LODs) [10] for the geometries. In addition to the
cleaned-up exported geometries, we generate the
decimated geometries for which a ratio is provided by the
user (0.5 is the default value) and the convex hull
geometries. These different levels of details will be useful
for the scalability of the viewer application as the number
of triangles is decreasing according to them. An example
of LODs is given in Figures 5 and 6.

• The main XML file containing the assembly

hierarchy, the configurations, the material and
visibility properties of each component as well as
their mates.
• The STL files containing the geometries of each part.

Figure 5: A SolidWorks goniometer model and its
exported conversion.
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is selected, its associated data can be edited, i.e., the axis,
material and wall properties as shown in Figure 7.

Figure 6: The decimated and convex hull conversions.

Editor
If the Exporter and the Converter applications reduce
and reorganize data of the model, the Editor application
on the other hand is adding information that cannot be
done automatically.
The main goal of the Editor is to define the axes and the
walls of the model. To do it, we must first find the
connected components that move around axis. For that it
is possible to do some kind of clean-up by reorganizing
the model if its component hierarchy and geometry are
not suitable. The Editor allows to:
• Edit the tree: add, remove, move some components.
• Subdivide some geometries: the operation must be

done in an external tool, e.g., Blender.
The subdivision of geometries can be necessary when
we integrate parts designed by an external company.
Then we can focus on the definition of the axes, that is
essential for the animation of the model with Nomad. The
Editor has different steps to add an axis:
• Define the space properties: an axis is associated to a

component and describes how this component can
move relatively to its parent component. The user
must enter its type — rotation or translation — and
define its 3D position — point and direction.
• Map to Nomad: the user must select an axis from the
list provided by Nomad.
• Calibrate: the definition of the “zero” or “median”
position is necessary to correctly animate the model
according to the Nomad values.
• Optional limits: some limits can be added here but
they are only used for visualisation as Nomad
already have some.
The Editor also provides the necessary identification of
the walls of the models by tagging the wanted
components.
From the user point of view, the Editor written in
JavaFX [11] provides a 3D view of the model and a tree
view of the hierarchy of components. To interact with the
different components, the user can hide or show any
component, i.e. all its children and select them, which is
necessary to access the “deepest” parts of the model. The
selection can be done graphically in the 3D view as well
as in the tree view by selecting items. Once a component

Figure 7: Screenshot of the Editor. The front wall is
selected and appears transparent.
The Editor also provides features to edit the
configurations inherited by the SolidWorks model.
SolidWorks does not constraint the number and the
content of the configurations which offers lots of freedom
to the CAD designer. In our case, our Nomad 3D standard
imposes to have one mandatory configuration called
“median” in which all the axes are in the "median"
position, i.e. the zero value in Nomad, and the
components are visible. This special configuration is
mandatory to correctly animate the model and the user
must edit one existing configuration to achieve this.
Depending on the original SolidWorks model
“qualities”, the operations in the Editor to generate a
standard Nomad 3D model for the viewer are not trivial
and may take time.

Viewer
We rapidly decided to choose Three.js [12] as frontend
for rendering and animating our Nomad 3D models.
Three.js is a 3D engine based on WebGL [13] –
implementation of OpenGL ES [14] in JavaScript [15] which offers the current best compromise between
performance and portability. Three.js also has a nice API
and lots of functionalities including a performant
management of the LODs: it selects automatically the
appropriate LOD for a given geometry or part depending
on its distance from the point of view as shown in
Figure 8. A “view distance” parameter controls how close
from the point of view the different LODs are selected.
The more the distance is small, the more the displayed
geometry will be coarse. Our Nomad 3D model has been
designed to be easily loadable, rendered and animated in
Three.js. The resulting code is simple and easy to extend.
The user can change some display options: the opacity
of the walls, the material reflection and the dynamic
shadows can be tuned depending on the performance of
the client computer and adapted to a comfortable
framerate. As backend we use Node.js [16] for which a
V8 C++ addon has been written to communicate with
Nomad. The Viewer is requesting to Nomad the positions
of the axes at each frame enabling a real-time animation
of the model.
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Figure 10: Overview of the Figaro instrument in the
Viewer.

Figure 8: Screenshot of the Viewer showing the LODs
depending on the distance from the point of view.
Now we have developed a cross-platform Electron [17]
application, which is a desktop application (Electron
embeds Chromium and Node.js without any remote
requests). The choice of Three.js offers a lot of flexibility
that will enable us to share the client code for further web,
tablet applications.

RESULTS
We tested the Nomad 3D workflow on the model of the
vertical Time-of-Flight reflectometer Figaro for which the
SolidWorks model has a size of 1.1 G on disk. The
conversion to the Nomad 3D model resulted in a size of
103M on disk. The triangle count of the different LODs is
given in Table 1 and an overview of the model in Figures
9 and 10.
Table 1: The Level of Details of the Figaro Model
Level of details
Cleaned
Decimated
Convex hulls

Triangle count
13 769 502
6 887 424
399 414

We developed successfully the Viewer application that
enables us to animate the model in real-time by Nomad
and see behind the walls. Some demonstration videos of
the Figaro instrument are available on the Nomad 3D web
site [18]. We obtained a 30fps frame rate on a desktop PC
(dual core Intel i5 3.3GHz, Nvidia GT218 512M) for the
Figaro model. However at the time we write, the collision
detection and the set-up of external devices like cryostats
is still ongoing.
The commissioning phase of Nomad 3D on Figaro is
now completed and we are working to extend the
application to other instruments and to get some feedback
from the users.

FUTURE DEVELOPMENTS
Currently on some instruments of the ILL, we use a
rough mechanism to check the potential collisions before
moving the parts for real: we only check the final
positions of the movement. We want to replace this with a
more precise simulation of the movement which takes
into account the full trajectory.
The implementation of the collision detection [19] will
be soon implemented in Nomad 3D and will allow to
solve this: we have to check if wall geometries collide
with non-wall geometries during the movement. However
this is not a so trivial task as different strategies may be
adopted depending on the level of precision we want to
reach and the computer resources we have.
Some new clients will also be developed: a web
application for the ubiquity and a tablet application for a
better user interaction.
These are the incoming developments but some others
will follow as the Nomad 3D concept opens new
perspectives.

CONCLUSION

Figure 9: Overview of the Figaro instrument in
SolidWorks.

We achieved our goal to develop tools to “see” behind
the walls of the instruments without any webcam
providing the first step to the Augmented Reality at the
ILL.
Concretely we can take an ILL SolidWorks model of an
instrument, adapt it to a standard Nomad 3D model
without any modification in SolidWorks and animate it in
a simple viewer. We developed successfully the Exporter,
THAPL05
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Converter, Editor and Viewer applications. We needed to
add some functionalities to the Editor as we were
“exploring” the full Figaro instrument's model. We surely
will need to add some new functionalities to cover all the
ILL moving instruments for which a SolidWorks model
exists, but definitely the way is open to the next
generation of instrument control where the user
experience is at the heart. Nomad 3D mixes mechanics,
CAD, 3D graphics and shows that cross-disciplinary
projects are the future of instrument control. Better
instrument simulation with the online collision detection
will allow to optimise the space and by consequence
measures. Last but not least, the integration of Virtual
Reality devices such as Oculus Rift for a complete
immersion will come up soon.
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C2MON SCADA DEPLOYMENT ON CERN CLOUD INFRASTRUCTURE
B. Copy, M. Braeger, E. Mandilara, F. Ehm, A. Lossent
CERN, Geneva, Switzerland
DIAMON2 handles an average of twenty million
messages per day.

Abstract

The CERN Control and Monitoring Platform (C2MON)
[1] is an open-source platform for industrial controls data
ADAPTING FOR THE CLOUD
acquisition, monitoring, control and data publishing.
C2MON's high-availability, redundant capabilities make
Over the past couple of years, CERN has embraced
it particularly suited for a large, geographically scattered cloud technology by replacing the majority of its
context such as CERN. The C2MON platform relies on computing infrastructure by Openstack at a record pace
the Java technology stack at all levels of its architecture, [3]. Cloud technology presents significant advantages for
and previously imposed the deployment of binary large organizations by allowing a more precise and more
archives that needed to be unpacked and executed locally. agile sharing of available resources. It promotes device
Since end of 2016, CERN offers a platform as a service and location independence by forcing users to design their
(PaaS) offering based on RedHat Openshift [2]. Initially software architectures in terms of remote resources. It
envisioned at CERN for web application hosting, also simplifies reusing and duplication of entire groups of
Openshift can be leveraged to host any software stack due machines for testing and validation purposes. Last but not
to its adoption of the Docker container technology, least, cloud deployments introduce support for load
including the Java dependency stack that C2MON is balancing, circuit breaking and rolling updates in a nearbased upon. In order to make C2MON more scalable and transparent manner, which prior to this would have
compatible with Cloud Computing [3], it was necessary to required the usage of proprietary, complex and
containerize C2MON components for the Docker technology-specific solutions.
container platform. Containerization is a logical process
Cloud technology is perfectly suitable for deploying
that forces one to rethink a distributed architecture in
pre-cloud
era legacy applications thanks to virtualization
terms of decoupled micro-services and clearly identify
technology.
Legacy applications that rely on low-level
dependencies in terms of services, storage requirements,
operating
system
devices (such as storage or network
configuration and connectivity, without ever imposing
any physical considerations, which would in any case adapters) can easily be relocated on a cloud and thus gain
jeopardize the redeployment of the distributed a new home away from any cumbersome hardware
architecture in another cloud environment. In return, the constraints.
deployment of the said distributed architecture becomes
However, with regards to this last point, a number of
reproducible and entirely automatable.
aspects need to be carefully considered in order to benefit
This paper explains the challenges met and the more completely of a cloud infrastructure :
principles behind containerizing a server-centric Java
application, demonstrating how simple it has now become
to deploy C2MON in any cloud-centric environment
(ranging from Openstack Magnum to Docker Swarm, and
of course Openshift).

C2MON USAGES AT CERN
C2MON [1] is a monitoring platform developed at
CERN and since 2016 made available under an LGPL3
open source license. C2MON employs Java messaging,
caching and clustering technologies to deliver robust,
scalable and monitoring of data of any kind, with a
particular focus on industrial control systems.
C2MON is at the heart of the CERN Technical
Infrastructure Monitoring (TIM) that supervises the
correct functioning of CERN's technical and safety
infrastructure. TIM handles about three million messages
per day.
C2MON is also used by DIAMON2 [4], CERN's
accelerator infrastructure to monitor a large majority of
the equipments that compose it, ranging from servers to
consoles, through front-end computers and PLCs.

· Usage of storage, process and network resources.
· Support for failures, low availability, health metrics.
· Support for clustering and configuration injection.

Usage of Storage, Process and Network
Resources
Typical pre-cloud era applications expect a file system
to be available along with one or more local network
connections. Cloud-based deployment can certainly fulfil
such expectations, but for scalability and relocation's
sake, file systems are usually transient (i.e. they are reset
upon restart) and network interfaces typically allocated on
the fly with a randomly-generated hardware address and
attached to a local private, non-routable network.
Likewise, the life cycle of a cloud container hosting an
application is linked directly to its main process ; this
means that a web application server process that stops
will immediately terminate its hosting container and be
signalled to the cloud infrastructure as inactive, ready to
be removed. This is an essential feature of a cloud
infrastructure which allows for unused resources to be
garbage-collected and reallocated immediately. Processes
THBPL01
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must therefore be managed not at the level of the host
they are running on, but at the level of the hosting cloud :
They must log their activity in a central location (any
local activity logs written prior to the process stopping
will be immediately lost) and must be able to clearly
indicate their current status and general health through
easily reachable metrics.
As such, pre-cloud era applications do not support the
aforementioned features. Thankfully, numerous tools such
as logstash [5] or telegraf [6] exist to perform log
forwarding and health metrics publication in a nonintrusive manner and can be easily injected into container
images to extract health metrics from legacy applications .

Support for Failures and Resource Scarcity
Conditions
Cloud environments aim to make the best usage of
resources; commercial clouds indeed charge their users by
the thousandth of CPU unit and per byte of RAM per
second. After decades of Moore's law and multi-core
servers, computing infrastructure users must once again
think carefully about their resource usage. Another
important aspect is the inherent lack of robustness - cloud
machines are based on commodity hardware with a high
failure rate. It is therefore essential for any application to
expose its own load and health metrics, so that the hosting
cloud can intelligently adjust the effort requested from a
given running process.

Support for Clustering and Configuration
Injection
Deployments in a cloud are by definition approximative
and elastic. To benefit fully from such a dynamic runtime
environment, application processes should :
· accept to run in any location inside the cloud that

satisfy its working conditions.
· be able to self-configure according to existing meta-

data that is injected in their environment by the
hosting cloud.
By accepting to run in any location, cloud deployments
are more effective if they only specify "soft preferences"
over "hard constraints". For instance, an application
server node can deploy as part of a cluster by either :
· expressing the preference that it wants to run as close

as possible to the database server nodes backing it.
· mandating the constraint that it must run on the same

node as a database server (to avoid network latency
for instance).
In the former, the hosting cloud will be more resilient,
as it can relocate or re-instantiate the application server
node anywhere within reach of the backing database with
more flexibility, giving the service a better chance of
remaining in nominal condition. In the latter, the
application server node may have to wait until suitable
resources on a database hosting node become available.
Adapting an existing application for the cloud requires
the adoption of new habits with regards to resources,
monitoring and configuration. While these points are
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nothing fundamentally new in the world of computing,
these points have become a necessity in a cloud, and
environments such as Red Hat Openshift [2] will not be
able to deploy the application at all.
Once such considerations have been addressed, the
application components must be "containerized" to be
sent to the cloud. Containerization is a systematic process
that can be both frustrating and rewarding, as it forces a
software developer to inspect and sanitize entirely the
technology stack he or she can easily take for granted. It
always starts from identifying the most minimal operating
system and set of dependencies generic enough to operate
the application then refines the image in terms of software
artefact injection, configuration support, user privileges
and possible dependency on other containers.

CONTAINERIZATION PROCESS
Cloud containers are wrappers around a single process,
allowing said process to benefit from the operating system
services it expects to find (e.g. access to a file system,
access to network handles, access to low-level system
libraries ).
In order to containerize an existing application, the
following steps are necessary :
·
·
·
·

Identify a minimal base image.
Inject software artefacts via a delivery pipeline.
Add support for external configuration.
Review minimal required user privileges.

Identify a Minimal Base Image
Cloud containers are essentially "a computer inside a
computer". However the container does not need to
replicate all functions and services of a computer - first
off, it can perfectly forego the presence of unnecessary
devices and services; second, it can piggyback on the host
computer's essential features such as its kernel, process
management and, if needed by the application it executes,
even hardware devices. It is therefore recommended for
the container to run off a base container image, exhibiting
only minimal functions. As container technology
emerged, dedicated operating system distribution such as
Alpine Linux can fit in a few megabytes what is needed to
execute a process. Naturally, these minimal base images
need to be enriched with the required software artefacts,
as very few modern applications are developed without
relying on a large number of software dependencies.

Inject Software Artefacts via a Delivery Pipeline
The application's compiled code (typically executable
files) needs to be injected inside the container image.
Build systems such as Apache Maven or Openshift
S2I [7] already support the creation of a container image
and injection of build artefacts directly into the image, as
well as the deployment of the container to the cloud. Such
a sequence is typically referred to as "a delivery
pipeline" [8], whereby the source code of an application
can be automatically delivered to a runtime environment
without interruption of service via rolling upgrades.
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Add Support for External Configuration
At runtime, the application needs to obtain information
to adapt its behaviour. For instance, it might want to know
if it is a test or production instance, where it can store
persistent data etc... Applications such as C2MON expect
environment variables and Java system properties, along
with well-defined files to be provided upon start-up.
Container technology solves these problems by injecting
file system mount points (typically referred to as
"volumes") and environment variables. Modern cloudcentric applications prefer distributed key-value stores
such as ZooKeeper [9] over configuration files and
environment variables - this allows a centrally managed
approach with support for versioning. Spring Cloud
Configuration [10] is also a very compelling solution for
applications written with the Spring Framework such as
C2MON, it integrates transparently with source
versioning systems such as Subversion or Git, making it
very simple to deploy and with a lower cost of
maintenance than ZooKeeper, and still allows to upgrade
to a ZooKeeper backend should the situation require it.

Review Minimal Required User Privileges
Containers in a cloud environment must be isolated
from each other as much as possible to ensure they are
easily replaceable and that they do not impact any other
third-party applications that could be co-located in the
same cloud. Container technology places a strong
emphasis on security and stopping "container escape" the possibility for a container application to escape its
boundaries and interact with the host operating system,
allowing an attacker to gain control of the cloud
infrastructure the application is running on. The first line
of defence against container escapes is to ensure the
container runtime user has no privileges on its host
system. One popular strategy for cloud implementations is
to assign containers a random user identifier, ensuring the
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container runtime is unprivileged. It is rather unusual for
traditional applications to operate that way, and steps
must be taken to grant enough privileges upon start-up to
this randomly assigned user [11].

Specify Dependencies on Other Containers or
Non-Cloud Based Resources
Applications in an enterprise-type environment such as
CERN rarely operate by themselves : they depend on
existing services and resources available on a large scale
(for instance naming directories, enterprise database
servers). Since containers aim to run a single process
inside each instance, it is preferable to deploy one type of
container per architecture element present in the
application (e.g. application server, web front-end server,
message broker). As stated earlier, containers cannot
make any assumptions about the location of other
containers they depend on. The hosting cloud
environment is the one in charge of orchestrating
deployment and only it knows where each container is
actually located. As a result, cloud hosting platforms tend
to group distinct types of containers into services.
Services declare a known ingress point, from which
requests are then dispatched to individual containers
fulfilling the same function [12]. This allows containers to
be added, destroyed or upgraded without any loss of
service, and dependent containers always know how to
obtain service. Furthermore, if the service implementation
is stateless or capable of clustering, such an indirection
can transparently support load-balancing and circuit
breaking which further contributes to the robustness of the
overall application.
Access to non-cloud based resources also relies on
service definitions (typically through a known network
address). In that case however, advanced features such as
load-balancing or health monitoring cannot be provided
by the cloud itself.
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Figure 1: C2MON general architecture.

C2MON TECHNOLOGY STACK
Using C2MON and the CERN cloud infrastructure as a
case study, let us consider each of its constituting
elements before evaluating how suitable they are for
cloud deployment.
Figure 1 presents the general C2MON architecture.
The C2MON architecture relies on the following
majors components :
·
·
·
·
·

ActiveMQ Message Brokers
Clustered caching
DAQ processes
Configuration persistence and archiving
Client interfaces

ActiveMQ Message Brokers
ActiveMQ is a message broker software. C2MON uses
ActiveMQ brokers for all its message exchanges (with the
exception of web broadcasting, which relies on the cloudenabled Atmosphere framework). ActiveMQ is a robust
and widely used messaging service. Its implementation
however is synchronous, by opposition to asynchronous
messaging facilities such as Apache Kafka [13], thereby
limiting its general performance. The ActiveMQ project
was introduced in 2001 and its architecture is not
currently a natural fit for a cloud deployment in the
CERN cloud environment : It only supports cluster
member auto-discovery via multicast, which is not
allowed in the CERN Openshift infrastructure, and its
configuration relies on file system resources and system

properties, which as explained in section "Add support for
external
configuration",
reduces
its
scalability
opportunities.
Another important limitation of ActiveMQ is that it
relies primarily on TCP communications through wellknown ports, which are inapplicable in a cloud
environment, where hostnames and ports cannot be relied
upon. ActiveMQ supports other transport protocols such
as HTTP, but tests proved that this implementation is
incompatible with high-availability proxies such as
HAProxy - as long running DAQ sessions eventually
cause HAProxy to run out of memory.

Clustered Caching
C2MON uses EhCache and Terracotta to maximize its
availability and performance. Similarly to ActiveMQ,
Terracotta does not support cluster auto-discovery - it
relies on hostnames or IP addresses, both inapplicable in a
cloud environment. Redundant terracotta can however be
deployed by declaring one cloud service per server, with
the obvious consequence that such a setup would have to
be scaled up manually.

DAQ Processes
DAQ processes are configured via property files and
environment variables. They do not support redundancy
or clustering, deploying them in a swarm would therefore
bring no benefit.
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Figure 2: C2MON deployment over the CERN cloud infrastructure.

Configuration Persistence and Archiving
C2MON can archive data to ElasticSearch or an Oracle
or MySQL database. It also persists its runtime
configuration to a relation database such as Oracle or
MySQL. CERN already provides a high-availability
ElasticSearch cluster service, as well as a database on
demand service that supports MySQL and Oracle. In the
case of an environment were neither would be provided,
new high-availability database implementations such as
CockroachDB that is fully compatible with PostgresDB is
an ideal candidate to move relational databases to a cloud
environment. In our case, this option was not explored
due to lack of resources.

Client Interfaces
C2MON can expose its data to users through two
mechanisms :
· the Web UI, which is an administrative interface to

C2MON internals. Not destined for end-users, it is
an essential tool to monitor a C2MON cluster. It
relies on a stateless application server, requires little
to no configuration (since it merely reflects the one
contained in its C2MON cluster) and is an ideal
candidate for cloud deployment.
· the WebSocket client extension which provides
scalable streaming support for end-user web
interfaces. Based on the Atmosphere framework and
compatible with numerous clustering back-ends, it is
also ideal for cloud deployment.
Now that we have reviewed each architectural element,
we can review our actual implementation in the CERN
environment.

CLOUD MIGRATION RESULTS
Figure 2 presents the final C2MON cloud deployment
as performed over the CERN cloud infrastructure. The
CERN cloud offers, amongst others, two implementations
particularly suited for C2MON deployments : Openshift
and Openstack Magnum [14].
Openshift, as implemented at CERN, is aimed at web
hosting. All incoming traffic is handled by HAProxy, a
high-availability load balancer that also prevents other
types of trafic. As explained in the “ActiveMQ Message
Brokers” section, the ActiveMQ HTTP transport is illsuited for long-running sessions and causes HAProxy to
run out of memory.
The Openstack Magnum hosting infrastructure on the
other hand supports general purpose cloud hosting via the
Docker swarm [14] technology, which allows TCP traffic
and well-known ports and services, making it possible to
deploy C2MON server instances, albeit without any
support for high-availability and load balancing.
Other elements such as the C2MON Atmosphere
service or the C2MON Web UI service are ideally suited
for Openshift, supporting rolling upgrades and automated
deployments out of the box.
Migrating existing applications to make the best out of
a cloud environment, if not effortless, is nevertheless
possible with the help of a suitable build and deployment
infrastructure, and provided enough attention is brought to
deployment specificities, security requirements and load
balancing constraints imposed by the hosting cloud.
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Abstract
ESO is in the process of designing a new instrument control application framework for the ELT project. During this
process, we have used the experience in HW control gained
from the first and second generation of VLT instruments
that have been in operation for almost 20 years. The preliminary outcome of this analysis is a library of Statecharts
models illustrating the behaviour of some of the most commonly used devices in telescope and instrument control
systems. This paper describes the architectural aspects
taken into consideration when designing the models such
as HW/SW state representation, common/specialized behaviour, and failure management. An extension to Harel’s
formalism to facilitate reusability by dynamic creation of
orthogonal regions is also proposed. The paper details the
behaviour of some devices like shutters, lamps and motors
together with the rationale behind the modelling choices.
A mapping of the models to a concrete implementation using real HW components is suggested. Although these
models have been designed following the principles of our
conceptual architecture, they are still generic and platform
independent, so they can be easily reused in other projects.

INTRODUCTION
For more than 20 years, the Control Instrument Software
group at the European Southern Observatory (ESO), has
provided to universities and consortia a software framework to build instruments for the Very Large Telescope
(VLT) and Interferometer (VLTI) facilities located at Cerro
Paranal in the Atacama desert in Chile.
Part of the framework is dedicated to the monitoring and
control of devices such as shutters, lamps, motors, and piezos. For each type of device there are several implementations available on the market. These implementations
usually differ in some mechanical or electrical characteristics like accuracy, speed, size, and power consumption,
however their logical behaviour is often very similar. The
goal of this paper is to promote the creation of libraries of
behavioural models for devices commonly used in control
systems, so that they can be shared in various projects and
organizations. These models could be reused for design
documentation, system analysis, simulation, and model
transformations.
The rest of the paper is organized in five sections. The
first section focuses on the motivation for the adoption of
StateCharts XML as the modelling language. The following section describes an extension to the Statecharts formalism to introduce the concept of templates in the domain
of state machines. The next two sections are dedicated to
___________________________________________

† landolfa@eso.org

the description of the devices’ common and specific behavioural models. The last section provides some indication on
how to map the models into concrete SW artefacts.

MODELING BEHAVIOUR
The selection of the modelling language has been driven
by two main requirements:
1. It shall allow to create models that are independent from specific implementation platforms
2. Syntax and semantic shall be standard and precise.
The motivation for the first requirement is to facilitate
the usage of models in projects that have adopted different
technologies and tools. The second requirement aims to
avoid misinterpretation and to allow automatic model
transformation and execution.
We have evaluated three possible modelling languages
all based on variations of the Statecharts formalism [1, 2]:
 SysML State Machines
 OPC-UA data model for State Machines
 StateChart XML
SysML language [3] has been standardized by the Object
Management Group (OMG) but only a subset of the language, the so called Foundational UML (fUML), has precise semantic [4]. Recently OMG has started a working
group to specify the semantic of SysML/UML State Machines: the Precise Semantic for State Machines (PSSM)
[5]. Unfortunately, no recommendation has been released
yet and we are not aware of any available implementation.
Since the devices we want to model are very often controlled via PLCs, we investigated the possibility of modelling their behaviour using OPC-UA data model which is a
de-facto standard for industrial automation and is defined
by the OPC Foundation [6]. OPC-UA data model offers a
syntax to model a subset of the Statecharts features leaving
the definition of the missing parts to the user. The semantic
specification is not provided.
StateChart XML (SCXML) is a recommendation released in 2015 by the World Wide Web Consortium (W3C)
specifying an event-based state machine language derived
from Statecharts [7]. At the moment of writing, SCXML
seems to be the only option that provides a precise syntax
and semantic definition and that can be easily exchanged
thanks to the textual XML representation.
Textual models are easy to edit and compare but they can
be more difficult to understand than diagrams. This is especially true for Statecharts since the notation takes advantage of intuitive topological concepts like composition
[8]. To overcome this problem, we have defined a mapping
between SysML/UML State Machines and SCXML and
developed an open source tool, called COMODO, to transform SysML/UML State Machine models, saved in Eclipse
THBPL02
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Modeling Framework XMI format, into SCXML documents [9, 10].
SCXML documents can be executed at run-time by interpreters that conform to the SCXML standard. W3C provides the source code in a Lisp-like language for a possible
implementation of the SCXML execution algorithm. It also
provides a set of test cases with the expected results that
can be used to verify the compliance of the implementation
to the standard syntax and semantic.

EXTENDING STATECHARTS
Traditionally Statecharts models were translated into
code to be compiled. To take effect, a change in the behaviour defined in the model would require a recompilation of
the application implementing the model. With an SCXML
interpreter, the model is parsed and loaded in memory. It is
therefore possible to apply on-the-fly modification at application start-up (e.g. during the parsing of the SCXML
document) or even at run-time (in this case a re-initialization of the application may be required). The ability of
changing the model when the application starts-up allows
the customization/specialization of generic Statecharts
“templates”. As an example, consider the case of an instrument being able to control a configurable number N of
identical detectors. One possible way of modelling such an
instrument is to dedicate one orthogonal region for each
detector. With the compiled based Statecharts, this approach cannot be adopted since the number of regions is
known only at start-up/configuration time and not at modelling or compilation time.
In SCXML, or in general with Statecharts interpreters, it
would be enough to model one single region and to tell the
parser at start-up to create N clones of that region. To implement such a feature, the name of the Statecharts elements that need to be cloned, are marked using an identifier
within two special characters: ‘#identifier#’. For example:
the event START to start acquiring images can be marked
with START_D# and, if cloned twice, would be transformed into two events: “START_D1” and “START_D2”.
The cloning of Statecharts elements that contains other
sub-elements, e.g. composite states or orthogonal regions,
requires that every fully contained sub-element is also
cloned whether marked or not. An example of sub-elements which are not fully contained are the transitions entering or leaving an orthogonal region that is marked to be
cloned.
This extension in the Statecharts notation helps in reducing the modelling effort and increasing model re-usability.

COMMON BEHAVIOURAL PRINCIPLES
AND CONVENTIONS
The models of the devices presented in the next section
follows some common design principles and conventions
which are reported hereafter.

Events Abstraction
The events that trigger the state transitions in our models
are an abstraction of the real platform specific HW signals
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and SW commands, timers, notification, etc. To facilitate
the understanding of the model, events are represented by
identifiers in capital case with a postfix indicating the type
of event: “_CMD” for requests, “_SIG” for HW signals,
and “_INT” events generated by the internally by the control application.

Actions and Do-Activities Abstraction
An action is a task that can occur during a transition
(transition action) or when entering or leaving a state (entry/exit action). Its duration should be short since it blocks
the processing of other incoming events.
A do-activity is a long-lasting task that is started when
entering a state and is terminated when the state is exited.
The do-activity is executed concurrently with the processing of other events and is usually implemented with a
dedicated thread or using co-routines.
In SCXML it is possible to specify the full implementation of the actions directly in the model. We decided to
keep the models simple and platform independent by using
simple identifiers (in CamelCase style) to specify actions
and do-activities (to distinguish between the two, do-activities identifiers have a “Do” prefix) and to leave the development of the corresponding code at the implementation
phase. For each action the developer is supposed to implement a free function or a method of a class and for each doactivity the corresponding threading behaviour.

State Semantics
The states used in our models represents both the status
of the HW under control and the control SW status. In case
of ambiguities, priority is given to the HW. For example,
consider an open command successfully applied to a shutter device. After a while the shutter is closed manually by
a person. From the SW perspective, the state should be
OPEN because of the last command successfully applied
while for the HW point of view the state should be
CLOSED due to the HW signal. With our convention, the
priority is given to the HW and therefore the state is
CLOSED. An alternative solution is to model HW and SW
states separately using orthogonal regions. This approach
presents the drawback of increasing the size and complexity of the model.

Root State
Our models present a composite state that include all
other states. This state, called in the examples “ROOT”,
does not represent any real HW or SW state. It is used to
deal with events that should be processed in any state, like
a base class in object-oriented design. For example, a STATUS_CMD that returns the current state configuration of
the device can be modelled as an internal transition in the
ROOT state so that it is accepted at any time. Similarly, it
should be possible to terminate the application via the
EXIT_CMD regardless of the current state configuration.
Figure 1 shows the ROOT state using the graphical
SysML/UML Statecharts notation while the corresponding
SCXML representation is shown in Figure 2.
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Figure 1: The ROOT state with an internal transition to deal
with the STATUS_CMD command.

Figure 2: The SCXML representation of ROOT state.

Common and Specialized Behaviour
Within the ROOT state two types of behaviour are modelled: the behaviour common to all devices and the one that
is specific to the given type of device (shutter, lamp, motor,
etc.). The common behaviour is like a protocol that all devices implement to facilitate monitoring and control activities. It is composed of two states: STANDBY, to deal with
the device initialization, and OPERATIONAL, to indicate
that the device is ready for operation, as shown in Figure
3. STANDBY contains NOTREADY, INITALIZING,
READY, and FAILURE sub-states describing the state of
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the device before, during and immediately after the initialization procedure. The device initialization is triggered by
the INIT_CMD and performed in the INITIALIZING state
by the DoInit activity. If the procedure succeeds, the state
READY is reached otherwise the transition to
NOTREADY is taken. The actions InitStart, InitComplete,
and InitAbort can be used to implement the start and the
successful or unsuccessful completion of the procedure.
HW failures and SW errors occurring during the initialization procedures are detected by the DoInit activity and
modelled with the ERRINIT_INT event. HW failures
within the STANDBY state but outside the scope of the initialization procedure are modelled with the ERRHW_SIG
event which brings the system to NOTREADY. The RESET_CMD can be used from any state to go back to
NOT_READY and allows to repeat the initialization procedure. The transitions from STANDBY to OPERATIONAL and vice-versa can be performed using the ENABLE_CMD and DISABLE_CMD commands.
The specialized device behaviours, described in the next
section, are modelled by adding sub-states and transitions
to
the
OPERATIONAL
and,
if
needed,
STANDBY/READY states.
An alternative approach is to use two orthogonal regions:
one to model the common behaviour and another one for
the specialized behaviour. However, the states of the common behaviour may not be compatible with the specific behaviour states. For example, a motorized device which is
in STANDBY/READY should not be allowed to be in also
in MOVING state. These incompatibilities could be
avoided using guards on the transitions with the undesirable effect of increasing the model complexity.

Figure 3: Diagram of the behaviour common to all devices.
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Failure Management
We have adopted two different strategies to deal with
failures. Failures occurring during system start-up or initialization (i.e. within the STANDBY state) should force a
full re-initialization since the goal is to prepare the system
for reliable operation (e.g in Figure 3 the signal
HWOK_SIG to recover from a HW failure brings the system to STANDBY/NOTREADY regardless of whether the
device was already initialized). On the other hand, during
operation (i.e. within the OPERATIONAL state), the goal
is to try to increase system availability (i.e. system downtime should be minimized) and therefore a failure should
not force a full re-initialization of the device. If a full reinitialization is required, it should be invoked explicitly via
the RESET_CMD.

LIBRARY OF DEVICE MODELS
We have modelled the behaviour of the following type
of devices:
 Digitally controlled shutters
 Lamps with intensity control and digital or analog
feedback
 DC and Stepper motors
 Multi-axes analog piezos

Shutter
The specific behaviour of a shutter is shown in Figure 4.
Digitally controlled shutters have two physical states at
rest: OPEN and CLOSED. The initialization procedure
loads and applies the initial device configuration and, if
successful, transitions to STANDBY/READY/OPEN or
CLOSED, depending on the configuration.
When enabled via the ENABLE_CMD, the device becomes OPERATIONAL. Within the OPERATIONAL
composite state, the sub-states OPENING and CLOSING
have been introduced to support slow shutters. The
DoOpen and DoClose activities are in charge of starting the
movement of the device and monitoring its position. Once
the final position has been reached the HW (or the do-activities) can trigger the ISOPEN_SIG or ISCLOSED_SIG
events to transition to the steady state OPEN or CLOSED.
In case of failures while opening or closing, the
ERR_INT event is generated by the do-activities to transition to OPERATIONAL/FAILURE. This includes the case
of too slow movement and any error conditions detected by
the SW. HW failures, for example loss of communication,
are signalled via the ERRHW_SIG event which moves the
system in OPERATIONAL/FAILURE state. It is possible
to recover by trying to open/close the shutter using the
OPEN_CMD/CLOSE_CMD or via the RESET_CMD that
would then force a re-initialization of the device. Recovery
is automatic when the HW indicates, via the ISCLOSED_SIG/ISOPEN_SIG signals, the actual state of
the shutter.
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In case of inconsistencies while in a steady state, the HW
has priority as it is indicated by the transitions from OPEN
to CLOSED on ISCLOSED_SIG event and vice-versa on
ISOPEN_SIG event.

Lamp
The specific behaviour of a lamp is shown in Figure 5.
In addition to the ON and OFF states, a lamp may need to
warm up to reach a stable light source (in intensity and
wavelength). For that purpose the WARMING state has
been added. Some lamps are sensitive to frequent on/off
switching and are protected by a cooling down cycle represented in the model by the COOLING state. The
DoSwitchOn/Off activities switch the device on/off and
wait for the ISON_SIG/ISOFF_SIG feedback from the device before transitioning to the WARMING/COOLING
states. It is possible to configure the device so that the
WARMING/COOLING states are bypassed. In this case
the DoSwitchOn/DoSwitchOff activities would trigger
the ISWARM_INT/ISCOOL_INT event instead of waiting
for the ISON_SIG/ISOFF_SIG feedback.
In the WARMING/COOLING states the DoWarmUp
and DoCoolDown activities wait for a certain configurable
period to allow reaching the correct temperature.
The rest of the model is similar to the shutter device, including the error and failure handling.
Note that it is possible to stop the warming up of the
lamp but not the cooling down. This is a safety measure to
avoid damaging the device.

Motor
The behaviour of a motor device is shown in Figure 6.
The model allows to move, stop, and calibrate the axis. The
calibration of the axis is represented by the SETTINGPOS
state and is triggered by the SETPOS_CMD. The movement of the motor, can be in position or velocity. It is represented by the MOVING state and is triggered by the
MOVE_CMD. In case of moving the motor in position, the
DoMove activity detects the completion of the movement
and issues the MOVEDONE_INT event to transition to the
STANDSTILL state. In case of moving the motor in velocity, the STOP_CMD is needed in order to stop the movement and cause the transition to STANDSTILL. It is also
possible to interrupt ongoing motion with another
MOVE_CMD and to change on-the-fly the velocity and
the target position, or to change from position to velocity
or vice versa
When moving, the DoMove activity checks for SW position limits, following errors, etc. and reports them with
an ERR_INT event (or dedicated events) which in turn triggers a transition to OPERATIONAL/FAILURE.
Depending on the type of failure (e.g. following error),
it might be necessary to reinitialize the device (via the RESET_CMD) or it might be possible to recover by simply
issuing a new MOVE command (e.g. in case of hitting a
SW limit).
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Figure 4: Diagram of the shutter specific behaviour. The STANDBY/NOTREADY and STANDBY/FAILURE states
with related transitions are not shown since are identical to Figure 3. Actions are not shown to improve readability.

Figure 5: Diagram of the lamp specific behaviour. The STANDBY/NOTREADY, STADBY/FAILURE and
STANDBY/INITIALIZING states with related transitions are not shown since they are similar to the shutter.

Motor
The behaviour of a motor device is shown in Figure 6.
The model allows to move, stop, and calibrate the axis. The
calibration of the axis is represented by the SETTINGPOS

state and is triggered by the SETPOS_CMD. The movement of the motor, can be in position or velocity. It is represented by the MOVING state and is triggered by the
MOVE_CMD. In case of moving the motor in position, the
DoMove activity detects the completion of the movement
THBPL02
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and issues the MOVEDONE_INT event to transition to the
STANDSTILL state. In case of moving the motor in velocity, the STOP_CMD is needed in order to stop the movement and cause the transition to STANDSTILL. It is also
possible to interrupt ongoing motion with another
MOVE_CMD and to change on-the-fly the velocity and
the target position, or to change from position to velocity
or vice versa
When moving, the DoMove activity checks for SW position limits, following errors, etc. and report them with an
ERR_INT event (or dedicated events) which in turn trigger
a transition to OPERATIONAL/FAILURE.
Depending on the type of failure (e.g. following error),
it might be necessary to reinitialize the device (via the RESET_CMD) or it might be possible to recover by simply
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issuing a new MOVE command (e.g. in case of hitting a
SW limit).

Piezo
The behaviour of a multi-axes piezo device is shown in
Figure 7. The device can be moved to a given target position, represented by the INPOS state, using the SETPOS_CMD or it can follow a trajectory, within the AUTOPOS state, computed and applied by the DoComputePos activity. Since the positioning of a piezo device is
almost immediate (usually no feedback is provided), there
is no need for transition states like MOVING in the case of
the motor device. It is enough to execute the SetPosition
action that applies the voltage to the piezos, to execute a
SETPOS_CMD request.

Figure 6: Diagram of the motor device behaviour.

Figure 7: Diagram of the piezo device behaviour.
THBPL02
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Any error encountered by the DoComputePos activity or
the SetPosition action (e.g. position out of range) is reported via the ERR_INT event (or using dedicated events)
and leads to the OPERATIONAL/FAILURE state. Recovery from the OPERATIONAL/FAILURE state can be performed trying a new SETPOS_CMD, or via the DISABLE_CMD / ENABLE_CMD sequence, or using the RESET_CMD and followed by a re-initialization.
The
transition
from
OPERATIONAL
to
STANDBY/READY on the DISABLE_CMD is safe since
the outputs are disabled via the ZeroOutputs action.

MAPPING MODELS TO PLATFORM
SPECIFIC ARTEFACTS
The models described in the previous section can be used
in several ways. They can be included in the design documentation, executed for simulations using an SCXML interpreter, or transformed into different types of artefacts to
allow formal verification and facilitate SW development
[11, 12].
We have used the models to develop PLC code for the
TwinCAT 3 platform [13] and to build device simulators in
Python for the Extremely Large Telescope (ELT) project.
Since there isn’t an SCXML interpreter for PLCs yet, we
have mapped (manually for the moment) the models into
PLC code using a traditional state transition table. Events
are mapped to constant integers and the same is done for
the states. Actions are mapped to PLC functions while doactivities are transformed into code that is executed at each
PLC cycle but only if the state containing the do-activity is
active.
The simulators are built by linking together an SCXML
interpreter and the implementation of the custom actions
and do-activities. As SCXML interpreter we have used a
Python library developed at ESO (scxml4py), but there are
other libraries available for several programming languages.
The models can also be transformed with the COMODO
tool into skeleton applications for one of the ESO existing
SW platforms like the VLT SW, Alma Common Software,
Java/RabbitMQ, and Java Pathfinder [9].

CONCLUSION
We have presented a library of models describing the behaviour of some devices included in the new instrument
control application framework for the ELT project. The
models are not bound to any specific implementation technology and therefore they could be reused by other organizations in different projects.
The models described in this paper can be found in the
Open Model Based Engineering Environment (OpenMBEE) GitHub repository under the Comodo/Models directory [14]. Open-MBEE is an initiative to facilitate
multi-tool and multi-repository integration across engineering, computing, and management disciplines [15].
We plan to extend our model repository by adding the
models of tracking devices and supervisory processes with
the goal creating a catalogue of behavioural patterns. At the
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same time, we are going to continue the investigation on
how to extend the Statecharts notation to facilitate behavioural inheritance.
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Abstract
The ALMA Common Software (ACS) framework provides Bulk Data Transfer (BDT) service implementations
that need to be updated for new projects that will use ACS,
such as the Cherenkov Telescope Array (CTA) and other
projects, most of them having quite different requirements
than ALMA. We propose a new open-source BDT service
for ACS based on ZeroMQ, that meets CTA data transfer
specifications while maintaining retro-compatibility with the
closed-source solution used in ALMA. The service uses the
push-pull pattern for data transfer, the publisher-subscriber
pattern for data control, and Protocol Buffers for data serialization, having also the option to integrate other serialization
options easily. Besides complying with ACS interface definition to be used by ACS components and clients, the service
provide an independent API to be used outside the ACS
framework. Our experiments show a good compromise between throughput and computational effort, suggesting that
the service could scale up in terms of number of producers,
number of consumers and network bandwidth.

the specific requirements of the planned instruments that
CTA will deploy. Specifically, ACS must support the Observation Execution System (OES) work package, which is
the control system of CTA that includes high-level control
and coordination of the detectors, instrument control and
configuration, triggering system for detecting target events,
data acquisition pipeline and graphical interfaces for science
and engineering use cases [4].
Between these new challenges for the framework, we
found much more demanding bulk-data transfer (BDT) requirements, because CTA will use cameras with very large
readout targets, and their respective servers will be not designed to store the data locally (e.g., [5]). Moreover, concurrent events in the array are expected (indeed events need to
be stereoscopic to be considered as a detection), and simulations predict large event rates (> 10 KHz) [6]. Consequently,
data needs to be transferred rapidly to a data center that
will store the results. This paper presents our proposal for a
new BDT service that uses state-of-the-art technologies to
achieve this goal.

INTRODUCTION

ACS BULK DATA TRANSFER SERVICE

The Cherenkov Telescope Array (CTA) control software
decided to reuse ALMA Common Software (ACS) [1],
which is a distributed framework for high-level control specially tailored for array control [2]. ALMA itself is not
developing new features nor upgrading actively their technologies because the observatory is currently in production
phase. Further development has been taken over by the ACS
Community Branch [3], a fully open source branch of ACS,
with the objective of upgrading the software without the
ALMA constraints, replacing closed components by open
source alternatives and working on packaging to streamline
installation and simplify future development.
Even though CTA will use ACS as its base distributedsystem broker, the requirements are different from ALMA.
Besides the straight-forward differences (e.g., hardware
drivers, wavebands, two sites), the CTA instruments will
generate much larger volumes of data in bursts (events),
and not more or less continuously like in ALMA antennas.
Therefore, the CTA software development group needs to
upgrade this framework to avoid obsolescence and to meet

The current next-generation BDT service (BDT-NG) used
in ALMA is based on RTI Distributed Streaming System [7],
and it is tailored for their transfer rates and the package
sizes [8], which differ substantially compared to the needs
of CTA. Also, it is closed-source solution which involves
licensing issues. A previous open-source version was available, but it is considered deprecated and it is not supported
any more, leaving the ACS community branch without an
implementation of a key feature of its architecture.
Despite these technical differences, the core characteristics of the BDT service remain similar. The control software
architecture of CTA, specifically the Data Acquisition subpackage (DAQ) [9], defines the requirements of the BDT
service that suits CTA, and proposes using the ZeroMQ
library for this task. ZeroMQ would be used for the data
transference among servers, with the use of Protocol Buffers
for data serialization and language abstraction, through its
Interface Description Language (IDL) interface1 .
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A ZeroMQ-based Bulk Data Transfer Service
Both ZeroMQ and Protocol Buffers are off-the-shelf tools
that would allow in combination to transfer CTA’s bulk-data
1

This IDL is different from the one used in CORBA-based systems such
as ACS.
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over distributed systems without using the nowadays outperformed CORBA communication proposed by the general
ACS architecture nor using proprietary tools like in ALMA.
Moreover, this combination also provides support for multiple programming languages, replicating one of the main
advantages of ACS.
Therefore, we developed a ZeroMQ-based Bulk Data
Transfer Service (BDT-Z) prototype for ACS towards meeting the CTA requirements. The main characteristics of our
prototype are:
• It is an open-source alternative for the ACS community
branch, completing a missing key service of the ACS
architecture.
• It is built under DAQ sub-package requirements, allowing the sub-package to focus on protocol buffer serialization and data types, while BDT-Z manages data
transfer.
• It can work as a standalone BDT or be integrated to any
other project that needs a BDT service, because besides
providing an ACS interface it includes an independent
C++ API’s included.
The BDT-Z prototype has been developed in C++ in order
to address the producer-consumer problem faced by BDT.
It has two connection points among Sender (i.e., producer)
and Worker (i.e., consumer). The first is the data transfer,
where the Push-Pull pattern was selected. Previously, RouterDealer pattern was implemented, but proposed changes in
ZeroMQ will deprecate it in future versions. For data control,
Publisher-Subscriber pattern is used, allowing the sender
to notify every worker when the data stream has ended. It
could also be used to notify other kind of events, but ACS
has its own notification service.
The architectural design of BDT-Z was based on BDT-NG,
where the notion of data transfer are called Flows, which are
grouped into Streams. This grouping can be done regarding
the different data each byte is related to. To operate data
serialization, BDT-Z can send raw byte arrays or protocol
buffer serialized messages. This two initial types can be
easily extended to other serialization options, as the base
data type is raw content.
Currently, we have not yet fully integrated BDT-Z to ACS.
While we comply with the basic interface proposed by ACS
for BDT, we have not mounted the appropriate test environment to validate our implementation. However, we have
tested the service using stand-alone executable files. In the
next section, we present these results.

PERFORMANCE EXPERIMENTS
The key concern in a BDT service is the throughput. The
objective is to obtain a high bit per second count while minimizing the number of messages, in order to harness the most
of the packet size (related to the MTU). The higher the bit
per second speed is, the more data we can send through the
"wire", while having a precise count of messages, optimizes

Figure 1: Throughput and msg/s of dummy data between 2
servers for different packet sizes.

the CPU use. In theory, a higher packet size gives more
throughput and less CPU usage, but in practice this is not
always true, and the packet size is not something we can
always choose.
The preliminary experiments of this section provide insights on the behaviour of the BDT-Z service by measuring
the throughput and messages per second passed. Please note
that firewalls were kept up and the CentOS 7.3 operating
system was used in all the servers.

1-1 over Ethernet
The first experiment consist in sending 1 million messages
over a Gbit Ethernet network as fast as possible with a 1-to-1
configuration (one sender, one worker). We have used two
general-purpose desktop workstations for this experiment.
The test was run for different messages size ( 2, 4, 8, 16, 32,
64, 128, 256, 512, 1024, 2048, 4096 and 8192 bytes). The
whole test was performed 3 times.
Dummy Data To establish a baseline throughput we
sent randomly generated “‘dummy” messages of various
sizes between two idle systems, with a standard network
configuration (MTU: 1500).
The result of the baseline measurement is shown in Figure 1. This correspond to the ideal behavior: the messages
per second drop from 5 millions using a few bytes to less
than 1 million with packet sizes around a kilobyte. On the
other hand the throughput increases until saturation near
700 Mbps. We suspect that the main reason for not arriving
to the network limit was the moderate power of the workstation’s cores.
Image Data A more realistic scenario is presented in
Figure 2, where we generate an image of an equivalent size to
the constant one million messages depending on the packet
sizes. Now, the best throughput is not when using the larges
packet size, but only 512 kilobytes, reaching near the 70%
of the bandwidth anyway. Between the multiple causes of
the degradation of the throughput curve for the large packet
sizes we found:
THBPL03
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Figure 2: Throughput and msg/s of an image between
2 servers for different packet sizes.
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Figure 3: 1-1 throughput and msg/s using different packet
sizes through Infiniband.

• By using a file rather than dummy messages, the fread
function produce a growing impact on disk I/O as the
packet becomes larger.
• The CPU use for creating packages that might have
surpassed de MTU 1500 size, considering protocol
overhead, causes a slower production of packages to be
sent over the network and therefore, a lower throughput
for byte sizes over 1024.
Even though these issues will only improve in more realistic
scenarios (e.g., SSD, fiber cables and jumbo-frame switches),
the experiment allow us to observe how a throughput-curve
degradation looks like.

N-N over Infiniband
The experimental configuration of the past section is
clearly not very realistic: CTA’s camera servers will need a
much more performant network and consuming servers. In
this section we present the bulk-data transfer experiments
between two rackable servers with 24 cores (1200 MHz)
and 128 GB of RAM each, connected through an 40/60 Infiniband network over FDR. The servers are also connected
through Ethernet interfaces for normal traffic, while Infiniband is only used for bulk-data transfer. In this paper, we
show only experiments using a symmetric number of senders
and workers for simplicity. We have run the same experiment
than the previous section 24 times in this setup, increasing
by one the number of cores used at each iteration.
Infiniband vs Ethernet Just for completeness, we report in Figure 3 the 1-1 results for this high-performance
setup. Comparing to Figure 2, we can see that we achieve
more that 7 Gbps when using very large packet sizes of
1 MB in Infiniband, but comparable values in terms of msg/s
and throughput are found at the 1KB level (and below) but
without degradation.
Two Workers If we increase the number of workers to
two (and the senders also to two), we can observe the natural
throughput increment in Figure 4. While the messages also

Figure 4: 2-2 throughput and msg/s using different packet
sizes through Infiniband.

increases, now we have two senders to generate and two
workers to process them. We can observe that both curves are
very similar to the 1-1 experiment, showing no degradation.
Twelve Workers This behaviour remains similar for the
following experiments, as can be shown in Figure 5, where
we can observe that the maximum throughput has increased,
but the curves remain very similar to 1-1 or 2-2.
Thirteen Workers In Figure 6 we observe that for 1 MB
packet sizes, the throughput started to fall compared to 512
KB. The same behaviour can be found consistently in 10
of the 11 next experiments, while not important perturbations are found in the msg/s curve. Please note that in this
experiment we are using (at most) the 70% of the bandwidth,
so the network limitation is not the problem. Indeed, with
more than 20 workers (and 20 senders) and with packet
sizes of 512 KB we approach to the 100% of network usage.
Therefore, we need to study the nature of the degradation of
the throughput when using too large packet sizes, in order
to setup the appropriate size depending on the number of
workers and senders available.
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Figure 5: 12-12 throughput and msg/s using different packet
sizes through Infiniband.

Figure 7: Summary of throughput and msg/s for large packet
sizes with respect to the workers.
Figure 6: 13-13 throughput and msg/s using different packet
sizes through Infiniband.
Workers and Packet Sizes In Figure 7 we summarize
the results for the last five points in the previous figures.
In other words, we show the evolution of different packet
sizes as we increase the number of workers/senders. The
degradation effect described above can be clearly observed
as the 512 KB curve surpass the 1 MB one at the 13-13
experiment. Moreover, We can observe an interesting valle
for the throughput near the 12-12, not only for the 1 MB
packet size, but for all of them. Also, the clearly logarithmic
behaviour of the msg/s is also perturbed near 12-12.

NEXT STEPS
First of all, we need to complete the integration to ACS,
modifying ACS’s database (i.e., the CDB), to run BDT-Z
with ACS on startup and measure the overhead that RPC
communication will cost. Also, some modifications to the
IDL governing the BDT-Z need to be suggested to the ACS
community branch. Once the integration is complete, new
measurements can be taken to complete a full behavioral
analysis of the BDT-Z performance.
In terms of the experiments, we need to explore first the
impact of using simultaneous streams for several senders

nodes and several worker nodes. Also we need to understand the impact of asymmetrical senders and workers, to
estimate the number of worker nodes that we need with respect to the actual number of camera servers given a network
infrastructure.
Alternative approaches using Distributed Streaming System such as Apache Kafka has been considered, but concerns
regarding overhead have discouraged it in favor of ZeroMQ.
However, the use a Distributed File System such as HDFS
(based on Google File System) is a promising direction that
should be considered and measured against the ZeroMQ
solution in the future.
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THE DESIGN OF TANGO BASED CENTRALIZED MANAGEMENT
PLATFORM FOR SOFTWARE DEVICES
Z. G. Ni†, J. Luo, J. Liu, X. W. Zhou, Institute of Computer Application, China Academy of
Engineering Physics, Mianyang City, China
Abstract
Tango provides the Tango device server object model(TDSOM[1]), whose basic idea is to treat each device as
an object. The TDSOM can be divided into 4 basic elements, including the device, the server, the database, the
application programmers interface. On the basis of the
TDSOM, we design a centralized platform for software
device management, named VisualDM, providing standard servers and client management software. Thus the
functionality of VisualDM are mutli-folds: 1) dynamically
defining or configuring the composition of a device container at run-time; 2) visualization of remote device management based on system scheduling model; 3) remote
deployment and update of software devices; 4) registering,
logouting, starting and stopping devices. In this paper,
platform compositions, module functionalities, the design
concepts are discussed. The platform is applied in computer integrated control systems of SG facilities.

INTRODUCTION
The large-scale scientific experimental facility consists
of a number of systems, units and components, For exam-

ple: The National Ignition Facility (NIF)’s ICCS[2][3] is a
layered architecture of 300 front-end processors attached
to nearly 60,000 control points and coordinated by supervisor subsystems in the main control room. Each component is basically a control unit with independent control
algorithms, such as valves, motors, CCD, etc. These associated control units are combined to a sub-system. These
control objects in the software embodied as one of the
software device, the relationship between software devices includes combinations and dependencies. After a large
number of cases, the controlled device management becomes a problem, how to effectively deploy, monitor,
upgrade and visualize a huge number of devices is a topic
worthy of study. Centralized Management Platform
named VisualDM is designed to address this issue.

DEVICE MONITOR BASED ON JIVE OR
ASTOR
Jive[4] is a standalone JAVA application designed to
browse and edit the static TANGO database. Jive can
manage and create devices, properties and classes in Fig.
1. Jive also offers advanced search/selection features.

Figure 1: Jive and Astor running interface.
Astor[5] is a Java program using Swing classes. Astor
CONTROL SYSTEM SOFTWARE
displays a tree where nodes could be a family of hosts,
and leaves are hosts where a Starter (a program belonging
STRUCTURE
to tango) device server is registered in database, as proA human-built system with complex behaviour is often
vided in Fig. 1.
organized as a hierarchy[6]. For example, in Fig. 2
These two programs have a common feature: the mana command hierarchy has among its notable features
aged device is equal, is flat, determined by the tango
the organizational chart of superiors, subordinates, and
framework. This flat management of devices is suitable
lines of organizational communication. Hierarchical confor the debugging phase, not suitable for the running
trol systems are organized similarly to divide the decision
phase. During the running phase the operator is facing the
making responsibility. Each element of the hierarchy is a
view of system objects, is a hierarchical view.
linked node in the tree. Commands, tasks and goals to be
___________________________________________
achieved flow down the tree from superior nodes to sub† email address: drops.ni@caep.cn
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ordinate nodes, whereas sensations and command results
flow up the tree from subordinate to superior nodes.
Nodes may also exchange messages with their siblings.

Figure 2: Control system software structure.
The Integrated Computer Control System of inertial DLOADER
confinement laser facility is a hierarchical control system.
DLoader is a server program, similar to the ordinary
The control system is divided into three layers: integrated
tango
server. The difference is that device instance is
control layer, system service layer, device service laydynamically
loaded by DLoader, depending on the regiser[7][8], as provided in Fig. 2. The device service layer is
tration
information
as provided in Fig. 4. As the registraresponsible for the control integration of devices with
tion
information
changes,
the DLoader loads a different
independent logic. The system service layer is responsible
for the coordination of all related devices within the sys- device instance when it runs again. Each device class
tem level. The integrated control layer is responsible for generates a dynamic library that exists as a binary file. To
organizing the scheduling relationship between the sys- increase or change the device class is very convenient,
tems to achieve system-wide sequential control schedul- only need to update their corresponding dynamic library.
Add two functions named RestartClass and KillClass to
ing.
the DServer class, which makes it possible to dynamically
upgrade a device class.
IMPLEMENTATION
VisualDM implements soft device lifecycle management including software device deployment, upgrade,
registration/logout, start/stop, status monitoring, fault
alarm, etc. The platform consists of three programs:
DLoader, Starter++, VisualDM in Fig. 3, where Starter++
is a collection of DLoader and libStarter.so.
Figure 4: Dloader loading the dynamic library at run-time.

Starter++

Figure 3: VisualDM platform composition diagram.

Starter++ is similar to the Starter feature in the Tango
toolset, which adds deployment and upgrades to the original functionality. Starter ++ is a standard software that
must be installed when the embedded front controller is
online. After that, the remote client (VisualDM) completes the deployment and registration of the software
device through the deployment function; in the software
device maintenance process, if you need to upgrade the
device, through the remote client can achieve the device
dynamic library upgrade and restart function.
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Device Monitor Model (DMM)
As provided in Fig. 5, the rules of Device Monitor
Model are as follows：
1. Each tango device is a node that can be monitored.
2. There is a dependency between nodes, which can be
expressed by acyclic directed graphs.
3. The combination of nodes is a collection node.
4. Give role permissions to manage nodes.
5. The actor belongs to a specific role and can belong to
multiple roles.
The control functions of the node monitoring device include startup / restart / stop, registration / logout, deployment / upgrade, and so on. The status displaying function
of the node monitoring device includes device running
status, device state and status, front node status, and so on.
If it is a collection node, the total status is displayed.

Figure 5: Device monitor model diagram.

Implementation of Device Management Based
on DMM
Based on the device monitor model, VisualDM implements the full lifecycle management of the software device, including: device class management, device deployment, monitoring visualization (editing and running),
user management and so on. Fig. 6 is the monitoring
interface of VisualDM.
1. User management: different roles see different pages
after the user logging in. The roles are admin, manager, operator, monitor, etc.
2. Import the dynamic library of the device class: Open
the platform software named VisualDM, Go to the
menu to import the dynamic library, import new device or new version of the device to the device library, you need to describe in detail the operation of
such device and special requirements.
3. New node monitoring device: According to the device class in the device library, generate new devices,
configure the host and server to which the device belongs, deploy the device to the corresponding host,
register the device into the database, run and test it.
4. Design monitoring screen: From the list of devices on
the left, drag the node monitoring device or collector
node to the right of the monitoring editor page, connect nodes according to dependencies. The collection
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of all newly generated nodes in the right monitoring
editor page is saved as a new collector node. This
collector node can be embedded as a node in other
monitoring screens.

Figure 6: VisualDM running the monitoring interface.
5. Run the monitoring program: In the monitoring process, the monitoring screen is hierarchical, from
macro to micro, layer by layer refinement. As shown
in the figure, the background color of each node represents the overall state of its parent node; the green
circle on the left side of the node indicates its own
state. Users can control according to their own authority. In Table 1, We defined the color monitoring node state.
Table 1: State of the Monitoring Node and Associated
Color
State
NOT STARTED
UNKNOWN
INIT
FAULT
DISABLE
OFF
STANDBY
MOVING
…

Associated
Color
black
grey
beige
red
magenta
white
yellow
Light blue
…

CONCLUSION
Design and implementation of VisualDM meet the diverse needs of different users monitoring, solving a problem with a single monitor screen is difficult to meet all
user needs in the past. The platform allows users to independently define a variety of monitoring interfaces and
dependencies, and provides a production process of software device from scratch, while real-time monitoring of
device running status. With the continuous operation of
facility, when we encounter new needs，we will continue
to optimize the platform software to protect the long life
cycle of the control system. In the future we hope to
achieve adaptive deployment, load detection and other
functions.
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THE ELT LINUX DEVELOPMENT ENVIRONMENT
F. Pellegrin*, C. Rosenquist,
European Southern Observatory, Garching bei München, 85748, Germany
Abstract
The Extremely Large Telescope (ELT) [1] is a 39-metre
ground-based telescope being built by ESO [2]. It will be
the largest optical/near-infrared telescope in the world and
first light is foreseen for 2024.
The overall ELT Linux development environment will
be presented with an in-depth presentation of its core, the
waf [3] build system, and the customizations that ESO is
currently developing.
The ELT software development for telescopes and
instruments poses many challenges to cover the different
needs of such a complex system: a variety of technologies,
Java, C/C++ and Python as programming languages,
Qt5 [4] as the GUI toolkit, communication frameworks
such as OPCUA [5], DDS [6] and ZeroMQ [7], the
interaction with entities such as PLCs and real-time
hardware, and users, in-house and not, looking at new
usage patterns. All this optimized to be on time for the first
light.
To meet these requirements, a set of tools was selected
for the development toolkit. Its content ranges from an
IDE, to compilers, interpreters, analysis and debugging
tools for the various languages and operations. At the heart
of the toolkit lies the modern build framework waf: a
versatile tool written in Python selected due to its multiple
language support and high performance.

ELT SOFTWARE NEEDS AND
CHALLENGES
While choosing the software technologies that the new
ESO telescope will use, many factors were taken into
account, for example:
 Construction time and lifetime of the project;
from the project start to the first light almost a
decade will pass by and the operational time is
estimated to be at least 30 years. Technologywise these are very long timespans.
 Different scope; some parts of the new
telescope require very fast, real-time, either
computation hungry or low-level, operations
while others are used for post-processing or
data management where timing is not strict but
high level abstraction may be required.
 Different developer base; the ELT project will
be prepared with efforts of ESO engineers,
external contractors and consortia of scientific
institutes.
Given these factors a series of basic requirement are
therefore set on the software technologies to be used:

*






Must be maintainable in the long term and as
accommodating as possible to new future
developments and requests
The software tools available must be able to
cope with both low-level; real-time near
hardware, and high-level; user facing or data
abstraction situations depending on the scope
of the software component being developed.
Certainly it is difficult to find a single solution
for all these so different needs. This may mean
that a selection of complementary tools should
be offered.
The software environment must take into
account a distributed and non-homogenous user
base, working at different premises and with
different knowledge bases and goals. Trying to
simplify common use cases should be an
important asset, while not limiting the
possibilities for advanced users.

The current plan is to develop most of the software, with
the exception of some PLC based development, on the
Linux operating system. Where specifically needed the
Linux real-time extensions [8] will be used and possibly
specific lower level network throughput optimization
libraries may be used to satisfy both timing and bandwidth
requirements.
The main programming languages selected for the
project are C/C++ chosen for its high performance and low
level capabilities, Java for its higher level of abstraction
and Python as a versatile scripting language that offers high
productivity. Language standards requirements had been
set to relatively new standards: C++11, Java 8 and Python
3.x are the current baseline.
The graphical user interface toolkit selected is Qt5,
giving the possibility to build advanced, portable and
performant interfaces in both C++ and Python.
Network communication will be IPv4 based and on a
higher level the aim is to support multiple application level
protocols to increase the expandability and interoperability
of the project with different communication patterns and
features that may be needed by a specific project feature
implementation. While a general abstraction layer is
planned to be developed to ease the integration, it is
planned that OPCUA, DDS, ZeroMQ as well as an internal
UDP based protocol will all be part of the project and
extensively used.
A big challenge for the development environment is to
try to make all these different technologies work together
and in a harmonious way. While it may be easier to find
optimized domain specific build systems, visual
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development environment and other tools for each
language, it is much harder to try to find one that fits all
and therefore optimizes the overall ELT development
experience as a whole.

THE DEVELOPMENT ENVIRONMENT
The selected base distribution for the Linux development
environment is CentOS [9]. CentOS is a community
maintained enterprise distribution based on the Red Hat
Enterprise Linux [10]. The usage of an enterprise focused
distribution guarantees solidly tested packages, long term
support and updates. The drawback of this choice is that
the latest version of technologies or packages may arrive
relatively late or have to be introduced separately, but these
problems can be addressed with usage of technologies like
containers that permit creation of customized isolated
environments that works on top of a stable base.
Compatibility with RPM [11] packaging format and a
vast userbase provide on the other side accessibility to
many additional packages or features, for example the
CERN [12] maintained real-time kernel extensions just to
mention one of the most important ones. Internal knowhow, due to use of same or similar distribution also for
other ESO projects, is also an important asset.
Relatively recent standards chosen for the programming
languages calls for relatively recent tools. On the C/C++
side the availability of the Red Hat Developer Toolset [13]
via the Software Collections [14] provides a complete and
updated toolset of the GNU Compiler Collection [15] and
other support tools, such as the GNU debugger [16],
profiling tools such as Valgrind [17] and gcov [18] and
system debugging tools such as strace [19] and
SystemTap [20]. For unit test creation the googletest [21]
framework was selected. Static analysis tools such for code
checking and syntax checking are currently Cppcheck [22]
and cpplint [23] but with great interest on the LLVM [24]
collection and specifically Clang [25] compiler tools for
code checking and formatting, as well as to the evolution
of this complete compiler package.
While Python 3.x is now present in most of the recent
distributions, even if coexisting with Python 2.7.x for
compatibility with some system applications, to guarantee
an updated and fully customized list of modules, ranging
from communication to big data management and from
scientific calculation to number crunching, the Anaconda
Python distribution [26] was selected. The usage of such a
distribution gives the possibility to prototype early and
share code with the current ESO Very Large
Telescope [27] software that adopted it recently as well.
Unit testing preparation is natively supported using the
unittest [28] module and users are allowed to write tests
also using the doctest [29] format, both being then
executed and managed by a test runner such as
Nosetests [30]. Code style and error checking is also
supported by the standard tool pylint [31].
Finally, for Java 8 support the OpenJDK [32]
implementation, now mature and as widely adopted as the
closed source counterparts, was selected. Unit testing
preparation is supported with the additional free software
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framework TestNG [33] with the addition of Mockito [34].
Code style and error checking are done respectively using
Checkstyle [35] and FindBugs [36].
Another important decision to try to maximize the
productivity of the developers was which integrated
development environment, IDE, to propose and try to fully
support in the development environment. While each of the
languages used may have some specific very optimized
IDE, and it will still nevertheless come up to a matter of
personal preferences. The best choice given the range of
different languages, and as a consequence tools, was the
Eclipse Foundation product, Eclipse IDE [37]. This IDE,
with a couple of very well maintained plugins, supports all
the languages and related tools described.
The common cross language tool for inline
documentation was the Doxygen [38] package, supporting,
in worse case with minimal additional filters, all the
languages requested and producing standard HTML based
online documentation.
As the GUI toolkit the Qt5 framework was chosen over
a series of other candidates. The framework provides high
quality and performant graphical widgets that can be used
in control systems and other parts of the telescope. This
choice of course narrows the UI programming to C++ and
Python, as Java support is almost non-existent, and calls
for usage of specific Qt tools to manage code generation
and graphical resources used.

BUILD SYSTEMS
One big challenge given the three different languages
and the user interface framework, plus of course other
language independent resources such as configuration files
or media files, was to try to find the best build system
solution.
A first idea was based on having multiple build systems,
specific per language, and then somehow orchestrate their
execution. But this would make the environment quite
chaotic, require knowledge and maintenance of different
build scripts. Further it would preclude having a global
knowledge of dependencies and therefore the possibility
for full support for mixed language software modules,
reliable incremental builds and full parallelization of the
build tasks which was a requirement.
C/C++ projects are usually built with systems such as
GNU Make [39], possibly automatically created by a
system such as autotools [40] for the configuration stage,
or CMake [41], with some exceptions on more recent
systems such as Meson [42] or Bazel [43]. Qt5 based
projects usually start from the Qt specific qmake [44] tool.
The Java world is split with various solutions such as
Ant [45], Maven [46] and Gradle [47]. Python has
distutils [48] and setuptools [49]. Each of the tools listed is
mostly focused for that specific language, making it
difficult to apply to another language: so while building C
files with Ant or Java files with CMake is technically
possible, it is awkward and highly inefficient.
Other important requirements for the build system are:
 efficiency and parallelization,
 automatic dependencies management,
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off-tree builds,
ease of integration with present and future
external tools like code generators or test
runners,
possibility to define a multiple input to multiple
output relations, an important problem with e.g.
GNU Make et al.,
presence of a build command concept to allow
execution of independent build steps, e.g.
documentation generation or code linting and
built in logging and debugging support.
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NTPsec [55], a secure implementation of the
NTP protocol
The waf build framework is also used by gaming
companies: projects where a lot of custom actions,
different languages and different pre-processing tools have
to interact and be coordinated to create the final result.
The waf developers community is quite active and
releases are done regularly.
To mitigate the risk associated with a smaller user base,
the project can be forked in worst case and maintained by
ESO as the code base is not very big†.

THE WAF BUILD SYSTEM

WAF USAGE AND EXAMPLES

The waf framework is an open source project started in
2005 whose goal is to abstract specific language needs,
managing everything as generic builds or support tasks,
keeping focus on portability and speed of execution.
Specifically, waf already has extensive support for the
three languages needed for the ELT, and in addition a long
list of other ones, support for the Qt5 framework
peculiarities, Eclipse IDE project generation, test unit
running and many other interesting features.
All the configuration files are written in Python, not a
custom domain specific language such as CMake, and
therefore all build scripts, extensions and customizations
can take advantage of having a full-fledged modern
programming language, extended with waf build
framework concepts, as the base. Being based on Python,
with support from versions 2.5.x to modern 3.6.x, it can run
on many different platforms that provide a Python
interpreter, most notably Linux, Windows and MacOS.
Dependencies are automatically tracked internally in the
project or supported easily from external sources using as
input the information supplied by the standard pkgconfig [50] configuration metainformation tool.
Build decisions are made by comparing hashes instead
of the traditional timestamp method that e.g. GNU make
uses. The hashes are created using inputs from input source
files, the resulting build environment, the Python build
functions and other variables. This means that it does not
suffer from timestamp related issues like clock skew on
NFS mounts and will not perform redundant build steps.
For example, the modification of a simple comment in a
C++ source file will recompile the source file but will not
re-link any target as the object file remains the same.
While waf is a less known tool and has a smaller user
base compared to other bigger names, it has still some very
important projects using it, for example:
 Samba [51],
the
standard
Windows
interoperability suite for Linux
 RTEMS [52], an open-source real-time
operating system
 NS3 [53], discrete event network simulator
 Ardour [54], multiplatform DAW suite

The waf framework is configured using build scripts,
named wscripts, which are Python scripts in which classes
and functions are used to interact with the underlying waf
framework. Usually they can be more than one in a project,
nested on various subprojects and can be executed
recursively. Although it is important to note that waf build
scripts are not handled by respawning another instance of
waf but by executing the additional files and building up
the whole internal dependency structure, the recursive
Make problem [56] is not an issue.
All the phases of the project, from configuration, to
build, to testing, to installation, to distribution, are defined
in this file and any phase defined is then invoked on the
command line as a waf command that effectively executes
the operation.
Let’s try to introduce waf with a couple of concrete
examples for the practical ELT use cases.
VERSION='0.0.1'
APPNAME='cxx_test'
top = '.'
out = 'build'
def options(opt):
opt.load('compiler_cxx')
def configure(conf):
conf.load('compiler_cxx')
conf.check(header_name='stdio.h', features='cxx')
def build(bld):
bld.shlib(source='a.cpp', target='alib')
bld.program(source='m.cpp', target='app', use='alib')
bld.stlib(source='b.cpp', target='foo')
The simple mentioned example defines a C++ project
which builds a shared library (shlib), a program using it
(the use directive defines the dependency) and a static
library (stlib). In the configuration step external
dependencies for a C++ compiler and an additional header
are defined.

†

The core codebase of waf is roughly 5000 source lines of code
(SLOC), which roughly compares to the features of GNU Make which
has about 30000 SLOC. This does not include some features provided
by waf where autotools is typically used instead.
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With this small script and by invoking waf on the
command line with the configure, build, install and dist
commands we can effectively manage the whole
application lifecycle: the configuration will find on the
system the required dependencies of the project, the build
will execute the build steps when needed, the install will
copy the files to a predefined destination tree using
standard Unix conventions for file types that can be
otherwise overridden and the dist will create a
customizable package that can be easily delivered. Of
course each step can be greatly customized and additional
steps can be easily added writing Python code.
fede@eelt /tmp/a $ waf configure
Setting top to
: /tmp/a
Setting out to
: /tmp/a/build
Checking for 'g++' (C++ compiler)
: /usr/bin/g++
Checking for header stdio.h
: yes
'configure' finished successfully (0.116s)
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Going even higher level if we want to implement a Qt5
Python based application, with the support of automatic
Qt5 UI, user interface definition, files and resources
conversion, we would see something like the following
example:
def options(opt):
opt.load('python pyqt5')
def configure(conf):
conf.load('python pyqt5')
conf.check_python_version((3,5,0))
def build(bld):
bld(features="py pyqt5",
source="src/test.py src/gui.ui",
install_path="${PREFIX}/play/",
install_from="src/")
bld(features="pyqt5", source="sampleRes.qrc")

fede@eelt /tmp/a $ waf build
Waf: Entering directory `/tmp/a/build'
[1/6] Compiling a.cpp
[2/6] Compiling m.cpp
[3/6] Compiling b.cpp
[4/6] Linking build/libalib.so
[5/6] Linking build/libfoo.a
[6/6] Linking build/app
Waf: Leaving directory `/tmp/a/build'
'build' finished successfully (0.288s)

In this example Python and the Qt5 bindings, both
PyQt [57] and PySide [58] are supported and will be
scanned at configure phase, are requested along with a
minimal version of Python. In the build section a script and
a Qt UI file are defined to be processed and installed in
custom positions along with a Qt5 resource file, which will
be transformed by the appropriate tool into a Python class
whenever one of the referred resources will change in the
source tree.
New commands can be added to the framework by just
adding them as Python functions to the wscript:

In a similar fashion also defining a Java based project is
very easy, adding classic Java concepts to the recipe:

def hello(ctx):
print('hello world')

def configure(conf):
conf.load('java')
conf.check_java_class('java.io.FileOutputStream')
conf.env.CLASSPATH_NNN = ['aaaa.jar']

And since it is Python anything can be done depending
on the user’s needs.
Custom rules for target generation can be easily written:

def build(bld):
bld(features = 'javac jar javadoc',
srcdir = 'src/',
outdir = 'src',
compat = '1.6',
sourcepath = ['src', 'sup'],
classpath = ['.', '..'],
basedir = 'src',
destfile = 'foo.jar',
use
= 'NNN',
javadoc_package = ['com.meow' ],
javadoc_output = 'javadoc',
)
In this case the configuration phase defined that the Java
compiler and tools will be searched, together with a check
on the existence of a specific class and definition of a
custom classpath. In the build phase directories to use are
defined, destination archive to generate, usage of the
custom classpath and how to create the documentation.

def build(ctx):
ctx(rule='tac ${SRC} > ${TGT}', source='foo.txt',
target='bar.txt')
Or more generically an extension based rule:
TaskGen.declare_chain(
name
= 'sample1',
rule = 'codegen ${SRC} ${TGT}',
ext_in = '.in',
ext_out = ['.a1', '.a2'],
)
In this case, when registered, any file with the .in
extension will be run through the codegen utility to
generate both .a1 and .a2 files.
From a developer point of view, it is also important to
notice that waf has a lot of debugging aides and tools built
in, giving the possibility with the zones to display filtered
information useful for bug hunting, for example the
internal tasks generated, dependencies or commands
executed.
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THE WTOOLS EXTENSIONS
Although waf build scripts can be simple and readable
as shown in the previous section, an important aspect is
also to make build scripts easy to maintain, simple as
possible for developers that are unfamiliar with waf and to
allow new feature roll out without changing the build
scripts or waf itself. The ESO waf extension wtools was
created to permit this while still allowing developers to
make full use of waf if needed.
The simplest use of wtools reduces the build scripts to a
single line that specify the primary artefact and only those
attributes where the defaults are unsuitable. Currently the
following primary artefacts are supported:
 C/C++ program, shared and static library,
 Python program and package,
 Qt5 C++ or Python program and
 Java JAR packages.
For example, a C/C++ program may look like this:
from wtools.module import declare_cprogram
declare_cprogram(target=”foo”, use=”bar”)
By declaring the software module type, a C/C++
program in the example, the wtools extension will create
not just the primary artefact but also an associated unit test,
create the linting command, installation instructions and
more. It does this by populating the wscript with
definitions expected by waf using Python’s introspection
capabilities. It can be principally thought of as a
parameterized expansion macro that results in definitions
for the different waf commands in the wscript.
By also levering strong conventions on how software
modules are structured wtools knows where to find source
files, headers, unit tests etc. using ant-like pattern
matching. The result is something akin to the following for
the build command:
def build(ctx):
bld.auto_cprogram(target=”foo”, use=”bar”)
The auto_cprogram symbol is a method registered by
wtools in waf which when invoked takes care of creating
the standard artefacts as required, including the C/C++
program primary artefact and secondary artefacts like unit
tests or Qt resources.
Not all use cases can be foreseen or supported in wtools
so by using this method indirection allows the developer to
provide their own implementation of the build command to
customize the behaviour while still make use of the
automatic artefact creation.
For example, if the same sources need to be used to build
two flavours of a program using different compilation flags
the developer can still use the wtools-registered method
auto_cprogram to leverage the automatic artefact
declarations while allow room for attribute customizations:
from wtools.module import declare_custom
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def build(ctx):
ctx.auto_cprogram(target=“targetA”, name=”targetA”,
defines=”A=1”)
ctx.auto_cprogram(target=“targetB”, name=”targetB”,
defines=”B=1”)
declare_custom(provides=[“targetA”,
depends=[])

“targetB”],

By declaring the module to be custom with
declare_custom, the developer can still inform wtools
about what the software module provides and depends on.
Using this information wtools automatically finds
unresolved dependencies in the project during the
configuration phase and tries to resolve them on the
system. For the moment dependency resolution with pkgconfig is supported, but more will likely follow.
If necessary, the developer can still opt out of wtools
completely and write their own wscripts. The disadvantage
of this is that this wscript would then have to be maintained
by hand to e.g. make use of new features or update to
support newer versions of waf. These are otherwise things
that can be implemented centrally in wtools and
automatically rolled out to all other modules.

ADOPTION AND FUTURE WORK
A first version of the ELT Linux development
environment described is already now in use by early
adopters: developers, ESO personnel and external
companies. The feedback from real usage is now a very
important asset to help improve and extend it constantly.
Similarly, the development environment is also already
in use to execute automatic tasks and quality reporting on
the continuous integration system, based on the
Jenkins [59] open source automation server, and used as a
solid base for the ELT testing framework to execute in. All
these components together will constitute the ECM, the
ELT Control Model, a small scale but representative subset
of the ELT telescope control system that will give the
possibility to test and validate the software at ESO site in
Europe before it is installed on the final setup.
The current feeling is that further requested
improvements to the build framework can be, compared for
example with the previous VLT experience based on GNU
Make, added and managed in a much easier and flexible
way, thanks to the versatility of the powerful Python
language and the infrastructure offered by the waf package
and wtools layer. The centralized management of features
given by wtools makes it easier to roll out improvements
without the need of modification on the user level. The
debugging and study of malfunctions with the integrated
facilities is notably easier than the bare-bone facilities
provided by GNU Make.
Nevertheless, with the full-fledged adoption of the
environment, when all the software activities will be ongoing, we realize that a committed team has to be allocated
to follow its evolution and, especially to help new users to
adopt it, being a very different technology from the ones
previously used. In this direction it is important to mention
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that appropriate documentation, planned internal
presentations and a growing list of ready to run examples
are top priorities.
One of the future important decisions currently being
under investigation and prototyping, for which the ELT
Linux development environment will have to be adapted,
is to deal with the deployment of the prepared artefacts.
This includes technologies related to containers and
container orchestration, generation of independent
packages that can be easily deployed and distributed
avoiding dependency hell situations and solutions for
process management and supervision.
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HIGH PERFORMANCE RDMA-BASED DAQ PLATFORM OVER PCIE
ROUTABLE NETWORK
W. Mansour†, N. Janvier, P. Fajardo, ESRF, Grenoble, France
Abstract
Current and upcoming 2D X-ray detectors for synchrotron radiation applications are capable of producing data
rates in the range of 1-100 GB/s. Existing industrial protocols do not provide suitable data acquisition solutions
for handling efficiently such a high-throughput data
streams. A generic and scalable RDMA-based data acquisition platform called RASHPA, designed to address these
detector needs, is introduced in this paper. The FPGA
implementation as well as the Linux-based software stack
is detailed. Finally, the paper presents a demonstrator
integrating RASHPA over a routable PCIe network.

INTRODUCTION
The improvements of integrated circuits manufacturing
technologies and processes, applied to the last generations
of 2D X-ray detectors, result in a significant increase in
the produced data rates. The ESRF has undertaken the
implementation of a generic and scalable data acquisition
framework as one of key essential components for the
development of new advanced high performance detectors for scientific applications [1].
One of the key and specific features this new framework is the use of remote direct memory access (RDMA)
for fast data transfer. RDMA consists on the transfer of
data from the memory of one host or device into that of
another one without any intervention of the CPU. This
permits high-throughput, low-latency networking. Companies are investing more and more into this feature,
already applied to high performance computing, by integrating it into their network cards and communication
adapters. Some of the available technical solutions are
Infiniband [2], RDMA over Converged Ethernet (RoCE)
[3] and internet Wide Area RDMA Protocol (iWARP) [4],
to name few.
The Peripheral Component Interconnect Express (PCIe)
[5] bus is a high-speed serial computer expansion bus
standard, which uses shared parallel bus architecture, in
which the PCI host and all devices share a common set of
addresses. In other words, PCIe have a direct access to the
memory of the system. For RDMA based applications,
PCIe is an ideal option due to its reliability, scalability,
low latency and native integration. In fact, over the years,
PCIe has become the default peripheral interconnect of
x86 based platforms, it has a built-in support for control
flow, data integrity and packet ordering, thus no need for
additional protocol layers. In addition to that, its bandwidth can be adjusted depending on the number of used
lanes. Many initiatives have been launched to start using

the PCIe-based RDMA to accelerate communications in
data centres [6-8].
Despite these benefits, the limited availability of PCIe
over cable products and the lack of standardization of
optical cabling form is still an issue [1].
RASHPA (RDMA-based Acquisition System for High
Performance Applications) is the generic framework for
detector data acquisition currently under development at
the ESRF. It is optimised for the transfer of 2D detector
data, i.e images, and it relies completely on RDMA
mechanisms. When implemented over a low latency PCIe
over cable network, RASHPA is able to push data, at very
high speed into the address space of one or several
backend computers. The scheme provides a high standardization level in the data transmission pipeline from the
detector up to the software application for further processing, visualization or storage.
This paper details the FPGA implementation of RASHPA at the detector side, as well as its carefully designed
Linux software stack. In addition to that, a demonstrator
integrating RASHPA over a routable PCIe over cable
network is also presented.
The paper is organised as follows: Section 2 introduces
the RASHPA concept and architecture. Section 3, presents
the hardware and software implementation of RASHPA
and the interaction between both. Section 4 shows the
RASHPA prototype and experimental results. Conclusions
and future perspectives are discussed in section 5.
Detector

Data Transport

Backend

Image stream
ROI
Metadata

memory

Event stream

switch

Figure 1: Block diagram of a RASHPA network.

RASHPA CONCEPT
As a framework, RASHPA defines a set of functional
concepts as well as the hardware and software interfaces.
It also implements a generic, non hardware specific middleware running on the backend computers. For practical
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implementation, the ESRF is also developing a set of
hardware blocks that allow building and integrating the
required functionality in the in-house developed detectors
in conformity with the RASHPA specifications.
RASHPA allows detectors to push data (images, regions of interest (ROI), metadata, events etc...) directly
into one or more backend computers as depicted in Figure
1. RASHPA’s main properties are its scalability, flexibility
and high performance. It is intended to have an adjustable
bandwidth that can be compatible with any backend computer. Although the examples in this paper are based on
PCIe, RASPHA is in principle independent of a particular
type of data link, as long as the data link supports RDMA
and routability over a network to dispatch the data to
multiple destinations.

Figure 2: RASHPA behavioral diagram.
RASHPA allows Detector Modules (DM) to push data
into Backend Computers (BC). Although the usual data
destinations are RAM system memory buffers, other
possible destinations under investigation are Graphical
Processing Units (GPU), coprocessors and disk controllers. BC’s receiving data from the DM are called Data
Receivers (DR). BC’s configuring and initializing RASHPA are called System Managers (SM) which can act as a
DR as well. librashpa, a software library is responsible of
providing to the detector software application the required
functions to configure initialize and control RASHPA
hardware. librashpa should be integrated in all the DRs
and the SM. It does not provide any kind of inter-
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communications between multiple DRs and does not have
any link with the DM. This behaviour is illustrated in
Figure 2.
Figure 3 is a conceptual diagram of how the RASHPA
framework fits the data transmission pipeline of a basic
detector system consisting of a unique DM and a single
BC. From a hardware point of view, the RASHPA controller consists of specific logic interfacing the detector
readout electronics as well as a set of hardware blocks
handling data transmission. These blocks are known as
channels. Two types of configurable channels can be
identified in RASHPA: data and event channels. Each
data channel, for which there can be multiple instances in
a single RASHPA controller, is responsible of transferring
detector data to a pre-configured address space within one
or several DRs. A single event channel should
acknowledge the data receiver or system manager about
any event occurring at the RASHPA controller. Typical
asynchronous events are errors, end of transmission conditions, etc.
The main RASHPA components in the detector head
are:
 A scheduler in charge of generating and dispatching memory transfer requests (data and event
channels).
 DMA engines to access workstation memory.
 An embedded CPU in charge of handling configuration and control requests from the workstation.
In addition to that, RASHPA defines and implement a
librashpa on the DR that initialises and manages the data
transfer process and provides a standard programming
interface to client applications.

RASHPA IMPLEMENTATION
Two types of implementation should be identified:
hardware and software implementations.
From the hardware point of view, the FPGA implementation of RASHPA is independent of the type of high
speed data link used to perform the data acquisition process.

Figure 3: Architecture of a basic RASHPA system.
THBPL06
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Figure 4: Architecture of a RASHPA FPGA implementation.
The FPGA implementation presented in the following
paragraphs is based on an AXI subsystem implemented
on a Xilinx KC705 development board [9]. It is considered as a separate intellectual property (IP) that can be
easily integrated within the ESRF control systems. In this
implementation, a PCIe over cable data link was chosen
for the reasons mentioned in the introduction.

FPGA Implementation
The AXI subsystem implementing RASHPA on the
KC705 development board, Figure 4, consists of several
IPs, some from Xilinx and others designed ad-hoc:
 Detector Interface Unit (DIU): This unit reads the
image data and store them in a DDR3 memory on
board.
 Block Generation Unit (BGU): It contains all the data channels that are configured prior starting the data
transfer process. This unit outputs 256-bit packets
containing all the information about each transfer,
such as source address in the DDR, destination address index of a physical address in an address translation unit, bytes to transfer, etc.
 Address Translation Unit (ATU): This is an internal
memory containing the physical address of the available memory buffers on each DR.
 Block Split Unit (BSU): It is responsible of reading
and analyzing BGU’s output data, getting corresponding addresses from the ATU, and configuring
the Central Direct Memory Access (CDMA), and the
PCIe IPs.
 CDMA: a Xilinx built-in direct memory access IP.
 PCIe: a Xilinx built-in transfer layer IP.
All the previously described IPs are configured through
the e-bone interconnect [10] which is the ESRF standard
interconnect used for control applications.

PCIe over Cable
A RASHPA system must be able of sending data to
multiple destinations, thus it requires a routable network.
As this implementation has adopted PCIe for data transmission, one requires to use PCIe switches for packet
routing. Such components are not so common, but one
could find some of them such as the Dolphin IXS600
from dolphinics [11] and OSS-PCIe-1U-SW-x4-2.0 from
one stop systems [12].
For the demonstration purpose, we made the decision to
use the PXH810 board [13], presented in Figure 5 which
integrates a PLX8749 PCIe switch.
The board comes with a Linux driver that is not compatible for RASHPA’s application. We have then reimplemented the driver of the PLX switch in order to fit
the RASHPA needs.

Figure 5: PXH810 board
The PXH810 board is plugged in a BC, with one PCIe
cable adapter board. The adapter board links the current
BC to the DM, whereas the PXH810 connects the current
BC to another BC. This way, RASHPA can send data to
two BCs via the PCIe switch.
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Figure 6: Structure of the RASHPA middleware.

Workstation Middleware
The workstation middleware called librashpa, a Linux
library, is in charge of providing the client application
with data transmission services through a well defined
application programming interface (API). An example of
client is the LIMA data acquisition and detector control
library widely used at ESRF and other synchrotron radiation facilities [14]. The middleware layers depicted in
Figure 6 support the following characteristics:
 Configuration: this layer is in charge of building description of the hardware such as when and where to
transmit data.
 Device abstraction: Since RAHSPA is link independant, the PCIe endpoint discussed earlier can be replaced with any other data link such as Ethernet, Infiniband, etc... The device abstraction layer hides
low-level details and provides the software with a
generic interface to access the underlying devices.
While most of the layer is implemented in user
space, special operations such as interrupt handling
require a thin driver.
 Memory management: RDMA transfer requires to
work with the BC’s physical address space, however
typical client application buffers are allocated in the
process virtual address space. The middleware thus
provides a virtual memory allocator on top of an internally managed physical memory allocator.
 Unified Event Model: There are multiple sources of
events that would make sequential programming difficult. For instance, data transmission completion is
signalled by the detector using an interrupt along
with auxiliary data; LINUX informs about PCIe device adding or removal using system notifications;
Timers and callbacks may be registered by the client
application itself... For those reasons, the middleware
programming model is largely event based and provides software abstractions that unify the different
event sources.
THBPL06
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RASHPA ADVANCED PROTOTYPE
The first RASHPA prototype was developed in the
frame of the European project CRISP [1]. In the first
version, RASHPA supported the data transfer from a DM
to one BC. It has been tested and validated using a data
generator emulating the detector behaviour.
Detector PC as DR and SM

PXH810

PFPKX7

Industrial PC as DR

XRAY detector

Figure 7: RASHPA advanced prototype.
In the current version, Figure 7, RASHPA has been integrated to the SMARTPIX, a Medipix3 based detector
currently under development at the ESRF. In that perspective, the KC705 development board has been replaced with a commercial PFPKX7 board from Techway
[15]. The new of prototype version also supports the multiple destinations feature thanks to the use of PCIe
switches. Copper cables were used to build and test the
routable network although fibre optics cabling is also
available. In this implementation, two types of PC are

Software Technology Evolution

used: a so-called detector PC having 64GB of internal
DDR, and Gen3x16 PCIe endpoint, and an industrial PC
with only 4GB on internal DDR and Gen1x1 PCIe endpoint. The PFPkx7 supports Gen2x4 PCIe, thus the link
connecting the detector to the detector PC is negotiated to
Gen2x4 whereas the virtual link connecting the detector
to the industrial PC is limited to Gen1x1.
Due to the difficulty of producing real detector images
with the current SMARTPIX hardware without an X-ray
source, a Java image generator application was developed, where the ESRF logo was used as a reference image. A screen shot of an experiment is illustrated in Figure
8. In this experiment two data channels where configured
to send the original image to the detector PC and a region
of interest of that image to the industrial PC based on
some configuration sent by the system manager to the
RASHPA controller.

Figure 8: RASHPA results.
Table 1, shows the data throughput of the data acquisition process. Two ways were investigated to measure the
data throughput. The first one measures the throughput
internally within the FPGA, whereas the second one detects whenever data are available to the application.
Table 1: Measured Data throughput
Bandwidth when
Bandwidth within
data available to
the FPGA
the application
Detector
PC
Gen2x4

10.88Gbps
68%

8.18Gbps
51.15%

Industrial
PC
Gen1x1

1.44Gbps
71.99%

1.12Gbps
56.28%

Measured throughput when Gen2x4 PCIe endpoint is
the target is 68% of the Gen2x4 maximum bandwidth
when measured within the FPGA and 51.15% when
measured at the application level. Similarly measured
bandwidth at the Gen1x1 is 71.99% and 56.28% when
measured at the FPGA and application level respectively.
These losses in the data throughput are due to the configuration of the DMA which is imposed by RASHPA as
well as the restriction of the PCIe packet size limited to
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4Kbytes. Some other latency can be added when throughput is measured at the application level due to the processor execution time.

CONCLUSIONS AND FUTURE WORK
In this paper was described a generic and scalable
RDMA-based data acquisition platform called RASHPA
and its FPGA implementation as well as its carefully
designed Linux-based software stack. A demonstrator
integrating RASHPA with the ESRF SMARTPIX 2D
X-ray detector over a routable PCIe network was presented.
The development and the realisation of the prototypes
allowed to validate the basic RASHPA concepts and objectives. The obtained results showed the capability of
RASHPA to send detector images as well as a region of
interest of these images to multiple destinations simultaneously. Data throughput was around 53% when measuring the bandwidth at the application level whereas when
measuring it at the FPGA level it reached 70%.
In future work is planned prototyping an RDMA-based
protocol over 100G Ethernet network in order to replace
the PCIe link to overcome the strong limitations of available commercial off-the-shelf hardware, in particular high
performance switches. Another aspect under study is the
application of the RDMA techniques in RASHPA to send
data directly from the detector to GPUs in the data receivers.
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CYBER THREATS, THE WORLD IS NO LONGER WHAT WE KNEW…
S. Perez, CEA/DIF, Bruyères le Châtel, 91297, Arpajon, France

Abstract
Security policies are becoming hard to apply as
instruments are smarter than ever. Every oscilloscope gets
its own stick with a Windows tag, everybody would like
to control his huge installation through the air, IOT is on
every lip…
Stuxnet, the recent Snowden revelations have shown
that cyber threats on SCADAs cannot be only played in
James Bond movies.
This paper aims to give simple advises in order to
protect and make our installations more and more secure.
How to write security files? What are the main
precautions we have to take care of? Where are the
vulnerabilities of my installation?
Cyber security is everyone’s matter, not only the cyber
staff’s.

INTRODUCTION
ICALEPCS is the conference where Large
Experimental Physics Systems describe their Industrial
Control Systems (ICS) architecture.
Most of these systems can be represented using the
Purdue model, as shown in Figure 1.

Figure 1: ICS Architecture.
The 4 main levels of this schematic include:
- Level 0: Sensors low level buses,
- Level 1: PLC network,
- Level 2: SCADA,
- Level 3: Office network.
External access can be added:
- Remote through WiFi, Bluetooth, modems…
- Internet.
- Contractors.
- Direct access through USB drives.

Figure 2: ICS Vulnerabilities.
But each benefit of this architecture shows us
vulnerabilities (Figure 2):
- Remote access can be attacked using non secure
access points,
- Firewalls may be non-sufficient if rules are not
correct.
- Internet remote access is a source of multiple
attacks (deny of services, open ports access, nonsecured protocols…).
- PLCs can be trapped.
- Maintenance systems can be hacked and, by the
way, give access to malware installations.
- The use of USB keys can compromise systems
using rootkits, infected files, and macros or even
destroy systems with devices like USB killers
technologies.
In 2016, Security trends and vulnerabilities review
shows that SACA and PLCs are on the top level of ICS
component [1]. Particularly this study reported that
Siemens and Schneider Electric represented 32% and
18% of the vendors concerned by the number of
vulnerabilities. Between 2012 and 2015, there have been
almost 150 to 200 vulnerabilities discovered each year.
Center for Strategic and International Studies pointed out
218 cyber-attacks dated from May 2006 to August 2016
and this list is still growing [2].

SOME EXAMPLES [3]
Attack on the BP Baku-Tbilisi-Ceyhan Turkish
Pipeline
In 2008, hackers planned a combined physical and
cyber-attack on a pipeline located between Turkey and
Azerbaijan that caused an explosion with flames as high
as 50 meters… The attack was made through a nonprotected wireless network, making disconnections of
THBPA01
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security alarms and survey cameras. More than 1 Million
dollars lost and 20 days of disruption due to equipment
destruction. Cyber attackers were said to have gained
access to the pipeline’s control system and were able to
suppress alarms, manipulate the process, and blind system
operators. The source in the Bloomberg report indicated
that the control room operators did not learn about the
rupture and explosion until 40 minutes after it had
happened [4].
The installation should have used network layers,
improve the physical access of the system and secure
wireless and camera networks. A new architecture using
separated networks between the main SCADA and IP
based cameras are a way to improve security of the
installation.

Emergency Stop in a Nuclear Plant (Hatch
Georgia)
Same year, March 2008, and due to unintended
consequence of a contractor update, the Hatch nuclear
plant restarted after full data synchronization between the
updated system and the contractor’s computer. This
action made the plant’s unit #2 set into automatic
shutdown for 2 days [5].
This is not a volunteer hack but this shows us:
- The need of setting up updates protocols,
- The importance of building network separation
between critical systems and data servers.
Close to the LMJ1 facility, CEA uses the PFI, a specific
area where every system and application patches,
interfaces between sub-systems are tested before using it
in the operational instrument: there is a physical
separation between the tests area and the operational
system [6].

Chemical Settings Change at Water Treatment
plant
In 2015, led by money winning, hackers took access of
the payment application of the Kemuri Water Company
[7].
This system ran, on a single IBM AS/400, the water
district’s valve and flow control application that was
responsible for manipulating hundreds of programmable
logic controllers (PLCs), and housed customer and billing
information, as well as the company’s financials.
The hackers exploited unpatched web vulnerabilities
but, as they didn’t have a complete knowledge of the
installation, they manipulated the PLC’s that managed the
amount of chemicals used to treat the water and to make
it safe to drink.

-

Laser MegaJoules, French Laser Facility (wwwlmj.cea.fr)
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The need of network separation between the
SCADA and the payment apps,
A strong authentication for credentials access,
Regular analysis of Web exposed apps.

Target, 40 Million Credit Cards Stolen
High ranking people were fired, $5 million investment
in cybersecurity coalition, still dozen of new cyber
security jobs promoted in 2017. These are the
consequences of 40 million of credit cards stolen from
“Target” in 2013 and sold on the black market [8].
The attack started from a Trojan-Horse delivered in an
email, targeting a small heating and air conditioning firm
in Pennsylvania. A direct communication between air
conditioning PLC’s network and point of sale servers
made the hacker access to the core system.
No network separation between 2 critical parts
(financial and air conditioning systems), lack of
knowledge on credentials strength.
Every state or laboratory is, of course, highly concerned
by these Cyber Problems: US Department of Homeland
Security, main internet page explained “how do I protect
myself from Cyber Attacks” and “how do I report Cyber
incidents”, ANSSI2, in France, is helping companies to
protect against cyber hacking, CERN’s Computer
Security Team details that even if individual users are
fully responsible for securing their computers, the Team
is ready to help uses with training, services or
recommendations, SLAC Cyber Security Training is
required to maintain a SLAC computer account,
Brookhaven National Lab asks new guests following
Cyber Security training course prior to their arrival…

RECOMMANDATIONS
Regarding the analysis of these past examples, we will
point out 5 specific recommendations for ICS:
-

The use of Defense in Depth.
Handling external USB devices.
Contractors Cyber Management.
Monitor and survey an ICS.
Writing security reports.

Defense-in-Depth
Like during the antics or middle ages periods, a robust
Defense-in-Depth solution can make systems unattractive
targets to would-be attackers [9]. Several layered security
measure can be used.
-

Again, this shows us:
1
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Physical protection must prevent access to the
main facility, ICS control and server rooms. The
use of cameras and motion detectors can be used

2
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to monitor the facility, specific credentials and
procedures for visitors can be used…
-

Virtual LAN’s divides physical networks into
smaller units, making the system a multiple
grape of independent networks. This avoid,
using specific infrastructures, virus and
malwares to propagate in the entire factory.

-

Strong authentication systems with key cards or
PIN technologies can prevent access into the
protected systems.

-

Real network segregation with the “real” world
must be taken in count. A particular attention
should be taken with internet access, remote
control and radio communication tools (Wi-Fi,
Bluetooth, ZigBee…).

USB devices Management
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technical guide is the language and the minimum
background necessary for a provider to integrate cyber
security in the system they provide and maintain.
Contractors often use portable devices for onsite
maintenance operations. An ICS policy must include
cyber rules for contractors and sub-contractors.
The procedure that allows an external portable device
also used for outside ICS or that was connected to the
Internet without the proof of safety control is a risk for
the installation. For these reasons, a specific portable
device should be used for each industrial system. The best
option would be based on residential contractor’s
computers and the use of protected file transfers for
updates described in the flowchart in Figure 5: industrial
portable devices for maintenance operation should remain
the ICS property and therefore stay inside the installation.
Upgrade of the Operating System, specific component
software or configuration files must be transferred to the
maintenance computer through a transfer box that
includes a strong vulnerabilities analysis.

USB devices, often used for sharing information, are
surely a way for malware and virus ICS contamination
(Figure 3). They can even be used for computer
destruction with the USB killer device (Figure 4). This
“flash drive” that can easily be bought on the regular
market for a very cheap price, includes a pump diode
electronic system that is able to generate -200V spikes
using the 5V USB computer connector. There is, of
course, a complete destruction of the computer.
Figure 5: Portable devices stay at home.

Figure 3 : USB Stick.

Figure 4 : USB Killer.

In April 2015, Matthew Tischery dropped 297 USB
devices in a large US university campus [10]. Some
groups of keys had different appearances: unlabeled
drive, drive with keys, drive with return label,
confidential drive and exam solutions drive. The main
result shows that ~50% devices were connected inside the
campus network…
Each company should have a decontamination area
dedicated to external USB key, and scan for malwares
and viruses the specific files that are useful for the ICS
operation. As most of the vulnerabilities are Windows
targeted, the key should be plugged in a Linux OS
specific computer. A $35 raspberry pi could also be used
and even act as a fuse in front of a USB killer device.

This flowchart described in Figure 5 shows the use of
devices delivery for a maintenance procedure: portable
devices are stored inside a keycard controlled cabinet
with specific access controlled delivered to the
maintenance operator only. Maintenance PLC’s disk
images can be downloaded to each computer and specific
configurations are fully analyzed before using it. After
each maintenance operation, the contractor needs to
return the computer back to the cabinet before granted the
authorization for living the plant.

SOC
A Security Operation Center (SOC) (Figure 6) is used
to monitor ICS networks. Particularly, it provides a way
to get information on computer access, unknown
computers connected to the system or log file configured
for safety control. The SOC is used to provide alerts and
information for future reports.

Contractors Management
US Department of Homeland Security wrote a “Cyber
Security Procurement Language for Control Systems”
guide dedicated to provides example language to
incorporate into procurement specifications [11]. This
THBPA01
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3.
4.
5.
6.
7.
8.
9.
10.
Figure 6 : Examples of SOC
The use of a software toolbox like the open source
IVRE3 can help gathering data and making flow analysis.
Based on Nmap, Masscan and Zmap, IVRE is developed
by CEA and is available from GitHub. Figure 7 shows in
a simple graph, the use of IVRE with information flow
exchanged between components of the ICS. Each point is
an IP address, each line is a link between to elements as
shown in Figure 7.
IVRE can be used to point out flows between
equipment that are not supposed to happen or, for
instance, new connected devices.

Figure 7 : Flow analysis with IVRE
Miasm is another open source toolbox that can allow
protocol learning, can provide the detection of
unpredictable data sent by a component of the ICS.
Nevertheless, human resources are still necessary to
understand and correctly use these specific tools.

Security Report
SANS institute describes, in a large poster, 20 critical
controls that have to be analyzed in order to maintain
security of a system [12]. For each ICS, these 20 points
must be felt up (even if non applicable) in order to make
the security operator asking each question:
1.
2.

Inventory of Authorized and Unauthorized Devices.
Inventory of Authorized and Unauthorized Software.

3

IVRE : Instrument de Veille sur les Réseaux
Extérieurs
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11.
12.
13.
14.
15.
16.
17.
18.
19.
20.
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Secure Configurations for Hard and Soft on Mobil
Devices, Laptops, WS, and Servers.
Continuous
Vulnerability
Assessment
and
Remediation.
Malware Defenses.
Application Software Security.
Wireless Access Control.
Data Recovery Capability.
Security Skills Assessment and Appropriate Training
to Fill Gaps.
Secure Configurations for Network Devices such as
Firewalls, Routers, and Switches.
Limitation and Control of Network Ports, Protocols,
and Services.
Controlled Use of Administrative Privileges.
Boundary Defense.
Maintenance, Monitoring, and Analysis of Audit
Logs.
Controlled Access Based on the Need to Know.
Account Monitoring and Control.
Data Protection.
Incident Response and Management.
Secure Network Engineering.
Penetration Tests and Red Team Exercises.

These elements that have to be found in a security
report are also described in numerous papers and
organisms. Particularly, ANSSI, in France, proposed
more than 40 points in order to help ICS cyber team
writing their security report, WaterISAC Security
Information Center provides 10 measures for
cybersecurity [13]. This last document has been written in
partnership with the U.S. Department of Homeland
Security.
The first ICS cyber-protection is a detailed
documentation that goes deep in the understanding of the
system. Details of the report must include the system
architecture, software and credential details.
As our ICS are mostly based on the Purdue model, we
have to answer, for each level, the question of credentials
that are used for PLCs, SCADA access, the computer, on
which the SCADA is operational, access and contractor’s
computers access. With this complete description of the
system, we could understand the elements that need to be
improved in order to make the system as “cybercontrolled” as possible….

CONCLUSION
Cyber security of ICS is never a simple task, but plenty of
organizations are hardly working for help. This starts
from simple documents like the SOPHOS paper “IT
Security DOs and DON’Ts” [14] to more complete guide
like the CNIC CERN cyber policy one [15].
In this paper, and through some examples of
vulnerabilities, we have shown that network segregations
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are necessary in order to secure technical sensitive parts
of the ICS.
A special attention should be taken on external vectors
like USB devices or portable computers often used by
contractors for maintenance operations.
A Security Operation Center is a way to analyze
network flows and monitor the whole installation.
A complete documentation of the system is a precious
tool for understanding and point out the vulnerabilities of
ICS. Useful guides are provide by states and companies
and should be used even in the simple form.
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[13] 10 cybersecurity measures – WaterISAC – June 2015.
[14] IT Security DOs and DON’Ts - SOPHOS.
[15] CNIC (Computing and Network Infrastructure for
Controls) Security Policy – V2.4 – 01/07/2011.

But remember, the question is not to know IF but WHEN
you’ll be hacked…
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Abstract
Cyber security aspects are often not thoroughly addressed
in the design of light source Supervisory Control and Data
Acquisition (SCADA) systems. In general the focus remains
on building a reliable and fully functional ecosystem. The
underlying assumption is that a SCADA infrastructure is a
closed control ecosystem of sufficiently complex technologies to provide some security through trust and obscurity.
However, considering the number of internal users, engineers, visiting scientists, students going in and out light
source facilities, cyber security threats can no longer be
neglected. At the European XFEL, we envision a comprehensive security layer for the entire SCADA infrastructure.
Karabo the control, data acquisition and analysis software
developed at the European XFEL, shall implement these
security paradigms known in IT but not applicable off-theshelf to the FEL context. The challenges are considerable:
(i) securing access to photon science hardware that has not
been designed with security in mind; (ii) granting limited
fine-grained permissions to external users; (iii) truly securing control and data acquisition APIs while preserving performance; and (iv) for integrating external data analysis
applications. Only tailored solution strategies, as presented
in this paper, can fulfil these requirements.

INTRODUCTION
The security of Supervisory Control and Data Acquisition (SCADA) systems is an increasing concern [1] as they
nowadays interconnect a significant number of Commercial off-the-shelf (COTS) computers via IP networks. The
massive integration of off-the-shelf IT technologies into the
SCADA realm owes to their affordability that keeps capital
and operational expenditures low, in comparison to dedicated
solutions. Indeed, the fierce competition among providers
of Information Technology (IT) hardware and software, the
maturity of de-facto standards (x86 PC architecture, Linux,
TCP/IP, USB), the availability of number of engineers and
scientists already trained on these standards fuel that trend.
These proven technologies have brought countless benefits: thousands of interoperable and often free Internet services, open source software packages, plug-and-play hardware. However, with undeniable benefits come collateral
weaknesses: bugs, viruses, Trojan horses, ransomwares,
worms [2] like Stuxnet [3] and zero-day exploits. They
can spread across networks and systems and are no longer
stopped by some intrinsic incompatibility of proprietary
∗
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legacy SCADA. The situational irony is that light sources, in
opposition to power plant facilities, have not been classical
cyber attack targets to date. However, due to the proliferation
of the aforementioned threats, automated blind intrusion are
as likely to occur on light source SCADA as in any other
connected place. Hence, the interest of external attackers
might be triggered after they realize that they unintentionally
infected a SCADA system built on vulnerable off-the-shelf
software. They may then conduct further customized attacks
for challenge, malice, cyber warfare or extortion purposes.
The European X-ray Free Electron Laser [4] is a
light source of peak brilliance greater than 1033 photons
s−1 mm−2 mrad−2 per 0.1% BW [5]. It results from the acceleration of bunches of electrons along a 1.7 km superconducting tunnel to the energy of 17.5 GeV. Throughout the
SASE process [6], they deliver coherent laser-grade X-ray
pulses culminating to 4.5 MHz bursts. Currently six, but
extensible to ten, instruments are attached to this unique
machine to perform material science and structural biology
experiments only the photon energy range (from 0.2 to 25
KeV), the resolution (less than 0.1 nm) and ultra-short pulses
(10 fs) of the European XFEL beam might allow. Such a 1.4
billion-euro facility [7], with unique pieces of technology
(AGIPD, LPD and DSSC detectors [8–10]) producing about
15 TB of data each beam day requires special care regarding
its security.
This responsibility is shared at two stages. First is the
general IT stage. It is in charge of applying state-of-art best
practices and tools to secure the infrastructure running the
SCADA system. It encompasses network security (segregation, firewalling, intrusion prevention and detection) and
operating system password and permission management.
The second stage consists in securing the SCADA system itself. This intends to mitigate the threats posed by an attacker
who accessed the Control Network. The SCADA ecosystem
at the European XFEL is Karabo [11]. It is essentially a
set of agents denoted devices interacting by remote method
invocation via a central message broker. Beyond brokercentric messaging, direct TCP/IP connections ensure fast
data delivery between communicating devices or between
GUI clients and GUI server devices.
The key contribution of this work is on fostering in Karabo,
the public-key authentication of every user to device servers
whatever their access method: GUI, command line (iKarabo)
or any Karabo API call. To this aim, every serialized message in the control ecosystem shall convey a signed token or
the token digest.
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The paper is structured as follows: we first present the
state-of-the-art in this area. Then we sketch what has been
put in place at the European XFEL, before describing a
proposal for hardening the security at the European XFEL,
that pertains also, as we believe, to similar light sources.

RELATED WORK
To the best of our knowledge, the security of light source
SCADA systems is scarcely covered by the scientific literature. One can speculate about possible reasons for this,
including (i) the topic is sensitive as it may expose the weaknesses of systems under exploitation and even pave the way
for potential attackers, and (ii) SCADA experts in scientific
or unusual facilities may not be under the influence of the
global IT culture, assuming that isolation and secrecy has
been and will continue to be a sufficient shield.
Among the contributions on a closely related subject
is [12]. The authors introduced by the way of partial differential equations, stealthy deception attacks on SCADAcontrolled irrigation canal systems. They observe that the
most common assumptions on IT security do not foresee
sensor and control data compromise by an insider. Similarly, [13] demonstrated the relevance of replay attacks faking normal behaviour on cyber-physical systems. The authors proposed and analysed a detection mechanism based
on adding a zero-mean Gaussian authentication noise to the
optimal control.
The cyber security of electric power plants has also been
investigated in [14], which reminds us that the absence of
password, factory-default passwords, guest accounts and
more generally poor password policies are major causes of
unauthorized access to power systems.
Closer to our domain, [15] emphasizes the reality of the
threat towards Accelerator Control Systems with several real
world examples. The authors of [16,17] summarize the countermeasures in place in various High-Energy Physics facilities and light sources ten years ago (APS, CERN, Diamond,
FNAL, NSLS, SLAC, SPring-8 ). Their complaint about the
lack of cyber security vision in the design of Programmable
Logic Controllers (PLC) is still relevant. Whenever possible, general IT security is deployed: segregated networks
bridged by dual-homed SSH bastions, firewalls, IDS, access
lists, anti viruses, vulnerability scanners (Nmap, Nessus)
and patching, fixed IP addresses to registered hosts only,
no-wireless rule.
Interestingly, the Large Hadron Collider uses Role-Based
Access Control (RBAC) [18, 19], very similar to the proposal of this paper. Every authenticated user is granted a
signed token via SOAP over SSL. This token is verified for
adequate authorization by the control middleware of every
front-end device. Gysin et al [18] make clear that what hampers the performance of the authorization chain is the token
verification due to the public key size.
This paper proposes an authorization scheme that mitigates this performance cost by digesting the token with a
cryptographic hash function.
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AN OVERVIEW OF THE SECURITY AT
THE EUROPEAN XFEL
The cyber security at the European XFEL is mainly enforced at the IT stage. A thorough deployment of IT security
best practices and tools guarantees a security coverage to
the grade of other facilities. We distinguish the Office Network from the Control Network. A bastion grants access to
the Office Network. Inside this already secure environment,
access to the Control Network must be requested through
another bastion. Within the Control Network, the access to
Control Servers is restricted to a group of experts. Sensitive
hardware is segregated and only reachable from dedicated
dual-homed hosts. The whole infrastructure forms a "security onion" sketched in Figure 1.
Hardware loops
Control servers

Office Network

Control Network

Figure 1: The security onion: at the core of the secure
network are the hardware loops, physically isolated. The
access to the control servers is restricted to a handful of
functional accounts. The control network is isolated from
the office network but accessible through bastions. Another
bastion may allow remote access to the the secure office
network.

Authentication
Every login, file transfer, code versioning or deployment
runs over Secure Shell (SSH). Diffie-Hellman drives the session key exchange with SHA-2 as preferred cryptographic
hash function. AES-CBC (Rijndael) [20], which is among
the strongest ciphers, encrypts the session. Indeed, it was
selected by the U.S. National Institute of Standards and Technology to protect information classified SECRET and TOP
SECRET. Then the host key is authenticated using RSA to
avoid spoofing. A valid password or a Kerberos [21] ticket
is always required.
Above the general IT security lies Karabo authentication. Upon successful authentication via Kerberos (Figure
2), a Karabo user is granted an access level to the Karabo
ecosystem. Five access levels (Figure 3) from “Observer” to
“Administrator” restrict the user visibility to sets of device
servers, devices or properties, within the GUI client. More
precisely, when a user provides a name and a password in a
Karabo login window, these parameters are conveyed though
THBPA02
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the Simple Object Access Protocol (SOAP) to an authentication web service. The HTTP communication carried over
Transport Layer Security (TLS). When authenticated, users
receive a signed token that encloses their global access level
and a list of exceptions per device.
JMS
GUI client/server protocol
Point-to-Point connection
Data pipeline
H/W interface
File I/O

SOAP over TLS

Authorization server

Session Token
Access Level
Access List
Username:
Password:

iKarabo

GUI Server

Karabo GUI

Data logger

OpenMQ Broker
Middlelayer server 1
Device 1

Device 2

ML server 2
Device 3

Bound device server 3
Device 4

H/W

Device 5

Data
Data

H/W

Figure 2: Login to the Karabo ecosystem. The Karabo
ecosystem is protected by the underlying secure IT infrastructure.

Denial of Service Mitigation
Distributed systems are collaborative to a certain extent.
Any intentional or unintentional misbehaviour of one of its
components might jeopardize the whole. This is the reason
why the deployment of any Karabo device must be subject to
the careful code review of the Control and Analysis Software
(CAS) experts.
In Karabo, we apply network separation and provide a
specific bridge [22] for allowing external users and their scientific data analysis code to be incorporated into the control
system itself. This is needed as they usually wish to get
near real time data analysis feedback for the control of their
experiments [23–25].
The clustering of message brokers, added to a proper dimensioning of broker resources and thresholds is necessary
to drop unusual traffic patterns. Automated tools frequently
prune the file system of control servers hosting control message loggers. Old log files are compressed and archived
on a remote GPFS (General Parallel File System) volume.
As these logs are plain ASCII files with rather low entropy,
they are usually shrunk with a lossless compression ratio
of 10:1. The GPFS volume size available at the European
XFEL guarantees that such archives could be stored for a
lifetime.
Beside automated mitigation means, we relentless monitor the Control Network to track misbehaving agents. Mail
alerts, alarms and logs report abnormal resource consumption, while an alarm system reports abnormal software and
hardware behaviours.
More fundamentally, a broker-independent architecture is
under preparation to circumvent that single point of failure.
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A NEW SECURITY LAYER FOR KARABO
In what follows be propose a design to address the challenges outlined above.
The secure token every authenticated user receives must
be used throughout the Karabo ecosystem to grant visibility
and authorize actions. However, it must be made sure that
these privileges can not be forged by a malicious insider
or any attacker who broke into the Control Network. For
example, moving a robotised arm, deflecting the intense Xray beam toward unprotected part of a million-euro detector,
modifying vacuum settings, monitoring an experiment must
be protected operations.
In the absence of a cryptographic authorization, reverseengineering a few applications of the SCADA system might
be sufficient for privilege escalation. For this reason, we
propose a lightweight Public-Key Infrastructure that would
allow device servers to authenticate and authorize user operations without sacrificing the overall SCADA performance.
Such a secure layer could be seamlessly inserted into the
current ecosystems.
A Public-Key Infrastructure (PKI) is a set of algorithms,
protocols, software and tiers that make possible the use of
asymmetric encryption and signature in a distributed ecosystem. In a public-key or asymmetric cryptosystem, a public
key is used to encrypt a message only the owner of the private key can decrypt. Similarly, a public key is used to verify
a signature only the owner of the private key could have
made.
Public-key encryption is known to have a high computational cost due to its mathematics. For instance, RivestShamir-Adleman (RSA) [26] performs modular exponentiations with very large exponents (more than 2048-bit integers).
This paper’s ultimate proposal denoted Karabo advanced
PKI architecture aims at alleviating this issue.
We present along the way the rationale behind its construction by iteration over intermediate models. The milestones
of this progressive modelling are:
• The simple PKI architecture where a signed token is
verified by every device but can be replayed.
• The once-d (nonced) PKI architecture where a signed
token is made unique to a device by an initialization
nonce but can be replayed by an eavesdropper on that
device.
• The nonced PKI with digest architecture where nonced
tokens are no longer systematically sent for authorization but their cryptographic hash, for faster processing.
However, like the previous approach, it does not resist
to user identity spoofing.
• The advanced PKI architecture gathering the lessons
learned from previous models. Here every message sent
during a session is authenticated by a different cryptographic hash to prevent digest replay attacks (Figure
8 and 7). Note that the messages themselves are not
encrypted. They are simply signed.
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Figure 3: Karabo GUI client access: five access levels to Karabo ecosystems: Observer, User, Operator, Expert and Admin.
In this example the Beam Imaging Unit of the Femtosecond Crystallography Experiments (FXE) diagnoses the alignment
of the X-ray beam. Administrative credentials are mandatory for turning the interlock surveillance on or off on a PLC.
These architectures have in common three actors:
• Users being granted access to the Control Network.
• The Certification Authority (CA) / Authorization
Server. It is primarily in charge of generating and signing authorization tokens with its private key. Its public
key is known to all other actors for signature verification.
• Devices or device servers, in charge of token verification. They authorize user operations in accordance
with the enclosed global access level and exception list.

Karabo Simple PKI Architecture
A first naive approach to a public-key architecture has
been investigated. In this architecture, every Karabo installation includes the public key of an Authorization Server
(acting as Certification Authority). It authenticates the user
via Kerberos and replies with a signed token @token that
encloses a Kerberos session token, the user global access
Level, an exception list per device and an expiration date.
Every API call presents this signed token to every device to
get accepted (for example, by appending it to every Karabo
Hash before serialization and transfer). Note that a Karabo
Hash [11] is a sort of multi-purpose cross-language dictionary. Every devices can verify the validity of user tokens

JMS
GUI client/server protocol
Point-to-Point connection
Data pipeline @token: signed
H/W interface
File I/O

SOAP over TLS
Session Token
Access Level
Access List

(Session token, Access Level,
Access List, Expiration date)

Authorization server
Public key deployed
at Karabo installation

Username:
Password:

iKarabo

GUI Server

Karabo GUI

Data logger

OpenMQ Broker
@token

@token

Middlelayer server 1
Device 1

Device 2

@token

ML server 2
Device 3

@token

@token

Bound device server 3
Device 4

H/W

Device 5

Data
Data

H/W

Figure 4: Karabo simple PKI architecture: thanks to the
signed token, every device can authenticate a user. This
allows to verify the the signature on every token offline.
However, this architecture is vulnerable to cross-server token
replay attacks.

using the Certification Authority’s public key. Figure 4 depicts the overall architecture.
Unfortunately, a rogue device or an attacker passively
listening to the network traffic can capture @token and act
on behalf of the authenticated user. The attacker is called a
man-in-the-middle. He can replay the token across servers
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i.e. insert the token in its own messages and being granted
the privileges of the original user.

Karabo Nonce-d PKI Architecture
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JMS
SOAP over TLS
GUI client/server protocol
Point-to-Point connection
@stokens[]: signed
s[] : nonces from
Data pipeline
(Session token, Access
devices
H/W interface
Level,Access List, s)
File I/O
Username:

This approach is the next iteration on the simple PKI architecture. Here also, every Karabo installation includes the
public key of the Authorization Server (acting as Certification Authority). On user connection, every device server i is
requested to provide a nonce s[i] it remembers (Figure 5).
A nonce is a random number that the Certification Authority combines with the token before signing it. It ensures that
an eavesdropper can not be granted the user privileges by
replaying that token on a different server. The Authorization
Server replies with a set of signed tokens @stokens[]. Each
one encloses a Kerberos session token, the global access
level, the list of exceptions for a device, an expiration date,
and the nonce s[i]. Every subsequent message presents that
nonced-and-signed token @stokens[i] to the relevant device server to get accepted. For this, it might be appended to
every Karabo Hash before serialization and transfer. Every
device server can verify the validity of user tokens using the
Certification Authority’s public key.
However, adversaries are still able to replay a captured
token, spoof the user identify on the server this token was
generated for and escalate their privileges. Moreover, the
signature verification in a public-key cryptosystem is computationally expensive. This cannot be performed on every
single message at wire speed. For this reason, tokens of
authorized users should be put in cache. Still, large signed
tokens need to be conveyed with every single message and
compared against those in cache. In addition, the requirement to fetch a nonce from every device server on user
connection slows down their login to the ecosystem.

H/W interface
File I/O

devices
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Public key deployed
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Device 4
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Device 5

Data
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Figure 6: Karabo nonced PKI with digest architecture: beyond offline token signature verification and robustness
against cross-server token replay, this architecture increases
performance in checking the digests of nonced tokens. Unfortunately it remains vulnerable to token interception by
man-in-the-middle attack and privilege escalation.

Karabo Nonce-d PKI With Digest Architecture
An improvement to the previous approach would consist
in alleviating the token verification overhead. Indeed, as the
signature verification is an expensive process, the nonced
tokens @stoken[] shall only be presented once to the device
servers. Then a cryptographic hash function like SHA-256
shall generate digests @d[] of these tokens. The digests
shall be presented to the device server in every subsequent
message (Figure 6).
A nonced cryptographic digest cannot be forged. This
makes it interesting for authentication. Indeed, the one-way
function generating it guarantees an extremely low collision
probability and the infeasibility to infer the original token
and nonce from their digest. This second property is not
important in the current approach since @d[] is plaintext
anyway, but it will be useful in the next and final architecture.
A digest is much smaller than the signed token itself. A
device server can use them to quickly find in a hash table
the cached token of a user it has already authorized.
Despite these benefits, the nonced PKI approach is still
vulnerable to digest replay attacks. The digest @d[i] of an
administrator can be intercepted and serve any attacker to
act as an administrator on the device server i.

Bound device server 3
Device 4

H/W

Device 5

Data
Data

H/W

Figure 5: Karabo nonced PKI architecture: every device
server can authenticate users. The token signature can be
verified offline. This architecture is robust against crossserver token replay. Nonetheless, it is still vulnerable to
token replay obtained by a man-in-the-middle, in addition
to causing slower connections.

Karabo Advanced PKI Architecture
Reusing the insight gained from the preceding attempts,
the architecture we advocate would include the public key of
the Certification Authority in every Karabo installation. Every valid Karabo device server shall possess a private/public
key pair. The public key shall be signed by the Certification Authority. This signature on a public key makes it a
certificate.
As shown in Figure 8, on user connection (from a client)
to the Karabo ecosystem, the Certification Authority replies
with a signed @token that contains the result of an OAuth2
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KARABO advanced PKI architecture
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Figure 7: Karabo advanced PKI architecture: interaction diagram.
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Figure 8: Karabo advanced PKI architecture: device servers
and users can mutually authenticate using the CA public key.
The SCADA performance is preserved by the verification
of signed token digests in place of the original user tokens.
This architecture resists replay attacks as every message must
carry a distinct digest.

transaction: a user session token, a global access level, the
list of exceptions per device and an expiration date. On client
connection to device server, the client verifies the device
server public-key validity thanks to the Certification Authority’s public key. Then the client generates a shared secret
sk, encrypts it with the device server public key, encrypts
@token with the shared secret using a block cipher such
as AES-256, and sends them all to the device server. The
device server decrypts the share secret using its own private
key and decrypts the token using the shared secret. Every
certified device server can decrypt and verify user tokens
using the CA’s public key. Then, the device server generates
a nonce sequence start, encrypts it with the shared secret
and sends it to the client. To circumvent the expensive signa-

ture verification procedure, the digests of tokens @token[]
are nonced for every message, hashed and presented to a
device server as cryptographic digests @d[]. The server can
then pick in its cache the related token. An orchestrating
device inherits from the last command issuer’s privileges.
Every single operation shall be logged along with the issuer
identity. Digest replay attacks are mitigated by the incrementation of the nonce in every message. Client and device
server both know the next nonce and can calculate the next
digest. In case of message loss, the client can request a
nonce reset. Observe that @token is known to the certification authority, the client and the certified device servers.
To resist brute force attacks perpetrated from a potentially
compromised device server, the nonce sequence start must
be a large integer (> 32 bits).
The whole interaction is summarized by the diagram in
Figure 7.

CONCLUSION
Cyber security is a growing concern in an interconnected
world. If even simple home computers are often attacked,
light sources, which are often publicly praised, must be
considered at risk. In this paper, we propose to shield the
SCADA ecosystem beyond general IT security measures
in securing every operation onto the device servers. This
primarily aims at limiting the severity of the harm an adverse
insider behaviour or an intruder may cause.
The cryptographic scheme we designed should not degrade the overall system performance. Messages are not
encrypted but signed. In our advanced Public-Key Infrastructure proposal for Karabo, every user shall access the
SCADA using a token signed by a Certification Authority.
Device servers have their public key signed by this same
Certification Authority. Users communicate their session
token only to certified device servers, encrypted with the
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device server public key. Therefore, the session token is only
known to the certification authority, the user and the certified device servers. A different nonced digest of the session
token is sent within every exchanged message for preserving
performance while preventing man-in-the-middle attacks.
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Figure 2: The high level data flow for a single pi-mega.



Figure 1: pi-mega design showing the square sensor,
the medipix [1] frame boards (green) and the
chassis (gray)
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Figure 3: The IBM S822LC HPC bus architecture.



                
                
        

    
                


              

            


            

                  
              





















                
            

















Figure 4: The data flow in the NVLink system.
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ORCHESTRATING MeerKAT’s DISTRIBUTED SCIENCE DATA
PROCESSING PIPELINES
A. F. Joubert∗ , B. Merry† , SKA SA, Cape Town, South Africa
Abstract
The 64-antenna MeerKAT radio telescope is a precursor
to the Square Kilometre Array. The telescope’s correlator
beamformer streams data at 600 Gb/s to the science data
processing pipeline that must consume it in real time. This
requires significant compute resources, which are provided
by a cluster of heterogeneous hardware nodes. Effective
utilisation of the available resources is a critical design goal,
made more challenging by requiring multiple, highly configurable pipelines. We initially used a static allocation of
processes to hardware nodes, but this approach is insufficient as the project scales up. We describe recent improvements to our distributed container deployment, using Apache
Mesos for orchestration. We also discuss how issues like nonuniform memory access (NUMA), network partitions, and
fractional allocation of graphical processing units (GPUs)
are addressed using a custom scheduler for Mesos.

INTRODUCTION
The MeerKAT radio telescope [1] is currently under construction in the Karoo region of South Africa. In total it will
have 64 dish antennas when construction is completed in
2018. It is a precursor to the larger Square Kilometre Array
project [2], and will be integrated into the mid-frequency
array, SKA1 MID.
The focus of this work is the recent advances in the deployment process of the Science Data Processing pipelines,
leveraging so-called “container orchestration” tools that have
become common in micro services architectures [3]. We
are using Docker containers [4]. In this context, container
orchestration refers to automating the following: deciding
which host a container should be run on and launching it, connecting containers together, and monitoring and reporting
on the state of the containers and the services they provide.
This containerised, microservices architecture was selected and combined with continuous integration and deployment tools to achieve a number of benefits: quick deployment which minimises downtime for upgrades, simple and
consistent deployment, higher availability as faulty hardware
is easily switched out, and improved package management —
some software packages are difficult to install due to dependency issues, but by confining each to a dedicated container
this problem is simplified.
This paper is organised as follows. First, the MeerKAT
system is summarised for context. Next, the Science Data
Processor is discussed, as well as the motivation for the
changes to the orchestration process. The Apache Mesos
platform [5, 6] and the role of scheduler frameworks is then
∗
†
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presented. Details of our custom scheduler framework follow, before concluding.

MEERKAT SYSTEM OVERVIEW
This section provides only a brief overview — more details are available [7]. There are three major parts to the telescope data processing pipeline: antennas, correlator beamformer (CBF), and Science Data Processor (SDP).
Each antenna provides a digitised stream of data at a rate
of approximately 34 Gb/s, depending on the frequency band,
for a total of 2.2 Tb/s. This data is processed in real time by
the CBF using banks of Field Programmable Gate Arrays
(FPGAs). Tasks such as frequency channelisation, baseline
correlation and beamforming are performed by the CBF.
The CBF output is ingested by the SDP which performs
tasks such as imaging and calibration. The maximum data
rate expected to be ingested by the SDP is approximately
600 Gb/s. This data is transmitted from the CBF in a number
of streams, with up to 17 Gb/s in a single stream. While some
streams can be split and distributed across nodes, others need
to be processed in a single location. Thus, we need to extract
the maximum performance from each node.
Overall management of all the telescope’s subsystems,
including antennas, CBF and SDP, is handled by the Control
And Monitoring system (CAM).

SCIENCE DATA PROCESSOR
The physical hardware planned to implement the SDP
cluster includes 10 Gb/s and 40 Gb/s Ethernet switches, approximately 50 dual-socket servers, most of which include
multiple Graphics Processing Units (GPUs), and an array of
spinning disk, solid state and tape drives for the archival of
data. Other than noting that these nodes are heterogeneous,
with different Central Processing Units (CPUs), GPUs, memory and networking capabilities, the details of each node are
inconsequential for this paper and not discussed further.
The processing pipeline moves the data through various
logical processes that are distributed over this compute cluster hardware. Depending on the science being performed,
the configuration of the pipeline changes. This typically happens a few times per day. The design of the MeerKAT telescope requires multiple instances of the processing pipeline
to be active simultaneously. Once the science workload for
a pipeline is completed, the resources can be released.
While the SDP pipeline does consist of many small software processes each doing a part of the work, it is not a
conventional micro-services architecture [8]. The control
plane does not use Hypertext Transfer Protocol (HTTP) or
a message bus. Instead it uses a simple remote procedure
call protocol named KATCP — the Karoo Array Telescope
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Control Protocol [9]. The data plane uses multicast User
Datagram Protocol (UDP) rather than the more common
Transmission Control Protocol (TCP), due to the real-time
constraints. Many of the processes in the pipeline have state,
which must be maintained at least for the duration of the
science observations being performed in a particular configuration.
CAM requests changes in the science pipeline configuration via the SDP’s master controller. This master controller
is a long-running process that manages the SDP pipelines at
a high level. The master controller is responsible for starting
or stopping the necessary Docker containers and reporting
general SDP health.

DEPLOYMENT HISTORY AND
MOTIVATION FOR CHANGE
The very earliest versions of the SDP were deployed by
manually checking out source code on production servers,
installing it, and restarting the affected services. While simple to do, this required manual intervention from developers,
and was error prone.
As time allowed, the tooling improved. Provisioning of
servers was automated using the Fully Automatic Installation (FAI) tool [10], and Ansible [11] scripts. Jenkins [12] is
used for Continuous Integration — testing code and building
Docker images. At runtime, monitoring and analysis is performed using Elasticsearch [13], LogStash [14], Kibana [15],
Grafana [16], and Prometheus [17].

Static Allocation
The SDP master controller used to have a static configuration specifying which containers to run on which compute
nodes. In this implementation, a single instance of the master controller runs on a predefined node, while the Docker
daemon, dockerd, runs on all nodes.
This works well in the ideal case, but fails if a required
node is down. It is also easy to overload one node while others are underutilised. Thus a more dynamic implementation
that scales automatically was sought.

Dynamic Allocation

execute a particular job or perform a service. In other words,
mapping application code to compute infrastructure.
There are three broad categories of schedulers [21]: monolithic (e.g., Swarm), two-level (e.g., Mesos) and shared state
(e.g., Kubernetes and Nomad). The differences relate to the
concurrency and optimism of the schedulers. The choice becomes especially important when going to very large scale,
with the monolithic architecture scaling least well. In our
case, our compute cluster is not on the order of thousands of
nodes, and the rate of scheduling is very low — only a few
times per day. Thus the performance of any of these would
be adequate.
Of more importance to us was the ability to plug in a custom scheduler framework which could be managed by the
SDP master controller. A few of the tools discussed allow
custom schedulers in some form, although this may require
recompilation [22, 23]. At the time this work was starting,
we briefly investigated the capabilities of Kubernetes, Mesos
and Docker Swarm. Mesos, which was specifically designed
to handle multiple schedulers, including custom implementations, was selected as the most suitable. Note that ongoing
development of all of these tools may mean that Mesos is
not necessarily the optimal choice for new projects.

MESOS OVERVIEW
A brief introduction is given here to provide some context
for the discussion of our custom scheduler in the next section.

Mesos Architecture
The architecture is shown in Fig. 1. Overall management
of the cluster is handled by a master. For redundancy, there
can be multiple masters running, with a single one elected as
the leader, and the remainder on standby. The leader election
is handled by a distributed key-value store called ZooKeeper,
which can be run on multiple nodes for high availability. The
worker nodes are known as agents.
MESOS MASTER QUORUM
Framework A
Scheduler

OFFER

Master

Framework A
Executor
OFFER

LEADER

Framework B
Scheduler

ZK

OFFER

TASK

Agent 1

ZK

…

In order to perform dynamic allocation of the containers,
an orchestration mechanism was needed. Such a mechanism
would abstract the cluster of compute nodes into a single
pool of resources and automatically place containers in an
efficient, rule-based way. Monitoring the health of the nodes
and running containers, and maintaining the required state is
also important. Such software could be written from scratch,
but it is far more effective to use an existing orchestration
tool.
There are many to choose from, including Apache Mesos,
Kubernetes [18], Docker Swarm [19] and Hashicorp Nomad [20]. We will not perform a detailed analysis of all
of these. One of the main differences between them is the
way the scheduling is performed. In this context, scheduling
refers to deciding where to place the containers required to
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ZK

STANDBY

STANDBY

Master

Master

Framework B
OFFER

Executor
TASK

Agent N

Figure 1: Example of a Mesos system architecture, where
ZK refers to ZooKeeper. Image based on [24].
The remainder of the system is made up by one or more
frameworks. Each framework consists of a scheduler and
optionally a custom executor, which need to work together
to perform tasks for the user.
A scheduler is responsible for scheduling, placement,
replication and failover. There can be multiple schedulers, each customised for certain types of workloads, or
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even duplicate schedulers, if required for scaling or redundancy. There are many readily available schedulers, including Marathon [25] for long running services, Chronos [26]
for batch processing and Spark [27] for data processing.
The executor knows how to run a particular task on a
compute node. For example, there is a standard executor
that can launch and monitor Docker containers, and shell
scripts. While rarely necessary, a custom executor can be
implemented, if the user needs non-standard behaviour.

Mesos Principle of Operation

The two-level scheduler in Mesos is implemented partly
in the master and partly in the scheduler frameworks. The
master acts as the central resource allocator. The agents
inform the master of the resources they have available. The
master’s resource allocator considers the pool of available
resources and decides to which scheduler to offer a portion
of the resources. This would include details like the amount
of CPU and memory being offered. The allocator attempts
to achieve dominant resource fairness (DRF) [28] across
all schedulers. While the offer is made, the resources are
locked, and will not be offered to any other schedulers.
The scheduler can either accept or reject the offer. If it
accepts, it provides a set of tasks that must be executed, each
using a fraction of the resources. For example if the offer
has 2 processor cores and 3 GB of memory, the scheduler
may decide to run two tasks: one task using 1.5 cores and
1 GB of memory, and another using 0.25 cores and 2 GB of
memory. Unused resources return to the allocator and may
be offered again later. In this way, each scheduler can decide
exactly where to place its tasks in the cluster, based on its
own set of rules. If the scheduler has no work to do, it can
suppress offers from the master. Later, when it has more
work, it can revive offers.
The tasks to run are received by the master which then
launches them using the appropriate executor on the agent.
Status from the tasks is fed back to the scheduler. The scheduler may also decide to terminate a task before completion
— such requests are made to the master, which passes them
on to the executor.

SDP CUSTOM SCHEDULER
An existing Mesos framework could have been modified
to work with the SDP’s existing master controller, but as the
master controller already included some scheduling code,
it was decided to extended this into a new Mesos framework instead. Extending an existing framework may have
worked. For example, Marathon has many benefits with
regards to high availability, but we are not sure if we could
have worked around some of the issues we found, specific
to our requirements.
We did not need to create a custom executor as the Mesos
Default Executor’s ability to run Docker containers was
sufficient.
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Overview
When activating an SDP pipeline to process a set of science observations the following pseudocode illustrates the
steps followed by the master controller. The italicised names
refer to functions from the Mesos scheduler driver Application Programming Interface (API):
// receive configure pipeline
// request from CAM:
call reviveOffers;
while not sufficient resources do
receive resourceOffers;
end
call suppressOffers;
create details of tasks to be run;
while not all tasks started do
receive statusUpdate callbacks;
end
// pipeline ready

The program flow is very straightforward, with the most
work required when creating the details of the tasks to be
run. This is the point at which our custom scheduler must
decide where to place each container and what commandline options to use.

NUMA Awareness and Core Affinity
We are using multiprocessor computers which have nonuniform memory access (NUMA) architectures. Each CPU
has its own memory bank. One CPU can access the memory
of another CPU, but this is over a slower bus and reduces
performance. We benchmarked a small application that unpacks the type of data we expect to receive over the network,
using memory only. By forcing the application to run on a
single NUMA node, we saw performance increase by approximately 30%. These kind of performance deltas are reported in the literature [29, 30], but have not been addressed
specifically for container orchestration tools.
Docker does not provide a direct mechanism to ensure a
container runs on a single NUMA node, however, it does
allow limiting to a set of CPU cores with the –cpuset-cpus
option, if the correct CPU core numbers are known. The
Linux scheduler initially allocates memory from the same
NUMA node for these pinned processes. However, if the
memory requirements exceed that available on the node,
another node may be used — we need to keep our memory
usage low enough to avoid this.
Our custom scheduler requires knowledge of which
CPU cores are in each NUMA node. While Mesos does
not provide any mechanisms for interrogating agent hardware, it allows arbitrary key-value attributes to be attached to each agent and made available to the scheduler. As part of deploying the agent, we use the lstopo
tool [31] to determine the topology and store it in
an attribute, e.g., katsdpcontroller.numa=[[0, 2, 4,
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6], [1, 3, 5, 7]] for a dual-socket, quad-core node.
Mesos also allows for custom resources: we create a “range”
resource to expose each core as a resource.
NUMA-sensitive tasks reserve a number of cores, and
the scheduler restricts the allocation to be from a single
NUMA node. This solution conflates NUMA awareness
with core affinity, which is not ideal. In practice it works, as
our high-performance tasks are invariably pinned to specific
CPU cores to prevent the additional latency caused by level 1
cache invalidation.

Fractional GPU Allocation
Mesos has basic support for specifying GPUs as resources,
but only in integer increments. The type of GPU, amount of
memory, and the NUMA node is not available. We added
custom resources and attributes with this information, as
well as the ability to allocate fractions of a GPU’s compute
capacity and memory to a task. We also need to access
device paths like /dev/nvidia0 from inside the container.
These are passed in via Docker arguments.
Unlike CPU assignments, our custom mechanism provides no enforcement of limits between different processes
using the same GPU, so we must be careful not to oversubscribe the resources.

Network Interface Card Affinity
As with the CPUs and GPUs, the NUMA node that a
particular network interface card (NIC) is connected to is
important for optimal processing. Our network also has
different segments for data and control, so we must ensure
the selected NIC will have access to the correct segment.
We added custom resources for the input and output bandwidths; and custom attributes like interface name, device
endpoint, network name, NUMA node, and Infiniband capabilities. Similar to the GPU solution, there is no enforcement
of these limits by the operating system.

Multi-stage Launch
While existing orchestration systems often have the concept of a group of tasks that are launched together (e.g.,
“application groups” in Marathon), our requirements are
slightly more complex. Each container provides metadata
about its outputs to downstream consumers. Thus, the containers in a pipeline need to be started in front-to-back order,
waiting for each one to come up before starting the next one.
While this could be achieved by running the pseudocode
above separately for each container, this can lead to suboptimal scheduling decisions, because the first container is run
as soon as we have somewhere that it fits, without considering the needs of other containers in the pipeline. It can also
lead to a pipeline being half-launched, only to find that there
are insufficient resources left in the cluster to continue.
We solve this problem by waiting until we have enough
resources to launch all the containers, and launch them all
together. However, each container with dependencies runs a
wrapper script. This script makes an HTTP request back to
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the scheduler, which replies only when the real work of the
container should begin.

Implementation
The bulk of the MeerKAT telescope is developed using
the Python programming language [32], so we chose this for
our scheduler too. We used the PyMesos package [33] to
simplify interfacing with the Mesos master.
Our master controller, including the scheduler, consists
of approximately 5 k lines of code. Mesos provided the bulk
of the solution, with their 130 k lines.
We use Ansible to deploy the Mesos agents.
As part of this deployment, all the custom resources and attributes are written into configuration
files in the /etc/mesos-slave/resources and
/etc/mesos-slave/attributes directories, accessible to the agents and subsequently advertised to the master.
Where possible, these files are populated by querying the
operating system.

Discussion
While our development was aided by a number of positive
aspects of the tools and approach selected, it was not without
challenges. We discuss both sides of this.
Writing our own scheduler gave us a lot of flexibility that
an off-the-shelf scheduler such as Marathon is unlikely to
provide. For example, describing tasks in Python allowed us
to specify arbitrarily complex placement policies and adapt
the task to the chosen placement (for example, choosing a
Docker image that is pre-tuned for the type of GPU found). It
also made it possible to handle requirements such as NUMA
awareness. However, our scheduler is not fault-tolerant, and
it would require significant further work to achieve the high
availability of a framework like Marathon.
The Mesos project is mature, active and widely used,
and thus includes many developer-friendly features. For
example, Mesos is robust and does proper cleanup of old
containers after framework crashes, which is sure to happen
when developing a new framework. Despite the robustness,
we still managed to crash agents and the master, although
the latter did recover, and the developers are responsive to
bug reports. This has not been an issue in production.
The Mesos HTTP API has wrappers written in many languages, including Python. The PyMesos package was a big
time saver, but we still had to reinvent the wheel for simple
things like aggregating resource offers from an agent and
iterating over a range resource.
The web-based user interface (UI) is good and helps with
debugging. However, it has no support for custom resources,
so there is no visibility of resources such as the network
bandwidth in use. Another issue is that changing an agent’s
attributes or resources requires a manual recovery step to
discard its check-pointed state. This also means killing all
containers currently running on that agent.
The ability to define custom resources and attributes was
critical to our solution. On the downside, attribute values
are limited to the characters A-Za-z0-9_/.- so our actual
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values must be base64 encoded, and are thus not human
readable. This extra layer of indirection is cumbersome.
Making minor changes to the source code for a Docker
process is tedious — the whole container has to be rebuilt,
pushed to the registry and pulled again. One workaround we
use in development is to look for and automatically apply a
patch file when starting our Docker processes. This is a benefit of using Python — no recompilation of our applications
is required.

FUTURE WORK
There are a number of areas where improvements could be
made. The first is high availability of our master controller
and its custom scheduler. As mentioned earlier, using or
learning from the Marathon framework would be beneficial.
Many of our components are stateful, and significant work is
required to move all the state to a distributed store. Much of
our state is kept in a Redis in-memory data store [34], which
could be changed to a cluster-based implementation, or we
could consider using ZooKeeper. There are also issues with
lost data while switching over to new nodes.
The NUMA memory modelling should be improved, and
we need better isolation of reserved CPU cores, GPUs and
network bandwidth. Many of these issues need to be tackled
in the Docker runtime, or even the Linux kernel level, which
makes this very challenging.
The multi-stage launch scheme is a good candidate for
a custom executor; we chose the current approach because
there does not appear to be an easy way to extend, rather
than replace, the default executor.

CONCLUSION
We have provided a basic overview of the MeerKAT radio
telescope and its Science Data Processor. The history of the
SDP deployment was discussed as was the major motivating
factor for moving from a static deployment process to a
dynamic one. We discussed container orchestration tools
with a focus on Mesos before delving into the details of our
scheduler.
By adding custom resources and attributes to agents we
showed that it is possible to apply Mesos to heterogeneous
NUMA compute clusters and still maintain optimal performance. The Docker runtime helps to isolate CPU and memory resources. Our work on fine-grained allocation of GPU
resources, and awareness of network segments and NIC capabilities is also beneficial, while not completely supported
by Docker.
Our implementation is effective, but can be improved by
making it more fault tolerant, and thus providing higher
availability. Some of the limitations could only be overcome
by changing the Docker runtime and Linux kernel.
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IT INFRASTRUCTURE TIPS AND TRICKS
FOR CONTROL SYSTEM AND PLC
M. Ostoja-Gajewski , National Synchrotron Radiation Center SOLARIS, Krakow, Poland
Abstract

The network infrastructure in Solaris (National Synchrotron Radiation Center, Krakow) carries traffic between around 900 physical devices and dedicated virtual
machines running Tango 9 control system. The Machine
Protection System based on PLCs is also interconnected
by network infrastructure. We performed extensive measurements of traffic flows and analysis of traffic patterns
that revealed congestion of aggregated traffic from highspeed acquisition devices. We also applied the flow-based
anomaly detection systems that give an interesting lowlevel view on Tango control system traffic flows. All
issues were successfully addressed, thanks to the proper
analysis of traffic nature. This paper presents the essential
techniques and tools for network traffic patterns analysis,
tips and tricks for improvements, and real-time data examples.

INTRODUCTION
This paper is organized in six sections, where each section provides description of one real-life use case. The
main goal of this paper is to provide recommendations for
improvements of network architecture design.

USE CASE 1: MACHINE PROTECTION
SYSTEM - PLC NETWORKS
Machine Protection System (MPS) is dedicated to ensure secure operation of machine elements. It is built on a
dedicated PLC system collecting data from sensors (temperature, pressure etc.). When any of the predefined
thresholds is reached, the MPS system stops the entire
machine by closing valves, switching off power supplies
or shutting down klystrons. Most of the equipment is
capable of generating interlocks in the case of malfunction. Example: cooling water in klystron is not flowing
properly – interlock is generated and MPS system stops
the machine.

Figure 1: MPS CPU and IO.
The Solaris MPS is based on Rockwell Automation [1]
PLCs . There are 6 CPU modules and hundreds of IO
modules (Figure 1) interconnected via computer network.
MPS traffic is logically separated into dedicated VLANs.
There is a 20ms roundtrip for CPU – IO communication.

It means that CPU is pooling for data every 20ms and
expecting result from IO. If communication is broken, the
MPS system generates “communication interlock”, which
in turn triggers immediate shutdown procedure for the
machine.

First Approach - Bad Results
There is a natural inclination to minimize cost and design computer networks to handle different sources and
types of traffic within shared equipment. The separation
of traffic is done in the logical layer, but different sources
share the same links infrastructure. The first approach was
to aggregate MPS PLC traffic with other sources and
utilize shared links and switches infrastructure.
During the building phase, it appeared that there were
random occurrences of “lost communication” interlocks
which stopped the operation of the entire machine. It
could happen once a week or once a month, so it was
difficult to catch and correlate the single event that might
lead to such a case. But it was evident that some bursty
traffic from other sources could increase the latency in
PLC traffic to an unacceptable value. Prioritizing PLC
traffic also did not help.

Recommendations
In order to address the issue of “lost communication”
interlocks, it was decided to build a separate fiber optics
infrastructure for PLC traffic only. Most of the network
equipment was reused, but the MPS system was provided
with dedicated links, with no other traffic sent over the
same interfaces. In addition, there were new switches
dedicated to handle traffic from beamline MPS systems.
After applying this solution, no further interlocks were
observed in the period of more than 2 years of operation.

USE CASE 2: TRAFFIC SEPARATION
BASED ON DEVICE TYPE
The computer network for the control system carries
traffic for different types of equipment and control system
software running in virtualized environment. There are
hundreds of ion pump controllers, power supplies, scopes,
diagnostic systems, RF systems, timing, and PLC. Also,
there are multiple virtual machines running Tango9 control system. All of the network-attached systems produce
different patterns of traffic. Figures 2, 3, 4 present examples of traffic from Ion Pump controller, Modulator and
Control Room computer.
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USE CASE 3: COMMUNICATION
BETWEEN DEVICES, DEVICE SERVERS
AND CONTROL ROOM
In Tango9 [2] control system, all devices are managed
by Device Servers. A Device Server is a piece of software
that runs on a virtual machine and polls devices for data.

Figure 2: Ion pump controller traffic.

Figure 5: Tango9 communication principles.
Operators in the control room are using GUI applications that communicate with the device server in order to
get data and manage devices (see Figure 5). There are two
patterns used to receive data: polling and publish/subscribe. It is a crucial that the computer network
carrying traffic for the control system should be stable
and should provide low-latency capabilities.

Recommendations
Figure 3: Modulator in section I-K03 traffic.

Figure 4: Control Room computer traffic.

Recommendations
Since there are different patterns of traffic depending
on the type of equipment, it is recommended to make the
logical separation of network by using 802.1q VLANs for
each subsystem. It enables controlling the priorities and
shaping the bandwidth based on the traffic pattern.
Also, it is recommended to attach the virtual machines
with control system to the same VLAN as the controlled
subsystem (cf. next use case).

In order to provide low latency links, it is recommended to shorten the physical and logical path between control room computers and virtual machines running device
servers. Also, the path between virtual machines and
devices should be as short as possible.

Figure 6: Path between the control room computer and the
virtual machine running the device server for VAC subsystem.
As shown in Figure 6, the number of ‘hops’ between
the control room computer and the virtual machine is
merely “one”. It means that the path is very short in terms
of routing, giving very low latency.
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chine operators. It appeared that it was absolutely acceptable for the operators when new settings were applied:




Figure 7: Path between the virtual machine and the physical device.
Figure 7 illustrates the concept of the virtual machine
running a device server directly attached to the VLAN of
the controlled subsystem. There is no routing, but direct
switching, so the latency is very small.
The concept of network low latency for the control system is vital for fast response of GUI applications, but also
for archiving systems that either poll for data or get notified by a messaging system.

USE CASE 4: DIAGNOSTIC DEVICES HUGE TRAFIC PRODUCERS
There is a vast number of diagnostic devices used for
enhancing smooth operation of the synchrotron machine.
Most of these devices produce huge amount of traffic that
can easily saturate 1 GBit links.

Resolution: 640x512
Bits per pixel: 8
FPS: limit : 25
Traffic: ~65 MBit/s

The reduction of the traffic volume was significant and
allowed smooth operation of the control system for the
beamline.

USE CASE 5: FLOW-BASED TRAFFIC
MONITORING
Each communication between two attached devices in a
computer network can be regarded as a flow. Flows can
vary in duration, size, usage of multiple ports and other
aspects. They can be monitored, analysed and classified.
Most of the modern networking devices are capable of
producing information about flows and sending it to flow
collectors for further analysis. There are couple of variations of flow protocols, depending on manufacturers:
NetFlow, IPFIX, sFlow, jFlow.

The perfect example is the Bassler [3] camera with the
default settings:

Tango9 control system produces thousands of flows per
second. There are multiple entities communicating with
each other: the control room, device servers, physical
devices, and archiving systems. Understanding the nature
of flows in the control system can help with diagnosis of
malfunction of network infrastructure and software layer.

Resolution: 1280x1024
Bits per pixel: 12 (in reality: 16bits)
FPS: no limit (in reality: 40)
Traffic: ~ 900 MBit/s

Figure 9: Flow-based analysis.






During the commissioning of PEEM/XAS beamline,
there were 5 cameras (Figure 8) used simultaneously.
They were managed either by Pylon application or
LimaCCD device server. The total amount of traffic generated by Bassler cameras could not be properly handled
by 1Gbit link on the beamline computer.

Figure 9 presents an example of flow between the
beamline BL04 control computer and the HDB++ archiving system based on Cassandra database. Also, there is a
communication between the PLC device server on a virtual machine and the VAC device server on another virtual machine. The TCP flags are shown as AP.S, which
means that communication is established (flags SYN and
ACK) and TCP/IP stack is forced to push the data out as
soon as possible (flag P).

Recommendations
When looking for unsuccessful connections, one can set
filter by TCP flags “S and not A”, which means that a
packet with a SYN flag was not acknowledged, so the
TCP handshake did not succeed.
Figure 8: Bassler camera - a huge traffic producer.

Recommendations
It is advised to discuss the resolution of images produced by diagnostic cameras with the beamline or ma-

For the smooth operation of the control system, there is
a need to capture and analyse any traffic anomalies that
can be produced by malfunctioning devices or software.
There is a variety of tools that can be employed to analyse
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traffic and identify potential anomaly (Figure 10). One of
them is Flowmon [4], a tool that brings ability to learn the
nature of traffic and to categorize network events by the
risk they pose on the infrastructure.
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CONCLUSION
The proper design and implementation of network infrastructure is critical for operation of control systems for
Experimental Physics facilities. To achieve stability and
predictability of network infrastructure, it is advised to:
•
•
•

Figure 10: Example of unsuccessful connections captured
by Flowmon.

USE CASE 6 : LOCAL NETWORK
DIAGNOSTICS WITH TAP
The network monitoring software provides information
on the state of infrastructure elements and particular network interfaces. If there is an issue with a single device
attached to a network port (e.g. a huge number of dropped
packets), it may be suspected that there is either a physical issue (cabling) or a traffic pattern which can not be
handled properly by network equipment.

Monitor, analyze and understand network traffic
Redesign network infrastructure to comply with
the existing traffic patterns
Proactively identify new traffic sources coming
with IoT reality

Active monitoring and analysis of traffic patterns can
offer a new perspective on how the control system exchanges data. By analysing flows, potential issues generated by software malfunction can be quickly identified.
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Figure 11: Network TAP [5].

Recommendations
If it is feasible, one can consider using a network TAP
(Figure 11) located between the physical device and the
network port. TAP is transparent and makes a copy of
entire traffic sent between the device and the network
port. It includes malformed frames, so it is easier to capture possible issues with cabling (e.g. an unshielded UTP
cable interfering with some strong signal sources)
It needs to be noted that the port SPAN or mirroring do
not replicate malformed frames, so a network TAP is the
only way to capture entire traffic flowing between a device and network equipment.
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CONFIGURATION MANAGEMENT FOR THE INTEGRATED CONTROL
SYSTEM SOFTWARE OF ELI-ALPS
Lajos Schrettner∗ , Balázs Bagó, Balázs Erdőhelyi, Tamás Gaizer, Attila Heidrich, Gergely Nyiri
ELI-ALPS, Szeged, Hungary
Abstract

Beamline 1

ELI-ALPS (Extreme Light Infrastructure - Attosecond
Light Pulse Source) is a new Research Infrastructure under
implementation in Hungary. The infrastructure will consist
of various systems (laser sources, beam transport, secondary
sources, end stations) built on top of common subsystems
(HVAC, cooling water, vibration monitoring, vacuum system, etc.), yielding a heterogeneous environment.
To support the full control software development lifecycle
for this complex infrastructure a ﬂexible hierarchical conﬁguration model has been deﬁned, and a supporting toolset
has been developed for its management. The conﬁguration
model is comprehensive as it covers all relevant aspects of the
entire controlled system, the control software components
and all the necessary connections between them. Furthermore, it supports the generation of virtual environments that
approximate the hardware environment for software testing
purposes. The toolset covers conﬁguration functions such
as storage, version control, GUI editing and queries.
The model and tools presented in our paper are not speciﬁc
to ELI-ALPS or to the ELI community, they may be useful
for other research institutions as well.

INTRODUCTION
The primary aim of the ELI-ALPS research facility, currently under implementation in Szeged, Hungary, is to
make a wide range of ultrafast light sources accessible to
the user groups of the international scientiﬁc community.
Laser driven secondary sources emitting coherent extremeultraviolet (XUV) and X-ray radiation conﬁned in attosecond
pulses is a major research initiative of the facility. The primary laser pulses will be provided by laser sources operating
in the regime of 100 W average power in the near-infrared
(NIR) and at 10 W in the mid-IR (MIR).
The constructed buildings will house the laser equipment,
beam transport, secondary sources, target areas, laser preparation and other special laboratories. These state-of-the-art
facilities require specialized design and cutting edge implementation of the latest technology for vibration levels,
thermal stability, relative humidity, clean room facilities and
radiation protection conditions.
The typical layout of the laser systems are shown in Fig. 1:
each laser source is connected via a beam transport system
to one or more beamlines consisting of a secondary source
and an end station. Each laser system can contain a high
number of controlled devices (translation stages, motorized
mirrors, cameras, vacuum pumps, valves, gauges, etc.).
∗

lajos.schrettner@eli-alps.hu
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Beam Transport
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Figure 1: Simpliﬁed view of a laser system.

The control system as a whole consists of several interconnected and interoperating systems, each of these having
several subsystems, such as vacuum control, optical alignment or an optical conﬁguration subsystem. Each subsystem
has a layered architecture, on the bottom being the hardware
devices themselves. Above them are the logical devices,
which are software components representing a single hardware device on the software side. The functionality of several logical devices are collected in higher level components
as necessary, and a resulting system has a single service
component representing it towards the rest of the system
complex. The Central Control System uses the services
of all the other systems and is responsible for monitoring,
resource allocation, archiving, alarm handling, etc.

CONFIGURATION IN CONTROL
SYSTEMS
Background
Typically conﬁguration plays an important role in the command and control ecosystem, its purpose is to give a static
description of properties and relationships of the relevant
components. The command and control system accesses
these settings from a conﬁguration repository.
The conﬁguration of an advanced control system should
describe the system as complete as possible from a structural
aspect. On one hand the main goal of the control system is to
control hardware devices and various equipment contained
in the facility. Networks, computers, motors, CCD cameras
and other detectors build up the hardware equipment that
has to be controlled, therefore the description of the hardware equipment must be part of the conﬁguration. On the
other hand the user requirements must be implemented in
the control system. These are usually high level requirements regarding functionality, appearance, expert-mode vs.
automated mode, logging, alarms, GUI and/or CLI, data
visualization and analysis, etc. The high level architecture
of the software that is being developed to implement the
requirements of the users can be described in the conﬁgura-
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tion as well. Based on the above, it is natural to diﬀerentiate
components related to hardware and research infrastructure
and that of the software and control system.
Additionally, it is advantageous if conﬁguration has features that assist in covering the full development process
lifecycle, cope with regular changes and updates. In particular it should be possible to design, develop, test and to
some degree operate the control system even if the hardware
to be controlled is partially or completely unavailable. A
possible solution to this problem is virtualization, that is the
ability to replace some or all of the hardware devices with
virtual (software) devices that in all relevant aspects provide
the same interface and behaviour as the hardware devices
they stand for. Virtualization will always be a (mostly rudimentary) approximation to the real behaviour of the devices,
as completely realistic simulation is neither desirable nor
attainable in a cost-eﬀective way.

Configuration in the Control System Lifecycle
Based on the observations above, we can determine that
the lifespan of the data that is used in or related to a control
system can be categorised as follows:
• Transient: runtime data, that is only available during
one single execution of the control system software.
• Persistent: Values of this kind must be preserved between consecutive executions of the control system, e.g.
saved motor positions or detector settings.
• Permanent: static data that does not change for several
executions of the control system and modiﬁcations are
performed only when the control system is down, e.g.
position and size of the buildings, rooms, computers.
In our opinion that this is the category of data that can
and should be covered by conﬁguration.
Concentrating on the software development phases, conﬁguration is used mainly under the following circumstances:
• During the design of the control system.
• Creation of a virtual environment: in the development
phase of the control system, for manual or automated
testing in a Continuous Integration environment.
• Deployment in a virtual environment or on phisical
hardware in the target environment.
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Krempaská et al. [2] use an installation tool (called swit)
to connect to a database and depending on the information
retrieved, the right ﬁles (or symlinks) are created to install
the operating system, libraries or EPICS conﬁguration ﬁles
to the Input Output Controllers (IOCs).
Mader et al. in [3] regard only EPICS process variables
and values as part of the conﬁguration of their telescope control system. In contrast, in [4, 5] the conﬁguration database
contains information from the hardware, software and even
up to the GUI. Special tools are considered to be part of the
conﬁguration as well, like Data Editing or Data Browsing
Interfaces, APIs and Scrips, Data Security, Testing, etc.
Zaharieva et al. describe a system in [5] where the actual
conﬁguration is sent back to the central database through
an online feedback mechanism, which enables detection of
diﬀerences compared to the stored conﬁguration.
Makeev et al. presented a software conﬁguration tool
in [6] that combines the advantages of centralized and decentralized approaches. They also state that their Centralized
Storage is a graph-based database.
Beltran et al. created a database for cabling installation,
and later extended it to be the central repository for the whole
computing installation [7, 8].
Proteus was introduced by Vuppala et al. [9] to manage
conﬁguration data during design, commissioning, operation,
and maintenance.

ELI-ALPS CONFIGURATION MODEL
Requirements
After studying existing solutions and drawing conclusions
during the development process taking place at ELI-ALPS,
we came up with the following requirements for our conﬁguration model.
Content related: The model must represent all items of
interest, in particular:
• Representation of physical reality.
– Space subdivision, locations (building, area,
room, chamber, etc.).
– Hardware for executing the control system
(networks, computers).
– Hardware to be controlled (sensors, actuators).
• Representation of the control system structure

• During operation (in either a virtual or target environment): devices can discover their connections, synaptic
views can be generated from the conﬁguration, etc.

Related Work
Diﬀerent institutions used conﬁguration management on
various data and for diﬀerent purposes. Hardion et al. [1]
consider data from the operating system to Tango device
properties as part of the conﬁguration.

– Representation of high level software components of the control system (currently
TANGO device servers and devices).
– Representation of virtualization elements
(i.e. replacement of controllable hardware
with software components).
• Representation of all relevant connections between the above.
THBPA06
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Usage/process related: The model should support the following (sub)tasks that occur frequently during development:
• Identiﬁcation: unique, comprehensible identiﬁers
for all elements in the conﬁguration. These identiﬁers will be used by users in communication to
refer to the elements.
• Data extraction API: Standardized interface for
creating tools that access the conﬁguration data
in a uniform way.
• Integrity/consistency checking: it should be possible to deﬁne and automatically check constraints.
• Storage in a text-based human-readable format:
for occasional low level manual editing and to
enable version control.
• Creation/editing: text editor, custom graphical editor to enhance user experience and productivity.
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structure (the ConﬁgModel). The ConﬁgModel hides the
physical implementation of storage from the “users” (that
is, the software components using the model), they access
model elements only through the properties and methods of
ConﬁgModel objects.
The ConﬁgModel is a directed graph, consisting of nodes
and edges. Nodes represent the elements of the ecosystem
(devices, networks, hosts, etc.) and edges represent the connections between them (e.g. physical or logical containment,
propagation path of light between components, etc.).
Deine system

Prepare
environment

Execute system
device
manager

Coniguration
database
db
loader

Control system
ConigModel

Graph
DB

Implementation
In the following, we describe the solution we came up
with to satisfy the requirements above.
Following the structure of the ecosystem, the conﬁguration model also consists of three main parts to model the
corresponding parts of the ecosystem (that is, physical equipment, control system, virtualization – see Fig. 3). Besides,
the model contains elements that are common in the three
sections.
A conﬁguration metamodel deﬁnes the possible elements,
connections, and integrity rules of the conﬁguration model.
An important advantage of the metamodel is that it makes
it possible to impose data integrity rules. This is made
possible by deﬁning the optional and mandatory attributes
of elements and connections, also deﬁning constraints for
the valid node-edge combinations.
There is a primary hierarchy (a directed tree) within each
section. As the sections serve diﬀerent purposes, these primary hierarchies have quite diﬀerent interpretations (see
explanation below). Following the hierarchical structure,
each node can be identiﬁed by its path starting from the
root node similar to a directory tree structure. This type of
identiﬁcation is unique as long as there are no identical node
names for siblings in the hierarchy and also easy to use for
humans and machines as well. Besides the primary hierarchy
there are other connections (edges) among the conﬁguration
elements. Edges are not restricted to one section, they may
also connect elements of diﬀerent sections.
The ﬂow of conﬁguration data is illustrated in Fig. 2. It has
two representations, a physical one called the conﬁguration
database and a logical one called the conﬁguration model
(ConﬁgModel for short). The purpose of the conﬁguration
database is only to store the conﬁguration data, the actual use
of data takes place through the conﬁguration model interface.
Any time a software component of the ecosystem is started
and uses some element of the conﬁguration, it ﬁrst loads
the conﬁguration database into a compound internal object

Generate
environment

env
generator

virt
loader

conig
editor

(Virtual)
hardware

Figure 2: Conﬁguration model in the operating environment.

Main Model Sections
Below we summarize the most important elements of the
model.
Equipment The equipment section describes the physical world, that is the building, rooms, chambers and the
hardware devices contained in them. The basic hierarchy
among the elements is the physical containment relation: the
rooms are contained within the building, vacuum chambers
within the rooms, etc. The equipment section also deﬁnes so
called logical conﬁgurations which are the possible states for
the translation stages resulting in paths for the laser beam.
• Space subdivision:
– building: Deﬁnes a building in the equipment
section.
– area: Deﬁnes an area inside the building.
– room: A room in a building or area (typically a
clean room).
– chamber: A vacuum chamber, it generally contains other elements (devices, translation stages,
etc.). Chambers may be connected to each other
if there is a vacuum pipe between them in the
physical world.
• Control hardware:
– network: Description of the network inside the
equipment section.
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– computer: Deﬁnes a physical computer. Computers are located in rooms, or racks, and hosts can
be deployed on them.
• Controlled hardware:

Config Model
System
region

– device: Physical device, which can be controlled
either directly or indirectly. Devices may have
optical connections which deﬁne the path of the
laser beam.

host
container
component
= logical device

– controller: Controllers are connected to the controlled devices by special connections.

• container: a logical group of software components
within a host that can run independently of other similar
units. Containers make it possible to deﬁne a starting
sequence on device drivers, for example. In our current implementation the containers are Tango Device
Servers.
• component: a software unit which we do not want to
subdivide further statically. A component may be the
software counterpart of a physical device, or it can provide functionality to other components. In our current
implementation the components are Tango Devices.
Virtualization The virtualization section describes software components for virtualization of the hardware elements
of the equipment section. The hierarchy of elements is similar to the control system section.
• Virtualization region: same as the role in control system
section
• Virtualization host: similar as the host in the control
system section except that this element contains virtualization services instead of containers
• Virtualization system: a software component responsible for virtualization of a subtree of the equipment
section

building

network

room
chamber
device
device
device

Virtualization
region
network

lize

• host: Describes a host, that may include software containers and network interfaces to the network of the
controlled devices.

Equipment

a
virtu

• region: a logically isolated part of the Control System
(which corresponds some larger system in the physical
world, such as the Beam Transport System)

component

adapter
ls
ro
nt
co

Control System The control system section describes
structure of the control system from a software architectural
point of view deﬁning the logical layout of the deployed software (containers, components) and the network interfaces
of the containers to networks deﬁned in the equipment section. The hierarchy of elements is the logical containment
between the components (e.g. hosts are contained within
a region, software components are contained within a host,
etc.).

container

host
component = virtual device

Figure 3: High level structure of the conﬁguration model.

Connections Between Elements of Different Sections
The following connections span across diﬀerent sections
of the conﬁguration.
• controls: A link starting from the controlling software
component pointing to the controlled physical device.
• virtualize: The connection between the simulation device and the physical device being simulated.
The controls and virtualize connections are shown on Fig. 3

CONFIGURATION MANAGEMENT
TOOLKIT
ConfigModel API
The API of the Conﬁg model provides methods to query
and modify the nodes and connections of the Conﬁg model.
The method calls that modify the content are propagated to
the graph database backend. The API provides validation
and consistency checking of the model through the usage of
a previously deﬁned metamodel. Based on these metamodel
rules, automatic checking model instances is possible, and
THBPA06
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carried out for example when the conﬁguration database is
read or written, and when the conﬁguration editor is used.

Database Backend
The content of the conﬁguration contains two kind of
data: components and the connections between them. Components are the basic building blocks of the ecosystem (like
hardware devices, software processes, hosts, networks, virtualization conﬁgurations, etc.). Connections represent some
kind of relationship between components. Examples of this
relationships are: spatial or logical containment, control,
virtualize, optical path to, wired to, etc. Both components
and connections can have arbitrary attributes.
The data structure above is basically a graph where components are nodes, and connections are edges, and as such it
is best stored in a graph database. For our purposes we have
chosen the neo4j graph database [10].
The graph database is ﬁlled with data from the conﬁguration database (see Fig. 2), which is stored as a XML ﬁle.
Keeping the conﬁguration in a text-based, human readable
format has the advantage of low level editing and that it is
easy to add to version control systems.

ConfigEditor
A dedicated application is being developed for the visual
construction and maintenance of conﬁguration descriptions.
The name of this application is ConﬁgEditor (see Fig. 4).
As shown in Fig. 2, the ConﬁgModel serves as input and as
output for the application. The aims of the ConﬁgEditor are
as follows:
• Visualize the items of the conﬁguration. This visualization includes a classical tree view, and a special
hierarchical view where rectangles are embedded into
each other. The latter is preferred since it allows the
visualization of connection links beside the hierarchy.
• Edit the conﬁguration structure: add and remove elements to existing ones, add and remove connections
• Add, remove and edit the attributes of any element or
connection.
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Virtual Environment Generator
The creation of the virtual environment has the following
steps (see Fig. 5):
The Environment Generator software uses the information
from the Conﬁg Model to generate Environment description
ﬁle. This ﬁle contains the description of the networks, virtual
hosts, environment variables, and other data that is necessary
to create the Virtual Environment. The description ﬁle uses
docker-compose’s format to specify the virtual environment.
Docker-compose [11] is used to run the Virtual Environment. Its input is the description ﬁle, and it creates the
containers and networks of the Virtual Environment.

Config
Model

Environment
Generator

Virtual
Environment

Environment
description

Test
Framework

Tango
DB

Boot

Tango
service

Tango DB
Loader

Sim Loader

Docker

Tango start

Tango init

Sim start

Sim init

Process
Monitor

Figure 5: Virtual environment creation.

Virtual Environment Loader
The aim of the virtual environment loader is to start the
software processes which take the place of physical devices.
IP address, port, channel index, axis, serial number and other
device speciﬁc data is passes to the virtual device. After the
virtual device is started, it behaves, in all relevant aspects,
like the hardware device it is simulating.

DB Loader
The aim of the DB Loader Tool is to prepare the control environment. The tool is run on every host deﬁned
in the equipment section, and it registers all the software
containers and components into a Database. In our current implementation Tango ecosystem is used, and so the
containers become Tango Device Servers, components turn
into Tango Devices and registration is done into the Tango
Database. This step enables the Tango starters to start the
required software automatically and also provides means
to pass additional properties to the Tango Devices via the
Tango Database.

Device Manager
A dedicated application is being developed for system
monitoring and management purposes. The primary goal is
to supervise the Tango ecosystem by:
Figure 4: ConﬁgEditor application to visualize and edit a
conﬁguration.

• monitoring the status of the Device Server processes
and Tango Devices
• starting/restarting Device Server processes
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• setting the status of Tango Devices
The application can also be used for some diagnostic
purposes such as validating the output of the Conﬁguration
Process. The tool has both CLI and GUI (see Fig. 6).

Figure 6: Device Manager GUI.

USAGE SCENARIOS
Typical usages of the conﬁguration are summarized in the
following.
• During software development, the control system is
started and executed on the local machine of the developer. The networks and computers described by the
conﬁguration are substituted by docker networks and
docker instances, devices are virtualized. The virtualized devices must be functional before the control
system is started, since the control system has no information whether the underlying devices are virtualized
or physical ones. As shown in Fig. 3, the software components (logical devices) use adapters to implement
communication with the physical or virtual device.
• Automated test for continuous integration. This is the
same as the above except that instead of a single developer machine the system uses multiple virtual machines
as dictated by the Equipment section of the conﬁguration description.
• Deployment in production environment diﬀers from
the above process since some or all of the devices are
already available as physical devices. In this case, the
real addresses (IP, port, channel, axis, etc.) of the devices have to be provided for the control system. To
switch from development to production environment,
only the adapters are to be replaced. Since the business
logic is implemented in the component, the adapters remain only a thin software layer that translates between
the component and the device.
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CONCLUSION
Some form of conﬁguration is typically used in every control system, although the term does not have a well deﬁned
meaning in every context. In this paper we summarized the
usage scenarios when conﬁguration appears in the literature
and attempted to give the term a more strict interpretation by
roughly identifying conﬁguration with permanent data that
has a lifespan comparable to the installed control system.
Further, we compiled a list of requirements that should be
fullﬁlled by the conﬁguration subsystem, among these are
ones that relate to the speciﬁc types of elements and connections between these elements, as well as others that relate to
the typical usage scenarios of the conﬁguration. Based on
the requirements, we gave details of the complex solution
we developed for the conﬁguration of the ELI-ALPS control
system. The conﬁguration allows us to model all the relevant
aspects of the research infrastructure as well as the control
software structure. It supports all the usage scenarios that
are important during the development of the control system,
among these are the support it gives in the design phase by
a graphical conﬁguration editor, the assistance it provides
during development and testing by being able to virtualize
the equipment to be controlled, and as supporting database
for guiding deployment. The development of the control
system and conﬁguration management in ELI-ALPS is ongoing, and we expect that the overall approach and high level
structure will cover our future needs.
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SPEAKING OF DIVERSITY*
K. S. White†, Oak Ridge National Laboratory, Oak Ridge, USA
Abstract
Historically, attendance at the International Conference
on Accelerator and Large Experimental Physics Control
Systems (ICALEPCS) has not been particularly diverse in
terms of gender or race. In fact, the lack of diversity
amongst the attendees was noted during the closing session of the 2015 conference by an invited speaker from
outside the accelerator community. Informal discussion
and observations support the assertion that our conference
attendance reflects the diversity of the broader accelerator
controls workforce. Facing very low participation of
women in our field and even lower minority representation, it is important to examine this issue, as studies point
to the importance of diverse work groups to spark innovation and creativity as catalysts to solving difficult problems. This paper will discuss diversity in the disciplines
that comprise the accelerator controls workforce, including background, barriers and strategies for improvement.

ABOUT DIVERSITY
By definition, diversity is about variety. We discuss social diversity in our communities, our schools and our
workplaces. We enumerate our differences in terms of
gender, race, ethnicity, age, disability, gender identity,
sexual preference, socioeconomic status, religion, politics
and more, when in fact, we have a lot more in common
than not.
As professionals, it is easy to understand the importance of technical diversity as we consider the skills
mix of our groups. We need people who are experts in
hardware and software, operating systems and algorithms,
user interfaces and device control. We might even think of
the technical diversity of our control systems where we
meet requirements for high speed data acquisition and
relatively slow monitoring and readback. We may build
our control system with a mix of different operating systems, computer hardware, languages, toolkits, controllers
and interfaces. Certainly, our jobs would be easier if we
supported a single type of CPU, one operating system, a
single hardware interface and offered very narrow options
for user interfaces. In reality, we build systems that are
hardware and software diverse because it is necessary to
meet the requirements of our facilities and customers.
Thinking more broadly, we should also consider the
___________________________________________
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importance of social diversity in our work groups and by
extension, our professional community. While expanding
diversity can make people uncomfortable, including people with socially diverse characteristics in our ranks can
enhance our ability to be more effective.

WHY DOES DIVERSITY MATTER?
Simply put, diversity matters because it can make us
better, more innovative, more creative and in the end,
more successful. A well-functioning, socially diverse
group benefits from the different backgrounds, perspectives and life experiences of the members. These groups
bring a more comprehensive set of ideas to the table and
along with these ideas, more effective processes. Processes for vetting new ideas, design, development, implementation, training and testing. The way people think and
approach their work permeates every aspect of their contributions. If we all think and approach our work the same
way, we are bound to naturally narrow our options and
constrain the results.
Many studies validate the higher performance of diverse teams, particularly when the work requires creativity or innovation. An article published in Scientific American in October 2014 [1] discusses research on the effects
of team diversity on problem solving, decision making
and even corporate profits. The article describes how the
diversity effect goes beyond gaining different perspectives, but rather causes people to behave differently.
The author draws on different studies to demonstrate
how diversity causes people to work harder and become
better prepared for work assignments. This is attributed to
a level of discomfort people experience when dealing
with people they perceive as different from themselves in
some way [2].
When someone presents a new idea or design to a room
full of people who look and live just like themselves, they
seem to naturally assume acceptance. The homogeneous
group members tend to think alike, which is precisely
what we want to avoid if we value innovation. The same
presenter, faced with a socially diverse group, assumes
they need a better presentation to gain consensus and do
in fact come better prepared and more open to discussion.
The article concludes that a diverse set of team members
stimulates all team members to work harder, enabling
better results.

THE CURRENT STATUS OF DIVERSITY
Workforce
While participation of women in the workforce varies
by region and country, women make up 40% of the global
workforce [3] and 47% of the United States (U.S.) workforce [4]. About 50% of women and 76% of men partici-
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pate in the global workforce. In the U.S., 57% of women
and 70% of men join the workforce which is slightly less
than the European Union where 64% of women and 76%
of men are working.
Race and ethnic workforce participation data gathered
in the U.S., is often presented using the categories White,
Under Represented Minorities (URM) which includes
African Americans, Blacks, Hispanics and Latinos, and
Other People of Color (OPC) which includes Asians,
Asian Americans and Pacific Islanders.
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published diversity data for the national laboratory workforce on their website [8]. This data, shown for various
job categories by gender and race/ethnicity in Figs. 1 and
2, details the national laboratory workforce demographics, showing participation by job category, which
gives some insight into how various groups progress
through higher career levels.

Universities
Control system developers are most commonly college
graduates with engineering or computer science degrees,
although we also draw from other Science, Technology,
Engineering and Math (STEM) majors. The diversity
amongst college graduates in these majors is a limiting
factor in how diverse our groups can ultimately become,
especially when we consider this is a relatively small pool
of students. Only ~210,000 STEM degrees are awarded in
the U.S. each year, which is less than 8% of all degrees
[5]. Additionally, competition from industry for these
same graduates is intense as demand for technical skills
continues to exceed supply.
In the U.S., females and minorities continue to enroll in
universities in increasing numbers, however, their participation in the STEM majors is proportionally much smaller [6]. Women now earn ~60% of all U.S. college degrees, but only 34% of the degrees in STEM disciplines.
In 2014, non-white students earned 30% of all degrees.
Whites earned 66% of STEM degrees while 17% were
earned by URM and 17% by OPC.
Computer science is a particularly unpopular degree
amongst women and minorities with the dubious distinction of being the only science major with shrinking female participation. Females now earn 17% of all computer science degrees, sharply down from a high of 35% in
1984. The percentage of engineering degrees earned by
women has slowly increased from 2% in 1970 to 17%
today. While most other science disciplines have realized
slow gains in female participation, biology is the only
science where female graduates now outpace male graduates with females earning 59% of these degrees. The
growth rate of URM majoring in science and engineering
is almost stagnant and OPC have realized small gains
over the last 20 years [7].

Department of Energy National Laboratories
The U.S. Department of Energy (DOE) maintains 17
national laboratories for scientific research. Within these
labs, there are numerous user facilities which operate
unique machines as tools of discovery. These laboratories
are managed by contractors who employ over 57,000
people, in both technical research and support positions,
including 31% women, 17% URM and 10% OPC, to
achieve their mission. These facilities utilize computer
based control systems to operate their bespoke machines,
and therefore employ many ICALEPCS participants. In
2016, the U.S. National Laboratory Leadership Council

Figure 1: DOE workforce data by job category and gender.

Figure 2: DOE workforce data by job category and
race/ethnicity.
While this data shows the clear dominance of whites
and males within the DOE workforce, it also indicates a
reasonable fraction of females and URM as students employed at the undergraduate level. Unfortunately, the
graphs show a notable decline in the number of females
and URM throughout the career progression from student
positions, to research positions, then into management
and leadership roles. OPC employees have a different
trajectory with increasing numbers moving from undergraduate through postdoctoral positions then a dramatic
decline moving to research, management and leadership
positions. This trend may be attributed to U.S. visa policies or student intentions to return to their native country
after obtaining a Ph.D. The downward trend in the number of females and URM progressing into research, management and leadership positions clearly illustrates a
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leaky diversity pipeline where we appear to start with a
healthy mix of undergraduate students but lose a significant fraction of our diversity at each career phase. While
there are many reasons for such attrition, it appears the
U.S. national laboratories could benefit from improving
retention amongst these groups.

SOME HISTORY
Pioneers
While we currently have little diversity in our professional community and across the board in computing and
engineering, there was certainly some diversity among
important early pioneers who established a vision and laid
essential groundwork for the modern computer hardware
and software which forms the foundations of our control
systems.
In 1815, Ada, the Countess of Lovelace was born and
later married into privileged positions in English society.
She was forced to study math and science by her mother
at a time when it was highly unusual to teach girls math
and science and only upper-class girls were educated at
all. Her mother, also an accomplished mathematician,
believed that learning math would protect Ada from inheriting insanity from her father, the English poet Lord
Byron. Ada is credited with writing the first computer
programs in the form of algorithms for the Analytical
Engine being built by Charles Babbage. The machine,
which Babbage designed to manipulate numbers much
like the calculators we now hold in our hands, was never
finished. Ada, viewed the Analytical Engine as much
more than a calculator and expressed the view that music,
text, photos and sounds could be expressed in digital form
and manipulated by the machine, theorizing for example,
that the machine might compose music. She published her
vision, along with algorithms to program the Analytical
Engine, under her initials, A.A.L., as it was not proper for
a woman of her social class to participate in such unfeminine work. The programming language, Ada, was named
after her [9].
Grace Hopper, born in 1906, received a Ph.D. in mathematics from Yale in 1934 and subsequently was one of
the first people to program a Mark I computer. During
World War II (WWII), she enlisted in the U.S. Navy
Reserve because at 34, she was told she was too old to
join the active duty Navy. Following the war, she remained in the reserves and went to work for UNIVAC
where she developed the first compiler. She believed
people should be able to read computer code and code
should be somewhat independent of computer hardware.
Hopper inspired the programming language COBOL. She
later developed standards for early programming languages such as FORTAN. By Navy regulation, she was
forced to retire from the Naval Reserve at age 60 but was
later recalled to active duty twice and gained Congressional approval to work past the mandatory retirement
age. She ultimately retired at 79 as a rear admiral. Grace
believed mentoring students was her most important accomplishment apart from creating the first compiler [10].
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World renowned British mathematician, Alan Turing,
was born in 1912 and has been called the “father of modern computing” for his pioneering work on theoretical
computer science, algorithms, formal languages and artificial intelligence. He is famous for describing a universal
computing machine (Turing machine) that could compute
anything based on a properly defined algorithm. Turing
was also an accomplished cryptographer. He was instrumental to the British Intelligence Service effort to break
the German Enigma code during WWII. Following the
war, Turing worked on the design of the Automatic Computing Engine, wrote some of the earliest software for the
Manchester Mark I and developed theory related to artificial intelligence. Although his work was considered
ground-breaking and garnered many awards, in 1952,
Turing was arrested and convicted of indecency after
admitting a homosexual relationship to the police. Due to
his conviction, Turing could no longer hold a security
clearance which limited his work. Turing died in 1954 of
cyanide poising, perhaps self-administered [11].
These examples give us a glimpse into a few of the brilliant and unique individuals whose great contributions to
the field of computing could not be diminished by their
non-traditional gender, age or sexual preference.

Historically
Ironically, computer programming was once considered
“women’s work”. In fact, in 1945, the first programmers
of the ENIAC were female mathematicians formerly
working as human computers, performing calculations for
U.S. aeronautical programs. And the ranks of these female mathematicians included many black women who
were recruited by the National Aeronautics and Space
Administration to fill staffing gaps during WWII [12].
While early computer hardware was almost exclusively
designed and built by men, the required programming
work was dominated by women for at least three decades.
Despite the need to develop algorithms and apply complex mathematical and logic constructs, software development was considered a low skill job and was viewed as
almost clerical in nature. Therefore, employers hired
women and paid them far less than the men who worked
on the hardware. Eventually, as programming became
recognized as intellectual, professional work, salaries and
prestige were elevated and men joined the programming
ranks until a nearly complete reversal of the gender roles
with respect to computer programming was achieved
[13,14].

WHY DO WE LACK DIVERSITY?
Reasons for the lack of diversity in engineering and
computer science are far reaching with deep roots spanning historical discrimination including education inequality, stereotypes and strong cultural norms which fuel
unintended biases and the lack of relatable role models
and mentors.
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Discrimination
While it used to be quite common for laws to impose
restrictions on employment, voting, inheritance and property ownership based on gender, race or socioeconomic
status, laws around the world have changed dramatically
over the last 150 years. Such restrictions have largely
been removed from the law in the interest of fairness and
equality, enabling countries to slowly move away from
legal discrimination. But simply changing a discriminatory law does not create instant equality as social attitudes
and behaviours take generations to change. Even worse,
in some cases, clever politicians pass new laws to replace
the former restrictions triggering a lengthy cycle of court
challenges and impeding progress towards parity.
Despite much legal progress, discrimination still exists,
albeit in less overt and harder to prove ways. We have
equal pay laws, but it is exceedingly difficult to win a
case based on pay equity as the necessary data is usually
not available to workers for comparison. Successful or
not, such cases can result in, also illegal, retaliation
against the challenging employee. When people are not
selected for an interview, position or promotion, it is also
the case that the candidate cannot reasonably prove they
were denied due to age, race or gender as such decisions
are highly subjective. Other forms of previously legal
discrimination with respect to voting rights and education,
have left a damaging legacy to equality in the workplace.
Voting America established voting rights for black
males with passage of the 15th amendment to the U.S.
Constitution in 1870, following the end of the Civil War.
Many states, especially in the south, then created new
laws adding poll taxes, property ownership requirements
or literacy tests effectively preventing the majority of
black men from voting until the Voting Rights Acts of
1965. It became illegal to continue to suppress women’s
right to vote in 1920 with the passage of the 19th amendment. Even today, efforts continue in the U.S. to minimize the political impact of minority voters by gerrymandering districts and imposing stricter registration and
voter identification laws. The effect of over 150 years of
laws that disenfranchised females and minorities effectively maintained a homogeneous power base with little
motivation to put a high priority on equal rights.
There are similar histories in other countries with
women in Saudi Arabia, for example, gaining the right to
hold office and vote in 2015, however, they will not be
allowed to drive until 2018. Ironically, Vatican City remains the only country that holds elections that still prohibits female voting because only cardinals can vote and
only men are permitted to become cardinals. Such voting
restrictions empower the status quo, perpetuate a lack of
diversity at all levels of government and work against
progress in equality across the board.
Education Historically, education has been for a privileged few such as the male children of wealthy aristocrats. Many early organized education efforts, particularly
in Europe, were dedicated to serving the needs of religious organizations by teaching a small number of boys
to read and write to preserve religious documents and
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serve as clergymen [15]. As education expanded, many
schools were based in Christianity and churches began to
extend charity education to poor boys. As education
gained popularity, governments got involved and in some
places, segregated schools became an option for girls,
although mathematics was often considered appropriate
only for boys. We now enjoy universal public education
in most countries with diverse children studying the same
subjects, together.
In the U.S., the public school movement began in
northern states and slowly expanded to the south [16].
The first school for girls opened in 1727, nearly 90 years
after the first school for boys although public schools for
girls did not become widely available until 50 years later
and then primarily in the north. Black slaves were deprived of any education until the end of the Civil War
(1865) when separate schools began to open to teach
former slaves, both children and adults. Mandatory public
education in the U.S. was not required until the early
1900s. The lack of education afforded to slaves severely
limited their employability once they were freed and kept
most in low wage positions throughout the next century.
A landmark U.S. Supreme Court decision taken in 1954
made running separate public schools for black and white
children unconstitutional, however, with numerous court
challenges and outright illegal actions such as shuttering
schools to prevent blacks from attending with whites,
school integration was slowly implemented over the
course of more than 50 years. The impact of a long history of education first for only affluent children of one race
and gender coupled with over 100 years of lower quality
education for minorities and poor children is multigenerational. Children without a college educated parent
are less likely to earn a college degree than their peers
from more educated families and this cycle has proven
difficult to break. Moreover, the cost of a college education in America has roughly quadrupled over the last 30
years [17] putting higher education out of reach for children from poor families even when given partial government subsidies. When low income, first generation students do attend college, their graduation rates are significantly lower than their peers perhaps due to a lack of
access to mentors from their family or social circle.

Culture
With plenty of anti-discrimination protections in place
for workers, culture continues to be a dominant factor in
determining workforce participation and demographics.
Culture embodies our shared values and defines social
norms. While there are significant variations between
different countries, and cultures change very slowly over
time, most cultures include a form of women as nurturers
and men as providers. This naturally springs from the
most basis biological difference – the unique ability of
women to have babies. Pregnancy, childbirth and breastfeeding tie women to their offspring in a powerful way.
While this bond is useful in terms of perpetuating the
human species, it also serves as fuel for gender stereotypes which skew towards women in home based and
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nurturing roles and men working outside the home to
support the family. In a similar way, the long history of
racial and ethnic minorities in physical strenuous and low
wage jobs has contributed to a stereotype that is in conflict with our image of a college educated professional.
People are viewed and treated differently, starting from
birth, based on cultural norms associated with gender,
race, ethnicity and wealth. Children are bombarded with
messages from families, friends and teachers that often
serve to reinforce stereotypes rather emphasize the unique
capabilities of individuals. Stereotypical images and roles
are pervasive in news, entertainment and social media.
Everything from children’s toys, books, clothing and
entertainment are tailored for either boys or girls and true
gender-neutral items can be difficult to find. Even wellmeaning parents and teachers, socialized by the same
cultural norms, speak to male and female children differently, often praising assertive male behaviour while reprimanding the same actions when taken by girls [18].
Similar social marketing often categorizes minorities as
low-income and poor children as low achievers or somehow more suited to make a living by using their muscles
instead of their brains. These ubiquitous messages play a
strong role in influencing academic and career aspirations
in children as early as elementary school. Imagine how
difficult it must be to overcome such social brainwashing
of bright young people when it comes to their ability to
advance to higher mathematics courses that in turn form
the foundation of computing and engineering degrees.

Bias
Such strong cultural stereotypes certainly play a role in
our mental definition of normative types for controls
engineers. These stereotypes contribute to establishing
and perpetuating biases which impact the diversity of our
workforce. While we recognize explicit bias as a belief
regarding an individual or group that we are aware of and
understand how this leads to discrimination, implicit bias
can play a far greater role in keeping our field relatively
homogeneous. Implicit biases are those we are unaware
of and therefore do not acknowledge, however, these
biases can influence our business decisions and behaviour
at all levels.
We all have implicit biases formed by our life experiences and social context. These biases may not even be
synchronized with our chosen or expressed values. When
we are unaware of our individual biases, we cannot prevent these biases from leading us to act unfairly towards
others. You can evaluate your own biases by using an online evaluation such as the one offered by Harvard University’s Project Implicit [19].
An excellent example of the subversive impact of implicit bias can be seen in orchestra auditions. Traditionally, musicians have auditioned in front of a panel of judges
who endeavoured to select the very best performers and
this practice resulted in groups that were ~5% female.
Following the advent of blind and barefoot auditions in
the early 1980’s, the percentage of female orchestra
members has risen to over 30% [20]. The new audition
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format hid the gender of the musician by preventing the
judges from seeing the candidates or hearing their footsteps.
Implicit bias can impact who gets interviewed, hired,
mentored and promoted in otherwise well-meaning organizations [21]. These biases can govern how diverse employees are treated in the workplace by supervisors and
peers. Even the words used in a job advertisement or
position description can indicate bias towards one group
of people over another. It takes a very conscious effort to
reach outside of our comfort zones, which are most often
composed of people very similar to ourselves, to ensure
we attract diverse applicants, evaluate them fairly and
foster an inclusive work environment.

WHAT CAN WE DO?
There is not a single or simple solution to increasing
diversity in our field and we need changes both at the
grassroots level and in organizations and government to
enable equal treatment for people of all backgrounds
across the board. Given our positions, it may prove difficult to change how our organizations work at a high level
or how our governments define and defend discrimination. However, we can work from the bottom up by purposefully engaging on diversity within our community.
We can all work towards understanding both personal
and organizational factors preventing non-traditional
candidates from entering or staying in our field. We can
be more proactive and purposeful as we work to fill and
flow our pipeline of controls professionals. We can be
role models and mentors and look outside our community
for applicable strategies. Sharing our experiences, successful or not, can make us all stronger with respect to
diversity and inclusion. By getting personally involved in
some way, we can improve diversity in the accelerator
controls community one career at a time.

Look at our Biases
Improving the diversity of our community requires us
to identify our own implicit biases and to ensure we do
not let biases influence our business decisions. For people
who are developers, understanding and managing implicit
bias works to make a more inclusive workplace for nontraditional staff. For managers, overcoming our implicit
biases is key to ensuring we are fair in our recruitment
and hiring processes and in how we develop and promote
staff. Some laboratories have people in human resources
who can work with managers to ensure the wording of job
postings or questions asked during interviews do not put
off female and minority candidates. It may also be useful
to ask recruiters to remove names or other identifying
information from resumes for the first round of screening
to avoid invoking assumptions and stereotypes about a
candidate’s gender, race or ethnicity before their education and experience are properly evaluated versus the job
requirements.
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Be Accountable
As professionals, we all need to hold ourselves, our
peers and our higher-level managers and leaders accountable for equality based business practices that support
diversity. Realizing that implicit bias can influence even
well-meaning people to inadvertently discriminate, being
willing to speak up when you think this may be happening can help to prevent business decisions based on unconscious stereotypes. Furthermore, engaging your colleagues in discussions about how to improve diversity can
help to raise awareness, lead to better networking with a
broader spectrum of candidates and help people expand
their view of normative types for controls engineers. We
can also be sure to personally engage with non-traditional
staff to ensure they do not feel isolated, are not marginalized in team discussions and receive proper credit for
their work.
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couples or working single parents, female and minority
invisibility and self-defeating behaviours are not mentioned here. There are also some impressive success stories as universities work to improve the diversity of their
engineering and computer science student populations by
making small but significant changes. I hope there will be
future ICALEPCS contributions on various aspects of
diversity that help us to learn more as a community.
In the meantime, I encourage each of you to evaluate
your workgroups and organizations from the perspective
of diversity and inclusion. If you find that your organization is doing well, I would love to know how this has
been achieved and hope your success story can be shared.
If, on the other hand, you have room for improvement, I
welcome you to engage with others in the community to
form strategies and brainstorm towards future success. I
welcome your e-mails at ksw@ornl.gov to start a discussion.

Be a Role Model or Mentor
It is clear that the pipeline of students in computer science and engineering not only lacks diversity, but also the
necessary volume to fill the expanding demand for STEM
professionals in general. Unfortunately, many children,
especially poor, minority and female children lack role
models that can help them envision themselves as future
engineers.
Consider being a role model in a disadvantaged or minority community by volunteering in schools, at career
days, science fairs, robotics competitions or other community events that feature STEM activities. Giving children access, even for short periods of time, to a variety of
professional role models helps them consider a broader
variety of career options. Ensure you encourage students,
regardless of their gender, race, ethnicity or other diversity factors, and emphasize how our profession makes the
world a better place. Some children, particularly in poor
communities, graduate from high school and the only
college graduates they have ever met are their school
staff, medical professionals and perhaps law enforcement
officers. It may be hard for these children to even know
what an engineer or computer scientist does, much less
imagine themselves in such a career.
Within your organization, and in our professional
community, we need mentors. People can benefit from
mentors at all stages of their careers but often do not ever
have one. In particular, it is important for new employees
to have someone to help them navigate the organization
and take advantage of opportunities for professional development. If you are past entry level, you can be a mentor. Not all laboratories have formal mentoring programs,
but often the best mentoring relationships are more informal. Mentoring someone who is different from you in
one or more social characteristics can have the added
benefit of expanding your own viewpoint.

CONCLUSION
There are of course, far more factors impacting diversity in our field than can be covered in a single paper. Issues like the lack of benefit programs that help two career
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HIGHLIGHTS OF THE EUROPEAN GROUND SYSTEM – COMMON
CORE INITIATIVE
M. Pecchioli, ESA/ESOC, Darmstadt, Germany
J. M. Carranza, ESA/ESTEC, Noordwijk, The Netherlands
Abstract
The European Ground Systems – Common Core (EGSCC) is a European initiative to develop a common infrastructure to support space systems monitoring and control
in pre- and post-launch phases for all mission types. In
addition to the modernisation of legacy systems, this is
expected to bring significant benefits in the whole process
of developing, deploying and using monitoring and control systems, such as the seamless transition from spacecraft Assembly, Integration and Testing (AIT) to mission
operations, cost and risk reductions, promotion of crossfertilisation across organizations. The initiative is being
performed as a collaboration between ESA, European
National Agencies and European Industry. In this paper
we describe the main highlights of the initiative along
with the current status and future planning of the EGS-CC
programme.

INTRODUCTION
Background
Within Europe there are many different systems for
monitoring and control currently used by companies/agencies for space system operations, Assembly
Integration and Testing (AIT) and other pre-launch phases. The vast majority of these systems have been designed specifically for operations or AIT, although some
of them have been used in both scenarios. Another common problem is that multiple heterogeneous systems are
used by the different companies involved in the different
phases, from subsystem level integration up to launch and
subsequent mission operations. The compatibility/exchange of information is jeopardised by the lack of
a common infrastructure which leads to little synergy
across missions and project phases. Last but not least,
many of these existing systems are going to face soon
significant obsolescence problems. The systems are often
using old software technologies that are difficult to modernise. The maintenance and evolution costs are therefore
expected to become excessive with time.
Given the difficulties mentioned above, during 20092010, the European Space Agency (ESA) discussed with
the main European Large System Integrators, including
Astrium Satellites, Astrium Space Transportation (both
have now become Airbus Defence and Space), Thales
Alenia Space (France and Italy) and OHB System, the
possibility of a collaboration to develop the so-called
European Ground Systems Common Core (EGS-CC),
which will be described in detail in the following sections. Several national space agencies, (in particular the
German one, DLR) also indicated their desire to join the

initiative and a Collaboration Agreement was finalised in
support of the EGS-CC initiative.

Objectives
The objective of the European Ground Systems –
Common Core (EGS-CC) is to develop a common infrastructure to support space systems Monitoring and Control (M&C) in pre- and post-launch phases for all types of
missions and target applications. This initiative is expected to bring significant benefits, including:
 Reduce development, sustaining and maintenance
costs by sharing a single infrastructure across multiple organisations;
 Increase synergy across all pre- and post-launch mission phases, starting from the functional verification
at subsystem level throughout spacecraft Assembly,
Integration and Testing (AIT), launch and mission
operations;
 Facilitate cost and risk reductions when implementing space projects through the provision of a stable
common infrastructure which can be easily tailored
for the needs of a specific mission and/or target application;
 Enable the modernization of legacy implementations
of Electrical Ground Support Equipment (EGSE) and
Mission Control Systems (MCS);
 Promote the cross-fertilisation and enable the exchange of ancillary implementations across organizations and across missions.
In order to meet these ambitious objectives, it is expected
that the EGS-CC product provides features which go
beyond the capabilities of the current implementations,
namely:
 Support of all mission phases: the needs of pre- and
post-launch utilisation scenarios as well as the transition between them are to be taken into account,
without necessarily increasing the system complexity. Clearly the objectives of, and the approach adopted for space systems monitoring and control activities are largely different between pre- and postlaunch phases;
 Support of all mission types: this feature is particularly relevant to post-launch scenarios as different
types of missions (e.g. short visibility passes, continuous coverage, deep space, constellations) may imply significant variations in the functions to be supported by the monitoring and control system on
ground in order to execute mission operations;
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 Support of heterogeneous controlled systems: not only spacecraft and not only systems interacting with
their control counterpart by means Telemetry and
Telecommand (TM/TC) data. The system is expected to enable the development of target applications supporting also other categories of controlled
systems, such as the ground equipment involved in
the execution of pre-launch validation activities (e.g.
Special Check-Out Equipment, SCOE) or postlaunch mission operations (e.g. other control centre
applications or ground stations);
 Open, component based, service oriented architecture: in order to enable the parallel development as
well as the effective maintenance and re-use of a generic infrastructure it is essential to decompose it in a
modular and hierarchical manner which reflects a
proper separation of concerns of the various elements;
 Generic and extensible functionality: genericity applies to all functions whose implementation can be
shared by all target applications, extensibility is instead the mechanism enabling the integration of application specific features without source code level
modifications of the infrastructure implementation;
 Clear separation between the infrastructure and the
application specific implementations: the EGS-CC
shall offer a rich variety of interfaces and services
which can be used without any knowledge and need
of modification of the underlying implementation
(binary compatibility);
 Strict control of dependencies: the modularity of the
system and the capability to plug-in/plug-out different implementations would not be feasible in the absence of strict rules to control the crossdependencies;
 Clear separation between generic M&C functions
and specific features of the controlled system: all differences related to the specific characteristics of a
given controlled system as well as to the way to
communicate with it are to be encapsulated in an adaptation layer and should not impact the implementation of generic monitoring and control capabilities;
 Operations abstraction: current implementations
heavily rely on the definition and execution of operations at a very low level (e.g. individual telecommands, individual telemetry parameters). Introducing
a proper level of abstraction may simplify the interaction with other systems (e.g. test manager, mission
planning, flight dynamics) and enable an efficient reuse of the same artefacts in heterogeneous environments (e.g. from sub-system to system level);
 Native support of automation: one of the objectives
of the EGS-CC is to enable tangible cost reductions
in the execution of pre-launch AIT and post-launch
mission operations activities. Automation at all levels (from the artefacts deployment up to execution of
planned operations) is considered essential in order
to achieve this objective;
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 High performance: the various utilisation scenarios
to be served often introduce orthogonal performance
drivers (e.g. processing, data storage and distribution
rates, data volumes, number of parallel users). It is
also important not to introduce dependencies on expensive hardware resources which may not be compatible with minimalistic target applications;
 Standardised interfaces: external interfaces support
the capability to interact with external systems not
belonging to the EGS-CC based target applications.
Considering the large variety of environments that
the EGS-CC is expected to be deployed into, it is essential that the relevant international standards are
adopted in order to ensure interoperability as far as
possible;
 Longevity and long term maintainability: space programs are characterised by a very long lifetime. The
EGS-CC is an infrastructure which is expected to be
adopted by future space programs from the early
phases of the space segment development until the
end of the in-orbit operations. This imposes the need
of enabling the long term maintenance of EGS-CC
based systems at a relatively low cost;
 Technology use: in order to enable its efficient development within a reasonable timeframe, it is anticipated that the EGS-CC implementation will heavily
rely on re-use of off-the-shelf third party technologies. However, the impact onto the long term maintainability of the system shall be minimised. Software technologies are subject to continuous evolution and have a lifetime which is typically shorter
than the one required by an infrastructure such as the
EGS-CC. It is therefore essential that the implementation of the EGS-CC business logic is isolated as far
as possible from the re-used technologies and products;
 Scalability: it must be possible to deploy EGS-CC as
part of very small target applications, e.g. an instrument development system running on a single computer, or as part of very large systems, such as a constellation MCS running on multiple platforms and
supporting a significant number of parallel users.
The target features listed above have to be (and have
been) taken into account across the complete lifecycle,
from the early conceptual definition until the final system
validation of the EGS-CC. This is of fundamental importance considering that many of the desired features are
in conflict with each other and thus it would be very difficult to support them if the relevant implications were not
considered in their entirety from the very beginning.

MAIN SYSTEM CONCEPTS
In this section we briefly introduce some of the main
concepts driving the specification and design of the EGSCC product.
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System Decomposition
The EGS-CC has been hierarchically decomposed in
layers, subsystems and components, segregating the different responsibilities by means of clearly defined interfaces between them. The following Figure 1 shows the
high-level decomposition of the EGS-CC.
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tion of software test sessions as well as the capability to
simulate at various degrees of fidelity the main external
systems interacting with the EGS-CC, including the controlled system itself.
The lowest architectural layers of the Kernel provide
cross-cutting features used across all EGS-CC functions
and include:
 Applications management, providing the framework
in which the EGS-CC components are developed and
executed. It represents the lowest level of the application, in which the support and processing components are integrated;
 Support libraries and services, providing general
purpose functions (e.g. logging) to ease the development of processing or application components in a
harmonised way;
 Data handling, responsible for the storage, distribution and management of data definitions as well as of
processing input and output data.
The processing layer contains the business logic of the
system. It contains the following important sub-layers,
according to their functionality:

Figure 1.

EGS-CC High-level Decomposition.

The EGS-CC mainly consists of two distinct parts, namely:
 Kernel (shown in blue in Figure 1 above) containing
a general purpose support layer as well as generic
monitoring and control functions. It is intended to be
implemented such that it can be reused without modifications across all EGS-CC based systems for all
applications, missions and purposes. The kernel can
be extended with mission specific functions (shown
in pink) through well-defined extension points;
 Reference implementations (shown in orange), representing the layer which adapts the EGS-CC kernel
to a given application and mission. It includes components implementing standardises interfaces, the
adaptation to the controlled system, the user interfaces and ancillary functions such as preparation and
evaluation. The EGS-CC will provide specific reference implementations assuming a selected category
of missions and applications (e.g. a spacecraft based
on the Packet Utilisation Standard (PUS, [1]), a
ground station providing Space Link Extension
(SLE, [2]) services). The components belonging to
the Reference implementations layer may be replaced or adapted for the specific needs of a mission
or organisation.
In addition, a Reference Test Facility (RTF) will be provided, supporting the simulations of external functionality
as well as system test activities management functions.
The test facility is only needed during the validation
phases of the EGS-CC based systems but plays an important role in the whole process of delivering and deploying EGS-CC based target applications. It includes
functions supporting the definition, execution and evalua-

 M&C kernel layer, providing generic implementation of the common monitoring and control functionality for the different applications (e.g. controlled
system modelling, state evaluation, control activities
management);
 Adaptation layer, containing the components which
implement application and mission specific functionality, to adapt the EGS-CC to different target applications and controlled systems. The adaptation
layer includes specific interfaces with external systems, such as SLE transfer of TM/TC data for spacecraft missions, or applicable protocols to interact
with ground support equipment such as SCOEs;
 Extension layer, containing components with additional functionality specific for different applications
or missions, which extends the functionality provided by the EGS-CC generic and adaptation layers.
The service layer encapsulates the system interfaces into well-defined services. It enables the provision of services to external consumers, giving access to system
functions and data without any specific dependency on
the implementation details. The presentation layer contains user interface components, which may interact
with the processing layer directly, or through the service layer.

Data Modelling
The EGS-CC is a data centric system. A lot of emphasis has been put in the modelling of the data related to the
complete lifecycle of monitoring and control activities
supported by the EGS-CC. The relevant data have been
modelled at conceptual level and designed at logical level. This has been considered as an essential step to enable
the efficient hand-over of data (and in that engineering
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knowledge) throughout the project phases and to ease the
collaboration between the different parties involved in the
space system engineering, development, integration, testing, operation and evaluation of a space system. The
EGS-CC data model identifies uniquely all data items in
use along the process such that the relevant interfaces can
be specified, in particular the ones enabling the exchange
of data definitions. The actual technology for the data
exchange (e.g. XML) is not imposed by the data model,
which is therefore robust against future technology
changes.

Monitoring and Control Model
The Monitoring and Control Model (MCM) provides
the functional core of the EGS-CC kernel. It includes the
capability to model the complete space system under
control from a monitoring and control perspective. It
encapsulates the main monitoring and control functions
(e.g. parameter processor, activities handler, events processor) and provides access to all data of monitoring and
control relevance, thus acting as an abstraction layer for
M&C operations. It is based on the principles of the
M&C view of the Space System Model (SSM) defined
within the ECSS E-ST-70-31C Ground Systems and Operations – Monitoring and Control Data Definition [3]
standard. Information related to the space system is organised in a structured way which reflects the functional
decomposition of the space system, including the controlled system as well as the all other related systems,
including the control system itself. The MCM covers both
the Space Segment (e.g. a satellite) and Ground Segment
(i.e. the overall infrastructure required during Development, Assembly, Integration and Testing and for Operations) for the AIT or operational contexts. The decomposition of a typical space system as depicted in the MCM is
illustrated in the Figure 2 below.

Figure 2.

Monitoring and Control Model.

The Figure 2 shows the space system represented in
the MCM as a hierarchy of Monitoring and Control Elements. The M&C element is a data structure whose properties provide the means to organise the space system
knowledge in a hierarchical structure. From the highest
level downwards, this is typically: system, subsystem, set,
equipment or software product, assembly, part (hardware)
or module (software), but it is not required to be a one-toone mapping of the physical decomposition of the space
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system. It is ultimately up to the users/developers defining the model to organise its hierarchy in the way which
is most suited to their needs. The space system monitoring and control knowledge is categorised into ‘aspects’
such as activities, events and reporting data:
 Activity – An activity represents a space system
monitoring and control function which can be invoked through the EGS-CC. An activity can be implemented by executing the corresponding control
actions within the EGS-CC based system itself (e.g.
a procedure, a script, a call to a system function) or
by releasing a command to the space segment or to
any other element of the system under control e.g. a
command to a SCOE or a directive to the TM/TC data services provider in a ground station;
 Event – An event is an occurrence of a condition or
group of conditions of operational significance.
Events are widely used within the space system to
enable awareness of state changes as well as to trigger the invocation of activities;
 Reporting Data – Reporting data is information relevant to its state that a monitoring and control element
provides.
Although the MCM organises reporting data, activities and events into a more logical structure, the view
presented to the end user can be customised as required.
For example, it is still possible for the end user to view
and interact with the system as a more traditional flat list
of parameters and commands if so desired. Each MCM
object is represented by a definition (metadata) and is
associated to a ‘path name’ which is unique within a given MCM definition. However, each object is also associated to a unique ID which is preserved across its entire
lifetime and never changes, even if the M&C element
containing the object is ‘moved’ in the MCM hierarchy.
This naming concept enables the progressive integration
of M&C elements definitions preserving all artefacts (e.g.
automation procedures, user defined displays, expression
definitions) which make reference to any object belonging to them.
The MCM concept ensures a clean separation between
the M&C abstract view and its associated generic processing and the specific processing related to the data
units exchanged with the controlled system. This approach allows the application of the same M&C kernel to
different types of controlled systems, such as spacecraft,
ground support equipment, ground station equipment, etc.
It means that the M&C system can control not only the
target system (e.g. a spacecraft), but also all other contributing ground systems (e.g. EGSE supporting equipment, and the EGS-CC itself), with which the exchanged
data are not necessarily based on TM/TC packets.
As stated above, the MCM is a model of the complete
space system for the purpose of monitoring and control.
The main inputs to the MCM therefore are monitoring
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data received from the controlled system, referred to as
raw monitoring data. Other MCM source and input data
are generated by the EGS-CC components which can
contribute to state changes in the MCM (e.g. requests to
initiate activities, reporting data about EGS-CC components). Both the raw data and the internally generated
input data are stored in a source data archive and fed into
an MCM processing model which generates the dynamic
state of the MCM, eventually stored in the processed data
archive. There is one instance of the MCM per processing
context e.g. live processing of real-time data, playback
processing of deferred data, re-processing of historical
source data e.g. using a new set of data definitions.
The MCM is associated to an access layer which acts
as a mediator to manage any data related to the system
under control, including all categories of data listed in the
previous section. This encompasses:
 all monitoring and control data definitions produced
during the development and the maintenance of the
space system and used to tailor an EGS-CC based
system for a given target application, as well as
 all monitoring and control data produced by the
space system during testing and operations (e.g. the
output of the ground processing of source data and
control requests), providing a view of the state of the
system under control as represented in the MCM.
The processed data archive is populated with data
output from the MCM processor fed by (real-time or
deferred) source data received from the controlled
system and other EGS-CC components. The processed data may be retrieved from the processed data
archive at any stage and does not require the processing of data stored in the source data archive. It is
thus possible to retrieve and use the archived processed data without the need of additional information and maintaining full configuration control of
the data.
An overview of the data management concepts illustrated in this section is provided by the following Figure
3.

Figure 3.

Data Management Overview.
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Hierarchical Design
In order to fulfil its objectives, the EGS-CC design
follows both a Component Based Architecture and Service Orientated Architecture. This is supported by underlying middleware platforms supporting the composition
of implementation components into running applications
as well as the integration of heterogeneous systems communicating via different protocols.
The EGS-CC design and its development governance
rules are based on a clear separation of concerns between
components such to avoid any dependency on their internal implementations. This is achieved by treating each
component as a ‘black box’ and by supporting their hierarchical composition. Level-0 components represent the
top level and provide the only interfaces which are visible
to any other component not included in it.
In order to achieve effective modularity of the system
(and not only a hierarchical design), each Level-0 component is managed as a stand-alone entity including all
artefacts required by external components to interact with
it. In particular, each Level-0 component is associated to
a dedicated technical specification (defining its requirements, interfaces and design) and a dedicated set of validation artefacts supporting its validation in isolation. A
complete separation of concerns between the developers
and maintainers of a given Level-0 component and the
developers/maintainers of other (EGS-CC or custom)
components interfacing with it has been enforced. This
has enabled the parallel development and maintenance of
EGS-CC and custom components, which is of paramount
importance both for the EGS-CC itself as well as for
EGS-CC based systems.

THE EGS-CC CHALLENGES
In this section the main challenges to be faced in the development and adoption of the EGS-CC are presented.

A Complex Development
The EGS-CC development takes place in a complex scenario. This is mainly driven by organisational and schedule issues.
From the organisational point of view, the initiative is the
result of a collaboration agreement among the stakeholders mentioned above and is directly monitored and guided
by a Steering Board that includes representatives from
each stakeholder. The technical aspects are monitored and
driven, to a large extent, by two teams with complementary responsibilities which also consist of stakeholder
representatives: the Systems Engineering Team and the
System Integrators Team. The actual development and
validation is being carried out by a large consortium of
about twenty European companies, distributed over ten
countries, under a contract with ESA, who manages it on
behalf of the stakeholders. This setup requires careful
management of a complex network of organisational
interfaces.
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From the schedule point of view, a fundamental driver for
the development under way is the introduction of the
EGS-CC in missions currently in development. Given the
schedules of current and future space missions, with long
lifecycles, waiting for the completion of the full development to introduce the EGS-CC would imply that it
would not go into actual operation for many years, making its adoption eventually difficult. For this reason, there
is a need to develop and validate the EGS-CC products in
parallel with their first user missions to a large extent.
This has been addressed through an innovative iterative
development lifecycle where intermediate releases with
two different levels of frequency, validation and quality
are delivered to a number of stakeholders for progressive
integration into their respective infrastructures. In addition to the careful definition of the governance principles
and processes, this complex organisational set-up and
lifecycle have required the development of a specific
Software Development Environment (SDE) able to support such a distributed team of teams and to automate as
far as possible the generation of development artefacts to
support the frequent delivery of releases.





A Disruptive Change
The adoption of the EGS-CC as the basis for operational
systems in the stakeholders’ organisation represents an
excellent opportunity for modernising the relevant ground
data systems infrastructure but at the same time it is expected to introduce disruptive changes in many respects.
The main ones are briefly addressed in the following
paragraphs:
 Terminology: as part of the EGS-CC initiative a significant effort has been put in place in order to define
and adopt a commonly agreed terminology. Due to
the heterogeneous heritage of the various stakeholders involved, this was considered as an essential step
to start the collaboration and share a product. Of
course the consistent adoption of a newly defined set
of terms implies a significant familiarisation and adaptation effort at all levels within the development
and operational teams;
 Engineering culture: the EGS-CC product will constitute a powerful basis for developing monitoring
and control target applications. It is considered essential that the engineering process leading to complete applications customised for a given controlled
system relies on ‘black box’ re-use of the EGS-CC
product artefacts (‘EGS-CC as a third party product’). This implies a radical change compared to the
current process which assumes the freedom of modifying the underlying infrastructure when designing
and developing e.g. Mission Control Systems;
 Engineering support tools and associated processes:
in order to enable the distributed and parallel development of its components as well as their progressive integration and verification, the engineering
processes forming the basis for the EGS-CC components development and validation have been accu-
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rately prescribed. Modern engineering paradigms
have been adopted, such as model based engineering,
component and interface based design, layered validation, end-to-end automation of Verification and
Validation (V&V) processes. The EGS-CC product
includes the development and integration environments (generically referred to as Software Development Environment, SDE), consisting of a rich collection of support tools collated together by means of
well-defined artefacts and procedures. The intention
is that all stakeholders adopt the same engineering
processes and SDE for the required EGS-CC extensions;
Technology: the current implementation of ground
data systems in the various stakeholder organisations
largely relies on technologies which are superseded
by the more modern ones selected to form the development stack of EGS-CC components. This radical
change in the technology stack will impact on the
expertise profile required on the side of developers
and technical managers;
Data model: one of the key aspects of monitoring
and control systems is their ability to be tailored for a
given controlled system (e.g. a spacecraft). The definition of tailoring data is under the responsibility of
the user teams and require very precise knowledge of
the data semantics and their actual use within the
run-time environment. Currently all involved teams
are very familiar with the data models used by their
systems. A significant effort shall be devoted to the
task of acquiring an equivalent level of familiarity
with the Conceptual Data Model (CDM) of the EGSCC, which defines equivalent data types but on the
basis of a largely different approach and data semantics. Also, the expected lifecycle of data definitions
will be significantly impacted, in that a significant
amount of them are expected to be defined in the early phases of the controlled system development and
progressively integrated and validated throughout the
mission preparation phase;
External interfaces: the monitoring and control systems devoted to spacecraft as well as ground stations
control require and provide many interfaces to other
complex systems supporting complementary functions. Only a few of these interfaces are covered by
international standards and thus can be assumed to
be implemented in a similar fashion in the current
and future generation systems. The EGS-CC will natively support many of the required and provided interfaces, however of course using an implementation
which is different than the ones of the current legacy
systems;
Approach to operations: the EGS-CC architecture is
based on a clear separation between core functions
supporting monitoring and control operations for any
type of controlled systems and an implementation
layer providing the necessary adaptations to exchange data according to the specific protocols and
interfaces supported by a given controlled system
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(e.g. a spacecraft). As described in the previous section, the core M&C functions rely on the concept of
‘model based operations’, whereby the controlled
system is represented by a hierarchy of elements and
associated M&C aspects (e.g. state parameters,
events and control activities). This abstraction layer
enables the design of control operations focussing on
the objectives, which are achieved through one of
many possible implementations e.g. by executing an
automation procedure, by invoking a dedicated service or simply by encoding and transmitting a command to be routed to the controlled system. Operating through a model will introduce a very significant
change in the way that pre- and post-launch spacecraft operations will be executed.

PROGRAMMATICS
The development and maintenance of the EGS-CC is
split into a number of phases, following the typical space
project phasing, as summarised below:
 Phase A - User Requirements & System Concept
 Phase B - Software Requirements Engineering and
Architectural Design
 Phase C/D – Development and Validation
 Phase E - Maintenance and Evolution
The phase A activities started in February 2011 and
culminated with the successful completion of the System
Requirements Review by the end of 2012. Phase A was
performed by the Systems Engineering Team under the
supervision of the EGS-CC Steering Board. Phase B
started at the beginning of 2013 and was carried out by
industry, under the supervision of the Systems Engineering Team, through two separate contracts: the Technology
Proof of Concept, and the Software Requirements and
Architectural Design definition. Phase B included a major
formal review, the Software Requirements Review, which
involved the stakeholder organisations as well as European space software industry in general. Phase B terminated
in 2014 with the successful completion of the Preliminary
Design Review.
A combined Phase C/D started in 2015 and is currently under way. This phase is funded through the ESA General Support Technology Programme. This is a voluntary
Programme whereby each activity is funded through the
subscription of interested ESA Member Countries. In the
case of the EGS-CC there have been ten subscribing
countries.
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large, complex and fast development have been addressed. Some of them have, indeed, materialised and the
development is suffering from some delay. However, the
initiative is progressing firmly due, to a very large extent,
to a very strong collaboration spirit among the stakeholders and the members of the Phase C/D industrial consortium, who have always strived for consensus.
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CONCLUSION
The Technical Specification and the definition of the
software lifecycle and associated SDE were completed as
outputs of Phase B. On the basis of that Technical Specification, the detailed design, implementation, integration
and validation of the EGS-CC products is currently under
way and is expected to be completed in 2019. The initiative is very ambitious and fundamental risks of such a
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A SUCCESS-HISTORY BASED LEARNING PROCEDURE TO OPTIMIZE
SERVER THROUGHPUT IN LARGE DISTRIBUTED CONTROL
SYSTEMS∗
Y. Gao† , J. Chen, T. Robertazzi, Stony Brook University, Stony Brook, NY 11794, USA
K. A. Brown, Brookhaven National Laboratory, Upton, NY 11973, USA
Abstract

&RQVROHZRUNVWDWLRQVVHUYHUV

Large distributed control systems typically can be modeled by a hierarchical structure with two physical layers:
Console Level Computers (CLCs) and Front End Computers (FECs). The control system of the Relativistic Heavy
Ion Collider (RHIC) at Brookhaven consists of more than
500 FECs, each acting as a server providing services to
a potentially unlimited number of clients. This can lead
to a bottleneck in the system, as heavy traﬃc can slow
down or even crash a system, making it momentarily unresponsive. In this paper, we consider this problem from a
game theory perspective. Speciﬁcally, we consider the case
where the server has a varying capacity. First, we model
this problem as an integer programming problem. Second,
we adopt a regret-based procedure as a basic solution and
then propose a success-history based scheme to better accommodate the dynamic server capacity. Finally, simulation results show that both algorithms perform well and
lead to a signiﬁcant improvement of system performance.
Moreover, compared with the regret-based procedure, the
proposed success-history based scheme results in a higher
server throughput and lower crash probability under the dynamic environment.

INTRODUCTION
The control system of the Relativistic Heavy Ion Collider (RHIC) at Brookhaven is a large distributed discrete
system. It provides operational interfaces to the collider
and injection beam lines [1]. The architecture consists of
two hierarchical physical layers: Console Level Computers (CLCs) level and Front End Computers (FECs) level,
as shown in Fig. 1. The console level is the upper layer
of the control system hierarchy, which consists of operator consoles, physicist workstations and server processors
that provide shared ﬁles, database and general computing
resources. The front end system contains more than 500
FECs, running on VxWorksTM real-time operating system.
Each of them consists of a VME chassis with a single-board
computer, network connection, and I/O modules. FECs are
distributed around 38 locations, including the control center, service buildings and 18 equipment alcoves accessible
only via the ring tunnel. Along with data links and hardware
modules, they are the control systems’ interface to accelerator equipment.
∗
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Figure 1: RHIC system hardware architecture.
One of the most fundamental concepts in RHIC control
system is the Accelerator Device Object (ADO) [1]. ADOs
are instances of C++ or Java classes which abstract features
from underlying control hardware into a collection of collider control points known as parameters, and each parameter can possess one or more properties to better describe
characteristics of devices. The number of parameters and
names of parameters are determined by ADO designers to
meet the needs of the system. The most important ADO
class methods for device control are the set() and get() methods. They are processed by the ADO that acts as the interface to device drivers in order to access control hardware.
The collider is controlled by users or applications which sets
and gets the parameters in instances of these classes using
a suite of interface routines.
In this paper, we consider a practical performance issue
in the front end system, where every FEC acts as a server
which holds diﬀerent kinds of ADOs, providing services to
a large number of clients. When the number of clients in
an FEC reaches its limit, it slows down the system or even
crashes it. When the system crashes, all current applications’ communication get lost and it takes time to restore
them.
Fig. 2 demonstrates this performance issue. In this example, the arrival procedure of clients’ requests is represented
by a Poisson process with various rates. For each of those
diﬀerent arrival rates, we measure the ratio of the time spent
by the server to process requests between the case where the
server has a certain message arrival rate and the case where
the server has no arrival messages. The result indicates how
well the system behaves for diﬀerent server load. We can
see that the performance of the system deteriorates dramatically when the number of clients1 approaches the server’s
capacity.
1

Here we assume one client only sends one request at each time. The maximum number of clients the server can hold depends on the size of clients’
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Figure 2: Illustration of the client-server problem.
Moreover, in our system, there are asynchronous processes residing on FECs. Those processes will share FECs’
resources when their required information are updated by
FECs, resulting in a varying server capacity circumstance.
One diﬃculty with this scenario is how to regulate clients’
behaviors, so that they can learn the server’s limitations and
adjust their strategies properly.
We address this client-server problem with dynamic
server capacity in a novel approach using game theory. Our
goal is to manage clients’ behaviors, so that the server’s
throughput is maximized, and at the same time the server
crashes as little as possible.
The main contributions of this paper can be summarized
as follows. First, we formulate the client-server problem
with varying server capacity into an integer programming
problem2 . Second, to tackle the problem we provide a
basic solution to regulate clients’ behaviors by adopting a
discrete regret-based learning algorithm. Third, in order
to better accommodate the dynamic server capacities, we
improve the basic algorithm and propose an adaptive procedure, which employs a success-history based scheme to
update parameters. Finally through extensive simulations,
we demonstrate that both schemes can eﬃciently manage
clients’ activities, and produce a signiﬁcant improvement
on both server’s throughput and reliability over the case
where there is no activity management. Moreover, the proposed success-history based scheme further enhances the
regret-based algorithm, resulting in a notably higher server
throughput and lower crash probability.
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Literature Review
Game dynamics study how a game evolves when players
interact with each other repeatedly. Learning procedures
have been developed to achieve some overall optimization
goals or convergence to the game’s equilibrium.
In work [4], the authors proposed a multi-agent learning algorithm through gradient ascent method, and showed
that in the simple setting of two-player, two-action repeated
general-sum games, it either leads the agents to play a Nash
equilibrium, or leads the agents’ payoﬀs to Nash equilibrium payoﬀs. Work [5] extended [4] by introducing a varying learning rate to “Win or Learn Fast”, and proved convergence in the same game settings as [4]. Work [6] generalized the convergence results of [4] to games with more than
two actions, and proved all clients’ regrets are bounded by
a constant number. Work [7] proposed a discrete procedure
which achieves the no-regret result in work [6] and part of
the convergence result in work [5], and proved convergence
in two-player, two-action games.
There are also many works that study game dynamics for
convergence to equilibrium. Work [8] introduced a hypothesis testing procedure in which, the joint mixed strategy proﬁles are within distance  of the set of Nash equilibria in
a fraction of at least 1- of time, though almost sure convergence is not achieved. Work [9] proposed the calibrated
learning dynamics leading to correlated equilibria, in which
every player computes “calibrated forecasts” on the behavior of the other players, and then plays a best reply to these
forecasts. Work [10] oﬀered a class of adaptive procedures
called “calibrated smooth ﬁctitious play”, which guaranteed
almost sure convergence to the set of correlated approximate equilibria.
However, those procedures mentioned above cannot guarantee convergence for n-player (n > 2) general-sum games
(which is our case), and require global information about
the game and observation of the opponent’s actions, which
is not likely to be available in practical situations. In this paper, we adopt another regret-based procedure that works for
any n-player game [2, 3]. It is a discrete algorithm, which
does not require sophisticated updating or prediction, and
leads the game to converge to the set of correlated equilibria.

A Regret-based Learning Procedure
PRELIMINARIES
In this section, we present a brief literature review on
game dynamics, followed by a description of the discrete
adaptive algorithm [2,3] we adopted, which serves as the basic routine for our parameter adaptation scheme introduced
in a later section.

2

requests and hardware speciﬁcations of the server. In this example, it is
around 98.
An integer programming problem is a mathematical optimization or feasibility program in which some or all of the variables are restricted to be
integers.

In this part, we describe the discrete adaptive learning
procedure proposed in work [2,3] which leads to the game’s
correlated equilibria, and is used as the basis for our parameter adaptation scheme proposed later.
The basic idea of the procedure is as follows: At each period, a player may either continue playing the same strategy
as in the previous period, or switch to other strategies, with
probabilities that are proportional to how much higher his
accumulated payoﬀ would have been had he always made
that change in the past. Speciﬁcally, let U be his total payoﬀ up to now. For each strategy k diﬀerent from his last
period strategy j, let V (k) be the total payoﬀ he would have
THCPL03
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received if he had played k every time in the past that he
chose j (and everything else remained unchanged). Then
only those strategies k with V (k) larger than U may be
switched to, with probabilities that are proportional to the
diﬀerences V (k) − U, which we call the “regret” for having
played j rather than k. These probabilities are normalized
by a ﬁxed factor, so that they add up to strictly less than 1;
with the remaining probability, the same strategy j is chosen as in the last period.
It is worthwhile to point out two properties [2, 3] of this
procedure. First, each player only needs to know the payoﬀs he received in past periods. He needs not know the
game he is playing - neither his own payoﬀ function nor the
other players’ payoﬀs. Second, due to the discrete nature
of this algorithm, all regret values are calculated based on
realized information. Thus an exogenous statistical “noise”
is needed to make sure every action to be played with some
minimal frequency.

CLIENT-SERVER PROBLEM WITH
DYNAMIC SERVER CAPACITY
In this section, we present the formulation of the clientserver problem with dynamic server capacity.
We model the problem as a repeated game, which is
played over discrete time slots among n clients (players)
and one server3 . During each time slot, a stage game is
played in which all n clients simultaneously decide whether
to Send (S) or Hold (H ) their traﬃc to the server. Depending on the result of the stage game as a consequence of
clients’ actions, payoﬀs will be assigned to each client in
the following way.
At any time t, if the traﬃc coming from clients exceeds
server’s capacity Ct (which stands for the capacity value at
time t), then the server is crashed and clients get punishment payoﬀ −c. Otherwise, they get proﬁts equal to their
amount of traﬃc transmitted to the server (L i for client i).
The payoﬀ function for client i can be expressed as:
⎧
⎪ Li
ui (L i , ai ) = ⎨
⎪ −c
⎩

if server is alive
if server crashes

(1)

where a i is client i’s action, with value 1 standing for action
Send and 0 for Hold. Table 1 summarizes these notations.
Suppose the game is played for T periods. Denote as ait
the action played by client i at time t. Our goal is to safely
and eﬃciently route clients’ traﬃc so that server’s throughput is maximized:
Max :

T 
n

t=1 i=1

3

ait L i

(2)

Since in our system, FECs do not share information between each other,
this allows us to model each FEC separately by using the same game
model.
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Table 1: Notations
Notation

Deﬁnition

N, |N | = n

Set of clients

Ai = {S, H }

Action set for client i

L i , 0 < L i ≤ L M AX

Amount of traﬃc client i
possesses

L i as above

Beneﬁt gained for client
i from a successful traﬃc
transmission

Ct

Server’s capacity at time t

−c, c > 0
ui
Subject to
n


Cost of server crash
Payoﬀ function for client i

a it L i ≤ Ct , ∀t = 1, 2, . . . , T

i=1
ait ∈

{0, 1}, ∀i = 1, 2, . . . , n, ∀t = 1, 2, . . . , T
L i ∈ (0, L M AX ], ∀i = 1, 2, . . . , n

(3)
(4)
(5)

where constraint (3) restricts that the server does not crash
during the game. Constraint (4) speciﬁes that clients’ actions are binary variables, where 1 stands for action Send,
and 0 for Hold. Constraint (5) states that the maximum
traﬃc load a client can have is greater than 0 and below a
threshold L M AX > 0.
Note that a special case of the optimization problem
above is to keep the server’s capacity constant all the time,
then the problem is equivalent to the Knapsack problem,
which is well known to be NP-hard (see, for example, [11]).
This reduction along with the dynamic aspect of our problem make it very diﬃcult to seek optimal solutions. In the
next section, we propose a heuristic scheme to tackle it.

A SUCCESS-HISTORY BASED
PARAMETER ADAPTATION SCHEME
In this section, we introduce the proposed parameter update scheme. As mentioned before, we adopt the discrete
reinforcement learning algorithm described in [2,3] as a basic routine, and then build upon it a success-history based
adaptive scheme to better accommodate the varying server
capacity in our system.
The discrete reinforcement learning algorithm adjusts
clients’ behaviors based on regret values, which are calculated from clients’ realized payoﬀs. It performs well when
the server’s capacity does not change. However, due to the
dynamic nature of our problem, clients’ realized payoﬀs
may reﬂect their intentions inaccurately. If so, it can cause
a slower convergence rate of the algorithm, resulting in a
degraded system performance.
In order to properly manage clients’ behaviors to handle
the dynamic factors, we propose a success-history based
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Figure 3: Successful historical memory of SCC F , Swt .
adaptive scheme to improve the algorithm’s performance,
which uses a diﬀerent parameter adaptation mechanism
based on a historical record of successful parameter settings.
The general idea of the scheme is to adapt clients’ strategies in the game by adjusting their server crash costs. If
during a speciﬁc period the server has a smaller capacity,
then at the same time each client modiﬁes its crash cost
to be larger, and vice versa. The reason is that a larger
crash cost alters clients’ realized payoﬀs, causes it to decrease whenever server is crashed (and everything else remained unchanged). Then by applying the regret-based procedure [2, 3], clients’ intentions of sending traﬃc to the
server will be suppressed, resulting the server being less
crashed, and vice versa. This should render the original algorithm a better performance in the circumstance of varying
server capacity.
We allow clients to modify their own crash costs based on
the amount of traﬃc they possess. More precisely, we leverage a parameter called Crash Cost Factor (CCF), denoted
by α, to perform the server crash cost adaptation, which is
deﬁned as the ratio of server crash cost c and the amount of
traﬃc a client possesses L, e.g. ci = αL i for client i. Intuitively, the parameter describes how many times the punishment value a client gets from a server crash is as large as the
beneﬁt value it gets from a successful traﬃc transmission.
In practice, each client maintains a history of successful
crash cost factor values in a memory with H entries, which
is shown in Fig. 3. The deﬁnition of successful values and
the steps of the procedure are explained below:
In the beginning, each client randomly chooses a
crash cost factor α, denoted by MCC F , from an uniﬁed cost factor options, denoted by Cset (e.g. Cset =
{1, 5, 10, · · · , 95, 100}), then generates their initial crash
cost factors as following:
CCF = randn(MCC F, var)

(6)

where MCC F is the cost factor value selected from the available options Cset , and randn(MCC F, var) is the value selected randomly from normal distribution with mean MCC F
and variance var.
Then during the game, each client collects statistics about
its average amount of eﬀective traﬃc “e f f _tra f f ic_avg”
periodically. The amount of eﬀective traﬃc of one client
is deﬁned as the amount of traﬃc it successfully routes to
the server (note that this value is usually smaller than the
total amount of traﬃc a client intends to route). If period
i’s average amount of eﬀective traﬃc (over the time slots in
it) is larger than its previous period’s, then the crash cost
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factor used in period i is recorded in the memory as a successful value SCC F , and the corresponding increment in
“e f f _tra f f ic_avg” is recorded as its weight Swt . An index k(1 ≤ k ≤ H ) determines the position in the memory
to update. At the beginning, k is initialized to 1. k is increased whenever a new pair of elements, SCC F,k and Swt,k ,
are inserted. If k > H, k is set to 1. If there is no increment
in “e f f _tra f f ic_avg”, the memory is not updated.
Clients update their crash cost factors after they analyze the statistics. Before the memory is ﬁlled up, each
client updates its crash cost factor using the random selection method in Eq. (6). Once all H entries in the memory
are ﬁlled, with probability p each client generates the next
MCC F as indicated in Eq. (7), and with probability 1 − p
they keep applying the same method in Eq. (6).
MCC F = meanCC F (SCC F )

(7)

where meanCC F (SCC F ) is the weighted mean of all values
in the successful historical memory of SCC F , and deﬁned
as:
H

wk · SCC F,k
(8)
meanCC F (SCC F ) =
k=1

Swt,k
wk =  H
i=1 Swt,i

(9)

The complete adaptive procedure is shown in Algorithm 1. The adaptability of the algorithm to dynamic server
capacity is achieved through the following algorithm’s properties.
First, by using the amount of eﬀective traﬃc as a metric
to guide the parameter adaptation process, it properly integrates server throughput with server crash probability. Only
more proﬁtable candidate values are retained, which eventually optimizes the objective in (2). Moreover, diﬀerent
server capacities usually need diﬀerent sets of crash cost factors to cope with. The algorithm makes clients to compare
the amount of eﬀective traﬃc only with previous period’s
and keep those successful candidates, which preserves the
trend of changes on the sets of crash cost factors as a result
of varying server capacity. It gives the algorithm more robust adaptability. Second, at the end of each statistic period,
each client has at least probability 1 − p to explore new options, which increases the chances for the algorithm to ﬁnd
new appropriate values after server capacity changes. Third,
by applying the weighted mean operation, the amount of improvement is used in order to inﬂuence the parameter adaptation. The weighted mean is therefore helpful to propagate
high quality candidates under the current server capacity,
which in turn facilitates the progress rate. Fourth, the generation of actual crash cost factors by a normal distribution
focuses on the primary values while adding diversity to the
algorithm, which further enhances its adaptability.

PERFORMANCE EVALUATIONS
In this section, we evaluate the performance of the
adopted regret-based procedure as well as our proposed
THCPL03
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Algorithm 1 Success-History Based Parameter Adaptation
Scheme
Input: Game length T, statistics period length Ts , memory size
H, probability p, variance var, cost factor options C set .
1: Initialize average amount of eﬀective traﬃc L e f f ,0 to be 0,
initialize memory updating index k = 1.
2: Randomly uniformly select a value MCC F from C set .
3: Initialize crash cost factor as CCF = r andn(MCC F , var).
4: for t = 1, 2, . . . , T do
5:
Make strategies according to the regret-based procedure [2,
3].
6:
if it is time to collect statistics and update crash cost factor
then
7:
Calculate average amount of eﬀective traﬃc L e f f ,i in
current statistic period i.
8:
if L e f f ,i is greater than L e f f ,i−1 then
9:
if memory updating index is H then
10:
Reset memory updating index k = 1.
11:
end if
12:
Store statistic period i’s crash cost factor and corresponding weight L e f f ,i − L e f f ,i−1 into memory location k.
13:
Update memory updating index k = k + 1.
14:
end if
15:
if memory is not full then
16:
Randomly uniformly select a value MCC F from
C set .
17:
Generate a new crash cost factor as CCF =
r andn(MCC F , var).
18:
else
19:
Randomly uniformly select a value x in [0, 1].
20:
if x < p then
21:
Calculate MCC F according to Eq. (7).
22:
Generate a new crash cost factor as CCF =
r andn(MCC F , var).
23:
else
24:
Randomly uniformly select a value MCC F from
C set .
25:
Generate a new crash cost factor as CCF =
r andn(MCC F , var).
26:
end if
27:
end if
28:
end if
29: end for
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every 3 hours5 . In the next part, we discuss the eﬀects of
the parameters in our scheme on the system performance. It
also remains an interesting topic for future study to experiment diﬀerent combinations of those parameters, and verify
their impacts on the system performance.

Eﬀects of the Parameters
Several parameters in the proposed scheme need to be
set that will inﬂuence the overall performance in diﬀerent
ways.
Crash Cost Factor Options Cset Clients use a random selection method which chooses values from a predeﬁned cost factor set Cset to update their successful historical memory. The values in the available set will decide
the overall values in their memory. Generally, a set with
larger values causes more holding requests among clients,
hence reducing the server’s throughput and crash probability, and vice versa. According to experiments and history
of the system, in this simulation we use a cost factor set of
increasing values from 1 to 100 with 5 as the step size, i.e.
Cset = {1, 5, 10, · · · , 95, 100}.

success-history based adaptive scheme based on parameters
from our control system.

Memory Size H and Statistic Period Length Ts As
mentioned above, clients collect statistics about their eﬀective amount of traﬃc in every statistic period with length Ts ,
and adaptively update their memory with size H. If Ts and
H are small, then only recent cost factors are used (since
older values are rapidly overwritten as a result of frequent
memory updates and limited memory size), which makes
clients learn the current circumstance faster. However, it
could also make clients short sighted. Since Ts is small, the
information clients gathered from that short period of time
may inaccurately reﬂect the real situation in the long run.
Moreover, a small memory buﬀer can only store recent values that are only suitable for the current short period, some
potentially more proﬁtable values for the long run could get
eliminated. Those factors may result in degraded system
performance. On the other hand, if Ts and H are large, the
system performance could get improved due to more accurate statistic data, but the convergence rate of the algorithm
is expected to slow down because older parameters continue
to have inﬂuence for a long time. In this simulation, clients
collect statistics every 5 minutes, and each has a memory
size of 20.

We assume there are 500 clients, they send get() requests
to an FEC to query their interested machine parameters at a
constant rate. The speciﬁc FEC we used is equipped with a
MVME2100 VME processor module [12]. The largest parameter size clients can get from that FEC is an array with
256 integers. All message sizes are generated randomly uniformly between 0 and the maximum size4 . We run the simulations for 12 hours, and assume the server changes capacity

Adaptive Probability p and Normal Variance var
The adaptive probability decides how much likely the algorithm uses the weighted mean method to update server crash
cost for the next period. A large value makes clients to do
adaptive updates frequently, resulting in fast learning to the
current situation. However, due to the small chance of introducing new individuals, it may cause slow responses among
clients to a server capacity variation. On the other hand, a
5

4

256 ∗ 8 bytes.

Since we know the total amount of traﬃc L s u m from clients, every 3
hours, we randomly pick a fraction between 0 and 1 and multiples it with
L s u m , then the result is the server’s new capacity for the next period.
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Table 2: Parameter Settings

600000

Number of clients

500

Simulation length

12 hours

Stage game length (one time slot)

1 second

Clients message rate

1 msgs/sec

Maximum traﬃc load

256 ∗ 8 bytes

Server capacity variation period
Crash cost factor options
Memory size
Statistic period
Adaptive probability
Normal variance

3 hours
1, 5, 10, . . . , 100

400000
300000
200000
100000
0
0

5000 10000 15000 20000 25000 30000 35000 40000 45000

Time(s)

Figure 4: Comparison results of eﬀective amount of traﬃc
routed by clients.

20
5 minutes

1.0

0.9

0.8

3

small adaptive probability will impair the adaptive learning
process, make it more dominated by random “noise”. Similar conclusions can be drawn for normal variance. In this
simulation, we use an adaptive probability of 0.9 and a normal variance of 3.
Table 2 summarizes the parameter settings in this simulation.

0.6
0.4
0.2
0.0
0

Time(s)

In this part, we present the simulation results and demonstrate that, ﬁrst, both the adopted regret-based procedure
and the proposed success-history based scheme can eﬀectively manage clients’ behaviors. Moreover, the proposed
scheme can better handle the dynamic server capacity in our
system, resulting in a higher server throughput and lower
crash probability. For simplicity reason, we refer to the
adopted regret-based procedure as RR scheme and the proposed success-history based procedure as SHB scheme.
Figure 4 to 6 show the comparison results of various system performances achieved by clients, when there is no regulation on their behaviors, when they apply the RR scheme,
and when they apply the SHB scheme.
Figure 4 shows the comparison results on eﬀective
amount of traﬃc routed by clients to the server. As we
can see, ﬁrst, both the adopted regret-based scheme and
our proposed success-history based scheme achieve a signiﬁcant improvement over the naive case (magenta plot),
where there is no regulation on clients’ behaviors6. Second,
for both cases clients are able to adapt their strategies properly to the capacity changes so that the server’s extent of usage is consistent with the amount of resources it possesses.
Third, with the success-history based scheme (green plot),

0.8

Server Alive

1.0

As shown by the dotted line on top, the actual amount of traﬃc clients
route to the server will always be greater than the server’s capacity, since
clients tend to send their traﬃc all the time when there is no regulation,
resulting in an all-0 eﬀective amount of traﬃc.

5000 1000015000200002500030000350004000045000
(a) Server alive time using the regret-based scheme.

Simulation Results

6

no scheme
RR scheme
SHB scheme
server capacity

500000

Amount of Traffic (byte)

Value

Comparison of Effective Amount of Traffic

Server Alive

Parameter
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5000 1000015000200002500030000350004000045000

Time(s)

(b) Server alive time using the success-history based scheme.

Figure 5: Comparison results of server alive time.
clients adapt their strategies better to the capacity changes
compared with the case where they use the regret-based
scheme (blue plot), which demonstrates that our proposed
scheme can more eﬀectively adjust clients’ behaviors so that
the server’ resources are utilized in a more eﬃcient way.
Figure 5 shows the comparison results on the server alive
time during the entire simulation. The downward spikes
represent the server is crashed at the corresponding time
periods. We can see that, in most of the time both cases
achieve a robust server performance, which is a huge improvement than the no regulation case where server crashes
all the time (green plots). Furthermore, Fig. 5(b) exhibits a
smaller server crash probability, which proves that the proposed success-history based scheme can better accommoTHCPL03
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Table 3: Comparison Results of System Metrics
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Scheme

30000
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4

All

SHB
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0.0
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0.0
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0.0
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(a) Counts of “Send” for each client using the regret-based scheme.
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(b) Counts of “Send” for each client using the success-history based
scheme.

Figure 6: Comparison results of counts of “Send”.

date the dynamic server capacity scenario and hence provide a more reliable server operation.
Figure 6 shows the comparison results of the statistic plot
on the counts of “Send” for every client. The count of
“Send” for a client is the number of times a client chooses
to route its traﬃc to the server. It implies how many times
a client has been serviced by the server during the entire
time (if the server is not crashed by a heavy traﬃc). As
shown in the plot, Fig. 6(b) reveals a less intense variation across the whole population, which indicates that the
proposed success-history based scheme helps to promote a
more equal user experience. From the following chart, we
can see that the standard deviation for the counts of “Send”
among all clients is reduced by 45.5% on average.
Scheme
SHB
RR

“Send” Count Std.
6326.699
11599.990

Table 3 summarizes the performance statistics during
each server capacity period and the whole simulation time
from both the cases where the proposed SHB scheme is applied and where the RR scheme is applied. In periods 2
and 4 where the server has higher capacities, neither algorithm causes any crash. Besides, the SHB scheme helps
clients adapt faster to the capacity changes than the RR
scheme, hence has 18.8% and 22% improvement on the
server throughput, respectively. In periods 1 and 3 where
the server has lower capacities, both schemes utilize the

server to its full capacity, and the SHB scheme results in a
30.6% and 52% less crash probability than the RR scheme,
respectively. On average, the SHB scheme reduces server
crash probability by 46%, while at the meantime increasing the server’s throughput by 12.7%. It validates that the
SHB scheme can more eﬀectively accommodate the dynamic server capacity circumstance in our system than the
RR scheme.

CONCLUSIONS
In this paper, we apply game theory approach to analyze a practical performance bottleneck in the RHIC control system, which is the client-server problem with varying
server capacity. We formulate it as an integer programming
problem and model it as a repeated game. To tackle it, we
adopt a discrete regret-based learning procedure as a baseline, then propose a success-history based parameter adaptation scheme to improve the algorithm to better deal with
the specialty in our system. Simulation results show that
both schemes are eﬃcient on managing clients’ behaviors
and produce a signiﬁcant system improvement over the case
where there is no activity management. Furthermore, compared with the regret-based scheme the proposed successhistory based scheme can more eﬀectively handle the dynamic aspect of the system, and provide a promising server
performance improvement.
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SKA SYNCHRONIZATION AND TIMING
LOCAL MONITOR CONTROL - SOFTWARE DESIGN APPROACH
R. Warange*, National Centre for Radio Astrophysics - Tata Institute of Fundamental Research
(NCRA-TIFR), Pune University Campus, Ganeshkhind, Pune 411007, India
R. Braddock, Jodrell Bank Centre for Astrophysics, Alan Turing Building, School of Physics &
Astronomy, The University of Manchester, Oxford Road, Manchester M13 9PL, UK
Abstract
The Square Kilometre Array (SKA) is a global project
that aims to build a large radio telescope in Australia and
South Africa with around 100 organizations in 20 countries engaged in its detailed design. The Signal and Data
Transport (SaDT) consortium, includes the software and
hardware necessary for the transmission of data and information between elements of SKA, and the Synchronization and Timing (SAT) system provides frequency and
clock signals. The SAT local monitoring and control system (SAT.LMC) monitors and controls the SAT system.
SAT.LMC has its team members distributed across India,
South Africa and UK. This paper discusses the systems
engineering methods adopted by SAT.LMC on interface
design with work packages owned by different organizations, configuration control of design artefacts, and quality control through intermediate releases, design assumptions and risk management. The paper also discusses the
internal SAT.LMC team communication model, cross
culture sensitivity and leadership principles adopted to
keep the project on track and deliver quality design products whilst staying flexible to the changes in the overall
SKA program.

These pack releases are checked for quality and consistency before releasing. The primary motivation for
having pack releases is to enable the SaDT consortium to
share consistent SAT.LMC design information with other
stakeholders in the project. The pack releases also enable
the SaDT management and the SaDT systems engineers
to be kept up to date with the work package progress and
provides a platform upon which comments, questions and
critiques are presented allowing SAT.LMC to address
them before progressing the with architectural activities.

Architecture Method
The SAT.LMC architectural artefacts are created and
structured using the processes and structures
recommended by The Open Group Architecture
Framework (TOGAF) [3]. TOGAF provides a method,
called the Architecture Design Method (ADM), for
designing, planning, implementing and governing an
architecture through a set of phases and iterations
between phases (Fig. 2). The SAT.LMC architecture is
modelled at four levels – Business, Application, Data and
Technology.

SOFTWARE DESIGN
Methodology
The SAT.LMC software architecture [1] and design
process is kept simple and informal within the SAT.LMC
team with focus on timelines and the quality of design
artefacts produced. The design process is incremental
with design artefacts released as products by SAT.LMC to
the SaDT consortium [2] in the form of ‘pack releases’
(Fig. 1).

Figure 2: SAT.LMC TOGAF ADM phases and iterations.

Figure 1: SAT.LMC Incremental Design Methodology.

SAT.LMC is primarily concerned with iterations involving the Preliminary phase and Phases A through to D
of the ADM. The iteration between the preliminary phase
and Phase A is to refine the scope of the architecture with
changing requirements. The iterations from phase B
through to phase D is used to architect and refine the
SAT.LMC solution across the dimensions of business,
application, data and technology. Phases E onwards are
concerned with the implementation and the management
of the SAT.LMC architecture, hence are not used.

___________________________________________
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TOGAF
9.1
encourages
the
use
of
ISO/IEC 42010:2007 [4] for describing the software
architecture. (ISO/IEC/IEEE 42010 is an international
standard for software architecture description).
The architectural views and viewpoints created by
SAT.LMC are based on the principles of practicality and
fitness-for-purpose. There are approximately 22 diagrams,
6 interface documents and 12 matrices/catalogues that are
created across the four ADM architecture phases towards
the SAT.LMC architecture.

Prototype
SAT.LMC prototyping activity [5] was carried out for a
period of one year and was performed in phases (Table 1).
Table 1: SAT.LMC Test Phases, Types and Descriptions
Test Phase

Type

Test Description

Unit Functional Tests

In-house

Verify if monitor, control,
logging, events, warnings
and alarms.

System Test

In-house

Verify if all the functions of
SAT.LMC work together as
a system.

SAT Interface Tests

In-house

Verify if the SAT.LMC solution works with SAT simulators.

SAT Interface Tests

Field

Verify if the SAT.LMC solution work with representative SAT physical equipment
belonging to the three SAT
subsystems.

TM Interface Tests

In-house

Verify if the SAT.LMC solution works when connected
with a TM simulator

Performance
Tests

In-house

Verify if the SAT.LMC solution meets the alarm latency
requirements of SKA.

Containerization Tests

In-house

Verify if SAT.LMC solution
works with the containerization framework.

Containerization Performance
Tests

In-house

Verify if the SAT.LMC solution performs as expected
with containers.

It did greatly help SAT.LMC to have the interface tests
performed in-house with simulators before initiating the
field tests. The in-house tests were carried out by the
SAT.LMC collaborating institutes. The field tests for
testing the SAT.LMC interfaces with SAT subsystems
were carried out in collaboration with the institutes leading the respective SAT subsystem work packages. The
result of all the tests were positive.
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Interfaces
Interfaces between SAT.LMC and SAT subsystems are
recorded as specifications within a spreadsheet. Each row
within the spreadsheet is a functional interface with approximately thirty specifications recorded across columns. These specifications include communication protocols, average data rate for the interface, periodicity of data
exchange, mechanism (push/pull), TANGO attributes etc.
There are six internal interface documents (IICDs), 3 for
each telescope, led and created by SAT.LMC in collaboration with the SAT subsystem teams. SAT.LMC contributes to two Non-Science Data Network (NSDN) IICDs.
NSDN provides the network infrastructure for SAT.LMC.
Wherever required, the SaDT management and the SaDT
system engineering are involved in the IICD discussions.
SAT.LMC contributes to the external interface document (EICD) led by the Telescope Manager (TM) consortium. The interfaces between SAT.LMC and TM are
streamlined due to the control system harmonization efforts with respect to the control system design patterns
and technologies between the element LMCs, TM and
SKAO. SAT.LMC contributes to the EICD led by the
INFRA element who help in providing the required rack
space to hold the SAT.LMC server.
Changes to interface documents led by SAT.LMC are
governed via an engineering change proposal (ECP) process led by the SaDT systems engineering team where the
change is recorded, impact assessed and the change approved/disapproved based on the value proposition, costs
and impact.

Assumptions
In the design process, several assumptions are made,
especially in the early stages of the project, to help progress the design solution where key pieces of information
aren’t present. These assumptions are scanned periodically and status updated. These assumptions are further added to the Master Data Assumptions List (MDAL) used to
manage the assumptions across all SaDT consortium
work packages.

Extensibility and Flexibility
The external influences that affect the SAT.LMC deliverables are changes in the top-level SKAO requirements,
SKAO control system policies and SAT system changes.
Changes to the top level SKAO requirements and
SKAO control system policies have a direct impact on the
fundamental SAT.LMC architecture. The changes caused
by modifications to the SAT system are managed by keeping the architecture documentation at an abstraction that
does not contain SAT system specifics. This way the
changes to the SAT system are localized to the IICDs.

Project Management
The project management of SAT.LMC is kept light with
the use of a spreadsheet to list and track tasks across timelines. Micromanagement is avoided. The ownership of
tasks is based on artefacts. Percentage completion of
artefacts is communicated regularly to the SaDT manTHCPL04
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agement. Dependencies across artefacts are discussed,
recorded and dealt with every week rather than tracked
via a tool.
A risk register, enumerating the risks, their impact on
costs and schedule, and mitigation strategies is maintained and brought up for discussions periodically with
the SaDT management. These risks are then propagated
up to the Risk Registers of the SaDT Consortium and the
overall project as appropriate. The SaDT systems engineer is kept informed of all of SAT.LMC issues and concerns regarding artefact generation.

TOOLS
In the 4 years that the SAT.LMC team has worked together, the entire team has met face to face twice (once in
Trieste, Italy, and once in Stellenbosch, SA), while the
Indian and UK teams have met each other face to face
three more times. The SAT.LMC team effectiveness in
working towards the SAT.LMC monitor and control solution has been greatly helped by the use of a number of
online co-working and communication tools (Fig. 3).
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SAT.LMC moved to Git [16] and Bitbucket [17] as a
repository to facilitate passing labels to all artefacts that
are part of a release. Git, a free and open source version
control system, was used for storing all SAT.LMC artefacts. Git was used as a repository for holding all the
deliverable artefacts. It was also used for holding and
sharing code developed during prototyping. Git is a local
repository that sits with every individual. To enable having a consistent repository, commits made to Git were
pushed to Bitbucket, a free (for 5 users) cloud based storage for Git repositories provided by Atlassian. Atlassian
Sourcetree [18], a client for Git was used to commit items
to the local repository and also push changes to the cloud
repository. All team members would then sync their repositories by doing a ‘pull’ from Bitbucket and thus updating their local Git repositories.
Skype [19], as a communication tool has been key to
the SAT.LMC collaboration, especially in the early days
of the project. The features that helped the most were the
consistent audio quality, and the ability to share computer
screens. As the SAT.LMC team grew, Skype became a
less viable means of communication due to its many incompatibilities with UNIX based systems which prevented sharing screens. Zoom [20] became preferable because
it was accessible across the most popular operating system platforms (SAT.LMC successfully used Zoom with
Microsoft Windows, Ubuntu Linux and OS X) (Fig. 4).

Figure 3: SAT.LMC Design Tools.
Artefacts consisting of documents, spreadsheets and
presentations are created using Microsoft Office [6] tools.
Microsoft Office is primarily used to facilitate exchange
of artefacts across different research organizations. Diagramming is done using a free tool Dia [7] and a few of
them using Microsoft Visio. Approximately 50 to 70 diagrams are created using the tool.
Python [8], the TANGO Control System Framework
[9], MySQL [10], and the Docker Containerization Platform [11] are part of the SAT.LMC solution and are used
for verification purposes. Eterlogic Virtual Serial Ports
Emulator (VSPE) [12], a freeware, is used extensively for
in-house prototype verifications between TANGO Device
Servers which interface with an Ethernet port and SAT
simulators that interface with serial ports. In the initial
period of prototyping, TANGO running on an Ubuntu
Linux [13] virtual machine was used. The Ubuntu Virtual
Machine was run using Oracle VirtualBox [14] on Microsoft Windows 7. The SAT.LMC solution was later
verified on Ubuntu and Scientific Linux.
Until Preliminary Design Review (PDR), Google Drive
[15] was used to hold all SAT.LMC artefacts, but

Figure 4: SAT.LMC Communication Tools.
Except for the Microsoft tools (Windows OS, Office
and Visio), all the tools used were free (some with limited
features).

TEAM
The SAT.LMC team is a collaboration between 3 countries and 4 research institutes (Fig. 5).
 National Centre for Radio Astrophysics – Tata Institute of Fundamental Research (NCRA-TIFR) / Giant
Metrewave Radio Telescope (GMRT) [21], Pune, India
 Jodrell Bank Centre for Astrophysics, Jodrell Bank
Observatory, School of Physics & Astronomy, The
University of Manchester (UMAN), United Kingdom
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 South African National Research Network
(SANReN), Pretoria, South Africa, and
 Science and Technology Facilities Council (STFC),
Daresbury Lab, United Kingdom.
The collaboration is led and managed by NCRA with
NCRA and UMAN contributing 1 full time equivalent
(FTE) each with SANReN and STFC contributing for 0.5
FTE each (The FTE from STFC is based on a limited
fixed term contract).

Figure 5: SAT.LMC collaboration.
SAT.LMC leadership evolved over time from a relatively flat hierarchy to a devolved responsibility arrangement.
Each team member has distinct ownership of artefacts
based on skills, with participation from the rest of the
team with respect to reviews. This evolution is in part due
to the geographical distribution of the team coupled with
the individual team member key skills.
Commitment to quality work and respect towards the
time for other team members played an important role in
starting the collaboration and having an effective dialogue
in a geographically separated setup. These professional
values and ethics led to keeping the inter-team communications informal using Skype, further flourishing the
collaboration. On an average 4 to 5 hours per week are
spent talking with team members, sometimes working
together on artefacts using screen sharing technology.
This method, along with taking work forward over the
last four years, helps the team understand and appreciate
cross cultural sensitivity issues. Individual team member
interests are understood and appreciated and a singular
stance, as a team, is taken while collaborating with other
institutes.
The vast majority of collaboration occurs between two
time zones, British Summer Time (BST) and Indian
Standard Time (IST). Over the years, it has proven to be
the most effective use of time to collaborate via
Skype/Zoom calling for up to half a day, during AM BST,
and PM IST. This allows colleagues in India to work
independently, or on other projects during their morning
and colleagues in UK have their afternoon to work independently.
In terms of the group development model proposed by
Bruce Tuckman in 1965 [22], the time taken to transition
from ‘forming’ to ‘performing’ phase took around 6
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months. There was no ‘storming’ phase involved which
could be attributed to the professional work ethics of the
team. SAT.LMC did submit its PDR deliverables within 9
months of forming the team consisting of approximately
15 to 20 artefacts and are currently working towards submitting the critical design review (CDR) deliverables.

CONCLUSION
In conclusion it has been our experience that this way
of working lends itself well to small teams of globally
distributed collaborators. This approach is not as structured as the Agile Framework methods. It has however
evolved over the 4 years in which the team has been collaborating.
It is felt that the approach discussed herein was successful in large by the like mindedness of the team members and common ground shared, both from personal and
professional points of view.
Computerised tools and features have made multinational, cross time-zone collaborations much more accessible than in times past. However there are fundamental pinch points, such as time-zones, which can only be
overcome by team member’s character and motivation by
all parties. In the case presented here, this has been successful.
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Abstract
The TANGO Controls Framework continues to mature
and be adopted by new sites and applications. This paper
will describe how TANGO has moved closer to industry
with the creation of startups and addressing industrial use
cases. It will describe what progress has been made since
the last ICALEPCS in 2015 to ensure the sustainability of
TANGO for scientific and industrial users. It will present
TANGO web based technologies and the deployment of
TANGO in the cloud. Furthermore it will describe how
the community has re-organised itself to fund and
improve code sharing, documentation, code quality
assurance and maintenance.

INTRODUCTION
The Tango community continues to grow with more
and more small and large sites adopting Tango. There are
currently over 40 sites world-wide covering synchrotron
light sources, lasers, wind tunnels, telescopes and physics
experiments. At least 15 industrial companies provide
TANGO support or use TANGO in their projects. The
most recent large sites to join over the last 2-3 years are
the 3 ELI laser sites, the SKA radio telescope project, a
number of facilities in Russia, India and China. In
addition to large sites a number of smaller sites have
adopted Tango including some startups. Long standing
members like the ESRF are basing new projects like the
EBS [1] on Tango. The increased adoption of Tango for
long term projects puts a strong requirement on the
community to make Tango sustainable in the medium and
long term i.e. 10 to 30 years. This is a tall order for any
software project and needs specific actions to ensure it
happens. This paper explores how the long term
sustainability is being addressed with the help of industry
for the community and industry.

“availability”,
“continued
improvement”
and
“support”. These three topics illustrate well that software
sustainability is not restricted to what is commonly called
software maintenance (Fig. 1). There is no widely accepted
unique definition of these topics [3] and so each project
interprets sustainability according to its needs. In the case
of the Tango Controls core the three areas are defined as:
1.
2.

3.

Another very important issue is Sustainable Software
Design [4]. The software has to be designed and
architected in a way to make it sustainable. This means
the core ideas must be kept intact or be able to adapt to
new needs or new platforms without a huge effort. The
core architectural features of Tango Controls are:
•

distributed devices – Tango is based on
network agents each implementing control
algorithms, a state machine, methods and data
fields accessed via the network. This central
concept called the Device in Tango is
implemented in the Device Server Model which
provides a framework and guidelines for
developing Device Classes and Servers.

•

orchestration
Devices
implement
microservices [5] [6] which can be orchestrated
to control simple, complex systems and systems
of systems. Tango provides all the tools to
configure, deploy and manage any number of
Devices and Control Systems.

•

network transparency – a fundamental design
goal of Tango is to hide the network details from
the developer e.g. the binary protocol is not
exposed, while implementing all the necessary

SUSTAINABILITY
A good definition of Software Sustainability is
Sustainability means that the software you use today will
be available - and continue to be improved and supported
- in the future.

availability – guaranteed open source licence,
public source code repositories, open
development workflow
continued improvement – continue to improve
code to support new features, interfaces,
languages, tools and paradigms to satisfy users
needs
support – bug fixes, porting to new platforms,
maintain backwards compatibility

This definition comes from the Software Sustainability
Institute [2] and covers the essential aspects of
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communication paradigms required by a control
system.
•

naming service – transparently maps a logical
namespace to network addresses within a control
system and across control systems.

•

configuration database – provide a service for
permanently
storing
configuration
and
descriptive data .

On top of these basic design features Tango Controls
provides advanced tools for archiving and managing
alarms out-of-the-box. Developers implement their own
agents / microservices using the Device Server Model or
re-use existing ones.
The core design features have proven sustainable over
the last 17 years of Tango Controls existence. The
concept of a distributed network agent and microservices
has seen interest growing in the current era of IoT and
cloud computing [7] [8]. This proves that the Tango
architecture is well adapted to being sustainable over the
coming software generations.

CORE DEVELOPMENT
During the first 10 years of Tango Controls the
Software Sustainability of the Tango Controls core
libraries and tools was guaranteed by the motivation of
the original developers and the need to provide a full
solution. Once Tango Controls matured and was
considered complete by the original developers and users,
the commitment and availability of the original
developers reduced. New projects requiring the skills of
some of the core developers motivated them to try their
hand at doing something different. This made it necessary
to find new core developers to ensure the Software
Sustainability in the long term. The advantage of the
integration of new core developers was essential to ensure
the software knowledge was transferable to them as they
also introduced new ideas to the core. Both of these form
part of software sustainability.
One interesting observation made over the years is that
as more sites adopted Tango this did not necessarily mean
there were more core developers. Even if more sites
means more users, third party contributions, ideas and
help with bug fixes, more sites also means more
maintenance as the number of use cases increases and
Tango is tested in increasingly diverse environments and
applications. This has the positive effect that more bugs
are found and fixed but also the negative effect that it
needs more core developers to maintain. To address this
issue the Tango Controls Collaboration was created and
the decision was taken to include industrial partners in the
core development.
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collaboration contract with the home institute (currently
the ESRF) in which they commit to contribute financially
to the maintenance and development of Tango. Some of
the partners (so-called core partners) commit additional
development resources to the Tango Controls project.
Decisions on how to spend the budget and which features
to implement next are decided by the Steering Committee.
The decisions of the Steering Committee meetings are
available online [9]. The Tango Controls Collaboration
started in 2016 with 8 members – ALBA, DESY,
ELETTRA, ESRF, INAF, MAXIV, SOLARIS, and
SOLEIL. In 2017 the SKA-O and SKA-ZA organisations
joined to bring the number up to 10. The budget has
enabled a large number of projects which were stuck, due
to lack of available resources, to advance and even be
completed e.g. complete the move of the kernel to git,
maintenance of Tango LTS9, start of Tango V10,
conversion of documentation to Sphinx, Device Server
Catalogue, improved website, completion of PyTango 9,
continuous integration for Linux and Windows, and
sponsoring of a number of events like the Write-the-doc
camp, streaming of last Tango Meeting in Florence etc.
[10].
The collaboration contract is signed for 5 years
nominally which allows the collaboration to sign
contracts of up to 5 years with industrial partners. This
means the industrial partners can commit to working on
Tango for a longer period and helps to stabilise the
partners that the collaboration works with .
In its first two years of existence the Tango Controls
Collaboration has been very useful and successful in
helping Tango better serve the members and community
at large. The way it has been setup with a home institute
(the ESRF) simplifies the financial book keeping and
management. This proves that Open Source projects can
profit a lot from having (some) money invested in them.
The second result of the collaboration has been the
successful introduction of industrial partners into the core
development team. The next step is to attract industrials
as members of the collaboration and new members to
ensure the long term sustainability and quality of Tango
Controls.

INDUSTRIAL PARTNERS
The Tango Collaboration is working with some
industrial companies and small startups to implement new
features in the core. The one essential characteristic of
these industrial partners is that they are all members of the
community and were already power users of Tango. This
is a requirement to ensure that they understand the core
and that the collaboration can entrust them with tasks in
the core.

TANGO COLLABORATION
The Tango Controls Collaboration is made up of
members of the Tango Controls community who depend
on Tango for their critical operations and who need to
ensure its sustainability in the long term. Members sign a
THCPL05
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Figure 1: Problems encountered in open source (Source: opensourcesurvery.org)
So far 4 industrial partners have been financed by the
Tango Controls Collaboration to contribute to the core of
Tango and/or be in charge of core tasks. These partners
are:
•
IK [11] – core development in C++, Java, REST
api, cmake, continuous integration, web
design ...
•

3Controls [12] – documentation, device server
catalogue, TangoBox VM, ...

•

Nexeya [13] – continuous integration of Tango
and PyTango for Windows, cmake, Python Pogo
templates, ...

•

STFC [14] – implementation of missing features
for PyTango 9, ...

The collaboration will continue to work with these and
other industrial partners to maintain and develop Tango. It
is important to note that the responsibility for maintaining
Tango remains with the core members of the
collaboration. The industrial partners contributions are
checked and accepted by core members. The whole
process depends on the Open Source Development
workflow which has been setup on GitHub.

COMMUNITY RULES
Integrating new members into the kernel development
team (including industrial partners) makes it necessary to
ensure that the development workflow and rules are well
defined and followed. The responsibility for the stability
of the kernel remains with the core members of the Tango
Collaboration. This guarantees the continuity and trust of
the community in the development process and in the
kernel. This is necessary for all sites which depend on
Tango. The current workflow for kernel developments is
as follows:
•

discuss improvement or bug fix with at least one
other kernel developer

•

if agrees then create pull request (PR)

•

start working on PR in local git

•

assign other kernel developer to PR when
finished and request a review from other kernel
developer(s)

•

fix or improve PR until reviewer(s) agree

•

assigned kernel developer merges PR into
master, bug fixes in LTS branch

Transparency is an essential part of building trust in
any community. The Tango Controls community
communicate via a forum, mailing list, annual general
assemblies, steering committee meetings, monthly kernel
developers meetings and GitHub. Discussions take place
in the open and are documented so they can be followed
by everyone.

GITHUB DEVELOPMENT
Git and GitHub play an important role in order to
implement the above workflow. The power of git and the
ease of use and high quality tools made available by
GitHub have been a game changer. Issues can be created,
worked on, compared, reviewed by a distributed team
easily. The projects dashboard allows progress to be
charted and mapped during development sprints. All
Tango kernel projects (except for HDB) have been moved
successfully to GitHub and can be found at
https://github.com/tango-controls.

LONG TERM SUPPORT
Long Term support has been requested by most Tango
sites but is also essential for industrial users who base
their solutions on Tango. The main reason it did not exist
up until now was the lack of resources to back port bug
fixes to previous versions. The Collaboration has decided
to finance the maintenance of an LTS version of Tango.
For this reason Tango V9 has been declared Long Term
Support and will be maintained for 5 years at least after
the next stable release is made available
As part of the LTS support the missing features in
PyTango 9 have been implemented by STFC.
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CONTINUOUS INTEGRATION
The advantages of continuous integration [15] are so
obvious today they are not questioned any more and are a
required in almost all software projects. Tango uses
Travis for continuous integration (CI) builds for Linux
platforms thanks to IK and Nexeya is working on CI for
Windows on AppVeyor. Binary builds are made available
via https://bintray.com/tango-controls .
Windows is the platform of choice for many industrials.
Before setting up CI on AppVeyor only major release of
Tango were made available for the most common
Windows compilers and platforms. If a user had a version
of the compiler which was not supported, or wanted to
debug or modify the code then it was the responsibility of
the users to build Tango on Windows. This limited the
number of people who could try, test or contribute to the
latest versions of Tango on Windows. This was especially
true for PyTango which depends on Boost.
With the setting up of CI for Tango and PyTango on
AppVeyor users will soon have access to the stable and
development versions of Tango and PyTango on the
following platforms:
1. VC9 – 32 bits, VC9 – 64 bits
2.

VC10 – 32 bits, VC10 – 64 bits

3.

VC12 – 32 bits, VC12 – 64 bits

4.

VC14 – 32 bits, VC14 – 64 bits

As an additional bonus for this work Nexeya has
converted the build process on Windows to Cmake and
builds Conda packages for PyTango. The Cmake
Windows script is integrated in the standard Cmake
scripts used to build Tango on Linux too. Tango now has
a unified way of building on all platforms.

DOCUMENTATION
A recent survey by GitHub [16] [17] on how users
perceive Open Source software found that the one topic
which most users miss in Open Source is documentation.
Tango documentation traditionally consisted of The Book
(a large pdf file distributed with the source code release)
and many smaller documents in diverse formats (web
pages, Word documents, pdf etc). The Book contains a lot
of information but suffers from being hard to read,
maintained by a single person and not easy to contribute
to. A decision was taken in 2015 to combine all the
documents into a single source and make this easy to
modify. The goal of this change was to write
documentation like code [18]. This means following the
same workflow as source code i.e. git version control,
changes by pull request and continuous integration. The
Sphinx format has been chosen for the documentation. It
is versioned on GitHub and CI is done on Travis. The
final
result
is
available
on
http://tangocontrols.readthedocs.io/en/latest/. As soon as any changes
are merged with the main git repository the
documentation is rebuilt and available online. Multiple
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versions are maintained for the different versions of
Tango.
The reorganisation of the documentation would not
have been possible without the help of 3Controls and a
dedicated group of document coders who met in the
French Vercors mountains for 3 days [19] (sponsored by
the Collaboration). The Write-the-docs camp was a
success and proved writing documentation can be as
much fun as writing code! The Write-the-Doc event will
be repeated on an annual basis. One goal of the next phase
will be to translate the main documentation into other
languages to help new communities - Russian or Chinese
volunteers welcomed!

DEVICE SERVER CATALOGUE
One of the main advantages of a growing Tango
community is the large number of Device Classes which
exist for many different hardware and software platforms.
However, it has been difficult to share these classes until
now. The reasons for this are multiple and challenging.
Some of them are inherent due to the fact that it is often
easier and quicker to generate a new version of a class
than to adapt to an existing version. Others are due to the
fact that many classes are not published on the common
repository, often for good reasons. Other reasons are the
lack of an easy-to-use and attractive interface. In order to
address some of these issues the collaboration has
requested an industrial partner (3Controls) to design and
build a new catalogue of Device Classes which is well
integrated in the web site.
The new Device Class catalogue (http://www.tangocontrols.org/resources/dsc/) has been developed as a
plugin in the Django based tango-controls.org website.
The catalogue is able to mine public repositories, upload
metadata from private repositories and accept manual
input. The catalogue offers an attractive easy to use search
machine which displays the results an an easy to read
manner. The catalogue offers a user rating and feedback
system to help gather input from users. The next phase is
to upload more classes and to manually edit the
classifications as some of them have been entered
incorrectly. The usefulness of the catalogue will be
further improved by providing pre-built binaries of a
selected number of commonly used Device Classes.

COMMERCIAL LAB SYSTEM
One of the goals of the Tango Controls collaboration
was to provide industrial users with a modern toolkit for
building control systems as an alternative to proprietary
solutions.
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Figure 2: Prevac's Rapid FX toolset based on a Tango,
Sardana and commercial tools.
Prevac [20] is an example of a company providing a
Tango based lab control system. Prevac builds high and
ultra-high vacuum equipment for research. They have
installations in over 30 sites world wide. Prevac decided
to base their latest range of software products, Rapid FX,
on Tango (see Fig. 2). In order to integrate Tango into the
Windows world and profit from the large .NET solutions,
Prevac has built a C# binding to Tango. This allows them
to use .NET for the user interface, web etc. while using
Tango for the communication protocol. They have
adopted PyTango and Sardana for control sequences.
Their customers can write their own Device Classes in
Python, C++ or Java to integrate their own equipment.
This win-win situation is fruitful for both Prevac, and
their customers. Prevac plans to release their Windows
Tango installer to the community.

WEB APPS
The web is today’s user interface platform per default.
Since the development of the Tango REST api by IK
Tango is now compatible with the web. Two generic
solutions are the WebApp from IK and JYSE for Tango
from JYSE [21] (Fig. 3).
The Tango WebApp solution is a generic replacement
Jive for small Tango systems which can be deployed
locally or on the cloud [22]. WebApp uses the latest web
techniques for fast loading and scaling. It provides a
dashboard for managing multiple windows.
JYSE for Tango is an interactive tool, entirely browser
based, which allows non-programmers (as well as
programmers) to very quickly develop attractive and
ergonomic web displays for Tango. Users visually
compose their display screens, connect them to any Tango
device data exposed via the REST API, and share their
URL for use on all types of devices including phones and
tablets. JYSE for Tango can be either hosted in the cloud
or deployed on site

Figure 3: ESRF machine status displayed on phone with
JYSE for Tango.

INDUSTRY AND OPEN SOURCE
One issue facing the adoption of Tango by industry is
how to break into a market dominated by proprietary
solutions which implement expensive industrial standards.
The advantages of Open Source for the industrial controls
world are many. Some of them are common to all Open
Source solutions e.g. avoiding lock-in, access to source
code, possibility to extend or modify code, and others
specific to industrial controls e.g. higher security because
users have full access to source code. Despite these
advantages the uptake of Open Source control systems in
industry is slow. Some of the reasons for this are:
•

Tango Controls is a framework in the first place.
Therefore adopting it to build a product specific
for a use case, requires quite some development
effort. This effort is sometimes a show stopper
for small companies, because it is expensive and
time consuming.

•

For big companies usually they already have
their own solution. This solution can vary from
fully in-house developed to fully provided by a
3rd party integrator. Sometimes they want to
migrate from their solution. In this case Tango
can be a suitable choice but it lacks being well
known in the industry world.

•

Lack of certification is another issue. For
example if Tango Controls would be certified by
THCPL05
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ISO [23] or GOST [24] in Russia, it would be
much easier to “sell” it.
•

•

Open Source licensing is not always well
understood by industrial partners. Legal advisors
discourage management to use open source.
Sources availability in public repositories is
considered as a potential point of malicious code
injection even there are easy procedures to avoid
having unnecessary updates. Responsibility is
not well defined.

•

Open Source products are still generally
regarded as featuring low-quality, bad
documentation and weak support.

•

Tango Controls is coming from scientific world
and is regarded as suited for academic, noncritical applications despite its maturity and
being run in laboratories operating 24/7.

•

Some industrials are adopting Open Source
(including Tango) but not sharing their
developments or publishing their results. The
main reason for this is that paying for something
is still considered better than getting it for free;
in the industrial world, competition is aggressive
and « sharing » is not the way of beating the
competition; licensing is a way of making
money.

We hope this will evolve in the future with the new
digital economy just like Linux has ended up taking over
the server market. We still think the future of Tango in the
industrial market has strong potential. There are not many
solutions which offer all the features of Tango Controls
for building control systems in Python, C++ and Java.
The market for a modern Open Source control systems
toolkit is still open.
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Community (past and present) who have all helped make
Tango a success and a great collaboration.
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CONCLUSION
Tango has adopted industry and setup successful
collaborations with a number of startup firms and larger
groups to help develop and maintain Tango. Some
industrial users have successfully adopted Tango. The
goal of the Tango Collaboration is to continue working
with industrial firms to develop and maintain Tango and
to grow the industrial offerings of Tango. This is essential
for the sustainability of Tango. The setting up of the
Tango Controls Collaboration has been critical for
creating partnerships with industrial companies.
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SUSTAINING THE NATIONAL IGNITION FACILITY (NIF) INTEGRATED
COMPUTER CONTROL SYSTEM (ICCS) OVER ITS THIRTY YEAR
LIFESPAN*
B. Fishler, G. Brunton, B. Reed, M. Fedorov, P. Ludwigsen, C. Estes, M. Flegel, M. Paul, A.
Barnes, E. Stout, Y. Abed, V. Miller-Kamm, R. Wilson
Lawrence Livermore National Laboratory, Livermore, CA 94550 USA
Abstract
The National Ignition Facility (NIF) is the world’s largest and most energetic laser experimental facility with 192
beams capable of delivering 1.8 megajoules of 500terawatt ultraviolet laser energy to a target. Officially commissioned as an operational facility on March 21, 2009,
NIF is expected to conduct research experiments thru 2039.
The 30-year lifespan of the control system presents several
challenges in meeting reliability, availability, and maintainability (RAM) expectations. As NIF continues to expand on its experimental capabilities, the control system’s
software base of 3.5 million lines of code grows with much
of the legacy software still in operational use. Supporting
this software is further complicated by technology life cycles and turnover of senior experienced staff. This talk will
present lessons learned and new initiatives related to technology refreshes, risk mitigation, and changes to our software development and test methodology to ensure high
control system availability for supporting experiments
throughout NIF’s lifetime.

INTRODUCTION
The National Ignition Facility (NIF) [1] provides a scientific center for the study of inertial confinement fusion
(ICF) and matter at extreme energy densities and pressures
[2]. Each NIF experiment, or shot cycle, is managed by the
Integrated Computer Control System (ICCS) [3], which
uses a scalable software architecture running code on more
than 2000 front end processors, embedded controllers and
supervisory servers. The NIF control system operates laser
and industrial controls hardware containing 66,000 control
points (e.g. motors, calorimeters, etc) to ensure that all
NIF's 192 laser pulses arrive at a target within 30 picoseconds of each other, are aligned to a pointing accuracy of
less than 50 microns, and orchestrate a host of diagnostic
equipment collecting experimental data in a few billionths
of a second. Every NIF shot cycle [4] consists of approximately 1.6 million sequenced control point operations,
such as beam path alignment, pulse shaping and diagnostic
configuration and each cycle is typically conducted within
4-8 hours depending on the experiment complexity.
NIF was commissioned as an operational facility in the
Spring of 2009 and is expected to remain operational until
at least 2039. The control system has grown to over 3.5M
___________________________________________

lines of code. Much of it has been running on hardware
that has been used for 1000s of laser shots since operations
commenced. While being a fully operational experimental
system, there are ongoing requests to add capabilities as
requested by the NIF user community, but also from external influences that are forcing involuntary change to ensure
NIF’s continued operation. The object-oriented, data
driven, distributed nature of ICCS helps in managing the
high volume of change, but designing for change is alone
insufficient to ensure the continued high reliability, availability, and maintainability (RAM) requirements while NIF
maintains its goal of 400 shots per year. This paper documents the various influences that are driving change within
our control system, and how we have adapted to ensure the
control system’s reliability and sustainability over its 30+
year lifespan.

DESIGN AND DEVELOPMENT INFLUENCES
ICCS continues to provide new capabilities to support
programs internal and external to LLNL. These capabilities are critical in understanding laser and target experimental conditions, but also to support enhanced operational efficiency. With the growth of these capabilities, the
number of experiment and operational scenario permutations grew exponentially.
The Department of Energy’s (DOE) budget for NIF has
remained flat for the past several years. Increases in employee salaries, inflation, etc. results in a net decrease in
NIF’s purchasing ability under a flat budget. This is forcing us to look at internal process efficiencies in order to
maintain the same level of service with fewer resources.
Cybersecurity has been a priority for DOE as well as internally in the lab. Several new regulations and policies
that have rolled out have required changes within the control system, primarily in the underlying frameworks. In the
early days of NIF, the primary mitigation for computer security related hazards was complete isolation of the control
system from external systems. However, this is no longer
sufficient and to further enhance our cybersecurity position, several enhancements have been implemented.
Coding for ICCS began in 1997 [5] with much of the
same code base still in active use on NIF. Control system
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hardware has been in use since the NIF Early Light commissioning in 2003 of NIF’s first four beamlines [6]. The
technology used to develop and execute the associated
software and hardware systems is reaching its end-of-life
either due to product failure or the end of manufacturer
support. This is forcing change to allow continued upgrades to newer versions of our current operating systems,
compilers, etc., or migration to a new platform.
Retirements and attrition at LLNL have resulted in the
departure of many senior experienced staff members since
development of the control system commenced. This pattern is expected to continue for the duration of the project.
With a thriving technology sector, there are constant challenges in retaining staff, especially with LLNL’s close
proximity to silicon valley. With the departure of experienced developers, the domain knowledge and intimate familiarity with the software that they designed and built is a
significant loss. Our development processes needed to accommodate the loss of this knowledge. An additional issue
is how to accelerate new employees to a performing level
on a significantly complex system such as ICCS.
In FY16, NIF achieved a shot rate of 400 target shots per
year which was again achieved in FY17. Efficiency enhancements in the control system were a significant contributing factor in achieving this higher and sustainable
shot rate [7]. NIF operations has allotted quarterly facility
maintenance windows ranging from a few days to three
weeks to allow for major reconfiguration activities. It is
within these windows that ICCS deploys our major releases with new capabilities and is allocated time for commissioning and issue resolution. With the ever-increasing
demand for time on NIF, pressure exists to reduce the frequency and/or duration of these maintenance windows.
This will result in demands for higher control system availability and reliability.
Figure 1 shows the Henderson & Clark [8] mapping of
recent improvements resulting from the earlier mentioned
influences. The changes within ICCS cover a broad spectrum of component based and system level architectural
changes impacting multiple interfaces. Different strategies
were necessary for dealing with both types of change.

Figure 1: Henderson & Clark mapping of several recent
and planned ICCS enhancements.
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SYSTEMS ENGINEERING V-MODEL
Figure 2 shows the processes used by NIF for control
system design and development. The initial control system
development was a highly managed and successful process. As the program shifted to an operations and maintenance phase, this V-model continued to be followed however as changes continued, the activities used to link system decomposition and definition to integration/test phases
gradually drifted out of date. These documents were not
intrinsically updated as part of our development processes.
In addition, there was a high dependency on manual processes and employee domain knowledge in the lower level
of the V-model. As the number of system level capabilities
grew, and the number of devices and their features expanded, the manual testing process was no longer sufficient
both from an efficiency and reliability perspective.

Figure 2: ICCS’s adaptation of the Systems Engineering
V-Model.

AUTOMATED TESTING
Component Level Testing
Earlier efforts to maintain a separate QA team to maintain and update an automated test suite [9] at the backend
of the software development process was difficult due to
budget constraints, increasing project scope, and schedule
pressure. Lessons learned from Java porting activities [10]
quickly identified that automated testing was a necessity.
Relying solely on manual testing alone:
 could not provide sufficient depth in test coverage
 could not guarantee repeatable results
 was time consuming especially under a high
rate of software change
 could not adequately address performance,
load, and endurance testing requirements
The porting team paused on porting activities to focus on
an automated test framework that could be incorporated
into a continuous integration environment. A test-driven
development strategy was applied which allowed the developers to initially evaluate their test cases against the Ada
versions of the software. These test cases could then be
leveraged on, and compared against, the completed Java
code in an offline test environment using emulated and real
devices.

THCPL06
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The architecture of our device emulation was reworked
to allow for improved offline qualification of device level
software. Emulation was originally implemented at the device level of the software for the purpose of testing beamline operation and system scalability [11]. This had the
disadvantage that device level code pushed to the operational environment could not be exercised in an offline test
environment without having access to real hardware. Although the offline testbed had a broad selection of hardware
representing NIF, there was not 100% coverage. In addition, it was not feasible to use the real hardware during simulated shot operations due to the absence of a fully configured NIF beamline and actual laser light. During the Java
porting, emulation was implemented at the lower controller
layer which provided a thin-client programming interface
to the hardware. This would allow the device software to
be fully exercised in an emulated mode, and during simulated NIF shots.
Test cases were annotated to indicate which tests were
slow and fast running tests, and which could be exercised
on real hardware. The test framework leveraged these annotations to determine which tests to run in the continuous
integration environment (fast tests not requiring hardware).
The remaining tests would be run by the developers during
their own unit testing activities.
Results of the automated unit tests are compiled to show
how the development Java software compared to the production Ada software. Comparisons were made not only
on the individual test case pass/fail status, but also from a
performance perspective. Figure 3 shows sample output
from an automated test run.

Test Case
Common
checkEmulationStatus
checkHealthStatus
checkInterfaces
MotorBasicsTest
checkSettings
getComponentStatus
isMovingWhileBusy
motorNotMovingWhileIdle
setBacklash
setInvalidHighBacklashFails
setInvalidLowBacklashFails
MotorFindLimitTest
findLimitWhenMotorStoppedFails
findLimitWhileBusyFails
findLimitWithInvalidKeyFails
findLimitWithValidKeySucceeds
findNegativeLimitSucceeds
findNegativeLimitWhenAtNegativeLimitSucceeds
findPositiveLimitSucceeds
findPositiveLimitWhenAtPositiveLimitSucceeds

Ada
Status

Java
Time (s) Status
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The automated test suite will help ensure high reliability
when delivering new and changed component software to
the operational environment, it also provided requirements
for new developers to understand how the devices operated. This helps mitigate the loss of developers responsible
for the software’s development and accelerate the onboarding of new staff. The development of the automated tests
does not eliminate the need for manual testing. Having
eyes on the system is still a necessity, and we are using the
QA team to perform more exploratory testing at the component level in addition to their formal shot testing activities.

Facility Timing Transmitter (FTT) Replacement
The FTT converts the master timing clock to a standard
communication frequency that synchronizes on an optical
serial data stream distributed across NIF. The replacement
of the FTT hardware was a recent success story within
ICCS that took advantage of our automated test methodology. The FTT hardware was some of the original hardware
on the project and was custom made to NIF’s specifications
[12]. Only a limited number of FTTs had been procured,
and we were starting to see hardware failures which were
draining our limited supply of spares. Since we originally
contracted out and procured the FTTs, the manufacturer
has been bought and sold multiple times. The new owner
was not interested in engaging with us on a replacement
without a substantial initial financial investment. Although
we had the original FTT firmware source code in escrow,
it was believed that upgrades to the deployed FTT firmware did not make it into the source code, rendering parts
of it obsolete. NIF’s subject matter experts on timing had
retired prior to us starting discussions on an FTT replacement.

Time (s)

PASS
PASS
PASS

3.002 PASS
3.003 PASS
3.009 PASS

2.999
3.004
3.421

PASS
PASS
PASS
PASS
PASS
PASS
PASS

3.031 PASS
3.033 PASS
7.433 PASS
3.006 PASS
3.017 PASS
3.011 PASS
3.021 PASS

3.422
3.011
9.012
3.002
3.011
3.001
3.022

PASS
PASS
PASS
PASS
PASS
PASS
PASS
PASS

7.269 PASS
6.587 PASS
3.067 PASS
28.230 PASS
34.215 PASS
15.614 PASS
20.602 PASS
15.619 PASS

15.180
8.104
3.062
30.734
36.725
20.240
22.357
20.202

Greenfield Technologies (GFT) was selected as the new
FTT hardware manufacturer. To supplement the original
interface control document, the control team provided to
them “ICCS-in-a-box” complete with an FTT automated
test suite to thoroughly exercise the FTT interface. The
system layout is shown in Figure 4. The ICCS server included the entire ICCS release and Oracle database running
on a single host. The configuration was customized to allow starting a single instance of ICCS complete with a single master timing front end processor and FTT, with the
necessary framework processes. Completion of factory acceptance testing depended on the successful passing of all
automated tests. The activity completed with GFT successfully delivering an FTT that was a drop-in replacement
for the FTT hardware in production.

Figure 3: Sample results from an early run of automated
tests on a Java motor device.
Test cases were designed using black box methods
where success and failure cases were identified from the
device’s API, as well as their add-on interfaces (e.g., setpoints, archiving).
THCPL06
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additional information on the shot [14]. Figure 5 is showing a sample of a Splunk dashboard with information on
the AST shot cycle test execution results which includes
failures, alerts, experiment to shot ID mapping, as well as
performance metrics.
Like the component level automated test frameworks,
AST is meant to replace much of the manual shot testing
in integration conducted prior to releasing software to the
formal test environment. However, we are still dependent
on dedicated manual shot testing by the developers to perform deep dives into the subsystems managed by the shot
cycle frameworks to ensure high quality. Future enhancements include the ability to compare the shot cycle performance within AST runs to assess the impact on the shot’s
critical path. We also intend on including AST in our continuous integration environment. With regular automated
shot testing run during development, we hope to shorten
the dedicated integration cycle to provide more time for
software development during our quarterly releases.

Figure 4: System configuration for GFT to qualify the
FTT under development.

System Level Testing
Architectural changes, especially those that introduce
new shot types or mode of operation, causes exponential
increases in the number of permutations of shots that need
to be run. During integration testing, developers and the
integration manager run shots to qualify the software prior
to the start of formal offline testing [11]. Due to the number of simulated experiments that would need to be run to
fully exercise ICCS, an automated shot testing (AST)
framework was needed to maintain quality and improve efficiency.
AST is part of a JavaScript and shell script set of tools
that would start the ICCS system, pre-configure an emulated NIF environment, execute multiple shot cycles, and
shutdown the system. Although much of the shot cycle
was already automated [13] there were still multiple manual steps that required operator actions, which includes positioner alignment. AST replaces the human interaction for
these manual actions through scripted actions. In addition,
AST was designed to inject off-normal conditions to verify
the system response. This includes facility reconfiguration
events during the shot cycle, and component or subsystem
level failures. The sequence of simulated experiments,
configuration data, and injected off-normals and other
commands are documented within an AST scheduler file
that is used by a schedulding process to start the AST.
Failures for each AST run are written to a specified location. We are leveraging Splunk to allow a user to gather
THCPL06
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Figure 5: Splunk dashboard showing details of a simulated shot cycle.

PLATFORM AGNOSTIC SOLUTIONS
In addition to providing increased availability to developers when attempting to fill open job positions, the Java
porting activity has opened the door to platform agnostic
solutions. The supervisory layer of ICCS, and some components of the FEP layer can now be run on virtual machines [15] running a mix of Linux and Windows operating
systems. With Java being an interpreted language, this has
significantly simplified our build environment. Compiler
support for multiple operating systems is no longer a necessity.
The Java based FEPs run on the highly customizable
Gentoo Linux distribution. VME based single board computers (SBC) were bought in bulk to minimize manufacturing changes that are expected to occur. The selection criteria for the boards was based primarily on hardware compatibility with our existing VME chassis which includes

Systems Engineering, Collaborations and Project Management

the ability to boot diskless, and the ability to support standard open source Linux. The final selection was then based
on price once the SBC was certified for operational use
during an exhaustive performance evaluation and offline
testing. Figure 6 shows the procurement rate for the SBCs
vs. the VME conversion rate as part of our Java porting
activity.
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Figure 6: VxWorks/Ada FEP processor conversion to
Gentoo/Java schedule and progress. The spike in completion represents the completion of the final device classes
necessary to convert the Alignment Controls and Preamplifier Module FEP [16] conversions which make up the
majority of the VME based processors.

CONCLUSION
Modernization of the control system technology is a necessity to sustain the facility for the next 20 years, and to
attract and retain new staff. The reliance on subject matter
experts must be replaced with automated verification techniques to aid in efficient regression testing and also define
the correct behavior of the system. This assists in accelerating the onboarding of new development staff. The automated testing needs to address component based changes
as well as system architectural changes to ensure adequate
testing depth for all subsystems.
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SAFETY INSTRUMENTED SYSTEMS AND THE AWAKE PLASMA
CONTROL AS A USE CASE
E. Blanco Vinuela, B. Fernandez Adiego, R. Speroni, CERN, Geneva, Switzerland
F.H. Braunmueller, Max Plank Institute, Munich, Germany
Abstract
Safety is likely the most critical concern in many process
industries, yet there is a general uncertainty on the proper engineering to reduce the risks and ensure the safety of persons
or material at the same time as providing the process control system. Some of the reasons for this misperception are
unclear requirements, lack of functional safety engineering
knowledge or incorrect protection functionalities attributed
to the BPCS (Basic Process Control System). Occasionally
the control engineers are not aware of the hazards inherent
to an industrial process and this causes an incorrect design
of the overall controls. This paper illustrates the engineering
of the SIS (Safety Instrumented System) and the BPCS of
the plasma vapour controls of the AWAKE R&D project, the
ﬁrst proton-driven plasma wakeﬁeld acceleration experiment
in the world. The controls design and implementation refers
to the IEC61511/ISA84 standard, including technological
choices, design, operation and maintenance. Finally, the
publication reveals the usual diﬃculties appearing in these
kind of industrial installations and the actions to be taken to
ensure the proper functional safety system design.

INTRODUCTION
The Proton Driven Plasma Wakeﬁeld Acceleration Experiment (AWAKE) is an accelerator R&D project based at
CERN. It is a proof-of-principle experiment investigating
the use of plasma wakeﬁelds driven by a proton bunch to
accelerate charged particles. It is the world’s ﬁrst protondriven plasma wakeﬁeld acceleration experiment and it constitutes an international scientiﬁc collaboration involving 14
institutes. The acceleration technique could lead to future
colliders of high energy but of a much reduced length when
compared to proposed linear accelerators [1].
The facility (Fig. 1) was successfully commissioned between June and November 2016 and the experiment took
its ﬁrst data in the ﬁnal week of accelerator operations at
CERN in 2016.
The control system of this experiment must ensure smooth
working conditions of the plasma while ensuring strict control requirements during warm up and stability during normal operation. Special care was taken to bring the process
to a safe state when detecting a hazardous event.
This paper shows the engineering lifecycle of the SIS
(Safety Instrumented System) and introduces the BPCS (Basic Process Control System) of the AWAKE plasma vapour
The major focus is given to functional safety aspects. The
goal is to illustrate the issues found and how to overcome
them, especially when dealing when predeﬁned instrumentation and a lack of data to make the safety calculations.

Figure 1: AWAKE plasma cell in the tunnel.

AWAKE Experiment and Its Plasma Cell
The use of plasma to accelerate particles is a potential
alternative to traditional accelerating methods that rely on
radio-frequency electromagnetic cavities. The AWAKE experiment injects a "drive" bunch of protons from CERN’s
SPS accelerator into a plasma column created by ionising a
gas with a laser. When this bunch interacts with the plasma,
it splits into a series of smaller bunches, in a process called
self-modulation. As these shorter bunches move through the
plasma, they generate a strong wakeﬁeld. It is the process
of self-modulation that the AWAKE team is investigating,
and from which it can infer the creation of the wakeﬁeld.
Two independent vapour sources are connected at each
end of the 10 metre long plasma cell and are used to provide
a ﬂow of hot rubidium (Rb) vapour through the plasma cell
during the experiment. The vapour is used to create the
rubidium plasma required for wakeﬁeld generation within
the plasma cell. The Rb ﬂow is achieved by accurately
controlling the temperature of the rubidium in each vapour
source Rb reservoir. These control temperatures deﬁne the
upstream and downstream Rb evaporation rates which set
the net ﬂow within the plasma cell. In addition, Rb vapour
ﬂows into an expansion chamber where it is condensed and
solidiﬁed ready for recovery.

Industrial Control System
The control system must ensure proper operation of the
facility and is composed of: (1) a basic process control system (BPCS): maintaining the whole system in an isothermal,
avoiding cold spots and possible intermediate Rb condensation, (2) a safety instrumented system (SIS): providing a safe
environment during operation with rubidium by detecting
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hazardous events and setting the process to a safe state. The
SIS design requires a very speciﬁc engineering practise [2].

AWAKE PLASMA CELL OPERATING
CONDITIONS
The plasma nominal working temperature of about 220
is reached by the circulation of Rb gas and the use of
several electrical heaters.
The transients and normal operation regimes create challenges for the control system including: (1) keeping the the
10 meters plasma cell as isothermal as possible without noticeable gradients in temperatures, avoiding cold spots and
possible intermediate Rb condensation, (2) avoiding temperature dispersion larger than 0.05 ◦ C in some speciﬁc places
and (3) providing a safe environment during operation with
rubidium (Fig. 2).
◦C

Figure 2: Temperature proﬁle required between reservoir
and plasma cell.
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must be done rather than "how" which does not facilitate the
ﬁnal design and implementation.

Safety Lifecycle Engineering
The design lifecycle of a safety system is described in the
IEC 61508 [4], IEC 61511 [5] and its associated ANSI/ISA84.01 [6] standards, the last two customised to the process
industry. The lifecycle could be condensed in three main
steps: (1) analysis, (2) realisation and (3) operation. Industry records show that up to 40% of accidents are caused by
incorrect speciﬁcations and this is why the initial phase of
the project is of paramount importance. A proper conceptual
process and/or machine design together with a hazard analysis and risk assessment must start well before the control
equipment is chosen. In this manner, most of the hazards
can be suppressed by a correct design of the process.
Analysis The very ﬁrst activity is the identiﬁcation of
hazards associated with an industrial process. Two factors
must be assigned in all identiﬁed hazardous events: probability of the event and severity or consequences of that event.
Those will be used to assess the level of risk involved. Several techniques can be used, e.g. Hazard and Operability
(HAZOP), Failure Modes and Eﬀect Analysis (FMEA) or
Fault Tree Analysis among others, and the optimal selection
depends on distinct parameters such as cost, organisation
structure, adaptability, complexity and usability among others.
Then there must be an analysis with the goal of eliminating the hazardous events, mitigating their consequences or
reducing their occurrence likelihood by including protection
layers. This is usually done by including process and/or
equipment modiﬁcations. A Layer Of Protection Analysis
(LOPA) approach is usually employed here.

Potential Hazards Identiﬁcation
The procedure to identify and quantify potential sources
of harm will be introduced later. Here, the focus is set on
listing the identiﬁed hazards: (1) the beam induced ionising
radiation, (2) the class 4 laser used to ionise the plasma
and to drive the electron source areas and, ﬁnally, (3) the
presence of rubidium [3].

ESSENTIALS TO ENGINEER THE SIS
Functional safety is part of the overall safety that depends
on a system or equipment operating correctly in response
to its inputs [4]. A widely accepted deﬁnition of safety is
freedom from unacceptable risk of physical injury or damage
to health caused directly or indirectly. The functional safety
is practically executed by a SIS as this is designed to prevent
or mitigate hazardous events by taking the process to a safe
state when predetermined conditions are violated. Any SIS
is composed of a combination of logic solver(s), sensor(s),
and ﬁnal element(s). Engineering the SIS is an activity rather
standardised but, unfortunately, standards focus on "what"

Figure 3: Risk evaluation table.
The risk evaluation reference table depicted in Fig. 3
shows the severity from A, minimal or negligible, to D, high
or catastrophic and the probability of the hazardous event
from 1, very low or extremely unlikely to occur, to 4, high or
likely to happen several times during the assigned task. The
colour zones reﬂect the acceptance of the risk, varying from
acceptable and then no further protection actions are needed
(green) to protection actions absolutely needed (orange and
red).
The next step is the identiﬁcation of what has to be done
to reduce the probability of occurrence of the hazardous
event. The result constitutes the safety instrumented functions. Once they are deﬁned an associated SIL (Safety Integrity Level) must be assigned to them. A SIL deﬁnes the
level of performance needed to achieve the user’s process
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safety objective, so basically this becomes a safety requirement.
Realisation The second phase comprises the design,
installation and commissioning of the safety instrumented
system. Two major design requirements to meet the speciﬁed
SIL: the hardware safety integrity, quantify random hardware failures and comply with the architectural constraints,
and the systematic safety integrity, required measures to
reduce the systematic faults, e.g. environmental stresses,
operator faults, software faults, etc.
In case of non safety certiﬁed equipment, several sources
can be consulted to get proper ﬁgures such as the vendor speciﬁcations, maintenance records or other their-party databases
where many references are recorded for diﬀerent industries.
The installation is followed by a commissioning phase
with a strict phase of acceptance tests verifying the correct
functioning of the safety instrumented functions and ensuring a number of other requirements such as verifying the
communication with the BPCS, proper display of events,
safety devices tripped at deﬁned requirements, proper shutdown sequences, etc. The phase is completed with the delivery of the SIS documentation.
Operation The SIS must be operated and maintained
in a way that sustains the required safety integrity over time.
This phase then includes the proof tests of the safety instrumented functions, the periodicity is usually a function of
the required SIL, and the procedures for the plant operators. There is also a more elaborate procedure to handle the
changes or modiﬁcations. This is also a critical point as many
accidents are caused by a improper handle of modiﬁcations.

BASIC PROCESS CONTROL SYSTEM
The rubidium transits from the downstream ﬂask to the
plasma cell in a vapour state. The temperature must be homogenous in the whole system and this is done by the use of
diﬀerent electrical heaters controlled by PID (proportional,
integral and derivative) feedback controllers. The temperatures are measured with standard PT100 sensors but with
individual calibration to get the desired precision of 0.05 ◦ C.
The plasma nominal working temperature is about 220 ◦ C
and the stability of the temperature is also a hard constraint
during nominal operation.
The resulting control system is based on the classical 3
layer automation pyramid architecture. The ﬁeld layer contains all the measurement instruments and actuators (i.e.
about 100 sensors of temperature, 6 pressure sensors, 8
OnOﬀ valves and 17 PWM heaters). The control layer
is based on a PLC (Programmable Logic Controller), the
Siemens fail-safe S7-317F-2 PN/DP, which combines basic
control with safety classiﬁed functionalities. The upper or
supervisory layer is based on a commercial SCADA (Supervisory Control and Data Acquisition) system: WinCC OA
from Siemens. The design of the control system is based on
the UNICOS framework [7], a continuous process control
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framework based on the ISA-88 standard widely used in
industry. The ﬁnite state machine located in the PLC (Fig. 4)
drives the system to the nominal operation point respecting
the strict requirements of temperature gradients.

Figure 4: Vapour source simpliﬁed control system states.
Within the concept of multiple layers of protection and
mitigation, the BPCS is indeed one of these layers as well as
the conﬁgured alarms (e.g. any temperature sensor passing
a threshold of 250 ◦ C) which the operators will get in their
operation interfaces. However in this case, the BPCS will
not take credit for the risk reduction. The credit for the
reduction of probability of failure will be only taken by the
SIS.
Directive 7.3.4 of the ANSI/ISA-84.01 standard states that
the logic solver shall be separated from the BPCS although
it opens the door to mixed architectures when properly designed and justiﬁed. As stated later, the logic solver for the
safety instrumented system is the same PLC as the one used
in BPCS. The UNICOS based control system also allows a
native interface between the BPCS and the SIS implementation which aids in the operation of the control system. All
diagnostics from the SIS are integrated in the BPCS so events
and alarms are also visible to operators and maintenance
teams.

SAFETY INSTRUMENTED SYSTEM
This section describes the three phases mentioned in the
lifecycle of the AWAKE plasma cell SIS.

Analysis
The method employed to perform the hazard analysis
was the FMEA technique as it was the most appropriate for
this kind of processes. This procedure was conducted by process experts who could asses the associated dangers and the
identiﬁed hazardous events may produce. The main results
of the hazard analysis are summarised in Table 1. Note the
results of the risk assessment in terms of probability and
severity of the hazardous events (columns P and S) following
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the risk evaluation table (Fig. 3). To facilitate the readers’
comprehension, many hazards, which were identiﬁed and
the prevention measures established at the design phase of
the facility, are omitted but can be consulted in the project
safety ﬁle [3].
Table 1: Hazard Analysis Summary
P

S

Hazard

Cause

Eﬀect

1
4
1
1

D
D
C
C

Rb
Beam
Laser
Toxic

Oxygen contact
Collisions
Exposure
Overheating

Burning, ﬁre
Radiation injury
Eye damage
Respiratory

Figure 5: Plasma cell viewport.
Table 2: IEC 61508 Low Demand SIL Determination

The hazards related to the beam presence and laser operation are already handled by other safety system: the access
control. The same applies to the over-temperature of the bath
at 290 ◦ C which could drive to the release of HF and COF2.
This has been handled by the installation of an independent
safety thermal switch as an independent protection mechanism. Therefore they are out the scope of this publication.
The facility contains rubidium, up to 3kg, within the
AWAKE plasma cell and vapour sources. Depending on
the experimental operating status, the Rb may be in solid
form or in a mixture of liquid and vapour. Hazards associated
with Rb include contact with water and air. While some risks
associated to the hazards can be mitigated via proper installations, e.g. the removal of water sources from experimental
area and proper training for the ﬁre brigade interventions,
others may not be possible to mitigate in advance. The consequences of rubidium contact with air (oxygen) are: (1) ﬁre
and explosion hazard due to hydrogen gas formation during
reaction with water vapour, (2) chemical hazard due to the
release of corrosive fumes leading to respiratory tract burns,
skin burns and eye burn sand (3) heat and ﬁre hazard due to
energy given out from exothermic reactions [8].
Therefore the identiﬁed harm is a physical injury of the
personnel close to the installation (burns), rubidium constitutes the hazard or potential source of harm and the hazardous event is the rubidium contact with air.
The most probable cause of rubidium being in contact
with air is a failure of the vapour source structure leading
to ingress of air into the plasma cell. The weakest point in
that structure are the viewports which are designed to allow
a laser-based measurement of the plasma. There are four
in total, two in each extremity of the plasma cell. Figure 5
shows the front side of one extremity, the other symmetric
viewport is located at the back and a similar structure is
located in the other extremity.
The human presence close to the premises is possible in
periods without beam or laser activities. A plausible scenario is the periodical rubidium loading and unloading activities or simply the equipment maintenance duties. Therefore,
this risk may provoke an injury to personnel due to ﬁre in
experimental area as described in the safety ﬁle [3].

SIL

PFDav

TTR

SIL 4
SIL 3
SIL 2
SIL 1

PFDav < 10-4
10-4 < PFDavg < 10-3
10-3 < PFDavg < 10-2
10-2 < PFDavg < 10-1

TRR < 10000
TRR < 1000
TRR < 100
TRR < 10

Based on the results shown in Table 1 the required integrity level was SIL 2. The safety instrumented function
is to isolate the rubidium inside the plasma cell by closing
the valves behind the viewports once the vacuum pressure
sensors detect a loss of vacuum which indicates a leak of the
plasma cell. Table 2 shows the SIL associated with a probability of failure under demand (PFD) showing the target risk
reduction (TRR). The mode of operation of the SIF is Low
Demand due to the estimation by the process experts that
the hazardous event occurrence is one or less per year.
This phase is completed by proper documentation which
comprises at least the requirements, process information,
required safety instrumented function and the associated
SIL.

Realisation
A proper SIS must be engineered to cope with the identiﬁed and requested SIL 2. The approach taken follows the
concept of ALARP (as low as reasonably practicable). The

Figure 6: Safety instrumented function Loop.
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safety instrumented function is based on the detection of
the presence of air in the rubidium plasma cell by a loss of
the high vacuum (Fig. 6). In case of a viewport broken there
will be a leak and external air will immediately enter in due
to the diﬀerence in pressure. Therefore it was decided to
use the vacuum pressure sensors as the measurement points.
There are two pressure gauge controllers (Pfeiﬀer TPG300)
which host two independent Pirani sensors each and provides, on top of the pressure engineering value, a binary
output signal when a threshold is violated. The standard establishes that the sensors for the SIS shall be separated from
the BPCS, although there is an exception which is relevant
here, where redundant sensors are used and any failure in
the BPCS will not aﬀect the reading of those by the SIS.
The logic solver is a commercial available safety PLC
(Siemens S7-317-2 PN/DP), these speciﬁc PLCs are safety
classiﬁed as they are design for that purpose. To complete
the chosen hardware the logic solver incorporates safety
classiﬁed remote input/outputs cards (F-DI 8x24VDC HF
and F-DQ 4x24VDC/2A PM HF respectively) plugged in
an ET200 card. The communications between the logic
solver and the remote I/O are done by Proﬁnet using the
safety protocol Proﬁsafe which provides assurance to meet
the required SIL. The use of a safety PLC among other
possibilities (e.g. relays, solid-state systems...) is an evident
choice as it allows a natural integration with the BPCS.
The ﬁnal elements are a valve (VAT 01032-CE44-X) per
viewport (four in total as there are two viewports in each
plasma cell extremity).
As a consequence of this design 4 distinct pressure sensors
will monitor the vacuum on the vapour cell. When any of the
measurements detects a pressure higher than a predeﬁned
threshold of 0.002 mbar, the 4 valves must close to avoid
further contact of rubidium with air. The safe state of the
safety instrumented function is having the 4 valves closed.
If there is a power supply failure or a control system failure,
the 4 valves shall automatically move to the safe position.
To achieve the speciﬁed SIL 2, two main aspects must
be taken into account: ﬁrst, hardware safety requirements,
which contains the hardware random failures and architecture constraints, and, second, systematic safety requirements
with tries to minimise all systematic errors.
Hardware Safety Integrity The SIS is comprised of 3
distinct elements, sensors, logic solver and ﬁnal element or
actuator. The three components must be taken into account
in the calculation to reach the SIL. Figure 7 shows the safety
instrumented function with the real components.
Equation 1 is used to calculate the probability of failure
under demand (PFD) of a single component. This formula
provides an approximation of the PFD based on several factors such as the coverage (C) of the automatic tests, the
interval of time between manual tests or proof test frequency
(T), the failure rate of each device (λD ) and the mean time
to repair a single device when a failure occurs (MTTR). Two
assumptions are made, C=0 as we do not consider any au-
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Figure 7: Safety instrumented function architecture.
tomatic diagnostic coverage and MTTR being insigniﬁcant
with respect to the mean time to failure (MTTF).
T
(1)
2
Equation 2 calculates the equivalent probability of failure under demand (PFD) of the architecture selected
(Fig. 7).
PF D = λD ∗

PF DT ot al = PF D1 + PF D2 + PF D3

(2)

The probability is the sum of the three components: sensors, logic solver and ﬁnal element. Both TPG300 (together
with the pressure sensors) are performing the same action,
therefore they are consider as redundant architecture (1oo2:
one-out-of-two) and represented as a parallel subsystem in
the reliability block diagram (Fig. 8). Yet the TPG300 constitutes a common case of failure as it holds the two pressure
sensors, and this is taken into account in the second term of
the equation (3), where β represents the fraction of failures
that have a common cause. The standard provides advice for
the value of β using engineering judgement (IEC 61508-6
Annex D). In our case we assigned 25% being very conservative and considering the TPG300 as a ﬁeld device. The
device employed is not safety certiﬁed and so we used the
manufacturer data. Pfeiﬀer provided a MTTF of 156 years
for the TPG300 and this was conﬁrmed by the vacuum experts and the maintenance records at CERN where handreds
of these devices are installed.
Considering the relationship of MTTF=1/λD , a proof test
frequency (T) of 4 weeks provided by the operation, the
result of equation (3) is PFD1 = 6.15*10−5 . This PFD of the
sensor component corresponds to a SIL 4. Even reducing
the test proof frequency to one year and a much more conservative MTTF for the TPG300, the PFD would be in the
range of SIL2 thanks the 1002 architecture.
2 ∗ T2
λD
λD ∗ T
+β
(3)
3
2
This analysis reveals that from the hardware random failure point of view, the sensor component complies enterely
with the SIL2 requirements.

PF D1 =
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Figure 8: Reliability Block Diagram.
The second component, the logic solver has two separate
subsystems, the PLC itself and the remote I/O system which
are added as they are in series. The data for the analysis is
given by the supplier as stated in the IEC 61511 standard as
all components are safety classiﬁed. Therefore the whole
logic solver, being a safety classiﬁed PLC, reaches a SIL3
from the SIEMENS documentation (10−4 < PFD2 < 10−3 ).
Therefore the PDF2 is not a limitation to reach the global
SIL2 target from the random failures point of view.
For the ﬁnal element, 4 valves need to be closed when
a loss of vacuum occurs, therefore they are represented as
a series of subsystems in the reliability block diagram and
therefore calculated as 4 times the PFD of each valve. Due to
the lack of information provided by the manufacturer, VAT, it
was not possible to prove its SIL compliance, the only input
provided by the supplier was the number of 50000 cycles
until the ﬁrst service, although this is not really relevant.
Therefore the safety analysis for the ﬁnal element component was inverted. The goal is to calculate the necessary
characteristics of these valves to make the ﬁnal SIF compliant with SIL2. Results are shown in table 3 considering the
relationship of MTTF=1/λD , the proof test frequency (T)
of 4 weeks provided by the operation, equation (4) and the
boundaries to be compliant with SIL 2: 10−3 < PFDavg <
10−2 .
λDv al v e = PF D3 /(2 ∗ T)

(4)

Table 3: Valve SIL 2 PFD Boundaries
PFD3

PFDvalve

λD

MTTF

10−2
10−3

PFD3 /4=0.0025
PFD3 /4=0.00025

6.518*10−2
6.518*10−3

15.34
154

From the safety point view, the 4 valves are potentially
the devices which decrease the whole reliability of the SIF.
The conclusion is that, imposing a proof test frequency of 4
weeks, the valves must have a MTTF larger than 15.34 years.
This MTTF requirement could be alleviated by increasing the
proof test frequency of the valves. To ensure the SIL and then
accomplish the proposed proof test frequency the sequencer
of the BPCS does not allow any experimental campaign
without performing the compulsory test in the heat up phase
(Fig. 4). In that phase, the proof test procedure should be
carried out systematically (i.e. the valves are actuated in
open-close sequences and the end-switches checked). This
is an advantage of sharing the BPCS and SIS in the same
control unit.
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The architectural constrains based on hardware fault tolerance (HFT) and safe failure fraction (SFF), Route 1 H ,
have also been analysed. The IEC 61508 7.4.4.2.1 provides
tabulations of the reached SIL with HFT and SFF inputs.
Considering the valves being of type A (low complexity elements) and the given architecture with no redundancy or
HFT=0, SIL 2 can be reached if the SFF is between 60% and
90%. SFF is deﬁned as the ratio of the average rate of safe
plus dangerous detected failures to the total average failure
rate of the component. If the valve does not meet this SFF
value then the HFT must be 1 (valve redundancy).
The sensor component, type B as it is considered as
complex system, gets the same requirement for the SFF
with HFT=1 (redundant TPG300). Alternatively, using the
Route 2 H approach and the reliability data from users feedback, the component ratiﬁes the required SIL 2.
Systematic Safety Integrity Systematic capability is a
measure of the conﬁdence that the systematic safety integrity
of an element meets the requirements of the speciﬁc SIL
and it is notated as SC in a scale from 1 to 4. The individual
TPG300s are compliant with the SC1 requirements (e.g.
failure detection by online monitoring, environmental stress,
electromagnetic interference, etc.), therefore the sensors
component can claim a SC2 as both separated and redundant
TPG300 units behaves as a fault tolerant system.
For the solver component, Siemens guaranties the SIL 3
compliance for the systematic failures. In addition, the application software (PLC program) must meet the SIL 2 requirements according to the IEC 61511. This is a critical
point as the quality of that software is crucial to ensure the
safety instrumented function action. The PLC program was
developed using the Siemens Distributed Safety Library and
the Ladder PLC language as it is one of the standardised
IEC 61131-3 languages with limited variability. When dealing with safety control systems special care is given to the
safety program and this is why a formal veriﬁcation method
is applied. The SIF has been formally veriﬁed using model
checking. For that purpose, the tool PLCVerif [9] developed
at CERN has been applied. Model checking is a formal
veriﬁcation technique that takes a mathematical model of
the system to be veriﬁed and a formalised requirement and
can decide if the given requirement is satisﬁed.
Tests are done during installation and commissioning. The
test approach follows the guidelines given by the ANSI/ISA62381-2011 standard. A dedicated FAT (Factory Acceptance Test) is done in the lab where all safety instrumented
functions are triggered and validated on top of all the requirements for the BPCS (i.e. I/O connectivity, actuators state
in the diﬀerent ﬁnite state machine, alarms and interlocks).
This is followed by a SAT (Site Acceptance Test) where all
is repeated when connected to the real plant.

Operation
The operation of the SIS and the BPCS is performed
using interfaces (human-machine) where all control and
process information can be monitored, this is provided by
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the UNICOS framework where alarms, interlocks and events
are shown to the operator. In contrast to the BPCS where
some control parameters could be modiﬁed online, changes
to the SIS application software can not be done through the
interface. Proof testing (including Functional testing) must
be done periodically in order to verify the correct operation
of a SIS assessing the design SIL level. Contrary to the
BPCS where many failures are self-revealing as the ﬁnal
control elements are highly solicited, the SIS ﬁnal elements
may be dormant and not used during long periods of time.
The critical valves are functionally tested every four weeks.
Management of change (MOC) is another activity of crucial importance. Many accidents have been caused by an
improper change on the SIS and/or BPCS. The procedure and
guidelines are given by the ANSI/ISA-84.00.01 and essentially it is applicable to any change to the SIS. The changes
must be properly documented and revised by all stakeholders
to be sure that undesired eﬀects are not introduced.

CONCLUSIONS
The safety instrumented system of the AWAKE plasma
cell was conceived, designed and ﬁnally implemented in
2016 contributing to the success and safe operation of the
AWAKE experiment. The engineering of the SIS was the
use case of this publication with the aim of highlighting the
signiﬁcance of this kind of functional safety systems. The
engineering lifecycle followed the standards IEC 61508 and
speciﬁcally IEC 61511 for the process control industries.
During the ﬁrst phases of the project it was clear that
proper engineering of the facility was needed as a ﬁrst measure to eliminate hazards which otherwise could jeopardise
or complicate the design of the SIS. The risk analysis was
conducted by process experts but needed several iterations
with the CERN safety experts, the facility operation team
and the control system engineers.
Many factors were taken into account during the SIS design, notably the architecture and the technology used, but
also the compliance with the requirements for systematic
safety integrity and in particular the avoidance of systematic
failures in the logic by formal veriﬁcation methods. Additional data could be used when calculating the SIL required,
especially when instruments are not safety classiﬁed such
as the case of the plasma cell, and many other high energy
institutes installations also. This is a complexity which could
be overcome by using other sources of information such as
maintenance databases and experts experience, as shown
in the publication. Apart from the instruments themselves,
proof test coverage is crucial to meet the required SIL. The
SIL calculations revealed a constraint on the valves used and,
indeed, one of the improvements proposed is the change of
the valves to be sure that they would achieve the required
SIL, respecting the hardware and the systematic requirements. Use of non safety classiﬁed instruments is possible
but many considerations must be taken into account such as
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hardware random and systematic failures as well as architectural constraints.
It must be clear that a BPCS will never act as a SIS although this is something that regularly happens on this kind
of installations where engineers assimilate safety classiﬁed
functionality to the BPCS with the risk that this may induce.
However, it has been shown that it is possible to share the
logic solver between BPCS and SIS. The overall engineering
was facilitated by following the UNICOS standard which
allows a rapid development of the BPCS and a standardised
operation interface shared with the SIS.
During the operational phase, the management of change
of the operational control system must be performed thoughtfully as a single modiﬁcation may produce unpredictable
collateral eﬀects if not properly analysed and validated. Also
the proof test frequency is of great importance as the SIL
requirement must be kept in time. Finally, one important
point for any organisation is to have a clear management
of functional safety. This implies the establishment of the
risk analysis standards within the institute, a proper workﬂow with clear organisation and resources and capabilities
to assess and audit the SIS engineering.
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Abstract
Providing and assuring safe conditions for personnel is
a key parameter required to operate the European Spallation Source (ESS). The main purpose of the Personnel
Safety Systems (PSS) at ESS is to protect workers from
the facility’s ionising prompt radiation hazards, but also
identify as well as mitigate against other hazards such as
high voltage or oxygen depletion. PSS consist of three
systems: the Safety interlock system, the Access control
system and the Oxygen deficiency hazard (ODH) detection system.
The Safety interlock system ensures the safety functions of the PSS by controlling all hazardous equipment
for starting the beam operation and powering the RFpowered units and allowing its operation when personnel
is safe. This paper will describe the ESS PSS Accelerator
Safety interlock system’s scope, strategy, methodology
and current status.

INTRODUCTION
The ESS, currently under construction, consists of a
600-metre long linear accelerator (hereinafter referred to
as the Accelerator), accelerating protons to 2 GeV. The
Accelerator is operated in pulsed mode with beam pulses
of 2.86 ms length at a maximum repetition rate of 14 Hz.
The proton beam is sent to a rotating, helium-cooled
tungsten target, where neutrons are created due to the
spallation process. The neutrons are guided further towards the large variety of state-of-the-art neutron instruments. [1, 2] One of the key parameters to operate ESS is
to provide and assure safe conditions for personnel. At the
ESS organisation, the Integrated Control Systems (ICS)
division is responsible for developing, implementing and
operating the PSS relevant systems.
The ESS PSS has been split into three major sections:
the Accelerator PSS, the Target PSS and the Neutron
Instruments PSS (a separate PSS system is required for
each neutron instrument). The focus of this paper is on the
Accelerator Safety Interlock System, as a part of the Accelerator PSS. It includes PSS controlled areas in the
Accelerator, as shown in Figure 1.

Accelerator
The ion source produces a beam at 75 keV that is transported through a Low Energy Beam Transport (LEBT)
section to the Radio Frequency Quadrupole (RFQ) where
it is bunched and accelerated up to 3.6 MeV. In the Medium Energy Beam Transport (MEBT) section the beam
characteristics can be diagnosed and are further optimized
for acceleration throughout the Drift Tube Linac (DTL)
___________________________________________

† denis.paulic@esss.se

Figure 1: Accelerator PSS controlled area.
The superconducting section consists of 26 double-spoke
cavities (SPK), 36 Medium-Beta Linac (MBL) elliptical
cavities and 84 High-Beta Linac (HBL) elliptical cavities.
[1, 2] After acceleration to 2 GeV, the beam is transported
to the target through the High Energy Beam Transport
(HEBT) section, where some contingency space is left for
potential future upgrades.

ACCELERATOR PERSONNEL SAFETY
SYSTEM
The main role of the Accelerator PSS at ESS is to protect workers from the facility’s ionising prompt radiation
hazards within the Accelerator controlled areas. This shall
be valid for all operational modes of the facility. The
system will also be used to mitigate against other hazards,
and this section will briefly describe all identified hazards
within the scope of Accelerator PSS, the approach for
implementing functional safety and additional requirements that should be included in system design.

Scope
The Accelerator PSS will control access into the Accelerator area through the two entrances marked in green in
Figure 1. Each entrance will have a double-gated access
station to only allow authorised workers to gain entry into
controlled areas. There are seven emergency exits doors,
which mark the boundary of the Accelerator controlled
area and the position of all these doors will be monitored
by the Accelerator PSS control system.
No access to these controlled areas will be allowed
when Accelerator is in operation or when some of Accelerator components are energised (see the list of interfaces
with the Accelerator systems below).

Subsystems
The Accelerator PSS consists of two main subsystems:
the SIS and the Accelerator Access Control System
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(ACS). The former will be described in the following
section, whilst the main function of the latter is preventing the entry of personnel to specific, controlled areas, in
case of unsafe conditions inside these areas. In addition,
personnel will be alerted about the potential presence of a
hazard through various signalisation lights and sounders.

Functional Safety
The international standard IEC 61508 [3] provides an
overall safety lifecycle structure for functional safety and
is a good practice in similar facilities to develop safetyrelated systems. The Accelerator PSS follows that lifecycle for system development.
Since only proven-in-use commercial off-the-shelf
(COTS) components will be used in implementing the
Accelerator PSS, the software will be designed, tested,
commissioned, validated and operated in accordance with
IEC 61511 [4].

Additional Requirements
On top of system requirements (integrity and functional) for satisfying above mentioned standards, as part of
the license application, the Swedish Radiation Safety
Authority (SSM) has requested that ESS PSS shall meet
SSM2014-127-1 [5] and SSMFS 2008-27 [6] requirements that include the following:
 Radiation risk analysis shall be carried out before the facility is taken into operation.
 Two independent technical design solutions
should be used in each system.
 External events, single failure, common cause
failures, redundancy, diversity and separation
shall be taken into account when developing the
system.
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The results from the risk analysis process are then used
to define requirements needed to realise the interfaces
with the different Accelerator systems that will be used
for implementing relevant Accelerator PSS safety functions. The EUC will be primarily made up of systems,
devices and components that are used in the acceleration
process and hence in the process of producing radiation
that personnel needs to be protected from.

SAFETY INTERLOCK SYSTEM
Objective
The term “interlock” in this context describes the action
of switching off the hazardous equipment with the purpose of removing the hazard. The Safety Interlock System
(SIS) ensures that no ionizing prompt radiation from
proton beam or RF cavities, electrical, magnetic and RF
field hazard is present in the Accelerator controlled areas
whilst access is given to personnel. It also ensures safe
conditions in case of other unexpected events where personnel can be protected by the action of switching off
(interlocking) equipment.

Requirements
At ESS, the Accelerator Division (AD) defined the
overall safety requirements for the Accelerator PSS. Table
1 extracts those relevant for the SIS.
Table 1: Safety Interlock System Overall Requirements

Requirement
ID

Req_1

Hazards
The PSS team went through several hazard identification meetings with the stakeholders of Accelerator systems. As a result, the Accelerator PSS mitigates against
the following hazards inside the Accelerator PSS controlled area:
 Ionising prompt radiation from the proton beam,
 Ionising prompt X-Ray radiation from the RF
systems,
 Electrical hazard (high voltage)
 Magnetic field hazard,
 Radio frequency (RF) field hazard.
There is also a risk of oxygen deficiency hazard (ODH)
inside the Accelerator PSS controlled area, for which the
separated system is being developed by PSS team, independently of Accelerator PSS. The ODH detection system
is described in [7].
After all the hazards are identified in the Accelerator,
the Equipment Under Control (EUC) [3] is defined and
the hazard and risk analysis is carried out. For the risk
analysis process, the PSS team uses Fault Tree Analysis
(FTA) and Event Tree Analysis (ETA) methods in the
Isograph software tool [8].

Description
Switch off beam and all hazardous
equipment if anybody tries to enter the
PSS controlled area during the operation
of beam and/or any of the hazardous
equipment.

Req_2

Provide a solution to manually switch off
beam and hazardous equipment from
inside the PSS controlled area.

Req_3

Prevent beam operation and operation of
hazardous equipment if access to PSS
controlled area is allowed.

Req_4

Switch off the proton beam upon receiving an interlock signal from the radiation
monitoring system that has detected an
elevated dose critical for personnel in a
specific/controlled (monitored) area.

Req_5

Prevent all hazardous equipment operation, which is not procedurally prepared
for testing, if access to PSS controlled
area is allowed.

The requirements Req_1 and Req_4 require the system
to activate interlock and switch off beam if anybody intrudes into PSS controlled area, or if radiation levels outside the controlled area unexpectedly increased during
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beam operation, whilst Req_3 and Req_5 require the
system to keep the interlock active during beam shutdown. These requirements are then combined with the
ones requested by the SSM and included in system’s
lifecycle for defining architecture, design and interfaces.
They also define the basis for naming the SIS safety functions, as shown below:
 Beam interlock upon intrusion to…
 Beam interlock upon receiving unexpected
feedback from…
 Beam interlock upon high level of radiation
in…
 RF interlock upon intrusion to…
 RF interlock upon receiving unexpected feedback from…
 Beam and RF interlock upon manual request.

Beam-OFF Station
The main input to fulfil the requirement Req_2 is the
status of Emergency stop (E-stop) buttons that are installed on the Beam-OFF stations [9]. The Beam-OFF
station is an in-house designed PSS device that will enable workers to switch off beam (remove the hazard) from
inside the PSS controlled areas. It will be developed,
tested and verified according to above mentioned functional safety standard. The final number of such devices
in the Accelerator PSS controlled areas is not defined yet,
but the maximum distance between the two will be 30 m.

Interfaces with the Accelerator Systems
To implement above mentioned requirements, the Accelerator SIS interfaces with all Accelerator systems and
equipment that can create a hazardous situation needed to
be established.
The proton beam ionising prompt radiation and high
voltage hazards will be removed by switching off the ion
source plasma and extraction systems before allowing
access of personnel or upon intrusion of personnel.
As an additional layer of protection ensuring the proton
beam is removed, the RFQ modulator and RFQ low level
radio frequency (LLRF) systems will also be switched off
to remove the hazard from prompt ionising radiation
arising from the proton beam.
To increase plant availability the permit to power the
ion source plasma system is left active during the facility
maintenance periods. This means that the ion source
plasma generation system will be switched off only in
case of an emergency shutdown (required in Req_1 and
Req_4, for example).
All RF systems will be switched off to mitigate against
ionising prompt X-ray radiation and RF electrical field
hazards by switching off the following systems:
 The MEBT bunchers (3 total)
o Solid state amplifier (SSA) system,
o LLRF system,
 The DTLs (5 total)
o Modulator system,
o LLRF system,
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The Spoke cavity (13 total)
o Tetrodes,
o LLRF system,
 The MBL elliptical cavity (9 total)
o Modulator system,
o LLRF system,
 The HBL elliptical cavity (21 total)
o Modulator system,
o LLRF system.
The PSS contactors [8] will be installed into the incoming power of these systems and de-activated to remove
the hazards in the tunnel by removing the 24 V signal to
the actuator’s control coils to de-energise the power ensuring a fail-safe state (de-energise to trip).

Sensors and Architecture
In case of access to PSS controlled area, the SIS ensures no beam operation and no operation of RF hazardous equipment is allowed. This is implemented by connecting position switches to a PLC-based interlock system, which is connected to the Accelerator systems mentioned above.
PSS safety position switches will be installed on each
door in the Accelerator PSS controlled area for purpose of
monitoring their state (open or close). These inputs will
be used by SIS for detecting intrusion to PSS controlled
areas or ensuring a closure of specific area/room.
In addition, the SIS also ensures that no beam operation
is allowed in case of detecting increased radiation dose
levels through designated radiation monitors in supervised areas.
The architecture of the Accelerator PSS is described in
[10] and methodology is presented in [11]. Figure 2
shows the interfaces of the SIS.

Figure 2: SIS interfaces.

Current Status
It has been decided that the Accelerator PSS will be
commissioned in two stages. The first stage is called
PSS1 and will include the normal conducting part of the
Accelerator (first 60 metres). It will be commissioned and
validated to ensure controlled and safe access of personnel to the Accelerator equipment within the PSS1 con-
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trolled area. The hazard and risk analysis and definition of
interfaces with the systems for PSS1, which also includes
the SIS, is on-going. Once the PSS1 is commissioned and
validated, the next step will be to upgrade the system for
second stage, which includes the complete Accelerator
and has the complete SIS operational.

CONCLUSION
The ESS is close to an installation of first systems that
require the functional Safety interlock system to assure
personnel safety inside the PSS controlled areas. Its design for the first stage of commissioning is expected to
near completion in the next ten months.
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APPLYING LAYER OF PROTECTION ANALYSIS (LOPA) TO
ACCELERATOR SAFETY SYSTEMS DESIGN
F. Tao, J. Murphy, SLAC National Accelerator Laboratory, Menlo Park, USA
Abstract
Large accelerator safety system design is complex and
challenging. The complexity comes from the wide geographical distribution and the entangled control/protection
functions that are shared across multiple control systems.
To ensure safety performance and avoid unnecessary overdesign, a systematic approach should be followed when
setting the functional requirements and the associated
safety integrity. Layer of Protection Analysis (LOPA) is a
method in IEC 61511 for assigning the SIL to a safety function. This method is well suited for complex applications
and is widely adopted in the process industry. The outputs
of the LOPA study provide not only the basis for setting
safety functions design objective, but also a reference document for managing system change and determining test
scope. In this paper, SLAC's credited safety systems are
used to demonstrate the application of this semi-quantitative method. Those examples will illustrate how to accurately assess the hazardous event, analyse the independence of different protection layers, and determine the reliability of a particular protection function.

INTRODUCTION
Layer of Protection Analysis (LOPA) is a semi-quantitative method to analyse and assess the risk. It is usually carried out after the hazard analysis stage. For each identified
hazard, a multi-disciplined team of experts will further
identify enabling conditions, condition modifiers, prevention/mitigation layers existing or plan to implement. Participants of the LOPA study should determine the initiating
event frequency, the performance of each independent protection layers (IPL) and the effectiveness factor of the condition modifier, so that the mitigated risk can be calculated.
The result will be compared with the pre-defined tolerable
risk target to determine if the actual risk is tolerable. If not,
additional risk prevention/mitigation measures need to be
implemented to further reduce the risk until the goal is met.
Compared to full quantitative risk assessment methods
such as fault tree analysis, LOPA requires only level of
magnitude accuracy, and puts more focus on identifying
IPLs and evaluating their effectiveness hence avoiding the
huge amount of details required for a full quantitative assessment. It does not require dedicated software tools to
carry out the analysis and simple spreadsheets will work.
This method was first developed in the 1990s by process
industries. Later, the method was systematically developed
and documented in the conceptual book [1]. This method
has been submitted to the IEC 61511 standard committee
by the United States and eventually was included in the informative standard [2] as a method to determine the Safety
Integrity Level (SIL) of Safety Instrumented Systems
(SIS). After more than two decades of industrial application, LOPA has become the most popular risk assessment

method used in process industries in North America. Based
on the lessons learned and field application records, Center
for Chemical Process Safety (CCPS) recently published
two more guidelines to help users correctly apply the
method [3][4].

LOPA BASICS
Modern safety system design has switched to a riskbased approach, e.g. determining the system functionality
and architecture based on how much risk reduction the
safety system should provide to mitigate the risk to the tolerable level.
LOPA starts with consequence-cause pairs which are obtained from the outcome of a what-if analysis, FEMA (Failure Mode and Effects Analysis), or HZAOP (Hazard and
Operability) study. For example, for a process without any
protection functions, the risk associated with a particular
cause can be expressed as:
For the -th event, is the risk and , represent frequency and the consequence. The total risk is the sum of
all individual hazardous scenario is:

LOPA will be able to answer following questions:
 How critical is the risk
 Dependability and independence between protection layers
 How many independent protection layers exist
and how many extra layers are needed
 Is the process safe enough or additional protection measures are needed
There are two categories of protection functions that can
effectively reduce the risk, one is through prevention,
which works on the original frequency to further lower
the frequency of the system, and the other approach is
mitigation, which will lower the consequence . For the
former case, the reduced risk would be

and

With the underlining mathematics being straightforward,
the correct application of the methods depends on
properly evaluating the effectiveness of each IPL as well
as other adjusting factors such as enable conditions and
condition modifiers.
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In the following sections, authors will use three safety
systems at SLAC, e.g. Oxygen Deficiency Hazard
(ODH), Personnel Protection System (PPS) and Beam
Containment System (BCS) as examples to illustrate how
to apply LOPA to the system design.

LCLS-II ODH
LCLS-II (Linac Coherent Light Source) project will have
significant presence of cryogenics not only in a cryoplant,
but also in the Linac and gallery. The detailed oxygen deficiency hazard assessment method was taken from the
SLAC ES&H handbook [5], which is heavily influenced
by the method adopted by Fermilab [6]. In this method,
the ODH classification is made for each particular area.
The risk measure to quantify is the expected probability
of fatality, which is defined as:
∅
where
∅ = the ODH fatality rate (per hour)
= the expected rate of the type of event (per hour)
= the fatality factor for the type of event
And the summation must include all types of events that
may cause an ODH and result in a fatality.
In the risk assessment process, effects of existing and
planned alarm/control systems such as forced ventilation,
controls generated alarms and ventilation are considered as
well as their effectiveness (failure rate). In this particular
project, it is assumed that active control and a monitoring
system will be able to provide SIL1 safety functions related
to ventilation.
The event rates come from FMEA as well as the equipment failure rate data from [6]. As shown in Figure 1, the
fatality factor depends on the concentration of oxygen [5]:

Figure 1: Fatality factor vs. the lowest attainable oxygen
concentration that results from a given event.
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Table 1: ODH Fatality Rates and Classifications

< 10-7
10-7 ~10-5
10-5 ~10-3
10-3 ~10-1
> 10-1

Table 2: Minimum Req’d Controls by ODH Classification
ODH Classification

Engineering Controls
0
Warning signs
Installed oxygen monitors
Ventilation
Personal oxygen monitor
Multiple person team
Unexposed observer
Self-contained breathing
apparatus

1

2

3

4

X
X

X
X

X
X

X
X

X

X
X
X

X
X
X
X

N/A
X
X
X
X

In this system design stage, the assumption of SIL1 safety
function, e.g. turning on ventilation during access to the
accelerator tunnel, is being applied to as a risk mitigation
for some faulty scenarios. It would be the responsibility
of ODH/PPS to make sure that the SIL rating is achieved
at the system validation stage.

LCLS PHOTON PPS
While the risk is quantifiable and there is an explicit tolerable risk target, applying LOPA always starts with calculate the risk. This is not always the case for complex systems or systems where somehow the risk target is vague.
Under this circumstance, the best way to continue the risk
assessment is to combine the LOPA with other qualitative
approaches such as risk graph. In this section, we use the
LCLS Photon PPS, also named as Hutch Protection System
(HPS), as an example to demonstrate the key rules of
LOPA application.
Considering the LCLS x-ray beam energy, for risk scenarios associated people in a hutch (experiment area) and
exposure to the x-ray beam, applying risk graph criteria
from IEC 61511-3, we have following risk graph
C1

Once the ODH fatality rate ∅ has been determined, the operation can then be assigned an ODH classification according to the criteria listed in the following table:

ODH Hazard
Classification
0
1
2
3
4

ODH Fatality Rates

F1
C2
F2

C3
C4

F1
F2

P1
P2
P1
P2

W3

W2

W1

a
1
1
2
3
3
4
h

‐
a
1
1
2
3
3
4

‐
‐
a
1
1
2
3
3

Figure 2: HPS SIL Assignment with risk graph.
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As shown in Figure 2, it is obvious that a SIL 2 level of
protection is needed to prevent unsafe access of the hutch
during beam operation. The next step is to identify all protection layers that prevent the event from happening. The
detailed work table is shown in Figure 3 on the next page.
In a HPS, the control system is composed of three PLCs.
One Allen-Bradley ControlLogix PLC executes the access
control functions, which is highlight in yellow. Safety
functions are executed in dedicated safety PLC (Pilz
PNOZmulti) in a dual-redundant configuration. There are
several items worth further discussion:
 Generally speaking, an IPL implemented in nonsafety PLC has the same level of magnitude risk
reduction as a SIL1 function implemented in
safety PLC.
 In case 1, function 3 and 4 combined together to
fulfil a completed safety function. If the combined safety function has a SIL 1 rating, then
both function 3 and 4 should meet the SIL 1 rating.
 The highest SIL is the function 3 in case 3. If
this function can be reduced to SIL 1, then the
overall safety PLC can be simplified to a SIL 1
system. To achieve this goal, additional
measures should be taken so that one IPL can be
credited and hence reducing the SIL rating of the
safety interlock. For this particular case, we
adopt an administrative approach by using a Zip
Tie to limit the free movement of the emergency
entry mechanism, as well as adding visible signage to remind people not to abuse it.

LCLS ELECTRON BCS
Compared to the electron beamline, risk along the photon beamline is relatively easy to analysis. Photon beam
induced damage is limited, and the experimental area has
limited entry points. For the electron side, the situation is
more complex, and PPS is coordinated with BCS to mitigate radiation risks.
Both PPS and BCS are credited radiation safety systems
at SLAC. BCS at SLAC ensures beam confinement within
an approved beam channel at an approved allowed beam
power and hence prevents the generation of excessive level
of radiation within occupied areas. Not all US DOE laboratories have a BCS as credited safety system, and most
commonly the functions of BCS is incorporated into the
Machine Protection System (MPS).
For electron system radiation risk, we consider two representative hazardous scenarios here:
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1) A BCS interlock to bend magnet current (beam
energy) and a BCS interlock to Average Current Monitors (beam current).
2) A BCS interlock of Protection Ion Chamber
(PIC) (installed on stoppers).
3) The stopper set has two or three stoppers, there
are at least two Burn Through Monitors (BTM)
interlocked to PPS
Based on the redundant PPS safety PLC architecture, we
can regard that each BTM interlock is a SIL 1 function,
hence if only each BCS interlock function can be credited
as one IPL, the overall number of IPLs would be four,
which would be sufficient for the worst case. Again, for
one IPL, since two BCS functions have no dependence, the
system design is easier even without full compliance to the
IEC 61508 standard for hardware development.

Case 2: Beam Loss in BTH
At SLAC, the accelerator tunnel is usually buried deep
underground with the exception of Beam Transport Hall
(BTH) area where beamline is actually above the ground,
making this area sensitive and subject to induce radiation
from beam loss.
To prevent the beam loss, Radiation Physicists strategically put Protection Collimators along the beamline in
BTH area to intercept the mis-steered beam. In addition,
there are the following active interlocks that can be credited as IPLs:
1) BCS interlock to PICs installed on protection
collimators.
2) PPS interlock to BTMs on protection collimators, which will trip if the collimator get damaged.
3) BCS interlock to Long Ion Chambers (LION),
installed along the tunnel wall, which can detect small amounts of beam loss.
4) PPS interlock to Beam Shutoff Ion Chambers
(BSOICs), installed on the exterior wall of the
accelerator housing.
Though it may seem that four IPLs can be credited as in
the previous case, it should mentioned that in the LCLS
BCS design, the PIC and LION monitors share the same
chassis design, and may connect into the same chassis
and issue the shutoff request using the same signal path.
Therefore, to credit such a configuration as 4 IPLs, the
BCS PIC/LION chassis must be designed as SIL2 capable, and need to compliant with IEC 61508 standard for
the hardware development.

Case 1: Damage to a PPS Stopper
PPS stoppers are often used as a safety token for a
worker to access downstream beamline areas. If the stopper get damaged, then depending on the downstream PPS
zone access state, many people may get direct exposure to
the electron beam, which is very dangerous. If too much
beam power is the cause of the damage, there are the following protection layers that prevent/mitigate the risk:
THCPA03
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Figure 3: LOPA work table for LCLS photon PPS.

CONCLUSION
In this paper, the basic concepts of LOPA has been
briefly introduced, three credited safety systems: ODH,
PPS and BCS are used as examples to demonstrate how to
apply this method to analyse the system with several typical configurations. LOPA promotes system level thinking
rather than focusing on each individual subsystem. The
analysis results provides a useful reference for safety system functional requirement development and process design improvement.
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DEVELOPMENT OF A SAFETY CLASSIFIED SYSTEM
WITH LABVIEW AND EPICS
C. Haquin†, Ganil, Caen, France
P. Anger, J.C. Deroy, A. Savalle, G. Normand, F. Pillon, Ganil, Caen, France
Operational

Abstract
The Spiral2 linear accelerator will drive high intensity
beams, up to 5 mA and 200 kW at linac exit. In tuning
phase, or when not used by the experimental areas, the
beam will be stopped in a dedicated beam dump. To avoid
excessive activation of this beam dump, in order to allow
human intervention, a safety classified system had been
designed to integrate the number of particles dropped in it
within each 24 hours time frame. For each kind of beam,
a threshold will be defined and as soon as the threshold is
reached a beam cut-off will be sent to the machine
protection system. This system, called SLAAF: System
for the Limitation of the Activation of the beam dump
(Arret Faisceau in French) rely on LabView and EPICS
(Experimental Physics and Industrial Control)
technology. This paper will describe the specification and
development processes and how we dealt to meet both
functional and safety requirements using two technologies
not commonly used for safety classified systems.

PRESENTATION
The Spiral2 project requires the possibility of human
intervention on the Beam Dump and its surrounding.
Hence the system must guarantee that the Beam Dump
activation remain under an acceptable threshold. Since the
Spiral2 accelerator will accelerate many ions species, the
threshold depends on both mass number and energy of the
accelerated ions. When preparing the accelerator
parameters, the threshold, expressed in number of
particles that can be dropped into the Beam Dump during
a 24 hours time frame, will be calculated. The lower limit
is a 20 MeV/A deuteron beam. In this case the 24 hour
limit is 5.6 1018 atoms, corresponding to the shortest times
after which the threshold is reached, specified in Table 1,
as a function of the beam power.
Table 1: Worst Cases (20 MeV/A deuton beam)
Beam Power
200 kW
10 kW
417 W

Time to reach the threshold
3 minutes
1 hour
Always below threshold

MAIN REQUIRMENTS
Nuclear Safety
System classified in the second category of equipment
involved in the safety in the Spiral2 classification system.
This is the least requiring level, it can be considered
equivalent to a SIL2 (Safety Integrity Level).
___________________________________________

† haquin@ganil.fr

 The system must run permanently as soon as beams
with intensity greater than 11 µA are produced. It
must be reliable.
 The system must be compatible with all the ions at
all intensity (from 11 µA to 5 mA) and energy (from
0.75 MeV/A to 33 Mev/A).

Functional & Technical
 The system must integrate the number of particles
over a 24 h period, a period starting at a configurable
but fixed hour.
 The beam ions charge and threshold will be entered
in the system at each beam change.
 As soon as 95 % of the threshold is reached, a beam
cut-off request is sent to the machine protection
system.
 The latest value of the integral must be back upped
in order to be retrieved in case of failure (power
supply failure for example).

SAFETY CLASSIFICATION CHALLENGE
Taking into account miscellaneous Spiral2 project
constraints and the system requirements, labView
technology was retained for the system. Moreover, it
should be integrated in the Spiral2 Control System,
consequently the labView-EPICS gateway and EPICSCSS (Control System Studio) tool for HMI (Human
Machine Interface) were required.
As a safety classified system, its conception has been
submitted to a Failure Mode and Effect Analysis and a
Conception review. Though labView and EPICS are
generally not considered convenient for a classified
system, we thought we could take advantage of the
labView technology using the cRIO (Compact
Reconfigurable Input Output) solution with FPGA (FieldProgrammable Gate Array) in its backplane in order to be
able to prove its reliability.

Architecture
Starting from all these technical choices, the
architecture arises, the cRIO with the FPGA and CPU
(Central Processing Unit), hosting the LabView-EPICS
gateway on one side and CSS for the HMI on the other
side. However, during the early stages of the conception,
we evaluated the LabView-EPICS gateway and
discovered too much limitation (too few record fields,
Channel Access monitoring and EPICS alarms not
working) in server mode (i.e., gateway used as an EPICS
IOC (Input Output Controller)) forcing us to use it in
Client mode and to add an intermediate IOC called “IOC
THCPA04
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SLAAF” as can be seen in figure 1. In this configuration,
the HMI writes the integration parameters and read the
results in the IOC SLAAF, the cRIO via the LabViewEPICS gateway reads the parameters and write the results
in the IOC SLAAF. The behaviour, with the LabViewEPICS gateway in client mode, is safer since it will
periodically read and write in the IOC SLAAF instead of
being asynchronously written in by the HMI.

Figure 1: Deployment diagram of the system, in blue are
the component of the SLAAF, in green the component
involved in its exploitation.

SYSTEM DESIGN
A detailed design document was written, destined to
guide the development process but also to provide the
input information for the Failure Mode and Effect
Analysis. Some safety issues like the handling of
hardwired measures and binary information, not
mentioned in this paper, were covered. Hereafter is an
overview of how the system was designed to fulfil
expectations.
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Description of the Main Functionality
Integrate Integrate the number of particles dropped
into the beam dump.
Beam Cut Off Request Drive ambivalent contacts to
request the Machine Protection System to cut off the
beam.
Configure Integration Read integration parameters
from HMI and ensure integrity.
Back Up Handle a couple of files to save periodically
the integration results on cRIO flash memory (to be able
to resume integration in case of power supply failure).
Inhibit Hardwired contacts manually driven by the
person in charge of safety (inhibit an erroneous cut off
request in case of system failure).
Define Integration Mode Determine if the beam is
actually sent in the beam dump or in the experimental
areas, in this case, integral is frozen to avoid integrating
diagnostics noise and offsets.
Interface Spiral2 Control System Read/Write the
EPICS process variables hosted by the LabView-EPICS
gateway, the gateway deals with the Channel Access.

Software Design
The system has a real time controller on one side and a
FPGA on the other side. The first one is able to access the
network and the flash storage, the second one is more
robust and able to access the I/O (Input/Output) modules.
In order to fulfil the reliability requirement and to
minimise the probability of the “feared event” (i.e.,
Activation above threshold) to occur, it seemed obvious
to implement all the integration, threshold comparison
and I/O in the FPGA. Hence, the software was packaged
as depicted in figure 3:

Expected Functionality
According to the requirements and the end users
expectations, seven main functionality were identified and
formalized to establish the use case diagram in figure 2.

Figure 3: Packages and their execution environment.

Packages Responsibility

Figure 2: Use case diagram defining the main
functionality. Interface EPICS Control System
functionality is out of the safety classification scope.

Interface Spiral2 Control System package is
responsible for the “Interface Spiral2 Control System”
and “Configure Integration” functions.
Back Up package is responsible for the “Back Up”
function (managing files on flash memory).
Integrate package is responsible for the Integrate
function.
I/O package is responsible for the “Request Beam
Cut Off” and “Define Integration Mode” functions and
just read the status of the “Inhibit” function.
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FAILURE MODE & EFFECT ANALYSIS
The FMEA was achieved by a specialized company.
Though no unacceptable point was raised, there were still
important remarks to take into account. In the following
sections, you’ll find a description of the most important
remarks and the solutions retained.

I/O Auto Test
The system must perform an auto test of its I/O
modules.
Digital auto test : An output of the cRIO 9476 is
connected to an input of the cRIO 9425, the I/O package
periodically toggle the output and check the input.
Analog auto test : the system uses only analog input
module but, since we use a 24 V power supply and the
system requires 9 V to 30 V, we connected the power
supply to an analog input of the cRIO 9205 and the I/O
package periodically tests its value.
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their control: The first actor is of course the cRIO, if
integration reaches threshold, the second is the cycle
controller if the system is dead, and the third is the person
in charge of safety if he considers that the system is not
working properly. There must be a logical “OR” between
the first two actors but the result can be inhibited by the
Installation responsible.
Conditions in which the beam cut off is requested or
inhibited are summarized in the following equation:
BR

IAT or WD and INH

With: BR = Beam cut off Request
IAT = Integration above Threshold
WD = Watchdog
INH = Inhibition by person in charge of safety
This equation must be implemented in a hardwired
manner as described in figure 4 in order to be really
independent of the cRIO.

CPU Load
The CPU load has to be measured.
We integrated the dedicated labView VI to permanently
monitor the CPU load; the maximal peak value measured
is less than 15 %, the nominal value is less than 10 %.
We were rather confident about this point since all the
heaviest treatments are done on FPGA side.

Secure Integration Parameters
The integration parameters (Threshold and Ions
Charge) received from the HMI had to be strengthened.
The conventional way to do this is to compute a CRC
(Cyclic Redundancy Check) on HMI side, transmit both
data and CRC in the system, recompute the CRC and
check equality with the one received. We wanted to avoid
to implement CRC in CSS HMI and to imply the HMI in
the safety classification process.
Instead we implemented a double check mechanism:
the parameters received are compared to expected ones
located in a soft IOC hosting all the accelerator
parameters. In case of equality, the parameters are sent
back to the HMI and checked by the operator who finally
activates the parameters making them actually used by the
integration.

Watchdog
To ensure that the system is alive, it must be monitored
by an external cycle monitor able to request a beam cut
off if the system is out of order.
The solution is to periodically toggle a dedicated digital
output to generate a pulsed periodic signal and to monitor
it. The ABB CM-WDS cycle controller relay with
watchdog functionality was retained. This device operates
on a frame of 8 successive periods of the signal to
monitor and checks its validity, if the signal is not correct
dry contacts are toggled.

Specific Beam Cut-Off Wiring
The beam cut off request is basically achieved with two
ambivalent dry contacts, but three actors are involved in

Figure 4 : Wiring diagram of the beam cut off request
contacts, taking into account the three actors.

STATUS
The system was developed according to the design
specification, the integration package was split in sub
function each one having its own test application to be
able to prove the correctness of the safety critical
function.
A strong testing effort was required: definition of the
tests, realization of a test board to simulate the digital and
analog machine signals and finally iterative execution of
the tests and report writing.
Actually the whole system, with the LabView gateway,
IOC and CSS HMI are permanently running in the lab
with the test board, the real life tests are planned for
summer 2018.
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A REAL-TIME BEAM MONITORING SYSTEM FOR HIGHLY
DYNAMIC IRRADIATIONS IN SCANNED PROTON THERAPY:
DERIVATION OF SAFETY TOLERANCES*
G. Klimpki†, M. Eichin, C. Bula, U. Rechsteiner, S. Psoroulas, D. C. Weber, A. Lomax, D. Meer,
Paul Scherrer Institut, Center for Proton Therapy, 5232 Villigen PSI, Switzerland
Abstract
Patient treatments in scanned proton therapy exhibit
dead times, e.g. when adjusting beamline settings for a different energy or lateral position. On the one hand, such
dead times prolong the overall treatment time, but on the
other hand they grant possibilities to (retrospectively) validate that the correct amount of protons has been delivered
to the correct position. Efforts in faster beam delivery aim
to minimize such dead times, which calls for different
means of monitoring irradiation parameters. To address
this issue, we report on a real-time beam monitoring system that supervises the proton beam position and current
during beam-on, hence while the patient is under irradiation. For this purpose, we sample 1-axis Hall probes placed
in beam-scanning magnets and plane-parallel ionization
chambers every 10 μs. FPGAs compare sampled signals
against verification tables – time vs. position/current charts
containing upper and lower tolerances for each signal – and
issue interlocks whenever samples fall outside. Furthermore, we show that by implementing real-time beam monitoring in our facility, we are able to respect patient safety
margins given by international norms and guidelines.

PREFACE
A detailed report on software and firmware enhancements of the control system has been submitted as an ordinary paper [1]. In these proceedings, we concentrate on one
part of the work and derive applicable safety tolerances supervised by the real-time monitoring system.

INTRODUCTION
In scanned proton therapy, we use a Gaussian-shaped
beam of protons to irradiate cancerous tissue. The beam
size σ in air amounts to a few millimeters. To cover the entire extent of the three-dimensional tumor volume with
protons, the beam needs to be scanned transversally and in
depth. At the Paul Scherrer Institute (PSI), we installed a
dedicated super-conducting cyclotron that provides a continuous and mono-energetic proton beam of 250 MeV [2].
We realized transverse scanning with a pair of beam-deflecting dipole magnets; to scan the proton beam in depth,
we change its energy (and, thus, penetration depth) by inserting variable amount of degrading material into the
beamline [3].
The beam scanning process requires a discretization of
the tumor volume: it is cut in slices of equal energy (or

penetration depth) and a rectilinear scan grid of fixed transverse (or lateral) beam positions is imposed on all of those
slices. In our second-generation treatment room at PSI, we
require ~100 ms to change the beam energy between slices
and ~3 ms to scan the beam from one transverse grid point
to the next [4]. The beam is turned off completely during
those transitions. We use this dead time, especially the latter, to validate that the correct amount of protons has been
applied to the correct position. If the deviation between
measurement and expectation exceeds a certain tolerance,
we have the possibility to interrupt the treatment of the patient to investigate the source of uncertainty. International
norms [5] and guidelines [6] demand such frequent checks
to guarantee patient safety.
At PSI, we treat patients successfully using this discretized beam scanning technique since 1996. To maximize
irradiation performance and possibly broaden the window
of treatable indications, we pursue implementing a faster
form of beam delivery, which we call line scanning [7]. In
line scanning, the beam is moved continuously along
straight lines in the transverse plane giving up the idea of
the fixed grid in this dimension. The 3 ms dead times are
reduced to changes between lines, which yields increased
performance but, at the same time, fewer opportunities for
validation checks.
To provide adequate safety measures for line scanning,
we introduced a dedicated beam monitoring system. We reported on its design [8] and implementation [1] in previous
works. A major enhancement with respect to the conventional monitoring approach is its real-time character: we
compare the measured beam position and proton deposition to predefined tolerances every 10 µs. This cyclic comparison runs during beam-on, hence while lines are
scanned. As such, we can react to errors in different beam
delivery units very fast and issue beam-off commands rapidly in case of unforeseen inaccuracies or failures.
The scope of this paper is to provide a full derivation of
our line scanning safety tolerances. We will focus on acceptable over/under-exposure of the healthy/malignant tissue to radiation and acceptable deviations in the transverse
beam position. Based on our experience in patient treatments, we presuppose that errors in beam delivery occur
rarely (less than once throughout the entire course of the
treatment) and randomly. They cannot be linked to specific
configurations of the machine and do not lead to any systematic effects.

___________________________________________
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DERIVATION OF SAFETY TOLERANCES
Definition of Erroneous Delivery
An average treatment schedule at PSI foresees 30 irradiation sessions. In each session, an average dose of 1.818
Gy is delivered homogeneously to the tumor volume. We
consider an irradiation erroneous if the homogeneity (or
uniformity) across the target is significantly impaired. We
set the threshold at absolute deviations of ±2% or ±36
mGy. Localized over- or underdosages of this magnitude
are physically measurable, but we do not expect them to
have any consequence on the clinical outcome of the treatment. Hence, we aim to restrict all excess or missing doses
to ±36 mGy, even in case of severe errors of the delivery
system. Line scanning under such monitoring conditions
can be considered safe.
With this definition we follow the guidelines of the International Commission on Radiation Units and Measurements. They claim that safe and accurate irradiations apply
to doses that “are delivered throughout the target volume
with sufficient uniformity (better than ±2.5%)” [6]. Furthermore, we are well within the tolerance given by the International Electrotechnical Commission:
“The secondary dose monitoring system
shall be set to terminate irradiation before an
additional absorbed dose of 10% or 0.25 Gy,
whichever is greater, is delivered.” [5]
In order to fulfill the ±36 mGy constraint – even in case
of severe failures of the beam delivery system – we supervise the following three quantities in real-time during patient irradiation: (i) total dose deposition, (ii) instantaneous
beam current, as well as (iii) transverse beam position. We
measure the former two quantities with two independent
parallel-plate ionization chambers [9] that are connected to
cyclic readout electronics (data samples every 10 µs). They
are the final diagnostic elements in the beamline and placed
between the exit window of the vacuum beam pipe and the
patient. The beam position in the transverse plane is supervised indirectly by one-axis Hall probes, which measure
the field strength of the beam-scanning magnets at identical readout frequency. High field strengths correspond to a
large transverse deflection of the proton beam and vice
versa.
In the following sections, we will derive acceptable
safety tolerances for all three quantities. We base our derivation on the assumption that all machine-related errors occur rarely. Hence, we regard a combined failure of multiple
elements as highly improbable.

Figure 1: Energy deposition of a 150 MeV proton beam in
water. The initial beam width σ was assumed to be 2.9 mm.
The calculation was performed using the analytic transport
models of the PSI treatment planning software.
The energy deposition is quantified as absorbed dose D
and formally defined as
D = Δε / Δm,

(1)

with the mean energy imparted ∆ε in the mass element ∆m.
Doses can be measured in finite volumes ∆V only. The PSI
treatment planning software uses a voxel size of
∆V = (4.0 × 4.0 × 2.5) mm3 .

(2)

If we place such a small volume on the central beam axis
(white dashed line in Fig. 1) and calculate the average dose
deposition as a function of penetration depth, we obtain the
‘on-axis’ Bragg curves shown in Fig. 2.

Maximum Dose Deposition of a Proton Beam
When protons penetrate through matter, they continuously loose energy before coming to rest. The energy loss
is low at the beginning of their path and reaches a maximum near the end of their range. Due to collisions with
target nuclei, protons may experience large angle deflections. The combined effect of characteristic energy deposition and transverse scattering can be seen in Fig. 1.

Figure 2: Analytically calculated vs. Monte-Carlo-simulated on-axis Bragg curves for 17 different incident energies (70, 80, …, 220, 230 MeV).
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We see that the maximum energy deposition never exceeds
Dmax = 4.2 nGy/proton.

(3)

Furthermore, the analytic calculations [10] agree with the
Monte Carlo simulations [11], which are based on a detailed phase space model of our proton beam. We conclude
that, independent of the beam energy, we will never deposit
more dose than Dmax inside a small volume of size ∆V assuming that the material contained is water-like.

Tolerance for Dose Deposition
Both ionization chambers have been calibrated to measure the proton beam current I. Internally, they operate on
monitor units (MU), which can be correlated to absolute
number of protons using the calibration curve shown in
Fig. 3. The maximum authorized beam current in the treatment room is limited to 500 MU/ms. For example, at 120
MeV we find
Imax = 500 MU/ms ≈ 500 pA.

(4)

Scaling all on-axis Bragg curves of Fig. 2 by their corresponding MU-conversion factor (see Fig. 3) yields a maximum dose deposition of
Dmax = 0.024 mGy/MU.
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Tolerances for Instantaneous Beam Current
From Eq. 4 and Eq. 6 we can immediately calculate the
tolerance for fluctuations in the beam-on time:
δtmax =

δDmax
Imax

= 3 ms.

(7)

In addition, we would like to specify a margin for the instantaneous beam current to define a tolerance band similar
to the one depicted in Fig. 4 below. In a worst case error
scenario, the beam current would follow the red arrow in
Fig. 4: It would increase by δI at the very end of the irradiation and remain on for δt although we would expect zero
beam current at that point. The excess dose must be below
1’500 MU, hence
Imax + δI δt ≤ 1'500 MU.

(8)

We can fulfill this criterion, by choosing a δI of 50 MU/ms
and a δt of 2 ms. Note that we chose a smaller value here
for the tolerance δt compared to Eq. 7, since we need to
consider the time it takes to switch off the beam after a violation of an error band has been detected (typically ~0.3
ms).

(5)

Hence, we can set the tolerance for the deposited dose to
δDmax =

36 mGy
Dmax

= 1'500 MU,

(6)

which means that the delivered dose distribution will have
sufficient homogeneity if deviations are within ±δDmax.

Figure 4: Schematic of the upper beam current tolerance
band comprising margins in time (δt) and current (δI).

Tolerance for Beam Position

Figure 3: Calibration curve for the primary ionization
chamber correlating internal monitor units (MUs) to absolute number of protons for different beam energies.

The homogeneity of dose distributions is very sensitive
to misplacements of the beam in the transverse plane.
Small inaccuracies can yield areas of significantly higher
and lower dose concentration with respect to the prescription. As such, the supervision of the transverse beam position requires a strict tolerance.
Let us assume a square (10 × 10 × 10) cm3 target volume
filled with water that we plan to irradiate to 1.818 Gy. A
simple treatment plan could foresee 25 different iso-energy
slices, each filled with straight lines delivering uniform
dose. Fig. 5 below visualizes this example case. If we assume a 1 mm deviation in position that is localized within
a single dose calculation voxel ∆V, the resulting differences in planned and delivered dose distribution will be of
the order of ±30 mGy (without derivation). Hence, we conclude that errors in the transverse beam position should be
smaller than ±1 mm.
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type 30010). And we think that all tolerances should be defined based on quantities that are actually measurable with
standard dosimetry equipment.

Tolerance for Dose Deposition
We regard the tolerance δDmax (see Eq. 6) as an important
tool against systematic over or under-dosage (e.g. beam
current in Fig. 4 constantly too high or too low). To verify
it during the irradiation of a line, we added an integration
unit in the readout electronics of one of our parallel-plate
ionization chambers. As such, it monitors the total number
of delivered MUs (or protons) as function of time rather
than the instantaneous beam current. Hence, we can immediately abort the irradiation whenever a violation of δDmax
has been detected. Dedicated firmware features of this tool
are described elsewhere [1].

Tolerance for Instantaneous Beam Current
Figure 5: Example for an error in the transverse beam position (deviation from the planned beam position indicated
in red).

DISCUSSION OF SAFETY TOLERANCES
We have derived a set of beam monitoring tolerances for
line scanning irradiations in proton therapy from fundamental dosimetric considerations. These tolerances, combined with effective safety measures that terminate the irradiation in case of errors, facilitate complying with safety
constraints given by international norms and guidelines.
Although actual tolerance values may be specific to line
scanning irradiations using a proton beam, we are confident that they could be derived in a very similar way for
different particles (e.g. helium or carbon ions) and different
beam scanning techniques (e.g. spot or raster scanning).

Definition of Erroneous Delivery
In the definition of an erroneous delivery we use an absolute value of ±36 mGy. In our patient history we have
very few cases, in which the prescribed dose for a single
session is below 1.818 Gy. Thus, we can satisfy the ±2%
criterion for almost all patients. Numerous studies actually
suggest that a treatment with fewer sessions and higher
dose per session could be advantageous for radio-resistant
tumors, especially when irradiating with carbon ions. In
such cases, the ±36 mGy threshold would actually correspond to a relative tolerance smaller than ±2%.

Maximum Dose Deposition of a Proton Beam
The height of the on-axis Bragg curves in Fig. 2 depends
on the voxel size ∆V and the contained material. The average dose deposition increases with increasing material density and decreasing voxel size. For infinitesimally small
volumes dV, the value for the maximum dose deposition
amounts to ~5 nGy/proton. Nevertheless, we would argue
that a finite volume of 40 mm3, as used in our derivation,
is well below typical sensitive volumes of standard ionization chambers (e.g. 600 mm3 for PTW Farmer chamber

We use the remaining ionization chamber to monitor the
instantaneous beam current I. The noise level of the chamber mainly determines the value for δI. On the one hand, it
is desirable to decrease δI as much as possible to guarantee
high safety standards, but, on the other hand, a low δI can
become very impractical if the treatment of a patient is interrupted too frequently.
From Eq. 8 we see that δt is directly correlated to the
maximum authorized beam current Imax, with which patients can be irradiated. Efforts in decreasing the irradiation
times even further often suggest increasing Imax (by roughly
a factor 10). To guarantee the same level of safety, δt would
need to be lowered in that case. We think that a value of
200 µs could still be practical considering all delays and
reaction times of our beamline and controls.

Tolerance for Beam Position
In our opinion, the tolerance for the transverse beam position (±1 mm) represents the strongest constraint. Because
therapeutic beam currents are generally low compared to
many experimental beamlines, signals in position-sensitive
monitors often suffer from high noise levels. Furthermore,
these monitors need to be as non-destructive as possible in
order to avoid deteriorations in the beam quality. As such,
their spatial resolution is limited to µm-thin readout channels every one or two millimeters. Following the ALARA
principle (as low as reasonably achievable), many centers
increase their position tolerance (e.g. to ±1.8 mm at MD
Anderson Cancer Center, Houston, TX, USA [12]). Other
viable approaches are adapting the tolerance according to
the beam energy (and, thus, beam size in air) or to use indirect measures on beam position such as the field strength
of the scanner magnets (our approach for line scanning).
The latter comes at the advantage of exhibiting a stable signal-to-noise ratio independent of the proton beam current,
but it provides an indirect measurement of the transverse
beam position only.
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CONCLUSION
We provided a set of tolerances and their derivation for
line scanning irradiations in proton therapy. We consider
patient treatments in line scanning mode safe, when supervising those tolerances frequently (in our case every 10 µs)
during the irradiation.
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DEVELOPMENT OF AN EXPERT SYSTEM FOR THE HIGH INTENSITY
NEUTRINO BEAM FACILITY AT J-PARC
K. Nakayoshi∗ , K. Sakashita, Y. Fujii, T. Nakadaira, KEK/J-PARC, Japan
Abstract
A high intensity neutrino beam produced at J-PARC is
utilized by a long-baseline neutrino oscillation experiment.
To generate a high intensity neutrino beam, a high intensity proton beam is extracted from the 30 GeV Main Ring
synchrotron to the neutrino primary beamline. In the beamline, one mistaken shot can potentially do serious damage to
beamline equipment. To avoid such a consequence, many
beamline equipment interlocks to stop the beam operation
are implemented. Once an interlock is activated, prompt
and proper error handling is necessary. We are developing
an expert system for prompt and efficient understanding of
the status to quickly resume the beam operation. An inference engine is one key component in the expert system.
Although a typical inference engine of the expert system is
rule-based, we adapt a Machine-Learning (ML) based inference engine in our expert system. We will report the initial
evaluation of our ML-based inference engine.

to the target station. In the secondary beamline, the proton
beam hits a graphite target and produces pions. These pions
decay into muons and muon neutrinos in a decay volume.
The high intensity proton beam reached 470 kW in 2017
and ready to the design power of 750kW with a few years.
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INTRODUCTION
The T2K (Tokai-to-Kamioka) experiment [1] is a longbaseline neutrino oscillation experiment at J-PARC (Japan
Proton Accelerator Research Complex). Figure 1 shows
the overview of the T2K experiment. A high intensity
neutrino/anti-neutrino beam is produced and propagates
295 km from J-PARC to Super-Kamiokande (SK). In July
2013, muon neutrino to electron neutrino transformation
was firmly established [2]. In August 2017, T2K excluded
CP-conservation at 95% confidence level using the latest
data. In order to keep generating interesting physics, steady
operation of the facility is very important.

Super‐Ka ioka de

Near Dete tors

Mt. Nogu hi‐Goro
,9
Mt. Ike o‐Ya a
,

,

J‐PARC

elo sea le el

Neutri o Bea
9 k

Figure 2: Layout of the T2K experimental facility.

MOTIVATION
We handle a high intensity proton beam at the J-PARC
neutrino facility. If an interlock is activated, prompt and
proper error handling is necessary. However it is not easy
because of the following reasons:
• There are many interlock sources (∼800)
• Multiple sources of interlock can happen at the same
time
It is difficult for the beamline operators to understand the
beamline status and recovery procedure and resume beam
operation correctly and rapidly. To improve this situation,
we plan to introduce a beamline expert system.

MPS IN THE NEUTRINO FACILITY
Figure 1: Overview of the T2K experiment.

Figure 2 shows a layout of the neutrino experimental facility (neutrino facility) at J-PARC. The neutrino facility is
composed of two beamlines and a near detector (ND280).
The beamline consists of the primary and secondary beamlines. In the primary beamline, the high intensity proton
beam is extracted from the Main Ring synchrotron (MR)
and guided through super and normal conducting magnets
∗

kazuo.nakayoshi@kek.jp

MPS, Machine Protection System, is an interlock designed to protect beamline equipment from the high intensity beam. If an MPS occurs, the beam in the MR is aborted
and next beam spill is inhibited. The MPS is critical in
a high intensity proton beam facility because one off-orbit
beam spill potentially can do serious damage to the beamline equipment.
The number of MPS source channels at the neutrino facility is approximately 800. These contain interlock signals
from each beam loss monitor (BLM), as well as the magnet
power supplies, etc.
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BEAMLINE EXPERT SYSTEM

Some Actual Examples of MPS Events
Here we introduce some actual examples of MPS events.
Figure 3 shows the primary beamline of the neutrino facility
and the fast extraction magnets of the MR. A failure of the
fast extraction magnets, such as the septum magnets (FX
septum) and/or kicker magnets (FX kicker), causes simultaneous BLM MPS events at the primary beamline (shaded
region).

Overview of Beamline Expert System
Figure 5 shows a schematic diagram of the beamline expert system. The beamline expert system continuously collects the MPS status. If MPS is activated at the neutrino
facility, expert system infers the MPS reason and presents a
recovery procedure.

MPS status,
Interlock Info.

Output

Input

Reason of
MPS,
Recovery
procedure

Inference engine

BLM50

Fast Extraction Magnets

・
・・
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Figure 5: Schematic diagram of the beam line expert system.

BLM01

Figure 3: The primary beamline and fast extraction magnets.

Figure 4 shows the BLM MPS events caused by the FX
septum or kicker for February 2016 to March 2017. Each
row shows the BLM number, BLM#1 to #50. The orange cells represent the activation of each BLM MPS. The
columns show each MPS event. There are 10 events. It is
difficult to quickly understand the source of the MPS just
looking at these BLM MPS patterns.
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Figure 4: BLM MPS patterns caused by FX septum or
kicker.

New Idea of Inference Engine Based on Machine
Learning
The inference engine is a key component of the expert system. It infers the cause of MPS. Although a typical
expert system inference engine is rule-based [3], we adapt a
machine-learning(ML) based inference engine in our expert
system.
ML is a method of optimization for the model constructed
by a neural network. We evaluated the following procedure:
1. We defined a model using TensorFlow™ [4], which
is a famous open-source library for machine learning
developed by Google.
2. Training was performed using training data generated
by bit-manipulation of the real MPS events. The model
parameters were optimized by supervised training.
3. Finally we used the trained model as an expert system
inference engine, as well as to evaluate it using a test
dataset.
We will discuss the initial evaluation of the ML-based inference engine in the following section.

Index of Learning Degree
There are two indexes of the progress degree of training.
One is "cross-entropy" and the other is "accuracy". Crossentropy function (E) is defined as in equation (1).
E(t, y) = −

M ∑
N
∑
i

t i, j log yi, j

(1)

j

where t i, j is the true label distribution by one-hot encoding,
which is a group of bits and contains a single one and all
the others zero, yi, j is a prediction from the model. M is
the number of the training datasets, and N is the number
of the labels. As in the equation, cross-entropy is positive
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and it tends toward zero as the model gets better at training.
Accuracy (Acc) is the correct answer rate of prediction from
the model and it is defined the equation (2).
Acc =

Number of correct predictions
Number of input data

(2)

If the results of the prediction are correct, the model can
classify perfectly, and in this case the accuracy is 1.
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Supervised Training of the Model
We performed a supervised training of the model. Figure
7 shows the schematic diagram of the supervised training.
First we prepared training data which consists of input data
with its correct label and 30000 training datasets (10000 of
each label as shown in table 1) generated based on the actual
past MPS events. Then we performed training to optimize
the model to get the correct label.

INITIAL EVALUATION OF MACHINE
LEARNING BASED INFERENCE ENGINE
Testbed
We used the following hardware and software for the
evaluation.

Supervised
Learning

Model

Training
Dataset

Iteration

• MacBook Pro (2.7 GHz Intel Core i5)

Figure 7: Supervised training.

• Tensorflow™1.2.0 with Python 2.7.12

Method of the Initial Evaluation

Table 1: Training Dataset

We carried out the initial evaluation of the ML-based inference engine considering the following cases:

MPS source
FX septum
FX kicker
Other

• A case where interlock signals from many BLMs
placed along the primary beamline fire simultaneously: This is caused by either a failure of the FX septum or kicker magnets.

Our initial evaluation is to classify the MPS events into three
labels, which are (1) FX septum, (2) FX kicker or (3) others,
using the ML-based inference engine.

A Model for the Initial Evaluation
We used a 2-layer neural network model for the evaluation. Figure 6 shows a schematic diagram of the 2-layer
model. The MPS bit stream is put into the input layer in our
case. The output layer is 3 nodes and it is taken to represent
the classification of FX septum, kicker or others.
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Results of Initial Evaluation
Figure 8 shows the cross-entropy as a function of the
number of training. The vertical axis shows cross-entropy
and the horizontal axis shows the number of training. The
cross-entoropy is reduced rapidly and became flat. Figure
9 shows a graph of the accuracy of training. The accuracy
improved rapidly and became 1 at about twenty training.
After the training, we also evaluated the model using a set
of data which is independent of the training data, and the result of accuracy was 1. It means the model can classify the
MPS into the three classes, FX septum, kicker and others,
perfectly.
Cross-entropy

• A case where there is an MPS from a source other than
a BLM, such as the normal-conducting magnets, etc.

Label

Number of training

Figure 8: Cross-entropy of the 2-layer model in the training.
Figure 6: 2-layer neural network model.
We also performed a study with an other model case,
CNN (Convolution Neural Network), which is particularly
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Accuracy

SUMMARY AND FUTURE PROSPECT

Number of training

Figure 9: Accuracy of the 2-layer model in the training.

well-adapted to classify images. Figure 10 shows the crossentropy of the 2-layer model, as shown in Figure 8 but with a
reduced vertical axis. Figure 11 shows the cross-entropy of
the CNN model. From this initial study, it is found that the
CNN model also shows 100% accuracy, while the learning
speed seems faster than the 2-layer model.

We are developing a ML-based beamline expert system
for the J-PARC neutrino facility. We performed initial evaluation and the results indicate that a ML-based inference
engine is promising. We also evaluated other model scheme
(e.g. Convolution Neural Network) . We plan to study further details of the ML-based inference engine and evaluate
the expert system with future actual interlock events during
the next beam operation (from mid-October 2017). As a
next step of our development, to detect a sign of beamline
equipment abnormality using the ML-based expert system,
we plan to use various monitor data of the beamline equipment in addition to MPS data.
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CONFIGURING AND AUTOMATING AN LHC EXPERIMENT
FOR FASTER AND BETTER PHYSICS OUTPUT
C. Gaspar, R. Aaij, F. Alessio, J. Barbosa, L. Cardoso, M. Frank, B. Jost, N. Neufeld,
R. Schwemmer, CERN, Geneva, Switzerland
Abstract
LHCb has introduced a novel online detector alignment
and calibration for LHC Run II. This strategy allows for
better trigger efficiency, better data quality and direct
physics analysis at the trigger output. This implies: running a first High Level Trigger (HLT) pass synchronously
with data taking and buffering locally its output; use the
data collected at the beginning of the fill, or on a run-byrun basis, to determine the new alignment and calibration
constants; run a second HLT pass on the buffered data
using the new constants. Operationally, it represented a
challenge: it required running different activities concurrently in the farm, starting at different times and load
balanced depending on the LHC state. However, these
activities are now an integral part of LHCb's dataflow,
seamlessly integrated in the Experiment Control System
and completely automated under the supervision of
LHCb's 'Big Brother'. In total, for all activities, there are
usually around 60000 tasks running in the ~1600 nodes of
the farm, and the load balancing of tasks between activities can be done within 1 second. In addition, if/when
some CPU power is still available, an extra activity for
Offline Simulation can also be started concurrently. The
mechanisms for configuring, scheduling and synchronizing different activities on the farm and in the experiment
in general will be discussed.

INTRODUCTION
LHCb [1] is one of the four experiments at the Large
Hadron Collider (LHC) at CERN. Around the end of
1997, a common project, the Joint Controls Project
(JCOP) [2], was setup between the four LHC experiments
and a Controls group at CERN, to define a common architecture and a framework to be used by the experiments in
order to build their Detector Control Systems (DCS).
The JCOP Framework [3] adopted a hierarchical and
highly distributed architecture providing for the integration of the various components in a coherent and uniform
manner. The Framework was implemented based on a
SCADA (Supervisory Control And Data Acquisition)
system called WinCC-OA (formerly PVSSII) [4]. While
WinCC-OA offers most of the needed features to implement a large control system, it was felt that a tool for
implementing higher-level logical behavior was missing.
For this reason, the JCOP project was complemented by
the integration of SMI++ [5]; a toolkit for sequencing and
automating large distributed control systems, whose
methodology combines three concepts: object orientation, Finite State Machines (FSM) and rule-based reasoning.

Unlike the other LHC experiments, LHCb decided to
use the JCOP concepts and tools not only for the DCS but
for all areas of control in the experiment. The aim was to
achieve an integrated and coherent Experiment Control
System (ECS) by using a common approach and the same
tools and components throughout the system.

THE EXPERIMENT CONTROL SYSTEM
LHCb’s ECS handles the configuration, monitoring and
operation of all experimental equipment in all areas of the
Online System:
• The Experiment’s Infrastructure: magnet, cooling,
electricity distribution, detector safety, etc.
• The Detector Control System (DCS): gases, high
voltages, low voltages, temperatures, etc.
• The Data Acquisition System (DAQ): front-end
electronics, readout network, storage etc.
• The Timing and Fast Control System (TFC): timing and trigger distribution electronics.
• The L0 Trigger (L0): the hardware trigger components.
• The High Level Trigger (HLT) Farm: thousands of
trigger algorithms running on a large CPU farm.
• The Monitoring Farm: A smaller farm running
monitoring tasks to produce histograms for checking online the quality of the data being acquired
• Interaction with the outside world: LHC Accelerator, CERN safety system, CERN technical services, etc.
The relationship between the ECS and the other online
components of the experiment is shown schematically in
Fig. 1. This figure shows that the ECS provides the
unique interface between the operators and the experiment’s equipment.

Figure 1: Scope of the Experiment Control System.

THDPL01
Experiment Control

1233

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Due to the size and complexity of the experiment,
LHCb adopted a hierarchical, highly distributed, tree-like,
structure to represent the structure of sub-detectors, subsystems and hardware components. This hierarchy allows
a high degree of independence between components, for
concurrent use during integration, test or calibration phases, but it also allows integrated control, both automated
and user-driven, during physics data-taking. Figure 2
shows a simplified version of LHCb’s control system
architecture.
This architecture is composed of two types of building
blocks: Control Units, which are logical entities capable
or controlling and monitoring the sub-tree below them
and Device Units, which represent real entities like a
temperature sensor, a high voltage channel or a software
task.
The control of the High Level Trigger farm is implemented as a sub-system (HLT in Fig. 2) and completely integrated in the Experiment Control System
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Figure 3: The HLT Farm in the Online System context.

Figure 4: The Dataflow Software Pattern.

Figure 2: LHCb Simplified Architecture.

THE HIGH LEVEL TRIGGER
LHCb’s High Level Trigger is in charge of selecting interesting events for physics analyses. The trigger algorithms run distributed on a large farm, composed of
around 1600 computers containing around 50000 cores.
The farm is organized in 62 sub-farms, each one with up
to 32 nodes. Since the farm computers were bought or
replaced at different times the farm is quite heterogeneous
and the farm computers have been split into 4 categories
(at the moment): Slow (24 cores), Medium (32 slow
cores), Fast (32 cores) and Faster (40 cores). Figure 3
shows the context of the HLT farm within the Online
System and the Data Acquisition’s data flow.
From a software point-of-view, all tasks involved in the
data acquisition’s data flow, i.e. moving or processing
data for various purposes (triggering, monitoring, storage,
etc.), are based on the Gaudi Online Framework [6] (the
offline framework complemented with online services
providing hooks for control and monitoring) and respect
the same pattern (centered around a buffer manager concept) as shown in Fig. 4.
The tasks running on the HLT farm are no exception
and the simplest dataflow within a farm node is represented in Fig. 5.

Figure 5: Old-Style HLT dataflow.
Until 2012 the HLT farm used this paradigm, but it was
noticed that running the HLT synchronously with the data
taking was a waste of CPU resources, since the farm
works at full speed while the LHC delivers physics collisions but is then completely idle outside these periods.
Knowing that the LHC delivers stable beams about 30%
of the time and that the physicists were eager to use the
available CPU power to improve their trigger capabilities,
a first improvement was made to the system: The deferred
HLT, represented in Fig. 6.
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•

The third slice runs semi-permanently in the
background. It performs HLT2 on the data previously acquired and stored locally, and finally
sends the results out to central storage.

CALIBRATION AND ALIGNMENT

Figure 6: Deferred HLT dataflow.
In this new paradigm, 20% of the data was deferred to
the local disk of each farm node and processed during the
inter-fill gaps. After each fill, the farm was automatically
stopped and reconfigured for inter-fill mode, with local
disk input.
In 2015, for Run II, a major improvement was made to
the HLT processing: The Split HLT, represented in Fig. 7.
The idea was twofold: use even better the CPU and disk
resources available and obtain offline quality data directly
at the HLT output. For this reason the HLT was split into
two separate tasks, HLT1 and HLT2 (this was already the
case but they used to run sequentially within the same
process). This allows storing the data on disk at the HLT1
output, which requires significantly less buffering space
than at HLT input, and using the HLT1 output to perform
detailed alignment and calibration, which is needed in
HLT2 to obtain offline quality reconstruction.

Two main types of tasks are scheduled to run between
HLT1 and HLT2: calibration tasks and alignment tasks.
Calibration tasks are normally standalone tasks, they use a
subset of the HLT1 data and provide Calibration constants
on a run by run basis (for example the RICH and OT subdetectors calibration). Alignment tasks are normally iterative procedures and need significant CPU resources, so
they run distributed over the whole HLT farm. Alignment
procedures are normally run on a fill-by fill basis (examples are the VELO, Tracker, MUON and Rich Mirror
alignment). Both types of tasks produce new constants
that the HLT2 processing must wait for in order to process
the respective data. But some constants are so important
that they need to be taken into account immediately, thus
when they change they trigger a “Run Change” in the Run
Control so that also HLT1 can pick them up.
Figure 8 shows (on the right) the list of groups of constants that the HLT2 must wait for in order to process
each run.

Figure 8: Parameters to be used for processing a certain
Run in HLT2.

THE HLT FARM CONTROL SYSTEM
Figure 7: Split HLT dataflow.
This new HLT architecture requires three dataflow slices to run independently and asynchronously in each farm
node:
• The first slice performing HLT1 and storing the
data locally runs synchronously with physics data taking.
• The second slice involves normally a single task
per node for alignment purposes and runs for a
few minutes whenever sufficient data is available
to perform a certain type of alignment.

The original HLT farm control system was conceptually
quite simple: a tree structure composed of sub-farms,
containing nodes, which contained processes. With the
Split HLT we need three independent control trees representing the three dataflow slices: The first to run HLT1,
synchronous with data taking, a second one to run the
Alignment tasks and a third to run HLT2. The changes to
the control system tree are depicted in Fig. 9.
A second modification visible in Fig. 9 is the composition, in terms of children, of a Farm Node: the task composition was “hardwired” inside each farm node, now the
type of tasks running depend on the “slice” they belong
to. In the new system the concept of “Dataflow Architecture” was introduced.
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In an initial phase the number of processing tasks for
example for HLT1 or HLT2 was defined in the Architecture, this turned out to be problematic, since it required a
re-configuration of the full farm to change the number of
tasks for a given slice.

The Dataflow Scenario Concept

Figure 9: Changes to HLT Control System.

The Dataflow Architecture Concept
The Dataflow Architecture defines the tasks that need
to run on a certain node for a certain purpose, this definition is read at configuration time by a controller process
in the relevant machine. This concept is used not only in
farm nodes but also in other machines in the data acquisition dataflow that need to start tasks. The Dataflow Architectures are edited graphically, an example is shown in
Fig. 10.

Figure 10: Architecture example (HLT1).
A nice side-effect of this editor, is that the graphics can,
and are, then used at run-time to show the status of the
tasks in a certain node, as the example in Fig. 11 shows.

Figure 11: Architecture used at Run-Time (HLT1).

“Dataflow Scenarios” were introduced in order to dynamically (and automatically) change the number of processing tasks on the nodes depending on the slice, LHCb
activity and node type. The general idea is that during
PHYSICS collisions we need enough HLT1 tasks to cope
with the data rate without inducing dead-time and still
running HLT2 in the background; while outside PHYSICS (normally called End-of-fill periods) we can lower
the number of HLT1 tasks to 1 per node and maximize the
number of HLT2 tasks to process as fast as possible and
empty the local buffers as quickly as possible. A third
scenario is applied at RAMP, which happens just before
PHYSICS is declared to start increasing the number of
HLT1 tasks in preparation of Physics events arriving.
Figure 12 shows the current End-of-fill (EOF) Scenario
settings.

Figure 12: Dataflow Scenario for End-Of-Fill.
The Scenarios are automatically applied when the LHC
changes its operational state and within a second the
number of tasks for the different slices gets adjusted. The
controller takes care of spawning previously configured
tasks, so they are immediately operational, when the
number increases and stopping extra ones when the number decreases. Figure 13 shows the graphic of HLT1
(Moore1) tasks and HLT2 (Moore2) tasks during a period
of one day where the LHC delivered several fills.

Figure 13: HLT1 and HLT2 number of tasks.

THDPL01
1236

Experiment Control

HLT FARM AUTOMATION
Like all sub-systems, the Farm Control is implemented
using the JCOP Framework and in particular the FSM
toolkit. Even though the tree structure is quite similar for
the three farm slices, the logic each one implements can
be quite different. In general the three slices have in
common automatic procedures to exclude broken farm
nodes while in operations and also to try to include them
back when fixed. The rest of the logic is different:
• In the HLT1 slice all nodes are configured and
started or stopped synchronously, i.e. all nodes at
the same time.
• In the HLT2 slice each node behaves autonomously. Each node has a little auto pilot that
checks when there are local files to be processed
and passes them on to the trigger processes together with the appropriate conditions for each
run.
• The Alignment slice performs an iterative procedure. At top-level an iterator process is started
and one process in each node responds to commands from the iterator and reports results back,
until the iterator decides that the procedure has
converged. In this slice excluded nodes are not
brought back automatically as they would interfere with the iteration results.

RUN CONTROL AUTOMATION
As described before, the Experiment Control System is
in charge of the supervision and automation of the whole
experiment. At the highest level the ECS “bubble” is
decomposed in three entities (depicted in Fig. 14):
• The Run Control: Handles the Configuration,
monitoring and operation of the complete Data
Acquisition and Dataflow Systems.
• The Auto Pilot: When switched on automatically
configures, starts and keeps the run going, detecting and recovering from most typical errors
or problems.
• Big Brother: Is in charge of overall coordination.
Depending on the LHC state it controls all subdetector’s voltages, opens and closes the VELO
sub-detector and acts on the Run Control via the
Auto Pilot.

Figure 14: ECS top-level architecture.
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With the introduction of the Split HLT paradigm, also
the top-level control was enhanced. Since there are now
three HLT slices this led to the introduction of three “independent” partitions each one with its own Run Control.
Figures 15 and 16 show Big Brother and the three Run
Control User Interfaces.
Each of the three Run controls can be operated independently but they each have their dedicated Auto Pilot
and are normally automatically controlled by Big Brother.
The implementation of the three Run Control instances
is identical; they inherit from a common class of rules and
mechanisms. One important Run Control mechanism is
described as the “Activity”.

The Activity Concept
The Activity defines the set of parameters, we call it
“recipe” that will be applied by all Sub-detectors and subsystems at Configure. The Activity name gets propagated
down the control tree together with the Configure command and its usage follows a well-defined convention.
For example an Activity can be called “PHYSICS|LEAD”, when each sub-system receives the activity
it will try to apply a recipe with the exact same name if
one exists, if not it will remove the last part after and
including the “|”. In this example it would then try to
apply “PHYSICS”, if this one still does not exist it will
then apply “DEFAULT”. This allows the various subdetectors and sub-systems to have more or less granularity in their settings and allows us at the top-level to easily
create new derived Activities, which only affect the settings of small parts of the Experiment.
The Activity concept has been in place since the beginning of LHCb operation and includes also global highlevel parameters, for example how many sub-farms are
needed for a certain activity and which trigger configuration should be used. With the Split HLT also the Dataflow
Architecture to be used became part of the Activity parameter set.

Figure 15: Big Brother User Interface.
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Figure 16: The main LHCb Run Control on the left, LHCb_HLT2 for HLT2 Run Control in the center and LHCb_Align
for the Alignment control on the right.
Since Big Brother is the entity “in contact” with the
LHC it is up to him to decide which Activity and/or which
Scenario should be applied and when for each partition.
In order to do this Big Brother uses what we call “Schedulers”, configurable from his “Settings” button.

The Scheduler Concept
The scheduler defines the sequence of operations of a
certain partition based on input events; these are normally
the LHC state but can also be other pre-defined events.
Possible operations on a partition can be starting/stopping
an “Activity” or applying a “Scenario”. Figure 17 shows
the current scheduler definitions for the three partitions.
What is maybe worth noting is that with these few lines
per partition, in particular 3 lines for the main Run Control, the complete LHCb operations are automated:

•

•

•

LHCb starts a COLLISION Activity when the
LHC is getting ready for delivering physics collisions. When collisions are over, it performs a
short (10 minutes) “IVSCAN” activity required
by the Silicon Sub-detectors and then goes into
End-of-fill activity to keep the system running.
HLT2 Runs automatically, permanently in the
background, but changes number of tasks, loadbalancing with HLT1 tasks, according to the
LHC state.
Several types of Alignment activities are performed in the whole farm in parallel with the
previous activities, once pre fill, when enough
events are collected of the respective required
type. Each Alignment activity takes normally a
few minutes.

Figure 17: Scheduler Settings for the three partitions: LHCb on the left (with the list of possible input events),
LHCb_HLT2 in the center and LHCb_Align on the right.
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OFFLINE SIMULATION

CONCLUSIONS

In order to use the farm resources to the maximum, an
extra activity can also be run in the HLT Farm: Offline
Simulation. The LHCb offline computing environment is
based on DIRAC (Distributed Infrastructure with Remote
Agent Control)[7]. In DIRAC, job agents are started on
Worker Nodes, they pull waiting tasks from the central
Workload Management System, process them on the
available resources and send the results back. An ECS
control sub-system, using the same tools, was developed
in order to bridge the offline and the online world by
launching offline agents in the online farm nodes. Initially
meant to be used only outside running periods when the
farm was idle, it is now also used in parallel with the
other activities.
Figure 18 shows the farm usage (in terms of HLT1,
HLT2 and DIRAC jobs) during a period of around one
month. Normally when the LHC is at nominal running
conditions the farm is completely busy with HLT1 and
HLT2 tasks, but due to a problem at the end of August the
LHC couldn’t run at its full capacity. At this point we
started a few Simulation tasks (2 to 3 per farm node) in
parallel with Physics running. Then in the middle of September there was a Machine Development and Technical
stop period of around 10 days and there we first run HLT2
full blast to empty the local disks and then completely
filled the farm with Simulation tasks, which we then
stopped, leaving only a few per node, in view of the starting Physics campaign.

LHCb has implemented a homogeneous and integrated
control system. Due to its modularity and flexibility, the
integration of a completely different and quite complex
dataflow pattern was not too difficult. Most mechanisms
and concepts stayed the same but were extended to deal
with the new parallel activities. Thanks to two new concepts: dataflow architectures and scenarios, allowing us to
change operating mode within seconds, the farm can be
used to the last CPU cycle. This allowed the Physicists to
use the recovered CPU power for online Calibration and
Alignment and to use its results to obtain a better trigger
efficiency and better quality data directly out of the
Online System.
The whole system is now completely automated allowing LHCb to continue being operated by a single operator.
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Figure 18: Farm Usage Graphic.
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GigaFRoST (GIGABYTE FAST READ-OUT SYSTEM FOR
TOMOGRAPHY): CONTROLS AND DAQ SYSTEM DESIGN
T. Celcer†, Paul Scherrer Institut, 5232 Villigen PSI, Switzerland
Abstract

GIGAFROST CAMERA SYSTEM

The GigaFRoST (Gigabit Fast Read-out System for
Tomography) detector and readout system used at the
tomographic microscopy beamline TOMCAT of the Swiss
Light Source will be presented. GigaFRoST was built at
Paul Scherrer Institute (PSI) and designed to overcome
the limitations of existing commercially available highspeed CMOS detectors. It is based on a commercial
CMOS fast imaging chip (pco.dimax) with customdesigned readout electronics and control board. The latter
is used for detector configuration, coordination of image
readout process and system monitoring. The detector can
acquire and stream data continuously at 7.7 GB/s to a
dedicated backend server, using two data readout boards,
each equipped with two FPGAs, and each directly connected with the server via four 10 Gbit/s fiber optics connections. The paper focuses on the implementation of the
EPICS control system, data acquisition (DAQ) system,
integration of the detector into the beamline infrastructure
and implementation of efficient distribution of TTL triggers between the devices involved in the experiments
(i.e., GigaFRoST detector, sample rotation stage, arbitrary
external devices).

INTRODUCTION
The observation of the full volumetric structural evolution of a sample during a dynamic process with both high
temporal and spatial resolution has been a key challenge
for the tomographic microscopy beamline TOMCAT [1]
at the Swiss Light Source. While spatial resolution has
remained at the micrometer level, the temporal resolution
has witnessed a considerable and rapid growth in the last
years. Today it is shown that 20 tomographic scans may
be acquired within one second [2]. Naturally this reflects
in the vast amount of generated experimental data (up to
several tens of TB/day of raw data). The main limitations
under such conditions arise from the characteristics of
commercially available high-speed CMOS detectors. The
fact that these detectors store data in on-board memory
results in (a) the inability of real-time process observation
and (b) inability to acquire large number of frames due to
the limited available memory. In addition, the consequent
transfer of data from the internal memory onto the beamline storage server prevents the efficient use of the detector for experimental needs. In order to overcome these
limitations, the GigaFRoST camera system was designed
at PSI.

GigaFRoST (Gigabit Fast Read-out System for Tomography) is a high-speed camera and readout system, built at
Paul Scherrer Institute (PSI), and being able to sustain
kHz frame rate image acquisition over prolonged periods
of time. It uses the commercial CMOS sensor headboard
from the pco.dimax detector with fast imaging chip with
2016x2016 pixels, 12 analogue-to-digital converters
(ADC), and some auxiliary electronic in order to use its
excellent high-speed characteristics (pco.dimax provides
sub 20 µm pixel size and a multi-kHz frame rate) [3]. It is
also possible to readout a limited Region of Interest
(ROI), however due to the design of the imaging sensor
(divided in 4 quadrants) and the implementation of the
readout process (it stars from the centre of the sensor
towards the outer part) the ROI has to be centred.
The problem with the limited on-board storage and lack
of image preview is solved with custom-designed readout
electronics. Two data readout boards, each equipped with
two FPGAs are connected to the sensor headboard (each
FPGA is responsible for reading out one quadrant of the
imaging sensor (3 ADCs)). Each readout board is then
directly connected with the dedicated backend server via
four 10 Gbit/s fibre optics connections, which enables the
detector to acquire and stream data continuously, without
the need for an on-board storage (apart from a minimum
amount needed for on-the-fly pixel correction). The maximum data throughput that can be reached is 7.7 GB/s.
The last component is a control board equipped with
one FPGA with a built-in PowerPC (PPC) processor
(PPC440) and attached RAM. It is responsible for the
configuration of the detector system, system monitoring
and coordination of the readout process. The control
board is equipped with a 1Gbit/s network module used for
communication with the camera and with a serial connection which can be used for debugging purposes (direct
connection to the console).
Additionally, 6 BNC connectors (2 input and 4 output)
using TTL logic, can be used for external image acquisition synchronization. The inputs are used for external
enable and trigger signals, while the outputs are used for
reporting different camera states (busy, exposure sync-out
with optional delay, etc.).
Figure 1 shows a schematic view of the GigaFRoST
camera system architecture, while Figs. 2 and 3. show the
photos of the GigaFRoST camera (without housing covers).

___________________________________________
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Figure 1: Schematic view of the GigaFRoST camera system architecture.

CAMERA CONTROL

Figure 2: Stripped GigaFRoST camera. Visible are one
readout board and the control board with BNC connectors
and single Ethernet connection.

Figure 3: GigaFRoST camera (without housing cover)
with the objective, sensor headboard in front, control
board at the bottom and one readout board on the side.
Experiment Control

As already mentioned in the previous section, the GigaFRoST control board is responsible for coordinating the
readout system. Its FPGA directly controls the sensor
configuration and sensor triggering (configuration of
different triggering/operation modes), coordinates the
image readout and performs system status monitoring
(temperatures and voltages of the control board itself,
readout boards and sensor headboard). It also provides a
possibility to remotely restart or power cycle either the
complete detector, or only individual readout boards and
even individual FPGAs.
The GigaFRoST detector is integrated into the control
system via an EPICS [4] Input-Output Controller (IOC),
running on the control board’s PPC which runs an embedded Linux operating system (OS). Thus, all standard
communication during experiments takes place via channel access calls (i.e., EPICS process variables (PVs)).
EPICS device driver support was written at PSI to interface the EPICS IOC with all major detector functionalities. Device driver currently provides support for five
different EPICS record types (analog input (ai), analog
output (ao), binary input (bi), binary output (bo) and
waveform (wf) records). Device support consists of the
EPICS specific part and a low-level, generic, control
system independent part, which facilitates the integration
of the Gigafrost detector into other control systems. The
in-house, custom defined detector API enables straightforward integration of the detector into the control system
as well as an easy upgrade of camera features and their
integration into the control system in case of future requests.
The design strategy of the EPICS interface is that each
camera parameter is not written to the detector at the
moment when its corresponding EPICS PV is processed,
but it is rather stored in a local data structure, which is
THDPL02
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sent to the detector in one single call, whenever a ‘master’
EPICS PV is processed. Similar approach is taken when
reading the values from the detector into the EPICS control system. The detector periodically writes the data into
the local data structure and sends an interrupt which triggers the processing of corresponding EPICS PVs (readout
processing can be triggered also manually, through an
EPICS channel). There exists of course a subset of EPICS
records which have the direct access to the camera, e.g.,
restarting/shutting down the camera or its individual
readout boards or FPGAs, or setting some low-level camera operation parameters. One important feature is also
the provision of the so-called ‘in-sync’ flag, which defines
if the value stored in EPICS PVs are the same as the values on the detector.
Figure 4 shows the expert caQtDM Graphical User Interface (GUI) used to control the GigaFroST detector.

DATA ACQUISITION SYSTEM
In order to efficiently stream and manipulate the vast
amount of data generated by GigaFroST detector a high
performant data backend system has to be provided. The
IT infrastructure consists of a capable backend server
responsible for reception and assembling of data sent over
eight 10 Gbit/s fiber optics connections (received by a
specialized network switch which routes data to the
backend server over two 40 Gbit/s ethernet connections).
Assembled images are then streamed further to the file
storage server, file writer server and the reconstruction
cluster.
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The data (unidirectional) is streamed between different
processes using the ZeroMQ (ZMQ) [5] distributed messaging protocol (one sender can send to many receivers),
while the control of individual processes (bi-directional
messaging) is passed via Representational State Transfer
(REST) interface [6]. The DAQ infrastructure and its
topology is shown in Fig. 5.

Backend Server
The data backend server is equipped with two CPUs
with 14 cores each. Per CPU, one dedicated 40 Gbit/s
network card and 256 GB of RAM are available. Each
CPU receives the data from one of the readout boards
(one half of the image divided into 4 incoming streams).
The data streams are assigned to separate receiver processes running on dedicated cores. Therefore, in the first
step each half of the image is reassembled on separate
CPUs and then put together and placed in a specialized
ring buffer architecture used for high-frequency memory
access. Once the frame is assembled successfully, it can
be sent further to downstream clients.
The backend server is connected with the rest of the infrastructure (file storage system, file writer server and
reconstruction cluster are connected to the same switch)
via two 56 Gbit/s Infiniband FDR connections. A separate
stream - usually (but not necessarily) with reduced rate is also sent from the backend server (via a smaller ring
buffer) to serve for live image previewing in the experimental control room. However, processing of those
frames has a lower priority compared to the main data
stream.

Figure 4: GigaFRoST expert control caQtDM GUI.
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Figure 5: GigaFRoST network infrastructure and its topology.

File Writing and Storage
The writer process can subscribe to the ZMQ stream
published by the backend server. Upon receiving the
image and header data it packs them into a HDF5 files.
Scientific Data Exchange format [7] is used for the file
structure of HDF5 files. The central file storage server
uses the General Parallel File System (GPFS) [8] and is
connected to the beamline network with standard ethernet
connections.

Limitations and Expandability
Currently the limiting factor in the entire data chain is
the distribution of data from the backend server ring buffer to any downstream consumers. The throughput from
the backend server is currently limited to roughly 2.2
GB/s. As a consequence, the ring buffer eventually saturates when using high data rates and starts dropping
frames, limiting the amount of recorded data to the size of
the internal server memory (currently 512 GB). This issue
is currently being investigated and possible bottlenecks
(e.g., specifics of a chosen ZMQ stream protocol message
structure, internal memory bandwidth, process of reassembling the images) are being identified. Ideally, the
writing speed would match the acquisition rate, limiting

the amount of continuously taken data to only the size of
available disk storage.
Due to the modularized design of system components,
future improvements are relatively straightforward.
Measures like distribution and parallelization of backend
over multiple servers processing only subsets of images,
splitting file writing over several processes or insertion of
additional modules through subscriptions to the ZMQ
stream (e.g., dedicated data compression) could be taken.

SUPPORTING BEAMLINE
INFRASTRUCTURE
The GigaFRoST camera image acquisition is synchronized with the experiment setup using 6 BNC connectors
with TTL logic. The sample is rotating on the fast airbearing Aerotech rotation stage rotating at maximum
velocity of 3600 deg/s (10 Hz). The rotation stage is integrated into the EPICS control system via a softIOC running on a PC with the Windows operating system with
real time extension and communicating with the Aerotech
controller over a firewire connection. The Aerotech controller provides a Position Synchronized Output (PSO)
signal, that can be used to either enable or externally
trigger camera acquisition based on the position of the
rotation stage. Camera and/or the rotation stage could be
triggered also by any arbitrary external device or signal
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source, taking part in the experiment. The routing of the
trigger signals between the camera and external devices is
provided via a custom designed, FPGA based ‘signal
box’. This box was designed at PSI and is equipped with
several BNC input and output connectors and the connector for Aerotech input/output signals. Input-output
pairs can be configured dynamically using EPICS serial
communication stream device driver. If required by the
experiment an arbitrary delay can be set for each output
as well.

CONCLUSION
A high-speed camera system was developed at PSI,
able to continuously stream data at a rate of 7.7 GB/s,
process it in real time (assemble the image), send them
forward as a ZMQ stream and finally write the data to the
final storage as HDF5 files. Additionally, a separate
stream serving for a live image preview is provided. The
GigaFRoST camera is integrated into the EPICS control
system via an IOC running on the camera control board’s
PPC, where an embedded Linux operating system is running.
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AREADETECTOR: EPICS SOFTWARE FOR 2-D DETECTORS
M. L. Rivers, University of Chicago, Chicago, USA
Abstract
areaDetector is an EPICS framework to support 2-D
detectors. It is modular C++ code that greatly simplifies
the task of writing drivers for new detectors. It supports
plugins, which receive detector data from the driver and
process it in some way. For example, plugins perform
statistics calculations, image processing, Region-OfInterest extraction, file saving, color mode conversion,
and export to EPICS Channel Access or pvAccess for
image display in clients like ImageJ. Plugins can each run
in their own threads, permitting parallel processing on
multi-core machines. Drivers have been written for many
of the detectors commonly used at synchrotron and neutron sources, including CMOS and CCD imaging and xray detectors, pixel array detectors and flat panel detectors.

INTRODUCTION
Most x-ray experiments whether at a synchrotron, FEL,
or home laboratory use 2-D detectors. These include xray detectors such as direct-detect pixel array detectors
and scintillation based detectors with CCD, CMOS, and
amorphous silicon sensors. It also includes visible light
CCD and CMOS cameras for imaging and optical spectroscopy. These detectors need to be integrated with the
control system used for other components of the experiment. Many beamlines around the world use the EPICS
control system [1], which is a collaborative open-source
control system toolkit. areaDetector is an EPICS framework for controlling detectors [2]. An early (2010) version of areaDetector was described in [3]. This paper will
briefly summarize the framework architecture, and then
describe in greater detail the features that have been added since 2010.
The goals of the areaDetector module are to:
• Minimize the amount of code that needs to be written to
implement a new detector.
• Provide a standard interface defining the functions and
parameters that a detector driver should support.
• Provide a set of base EPICS records that will be present
for every detector using this module. This allows the
use of generic EPICS clients for displaying images and
controlling cameras and detectors.
• Allow easy extensibility to take advantage of detectorspecific features beyond the standard parameters.
• Have high-performance.
• Provide a mechanism for device-independent real-time
data analysis such as regions-of-interest, statistics, image processing.
• Save files in industry standard formats.
• Provide drivers for commonly used detectors in x-ray
and imaging applications.

ARCHITECTURE

Figure1: areaDetector Architecture.
The architecture of the areaDetector module is shown
in Figure 1. From the bottom to the top this architecture
consists of the following six layers:
1. This is the layer that allows user written code to communicate with the hardware. It is usually provided by
the detector vendor. It may consist of a library, a socket
protocol definition, or other type of API.
2. This is the driver that is written for the areaDetector
application to control a particular detector. It is written
in C++ and inherits from the ADDriver class. It uses the
standard asyn interfaces for control and status information. Each time it receives a new data array it passes
it as an NDArray object to all Layer 3 clients that have
registered for callbacks. This is the only code that needs
to be written to implement a new detector.
3. Code running at this level is called a plugin. This code
registers with a driver (or another plugin) for a callback
whenever there is a new data array.
4. This is standard asyn device support that comes with
the EPICS asyn module [4, 5].
5. These are standard EPICS records and EPICS database
(template) files that define records to communicate
with drivers at Layer 2 and plugins at Layer 3.
6. These are EPICS channel access clients that communicate with the records at Layer 5. areaDetector includes
ImageJ client applications that can display images using EPICS Channel Access or pvAccess. It also includes detector and plugin screens for the EPICS display managers medm, edm, CSS BOY, and caQtDM.

IMPLEMENTATION
The areaDetector module depends heavily on asyn. It is
the software that is used for inter-thread communication,
using the standard asyn interfaces (e.g. asynInt32,
asynOctet, etc.), and callbacks. areaDetector is implemented using C++ classes. The base classes, from which
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drivers and plugins are derived, take care of many of the
details of asyn and other common code. The most important classes in the areaDetector software are described
here.

NDArray
The NDArray (N-Dimensional array) class is used for
passing detector data from drivers to plugins, and from
one plugin to another. An NDArray is a general purpose
class for handling array data. An NDArray object is selfdescribing, meaning it contains enough information to
describe the data itself. It can optionally contain "attributes" (class NDAttribute) which contain meta-data describing how the data was collected, etc. Each dimension
of the array is described by an NDDimension structure,
which includes the size, offset from detector origin, binning and a flag indicating if the data are reversed in that
dimension from the original detector orientation. NDArrays supported datatypes are signed and unsigned 8, 16,
and 32 bit integers, and 32 and 64 bit floats. The NDArrayPool class manages a free list (pool) of NDArray objects. Drivers allocate NDArray objects from the pool,
and pass pointers to these objects to plugins. Plugins
increase the reference count on the object when they place
the object on their queue, and decrease the reference
count when they are done processing the array. When the
reference count reaches 0 again the NDArray object is
placed back on the free list. This mechanism minimizes
the copying of array data in plugins.

NDAttribute
NDAttribute is a class for linking metadata to an
NDArray. An NDAttribute has a name, description, data
type, value, source type and source information. Attributes are identified by their names. There are methods to
set and get the information for an attribute. The PVAttribute, paramAttribute, and functAttribute classes are derived from NDAttribute. PVAttribute obtains its value by
monitor callbacks from an EPICS Process Variable (PV),
and is thus used to associate current the value of any
EPICS PV with an NDArray. For example, each image
could be tagged with the positions of set of motors and/or
the energy of a monochromator. paramAttribute obtains
its value from the current value of a driver or plugin parameter. The paramAttribute class is typically used when
it is important to have the current value of the parameter
and the value of a corresponding PVAttribute might not
be current because the EPICS PV has not yet updated.
functAttribute gets its value from a user-defined function,
and so may be used to obtain its value from any data
source.

Class Hierarchy
The class hierarchy for drivers and plugins is shown in
Figure 2. To save space this figure does not show all of
the drivers or plugins.

Figure 2: areaDetector class hierarchy.

asynPortDriver
The lowest level class is asynPortDriver, which is part
of asyn. It hides the asyn interfaces to EPICS device support, and implements a parameter library and callbacks to
device support when parameter values change. This class
is used for many EPICS drivers (e.g. A/D, D/A, digital
I/O), not just those in areaDetector.

asynNDArrayDriver
asynNDArrayDriver is the class from which both
plugins and areaDetector drivers are indirectly derived. It
is a general purpose N-dimensional array driver class, and
is not limited to 2-D detectors. For example it is used for
spectroscopy detector drivers that produce 1-D arrays and
for 4-channel electrometer drivers that produce timeseries data. It defines the parameters that all NDArray
drivers and plugins should implement if possible. These
parameters have an associated asyn interface (asynInt32,
asynFloat64, etc.), and access (read-only or read-write).

ADDriver
Class ADDriver inherits from asynNDArrayDriver and
is the class from which areaDetector drivers are directly
derived. It provides parameters and methods that are
specific to 2-D area detectors. These are parameters that
all areaDetector drivers should implement if possible, and
include acquisition time, stop/start acquiring, detector
region to read, etc. Although ADDriver is used for 2-D
detectors, the NDArrays it generates may be 3-D, because
it supports color cameras, with pixel, row or plane interleave formats.

NDPluginDriver
The NDPluginDriver class also inherits from
asynNDArrayDriver, and is the class from which all of
the plugins are directly derived. It defines the parameters
that control the plugin behavior, such as which driver or
plugin to get its data from, whether the plugin shown be
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blocking or non-blocking, the number of threads to use,
etc.

DETECTOR DRIVERS
Table 1: Detectors Currently Supported
Repository
ADSimDetector
ADCSimDetector
ADADSC
ADAndor
ADAndor3
ADBruker
ADDexela
ADFastCCD
ADFireWireWin
ADLambda
ADLightField
ADmar345
ADmarCCD
ADMerlin
ADMythen
ADPCO
ADPerkinElmer
ADPhotonII
ADPICam
ADPilatus
ADPixirad
ADPointGrey
ADProsilica
ADPSL
ADPvCam
ADQImaging
ADRoper
ADURL
aravisGigE
firewireDCAM
NDDriverStdArrays
pvaDriver

Detector/camera type
Simulation driver for 2-D images,
supports all data types and color
modes.
Simulation driver for time-series
data from an N-channel ADC.
ADSC CCD
Andor CCD SDK 2.x
Andor sCMOS SDK 3.x
Bruker CCD with BIS
Perkin Elmer Dexela CMOS flat
panel
LBNL/ANL/BNL fast CCD
Firewire IIDC/DCAM cameras on
Windows
XSpectrum Lamba pixel array
Princeton Instruments CCDs and
spectrographs using LightField
mar345 online image plate
Rayonix CCD
Quantum Detectors Merlin Medipix3 pixel array
Dectris Mythen strip pixel array
PCO Dimax and Edge CMOS
Perkin Elmer amorphous silicon flat
panel
Bruker PhotonII scintillator/CMOS
Princeton Instruments CCDs using
PI CAM library
Dectris Pilatus pixel array
Pixirad CdTe pixel array
FLIR/Point Grey CCD and CMOS
AVT/Prosilica CCD and CMOS
Photonic Sciences cameras using
PSLViewer socket server
Photometrics/Princeton Instruments
cameras using PvCam library
QImaging Technology CMOS
Photometrics/Princeton Instruments
cameras using WinView
Reads images from a URL, such as
Web cameras and disk files
Genicam GigE cameras on Linux
Firewire IIDC/DCAM cameras on
Linux
Receives NDArrays from EPICS
Channel Access clients
Receives NDArrays from EPICS
pvAccess servers

areaDetector contains drivers for many for many commonly used 2-D detectors at synchrotron beamlines.
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These drivers inherit from ADDriver. Drivers implement
as many of the standard areaDetector parameters as possible, and also implement additional parameters that are
specific to that detector. If the vendor API supports saving
files, then this is implemented in the driver. areaDetector
can also save files using plugins described below. For
some drivers the only way to get the detector data into
areaDetector is to write a disk file then read that back into
memory (e.g. Pilatus, marCCD, mar345). For other drivers the data can be obtained directly. Drivers optionally
pass the detector data back to any registered plugins as
NDArrays as each image is collected. Table 1 lists the
detectors that are currently part of the areaDetector project on GitHub. Each detector is in its own repository in
the areaDetector project.

PLUGINS
A powerful feature of the areaDetector module is the
concept of plugins. Plugins are used to process array data
in real time. A plugin registers for callbacks from a driver
or another plugin. Each time the driver or other plugin
receives a new NDArray it passes a pointer to that NDArray to all plugins that have registered with it for callbacks.
Plugins derive from the NDPluginDriver base class,
which handles the tasks that are common to all plugins.

Plugin Configuration Parameters
Figure 3 shows the detailed configuration screen that is
available for NDPluginDriver. Most plugins have additional configuration parameters beyond those shown in
this screen. The following describes the most important
plugin configuration parameters shown in this screen,
from top to bottom.

NDArrayPort, NDArrayAddress: These control
the asyn port name and address of the driver or plugin
that will do callbacks to this plugin, i.e. the source of the
NDArray data.
EnableCallbacks: Enable or disable this plugin.
When enabled it registers for callbacks from the source,
when disabled it unregisters.
MinCallbackTime: The minimum time between
processing callbacks. Any callbacks occurring before this
minimum time has elapsed will be ignored. 0 means no
minimum time, i.e. process all callbacks.
BlockingCallbacks: Plugins can execute either in a
blocking mode or a non-blocking mode. In the blocking
mode the callback is executed by the driver callback
thread. In this mode the callback is guaranteed to execute
for each NDArray callback. However, it can slow down
the driver, and does not utilize the multi-core capability of
modern CPUs. In the non-blocking mode the driver
callback simply places the NDArray data in a queue that
is part of the plugin. The plugin then executes the
callback code in its own thread. It removes NDArray data
from the queue, processes it, and releases the data back to
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MaxThreads: The maximum number of threads that
this plugin is allowed to use when BlockingCallbacks=No. This is defined when the plugin is created,
and cannot be changed at run-time. Some plugins are not
thread-safe for multiple threads running in the same
plugin object, and these force MaxThreads=1.
NumThreads: The number of threads to use for this
plugin. The value must be between 1 and MaxThreads.
QueueSize: The total queue size for callbacks when
BlockingCallbacks=No. This can be changed at run time
to increase or decrease the size of the queue and thus the
buffering in this plugin. When the queue size is changed
the plugin temporarily stops the callbacks from the input
driver and waits for all NDArrays currently in the queue
to process.
QueueFree: The number of free queue elements.
This record goes into minor alarm when the queue is 75%
full and major alarm when the queue is 100% full.
SortMode, SortTime, SortSize, SortFree:
When the plugin is using multiple threads it is likely that
the NDArray output will be slightly out of order, i.e.
NDArray.uniqueId fields will not be monotonically increasing. This is because the threads are running asynchronously and at slightly different speeds. As a consequence a plugin downstream of this plugin will receive
NDArrays in the wrong order. Plugins have an option to
sort the NDArrays by uniqueId to attempt to output them
in the correct order. This sorting option is enabled by
setting SortMode=Sorted. The arrays to be output are
stored in a sorted list of size SortSize, and a thread waits
for up to SortTime for the next expected NDArray to
arrive before outputting the next element from the list.

DisorderedArrays: The number of NDArrays that
have been output in the wrong order.
DroppedArrays: The number of NDArrays that
have been dropped because an NDArray callback occured
when BlockingCallbacks=No and the plugin driver queue
is full, so the callback cannot be processed.
DroppedOutputArrays: The number of NDArrays
that have been dropped on output because an NDArray
callback occurs when SortMode=Sorted and the sorted
list is full (SortFree=0), so the NDArray cannot be added
to the list.
Figure 3: Plugin Detailed Configuration Screen.
the NDArrayPool when it is done. It is possible to drop
NDArray data if the queue is full when a callback occurs,
i.e. some callback data will not be processed. The nonblocking mode can utilize the multi-core capabilities of
modern CPUs because each plugin is executing in its own
thread. The operation of the queue and the NDArrayPool
class means that data never needs to be copied; each
plugin has a pointer to the data which will continue to be
valid until the last plugin is done with it.

NDArray Information: Below DroppedOutputs in
Figure 3 are a number of parameters that provide information on the most recent NDArray received (NDimensions, Dimensions, DataType, ColorMode, BayerPattern,
UniqueID, and TimeStamp. The Attributes fields allow
specifying an XML file that will define additional NDAttributes that this plugin will add to the NDArray before
calling any downstream plugins.
ArrayCallbacks: Enable or disable this plugin from
doing callbacks to any downstream plugins that have
registered for callbacks.
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ProcessPlugin: NDPluginDriver maintains a pointer
to the last NDArray that the plugin received. ProcessPlugin causes the plugin to run again using this same
NDArray. This can be used to change the plugin parameters and observe the effects on downstream plugins and
image viewers without requiring the underlying detector
to collect another NDArray.
Available Plugins
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ROI

ROIStat
Scatter

Table 2 lists the plugins that are currently part of the areaDetector project. Plugins are not difficult to write, and
many sites have written their own for specific applications. To save space in the table the NDPlugin prefix for
each plugin type is omitted.
Table 2: Available Plugins
Plugin
AttrPlot
Attribute
CircularBuff
ColorConvert
FFT

File
Gather

Overlay

Pos

Process

Pva

Description
Copies NDAttribute values to waveform
records for plotting.
Extracts NDArray attributes and publishes
their values over Channel Access.
Buffers NDArrays in a circular buffer until
triggered.
Converts the ColorMode of the NDArray.
Computes 1-D or 2-D FFTs. Exports
NDArrays containing the absolute value of
the FFT, and waveforms of the real and
imaginary components, and time and frequency axes. Optionally does recursive
averaging to increase the signal to noise.
Base class for file writing plugins.
Gathers NDArrays from multiple upstream
plugins and merges them into a single
stream. Normally used together with
NDPluginScatter to allow multiple instances of a plugin to process NDArrays in
parallel.
Adds graphics overlays to an NDArray
image. Used to highlight ROIs or beam
location, implement cursors, add text annotation, etc. Provides control of the location, size, line width, color, and drawing
mode of each overlay element.
Attaches positional information to NDArrays as NDAttributes. Designed to store
NDArrays in an arbitrary pattern within an
HDF5 multi-dimensional dataset.
Performs arithmetic processing on NDArrays. Operations include background subtraction, flat-field normalization, scaling,
offset, clipping, recursive digital filter, and
data type conversion.
Converts NDArrays into the EPICS V4
type NTNDArray. An embedded pvAccess
server is created to serve the NTNDArray
structure on the network.

Stats

StdArrays
TimeSeries
Transform

ffmpegServer

Selects a Region Of Interest from an
NDArray. It optionally does binning, orientation reversal, scaling, data type conversion, and collapsing (removing) dimensions whose value is 1.
Provides multiple ROIs and simple statistics in a single plugin.
Used to distribute (scatter) the processing
of NDArrays to multiple downstream
plugins, allowing multiple instances of a
plugin to process NDArrays in parallel.
Normal plugins pass each NDArray to all
downstream plugins, while this plugin
passes each NDArray to only one downstream plugin. Normally used with
NDPluginGather.
Computes statistics on the NDArray including min, max, mean, sigma, total, net,
centroid, sigma, skewness, kurtosis, profile
arrays in X and Y directions, histogram
arrays, and entropy.
Converts NDArrays into 1-D arrays for
export as waveform records and ancillary
PVs with EPICS Channel Access..
Appends 1-D or 2-D data into time-series
arrays. Operates in either Fixed Length or
Circular Buffer modes.
Geometrically transforms NDArrays with
the 8 possibilities that involve rotations by
multiples of 90 degrees and mirror reflections about the central vertical line of the
array.
Uses the ffmpeg library to provide compression either into an mjpg stream over
http, or to disk in any file format that
ffmpeg supports.

File Writing Plugins
NDPluginFile is the base class from which the actual
file writing plugins are derived. It supports 3 file saving
modes.
1. Single mode. In this mode each NDArray callback
results in a separate disk file.
2. Capture mode. In this mode a memory buffer is allocated before saving begins. Callback arrays are placed
into this buffer, and when capture stops the file is written to disk. This mode limits the number of frames
that can be saved, because they all must fit in a
memory buffer. It is the fastest mode, with the least
probability of dropping arrays, because no disk I/O is
required while capture is in progress.
3. Stream mode. In this mode the data are written to a
single disk file for those file formats that support multiple arrays per file (netCDF, NeXus and HDF5). Each
frame is appended to the file without closing it. It is
intermediate in speed between Single mode and Capture mode, but unlike Capture mode it is not limited
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by available memory in the number of arrays that can
be saved. For file formats that do not support multiple
arrays per file (e.g. JPEG, TIFF) this mode is really
the same as Single mode, except that one can specify a
total number of files to save before stopping.
There are currently 6 file writing plugins.

NDFileJPEG: Writes files in JPEG format. It supports 8- bit images with any color mode and with userdefined quality factor. It cannot store NDAttributes in the
file, and can only store 1 image per file.
NDFileTIFF: Writes files in TIFF format. It supports NDArrays of any of the 8 NDArray data types and
all color modes. It writes all NDAttributes attached to the
NDArray as TIFF ASCII file tags, up to a maximum of
490 tags. These tags start with number 65000. It can only
store 1 NDArray per file, and does not support compression.

NDFileNetCDF: Writes files in netCDF Classic
format. It supports NDArrays of any of the 8 NDArray
data types. It writes all NDAttributes attached to the
NDArray as additional variables in the netCDF file, and
can store multiple NDArrays per file.
NDFileHDF5: Writes files in HDF5format. It supports NDArrays of any of the 8 NDArray data types. It
writes all NDAttributes attached to the NDArray as additional variables in the HDF5 file, and can store multiple
NDArrays per file. The layout of the data in the HDF5
file can be defined using an XML file. It supports control
of chunking, and multiple compression algorithms. It
supports the Single Writer Multiple Reader (SWMR)
feature that was added in HDF5 1-10.
NDFileNexus: Writes files in HDF5format, but it
uses the NeXus API rather than the native HDF5 API. It
supports NDArrays of any of the 8 NDArray data types.
NDFileMagick: Writes file using the GraphicsMagick library. This supports a large number of formats including JPEG, BMP, EPS, FITS, GIF, HTML, JBIG, JB2,
PDF, PNG, and TIFF (with compression).
Note that many vendors provide file writing in their
API or applications, and this provides another mechanism
for writing images to disk.
DISTRIBUTED PROCESSING
An areaDetector IOC runs as a single process. It can effectively use many cores because each plugin can run in
one or more threads. It is also possible to scale areaDetector to run in multiple processes and on multiple machines.
This is done by using the EPICS V4 pvAccess services
[6]. The IOC that is running the detector driver runs the
NDPluginPva plugin. This plugin accepts NDArrays from
the driver, converts them to the EPICS V4 NTNDArray
normative type, and serves them on the network with a
pvAccess server. To distribute the load additional IOCs
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can be run either on the same machine or on other machines on the network. These additional IOCs run the
pvaDriver driver code. This driver is a pvAccess client,
and subscribes for callbacks from the NDPluginPva
plugin. It receives the NTNDArrays and converts them
back to NDArrays in this IOC, where plugins can perform
additional processing and file I/O. This architecture provides easy scaling when the required processing exceeds
that which can be done in a single process on a single
machine.

PERFORMANCE
The following tests were done to illustrate what can be
gained from using the EPICS V4 mechanism described
above to increase performance. In this case the goal was
to be able to store 4096x3078 pixel 8-bit images at 190
frames/s as HDF5 files, the maximum frame rate of a new
Adimec camera. The tests were done on a single Linux
machine with 20 cores and 128 GB of RAM. HDF5 files
were written to a 64GB tmpfs RAM disk. The ADSimdetector driver was generating the images, NDPluginScatter sent the images to 3 NDPluginPva plugins. These sent
the images to 3 other IOCs, each running the pvaDriver,
and the NDFileHDF5 plugin.
Table 3: Performance with pvAccess for Parallel I/O
# IOCs
1
2
3

Files/sec
101.0
195.2
217.5

GB/sec
1.19
2.29
2.55

It can be seen that a single IOC was unable to meet the
190 frame/s performance spec, 2 IOCs just met it, and 3
IOCs exceeded it by 10%. With 3 IOCs the performance
appears to be limited by memory bandwidth.

VIEWERS
One of the advantages of areaDetector is that it enables
the use of generic image display clients that obtain their
data via EPICS Channel Access or pvAccess and work
with any detector. There are currently three such generic
clients provided with the areaDetector distribution. The
first two are plugins for the popular ImageJ Java-based
image processing program. EPICS_AD_Viewer.java uses
EPICS Channel Access, while EPICS_NTNDA_Viewer.java uses EPICS V4 pvAccess (Figure 4). The
third is an IDL-based viewer which can be run without an
IDL license under the IDL Virtual Machine. Because
ImageJ is free and more widely available and used than
IDL, future enhancements are more likely to be done on
the ImageJ plugins rather than the IDL viewer. These
viewers are contained in the areaDetector distribution in
the ADViewers repository.
The V4 EPICS_NTNDA_Viewer has a number of significant advantages compared to the EPICS_AD_Viewer:
• The NTNDArray data is transmitted "atomically" over
the network, rather than using separate PVs for the image data and the metadata (image dimensions, color
mode, etc.)
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• When using Channel Access the data type of the waveform record is fixed at iocInit, and cannot be changed at
runtime. This means, for example, that if the user might
want to view both 8-bit images, 16-bit images, and 64bit double FFT images then the waveform record would
need to be 64-bit double, which adds a factor of 8 network overhead when viewing 8-bit images. pvAccess
changes the data type of the NTNDArrays dynamically
at run-time, removing this restriction.
• Channel Access requires setting EPICS_CA_MAX_ARRAY_BYTES, which is a source of considerable
confusion and frustration for users. pvAccess does not
use EPICS_CA_MAX_ARRAY_BYTES and there is
no restriction on the size of the NTNDArrays.
• The performance using pvAccess is significantly better
than using Channel Access. NDPluginPva is 5-10 times
faster than NDPluginStdArrays, and ImageJ can display
1.5-2 times more images/s with pvAccess than with
Channel Access.
In addition to the ImageJ viewer plugins, there is an
ImageJ plugin to graphically define the detector/camera
readout region, ROIs, and overlays (EPICS_AD_Controller.java). Another ImageJ plugin provided with
areaDetector, GaussianProfiler.java, does real-time line
profiles with Gaussian peak fitting (Figure 5).

Figure 4: EPICS V4 ImageJ Plugin Control.
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ADSupport: Contains the source code for all of the
third party libraries that areaDetector can use. These have
been modified to use the EPICS build system, so they can
be built on most platforms that EPICS supports, including
Linux, Windows, Mac OS, and VxWorks. These libraries
include JPEG, TIFF, GraphicsMagick, HDF5, blosc,
Nexus, netCDF, szip, xml2, and zlib. For each library it is
possible to build areaDetector without or without it, and
to build with the library in ADSupport or with a system
installation of the library.
ADSimDetector: Contains the source code for a
simulation detector. Other real drivers are also each in
their own repositories.
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Abstract

The Z Machine is the world’s largest pulsed power
machine, routinely delivering over 20 MA of electrical
current to targets in support of US nuclear stockpile stewardship and in pursuit of inertial confinement fusion. The
large-scale, multi-disciplinary nature of experiments
(“shots”) on the Z Machine requires resources and expertise from disparate organizations with independent functions and management, forming a Collaborative Systemof-Systems. This structure, combined with the Emergent
Knowledge Processes central to preparation and execution, creates significant challenges in planning and coordinating required activities leading up to a given experiment. The present work demonstrates an approach to
scheduling planned activities on “shot day” to aid in coordinating workers among these different groups, using
minimal information about activities’ temporal relationships to form a Simple Temporal Network (STN). Historical data is mined, allowing a “standard” STN to be created for common activities, with the lower bounds between
those activities defined. Activities are then scheduled at
their earliest possible times to provide participants a time
to “check-in” when interested.

INTRODUCTION
“Linearity is an artificial way of viewing the world.
Real life isn’t a series of interconnected events occurring
one after another like beads strung on a necklace.”

– Ian Malcom, in Jurassic Park

The Z Machine (hereafter “Z”) is the world’s largest
pulsed power machine, routinely delivering over 20 MA
of electrical current to targets in support of various programs, including US nuclear stockpile stewardship and
pursuit of inertial confinement fusion. A single experiment (or “shot”) requires months of planning, design
work, specialized hardware fabrication, and diagnostics
configuration, all involving experts from a variety of
specialized backgrounds such as plasma physics, hydrodynamics, dynamic material properties, laser technologies, atomic spectroscopy, neutron diagnostics, electrical
engineering, mechanical engineering, and electromechanical controls. Regular operation of Z on a daily
basis requires specialists from these fields as well as technicians and installers performing regular machine maintenance and configuration, which involves activities such as
operating heavy machinery, refurbishing equipment, performing routine mechanical and electrical work, and even
___________________________________________

† maschaf@sandia.gov

Challenges to Coordination
The activities, specialties, and organizations involved
in Z experiments and operations have evolved over time,
posing significant challenges to coordination of daily
activities using static and deterministic plans and schedules. While much of the funding for the experiments and
operations of the machine comes from a single organization, many activities and capability enhancements are
funded at least in part through alternate sources and organizations, leading to varied and dynamic relationships
between participating personnel and systems. Many of the
supporting staff for diagnostics, targets, and subsystems
have independent management and volunteer-like participation with Z experiment preparation and execution.
These traits, especially varying levels of “operational
independence” and “managerial independence” of constituents, place Z on the spectrum of a Collaborative System-of-Systems (SoS) [1]. This type of operation has no
recognized central authority to provide top-down guidance on organization and execution of work, and often
there exist no centrally or commonly defined roles and
responsibilities. While individual sections and agents may
generate their own activities and associated (implicit or
explicit) plans and schedules for those activities, such
plans and schedules may be communicated in an ad-hoc
manner or simply adapted in-situ pursuant to perceived
progress of a given experiment throughout a day. Such
behaviors (i.e., ad-hoc communication and in-situ adaptation) significantly challenge efforts in higher-level planning and scheduling for experiments to aid in coordination across groups; static plans and schedules – even if
fully informed (which is rarely the case) and even if created very close to “shot day” – can quickly become obsolete, causing wide-varying interpretations and even distrust of any schedule updates or future experiments’
schedules.
The interfaces between participants on a given shot are
sometimes known in advance but, as mentioned above,
are often of an ad-hoc nature. Eliminating this behavior is
not possible, nor is it desirable, since in fact this ability to
adapt is widely recognized as essential to the success of Z
experiments due to the research-oriented (and therefore
often emergent) nature of much of the work. Such work is
typical of Emergent Knowledge Processes (EKPs), which
“involve intellectual activities, expert knowledge, and
diverse people in unstructured and unpredictable combinations” [2].
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This emergent knowledge environment poses another
major challenge to higher-level planning and scheduling
on Z, however. Many shot activities represent active areas
of research, including the primary machine’s regular
performance (e.g., delivery of electrical current), regular
diagnostics (e.g., x-ray measurement), and experimental
subsystems and diagnostics (e.g., plasma cleaning, CMOS
cameras). Activities are often planned which have no
clear upper bound of time associated with them, whether
because they involve completely novel apparatus or procedures, or because the effects and timing of the activity
have not been well-characterized by statistical methods
and measures (or cannot be due to insufficient data and/or
epistemic uncertainties). This inability to constrain operations activities’ timings to well-characterized, limitedduration events provides the second significant challenge
to higher-level planning and scheduling of activities for a
given experiment.
Despite these two major challenges to planning and
scheduling, many stakeholders and participants in the Z
SoS consistently express a desire for a higher-level understanding of the system’s anticipated and actual temporal
behavior for a given experiment. To put it in the simplest
terms, the two main questions that sum up most concerns
are a form of, “How do we think we’re going to do?”
(before shot day) and “How are we doing?” (during shot
day). These two questions reflect a common need for a
consistently defined, unambiguous presentation of an
experiment’s events before shot day (which would better
enable planning and coordination ahead of time, as well
as provide an indicator for likelihood of success) and
during shot day (to better enable adaption and collaboration, as well as increase the likelihood of success). In
keeping with Maier’s architectural principles for an SoS,
endeavoring to answer these questions is a form of endeavoring to “leverage interfaces” of and “ensure cooperation” by all parties involved in the Cooperative SoS [1].
When designing a Z experiment, many activities can be
planned to happen simultaneously, and uncharacterized
(i.e., epistemic) uncertainties surround many of the activities’ timescales, so it is difficult to accurately estimate in
advance the impacts of one or more additional activities
or the uncertainty that exists when planning ahead for and
adapting during an operational day. For this reason, when
designing an experiment, it is desirable to understand the
behavioral aspect by modeling “the emergent behaviors
resulting from these complex interconnections in order to
understand how the system will perform” [3]. (For the
present work, the scope of behavior is limited to temporal
behavior.)
Equally important to enabling coordination among
independent participants, however, is understanding the
perceptual aspect, which
…relates to how the system is interpreted through
the perspective of system stakeholders. This aspect
considers individual stakeholder preferences, and
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how preferences vary across stakeholders. It also
considers the changes in preferences as a response to
context shifts over time as the stakeholders interact
with the system in its environment. This aspect relates to cognitive limitations, biases, and preferences
of the stakeholders. [3]
This latter aspect of the problem implies that success
can only be achieved when the temporal behavior of a Z
experiment is captured and presented in a way that can
account for the varying perceptions of what that behavior
means for individual participants.

Pitfalls of Naïve Prediction
A common question that most Z experiment participants have asked at some time or another is, “When is
Activity X going to happen?” And indeed, a naïve goal of
constructing a schedule may be to try to answer this question in the context of the Z SoS, even with the challenges
presented above. However, since most participants agree
that deterministic predictions like this question cannot be
consistently accurate, many ask instead a question which
looks less naïve because it invokes probabilistic
measures: “When is Activity X likely to happen?” Due to
the unique characteristics of Z as a Cooperative SoS centered around Emergent Knowledge Processes, however,
this question is also naïve. First, there exist little statistical
data on which to base probabilistic estimates for most of
the activities, and requiring data (or estimates) from all
parties involved neither encourages cooperation nor ensures verified/validated data. Second, in a researchintensive environment with many EKPs, where epistemic
sources of uncertainty have large effects, aleatoric distributions (i.e., statistics) often prove to be unhelpful descriptors of temporal behavior due to the overwhelming
effects of the uncharacterized portions of uncertainty.
Even when characterized, the meaning of long tails, extreme skewness, and multiple modes of distributions visà-vis planning/scheduling are virtually impossible to
communicate individually, much less in aggregate form,
to all participants in the SoS. Keeping in mind the behavioral and perceptual aspects of an experiment: the answer
to this question of an activity’s “likely time” will not stay
constant throughout an experiment, the answer may be
different for every participant in the SoS due to their
perceptions when quantifying “likely” [4], and the answer
will be of varying degrees of usefulness to every participant due to cognitive limitations, biases, and preferences.
Perhaps most importantly, providing probabilistic times
does not encourage behavior that aids in real-time coordination [5], since it is always preferable for resources to be
available ahead of time. Finally, there is no (and cannot
be a) centrally defined “correct” response to probabilistic
information in an environment with independent management and operational behaviors.

METHOD
Herbert Simon points out the danger inherent in attempting to answer predictive questions like those above
when he writes, “Because of the possible destabilizing
THMPL01
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effects of taking inaccurate predictive data too seriously,
it is sometimes advantageous to omit prediction entirely”
[6]. Predictions can help participants in some environments, but the goal of the present work – in keeping with
recommendations of [1] – is to provide information that
encourages participants to cooperate with the wider
system in planning, executing, and adapting their own
work. In pursuing this type of goal, “Numbers are not the
name of this game but rather representational structures
that permit functional reasoning, however qualitative it
may be…The heart of the data problem for design is not
forecasting but constructing alternative scenarios for the
future…” [6]. “Functional reasoning” is the goal outlined:
in the present application, the function being overall SoS
coordination and interfacing of constituent members. The
present work, therefore, pursues two means of achieving
that goal: 1) require as little information as possible from
participants while still reliably modeling shot activities
(e.g., do not require statistical distributions generated
from sufficiently large empirical datasets), and 2) provide
consistently actionable information regarding alternative
scenarios to Z SoS participants in order to aid them in
their own plans, execution, adaptation, and interfacing
with other entities.
A Simple Temporal Network [7] seems a natural fit for
these two goals, due to its relatively lightweight data
requirements and its ability to aid in functional reasoning
regarding potential timeline developments. The minimum
bounds between an activity and its successors in a Z experiment can in most cases be quite easily ascertained, as
participants are usually quite able to provide an optimistic
(and often even realistic) estimate of the fastest time in
which an activity can be completed, even activities which
have never been performed before. Therefore the present
work begins based on [7] by using these minimum possible times between activities to construct a directed constraint graph with universal (infinite) upper bounds on all
intervals, leaving a constraint graph with only minimum
bounds. This constraint graph can then be converted to a
distance graph, which is a directed edge-weighted graph
G defined as a tuple G := {V, E}:
V: set of nodes, each representing the start of activities (e.g.,
“Begin Water Fill”)
E: set of edges representing the minimum minutes between
nodes, of form deststart – srcstart ≥ a, where
dest, src ∈ V
start = start time of activity
a ∈ ℝ> 0
No cycles exist.

A simplified example of a distance graph comprising 3
vertices is shown in Fig. 1. Once such a graph (a Simple
Temporal Network, or STN) is created, it can be used to
schedule activities relative to one another by simple addition of the temporal constraints between nodes.
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Figure 1: Simple Temporal Network (STN) comprising 3
nodes and 3 edges.

Creating and Scheduling the STN
A reduced model of a shot was created for the initial
proof of concept, comprising 15 activities across 6 independent groups. The activities chosen were based on
operations diagnostics that automatically record machine
states based on electromechanical and electronic triggers
throughout the Z machine. As an example, a plot of hundreds of past times between two activities’ start times –
vacuum and a downline shot – is shown in Fig. 2.

Figure 2: Time in minutes between starting vacuum and a
downline shot, for a few hundred shots (indexed 0-330).
The minimum-time edges can then be derived from these
electronic records of the states of the machine; in Fig. 2’s
case, the minimum time could be estimated to be just over
60 minutes (to derive reliable minimum times from such
records, some judgment is necessary to adjust for outliers). This estimate can then form the edge in the STN
between these two activities, and analysis and construction of the remaining activities and edges follows the
same pattern. The complete STN created for all 15 activities and their relationships can then be used to schedule
all activities at their earliest begin times, shown in Fig. 3.

Result: Distributed Functional Reasoning
The STN that results from this approach can provide
SoS participants with actionable information to help coordinate work through functional reasoning in several
ways. First, it helps compactly summarize the “alternative
scenarios” recommended in [6] by simply showing a
lower-bounded range of time over which each activity
might happen, rather than a single prediction. This type of
summary view increases understanding of the behavioral
aspect of an experiment’s schedule of activities for all
participants.
Second, the resulting network provides an earliest time
for participants to “check-in” on shot day for any given
activity of concern. An earliest time estimate provided
earlier in time will not be invalidated by later modifications to the activity’s earliest time estimate, since by defi-
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Figure 3: Scheduling of a reduced Z Simple Temporal Network based on earliest times activities could start given an
operations start time of 6am. (Vertical spacing/proximity is only a function of the non-overlapping layout algorithm).
nition the estimate should only get pushed later in time, sensors on which the activities are based, then the STN
meaning that the act of “checking in” will be informative could be automatically rescheduled as each activity beto participants either way (i.e., either the activity will be gins (or doesn’t), serving as a real-time display that parready for them to participate in at the estimated time, or ticipants could reference throughout an experiment to
the participant can get an update of when next to check- better help coordination (and to encourage “checking in”
in). This assurance of useful information encourages on any connected device) as an experiment progresses.
behavior similar to complex sociotechnical systems like
CONCLUSION
buses and airlines, where a minimum time is given to
This
work
began
by
classifying Z machine experiments as
coordinate many participants in “checking in”, but the
a
System-of-Systems
with varying levels of managerial
estimated time of the event might be modified (usually to
and
operational
independence
executing activities that
be later in time, almost never earlier) from the one origiinclude
many
Emergent
Knowledge
Processes. Goals
nally given in order to accommodate large exogenous
were
defined
for
higher-level
planning
and scheduling
uncertainties. This result therefore helps directly address
activities
to
“leverage
interfaces”
and
“encourage
cooperboth the behavioral and perceptual aspects of communiation”
by
1)
requiring
minimal
information
from
each
cating higher-level scheduling information.
participant regarding their own planned activities, and 2)
aiding in functional reasoning around the execution of
FURTHER WORK
activities for a given experiment. The method chosen to
The present work can be expanded on in several ways achieve these goals was a Simple Temporal Network that
presently proposed. First, the STN could be greatly im- temporally relates each activity with its predecessors and
proved with the incorporation of upper bounds on activi- successors, allowing activities to be scheduled at their
ties’ temporal relationships, to help provide not only ear- earliest possible start times. A simplified model of a Z
liest estimated start times but also latest estimated start experiment was created, and an example schedule was
times of activities. Some regular machine activities do shown. Further work was then discussed, including the
have reliable upper limits on how long they might take, challenge of incorporating upper bounds into the network
but even one activity without a definite upper bound (of and the creation of a software tool to help administer and
which activities there are many in EKPs) would prevent communicate the results of the STN’s automatic schedulany estimate of latest start times for all downstream activ- ing/rescheduling as an experiment progresses.
ities in the STN. Probabilistic information may help address this problem in some fashion but is not viewed as an
ACKNOWLEDGEMENT
ideal solution given the discussions above in Pitfalls of
Naïve Prediction. In addition, upper bounds intermittently The author is grateful to Ryan Kamm and the workers at
or inconsistently incorporated into the STN could confuse Z for feedback and encouragement.
more than help participants, since the information guaran- Sandia National Laboratories is a multimission laboratory
tees discussed above would no longer hold true. Further managed and operated by National Technology and Engiwork could potentially address this opportunity for im- neering Solutions of Sandia LLC, a wholly owned subsidprovement in finding a suitable method to incorporate iary of Honeywell International Inc. for the U.S. Department of Energy’s National Nuclear Security Administraupper bounds.
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ment into a participant-facing software tool that would
serve as a display of the STN for a given experiment.
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Abstract
KEK injector linac has delivered electrons and positrons
for particle physics and photon science experiments for more
than 30 years. It is being upgraded for the SuperKEKB
project, which aims at a 40-fold increase in luminosity over
the previous project of KEKB, in order to increase our understanding of flavor physics. This project requires ten-times
smaller emittance and five-times larger current in injection
beam from the injector. And many hardware components
are being tested and installed. Even during the 6-year upgrade, it was requested to inject beams into light sources
storage rings of PF and PF-AR. Furthermore, the beam demanding approaches from those storage rings are different.
SuperKEKB would demand highest performance, and unscheduled interruption may be acceptable if the performance
would be improved. However, light sources expect a stable
operation without any unscheduled break, mainly because
most users run experiments for a short period. In order to
deal with the both requirements several measures are taken
for operation, construction and maintenance strategy including simultaneous top-up injections.

INTRODUCTION
SuperKEKB, an asymmetric-energy electron-positron
double-ring collider, is being commissioned with beams.
The construction has been performed since 2010 till the end
of FY 2017. It is expected to increase our understanding of
new physics beyond the standard model of elementary particle physics with a 40-times higher collision rate compared
to the world’s highest luminosity at the previous project
KEKB, by doubling the stored beam current and employing
the nano-beam collision scheme [1, 2].
SuperKEKB consists of electron positron full-energy injector linac, 7-GeV electron ring (HER), 4-GeV positron
ring (LER), and positron damping ring (DR), that is being
constructed. The electron positron injector linac has delivered electrons and positrons for particle physics and photon
science experiments since 1982. It has been rejuvenated
since 2010 towards SuperKEKB collider for its extremely
high luminosity, that requires injection beams with high
current and low emittance in transverse and longitudinal
directions [3, 4].
However, the injector linac had to continue the injection
into two light-source storage rings of PF and PF-AR even
during the SuperKEKB construction period, and then it is
∗
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Figure 1: The configuration of electron/positron accelerator complex at KEK with linac and four storage rings of
SuperKEKB-HER, LER, PF and PF-AR.
required to deliver beams into four multi-purpose storage
rings with different qualities realizing the simultaneous topup injections (Fig. 1).

BEAM INJECTIONS FOR PARTICLE
PHYSICS AND PHOTON SCIENCE
Natures of beam demanding approaches from those experiments of particle physics at SuperKEKB and photon
science at PF/PF-AR are so different that the operation becomes tough to be planned, especially for the construction
and maintenance period.
The particle physics experiment at SuperKEKB always
pursues the limit of performance. They expect highest possible experimental data with long-term integrated performance
(between every large international conference). It may continue for more than ten years. They often take risks of a
short-term shutdown if the integrated performance would
increase. Such a particle physics experiment at SuperKEKB
may be characterized as below.
• Experiment by long-term and fixed user group.
• Performance oriented.
• Pursuing yearly integrated performance.
• Tendency to avoid preventive maintenance.
• May have enthusiasm for improvements.
• Can develop common understanding between experiment and accelerator groups.
• Operators are trained through everyday operation.
On the other hand, the photon science experiments at PF
and PF-AR are performed for only a few days at a time, and
the stability is most required over the performance improveTHMPL02
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ment. Especially, a non-scheduled outage should be avoided
and a preventive maintenance is preferred. Such photon
science experiments at PF and PF-AR may be characterized
as below.
• Experiments by short-term and many groups.
• Stability oriented.
• Avoiding risks of unexpected outage.
• Prefer routine preventive maintenance.
• Peaceful operation.
• Bit of distance between experiment and accelerator
groups.
• Operators learn through document.
Short-term and many groups
Because the injector should support the both experiments,
the time and budget allocation optimization should be balanced between those very different experiments.

Operation and Maintenance
The difference between those experimental requirements
affects the modes of operation and maintenance. In the past
at the beginning of the TRISTAN project, the injector was
operated continuously as long as possible without any maintenance. However, it was understood that such operation
and maintenance strategy doesn’t provide maximum average
performance.
When the KEKB project was started, the injector rejuvenation had to be performed even continuing the light-source
injections. Thus, the scheduled maintenance was preferable
for the construction. As photon science experiments preferred preventive maintenance, later it was decided to have
8-hour maintenance every other week.
For particle physics experiment at SLAC it seems that the
accelerator was operated continuously until "Repair Opportunity Day" was declared when major failures were accumulated. Such strategy was possible if the users were not
multi-purpose.
During the KEKB upgrade it was possible to allocate 9month shutdown in 1997, and major injector devices were
installed during that long shutdown [5]. For the SuperKEKB
upgrade it was difficult to schedule a long shutdown time
until 5-month shutdown was allocated in 2017. During that
time light-source injection was performed.
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SIMULTANEOUS INJECTION AND
VIRTUAL ACCELERATOR CONCEPT
At the beginning of KEKB project, the injector filled
the storage rings once in about an hour [6]. The situation
resembled to DESY/HERA, and four rings shared a single
injector. In the later phase of KEKB it became important
to perform top-up injections into the both KEKB and PF
experiments to maintain the stable experimental conditions.
The stable beam currents in the collider rings were essential
to keep the collision condition with crab cavities. At the
same time the photon experiments requested top-up injection
for higher precision data. As the SuperKEKB storage rings
will have shorter beam lifetime, the situation becomes closer
to SLC, and a solution is needed.
It is not easy to meet the requests from both of the particle
physics and photon science experiments. Since the later
phase of KEKB project, a concept has been introduced of
which a single injector behaving as multiple virtual accelerators for corresponding storage rings.

Simultaneous Injections
The injector linac can accelerate beams 50 times a second.
If device parameters for microwave generators, magnets and
guns are modulated every 20 milliseconds, a single injector
can perform top-up injections into multiple storage rings
as if it injects beams simultaneously. Such simultaneous
injections have been realized since 2009 [7, 8].
The system was controlled globally and synchronously
by an event-based pulse-to-pulse modulation (PPM) control
system [9]. In the system ten software beam modes are defined, and four of them were corresponding to injections into
storage rings of KEKB-HER, KEKB-LER, PF and PF-AR.
Each beam mode is accompanied with several fast event
codes, and each event code can distribute to whole accelerator complex with a single byte information and precise
timing information of approximately 10 picoseconds. About
200 device parameters along the accelerator are modulated
in response to one of those event codes.
At the end of the KEKB project typical injections per
second were 12 times for KEKB-HER, 25∼37 times for
KEKB-LER and 0.2 times for PF. PF-AR will be included
in simultaneous injections as a new beam transport line was
constructed in 2017 [10].

Comparison to Other Facilities
Injectors at other facilities were often required to support multi-purpose experiments as well. For example, the
SLAC/SLC linear collider initially injected electrons into the
NSRL light source. However, it became difficult to allocate
the beam for the light source as SLC took the higher priority.
Thus, it was decided to construct a separate injector, and the
both experiments could be performed independently.
The electron injector at DESY/HERA also required to
deliver the beam into the light source. Contrary to SLC,
HERA didn’t require continuous injection and the both rings
shared the same injector without any difficulties.

Virtual Accelerator Concept
The event-based PPM controls enables not only pulse-topulse device controls but also pulse-to-pulse beam diagnosis
readouts. Device controls and beam diagnosis under different beam modes are totally independent. For example,
a beam stabilization feedback loop at the same physical
location can behave independently under different beam
modes [11]. Such a behavior of the single injector can be
recognized as multiple virtual accelerators as in Fig. 2 [12].
As such virtual accelerators were realized, a conflict of
beam requests from particle physics and photon science
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well for 3 mH and 10 A. Girders were also designed in-house
which is ready for 0.1-mm alignment (Fig. 3).
Those power supplies were designed with 0.5-ms flat top,
and need pre-trigger before 3 ms before the beam. Such
timing signals can be directly generated for SuperKEKB
beams because linac and rings are tightly synchronized. It is,
however, complicated to generate timing signals with a long
delay for light sources, because those rings are injected on
accidental timing coincidence and those rings compensate
the circumferences by changing RF frequencies. The timing
generation algorithm was developed to prepare pre-trigger
and was confirmed.
Pulsed magnets of 30 quads and 36 steerings were massproduced and installed during 5-month shutdown in 2017.
They were confirmed to satisfy the specification of 0.1%
(rms) stability at 50 Hz. And they will support the sophisticated multi-purpose operation scheme.

e– (6.5GeV, 0.2nC)

Figure 2: Single linac behaves as four virtual accelerators
(VAs) to inject their beams into four separate storage rings.
Each VA would be associated with several beam feedback
loops, independent of loops in other VAs.

experiments with diverse beam qualities has been much
relaxed.

CONCLUSION
Prospective issues and solutions for a single injector linac
at KEK are discussed to support the both particle physics
and photon science experiments. While demands from those
experiments have become much advanced, many of technical difficulties can be resolved by employing the virtual
accelerator concept. It is expected to achieve the collision
experiments in SuperKEKB soon as well as light source
experiments at PF and PF-AR.

PULSED MAGNETS
In the previous KEKB project, injection beams were pulseto-pulse modulated with moderate beam optics, and optics
matchings were performed at corresponding beam transport lines [11]. However, for SuperKEKB injection the precise beam orbit and optics management is necessary within
0.1 mm in order to suppress the emittance blow-up [13].
Small form-factor (3U) pulsed power supplies were developed for quadrupole magnets with advanced design of
specifications of 1 mH, 330 A, 340 V and 2-ms pulse width
with energy recovery from the magnetic coils up to 75%.
Pulsed power supplies for steering magnets were designed as
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Abstract
The control systems of the Collider-Accelerator Department (C-AD) at Brookhaven National Laboratory (BNL)
are complex systems consisting of approximately 1.5 million [1] control points. Instances of C-AD control systems
are applied in the Linear Accelerator (Linac), Electron Beam
Ion Source (EBIS), Tandem Van de Graﬀ pre-accelerators,
the Booster accelerator, Alternating Gradient Synchrotron
(AGS), and the Relativistic Heavy Ion Collider (RHIC). Its
performance has a crucial impact over the whole accelerator
suite. In this paper, we propose a new simulation framework
that can improve the robustness of the control system. It
focuses on enhancing the reliability of its software codes by
running automated testing. The architecture is described,
followed by some key use cases in the current system. Moreover, the next development phase is proposed.

INTRODUCTION
The Relativistic Heavy Ion Collider (RHIC) is a worldclass particle accelerator at BNL. It enables [2] scientists to
study what the universe may have looked like in the ﬁrst few
moments after its creation. RHIC contains two 3.8 kilometers counter-rotating super-conducting rings to carry particle
beams which can be collided in six crossing regions [3, 4]
to provide possible interactions for experimenters to study.
The RHIC control system provides [5–8] the operational
interface to the collider and injection beam lines. The architecture is hierarchical and consists of two physical layers with network connections: Console Level Computers
(CLCs) level and Front-end Computers (FECs) level, as
seen in Fig. 1. The front-end level comprises more than 500
FECs, running the VxWorksTM real-time operation system.
Each FEC consists of a VME chassis with a single-board
computer, network connection, and I/O modules. The FECs
are distributed around 38 locations, including the control
center, service buildings and 18 equipment alcoves accessible only via the ring tunnel. Along with [3, 4] data links
and hardware modules, they are the control systems interface to physical accelerator equipment. The console level is
the upper layer of the control system hierarchy, which consists of operator consoles, physicist workstations and server
processors that provide shared ﬁle, database and general
computing resources. Processes known as managers are also
found at the console level. A manager can function as a sort
of virtual FEC. Some managers perform data concentration
or processing functions. Increasingly, CLC level manager
∗
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Figure 1: RHIC system hardware architecture.
processes bypass the FEC level and provide a direct interface to accelerator equipment. CLC managers communicate
with accelerator equipment via direct network connections
or via Ethernet-to-GPIB (General Purpose Interface Bus) or
Ethernet-to-serial converters. These CLC level equipment
interface managers have been chosen as the ﬁrst target for
our simulation architecture.
The software system for RHIC controls is structured
with [5–8] well-deﬁned layers and interfaces following a
standard object-oriented design paradigm. At the front end
level, it mainly consists of two broad categories: device
drivers and Accelerator Device Objects (ADOs). Device
drivers used in RHIC FECs are very similar to device drivers
used in other applications in that they provide a standard interface for software to interact with various hardware devices.
An ADO is a software object which serves as a collection
of various related accelerator control points and provides
standard methods through which higher-level applications
can interact with those parameters.
Reliable functioning of control systems is critical to the
proper operation of accelerators. In this paper, we propose
a new simulation architecture for C-AD control systems,
which will enable automated testing of controls software.
The new simulation platform analyzes ADO code and generates a corresponding test bench. Test results are shown to
users for codes analysis. Key use cases and future plans of
the simulation platform will be discussed.

PRELIMINARIES
In this section, we describe the main components of the
C-AD control systems for the new simulation framework.

Accelerator Device Object
The Accelerator Device Object (ADO) is the fundamental
construct [4, 9] in C-AD control systems. The ADO model
is a ﬂexible way to view accelerator equipment. It was introTHMPL03
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duced during the development of the RHIC Control System
in the late 1990s.
ADOs are instances of C++ or Java classes which abstract
features from underlying controls hardware into a collection
of collider control points known as parameters, and each
parameter can possess one or more properties to better describe characteristics of devices. The number of parameters
and names of parameters are determined by ADO designers
to meet the needs of the system. The most important ADO
class methods for device control are the set() and get() methods. The set() and get() methods are processed by the ADO
that acts as the interface to device drivers to access controls
hardware. The collider is controlled by users or applications
which set() and get() the parameters in instances of these
classes using a suite of interface routines.
Since the crafting of ADOs is so crucial, special development tools are used. The source ﬁle of an ADO is typically
stored in a ﬁle with a “.rad” extension, which stands for
RHIC ADO Deﬁnition ﬁle. A preprocessor was written to
transform “.rad” ﬁle source codes into C++. It takes care
of the necessary details and allows ADO designers to focus on the controls interfaces, which are the set() and get()
methods and event codes. One of the primary goals of the
ADO concept is to establish uniﬁed standards for controls
software development, which automates the integration of
device level controls into the overall control systems and
simpliﬁes the coding process.

System Components and Tools
Controls Name Server The Controls Name Server
(CNS) provides [10] a centralized repository where unique
name/value pairs can be eﬃciently managed and queried. In
C-AD control systems, applications can get enough information from CNS through its object’s name entries so that the
associated data can be accessed.
Notiﬁcation Server The Notiﬁcation Server (notifServer) [11–13] in C-AD control systems is a server that
receives notiﬁcations from RHIC ADOs. It then logs the
notices in a daily log and forwards them to the AGS Alarm
Receiver. The notiﬁcations can be displayed by alarm display
applications.
Logging System The C-AD control system provides a
logging service [14], which is used to save machine parameters and device values to provide a history of the accelerator
performance and to provide data to be analyzed for machine
physics studies. Data collection and retrieval by the logging system is carried out by the base tools [15] called the
SDDS Toolkit, developed at Argonne National Laboratory
(ANL). SDDS Data is stored in a directory tree structure.
Separate applications for displaying logged data have also
been provided.
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Figure 2: Simulation architecture overview.

SIMULATION ARCHITECTURE
OVERVIEW
In this section, we describe the new proposed simulation
architecture, which is shown in Fig. 2. It focuses on running
test data to improve an ADO’s reliability. The architecture includes software modules that simulate interactions between
ADOs and hardware.
One of the fundamental goals of the simulation architecture design is to enable control system developers to easily
switch between normal mode and simulation mode. In the
normal mode (lower branch in Fig. 2), an ADO is communicating with real hardware. In the simulation mode, an ADO
is interacting with the simulation platform (upper branch
in Fig. 2). We call ADOs that use simulation mode “simulated ADOs”. When developers want to switch from the
normal working mode to the simulation mode, they set an environment variable to specify the directory which contains
the simulated library. Thus the simulated library will be
used at compile time instead of the real library. No changes
are made to the ADO code itself. Unset the environment
variable to go back to the normal working mode.

Simulated Bus Interface and Data Generator
The two basic blocks in the simulation structure are “simLibs” and “dataGenerator”. They work collectively to carry
out the main testing procedure.
In real cases, communication between ADOs and devices
takes place over Ethernet and the particular bus interface
connecting to the hardware, such as General Purpose Interface Bus (GPIB, IEEE 488.2). Under simulation mode,
the “simLibs” block acts as both the Ethernet and special
bus interface, connecting ADOs to the data generator block.
It parses commands from ADOs, and responds with corresponding test data, which are generated from the data generator. Practically, the simLibs block contains all the variable
and function declarations in the original GPIB header ﬁle,
and rewires the connections of the functions to customized
test data instead of real hardware.
Test data can come from three sources:
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Logged Data Logged data are history data logged using
the methods described in the previous section. Reading
logged data saves time for arranging data in the right format
for particular ADOs. By using logged data, developers can
replay a period that they are interested in, e.g. a 3-hour
simulation run of the time before a magnet failure could
help to ﬁgure out the cause.
Random Data Random data are generated for special
testing purposes based on ADO parameters’ requirements
(e.g. random integers, random doubles, random strings, etc.).
A useful case would be generating random data to cover the
entire data range of a parameter to see if the ADO codes can
handle it.
File Data File data are test data written by developers.
File data are organized with one-to-one pairs, with the ﬁrst
element storing a keyword and the second element storing
the corresponding test data. During a simulation, based
on the commands received from ADOs the simLibs block
loads the test ﬁle and looks for particular keywords and fetch
the corresponding test data to interact with ADOs correctly.
Thus ﬁle test data is good for situations in which the developer has an understanding of the conditions that tend to
cause ADO failures.
To get an idea of how those two blocks can work together
to replace real device, consider the following example. Suppose an ADO is querying current value of a magnet by issuing a device command “M E AS : CU RR?”. In the normal
working mode, upon receiving this command the underlying
device will respond with a current value. Whereas in the
simulation mode, instead of the real hardware the simLibs
block receives this command, parses and passes it to the data
generator, and returns with diﬀerent responses depending on
the testing mode (log, random or ﬁle) set by the developer. In
the log mode, data response is drawn from history data of the
device. Which time period of the history to use is speciﬁed
by developers in the conﬁguration ﬁle. In the random mode,
data response could be a random double number within a
range. The range is based on the hardware speciﬁcation and
is speciﬁed by developers in the conﬁguration ﬁle. In the
ﬁle mode, the ﬁle will contain a one-to-one pair, for example, “current&97.98”, where “&” is the delimiter used to
separate the ﬁle keyword and the test data. In the conﬁguration ﬁle, developers need to specify another one-to-one
pair “M E AS : CU RR? → current” to map1 the command
“M E AS : CU RR?” to the ﬁle keyword “current”, so that
the simLibs block can ﬁnd the right entry in the ﬁle and
respond with the developer-speciﬁed test data “97.98”.

Generalization of Bus Interface
One of the essential guidelines in designing the simulation
platform for ADO testing is the generalization of the testing
process. In real cases, ADOs often communicate with different hardware, who usually have diﬀerent sets of device
1

The pairs are written in standard XML format, here is just an illustration.
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commands, and use diﬀerent kinds of bus interfaces. How
to accommodate various situations is a crucial step. In real
operations, hardware information is provided and processed
by the hardware itself. The bus interface does not need to
understand hardware information, and it merely provides
connections to enable communication. However, in the simulation mode, since there is no real hardware involved, a
counterpart is needed to deal with hardware information in
order to generalize the testing process.
The simulation environment makes use of a conﬁguration
ﬁle to address this concern. The Simulated Hardware Conﬁguration File uses standard XML [16] format. It consists
of a list of information that contains all necessary information needed to interact with a particular type of hardware.
It is also easily maintained by appending or removing the
corresponding information sets. Once simulation begins,
the “simLibs” module loads the conﬁguration ﬁle and then
is aware of all the hardware going to be used in this simulation. Therefore it understands how to respond to various
commands it receives from ADOs.
We supply a Java GUI to assist in the creation of the Simulated Hardware Conﬁguration File. There are several levels
in the structure of the conﬁguration ﬁle. The top level lists
all ADO classes representing diﬀerent types of devices that
are going to be simulated. Inside each device section, there
are several parts describing the simulation parameters. The
ﬁrst part is the initialization part, which initializes the GPIB
parameters, including indicator of whether the device is connected to the network, whether the device is turned on, and
whether developers want to print out debug information, etc.
The following parts are the testing mode parts (default mode,
log mode, random mode, ﬁle mode) describing the parameters used in each testing mode2 . Those parts share a common
feature that they all consist of a group of basic blocks, each of
them is a one-to-one pair mapping from a device command
to the corresponding response information. Depending on
the testing mode, response information varies. For example, if the ADO issues a “M E AS : CU RR?” command
to get the current value of a magnet. In the log mode, response information is mainly related to the instructions about
how to ﬁnd the logged data in a log ﬁle. The conﬁguration
ﬁle could contain entry “y6 − q89 − master : current M”,
where “y6 − q89 − master” is a system-wide generic name
used by CNS to locate the device from which the ADO is
querying information, and “current M” is the device parameter which holds the magnet’s current value. Another entry
“Number; 0; 0” to indicate the parameter value is a numerical type, and the remaining part “0; 0” are the indexes to
determine the position in the log ﬁle to fetch data. Every time
the simLibs gets a data point, it increases the index so that
the history data can be replayed in real time. In the random
mode, response information is about how to generate random data (e.g. random array data, random integers, random
strings, etc.). An example entry could be “90.12 100.23” to
2

If the developer does not specify testing mode, default mode will be used,
in which case all hardware responses in the simulation are predeﬁned
constant values.
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indicate that the return data is generated randomly uniformly
between 90.12 and 100.23. Whereas in the ﬁle mode, response information is a keyword which will be used to ﬁnd
the actual response data in a testing ﬁle, which is written by
the developer before the simulation starts. An entry3 in the
conﬁguration ﬁle could be “M E AS : CU RR? → current”,
where “current” is the ﬁle keyword used by the simLibs
to get the corresponding data in the test ﬁle. Moreover, in
the log mode part, developers also need to specify the time
period of the history from which the log data is drawn, and
the directory of the log ﬁle.

Time Delay Module
To better simulate real world communication scenarios, a
time delay module is added between the simulated library
and ADOs. The default case is no delay, i.e. an ADO gets
responses immediately after commands are issued. However, a developer can require a delay added in the following
way. First, the developer speciﬁes 3 environment variables
to indicate the values of a probability p, a potential delay
value d and a binary f lag. For example, p = 0.5, d = 10,
then after the simulation starts, the communication between
ADO and the simulated library will experience delay with
probability 0.5, otherwise there is no delay. Speciﬁcally,
the simLibs block ﬁrst generates a random decimal number,
if that number is smaller than 0.5, then the simLibs block
adds a time delay before it responds to any command from
the ADO. Depending on the f lag value, the actual delay
value added will be generated uniformly randomly between
0 and 10 seconds if f lag = 1, or the 10 seconds will be used
directly if f lag = 0. Moreover, based on the actual delay
experienced, timeout errors handling is also implemented
in the simLibs block. Hence whenever the ADO waits for
a response longer than a predeﬁned timeout value after it
sends out the command, the simLibs block will issue a timeout error and set the corresponding error bits to indicate the
status.

Tester

The block on the top of Fig. 2 is used to automatically
generate test ﬁles for the ﬁle testing mode as mentioned
above. “Tester” goes through ADO codes, and ﬁnds out
information about parameters in the ADOs, such as number
of parameters and type of parameters. Next, according to
that information and the developer-speciﬁed Tester running
mode, it generates test data and stores it in text ﬁles. One
text ﬁle is created for each ADO class. Those text ﬁles are
used as input test ﬁles when simulation begins.
In order to run the Tester block, there are two Tester conﬁguration ﬁles developers need to create. The ﬁrst ﬁle lists all
ADO classes developers want to test in the simulation. Each
class starts with a “#” as the delimiter. Following each ADO
class, developers need to specify how to run the “Tester” to
generate the testing ﬁles. Available Tester running modes are
“M AX” or “M I N”, which stands for giving parameters of
3

See 1.
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the ADO values that are larger than the maximum threshold
or smaller than the minimum threshold based on the ADO
speciﬁcations. The second ﬁle consists of a group of oneto-one pairs, with the ﬁrst element of each pair listing the
parameter name of the ADO and the second element being a
keyword to be used later to write a test ﬁle. For example, if
the developer wants to test the parameters of an ADO named
“bopglPS” by crashing the parameters’ upper limits, then
the ﬁrst ﬁle should contain entries “#bopglPS” followed
in the second line “bopglPS&Mode&M AX”. The second ﬁle lists pairs, for example, “current M&current” and
“voltageM&voltage”, where “current M” and “voltageM”
are the parameters “bopglPS” uses to monitor the current
and voltage values of a magnet, “current” and “voltage”
are ﬁle keywords. After the Tester block starts, it loads in
the ﬁrst ﬁle to ﬁnd ADO class names, then connects to the
database using the class names (“bopglPS” in this case) to
locate the ADOs and get all of their parameter (“current M”
and “voltageM” in this case) information (number, type,
engineering limits, etc. as mentioned above). Next, based
on the Tester running mode (“M AX” in this case) the Tester
randomly generates test data4 , and writes the data into a test
ﬁle using the keywords (“current” and “voltage” in this
case) listed in the second ﬁle. In this example, the test ﬁle
generated will contain entries “current&a big number” and
“voltage&another big number”. Later this ﬁle will be used
as test data source to verify if ADO codes can handle those
cases.

Testing Procedure
Before the simulation starts, the ﬁrst thing to do is to
set up environment variables, which includes setting the
running mode as simulation mode (instead of using the real
hardware), specifying testing mode (can be random mode,
log mode, ﬁle mode, or default mode5 if left unset), the
directory to load the conﬁguration ﬁle, and the time delay
parameters (p, d and f lag).
The next step is to create the Simulated Hardware Conﬁguration File. As mentioned above, the conﬁguration ﬁle
is written in standard XML format and contains device information for the simLibs block to interact with the ADOs.
The ﬁle is created by a Java GUI, in which developers are
asked to specify a location to save the ﬁle6 .
After the Simulated Hardware Conﬁguration File is created, developers can start the simulation and switch testing
modes during run time by changing the value of the environment variable to “LOG”, “RAN DOM” or “F I LE”.
The simulation results are the values that are published in
the parameters of the simulated ADO. They can be viewed
or logged using standard control system tools. Depending
on the results, users can verify the functionality of ADO
4

5
6

For the “M AX” mode, test data are in the range of (10 − 100)× the
maximum threshold; For the “M I N ” mode, test data are in the range of
(10 − 100)× (the minimum threshold −1).
See 2.
This directory should be consistent with the directory speciﬁed by the
setup environment variable.
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client to become the main user interface developers could
use to construct and perform testing suites and even develop
regression testing groups.

CONCLUSIONS

Key Use Cases
The simulation platform is envisioned as a system in which
several simulation modules can be implemented, and that
can support input and output interfaces for programming the
simulation and interpreting results. The principal goal is to
help testing and developing software in the C-AD control
systems.
One of the purposes of simulation mode is to improve
robustness of ADO codes by running through test data to
improve software dependability. Some general testing guidelines can be followed. For parameters of numerical type,
stress tests can be imposed, such as violating range boundaries or iterating every valid value for a given type of numerical parameter. For string type parameters, stress tests
can be assignment with strings of huge size or zero size.
For both types, tests of assigning inconsistent types of data
can be performed. Some other special test scenarios are
summarized as follows.
After upgrade of software, simulation mode helps developers to verify whether the new version of software works in
a desired way by the following testing scheme. Simulation
is performed with old logged input data, and new output
is compared with old logged output data. Conclusions can
be drawn based on whether the two outputs diﬀer in an expected way. There are use cases where the aim is to make
sure ADOs are ready to connect with some speciﬁc hardware when the hardware is not available, either because new
hardware has not been deployed in the system or they are in
a maintenance stage and cannot be accessed within a certain
time. Test cases where control parameterization method is
expected are also applicable, where only a part of parameters
are of interests. In such situations, parameters of interest are
varied in a random or controlled fashion while the rest are
applied with ﬁxed test data.

In this paper, we present a way to assist in developing
and testing software in the C-AD control systems. A new
simulation architecture is proposed which mainly aims to
improve ADO codes reliability. Key use cases of the testing
platform are listed and analyzed. The next development
stage is described.

FUTURE WORK

[10] R. H. Olsen, “Controls Name Server”, in Collider-Accelerator
Department Documentation, 2001.

Our focus thus far has been on deﬁning the overall structure of a useful control system simulation environment. The
system we have described does that within the framework
of the existing, real control system. One future goal is to
construct a version of the system that can be completely selfcontained. This would allow working in an environment in
which all aspects of the system might be controlled, without impact on the actual running control system. Another
goal is to make the simulations more realistic. To do this
means more work must focus on the hardware interfaces
and developing modules that mimic the actual hardware.
The system is also not really ready for general release to
developers. The user interface remains primitive and more
automated analysis needs to be added. One incomplete piece
is the construction of a special client that monitors both the
inputs to an ADO and the output. We imagine this special
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Abstract
The ASTRI SST-2M telescope is an end-to-end prototype [1], installed on Mount Etna (Italy), proposed for the
Small Size class of Telescopes of the future Cherenkov
Telescope Array (CTA) [2]. The ASTRI prototype adopts
innovative solutions for the optical system [3], which poses
stringent requirements in the design and development of
the Telescope Control System (TCS), whose task is the coordination of the telescope devices, performing of the observational functionalities and the maintenance, test and
calibration activities.
In this contribution we plan to highlight how the
ASTRI approach for the design, development and implementation of the Telescope Control System has made the
ASTRI SST-2M prototype a stand-alone, intelligent and
active machine, able to efficiently perform all the required
engineering and operative functionalities, to receive commands, transmit monitoring data and eventually recover errors.
Furthermore, the ASTRI approach provides for a Telescope Control Software that can easily be integrated in an
array configuration: a first set of nine ASTRI telescopes is
planned to be produced for early implementation on the
southern CTA site.

INTRODUCTION
The ASTRI Software, named Mini-Array Software System (MASS) has the task of making it possible to operate
the ASTRI telescopes under the constrains and requirements defined by CTA, even in the case of the ASTRI SST2M prototype.
The MASS package provides a set of tools able to manage all on-site operations: perform the observations specified in the short-term schedule, analyse the resulting data,
store/retrieve all the data products to/from the on-site repository, as well as perform engineering, maintenance and
calibration activities. The general architecture of MASS
software, grouped in a control hierarchy is sketched in Figure 1. Starting from the bottom, the Local Control group
THMPL04
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contains all the software components related to monitor
and control the hardware on board the telescope and the
auxiliary devices, together with the infrastructure and
power assemblies. The hardware controllers are managed
and coordinated at the higher level by the Device Control
software group, through the Open Platform Communications Unified Architecture (OPC-UA) protocol [4], which
supports rich data model while offering high compatibility
with the Programmable Logic Controller (PLC) platform.
At the highest level the Operator Control System (OCS)
provides all the services necessary for the observations and
manages the data flow from the telescope control system
to the data repositories.

TELESCOPE CONTROL SOFTWARE
The Telescope Control package (grey boxes in Figure 1)
includes low and high-level software components dedicated to:
1. Monitoring and control of the hardware devices onboard the telescope and of the auxiliary assemblies
(e.g. weather station, all sky camera, sky quality meters), together with the managing of safety standard
functionalities.
2. Coordinated execution, based on the Use-Cases defined [5], of the functionalities provided by Local
controllers in order to perform scientific observations, tests and engineering actions.
3. Error handling and fault conditions recovery.
Every software component of the ASTRI telescope is developed using the state machine approach: any telescope
device is conceived as an abstract machine that can be in
one of a finite number of states. A particular state machine
is defined by the list of its states, and the triggering condition for each transition. In this way every telescope device
can perform a predetermined sequence of actions autonomously. So, starting from the low-level and going to the
higher levels, all the states are logically assembled together
in order to form the final telescope state machine, as shown
in Figure 2.
Software Technology Evolution
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Figure 1: ASTRI SST-2M Control Software (MASS) architecture.
The OPC-UA is the interface protocol chosen between
the high-level control software and all the hardware assemblies. The low-level functions of the telescope, together
with the Safety logic chain, are implemented via PC-Based
PLCs technology, using the Beckhoff TwinCAT 3 platform, which provides direct access via the OPC-UA protocol [6].
The Device Control and the OCS group components are
implemented upon the same software frameworks chosen
for the CTA high-level control functions [7]: the ALMA
Common Software (ACS) middleware [8], which provides
common ways to access the hardware, such as OPC-UA
protocol, together with monitoring, alarm, and logging services support. Thus, the use of OPC-UA allows the decoupling of the access peculiarities of each assembly with the
hardware control systems.
Each interface with a hardware component accessed via
OPC-UA is described by an Interface Control Document
(ICD). In ASTRI these ICDs take the form of tables in
which each row is a command of four different types: monitoring points (GET), configuration points (SET), functional execution commands (CMD) and state transition
commands (MODE).
For each control or monitoring point a complete description of the information required, e.g. data type, OPC-UA
node, connected alarms, is provided.
We use the ICD format not only to document the interface, but also to help the developers in the task of producing all the support code that depends on non-device-specific logic, via a code generator. The ASTRI code generator is implemented in a few Python scripts and the output
is depicted in Figure 3. Each high-level ACS assembly
components is thus generated for hardware ICDs with a set

of templates to control the assemblies together with simple
simulators at the OPC-UA level and engineering user interfaces to test them.

Figure 2: ASTRI SST-2M general State Machine.
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High-level Controllers

Figure 3: MASS code generation workflow.

Low-level Controllers
The ASTRI SST-2M prototype is composed of a complex
set of devices and the Local Control systems are responsible to provide the functionalities needed for normal operations, testing, maintenance and calibration activities.
The controllers have to be able to execute commands received from external controllers (ACS components or
Graphical User Interface) and providing access to the monitoring.
The Local Control components developed, associated to
the related subsystems are:
 The Mount Control System (MCS), which is responsible for the motion of the Mechanical structure
(including the kinematic chains and the drives), together with the start-up and shut down procedures
[9].
 The Active Mirror Control (AMC), responsible for
controlling of the position and tilt of the primary and
secondary mirrors.
 The Cherenkov Camera detection [10].
 Interlocks logic chain and Safety functions, together
with the health and telescope power consumption
monitoring.
 The auxiliary instrumentation dedicated to the calibration purposes e.g. Pointing Monitor Camera
(PMC), Sky Quality Meter (SQM) and weather station [11].
The optical assembly and the MCS are managed by a PCbased PLC technology, whose electronics of control, based
on EtherCAT1 communication protocol, have been chosen
in order to maximize the homogeneity and the real-time
performance of the system. Both the electronics and software PLC are provided by Beckhoff automation company,
which provides the TwinCAT 3 development environment
with an OPC-UA compatible server/client functionality.
The other assemblies of the telescope are controlled directly through dedicated OPC-UA servers developed inhouse, written in Java using the Prosys OPC-UA SDK.
Thanks to the architecture, design and technology chosen, all devices on-board the telescope are managed independently by the related controllers and all the control software packages can be easily integrated into the high-level
controllers in a consistent, future-proof and straight-forward way through the OPC-UA protocol.

The ASTRI approach is to conceive the telescope as a
stand-alone system able to manage all the primary functions needed to acquire a celestial source starting from a
minimal set of input parameters (e.g. coordinates of the target). In this way the high level software should be concerned only with the business logic and not with the details
of the hardware operations. Thus, any of the components
of the Control Device or OCS does not include direct control of any ASTRI hardware, and is not responsible for any
time-critical operations [12]. All real time functions are
performed at the PLC or Local Control level.
The software components related to the Telescope control are briefly described below.
Telescope Control System (TCS) Coordinates the motion of the Telescope (MCS) and the active optic system
(AMC) in order to perform a pointing or tracking and to
obtain a stable image for the Camera. It is also in charge of
monitoring and controlling thermal loads, the Health and
Safety status of the prototype, triggering the power on/off
of the devices and performing the procedures based on the
failure/alarm situations of the devices.
Instrument Control System (ICS) Will oversee all
monitoring and control operations of the ASTRI camera
(configuration, command, housekeeping). On the monitoring side, the software continuously analyses the internal
environmental parameters (temperatures, humidity, voltages, currents) and automatically takes suitable steps to ensure that we continue to operate in safe conditions. On the
control side, it allows the user to manage all the camera
functions.
Calibration Auxiliaries Control System (CACS) The
calibration subsystem includes all the components dedicated to the monitoring of site conditions, both for safety
and calibration. It comprises a weather station, an all sky
camera, a sky quality monitor, and other sensors.
Information and Communication Technology (ICT)
The MASS control system runs over a plethora of servers
and network appliances [13]. We plan to integrate ICT
monitoring together with the general monitoring and alarm
systems to provide the operator with a view of the telescope
array that includes the ICT hardware.

Graphical User Interface
The full access to the capabilities of the ASTRI SST-2M
prototype is provided by a dedicated Graphical User Interface (GUI), contained in the OCS block of Figure 1.
The ASTRI GUI exploits directly the ACS components
in order to operate the Telescope. As shown in Figure 3
for each assembly the code generator creates a specific engineering UI, that gives access to all the functions described in the related ICD. The GUI uses JavaFX in a usual
Model-View-Controller pattern. The View is defined in
FXML, an XML-based language that provides the structure of the user interface. The Controller is a Java class implementing the necessary logic while the Model is a local
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stub for the remote ACS component. The generated GUI is
a complete way to access all the hardware functions, locally or remote.
The GUI provides to an ASTRI user the possibility to
perform scientific operations and also represents an easy
interface for the engineering tests, calibration and maintenance activities.
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The Main panel of the ASTRI GUI, reported in Figure 4,
allows the monitoring and control of the whole telescope
at glance. From the monitoring point of view the Main
panel shows the time and site related quantities, provides

Figure 4: ASTRI SST-2M User/Engineering GUI. Main Panel.
motion information (axes positions, velocities, accelerations), shows the states of sub-devices, and alerts the user
for emergency or alarm/warning situations.
From the control side it provides access for automatics
start-up and shut-down procedures and to commands for
the point to point or velocity motion of the axes. The Main
tab allows for easy pointing and tracking of a source simply
inserting the coordinates or by selecting a target from a list
of objects.Targets can also be selected with an online research in the SIMBAD Astronomical Database and
checked for time visibility at the site with a call to the
Staralt web site in the SIMBAD panel.
In addition to the Main Panel, several dedicated panels
(secure locked) give access to other functionalities specifically available for the maintenance and engineering purposes.

STORAGE AND DATA REDUCTION
The storage of the ASTRI scientific and engineering data
is managed by some of the ACS components contained in
the OCS block.
The engineering data, defined in the ICDs of the hardware sub-devices as “to be archived”, are retrieved by the
Telescope Monitoring Configuration Data Base (TMCDB)
-Monitoring component from the TCS and stored in a dedicated on-site repository (TMCDB). The engineering information contained in the TMCDB can be accessed by the

Access-ACS component or through a dedicated Web application.
The Scientific data sets made available by the Camera
operations, are managed by the Data Acquisition (DAQ)
system, installed in the camera server. The DAQ component is able to acquire the camera data, store them in a dedicated on-site repository and display them either for the Assembly, Integration and Verification/Test or operation
phases [14].
While the standard ACS services are used to give access
to a configuration database and collect monitoring data for
engineering purposes, a new component, the so called Data
Capturer, was developed to serve as the connection point
with the science-oriented output data. This component acquires and stores, in a specific on-site repository, all the
metadata of interest such as the telescope pointing or the
weather information that are necessary for the off-site scientific analysis together with scientific data from the Camera that pass through the DAQ system.
Since the on-site archive is expected to be responsible
only for buffering data, an off-site scientific archive is provided for later analysis and validation. The off-site archive
system allows the data access at different user-levels and
for different use-cases, each one with a customized data organization [15].
As an end-to-end prototype, besides all hardware and
control software systems, the ASTRI project includes a
THMPL04
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software package (ASTRI data reconstruction and scientific analysis software) for the data processing chain. The
data handling systems provides a series of tools, developed
using C++/python languages, to perform the complete data
reduction, from the raw data detected by the Camera to the
final scientific product.

CURRENT STATUS AND SUMMARY
The MASS software components presented in this paper,
which provide for the scientific/engineering operation of
the telescope, have been successfully integrated and the
package is currently installed at the telescope site (version
V.0.2.0 has been released on July 2017) [16].
The ASTRI SST-2M has already passed the mechanical
commissioning and optical validation stages [17] and it is
currently undergoing the scientific verification stage. The
first Cherenkov events have been successfully acquired in
May 2017 [18] and another run for data taking is foreseen
starting from fall 2017.
All of these results were obtained by using the MASS
software package implemented up to now and thus represent a good validation of the whole software architecture
designed and developed.
In the ASTRI approach the Telescope Control System is
the component in charge of the complete coordination and
management of the telescope for scientific and engineering
functionalities developed at low level for the specific subdevices, while the OCS is the software group dedicated to
the user operation of the telescope (GUI), data storage and
schedule management. In this paper we showed how the
ASTRI architecture provides for the TCS to be completely
independent from the OCS, making the low-level hardware
controllers completely transparent to the GUI.
In this way the Telescope, from a software point of
view, can be seen as a robotic and stand-alone machine,
able to be fully operated by any other high-level controller
which is ACS/OPC-UA compatible, simply excluding the
OCS part of the MASS and defining a specific interface.
This separation provides an easy and efficient way for
the integration of the prototype in the high-level control
software system of the ASTRI telescopes, under array configuration as proposed for CTA.
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APPLYING ONTOLOGICAL APPROACH TO STORING
CONFIGURATION DATA
M. A. Ilina 1 , P. B.Cheblakov, BINP SB RAS, Novosibirsk, Russia
1
also at Novosibirsk State University, Novosibirsk, Russia
Abstract
Control systems of large experimental facilities need a
great number of heterogeneous interconnected parameters
to control software applications. As configuration
information grows in volume, it becomes harder to be
maintained manually and poses a potential threat to data
integrity. To tackle this problem, we applied ontological
approach to storing configuration data. Ontology is a
formal representation of concepts and relations of the
domain of discourse, enriched by rules for inferring
assumed knowledge. We designed the ontology that
describes the controlling electronics for the doubledirection bipolar transfer line K-500, which transports
beam from the Injection Complex to colliders VEPP-4 and
VEPP-2000 at BINP, Novosibirsk, Russia. We populated
the ontology by importing data from existing configuration
files of the control system and developed the interface for
querying configuration data. The designed storage has
several benefits over the conventional approaches. It
maintains heterogeneous objects with non-trivial
dependencies in centralized form, performs data
verification and can be expanded to the diverse ontology
describing all information about the facility.

INTRODUCTION
Any large experimental facility uses a huge number of
hardware devices and software applications to perform
control and maintenance functions. Сonfiguration data that
describe this equipment has a convoluted structure,
including various devices and their templates, physical and
logical connections between them, accompanying cable
and inventory information, etc. It is crucial for both
physicists and facility operators to have access to these
varied parameters; consequently, we should store them in a
formalized and structured way and provide user interfaces
for data access and modification.
Designing an entity-relation diagram and building a
relational database based on it, seems to be a
straightforward solution to the problem of storing
configuration data. However, relational data model lacks
flexibility when it describes complex relations. Apart from
having a complicated structure, configuration parameters
usually
have
non-trivial
dependencies
and
interconnections. Reconfiguration of any single facility
element calls for a sequence of changes related to other
elements and they need to be applied in correct order.
These peculiarities make it hard to apply any changes to
existing system and avoid data inconsistencies when the
control system grows in size and becomes more complex.

Therefore, we turned to more flexible graph data model
as a basis of desired data storage. It is capable of reflecting
complex relationships between heterogeneous objects,
which makes it more effective in expressing interconnected
configuration data parameters.

REQUIREMENTS ON THE
CONFIGURATION DATA STORAGE
Facility
As a model system, we examined double-direction
bipolar transfer line K-500 [1] at Budker Institute of
Nuclear Physics (BINP), Novosibirsk, Russia. It connects
Injection Complex and collider VEPP-4 by transporting
electron-positron beam with a frequency of 1 Hz. 24
electronic devices of 8 types are used for controlling the
facility power supplies and measuring their parameters.
The electronics is controlled by the modular control system
CXv4 [2], which configurations are stored in local files and
include information about devices, device templates,
control channels and their characteristics.

Offered Solution
To automatize the processes of configuration,
documentation and maintenance of K-500 facility control
system, we required a centralized data storage, flexible
enough to describe diverse collection of facility elements
and their relationships and reliable enough to provide
multiple user access to data.
We defined the following main problems, which the
developed storage should be able to solve:
1. Storing diverse facility data in a centralized way;
2. Avoiding data duplications and inconsistencies;
3. Automating
configuration
of
software
applications for control system;
4. Documenting control system information in
various forms and views;
5. Tracking changes made by system users.
The desired storage should display a single source of
actual information about the control system structure and
should be interoperable with other control system software.
We therefore needed to develop programming and user
interfaces for data access, modification and analysis of
stored data.
To achieve these goals, we decided to develop a
knowledge base for the facility domain, rather than use a
traditional database as configuration data storage and take
advantage of semantic analysis possibilities. [3]
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SEMANTIC MODELLING APPROACH
Knowledge Conceptualization
The main aim that we want to reach when creating an
information
model,
or
knowledge
base,
is
conceptualization [4] of information, which means
expressing it in the form, understandable by computers.
This information includes all concepts and objects existing
in the domain, possible or actual relations between them,
existing data types and concrete attribute values, rules for
inferring assumed knowledge and restrictions.
As a means of formalisation, we use ontologies [5] –
formal representations of knowledge about given domain
of discourse. Ontologies represent sets of triplet statements
about domain expressed in OWL (Ontology Web
Language) [6] – computational logic-based language for
describing ontologies, built upon RDF (Resource
Description Framework). Figure 1 shows examples of
statements from K-500 Control System Ontology, which
are grouped in categories.
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engine and are crucial, according to the requirements for
consistency and integrity of data in the storage.
Another benefit is additivity of RDF data. Information
stored in the knowledge base may come from various
sources; in case of control system domain these are
configuration files and schemes, which are frequently
updated on experimental complexes. With triplet data
model, merging process is very simple and new knowledge
about the domain, which defines it more precisely, can be
easily added at any time, not necessary at the design stage.
This makes ontologies stable to changes in data or
metadata, in contrast to rigid relational databases, which
have restricted structure of tables.

INFRASTRUCTURE OF FACILITY
KNOWLEDGE BASE
Apart from formalising knowledge about the domain of
discourse, we should provide necessary conditions for
making use of it. Every application that works with
semantic data is called Semantic Web application [8] and
should contain three components (Fig. 2).

Figure 2: Components of Semantic Web application and
their functions.

RDF Store
Figure 1: Sample statements from K-500 Control
System Ontology in Turtle syntax.

Benefits over Conventional Data Models
First, ontological store shares the same qualities that
graph data model has, what allows expressing complex
relations in a natural way. It becomes possible via
describing metadata – data about data, or features that are
used for structuring, searching and identifying objects in
the knowledge base. Ontological model is very flexible, it
allows to render multiple levels of abstraction and help
avoid impedance mismatch [7] problem.
What makes ontological approach superior to simple
graph database, is that knowledge base is an intellectual
system. It does not manipulate with raw unstructured data,
but handles facts and statements about the domain of
knowledge. Not only do we describe objects and relations
in the knowledge base, but also restrictions on these
relations and rules for automatic generation of new facts.
This provides possibilities for semantic analysis methods,
such as consistency verification or inference of assumed
knowledge. These powerful instruments are provided by
the component of the knowledge base called Reasoning

RDF store, also called triple store, is the database that
integrates metadata of the domain with actual data and
sometimes with knowledge from external ontologies. It is
responsible for retrieving knowledge base statements from
various sources and storing them persistently. The choice
of the triple store defines volume of data that can be stored,
application operating speed and scalability. There are
multiple relational and graph RDF store implementations
from different vendors.

Reasoning Engine
The process of inference, or reasoning over stated
information, means broadening stored knowledge with the
facts that can be deduced according to the rules defined for
this domain. For example, we can define that every
instance of class “Terminal” is also a “Computer”, restrict
number and types of ports it may have, put constraints on
the way it can be connected to the local network, etc. Such
rules help avoid duplicated facts in storage and allow to
reveal inaccuracies before false data is inserted.
Reasoning engines either execute reasoning task being
triggered by users’ queries (“just in time inferencing”) or
materialize the inferred statements in the RDF-store
(“cached inferencing”). [9]
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Figure 3: Scheme of metamodel of K-500 control system ontology.

Query Processor

Choosing Triple Store

Unlike relational databases with SQL language, RDF
store uses SPARQL Protocol And RDF Query Language
(SPARQL) [10]. RDF data can be accessed by performing
SELECT, ASK, CONSTRUCT, DESCRIBE queries with
extensive vocabulary of modifies. Query Processor reads
this queries, mines the knowledge graph to find triplets
coinciding with the given template and provides the results
in CSV, XML or JSON formats.

The next step was the deployment of the database, filling
it with statements about K-500 control system domain and
providing interfaces for working with stored knowledge.
After the analysis of existing triplet store solutions, we
chose AllegroGraph [12] semantic store. It is a commercial
graph database, but it provides off-the-shelf solution with
basic reasoning opportunities, APIs on multiple languages
and interactive user interfaces, which was ideal for the first
prototype of our knowledge system.
Although AllegroGraph showed convincing results of
using semantic modelling approach, later we changed it for
RDF4J triple store. This platform and Java framework for
parsing, storing, inferencing and querying over RDF-data
has been known as Sesame [13]. It is an open-source
product and shows higher performance [14] on executing
SPARQL queries.

KNOWLEDGE BASE DEVELOPMENT
PROCESS
Designing Metamodel
The first step in the development of configuration data
knowledge base was to design the ontological metamodel,
which describes all concepts and relations existing in the
domain of K-500 control system (Fig. 3).
With the use of Protégé [11] – open-source ontology
editor and framework for building intelligent systems, we
created ontology that describes K-500 control system
classes and their characteristics, relations between
instances of these classes and rules that should be used to
infer knowledge. The designed metamodel forms the basis
for the knowledge base since it contains all domain
semantics.

Populating Ontological Model
Information about control system devices comes from
configurational scripts located on server. We retrieve this
data with the developed parsing instrument: for each record
in configuration file it creates an instance of ontology class
associated with this record. The parser serializes
information about objects and relations between them by
forming triplet statements. All in all, ontology model
required 11043 axioms describing K-500 control system
configurations and they were serialized in RDF format.
Apache Jena framework was applied as an instrument for
editing ontologies from Java application.

Interacting with Users
One of the aims we want to reach with the developed
platform is coming up with the solution of convenient way
of presenting configuration data, which is crucial for
control system users, but is a tough task due to the volume
of data and the complexity of its structure.
In the first prototype of the knowledge base we
implemented and tested the solution offered by
AllegroGraph – interactive browser (Fig. 4) that provides
table and graph view options, SPARQL queries execution
and downloading results in different formats. However, it
is not customizable and such a low-level presentation of
data will be hardly used by anyone except ontology
administrators.
We came to the conclusion that user interfaces cannot be
made universal for all ontologies. They should rest upon
domain knowledge peculiarities and solve actual problems
that users of control system face. Therefore, we designed
K500ConfigPortal web application based on Flask
framework, which contains business logic of semantic data
use and provides user interfaces that help solve the problem
of documenting and visualizing configuration data.
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Figure 5 displays overall architecture of the developed
platform. K-500 Configuration Portal communicates with
storage via REST API, sends SPARQL queries to it,
processes RDF data results and presents them on web
pages. The developed web application currently provides
the following functional features:
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•

Browsing objects of control system, their
attributes and relations in a wiki-styled navigator;
•
Performing lexical search with semantic filters to
find object matching particular parameters;
•
Executing SPARQL queries and publishing their
results as separate web pages (visualizations).

Figure 4: User interface for browsing ontology stored in AllegroGraph database.

Figure 5: Architecture of the semantic platform for K-500 facility control system.
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CONCLUSION
The semantic platform for storing and manipulating
facility configuration data is currently under development.
The analysis done during the work showed that ontological
approach allows us to solve the majority of problems
defined for configuration data storage.
The centralized knowledge base for K-500 facility
control system that we developed represents facility
elements and complex relations between them in a natural
way. Furthermore, it enables knowledge inference and data
consistency validation. The developed web application for
access, navigation and visualisation of data is built as
semantic service and solves the problem of configuration
data documentation.
Although the development of the semantic platform is a
time-consuming process, it is justified for large
experimental complexes automatization. In perspective,
this knowledge base will be enlarged by information about
other aspects of facility and will provide a wide range of
functional possibilities.
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CAMERAS IN ELI BEAMLINES: A STANDARDIZED APPROACH
B. Plötzeneder†, O. Janda, V. Gaman, P. Pivonka, P. Bastl
ELI Beamlines, Prague, Czech Republic
Abstract
The ELI Beamlines facility is a Petawatt laser facility
in the final construction and commissioning phase in
Prague, Czech Republic. The central control system connects and controls more than 40 complex subsystems
(lasers, beam transport, beamlines, experiments, facility
systems, safety systems) with hundreds of cameras.
This paper describes the approaches and solutions used
in ELI Beamlines to manage the selection, integration and
maintenance of cameras by providing a comprehensive
set of standards. Hardware interface standards guarantee
ad-hoc software integration (using vendor-independent
drivers), for commonly used models, auxiliary hardware
(triggering: optical/TTL, power supplies) is available.
Information on key parameters (vacuum compatibility,
noise levels) is collected. By using a strict model-based
approach and a component-based design, all cameras and
2D-detectors can be controlled with the same C++-API.

INTRODUCTION
ELI Beamlines [1] is an emerging high-energy, highrepetition rate laser facility located in Prague, Czech
Republic. Four laser beamlines (ranging from the inhouse developed L1 with <20fs pulses exceeding 100mJ
at 1kHz based on DPSS technology to the 10PW-L4,
developed by National Energetics) will supply six experimental halls which provide various secondary sources to
users. Facility commissioning, and installation work of
lasers and experiments is progressing, and first user experiments are expected in 2018.
The central control system group connects, supervises
and controls all technical installations used for the operation of this facility, which are more than 40 complex
subsystems with hundreds of cameras.
In 2017, we worked with ca 40 stakeholders on the topic of cameras: This means supporting selection and procurement, helping with operation, software / hardware
development and integration into the central control system. While 90% of the requests can be fulfilled using
standard off-the-shelf machine vision cameras, we also
work with highly specific detectors (for example: photon
counters, x-ray detectors, wavefront sensors,..) and have
even developed custom cameras.
This paper describes the approaches we chose for
supporting our users, our process of camera selection and
interface standards, and the soft- and hardware we
developed to support them.

SUPPORT APPROACH
Integrating a single camera into a control system is easy
– vendor SDKs are freely available and can be wrapped
into any middleware without problem. Almost all industrial cameras are supported by Matlab and LabVIEW,
allowing easy access for users.
The key challenge for a control system team is scaling
up and supporting potentially hundreds of different cameras. (in 2014, we counted 117 different models in ELI, a
number that is probably much higher now). Individual
solutions are simply not feasible any more.
In such situations, industrial SCADA teams often enforce standard component catalogues and restrict device choice to a few well-known models. Any deviation
needs a good justification, explicit permission and a
maintenance plan (spare parts, expertise).
We would have preferred this approach, because it reduces complexity, maintenance cost and unit-price (due to
high-volume procurement); however, we did not succeed
with introducing it in ELI: First, there was low acceptance
from users, who are not used to such restrictions; and
second, component prices in machine vision are currently
falling rapidly, making yesterdays “top-notch” model
obsolete and overpriced.
Therefore we settled for different, three-tier approach:
1. Strictly enforced interface standards
2. Support with camera selection, with guidance towards common models that can be borrowed for testing, prototyping and bridging delivery times.
3. Complete and standardized vendor-independent
software and hardware solutions

CAMERA SELECTION
In ELI, any camera that fulfils the interface standard
described below is called a standard camera. These
cameras are known to work within our control system
environment, and users can purchase them without previous consultation.
Any other camera is called a special camera, typically
supplied by commercial-research companies or university
spinoffs, performing niche measurement applications.
These companies either use outdated/cheap cameras models, or developed their own interface for more complex
detectors. Often there are no alternative suppliers, and we
deal with these systems on a case-by-case basis, and try to
wrap their acquisition solutions into our standard APIs.

____________________________________________
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Interface Standard
ELIs interface standard can be summarized in one
sentence: We allow only USB3, GigE, 10GigE and
CameraLink cameras.
These interfaces cover the full spectrum of requirements in terms of acquisition speed, real-time capability
and usability – and we as control systems team can cover
them with a single driver solution that requires no further
adaption for new models (Pleoras eBUS SDK* [2]).
USB3 and GigE do not require any special hardware; for
10GigE we use the Myricom 10G-PCIE-8B-S network
card and are currently testing the Komodo 10GigE Frame
Grabber; CameraLink is converted to 10GigE using Pleoras iPORT CL-Ten Full external framegrabber.
*
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We explicitly forbid FireWire and USB2.0 for standard
use-cases. Some users request exceptions, mainly because
of price, availability or previous positive experiences with
the model. So far we have not encountered a technical
reason why those interfaces would be necessary, so we
help with selection of a replacement model.
The lack of support in the eBUS SDK is a driving factor
for this decision, but there other reasons that speak
against those interfaces:
 FireWire is outdated and requires additional interface
cards without providing an advantage
 USB2.0 is not standardized “on the wire”, which
means we would need to provide in the best case DirectShow/Video4Linux plugins and in the worst,
drivers for every single vendor.

Commercial run-time licensed SDK

Table 1: Users Choose Sensor Parameters According to their Image / Stream Quality Requirements
– This Affects the Amount of Produced Data (and Thereby Sometimes Interfaces Choices)
Sensor parameter
Spatial resolution
Framerate

User Concerns
Image size
Acquisition speed

Parameters related to
input spectrum
Image depth

Application-specific: Mono/Color,
without glass cover, NIR,..
Sensitivity / Noise

Sensor (Pixel) size

Diffraction limits
Sensitivity (low-light applications)
Application-specific
Linearity / Sensitivity vs
Cost / Speed

Area / Line
CCD vs CMOS

Support Concerns
Amount of data
Amount of data, Highspeed-Interface/
Framegrabber needed?
Amount of data
(12/14bit often transmitted as 16bit)
Users often have outdated information:
CMOS recently improved a lot

Table 2: Users Just Want to Operate Cameras in a Chosen Environment without much Effort
– We Choose Interfaces and Power-Supplies in Accordance to those Needs
Environment
Use in laboratories

User Concerns
Plug-and-play possible
No extra power-supply

Integration in central
control system
Use in vacuum

Overheating
Application-specific: Outgassing

Multi-camera
environments

Ease-of-use

Support Concerns
USB3: Easier for users, directly powered, incompatible with older laptops
GigE: Network configuration difficult
for users; PoE reduces cabling
USB3: Limited cable length, expensive
GigE + switches with SFP+/PoE: Ideal
Temperature: Use Peltier elements and
USB3 (lower voltage than GigE/PoE)
Outgassing: build extra chambers
Feedthrough: buy (signal quality/effort)
USB3: Still driver / firmware problems
GigE: Network configuration difficult
for users, network load management
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Selection of Standard Cameras
When helping users to select cameras, we typically discuss image/stream parameters and environment (Table 1
and 2) with them, and choose sensor, interface and powering options according to their requirements.
Often, multiple vendors can provide “the same” cameras. The subtle differences lie in cost, noise level, temperature behaviour, compactness and – which can be decisive
–software implementation: A Basler camera may be more
expensive than a Smartek camera, but it offers more advanced Ethernet parameters (useful in multi-camera environments) or allow you to set a picture-by-picture exposure time using the trigger length.
Multi-camera environments are best considered already during procurement. In our experience, the USB3
interface is not yet suitable for these applications: Drivers
and firmware implementations are immature (especially
for Linux) and we still see problems with identification
and power management.
We typically use GigE cameras with local switches
(PoE: less cabling), with SFP+ / optical fibre transmission
(signal integrity) to our data acquisition systems. We use
dedicated Intel PRO/1000 network cards (availability of
“high-performance” filter drivers to decrease CPU load).
Limiting factors are copper bandwidth (realistic in nonEMP environments: 700MB/s), CPU loads (rule of
thumb: no more than 6 cameras per system) and temporary bandwidth spikes especially in triggered systems.
Network load has to be proactively managed using
Ethernet parameters (availability depending on vendor:
interpacket delays, desired peak bandwidth,..); otherwise
cascades of resent packets lead to data loss.
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which promises best compatibility). After going through
some initial iterations as part of a careful software engineering process, we didn’t need to touch the driver implementations since 2015.

Figure 1: Camera state machine.

Tendering can be challenging, and it is best to involve
distributors early on. We recommend specifying the above
parameters, and requesting cables, power-supplies and
potentially mounting plates directly within the tenders.
This does not increase cost significantly, but allows users
to work with their cameras immediately after receiving
them.

SYSTEMS PROVIDED
Software
Most facilities use a generic software interface for cameras, such as LIMA [3] for TANGO, which implements
an abstract layer and generic functionality on top of vendor SDKs (LIMA supports ca twenty different camera
models developed and supported by multiple collaborating institutions). We believe this abstraction should happen one layer lower – on driver level. By enforcing interfaces that already standardize communication between
camera and host “on the wire”, we are able to use a generic and vendor-independent SDK (Pleoras eBUS – there
are alternatives, but Pleora is the main supplier of IP cores
for machine vision interfaces on the European market,

Figure 2: Camera GUI.
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Figure 1 shows the state machine that is the core of our
camera – APIs, which are implemented in C++ and exposed over many interfaces, including Matlab / Python /
TANGO for which a specific GUI was developed (shown
in Figure 2). As discussed in [4], we use a strict modelbased software development process to produce highquality, reusable components - figure 3 gives an overview over the camera class (and also shows our abstract
device / component classes and related software).
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These models implement the behaviour of all standard
cameras, special cameras only extend it.
Our scientists were closely involved in the development–
as stakeholders in the early modelling phases and design
reviews, and as testers / domain experts in later usability
tests. For example, based on their feedback, we added a
set of commonly requested tools to the GUI (histogram,
zoom functions, cross-sections, centroid calculations,
recording functions,..)

Figure 3: Class overview / camera component.

Hardware
Finally, we provide the so-called „Breakout Box“ (Figure
4), which standardized power-supply and triggering. It
can be connected to any 24 V source, and accepts both
TTL and optical triggers, adapting them to different
camera models (currently supporting 5 different). A
version supporting our White Rabbit Timing system is in
preparation.

Figure 4: Breakout box.
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User Support
In addition to providing hardware, software and procurement support, we keep a rotating stock of ca 20 standard
cameras (plus cables, switches, and PoE injectors) that
users can borrow and we use as a maintenance reserve
and resource for testing and development.
This concept has proven to be highly successful: Users
can immediately verify that a camera delivers the desired
image quality, physically assess thermal and mechanical
properties (mounting, physical dimensions, and cabling),
and bridge lead-times. Almost all users purchase exactly
the same camera models they test, allowing us to subtly
direct them towards commonly used standard models.
We collect data on requirements (most commonly seen:
10-20fps, mono, 12bit, 2MPixel) and camera behaviour
(noise, vacuum, software irregularities), and have standard solutions for cooling and cabling.
Users are also encouraged to integrate their cameras using
our optical laboratory (Figure 5). following the test-bed
principle introduced in [5].
At the moment, we record ca 5 support incidents per
week, most commonly regarding camera selection and
configuration. We have produced educational material /
troubleshooting guides for the most commonly seen
problems( Figure 5) .

REFERENCES

Figure 5 Left: Optical lab for integration tests, Right:
educational material for camera support topics, available
from birgit.ploetzeneder@eli-beams.eu.

OUTLOOK
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additional tools: First, a generic IP configuration tool for
GigE (this function is not provided by the eBUS SDK),
second, a machine-learning based tool for automatic network load management by modifying Ethernet parameters
in small-to-medium scale multicamera networks.
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DARUMA: DATA COLLECTION AND CONTROL FRAMEWORK
FOR X-RAY EXPERIMENTAL STATIONS USING MADOCA
T. Matsumoto†, T. Abe, Y. Furukawa, T. Matsushita, K.Nakada, H. Masunaga,
Japan Synchrotron Radiation Research Institute, Hyogo, 679-5198, Japan


Abstract
To take measurements in X-ray experimental stations at
the SPring-8 synchrotron radiation facility, station staffs
and users occasionally need to reconfigure the system for
new experiments. At such times, quick reconfiguration of
the system is required, which involves extensive work.
Additionally, there is a strong need to reuse basic software
associated with the measurement applications, which can
be difficult. To overcome these challenges, we propose
DARUMA, a data collection and control framework for
stations. DARUMA utilizes the control framework MADOCA II [1] that was developed for distributed control of
accelerators and beamlines at SPring-8. It provides software functionalities for stations, such as data collection
and image handling. As it has the flexibility of MADOCA
II and shares general software applications, DARUMA
can help to reduce management costs and improve the
measurement system. As a first attempt, we developed
DARUMA for BL03XU at SPring-8. At this station, the
migration into the DARUMA system is proceeding
smoothly. As a result, we have begun applying DARUMA
at other stations. Some applications in DARUMA, such as
image handling, are particularly useful and have been
implemented into a partial set of control systems for several stations since this September.

INTRODUCTION
SPring-8 is a third-generation synchrotron radiation facility in Japan. Brilliant synchrotron radiation X-rays up
to an order of 100 keV are produced from 8 GeV electron
beams and utilized for various experimental measurements of scientific research and industrial applications.
For the measurements, stations are equipped in each of 56
beamlines.
To extract valuable results from the experimental measurements flexibly, it is important to have a user-friendly
measurement system for station staff and users. However,
the current measurement system has several limitations,
and there are several demands from staff and users as
listed below.





Easy reconfiguration of the measurement system to
update experimental setup
Rapid preparation of the measurement software
Easy to plug in basic software such as image handling
Cooperated controls among measurement applications

Reuse of software applications

The current measurement software’s structure, which
makes it difficult to provide the aforementioned facilities,
is shown in Figure 1.

Figure 1: Schematic view of the structure of the typical
measurement software for experimental stations.
Measurement applications in the stations are usually
built with user interfaces such as LabVIEW [2], spec [3]
and Visual Basic. As shown in Figure 1, one application
contains all the functions of the measurements for the user
interface, experimental procedures, and data management
and equipment controls. Owing to the monolithic structure of the application, it is not easy to reconfigure the
measurement system, because we need to update the application for the relevant sections by considering software
dependencies in other sections as well. This constraint
also prevents reuse of the application as general software,
because many functions are combined in one application.
Furthermore, the coding strategies of applications vary for
each depending on the person who creates the application.
Therefore, it takes time and resources to maintain the
measurement system.
To solve these problems, we propose to apply a Data
collection And control framework for X-Ray experimental station Using MADOCA, called DARUMA. Here,
MADOCA stands for Message And Database Oriented
Control Architecture and is used for distributed control of
the accelerator and beamline for SPring-8. In this paper,
we define the DARUMA software framework and show
how DARUMA is useful for experimental measurements
at stations. We also report the status of the implementation of DARUMA in BL03XU and other stations at
SPring-8.

___________________________________________

† matumot@spring8.or.jp
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DARUMA SOFTWARE FRAMEWORK
DARUMA was developed to fulfil the demands reported in the previous section. Policies of DARUMA are
listed below.



MADOCA is adopted for distributed controls of
equipment for stations.
General software tools are prepared for stations
such as data collections and image handling.

Since MADOCA was implemented for controls of accelerator and beamline at SPring-8, we have achieved a high
level of reliability and stability in controls for stations. We
also have managed to implement cooperative controls
with accelerator and beamline with MADOCA. We chose
recently developed MADOCA II for the messaging controls due to several new functions being present in the
software. New functions include Windows support, an
interface with LabVIEW [4] and Python, and messaging
controls with variable length data such as image data,
which are all useful for the measurements at the stations.
In this section, we outline the basic concept of DARUMA and its benefits to the measurements for stations.
Detailed aspects of DARUMA in the implementation will
be reported in sections after.

DARUMA for Measurements in Stations
As described, the typical measurement application for
stations covers all the functions and devices for the measurements and is directly controlled from the application.
As such, we needed to setup several measurement applications for each computer where corresponding devices
were equipped. Therefore, cooperative measurements
among applications were not easy.
However, with the introduction of DARUMA, the software structure of the application is changed as shown in
Figure 2. In DARUMA, we separated each function in the
application into different software processes and developed the software components for each. The software
components are composed from Equipment Manager
(EM) to control the equipment and includes tools for data
collection and image handling. For the measurements, we
can use these software tools by connecting with the messaging controls of MADOCA. With the separated software structure, we can now unify the measurement application on one computer and cooperative controls among
equipment in different computers can be easily achieved.
We can also quite easily control light optics in beamline
from the station with MADOCA (In Figure 1, we used
intermediate socket process to control light optics in
beamline with the MADOCA control system from the
station).
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By adopting DARUMA, with its separated software processes in the measurements, we can accomplish multiple
goals as listed below.





Time and cost to prepare the measurement application can be reduced because general software applications such as EM can be used as-is which allows us to concentrate on the user interface and experimental procedures.
Reuse of software applications is realized.
It is easy to plugin useful basic software.

To promote DARUMA for measurements at stations, it
is important to enrich software tools in DARUMA.
Table 1 presents the example of equipment list developed
for EM. We developed these EM for BL03XU and other
stations. We also have an additional EM developed for
BL14B2 but these are not listed in Table 1. The developed
EM may still not be enough for the stations. However,
there are MADOCA II interfaces for LabVIEW and Python, as well as C languages, to build EM and we expect a
supported number of EM can be flexibly increased based
on demand. We also developed general software tools for
data collection and image handling in DARUMA. Details
of these tools will be reported in the next section.
Although MADOCA is adopted for the message controls of measurements, the applications for experimental
users may be not prepared with MADOCA. If users want
to have cooperative controls with DARUMA, we need to
ask users to edit the application to have control with
MADOCA. As several languages such as Python, LabVIEW, and C are supported for the interface, updating the
application can proceed smoothly.

Figure 2: Schematic view of measurement software structure for a station with DARUMA. In DARUMA, we setup
separated software processes for each function and these
can be connected with messaging controls of MADOCA.
Table 1: An Example of Equipment List Developed for
EM
Application

Equipment

Remarks

ADC

NI PXIe-4492

Trigger (TTL I/O)

NI PXIe-6612

C interface
with NIDAQmx

Motor

TSUJICON
PMC16C-16

Simultaneous
drive (16 ch.)
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2D detector

PILATUS
HiPic CCD
HiPic FPD
PerkinElmer XRD
Rigaku HyPix

Benefits with MADOCA Messaging Controls
Here, we discuss the benefits with MADOCA messaging controls on reconfiguration of experimental setup. In
MADOCA, a message for the control is composed of a
text
message
of
subject/verb/object/complement
(S/V/O/C) syntax. In this context, “S” denotes the program that is automatically defined by the framework and
“V” denotes the action of the command, for which “put”
or “get” is primarily used. “O” is an object name, which
identifies the target of the messages. “C” is an action
parameter. For example, we can send a message with
“put/bl_03in_st1_detector_1/start” as V/O/C (S is abbreviated as described) to start the measurement for the detector at BL03XU. In this example, the message is sent to
an EM where “O” is registered. A response is then returned from the EM with S/V/O/C format where C is set
to “ok” if the command succeeded. In the messaging
scheme, message commands do not contain any specific
device information and the system is designed to have
abstracted message commands for easy-to-understand
controls by a human. As such abstraction of the message
commands are performed inside EM, we can use the same
client application when equipment is updated if the corresponding EM is prepared to respond with the same massage commands as before.
Owing to the policy of abstracted message commands of
MADOCA, reconfiguration of equipment to update the
experimental setup can be flexibly managed which we
expect to reduce the maintenance costs for control systems in the stations.
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For the measurements, we also developed measurement
procedures with messaging commands of MADOCA. The
procedures include initialization procedure such as location of the stored data, settings for camera and trigger, and
operation procedure of the measurements. Though we
prepared the procedures for BL03XU, these procedures
can be generalized into measurement systems at other
stations. Therefore, the developed measurement procedures can be flexibly extended to other stations.
To perform one measurement, we set the number of
images of 2D detectors to a value of a few thousand for
an example. The typical data collection rate is about 10
Hz in the case for PILATUS with M pixel data in the
image. Although we often have several detectors in the
measurements, data collections in these detectors are
performed by synchronized timing with trigger signals.
Afterwards, the measured data is stored on a server as a
file. The data format for the image is not unified, but TIFF
is typically used.
To analyze the measured data, we needed to search data
from files in the storage server. However, it takes time
and resources even though we included meta-information
of the measurements in the folder name. To improve the
flexibility in the analysis, DARUMA stored metadata of
the measurements into a NoSQL database, elasticsearch
[5]. Elasticsearch has a search engine based on Lucene
with a REST API interface. As data can be managed with
schema free JSON documents in elasticsearch, it is useful
in managing the various metadata in experimental measurements.

IMPLEMENTATION OF DARUMA INTO
BL03XU
As a first attempt, we implemented DARUMA into
BL03XU used for advanced soft material beamline. The
schematic view of the measurement system with DARUMA for BL03XU is shown in Figure 3. For the measurements, we control monitoring of the current in the ion
chamber and the voltage in the photo diode, motors, timing signals and 2D detectors for PILATUS, HiPic CCD
and HiPic FFD. About 10 computers are used in the
measurement system. To implement DARUMA, we developed an EM for each equipment device as described in
the previous section.

Figure 3: Schematic view of measurement system with
DARUMA for BL03XU.
To perform data logging with elasticsearch, we developed data collection for DARUMA as shown in Figure 4.
Here, we developed EM-DB, which adds functions into
EM for data collection and data logging. The operation of
EM-DB is performed from a client application with messaging commands of MADOCA. We have 2 types of EMDB. The first EM-DB for master manages run information on the measurements, and the second EM-DB for
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2D detectors manages measurements with each 2D detector.
The collected data are sent to elasticsearch via a REST
API. A type in elasticsearch, is prepared to archive data
received from each EM-DB. The type for master manages
run information and the type for 2D detectors manage
information for detectors. For the image data, only the
image file path is recorded in the type because the data
size of the image is too large for elasticsearch. Though we
record one event into different types, we can have synchronized data among these because EM-DB for 2D detectors fetches the run information from the data in elasticsearch recorded by EM-master and utilizes the information for the measurements.
To search measured data from elasticsearch, we developed a web interface as shown in Figure 5. In the web
portal, it is possible to flexibly search data with various
conditions in time, detector, and so forth. Full-text search
is also possible by using functions in elasticsearch. The
selected image can be viewed with analysis for Region Of
Interest (ROI) then downloaded. Thus, we can have flexibility in the analysis with DARUMA.
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We also developed software tools for image handling
with DARUMA. Previously, we had the application for
online monitoring with dedicated tools prepared for each
detector. However, we sometimes had difficulty in the
image analysis because the customizations in these tools
were not flexible. Furthermore, computers used for the
analysis of the image were restricted by the location of
the storage server for the image data. DARUMA can
solve these problems and improve flexibility for the image analysis. In DARUMA, we developed EM to manage
image data. As MADOCA can have messaging controls
with variable length data, image data can be utilized in the
EM for the image handling. With the application for the
function of image handling separated from the EM, we
can have online image monitoring from a client application in a remote computer as shown in the GUI of
Figure 6. In the GUI, we can have an online monitor with
an appropriate rate of a few Hz for PILATUS, though a
data size of the image is about 4 MB for one image. The
GUI can also be flexibly applied to the online image monitoring for other 2D detectors because the GUI uses image
data attached in the messaging of MADOCA, and data
format for the image data is generalized with MessagePack [7]. The GUI is built with PyQt [8] using pyqtgraph [9]. The customization of the GUI, such as image
analysis with ROI, can be implemented easily and flexibly by programming with Python.
We finished the development of DARUMA for EM and
data collections and image handling began testing the
operation with DARUMA in the experimental measurements at BL03XU. However, we have about 20 GUIs for
the measurement applications and the replacement of
these with DARUMA is still on going. The migration to
DARUMA is going well, and we aim to completely
switch into the DARUMA system for the measurement
system at BL03XU next March.

Figure 4: Software structure of data collection with
DARUMA.

Figure 5: Web interface to search measured data for 2D
detectors. Tornado [6] based on Python are used to build
the interface.

Figure 6: GUI for online monitoring of PILATUS image
data with DARUMA.
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IMPLEMENTATION OF DARUMA INTO
OTHER EXPERIMENTAL STATIONS
In the previous section, we reported the implementation
of DARUMA into all measurement systems for BL03XU.
However, it is not realistic to replace all systems for existing experimental stations.
However, we can implement DARUMA into a partial
set of the measurement systems. As station staff is interested in the tools for image handling for DARUMA, we
started to implement DARUMA for EM of 2D detectors
and image handling into several stations, namely, BL08W,
BL13XU, BL14B2, BL19B2, and BL46XU. The operation of DARUMA for these stations has started this September. In these applications, the operation of image handling is performed through messaging commands with
MADOCA. As DARUMA is implemented for the partial
system, we provided a socket intermediate process to
communicate with MADOCA from other applications.
In BL14B2, we also developed a dedicated EM for image analysis to perform image integrated sum with ROI,
and this function is being utilized for the measurement of
QXAFS (Quick X-ray Absorption Fine Structure) as
shown in Figure 7. The image integrated sum is used to
estimate photon counting and fast processing can be expected with a separated process of control EM for the
image analysis. Though the study for the image analysis is
ongoing, we expect such tools for the image handling to
be useful in improving the measurements for stations and
we aim to have stable measurements to process the image
integrated sum with 50 ms interval.
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SUMMARY
We developed DARUMA for data collection and controls for X-ray experimental stations. DARUMA utilizes
MADOCA, which was developed for distributed controls
used in the accelerator and beamline control for SPring-8.
With the introduction of DARUMA, each function in the
measurements for stations are separated into software
components such as EM, data collections, and image
handling, and we can perform measurements with these
software components through the messaging commands
of MADOCA. The separated software structure of DARUMA facilitates flexible experimental setup, promotes
rapid preparation of the measurement application, and
helps the reuse of software applications. As a first attempt, we implemented DARUMA into BL03XU.
The migration to the DARUMA system has been proceeding smoothly. Functionality for image handling is
especially useful. It has been implemented into a partial
set of the measurement systems for several stations, and
has been in operation with DARUMA since this September.
We confirmed that the DARUMA framework is useful
for the measurement system for stations. To promote
DARUMA for more users in stations, we plan to enrich
software tools in DARUMA such as improve image handling tools and enrich documents and installers.
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THE SLAC COMMON-PLATFORM FIRMWARE FOR
HIGH-PERFORMANCE SYSTEMS
T. Straumann, R. Claus, M. D’Ewart, J. Frisch, G. Haller, R. Herbst, B. Hong, U. Legat, L. Ma,
J. Olsen, B. Reese, L. Ruckman, L. Sapozhnikov, S. Smith, D. Van Winkle, E. Williams,
J. Vasquez Stanescu, M. Weaver, C. Xu, A. Young, SLAC, Menlo Park, California, USA
Abstract
LCLS-II’s high beam rate of almost 1MHz and the requirement that several “high-performance” systems (such
as MPS, BPM, LLRF, timing etc.) shall resolve individual
bunches precludes the use of a traditional software based
control system but requires many core services to be implemented in FPGA logic. SLAC has created a comprehensive
open-source firmware framework which implements many
commonly used blocks (e.g., timing, globally-synchronized
fast data buffers, MPS, diagnostic data capture), libraries
(Ethernet protocol stack, AXI interconnect, FIFOs, memory etc.) and interfaces (e.g., for timing, diagnostic data
etc.) thus providing a versatile platform on top of which
powerful high-performance systems can be built and rapidly
integrated.

INTRODUCTION
The next generation Linac Coherent Light Source (LCLS)
has many High Performance System (HPS) sub-systems:
• Beam Charge Monitor (BCM)
• Beam Length Monitor (BLEN)
• Beam Position Monitor (BPM)
• Low-Level Radio Frequency (LLRF)
• Machine Protection System (MPS)
• Timing System
While each specific HPS sub-system has some unique
requirements, they all share the same base requirements:
• Intelligent Platform Management Interface (IPMI)
• Timing Network
• Experimental Physics and Industrial Control System
(EPICS) Network
• MPS network
The motivation for developing a HPS common platform
is to do the following:
• Identify areas of commonality within LCLS-II, LCLS-I,
and SLAC in general
• Define intra HPS interfaces and interconnects
• Ensure application specific firmware and software is
consistent with core library, portable, parameterized,
and reusable in future systems
The HPS common platform provides the base hardware,
base firmware, and base software for all LCLS-II (and eventually LCLS-I) sub-systems [1]. The common platform is
an Ethernet Network Access Device (NAD) based module.
Figure 1 shows the default packaging solution, which is a
7-slot Advanced Telecommunications Computing Architecture (ATCA) crate.

Figure 1: Crate Network Block Diagram.

COMMON PLATFORM HARDWARE
The common platform hardware is an ATCA Advanced
Mezzanine Card (AMC) carrier board. A block diagram
of the carrier board is shown in Fig. 2, and a photograph
of the AMC carrier is shown in Fig. 3. The AMC carrier
supports two double-wide, full height mezzanine cards. An
AMC is where the application specific hardware exists for a
given HPS sub-system. Figure 4 shows some examples of
application specific hardware that has been developed for the
common platform carrier board. The AMC carrier provides
the following interconnects and power to each of the AMCs:
• Unfiltered, switching +12VDC power (up to 9A)
• Filtered, switching +2VDC power (up to 3A)
• Filtered, switching +4VDC power (up to 3A)
• Filtered, switching +6VDC power (up to 3A)
• Filtered, switching +15VDC power (up to 0.5A)
• Filtered, switching -15VDC power (up to 0.5A)
• 7 - 10 high speed FPGA I/Os, (Up to 10Gbps)
• 86 low speed FPGA I/Os, (Up to 1Gbps)
• 2 differential pairs between AMCs on the same carrier
• 2 differential pairs between AMC and RTM
The main controller on the AMC carrier is a Xilinx Kintex Ultrascale Field-Programmable Gate Array (FPGA).
There are two loading options for this FPGA: XCKU0402FFVA1156E (7 high speed links per AMC) or XCKU0602FFVA1156E (10 high speed links per AMC). XCKU0402FFVA1156E is the default loading option. Attached to
the FPGA is a standard 8GB DDR3 SODIMM for local
buffering of large amounts of data.
To help minimize cabling to the common platform hardware, the ATCA back plane is highly utilized. We are using
a dual-star back plane. In ATCA slot#1 (1st star connection),
we use a Commercial Off The Self (COTS) Ethernet switch
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Figure 4: Examples of Application Specific Hardware.
Figure 2: Hardware Block Diagram.

Figure 5: Overall Firmware Block Diagram.
Figure 3: Photograph of the AMC carrier with RTM.

The SURF Library
to connect Ethernet to all the AMC carriers via the back
plane’s zone2 interface. In ATCA slot#2 (2nd star connection), we use an AMC carrier to connect all the other AMC
carriers to the timing and MPS networks via the back plane’s
zone2 interface as well. The slot#2 AMC carrier’s external
connection to the timing and MPS networks is via a Rear
Transition Module (RTM). There is only one RTM required
per ATCA crate in the HPS common platform system. The
ATCA Zone1 back place interface provides the AMC carriers with -48VDC power (up to 300W) and an IPMI network
interface.

COMMON PLATFORM FIRMWARE
The purpose of the common platform firmware is to provide the common firmware interfaces and functional modules required by all or many applications. A block diagram of
the carrier board is shown in Fig. 5. The top-level firmware
is partitioned into two sections: Common Platform Core and
Application Core. The Common platform core firmware is
used in all firmware builds whereas the application core is
the unique firmware specific to the application.

The backbone of the common platform firmware framework is the SLAC Ultimate RTL Framework (SURF). SURF
is an open source firmware library that is developed, supported and maintained by SLAC on Github [2]. Here are
some of the common SURF IP core libraries used application
engineers:
• Ethernet: 1000BASE, 10G-BASE, XAUI, IPv4, ARP,
DHCP, ICMP, UDP
• AXI4: Crossbar, DMA, FIFO, etc.
• AXI4-Lite: Crossbar, AXI4-to-AXI4-Lite bridge, etc.
• AXI4 stream: DMA, MUX, FIFO, etc.
• Devices: ADI, Linear, Micron, TI, etc.
• Synchronization: Synchronize bits, buses, vectors, resets, etc.
• Wrapped Xilinx IPs: Clock managers, SEM, DNA,
IPROG
• Serial Protocols: I2C, SPI, UART, JESD204B, etc.
Application firmware engineers are able to develop their
firmware faster by leveraging this firmware library resource.
Networking Support The common platform Ethernet
core uses a firmware-based 5-layer Ethernet stack (see Fig. 6).
The first layer is a Xilinx 10 Gigabit Attachment Unit InterTHMPL08

Hardware Technology

1287

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

face (XAUI) physical layer (PHY). We are using the Xilinx
XAUI PHY IP core [3]. The Ethernet Media Access Controller (MAC) is the 2nd Ethernet layer. The MAC is part of
the SURF firmware library and has the following features:
• MAC address filtering
• Pause Flow control
• Cyclic Redundancy Check (CRC) generation/verification
The MAC address for this firmware module is stored an onboard IPMI PROM. Each AMC carrier is programmed with
an unique MAC address.
The IPv4 engine is the 3rd Ethernet layer. The IPv4 engine
is part of the SURF firmware library and has the following
features:
• Integrated ARP engine for ARP requests/replies
• Integrated ICMP engine to reply back to standard Ethernet pings
• IP address filtering
• IPv4 protocol type filtering
• IPv4 header checksum generation/verification
The UDP engine is the 4th Ethernet layer. The UDP
engine is part of the SURF firmware library and has the
following features:
• UDP checksum generation/verification
• UDP port filtering/routing
SLAC Streaming Interface (SSI) is a particular messaging
definition on top of AXI4 streaming. It uses the AXI4 Stream
base protocol with definitions (within the allowable AXI4
Stream standard) for EOFE (end of frame with error) and
SOF (start of frame) in the USER fields.
Reliable SLAC Streaming Interface (RSSI) engine is the
5th Ethernet layer and is the reliable communications layer
based upon RUDP (Cisco implementation: refer to RFC-908
and RFC-1151) [4]. The RSSI engine handles the handshaking for re-transmission to another RSSI firmware engine (or
RSSI software driver) and provides a flow control mechanism. The user application interface to the RSSI engine is a
SSI interface.
While our firmware Ethernet stack does support DHCP
in the UDP engine, for network management simplicity we
do not enable this feature in our common platform firmware
implementation. Instead we automatically generate the IP
address from the ATCA slot number and ATCA crate ID:
• IP Address: 10.x.y.z
– x = upper 8 bits of crate ID
– y = lower 8 bits of crate ID
– z = 100 + ATCA logical slot #
Each ATCA crate has a unique 16-bit crate ID in our system.

Timing and BSA Support
A block diagram of the Beam Synchronous Acquisition
(BSA)/Timing firmware core is shown in Fig. 7. BSA allows
synchronously time-stamped measurements across multiple
distributed sub-systems (e.g., capture of synchronous orbits
involving many BPMs). Measurements are acquired into a
deep on-board buffer in real-time and eventually read out by
software for off-line processing.

ICALEPCS2017, Barcelona, Spain
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Figure 6: Firmware Ethernet Stack.

Figure 7: Timing Core Block Diagram.

The timing core is connected to the zone2 back plane timing network and forwards the decoded timing messages to the
application firmware and the BSA engine. The BSA engine
receives 1 MHz measurement results from the application.
The BSA Engine supports up to 64 individual acquisition
arrays. The engine queues the application’s 1MHz data to
DDR3 memory for some subset of the 64 arrays as indicated
by the timing message. The timing message also provides an
update request to the BSA Engine to notify the application
software to initiate read back of the arrays.
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Figure 8: DDR Memory Performance.
We have performed both simulated and non-simulated
measurements of the FPGA’s DDR3 memory performance.
Figure 8 shows the DDR3 memory performance for both
simulation and measurement as a function of the AXI burst
length. The 64-bit DDR3 memory runs at 1600 MT/s (102.4
Gbps peak throughput). While there are faster than 1600
MT/s DDR3 SODIMMs on the market, the 1600 MT/s is
limited by the switching spead of the FPGA I/Os. If we
write/read at maximum burst size (4kB), we are able to
achieve 80 Gbps writes and 65 Gbps read.

Figure 9: Two-Stage FPGA Bootloading Process.

FPGA Boot Process
The FPGA uses a two-stage booting process for loading
the firmware. A flow cart of this two stage process is shown
in Fig. 9. At power up the FPGA will always load the First
Stage Bootloader (FSBL). The FSBL does a DDR memory
test before booting into the second stage. The firmware-base
memory tester writes pseudo-random data to the entire memory space then reads back the entire memory space to verify
pseudo-random data was written. This memory test takes
less than 2 seconds after power up. If the memory test failed,
the FSBL does not boot into the next stage. If the DDR
memory test passes, the FSBL will boot into the second
stage. The second stage base address is determined by the
IPMI interface. The hardware supports up to 4 firmware
images (1 FSBL + 3 non-FSBL) in a 1 Gb FLASH PROM.
The non-FSBL images can be remotely reprogramming via
the Zone2 Ethernet interface. The FSBL image is protected
by the PROM’s hardware write protection pin [5] and cannot be reprogrammed without installing a physical jump on
the board. If the non-FSBL image gets corrupted during a
remote reprogramming process, the IPMI can set the second
stage base address to zero to keep the FSBL from transitioning to non-FSBL image. While running the FSBL image
the system can remotely reprogram the non-FSBL image to
recover from such an failure state.

SOFTWARE SUPPORT
A software block-diagram for a typical application is
shown in Fig. 10.

Figure 10: Software Organization.
The Common Platform Software (CPSW) provides a common interface to the FPGA for all high-level software [6]. It
is written in C++ and highly objected oriented making extensive use of smart pointers and RAII. It is designed for access
to services with varying degree of exposed detail and offers
three different APIs with decreasing level of abstraction:
• User API: provides access to a device hierarchy, previously defined using the builder API, without explicit
knowledge about details of communication (ports, register addresses, endianness, ...).
• Builder API: it is used for assembling a hierarchy from
predefined blocks, defining the topology and providing
the necessary parameters, like ports, register offsets,
endianness, among others.
• Developer API: it gives access to all details, and can
be used for defining more complex objects and extend
CPSW itself.
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E.g., CPSW provides an elementary building block called
ScalVal. It represents a generic scalar value with programmable parameters (Bit-width, Bit-offset, Endianness,
Signed-ness, Arrays of multiple elements with definable
stride), visible to the builder API. From the User API, ScalVal provides simple access via the methods getVal() and
setVal(), for reading and writing respectively while all details remain hidden.

Builder API
When building the hierarchy, two main steps are required:
• Create an entity with the desired parameters.
IntField property = IIntField : : create (
" p r o p e r t y " , / / name
16 ,
/ / size in b i t s
false ,
/ / is_signed ?
0);
/ / bit − o f f s e t of lsb

• Attached the entity to a parent.
mmio−> a d d A t A d d r e s s (
property ,
// child
0 x030 ,
// offset
1);
/ / number o f e l e m e n t s

CPSW provides the following building blocks:
• ScalVal: a “leaf”, representing a scalar value/number;
directly manipulated by the user API.
• Stream: another “leaf”. Provides raw access to network
protocols above the transport layer (RSSI) for special
applications.
• MMIO: a memory-mapped container block. MMIOs
can be nested.
• NetIO; a container block which implements network
communication using a configurable “stack” of protocol modules.
CPSW provides an alternative way of describing the hardware by using YAML files [7]. The YAML files are provided by the firmware build system and represent a concise
description of all firmware entities including all relevant
parameters (protocol stack details, register offset and sizes,
etc.). A CPSW YAML interpreter uses the builder API to
automatically construct the system.

User API
In order to access an entity in the hierarchy, three main
steps are required by the user:
• Navigate the hierarchy via Path objects which identify
an entity using names (string), similar to file system
paths. The most basic operation is the lookup, which
allows the user to find a specific entity.
P a t h p = r o o t −>findByName ( " / some / dev " ) ;

• An object which instantiates the desired user interface
of the entity can be created.

Figure 11: Communication Stack.
p r o p e r t y −> g e t V a l (& i n t 3 2 _ v a r i a b l e ) ;

FPGA Communication stack:
Communication with FPGAs is established using proprietary protocols layered on top of UDP (see Fig. 11):
• SRP (Slac Register Protocol): RPC-style (but much
more primitive) messages fitting into a single MTU.
Request/reply for reading/writing 32bit words.
• Packetizer/Depacketizer: Messages which can be much
larger than a MTU and are fragmented/reassembled.
• TDEST De/mux: Allows multiple destinations to share
a common (De-)Packetizer/RSSI/UDP channel.
• RSSI (see subsection “Networking Support”)

CONCLUSION
The SLAC common platform is a comprehensive framework of hardware, firmware and software components for
supporting FPGA-based control- and data-acquisition systems. It greatly simplifies application development, reduces
redundant efforts and enhances efficient use of engineering
resources.
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E. S. Kotov†,1, A.M. Batrakov, G.A. Fatkin1, A.V. Pavlenko1, K.S. Shtro, M.Yu. Vasilyev1,
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FAST DIGITIZERS FAMILY ADC4X250
The most used model ADC4x250-4CH intended to record accelerating voltage waveforms. The total number of
such signals reaches 840. These data allow us to determine the beam energy and monitor the correct operation
of the high-voltage modulator.
The fastest model ADC4x250-1CH allows monitoring
the voltage in kickers – the beam deflecting devices. The

A relatively small number of kicker signals makes uneconomical the development of the device with 1 GSPS
sample rate if take into account labour expenditures. On
the other hand, the purchase of a number of modules,
each of which costs about $12,000, not a satisfactory one.
However, it is clear that the structural schemes of all fast
modules are very similar. In this regard, it looks attractive
variant when all modules are designed as two separate
PCBs that stacked with each other by mezzanine way.
One PCB is unified mainboard shared by all fast digitizers. Its structural scheme is shown in Fig. 1. Sampling is
performed by four 250 MSPS 12 bit analog-to-digital
converters. Raw ADC data is stored into two SRAM
chips with total capacity of 3 megasamples. Two FPGA
Altera Cyclone III transfer samples from ADC to SRAM
in the measure phase as well as applying calibration correction on-the-fly to reading out data. Furthermore, FPGA
software performs common control functions and VME
communication. Also board contains outstanding clocking
chip for accurate ADC timing and synchronization.
Any device in family is obtained by connecting according preamplifier. Software of the module determines what
kind of preamplifier is connected and then configure
ADCs’ clocking scheme and internal registers in the correct way.

PLL

Synchronization
and Timing

ADC 1
FPGA

FPGA

ADC 2
ADC 3
ADC 4

VMEbus

Waveform monitoring system (WMS) includes "fast"
and "slow" monitoring subsystems. To obtain the necessary waveforms with different duration, a several fast and
slow models were developed. The models use unified
hardware solutions in the interface part interacting with
the VME bus. The interface part of the modules performs
not only VME-bus standard procedures but also provides
interface with additional synchronization lines that are
present on the J2/P2 connector [1]. With these lines, the
phased-clocking of analog-to-digital converters is provided for all digitizers in the crate.
Three types of digitizers are involved in “fast” subsystem. The first one, ADC4x250-4CH, is 4-channel
250 MSPS digitizer. The second one, ADC4x250-1CH, is
single channel digitizer with sample rate of 1 GSPS. The
third model intended for operations with signals in optical
diagnostics which require bandwidth about 100 MHz and
sample rate 250 MSPS. Resolution of devices is 12 bit.
All of fast models are based on unified hardware platform
and differ in timing as well as the structure and schematics of the input amplifiers.
"Slow" subsystem is based on ADCx32. This digitizer
uses four 8-channel multiplexed SAR ADCs (1 μs conversion cycle) with 12 bit resolution. The total number of
channels of ADCx32 is 32. Main feature of this module is
program configurable channel sequencing which allows
to measure signals with different duration.

Unified Hardware Platform

SRAM

INTRODUCTION

total number of these signals is about 10.
The third digitizer processes signals coming through
optical lines and contains a photodetector at the input.

SRAM

Waveform monitoring system plays a special role in the
control system of powerful pulse installations providing
the most complete information about the installation functioning and its parameters. The report describes the family
of VME modules used in the waveform monitoring system of a linear induction accelerator LIA-20. In order to
organize inter-module synchronization the VME-64 bus
extension implemented in the VME64-BINP crates is
applied in the waveform digitizers.

Mezzanine connector

Abstract

Figure 1: The structure of ADC4x250 mainboard.
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ADC4x250-4CH

ADC4x250-APD

Mezzanine board preamplifier in the ADC4x250-4CH
contains four identical channels. The signal from each
channel is processed by its "own" ADC. The ADC-chips
are clocked simultaneously therefore the sample rate of
this device coincides with the sample rate of one ADC
and equals 250 MSPS. The bandwidth of the
ADC4x250-4CH is determined by the input amplifiers
and equals 75 MHz. Also preamplifier contains precision
DAC for periodically offset and gain calibration of each
channel. The view of 4-channel model with installed
amplifier is presented in Fig. 2.

Avalanch photodiode (APD) version designed as
four-channel module with optical input. Photodiode using
requires slightly different solutions in front-end but this
challenge gracefully fit with unified hardware platform
concept. In this case, preamplifier consists of avalanch
photodiode with transimpedance amplifier for each channel (Fig. 4). Timing scheme of ADCs remains as in the 4CH device case.

Figure 4: ADC4x250-APD.

Figure 2: ADC4x250-4CH.

ADC4x250-1CH
One-channel device is obtained by program reconfiguration of a clock circuit and installing the 1-channel input
amplifier, which has 300 MHz bandwidth. In order to
achieve an effective sampling rate of 1 GSPS it is necessary to clock the ADC-chips in series one by one and with
a phase shift of 90° (see Fig. 3). The difference in hardware latency in ADC timing, which is ±40 ps, is corrected
programmatically using a special algorithms.

Specification of the ADC4x250 family you can see in
Table 1.
Table 1: ADC4x250 Family Specifications
ADC4x250
-4CH

ADC4x250
-1CH

ADC4x250
-APD

Sample rate

250 MSPS

1000 MSPS

250 MSPS

Bandwidth,
-3dB

75 MHz

300 MHz

120 MHz

Number of
channels

4

1

4

Input ranges

±0.5 V, ±1 V, ±2 V, ±4 V

Resolution
Buffer length
SNR in the
BW

ADC 1
ADC 2
ADC 3
ADC 4
Samples

Figure 3: ADC4x250-1CH and its clock sequence.

10 kΩ
(86 µAmax)
40 kΩ
(21 µAmax)

12 bit
786 432
samples/ch
62.7 dBFS

3 145 728
samples/ch

786 432
samples/ch

62 dBFS

57.2 dBFS
@ 10 kΩ
47.7 dBFS
@ 40 kΩ

SLOW DIGITIZER ADCX32
"Slow" WMS subsystem provides data acquisition of
Pulsed HV System (PHVS) signals. PHVS includes
27 HV chargers, 480 pulse modulators with Pulse Forming Networks (PFN) for supplying accelerating inductors,
64 pulsed demagnetizer and 32 magnetic lens power supplies. The durations of PHVS elements processes differ
significantly as shown in timing diagram of PHVS opera-
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tion (see Fig. 5). Thus, "slow" WMS should be able to
digitize 1563 signals in time range 500 μs – 20 ms.

Figure 5: PHVS timing diagram.
The basic idea of "slow" WMS digitizer design is using
four 8-channel multiplexed 1 MSPS SAR ADCs with
programmable channel sequencing. Channel sequence
configuration determines sampling rate for each ADC
channel individually. That allows sampling channels with
shorter time duration faster than channels with longer
time duration. This approach is illustrated in Fig. 6. Sequence example is shown in timing diagram for the case,
when CH0 of ADC records fast process with twice higher
sampling rate than CH1 and CH2.
CHANN 0

Figure 8: ADCx32 module photography.
Table 2: ADCx32 Specifications
Sampling rate

1 MSPS (max)

Bandwidth, -3dB

50 kHz

Number of channels
Total number of channels
Input ranges

SNR in the BW

CHANN 2

Buffer length

ADC
SAMPLING
0

1

0

2

0

1

0

2

0

1

Figure 6: ADC channel sequencing.
ADCx32 block diagram is shown in Fig. 7. Digital part
of the digitizer is based on Nios II embedded CPU implemented in a Cyclone III (Altera FPGA). Digital part
provides VME interface support, driving of SDRAM
memory, trigger and sample clock sources selection and
analog front-end control. Front-end is built on four ADC
chips and 32 input channels circuits. Digitizer inputs
equipped with HV protection (100 V), 50 kHz filtering
and PGAs. Photo of the module is presented in Fig. 8.

+

‐

ADC 0..3
MUX

CH 0..31

0..7

IN 0..31

Necessary precision was achieved by using calibration
procedure, which includes measurements of zero and
scale errors of drivers and ADCs and applying built in
data correction algorithm.
Specification of the ADCx32 is presented in Table 2.

4 simultaneous
8 x 4 = 32
±1 V, ±2 V, ±4 V, ±8 V

Resolution

CHANN 1
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SEQUENCE
CTRL

ADC

ADC CTRL

Digital Part

12 bit
70.9 dBFS
524 288 samples/ch

CONCLUSION
Four models of VME-based waveform digitizers, which
intended for creating Waveform Monitoring System of the
accelerator LIA-20 have been developed. Obviously,
these modules can be successfully used in other VMEbased systems to arrange multichannel recording of signals in wide time range.
The main feature of the described devices is the use of
the inter-module synchronization signals, coming to connector J2/P2 from the additional lines of the lower VME
databus. This feature allows to organize synchronous
sampling procedures for all digitizers located in the crate.
Another feature of the work is the decision to develop
and use a unified hardware platform for three models of
fast digitizers. This solution significantly reduced the
development stage.
At present, several batches of the described modules
are manufactured in BINP experimental workshop and are
in use in the control system of the LIA-20.
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Figure 7: ADCx32 block diagram.
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NEW VME-BASED HARDWARE FOR AUTOMATION IN BINP
G. Fatkin∗ , A. Baluev, E. Kotov, A. Pavlenko, A. Panov BINP and NSU, Novosibirsk, Russia
A. Batrakov, Ya. Macheret, V. Mamkin, A. Selivanov, BINP, Novosibirsk, Russia
Table 1: The Analyze of Modular Stanards

Abstract
A new VME-based crate and modules are presented in this
work. This hardware is primarily intended for LIA-20 control system, but we also plane to use it for the upgrade of the
controls of existing complexes such as: VEPP-2000, VEPP4, VEPP-5 Preinjector. Modules were designed with an ability to be used planned projects such as Super c-tau factory.
A crate is 6U VME64x compatible crate with additional synchronization, daisy-chain lines and 6U RIO-modules. Each
crate has a built-in status monitoring over CAN-BUS with
independent power supply. A family of VME modules is
based on the same design sample and include: digitizers,
timing modules, CAN-interface module, interlock qmodule. All modules are cost effective and have TANGO device
servers developed for them.

INTRODUCTION
Budker Institute has a long history of developing it’s own
electronic modules for automation. Most of the modules that
are still used on current installations in the institute (VEPP4,
VEPP2000, injection complex, GOL-3 and GDL), were developed in CAMAC format in 1970-1980-s. Now they are
obviously morally and technically outdated. Considering
more contemporary standards our group had some experience with using NI PXI, we developed a line of modules
for magnetic measurements in VME standard [1] and we
had automated LIA-2 accelerator [2] using in-house cPCI
modules. We need a new modular standard for automation
electornics both for our new projects such as LIA-20 [3],
Super c-tau Factory, magnetic measuremetns, etc., and for
upgrade of existing complexes.
When choosing the modular standart for automation we
have to take into account our specific economical conditions
and the experience of our electronics team. From our current
point of view we could formulate a following set of requirements to the standard. First of all it should be a widespread
modular standard with available COTS modules. Second, it
should have lines for intermodule synchronization. Third,
it should have rear input-output modules for convenient cabling. Fourth, to reduce the overall system cost a standard
should allow as much modules in crate, as possible. And
lastly we should consider our experience using and developing modules for it. The table 1 summarizes standards that
we analyzed.
After considering these standards we found that there is no
one fully satisfying our requirements. VXI is very expensive
and has a small crate. CompactPCI has no synchronization
lines and only 8 modules are supported. PXIe has no rear IO
modules and though 6U crates are available standard ones
∗
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Name
VXI
VME
PXI(e)
CompactPCI
microTCA

Synchr.

RIO

Modules

Exp.

+
+
*

+
+
-

13
21
18
8
21

±
+
∓
+
-

are 3U. MicroTCA was found to be quite interesting, but
it is excessively complex, not very widespread for automation and creating modules for it is an untrivial task. Our
previous experience with VME was quite good, but it has
no synchronization lines. Therefore we decided to create
our modification of VME standard that will meet all our
requirements. After the analyze we found out that there is
CERN VME430 standard that is quite similar to what we
have done though it uses 9U modules.

VME64-BINP CRATE
VME64-BINP is a 10U VME-64x compatible crate with
21 positions for 6U modules. The photograph of the crate
is presented at fig. 1. There are two designated positions:
position 1 is used for controller, and position 2 is used for
timer/commutator module. Full-size 6U RIO-modules are
used. An upper (J1) connector is a standard one while the
lower (J2) has specialized U/D pins assigned to special functions. The crate is assembled by using a standard upper
backplane and a specially developed 7U bottom backplane.

Figure 1: VME-BINP crate front and rear view.
Let us list the additional functions that are added on backplane: intermodule synchronization, intermodule commutation, daisy-chain lines, additional power lines, RIO-Module
connectivity.
Synchronization lines include CLK125, USRCLK and
SYNC. They are used to transfer a common 125 MHz clock,
common user-defined clock and a precise synchronization
pulse respectively. LVDS lines routed to each module in
such a way that the first 8 positions are aligned better than
100 ps and the total propagation delay to 21st position is less
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than 2 ns. TTL0 - TTL7 – are common trigger/block choose
lines that use LVTTL logic level.

Figure 3: VsDC3 Integrator.

Figure 2: VME-BINP synchronization and intermodule communication.
Intermodule LVDS lines are IN3-IN21 and OUT3OUT21.
They are routed from each module to a
timer/commutator position. First 8 positions are aligned better tha 100 ps. Theese lines could be used for fast intermodule communication or synchronization. Timer/commutator
is used as a cross-switch for them. The abovementioned
lines are presented in fig. 2.
Daisy-chain lines are DI0-DI7, DO0-DO7. They are used
to pass signals between consecutive modules and could be
used to organize interlock network or some other sub-bus.
Each RIO module is a 6U full size (160 mm) board and
has 64 connectivity lines RIOA0-RIOA31, RIOC0-RIOC31
from the corresponding front module as well as 12V, -12V,
5V, 3.3 V power lines.
VME64-BINP Crates use a cost-effective ATX power supply. To improve the reliability, each crate is equipped with a
status monitor. It provides power state indication, voltage
measurement and peak noise detection. Temperature is controlled at two in-crate points. Remote control is possible
using CANBUS with reserve power over line.

MODULES
There is a set of VME-BINP compatible modules produced by BINP. Some of them were developed for previous
works, and some are new designs.

BIVME2CAN
CANBUS is actively used in BINP automation projects
to provide slow control. BIVME2CAN is a module that
allows to connect CAN devices to VME Crate. It is a 2channel module based on SJA1000 chips. Therefore it supports 125 kBit - 1 MBit transfer rates, CAN specification
2.00, has a 1000 packets wide on-board Buffer. A16/D16
addressation is used. CAN4Linux and SocketCAN drivers
are available for this device.

VsDC3 Integrator
Ultra-low integration noise level makes this module one
of the best in the world. It is widely applied for magnetic
measurements with induction coils. The photograph of the
module is presented in fig 3, parameters are in the table 2,

and more detailed description of this module could be found
in [4].
Table 2: Main VSDC3 Parameters
Integration Error
relative to Ur ange · Tint
Integration noise
relative to Ur ange · Tint
ADC
Nonlinearity Umin ÷ Umax

10−4 (Tint = 5us)
5 · 10−5 (Tint = 50us)
10−5 (Tint = 500us)
10−5 (Tint = 5us)
5 · 10−7 (Tint = 500us)
24 bits
±2 · 10−5

All devices described hereafter are based on the same
template project that was derived from VSDC3 PCB and
allowed us to significantly reduce the development effort.

ADC4x250 and ADCx32

Figure 4: ADC4x250 4 channel version.
These two modules are waveform digitizers. We will
provide here only a brief description and an interested reader
could find a detailed one in [5]. ADC4x250 is a module
with several variants that are based on the same hardware
platform. It’s picture is presented in fig. 4.
• 1 channel, 1 GSPS, Bandwitdth 300 MHz, ENOB 7.3,
3 MWords memory
• 4 channels, 250 GSPS, Bandwidth 75 MHz, ENOB 10,
786 kWords memory
• 4 channels photodiode, Bandwidth 100 MHz
(20 kOhms), SNR 200, amplification 100, 786 kWords
memory
ADCx32 is a 32-channel module based on four 8-channel
multiplexed ADC’s. An ADCx32-RIO is a RIO-module
developed to alleviate cable routing. Main parameters of the
front module are:
THMPL10
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• four 8-channel ADC’s (32 channels)

The main characteristics of L-Timer are:

• up to 125 kSps (switchable)

• 19+19+19 Synchronization lines CLK125, USRCLK,
SYNC

• 300 kHz bandwidth
• 0.75 MWords/Channel
• ENOB 10.67

• 19x2 LVDS intermodule communication lines
• 8 TTL Lines with 512 ns length
• jitter < 100 ps

S-Timer and L-Timer

• 32 bit counters
• ±2 ns synchronization error

DL-250 and DL-250RIO

Figure 7: DL250.
Figure 5: Synchronization structure using Timer modules.
S-Timer and L-Timer allow to synchronize modules in distant VME-BINP crates as shown in fig. 5. S-Timer provides
a synchronized 125 MHz clock signal with embedded events
data through the optical line to up to 8 L-Timers. S-Timer
has an input to receive a precise external clock or external
events. Several S-Timers could be united in one crate. The
photograph of the module is presented in fig. 6. L-Timer
decodes the signal from the optical line and provides all
necessary synchronization pulses to the modules of the crate.
It also serves as a cross-commutator for LVDS lines. Delay
measurement procedure is provided. Both this modules use
the same PCB with different montage and are currently in
prototype stage.

DL-250 and DL-250RIO are designed to provide the synchronization pulses for external devices. The photograph of
DL250 module is presented in fig. 7. They could work by
themselves, or with S-Timer synchronization signals. DL250 can use Daisy-chain lines as an interlock signal source.
Main parameters of DL-250 are:
• External/Program/Backplane start
• Externtal/Backplane interlocks
• 16 channels (RIO) + 8 channels (Front)
• Discrete 4 ns
• Range 17 s
• jitter < 100 ps if synchronous, ±2 ns if asynchronous
• +3.3 V, 10 mA RIO output signal
• 200 mA front output signal
• 0.5 us pulse length

Figure 6: S-Timer.

• 5 ns rise time

The main characteristics of S-Timer are:

Main parameters of DL-250RIO are:

• 8 output optical lines

• 16 channels

• 1 input optical line

• 200 mA, 10 V at 50 Ohm output signal

• 125 MHz clock in line, 250 MHz internal clock

• 5 ns rise time

• ±2 ns Delay measurement error

• 30 ns propagation delay

• 2 synchronization I/O

• 500 V galvanic isolation with short-circuit protection
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CONCLUSION
A modification of VME64x standard called VME64BINP was developed for future automation tasks and upgrade of existing control systems in BINP. A crate and a set
of modules were created and produced in small parties(5 20 units). We plan to manufacture more than 500 modules
of all types and more than 30 VME-BINP crates for the
following 2 years to be used in BINP projects. Most of the
presented modules are based on the same template project,
that allowed us to reduce development effort. A Tango-based
software and drivers are provided for all modules [6].
We are also going to develop a VME-controller based on
a modern architecture SOM. Currently we are considering
TI Sitara ARM for this task. We are considering the development of a “narrow” variant of VME-BINP crate with 8
modules for compact local controllers.
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THE INTERLOCK SYSTEM OF FELiChEM ∗
Z. Huang, Y. Song, G. Liu† , NSRL, USTC, Hefei, Anhui 230029, China
Abstract
FELiChEM is an infrared free-electron laser user facility
under construction at NSRL. The design of the interlock
system of FELiChEM is based on EPICS. The interlock system is made up of the hardware interlock system and the
software interlock system. The hardware interlock system
is constructed with PROFINET and redundancy technology.
The software interlock system is designed with an independent configuration file to improve the flexibility. The test
results of the prototype system are also described in this
paper.

INTRODUCTION
Tunable Infrared Laser for Fundamental of Energy Chemistry (FELiChEM) is the significant scientific instrument
which is approved by the National Natural Science Foundation of China in 2013 [1]. FELiChEM contains one state-ofthe-art infrared free electron lasers, one 60MeV linac and
three research stations: photo-detection, photo-ionization,
and photo-excitation setups.
EPICS is a set of software tools for building distributed
control systems to operate devices such as Particle Accelerators and Large Experiments. For accelerator, the interlock
system takes the charge of machine protection and the personal protection. As we adopted EPICS to establish the
control system in FELiChEM, we also design the interlock
system based on EPICS. This system comprises of the hardware interlock system and the software interlock system. The
hardware interlock system has two parts: Machine Protection
System (MPS) and Personal Protection System (PPS). We
adopt redundancy technology and PROFINET to improve
the reliability in the hardware interlock system. In the design of the software interlock system, we use an independent
configuration file to improve the flexibility.

three-layer interlock system architecture. Each layer is separate and can be configured in redundant mode. Furthermore,
the link media between IO controller layer and IO device
layer can also adopt redundant technology.
IOC layer includes master IOC and slave IOC which are
running on the VMware virtual machines (VM). The two
VMs use Fault Tolerance (FT) mechanism to achieve redundant function. VMware FT achieves zero downtime and
zero data loss by creating exactly the same VM from the
master VM. The master VM and the slave VM use heartbeat
mechanism for monitoring mutual status. So when the master VM shutdown, the slave VM can take it works over as a
redundant function implementation [2].
The PROFINET IO controller layer uses a pair of redundant Phoenix RFC 460R PLCs. The master PLC and the
slave PLC synchronize data via fiber. They can switch roles
with each other. IOC communicates with master PLC by Ethernet, and the corresponding driver is developed via TCP/IP
protocol [3]. PROFINET supports three types of protocol:
TCP/IP, Real-Time (RT) and Isochronous Real-Time (IRT).
In FELiChEM interlock system, we use RT protocol between
the controller layer and the device layer.
We also set up redundant network link media topology
based on Rapid Spanning Tree Protocol (RSTP) to improve
the reliability. RSTP can provide network path redundancy.
PROFINET IO device layer has several IO stations, and
each station has several IO modules. IO device layer divides
into MPS and PPS. MPS part includes 8 sub-systems: electron gun, vacuum, power, modulator, microwave, cooling
water, undulator and resonant cavity. PPS includes access
control system, check button, emergency stop button and
dose measurement alarms. In the hareware interlock systelm
of FELiChEM, we haven’t use redundancy configuration in
IO device layer.

HARDWARE INTERLOCK SYSTEM

TEST OF PROTOTYPE HARDWARE
INTERLOCK SYSTEM

In the hardware interlock system of FELiChEM, the
requirement of response time is about 100ms. We use
PROFINET for field communication. PROFINET is an industrial internet standard. Depending on the PROFINET
definition, it has PROFINET IO controller layer and IO device layer. For the hardware interlock system, PLC is the
controller for dealing with interlock logic. Meanwhile, the
distributed IO stations are the IO devices to get field signal
and achieve interlock action. IOC is used to integrate the
hardware interlock system into EPICS environment.
As shown in Figure 1, the IOC layer, PROFINET IO
controller layer and PROFINET IO device layer form the

Response time and redundant switch-over time are the key
parameters in the hardware interlock system. We establish a
prototype system for measuring these parameters.
In the prototype system, the PROFINET IO devices layer
has two IO stations for simulating MPS and PPS separately.
Each station has one 16-channels DI module and one 16channels DO module. Figure 2 is the operator interface
developed with Control System Studio(CSS).
We use two Phoenix SMCS 8TX industrial switches for
setting up the PROFINET network, and it can support RSTP
protocol.
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The response time refers to the time difference between
IO station receiving input DI signal and setting interlock DO
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Figure 1: Architecture of the Hardware Interlock System.
captured frames by Wireshark. The average test result is
6.229ms.
According to the test results, the response time and the
PLC switch-over time are all much shorter than requirement
in FELiChEM hardware interlock system.

SOFTWARE INTERLOCK SYSTEM

Figure 2: The Operator Interface of Prototype System.
signal out. We use the oscilloscope to measure DI and DO
signals for getting the response time. As shown in Figure 3,
the test result is about 6ms.

Compared to hardware interlock system, software interlock system is more flexible and configurable [4]. Thus
we also design the software interlock system as a necessary
supplement in low response time condition.
In software interlock system, we use the independent configuration file to define the interlock logic. We develop
interlock program by using Python to read the Process Variables (PVs) in EPICS database, then it explain the configuration file and executes corresponding interlock logic. Configuration file stores different interlock logic by JavaScript
Object Notation (JSON). Be similar to Extensible Markup
Language (XML), JSON is a kind of more lightweight language [5].
Figure 4 displays the test JSON configuration file. In each
interlock unit, it defines a monitor list and an action list.
Input PVs is contained in Monitor list. “compare_operator”
and “design_value” is used to set up the relevant parameter.
In action list, we use “set_point” and “delay_time” to set
specific interlock actions.

Figure 3: The Response Time Test Result by Oscilloscope.

Test of Switch-Over Time
The switch-over time refers to the PLC switch-over time.
When PLCs communicate with IO stations, they use the flag
in frames to distinguish the master PLC and slave PLC. So
the PLC roles switch can be interpreted identified from the

Figure 4: JSON File of Software Interlock System.
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Figure 5 is the flow chart of software interlock system.
After program start, it will process interlock logic in monitor
list according to the JSON file. If all the process results are
true, the program will read action list and process interlock
action.
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By the “camonitor” command, we test the response time
of software interlock system. The jump time has also been
marked in Figure 6. The test result is 434.572ms. Comparing the response time (6ms) of hardware interlock system,
software interlock system is obviously slower.

CONCLUSION

Figure 5: Flow chart of Software Interlock System.

We describe the design of FELiChEM interlock system
under the EPICS framework. We design the hardware interlock system based on PROFINET, including the IOC layer,
PROFINET IO controller layer and PROFINET IO device
layer. Based on the prototype system, the response time is
6ms, the switch-over time of PLC is 6.229ms. All the results
meet the design requirement. As a necessary supplement,
we design the software interlock system to increase flexibility which separates interlock program and configuration
files.
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INVESTIGATIONS OF SPATIAL PROCESS MODEL FOR THE CLOSED
ORBIT FEEDBACK SYSTEM AT THE S is18 SYNCHROTRON AT GSI ∗
S. H. Mirza†1,2 , H. Klingbeil1,2 , P. Forck1 , R. Singh1
1 GSI Darmstadt, Planckstraße 1, 64291 Darmstadt,Germany
2 TEMF, Schlossgartenstraße 8, 64289 Darmstadt, Germany

A closed orbit feedback system is under development at
the GSI SIS18 synchrotron for usage during the whole acceleration cycle including the acceleration ramp. Singular
value decomposition (SVD) is the most widely used technique in global closed orbit correction for eigenmode decomposition, mode selection and pseudo-inversion of Orbit
Response Matrix (ORM) for robust calculation of corrector
magnet strengths. A new faster inversion technique based
upon Discrete Fourier Transform (DFT) has been proposed
for SIS18 ORM exploiting the circulant symmetry, a class of
matrices which can be diagonalized by the DFT using only
one row or column of the matrix. The existence of a clear relationship between SVD modes and singular values to DFT
modes and coeﬃcients for such matrices has been described.
The DFT based decomposition of circulant ORM gives hints
on physical interpretation of SVD and DFT modes of perturbed closed orbit in a synchrotron. As a ﬁrst practical
application, DFT modes were used to provide robustness
against sensor failures such as one or two malfunctioning
BPMs.

INTRODUCTION
GSI’s SIS18 synchrotron will be the booster ring for the
SIS100 synchrotron at the upcoming FAIR facility. SIS18
upgrade is underway to cope with higher beam intensities
planned for the FAIR facility [1,2]. The closed orbit feedback
system aims to supplement the SIS18 upgrade eﬀorts by
stabilizing the beam orbit during the full acceleration cycle.
There are many of challenges for the closed orbit feedback
system (COFB) for SIS18,
• The change of lattice from triplet to doublet in course
of the acceleration ramp leads to orbit and tune
changes [3]. Figure (1) shows a plot of typical position
movement during the acceleration ramp.
• Inﬂuence of power supply ripple on orbit especially visible in horizontal plane. A ≈ 2 kHz bandwidth system
would be required to suppress these ripple. Figure 2
shows the phase shifted ripple of two consecutive cycles.
• Several users (up to 16) can be supported in "parallel" operation presently at SIS18 where the users can
∗
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request dynamic changes in beam energy and intensity. This often leads to non-reproducible orbits due
to magnet hysteresis. Strategies to avoid the hysteresis
problems are under discussion at FAIR [4].
• BPM failures due to radiation shower inside the accelerator tunnel is a regular occurrence especially during
high intensity operation. Feedback systems should be
robust to such sensor/actuator failures.
• Intensity-dependent tune movements are already seen
at moderate intensity operation of SIS18. Such eﬀects
are expected to aggravate during FAIR operation and
the COFB should be prepared to deal with them.
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Figure 1: Position in both planes measured at BPM in section
8 during ﬁrst 90 ms in the acceleration ramp.
A feed-forward orbit correction system can overcome
some of these challenges but non-reproducible cycle-tocycle eﬀects such as hysteresis, intensity-dependent orbits
and power supply ripple cannot be easily accounted for. This
calls in for a fast feedback system which is robust to uncertainties in machine model and unavailability of sensors.
The backbone of the closed orbit feedback correction is
the orbit response matrix (ORM). It is the eﬀect of corrector
magnets on the transverse position of closed orbit measured
at the locations of BPMs. Equation (1) describes a generalized orbit response matrix (one for each transverse plane) [5]
√
βm βn
cos (Qπ − | μm − μn |)
Rmn =
(1)
2 sin(πQ)
where β and μ denote the beta function and phase advance
while subscripts m and n mark the locations of BPMs and
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Figure 2: Measured horizontal position of two consecutive
cycles at injection plateau.

correctors respectively. Q is the tune which is deﬁned as the
number of betatron oscillations in one turn around the ring.
SIS18 has 12 BPMs and 12 correctors per plane resulting in
a 12 × 12 matrix. BPMs and correctors are placed in a symmetric manner in y plane such that each BPM is placed at
periodic optics location in each cell and the phase diﬀerence
between two adjacent BPMs is also constant. Similar periodicity also holds for the correctors. The ORM is regarded
as the static or spatial process model [6] of the synchrotron
in the context of closed orbit feedback system but during
acceleration ramp this "static" model varies with time because of the increase of quadrupole magnet strengths with
the increase of beam energy. The beta functions and phase
advances at the locations of the BPMs and correctors change
during ramp. Ideally, the quadrupole strengths at SIS18
(focusing, defocusing and triplet quadrupole families) are
varied in a way to keep the tune constant but measurements
have shown that the tune also drifts during ramp [3].
Such a tune drift imposes an extra model mismatch on top
of systematic change of ORM during ramp. The calculation
of corrector magnet strengths requires the calculation of the
pseudo-inverse of ORM. Singular value decomposition is
the most commonly used technique for the decomposition
of ORM particularly in storage rings [7] where the particles
are stored at almost constant energy with ﬁxed quadrupole
settings. Only model errors and uncertainties are expected,
a topic that has been dealt by S. Gayadeen [6], and SVD
based decomposition was found to have limitations in terms
of quantifying the model uncertainties. Another technique
based on Fourier analysis of Eq. (1) [8] was used instead to
quantify model uncertainties in [6], but an exact relationship
between SVD singular values and Fourier coeﬃcients was
not reported.
In this paper, a Discrete Fourier Transform (DFT) based decomposition and inversion of the ORM is suggested exploiting the symmetry of the SIS18 synchrotron and a clear relationship of singular values and modes of SVD with Fourier
coeﬃcients and modes of DFT has been established. The
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use of Fourier modes for the closed orbit correction in case
of missing BPMs has been demonstrated using MAD-X [9].

SVD OF SIS18 VERTICAL ORM
SVD is a well known numerical technique for the analysis
of multivariate data [10] and is closely related to a classical
dimension reduction method called principal component
analysis (PCA). The ﬁrst use of SVD as ORM inversion tool
was proposed in 1989 [7]. Lately, it has become a de-facto
process for ORM inversion in almost all synchrotron light
facilities.
An SVD decomposition of a general m × n matrix R is
given as
(2)
R = USVT
The diagonal elements of matrix S are known as singular
values while the columns of U and V are left and right singular vectors (also called SVD modes) for the corresponding
singular values. Matrices U and V are unitary matrices such
that their inverses are equal to their transpose. The pseudoinverse of ORM is easily computed by taking inverse of
individual singular values.
R+ = VS+ UT

(3)

Small singular values are cut at this point to remove weakly
coupled modes which can lead to corrector saturation [7].
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Figure 3: Singular values of simulated SIS18-ORM in yplane.
Figure 3 shows the plot of singular values of simulated
SIS18-ORM in y-plane while ﬁrst eight columns of U (black)
and V (red) matrices are plotted in the Fig. 4. Eq. (1) shows
that spatial closed orbit perturbations are mainly dominated
by the set tune of the machine (Q y = 3.27 for SIS18). One
can see that the ﬁrst two columns of each matrix corresponding to highest equal singular values have sinus and cosinus
shapes respectively, with a discrete spatial frequency k = 3
while columns corresponding to second highest singular values have spatial frequency k = 4. This behavior of columns
of U and V matrices is an example that SVD decomposes
the ORM into two spaces; BPM space and corrector space
and each space is further decomposed into diﬀerent spatial frequency "modes" which are available in the form of
columns of U and V [7]. The singular values in the diagonal
matrix relate the corresponding modes of one space to that
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ORM online at each new energy which increases the computational eﬀort. In addition to systematic on-ramp variations,
there are also sources of model uncertainties including BPM
and corrector scaling errors from imperfect calibrations or
drifts in the tune [6, 11].
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Harmonic analysis has been proposed as an alternative to
SVD for the uncertainty modeling. Fourier series expansion
of Eq. (2) is performed to calculate the Fourier coeﬃcients
which are expressed as a function of tune [8, 11] and are
given as
Q
(4)
σk =
2
π(Q − k 2 )

k=4
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k=2
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k=2
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where Q is the tune and k is the discrete Fourier frequency.
There is a qualitative relationship between these Fourier coeﬃcients and SVD singular values such that highest singular
value and highest Fourier coeﬃcients both correspond to
the tune mode but there is no physical relationship reported
between Fourier basis and SVD modes as well as singular
values and Fourier coeﬃcients.
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Figure 4: Columns of U (black) and V(red) matrices generated by SVD of simulated SIS18-ORM in y-plane.

of the other. Modes with spatial frequencies far from the
tune frequency have less contribution in the closed orbit perturbations as becomes evident from their relatively smaller
associated singular values.
There exists a unique phase relationship between the BPM
and corrector modes for each frequency as evident from Fig.
4. For example, for k = 2 and k = 3 there is a small phase
diﬀerence while for k = 4 and k = 5 the phase diﬀerence
between U and V modes is larger. This frequency-dependent
phase relation between two spaces is not physically explained
by SVD.

Spatial Model Variation and SVD Based Decomposition
The power of SVD to decompose any matrix into orthonormal basis of left and right orthogonal matrices is in fact a
weakness when dealing with uncertainty modeling because
SVD is a numerical decomposition technique [10] and there
is no direct way of associating uncertainties in lattice parameters to the singular values. One cannot model the singular
values as a function of lattice parameters and this problem
becomes prominent when lattice parameters change during acceleration ramp as a function of quadrupole magnet
strengths. Secondly, singular values do not change independently with lattice settings because every new R has a new
set of U, S and V matrices. In this situation, either one has to
pre-calculate and store the inverses of ORMs for each energy
step during the ramp or one has to update and decompose

EXPLOITING CIRCULANT SYMMETRY
OF SIS18 ORM
As mentioned before, BPMs and correctors are placed
symmetrically in each cell of SIS18 and as a result the ORM
of SIS18 has a special shape in which each row/column is a
cyclic rotation of the previous row/column. Such a square
matrix is called Circulant matrix [12, 13] which is a special
member of the Toeplitz matrices family [14] in which the
diagonal elements are identical and each row (or column) is
a cyclic rotation of the previous row (or column). The shape
of a typical Circulant matrix is the following.
⎡ r0
⎢
⎢rn−1
⎢
⎢r
R = ⎢⎢ n−2
⎢ .
⎢ .
⎢
⎢ r1
⎣

r1
r0

rn−1
.
.
r2

r2
r1
r0
.
.
r3

r3
r2
r1
.
.
r4

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

rn−1 ⎤⎥
rn−2 ⎥⎥
rn−3 ⎥⎥
. ⎥⎥
. ⎥⎥
r0 ⎥⎦

(5)

One of the special properties of Circulant matrices is that
they can be diagonalized with the help of Discrete Fourier
Transform (DFT) of any single row / column of the matrix.
Let R be a square Circulant matrix of dimension N, then it
can be decomposed as [12]
R = (1/N)FĤF∗

(6)

where Ĥ is a diagonal matrix containing the discrete Fourier
coeﬃcients on its diagonal positions, F is a standard Fourier
matrix whose columns are given by
Fk,n = e−j2π(k−1)(n−1)/N

(7)

In Eq. (7), n ∈ [1, .., N] and k ∈ [1, .., N/2] where n is the
sampling point, k is the discrete frequency of each Fourier
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where φk is some arbitrary starting phase while φ dk is the
frequency-dependent phase diﬀerence and is given as

0
−1
1

φ dk = arg(σk )

0
−1
1

(13)

The distribution of phase of Fourier coeﬃcients into left
and right unitary matrices in case of SVD makes it difﬁcult to quantify the lattice changes into singular values only.
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Figure 5: Fourier modes (Real (black dots) and imaginary
(red dots) parts of columns of Fourier matrix F).
mode and N is the size of the square circulant matrix. In
case of ORM, N is the total number of BPMs or corrector
magnets. Real and imaginary parts of the ﬁrst four dominant
Fourier modes have been plotted in Fig. 5 (using cosine and
sine interpolations between data points). The inverse of R
can be written as
−1

R−1 = (1/N)F∗ Ĥ F

(8)

−1

where Ĥ is the diagonal matrix having inverses of Fourier
coeﬃcients at its diagonal positions. Mode truncation is
also possible by removing the Fourier coeﬃcients smaller
than a threshold along with corresponding columns of F. In
this case the inverse will be approximated as Pseudo-inverse.

Equivalence of SVD and DFT for Circulant Symmetry
There exists a mathematical equivalence between SVD
and DFT diagonalization in case of circulant matrices [15].
Both techniques decompose ORM into sinus and cosinus
modes but with a diﬀerent distribution of information between component matrices. The diagonal elements of Ĥ are
complex numbers
σk = σrk + jσik =

N
−1


Rn e−j2πkn/N

(9)

0

while diagonal elements of S are scalars equal to the magnitude of the complex Fourier coeﬃcients
sk = |σk | =

(σrk )2 + (σik )2

(10)

Columns of F and F* contain cosine and sine functions as
real and imaginary parts
Fk = cos

2πkn
2πkn
+ j sin
N
N

(11)

The columns of U and V are real valued cosine and sine
functions
Vk =
Uk =

2πkn
2
cos
+ φk
N
N

2πkn
2
cos
+ φk + φ dk
N
N

(12)

Beneﬁts of DFT over SVD against Model Uncertainties
Some beneﬁts of the DFT approach can be expected over
the limitations of SVD in case of SIS18-ORM.
• All the lattice information which is distributed in all
three matrices in case of SVD (in the form of phase
relationship between U and V modes and their amplitudes as well as singular values) is contained only in the
diagonal matrix in case of DFT (in the form of phase
and magnitude of complex Fourier coeﬃcients) and F
and F∗ are standard matrices which are same for any
circulant matrix of the same dimension. This means
that the lattice changes during acceleration ramp can be
easily taken into account by only updating the Fourier
coeﬃcients of the response of correctors measured at
one BPM only (ﬁrst row of ORM), with an assumption
that all the errors are uniformly distributed (which is
true for SIS18).
• Decomposition of ORM into standard DFT modes
gives a physical interpretation to the modal structure
of perturbed orbit in a synchrotron easier than SVD.
It also explains the structure of SVD modes and their
mutual relationship. Decomposition of perturbed orbit into standard sine/cosine modes can be utilized to
reconstruct a perturbed orbit if one or two data points
(BPMs) are missing; an operational scenario in SIS18.
This will be demonstrated in the next section.
• For a circulant ORM the computation time in case of
DFT is signiﬁcantly shorter than that of SVD which
gives the possibility of online inversion of orbit re−1
sponse matrix. Only diagonal matrix Ĥ needs to be
constructed using inverses of DFT coeﬃcients.

ROBUSTNESS AGAINST MISSING BPMs
If one or two BPMs stop working or measure false beam
positions, the calculated corrector strengths can further degrade the closed orbit instead of correction. This is a common operational scenario at SIS18 due to radiation shower
inside vacuum pipe and COFB will be either stopped or
ORM will be altered to exclude the eﬀect of faulty BPM.
We have proposed a method to estimate the orbit position at
the location of missing BPM using the beam position at all
other BPMs and modal structure of the circulant ORM. The
correction is demonstrated for SIS18 in vertical plane using
CERN’s tool MAD-X [9].
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Figure 6: Closed orbit ﬁtting in case of missing BPM.
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Figure 7: Comparison of SVD and DFT based orbit correction in case of missing BPM.

Figure 6 shows a perturbed closed orbit (red curve) simulated in MAD-X as a result of random misalignments (in a
range of -0.85 to 0.85 mm) in all 24 quadrupoles in SIS18.
A misaligned quadrupole has an eﬀect of magnetic dipole
on the beam and as a result closed orbit is perturbed from
its "ideal path".
The black dots in Fig.6 represents the sampling of perturbed orbit at the locations of BPMs while the green dot
shows a random orbit position (in a range of -1 to 1 mm) assumed at the location of a missing or faulty BPM. The DFT
based modal analysis of ORM predicts that the dominant
modes in perturbed orbit consists of cosine/sine functions
with discrete frequencies k = 3, 4, 2, 5 (in descending order
of Fourier coeﬃcients). A combination of cosine functions
with above mentioned discrete frequencies was used to estimate the orbit position at the missing BPM location using
the Python SCIPY curve ﬁtting module keeping their relative
amplitudes and phases as free parameters to be optimized.
The ﬁtting algorithm was constrained to keep the ﬁtted curve
closest to the orbit positions within an accuracy of 0.01 mm
at the working BPM locations while free to chose any value
at the location of missing BPM. As a result the optimized
orbit position was found to be closer to the actual orbit position within a maximum error of 3 ± 0.048 mm.
Figure 7 shows the orbit correction using the estimated orbit position (green curve). Red curve shows the perturbed
orbit while magenta curve shows the corrected orbit when
all BPMs are working. Orbit correction using SVD of noncirculant matrix (excluding the row corresponding to the
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faulty BPM from ORM) is plotted in black color. Orbit
correction taking the orbit position "zero" at the missing
BPM location and using a circulant matrix has also been
plotted in blue curve for comparison. The robustness against
missing BPM is shown by the overall improved correction
obtained using an estimated beam position instead of using
non-circulant matrix. Besides the better global correction
one can also get the beneﬁts of circulant symmetry and DFT
decomposition (e.g. online decomposition during ramp)
even when the symmetry has been broken due to a missing
BPM. This approach of estimating the orbit position was
also tested for two consecutive missing BPMs scenario and
was found to work.

CONCLUSION
A new approach for the decomposition and inversion of orbit response matrix based on Discrete Fourier Transform has
been introduced for the closed orbit correction. An equivalence between SVD and DFT coeﬃcients and modes has
also been established which gives more physical insight into
the concept of BPM and corrector spaces. A practical usage
of modes to achieve robustness against one or two missing
BPMs has been demonstrated with MADX simulations.
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A SIMULATION SYSTEM FOR THE EUROPEAN SPALLATION SOURCE
(ESS) DISTRIBUTED DATA STREAMING
C. Reis†, R. Borghes, G. Kourousias, R. Pugliese
Elettra Sincrotrone Trieste, Basovizza, Italy
Abstract
European Spallation Source (ESS), the next-generation
neutron source facility, is expected to produce an
immense amount of data. Various working group mostly
associated with the European Union (EU) project
Building a Research Infrastructure and Synergies for
Highest Scientific Impact in ESS (BrightnESS) aim at
developing solutions for its data-intensive challenges. The
real-time data management and aggregation is among the
top priorities. The Apache Kafka framework will be the
base for ESS real-time distributed data streaming. One of
the major challenges is the simulation of data streams
from experimental data generation to data analysis and
storage. This paper outlines a simulation approach based
on the DonkiOrchestra data acquisition and experiment
control framework, re-purposed as a data streaming
simulation system compatible with ESS-KAKFA
infrastructure.

INTRODUCTION
Elettra Sincrotrone Trieste is a multidisciplinary
international research center specialized in generating
high quality synchrotron and free-electron lasers (FEL)
light and applying it in materials and life sciences.
The electron storage ring Elettra provides state-of-art
techniques to lead experiments in physics, chemistry,
biology, life sciences, environmental sciences, medicine
and cultural heritage. It is the only third-generation
synchrotron radiation source in the world that operates
routinely at two different electron energies, i.e., 2.0 GeV
for enhanced extended ultraviolet performance and
spectroscopic applications, and 2.4 GeV for enhanced xray emission and diffraction applications. Currently 26
beamlines utilize the radiation generated by Elettra
source.
The FEL FERMI light source has been developed to
provide intense and fully coherent radiation pulses in the
ultraviolet and soft x-ray range. The peak brightness of
about 6 orders of magnitude higher than third generation
sources generated by its single-pass linac-based FEL
allows the performance of time-resolved experiments
based on coherent diffraction imaging, elastic and
inelastic scattering, photon and electron spectroscopy and
transient grating spectroscopy. FERMI can operate in the
100-40 nm energy region in the initial phase and down to
10 nm in a subsequent phase. Currently 6 versatile
experimental stations carry out outstanding research in
diverse fields and disciplines.

The EU-founded BrightnESS project [1] aims at
support the construction of the ESS in key technical areas
and in-kind coordination. Elettra has been introduced and
integrated to the main workload of BrightnESS Work
Package 5 [2] which has the objective to maximize the
scientific output of the ESS by enabling real time
processing data taken on ESS instruments.

EXPERIMENTS IN NEUTRON AND
ELECTRON FACILITIES
Each scientific setup is unique, not static and is
periodically upgraded with new instrumentation, so a
constant evolution of software and control systems
technologies is necessary.

Computational Requirements
Neutron and electron facilities have demanding
computational requirements; not only for their
accelerators but also for their experimental stations and
laboratories. Since these facilities are in a constant
upgrade and change (as science always does) the
computational systems require scalability and should
allow for easy customization. Naturally such systems
should permit concurrency as in parallel data processing,
storage and data transfer. The latter requires intelligent
and efficient architectures for transfers with minimal
overheads. As expected, advanced workflow systems are
used to facilitate communication, control and data flow.

Workflow Systems
A workflow system for the above-mentioned scenario
should provide an infrastructure for the set-up,
performance and monitoring of a defined sequence of
tasks, arranged as a workflow application. From the
workflow point of view, scientific experiments consist of
a sequence of specifics tasks that can be organized in
many different ways according to the experiment
requirements. Schematically, an experiment sequence is
composed by three consecutive phases: planning,
collection and closeout. During the planing phase the
sequence of the operations to be performed as well as its
priority level should be set up. Once the planning phase is
finished the system starts a sequence of triggers to
communicate the operations to execute its tasks. Once a
task is completed the current operation notifies the
system, then proceed with the new task, and so on.
Finally, in the closeout phase the system should perform
any needed closing procedure to ensure all the operations
were done.

______________________________________________
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Scripting and Control Systems
Thousands of devices and equipment must be remotely
controlled and monitored from different locations like
control room and beamline end-stations. Various local
area networks connect networked devices, workstations
distributed around the facility, and many servers.
Distributed software frameworks based on special
communications protocols, such as TANGO [3] or EPICS,
realize advanced distributed control solutions.

DONKIORCHESTRA
DonkiOrchestra (DO) is a workflow management
framework for end-station software development. It can
provide logical organization by sending a train of
software triggers where each trigger activates some action
according to different priority levels [4]. This allows for
concurrency and map-reduces strategies.
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also maximizes the opportunity of performing parallel
tasks.

DonkiOrchestra in WP5
DonkiOrchestra has been re-purposed to be used with
Kafka-ESS [6] technologies aiming at providing rapid
scripting of complex scenarios of data stream generation
and processing for simulation purposes. The framework
became TANGO independent and a new information
system based in TCP/IP protocols has been developed in
order to establish the communication between the
Director and the Players. ZeroMQ remains as the
messaging system between the scheduler and Players.
This system should allow for partial testing and
development of the data aggregation software. A
representation of the explained communication
architecture is show in Fig. 2.

As in a symphonic orchestra the system is composed by
a Director and multiple independent Players. Each Player
belongs to a Priority group and has specific task to
execute. The Director conducts the experimental sequence
by sending a train of software triggers to the Players. For
each step of the experimental sequence, a trigger signal is
sent to the Players with the highest Priority 0, then to the
group of Players with Priority 1 and so on. Each Player
executes its task upon the arrival of the trigger and send
back to the Director an acknowledge event. A simplified
schema of the explained architecture is shown in Fig. 1.
Figure 2: DonkiOrchestra communication schema.

Component Technologies
Tango Controls is an object-oriented, distributed control
system framework which defines communication protocol
API as well as provides a set of tools and libraries to build
softwares control systems. Tango Controls is robust and
easy to use toolkit and operating system independent that
supports C++, Java and Python for all its components.

Figure 1: DonkiOrchestra schematic architecture.

DonkiOrchestra in Elettra and FERMI
As Elettra and FERMI beamlines consist of a complex
distributed network of devices (e.g. sensors, detectors,
motors, etc), a distributed control system approach has
been used to develop DonkiOrchestra in its scope using
TANGO [5]. The Director and Player of DO are
independent software components (i.e., servers, scripts or
any Python object) distributed on different computers
connected through an Ethernet network. A goal is that it
allows for reusability and simplicity for most of the
system and its components. Due to its asynchronous I/O
model, ZeroMQ was the chosen messaging system. It fits
the need of having a scalable distributed application and

The Director and Player of DO are independent
software components (i.e., servers, scripts or any Python
object) distributed on different computers connected
through an Ethernet network. A goal is that it allows for
reusability and simplicity for most of the system and its
components.
ZeroMQ is a distributed messaging system [7]. It has an
asynchronous I/O model that fits the need of having
scalable distributed application. It has a score of language
APIs and runs on most operating systems. Different
network topologies can be developed according to the
ZeroMQ patterns. In the request-reply pattern ZeroMQ
connects a set of clients to a set of services, defining a
service bus topology. The publish-subscribe pattern
connects a set of publishers to a set of subscribers, i.e., a
data distribution tree. A parallelized pipeline can be
defined through the push-pull pattern that connects nodes
in a fan-out / fan-in model that can have multiple steps
and loops. Due to its internal threading model and an
automatic message batching technique, ZeroMQ can
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perform better than conventional TCP applications in
terms of throughput.

DATA STREAMS
The progress in hardware technology has made it
possible for organizations to store and record large
streams of transactional data. Such data sets which
continuously and rapidly grow over time are referred to as
data streams.
This topic is a relatively recent one and many facilities
of this kind do not rely on stream-based solutions even if
the data they produce fit this model. The first research
papers on this topic appeared slightly under a decade ago,
and since then this field has grown rapidly. Data streams
are a computational challenge to data mining problems
because of the additional algorithmic constraints created
by the large volume of data. In addition, the problem of
temporal locality leads to a number of unique mining
challenges in the data stream case [8].

Relevant characteristics
Data streams sources are characterized by continuously
generating huge amounts of data from non stationary
distributions. Some relevant characteristics of data
streams processing include:
• The data elements in the stream arrive on-line.
• The system has no control over the order in which

data elements arrive, either within a data stream or
across data streams.
• Data streams are potentially unbound in size.
• Once an element from a data stream has been
processed, it is discarded or archived. It cannot be
retrieved easily unless it is explicit stored in memory,
which is small relative to the size of the data streams.

Data Management at ESS
Most modern instruments at neutron facilities are
equipped with a large number of detector segments and
easily produce nearly 1 GB or more of data in a single
measurement; analysis and storage of these large amounts
of data are crucial [9].
An experiment or sequence of experiments result in a
large number of documents, simulation results,
measurement data, analysis results and scientific papers.
All of this has to be stored in a structured way such that it
is easily accessed both by humans and by software as
appropriate. The data management system at ESS expects
to handle a total data volume of approximately 2
petabytes per year.

Expected Data Flow for a Neutron Experiment
The following list provides a typical data flow for a
neutron scattering experiment [10].
• Experiment Control: The team of users configure

the components of the instrument and sample
environment using an experiment control system that
interfaces with the neutron instrument components
through the ESS EPICS network.
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• Stream: Data are taken in event mode whereby the

individual detector counts are tagged with useful
experimental metadata to create a dataset. The list of
event and metadata are aggregated in software and
broadcast over a network in a continuous stream of
data that external softwares systems can utilise.
• Reduce: The raw data are transformed and corrected
from the base unit of the instrument to a data type
that is scientifically useful and valid. The objective is
to take the large volumes of data and process them in
as near real time as possible.
• Visualise: The representation to the beamline users
of a scientifically meaningful display of the corrected
data.
• Analyse: A scientific model is generated in order to
scientifically interpret the experimental data.

Data Types and Frequencies at ESS
As described before the data acquisition at ESS is based
on event mode. It means that a measurement is time
stamped so that the time of the event can be associated
with the value of a global clock. Neutron data rate differs
from metadata rate, therefore whenever a metadata value
changes, the new value is recorded together with the time
stamp.
The following data types are expected for data coming
from timing system, neutron data from detectors,
metadata from control boxes and other sources.
• Global time: the full global time will be stored at the

start of each accelerator pulse, which occurs at 14 Hz
approximately.
• Neutron event data: consists of the neutron position
and the time the event was recorded. Data from a
neutron beam monitor may also be recorded.
• Metadata: experiment data on users, team members,
local contact; sample under study; proton pulse data;
beam monitor counts, neutron flux; moderator
temperature; chopper settings, measured speed and
phase; position of detector banks; instrument
settings, alignment on optical systems; sample
position including motor axle positions; pressure,
humidity, temperature; sample environment; usersupplied instrument control commands.
• Image data: are typically a picture from a CCD
camera which integrates the number of photons
resulting from a neutron radiography. The data is a
2D array of intensities. This data can be read after a
number of neutron pulses, after each pulse or maybe
even several times during a neutron pulse.
It can be very useful but at the same time very
challenging the simulation of streams with such complex
data types generated at different frequencies. Thus a tool
as DonkiOrchestra can help in the task of providing such
simulations in an suitable way.

DATA STREAMS WITH
DONKIORCHESTRA
In order to demonstrate the potential of DonkiOrchestra
as a data stream simulator, and the simplicity of
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implementing it, we have developed and implemented a
series of complex simulation examples. These examples
include concurrency, i.e., parallel heterogeneous streams
in terms of data types and frequencies. Table 1 presents
the characteristics of the simulated data streams:
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product.

Table 1: Simulated Data Streams Characteristics
Data
Stream
A
B

Frequency

Data Type

1 Hz
50 Hz

scalar
2D image

C

1 Hz – 1 kHz

1D spectrum

D
E

1 kHz
10 Hz

3D array
mixed

Implementation
A graphical user interface was developed in order to
provide simplicity on managing the role of Director and
Players, as well as simplicity on implementing the
simulations.
In order to implement such data streams in
DonkiOrchestra logic, different Python scripts are going
to play the role of Players in which each one will generate
a data stream case.
The procedure of adding a Player consist in setting a
name for it, importing the Python script containing the
action it will play and, also setting a priority level for it.
The highest level of priority, i.e., the actions that will be
done first, is zero. The level of priority setting allows for
parallel actions when two or more Players are set with the
same level of priority. The system also allow for disabling
a Player by setting its level of priority to -1.
A sequence of software triggers is sent to the Players
according to its priority level. The amount of triggers is
set also through the graphical user interface. Thus, the
system is ready to start the simulation.
An acknowledge signal sent by the Players arrives to
the Director so than it manages the work flow until the
system complete all tasks.
Figure 3 show a general flow for implementation of
data streams simulation using DonkiOrchestra.

CONCLUSION
This paper presents a simulation approach based on the
DonkiOrchestra data acquisition and experiment control
framework, re-purposed as a data streaming simulation
system compatible with ESS-Kafka infrastructure. The
challenge of simulating data stream from experimental
data generation is implemented through DonkiOrchestra
logic in order to demonstrate the potential of the tool and
the simplicity of implementing it. The design choices of a
powerful messaging system like ZeroMQ that maximizes
the opportunity of performing parallel operations, a
dynamic and portable language like Python and a fully
configurable structure that permits a high degree of
customization defines the strength of this software

Figure 3: Implementation flow.
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RF-ENERGY MANAGEMENT FOR THE EUROPEAN XFEL
O. Hensler, DESY, Hamburg, Germany
Abstract

DESIGN MATTERS

The European XFEL is in its commissioning phase at
this time. One of the major tasks is to bring up all the 25
installed RF-stations, which will allow for a beam energy
of up to 17.5 GeV. It is expected, that a klystron may fail
every 1-2 month. The accelerator is designed at the moment with an energy overhead corresponding to 2-3 RFstation, as the last 4 accelerating modules will be installed
in a later stage. This will allow recovering the missing
energy with the other functioning RF-stations to keep
downtime as short as possible in the order of seconds.
The concept and corresponding High-Level software
accomplishing this task will be presented in this paper.

XFEL RF LAYOUT
The European XFEL consists of four linac sections to
accelerate the electron beam. The injector I1 accelerates
the beam to 130 MeV and uses a 3.9 GHz module to linearize the beam profile. This beam is injected through a
dogleg into the second section called L1, which is build of
one RF-station of four modules each containing eight
1.3 GHz superconducting cavities. After L1, the beam
reaches energy of about 700 MeV, gets compressed in the
bunch compressor B0 and then further accelerated in the
section L2 to approximately 2400 MeV with three RFstations again with four modules each. After passing
bunch compressor B1, the beam enters the long L3 section, where the beam reaches its final energy of up to
17.5 GeV. This section contains of 20 RF-stations, in a
later stage with 21, and is laid out with an energy overhead of 10 % to compensate for an outage of up to 3 RFstations in the final configuration [1][2].
Every RF-station in the sections L1 to L3 is build of a
100 kV pulse transformer driving a 10 MW klystron. This
klystron powers via two waveguide arms 4 accelerator
modules containing 8 cavities. So 32 cavities are feed by
one klystron giving a possible energy gain of such a RFstation between 600 and 900 MeV depending of the gradient of the individual cavities.
Table 1: XFEL Energy Gain Configuration
ΔE
N
ΔE / N
V
Linac
[GeV]
[MV/m]
Section
Injector

0.13

1

130

16.5

Linac 1 (L1)

0.57

1

570

17.8

Linac 2 (L2)

1.7

3

567

17.7

Linac 3 (L3)

15.1

21/20 719/755 22.5/23.6

There are several reasons why a RF-energy management is required. Some of them are the following:
One klystron tube is expected to break once per month
and needs to be exchanged, which takes several hours so
that it should be possible to postpone it to the next
maintenance day.
There are other sources of failures like coupler interlocks or broken computer hard disk and electronic devices, which resides inside the XFEL tunnel in restricted
areas. In order to get those failures repaired, experts are
required and may not be available at a time.
So in case of any kind of failure, the RF-energy management should help to reduce the time to recover beam
operation in an automated way.

DESIGN IDEA
The purpose of the RF-energy management is to control
the overall energy gain in the L3 section of the XFEL.
The operator should just set the energy for the whole
XFEL. So the required energy in L3 is simply given by:
EL3 = Etotal – EI1 – EL1 – EL2
The energy EL3 has to be distributed now to the active
RF-stations along L3. Active RF-stations are stations,
which are marked as operational by the Finite State Machine FSM and when the timing trigger is set in a way to
allow this station to accelerate the beam or may shifted
into this position.
There are in principle two ways to change the beam energy:
 Change the amplitude of the RF-stations [3]
 Change the phases in counter-rotating way [4]
Changing the amplitudes seems the more obvious way
of doing it, but has the disadvantage, that several LLRF
tuning parameter, like cavity tuning or klystron linearization need to follow. So bigger amplitude changes may
make the LLRF regulation unstable. Changing the phases
is much easier to handle by the LLRF regulation, but may
have an impact to the beam dynamics, as the beam is
accelerated off-crest at every station and only the total
phase of L3 becomes zero. So the beam could develop a
chirp, which may harm SASE performance.
Both methods are implemented to study
its feasibility.

Use cases
The RF-Energy Management should fulfil the following use cases:
 Allow to change the overall Linac energy by one
property
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 Switch all 25/26 RF-stations on/off with one command
 Standardize the energy distribution by an reproducible algorithm
 Recover the overall energy from a trip of a RF-station
within few seconds
 Should run contiguously as a DOOCS [5] middlelayer server process in the background

SUB-SYSTEMS
The RF-Energy Management server is designed as a
DOOCS middle-layer server. In DOOCS terminology a
middle layer server is a process that uses only control
system network communication, but has no direct connection to hardware. As a consequence, this system relays on
several sub-systems. The three most important ones are
described here:

LLRF System
The LLRF system [6] provides the drive to the klystrons in order to regulate the RF field inside the cavities.
A vector sum is computed in real-time from probes of all
32 cavities by firmware. The hardware is based on the
MicroTCA.4 crate standard [7] and completely located
inside the XFEL tunnel. Per RF-station one master and
one slave crate are required to be connected with a dedicated fibre optic link for the real-time communication.
DOOCS server on these crates allows controlling amplitude and phase.

Timing System
The XFEL timing system [8] is in charge to synchronize the whole XFEL. It is based on the MicroTCA.4
AMC standard to fit into every LLRF, coupler-interlock
or diagnostics crate. A master timing crate in the injector
area generates event numbers with an update rate up to
10 Hz. These events are distributed via fibre optic links to
slave timer boards where these events may create local
trigger. A dedicated event number is configured at the
master timer for every RF-station to allow shifting the
trigger at such a station for the LLRF, coupler interlock,
klystron interlock and modulator simultaneously from one
machine pulse to the other at a central place.

Figure 1: Timing shift of the RF pulse.
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In case, one station is shifted “off-beam”, it is in
maintenance mode and maybe operated independent from
the beam operation.

Finite State Machine FSM
The Finite State Machine FSM is in charge for the automation of one RF-station. Its main purpose is to switch
the whole RF system including modulator, klystron and
LLRF on/off, monitor its proper operation and recover the
system as fast as possible after a trip or interlock. One
independent instance of the FSM is running per RFstation. If a station is fully operational, it is indicated by
the FSM with the message “RF running”. The message
“RF-station shifted off beam” indicates, that the master
trigger is delayed by 1.5 ms, but this station is ready for
operation and may be included by the RF-Energy Management.

OPERATION
The main purpose of the RF-Energy Management is to
recover the beam operation from a failure of a RF-station
as quick as possible in order to minimise the downtime of
the XFEL facility. In case of a failure, the FSM shifts this
particular station off the beam via a command to the timing system master. This shift is active from the next machine pulse on. As this station does not contribute to the
beam energy anymore, the RF-Energy Management may
immediately start to distribute the lost energy to the remaining RF-stations. It checks with 10 Hz rate the status
of every FSM location to monitor for a failure indication.
In case, there is a RF-station in standby mode (off-beam)
available, the RF-Energy Management sends a command
to the master timer to shift it back “on-beam”. After this,
the software calculates a new energy distribution and
applies it to all RF-stations. In case the amplitudes are
changed, it may take some seconds to allow for the LLRF
system to come back to stable regulation. If the phases are
set everything should operational immediately. This phase
algorithm sets the phases in a counter-rotating way. So if
the first station gets a positive phase, the next gets a negative and so on. In case there is an odd number of RFstation operational, the last one will be set to on-crest
(zero) phase.
Switching back on the electron beam is an operator task
for the time being, but maybe automated later.
Another task, the RF-Energy Management could be
used for, is to change the overall energy of the electron
beam. One set-point property is provided to the user to do
this task. Every 600 MeV energy change, the RF-Energy
Management shifts a RF-station ON or OFF the beam
accordingly in order to keep the amplitude or phase
change to individual stations as low as possible. When a
station is taken “off-beam”, a station at the end of the
XFEL-Linac is chosen and vice versa to keep the impact
to the beam dynamic low.
One may mask a RF-station to be ignored by the RFEnergy Management in case it is broken, in maintenance
or should stay “off-beam” for special tests. A RF-station
may even be masked when operating “on-beam”, but
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should not change its gradient. E.g. that beam dynamics
consideration requires the same gradient in any case.

USER INTERFACE
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a spare one was shifted “on-beam” as expected and the
electron beam was back within seconds. But the SASE
level increased by more then 100 %, so it seems that the
beam dynamics changed considerably and may not be as
relaxed as the calculation indicated. Changing the energy
by adjusting the phases could not be tested yet.

CONCLUSION

Figure 2: jDDD operator interface for the RF-Energy
Management.
There are only a few knobs required to operate the RFEnergy Management in standard mode like the overall
energy set points or switching all RF-stations on or off. In
certain situations an expert view may required which is
shown in Fig. 2. The jDDD [9] Editor is used to create
this panel. In the middle one sees the XFEL indicated
with its RF-stations. Clicking on one of these blue/yellow
areas opens a more detailed view of one RF-station below
of the Linac line allowing to go even further to LLRF or
FSM expert panels. Above the Linac line are some statistics values shown and the actual controls are placed. The
graphs are showing the gradients per module and the
accumulated energy gain along the XFEL.

STATUS
The implementation of the RF-Energy Management is
finished and the software is installed and configured at the
European XFEL. Most of the internal logic could be tested on our software test bed called Virtual XFEL. It allows
simulating most of the XFEL operation like beam tracking or RF operation and enables us to save lot of software
testing time at the real XFEL accelerator.
For the first tests at the XFEL, the amplitude algorithm
was used and worked fine for small changes of some
100 MeV, but failed for large steps of 1 GeV and then
tripped several RF-stations as the LLRF regulation could
not follow that fast. When simulating a trip at one station,

First tests have already shown, that the RF-Energy
Management may become a valuable tool to ease XFEL
operation and to reduce the time to recover beam operation. Now one need to gain operational experience to
detect issues for further improvements and eventually
systematic beam optics studies are required to understand
electron beam parameter changes.
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Abstract
The ATLAS Forward Proton (AFP) detector is one of the
forward detectors of the ATLAS experiment at LHC/CERN
aiming at measuring momenta and angles of diffractively
scattered protons. Silicon Tracking and Time-of-Flight detectors are located inside Roman Pot stations inserted into
beam pipe aperture. The AFP detector is composed of two
stations on each side of the ATLAS interaction point and is
under commissioning. The detector is provided with high
and low voltage distribution systems. Each station has vacuum and cooling systems, movement control and all the
required electronics for signal processing. Monitoring of environmental parameters, like temperature, is also available.
The Detector Control System (DCS) provides control and
monitoring of the detector hardware and ensures the safe
and reliable operation of the detector, assuring good data
quality. Comparing with DCS systems of other detectors, the
AFP DCS main challenge is to cope with the large variety of
AFP equipment. This paper describes the AFP DCS system:
a detector overview, the operational aspects, the hardware
control of the AFP detectors, the high precision movement,
cooling, and safety vacuum systems.

INTRODUCTION
AFP [1], currently in commissioning phase, is a forward
detector installed in the LHC tunnel away from the ATLAS
[2] Interaction Point (IP). It consists of four detector stations,
two in each side of the IP at 205 and 217 m. Both stations are
equipped with a Silicon Tracking detector (SiT), while the
one that is placed further from the IP contains, in addition,
a Time-of-Flight detector (ToF). Each AFP detector (SiT or
SiT+ToF) is inside of a Roman Pot that protects it from the
LHC high vacuum with a secondary safety vacuum.
The SiT is made of four planes with a 3D pixel sensor
connected to a front-end chip (FE-I4B) providing 336 × 80
pixels with a size of 50 × 250 µm2 given a active area of
1.68×2.00 cm2 where the readout is done at 40 MHz through
a flexible printed circuit. The sensors are mounted in a
structure separated by 10 mm between planes.
The ToF calculates the interaction vertex location by measuring the arrival time difference of the forward protons
in the two arms with pico-second accuracy. It consists of
quartz bars positioned at the Cherenkov angle with respect
to the proton flight direction. The bars are in L shape and
perform as radiator and guide material (LQbars [3]). The
4 × 4 LQbars are connected to a 4 × 4 pixel Microchannel
Plate Photomultiplier (MCP-PMT).
∗

lseabra@lip.pt

System Overview
The SIMATIC Siemens WinCC Open Architecture
(WinCC OA) [4] is a Supervisory Control and Data Acquisition (SCADA) system, a commercial package chosen
by the Joint Control Project (JCOP) [5] for developing DCS
systems in all the LHC experiments. The JCOP goal is to
provide standards for the use of DCS common hardware components, implementation policies, Back-End (BE) software
and operational aspects for all experiments.
The AFP DCS [6] is hosted in a server (DELL Power
EdgeR620) with Linux SLC6 as native operating system.
The control interfaces of some commercial components work
under Windows operating system so the server hosts also a
virtual machine (VM) with Windows Server 2008.
To control and monitor the complete detector two SCADA
systems under WinCC OA 3.11 were built. The main system
hosted in the Linux server is the core of the AFP DCS. It
manages communication with the hardware which is controlled by an Open Platform Communications (OPC) Unified
Automation (UA) servers, like ELMBs (Embedded Local
Monitor Board) [7] and high voltage system or by using
native drivers, like Programmable Logic Controllers. It runs
all control scripts, displays information, contains the Finite
State Machine (FSM) and is the interface for the ATLAS
DCS. A scattered project with a client for OPC Data Access
server is running in the VM.
The hardware is located in 3 places: (i) at the detectors and
Roman Pots, (ii) at the crates with the readout electronics,
voltage regulators, optoboards, and the AirCoolers on the
tunnel floor below the detector, and (iii) at the power supplies
and the computer in the USA15 service cavern.

High Voltage Power Supply
The high voltage is provided by an ISEG power supply
crate equipped with two modules with 16 channels each. The
ISEG modules supply power to the silicon sensors of the SiT
detector (-500 V) and to the ToF photomultipliers (-3000 V).
The control and monitoring is performed via CAN bus using
OPC UA server.

Low Voltage Power Supply
A two-stage low voltage power supply system (based on
Insertable B-Layer (IBL) [8] solution) was developed for
dedicated powering and protection for overvoltage. Wiener
PL512 power supply and a dedicated patch panel for precise
current measurement as a first stage located in USA15 service cavern and Voltage Regulator (VREG) crate as a second
THMPA05
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stage located in the tunnel in between stations. The VREG
crate contains a VREG Controller, LV and Vvdc VREG
boards. The LV VREG boards supply the FE-I4 chips and
ToF electronics, the Vvdc VREG board delivers the proper
voltage for the optoboard, while the VREG Controller card
controls the regulators and monitors the voltage levels with
ELMB of non-standard firmware.
Wiener channels are connected to LV VREG boards via
a dedicated patch panel which splits one output from the
Wiener power supply into four parallel lines and measures
current for each line. The measurement is done by means
of ELMBs. One line feeds one channel in the LV VREG
board.
Wiener Pl512 power supply contains 12 independent voltage channels, 10 channels with an output voltage range up to
17 V and 2 channels with the range up to 24V. All channels
have hardware interlock capability. It communicates over
the Ethernet with the Wiener OPC DA server installed on
the Windows Virtual Machine.
The SCOL (Supply Control - OptoLink) is a standalone
device located in USA15 that supplies power to the optoboard modules with three different voltages, one of these
voltages feeds the Vvdc VREG board.

Temperature Monitoring
Interlock Matrix Crate (adapted from IBL) is used in order
to provide protection to the detectors and electronics against
overheating by switching off the power supply related to the
source of over-current or over-temperature. This system is
hardware based and the state is monitored by the DCS via
ELMBs.
Interlock Matrix Crate performs temperature measurement in the detector area, electronic modules located in the
tunnel and cooling system by means of ELMBs. ELMBs are
CAN controlled. Hardware connection to the computer is
done by means of a dedicated CAN-to-USB interface (SYSTEC), which serves also for other CAN-controlled devices,
like High Voltage ISEG. The integration with the AFP DCS
is done with the OPC UA server. Interlock Matrix Crate
ELMBs are supplied by a dedicated CAN Power Supply
Unit. Both Interlock Matrix Crate and CAN Power Supply
Unit are located in the USA15 service cavern.
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[9]. The Vacuum system is described in detail in Section
SECONDARY VACUUM SYSTEM.

Movement System
The AFP DCS task in the movement system is to monitor
the Roman Pots positions inside the LHC beam pipe. It was
built based on ALFA DCS. More details on this system can
be found in Section MOVEMENT SYSTEM.

DETECTOR CONTROL SYSTEM
The Detector Control System (DCS) [10] was built using WinCC OA 3.11 package. A control station (PC), with
WinCC OA, runs a Project with a number of processes responsible for the operation. WinCC OA is a device-oriented
software with the parameters/variables organized such as
hardware channels of the device (temperatures, currents, etc).
From the parameters/variables it is possible to attach configurations in order to setup alert, archiving and addressing
(for hardware).
WinCC OA panels describing parts of the system were
developed and serve as graphical user interfaces. A FSM
allows to navigate through these panels, calculate states and
status of the detector and send commands in an easy way for
a non expert operator.

FINITE STATE MACHINE
The DCS back-end is mapped onto a hierarchy of FSM
[11] elements where states are propagated upwards and commands are propagated downwards in the hierarchy allowing
the operation of the complete detector through a single FSM
object at the top of the hierarchy. This is a powerful tool in
the DCS that allows to monitor and control a huge number
of parameters simultaneously.

Vacuum and Cooling
The same Siemens Programmable Logic Controller (PLC)
is used for monitoring and control of the Vacuum and Cooling systems. The air-cooling is fed by the main air supply
distribution system and the secondary vacuum is made by
pumps.
The cooling system controls the temperature in the Roman
Pot interior to avoid overheating of the detector components.
It is described in detail in Section COOLING SYSTEM.
The secondary vacuum works as a security vacuum that
minimizes the bending of the thin window of the Roman Pot
caused by the pressure difference between the pot interior
and the primary LHC vacuum in the exterior. The AFP
DCS for the vacuum system was built based on ALFA DCS

Figure 1: FSM architecture for the AFP DCS.
Figure 1 shows the FSM architecture for the AFP DCS
where the top node is divided in the two arms (ARM A and
ARM C). The two arms contain branches for the near and far
stations, with the correspondent detectors and sub systems
monitor/control, as well as their infrastructure. The common
detector infrastructure is at the same node level as the Arms.
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DATA HANDLING
Data Archiving
Relevant data related with the detector operation (values of
voltages, currents, temperatures, etc) are stored in an Oracle
online database, according to a smoothing mechanism based
on value and/or timestamps, in order to avoid a huge amount
of stored data.
To be available outside the ATLAS technical network the
data is stored in an offline database. Data suitable for physics
analysis and data quality evaluation is stored in a Conditions
Database.

Alert Handling
The alert handling mechanism of the AFP DCS provides
alerts to the operator that can indicate a failure in the hardware or trigger an information, that a monitored parameter
is outside correct values. The alerts are divided in classes
according to their severities (for example: WARNING, ERROR and FATAL) that reflects how far the monitored parameter is outside a correct value.
An alert can also trigger a notification (email and/or SMS)
to the operator. This is done using a control script that checks
the status of some sensitive parameters of the detector.
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The cooling system works either in Manual mode, in
which the operator has full control of the system, or in Automatic mode, where the operator selects the set temperature
and the PLC controls the pressure regulator through a PID
(Proportional Integral Derivative) functionality. Figure 2
shows the behavior of a temperature perturbation in the both
modes. In cases of temporary decrease or increase in power
consumption, for example in a power cycle, the Manual
mode recovers to the desired temperature faster then the Automatic mode. However if the decrease or increase in power
is not temporary, for example detector shutdown, the Automatic mode is able to keep the same detector temperature by
adjusting the air flow in the heat exchanger while in Manual
mode the operator has to adjust the air flow manually. Also
during collisions the temperature inside the RP grows and
the automatic regulation helps to keep constant temperature
in the heat exchanger, hence in the detectors.
Values of a pressure and a temperature in the heat exchanger are archived.

COOLING SYSTEM
The electronics inside the secondary vacuum of the Roman Pot, in particular the 3D Silicon Tracking electronics,
requires cooling. Between the Silicon Tracker and the Timeof-Flight detector there is approximately 12 W generated
inside the Roman Pot. This heat is conducted to a heat exchanger that receives cold air from a Dry Air Vortex Cooling
System using a AirCooler device capable to deliver 450 L/hr
of cooled air with a temperature drop of ∆T = 50◦ C. The
AirCooler uses a combination of vortex tubes and heat exchangers to achieve the desired cooling effect.
Each detector arm has its own cooling system which regulates the air flow from the AirCooler into the heat exchanger
inside the Roman Pot. The pressure flow is remotely controlled by electrovalves that acts on a pneumatic valve in
order to open or close it, and on a pressure regulator inside
the AirCooler [12].
The control and monitoring of the cooling hardware is
done via a Programmable Logical Controller (PLC) which is
a digital computer largely used for automation in industrial
electromechanical processes. The chosen PLC for AFP is
a S7-1200 from Siemens. The communication between the
PLC and the DCS is through the native driver WinCC OA
S7 in order to send data to the PLC and poll data from it via
TCP/IP.
The AFP DCS is capable to control and monitor the electrovalves, read the pressure value coming from a pressure
sensor located close to the AirCooler box and measure the
temperature in the heat exchanger inside the Roman Pot
through a PT1000 sensor.

Figure 2: Behavior of temperature perturbation in both
modes in the heat exchanger measured by a PT1000 sensor.

SECONDARY VACUUM SYSTEM
The Vacuum System for the AFP is divided into two similar systems, one for each detector arm. It is composed by
pumps, electrovalves and pressure sensors controlled and
monitored by the same PLC which is used in the cooling
system. Each system provides vacuum for both stations with
two pumps and two electrovalves for redundancy purposes
and to improve the live spam of the components. On both
sides of the electrovalves (pump and pot side) there are pressure sensors for monitoring. There is also a pressure sensor
in the pot side.
The vacuum software in the PLC controls the pumps and
electrovalves according to the pressure readings. The top
plot in Figure 3 shows the operation sequence of the pump.
When the pressure in the pot side reaches a given threshold,
the electrovalve continues to be closed but the pump starts
running (A). After 10 seconds the electrovalve is opened
(B) which exposes the atmosphere in the pot side to the
extraction by the pump. The volume to be pumped from the
pot side is much higher than from the pump side so it takes
THMPA05
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time to reach the lower pressure limit (curve from B to C).
When the lower limit is reached the electrovalve is closed
(C) and after a while the pump stops (D). The pressure rises
because of the expected leaks in the pump.
The vacuum system does not supply a constant pressure
value to the Roman Pot inside. Such would require a constant
running of the pumps, which would decrease the life time of
the system itself. The pressure in the pot side is oscillating
between 10 and 40 mbar which can be seen in the bottom
plot of Figure 3, with a periodic action from the pumps.

Figure 4: Technical panel for the AFP Vacuum System.

Figure 3: Top: Pressure from the Pump side as a function of
time. (A) Pump ON, (B) Eletrovalve OPEN, (C) Electrovalve
CLOSE and (D) Pump OFF. Bottom: Pressure from the
Roman Pot side.
PLC controls and monitors the vacuum system in an autonomous way. The AFP DCS not only monitors parameters
(like pressure sensors and states of electrovalves and pumps)
but also selects the working modes of the vacuum system.
The available modes are:
• Alternate - Both pumps work alternately in different
iterations
• Both - Both pumps work simultaneously in all iterations
• Pump1 - Working pump is always pump 1
• Pump2 - Working pump is always pump 2
• Manual - The operator has the possibility to open/close
the valves and start/stop the pumps.
There are two types of modes that can be selected through
the AFP DCS. The Manual mode is a low level handling
because it is the operator that fully controls the system. The
Automatic modes which represent the rest of the modes (Alternate, Both, Pump1 and Pump2) are high level handling
from the DCS side because they only select how the system should work. In the Automatic mode the DCS is not
responsible for the opening/closing of the electrovalves or
the starting/stoping of the pumps, this is managed by PLC
programing.
A dedicated technical panel was developed for the first
tests in controlling and monitoring the vacuum system

through DCS (Figure 4). The connection state to the PLC,
the PLC heart beat, to monitor and setup the thresholds
for the pumping start/stop, state of electrovalves and pumps,
pressure readings and control of the pumps and electrovalves
can be seen in this panel.
All pressure readings are archived. An alarm of severity WARNING and/or FATAL is defined for RP pressure.
It appears, if the pressure value exceeds predefined alarm
thresholds.
A malfunction in the vacuum system may have serious
consequences in the detector, so a SMS/E-mail notification
service is triggered if any pressure reading has an alarm or if
the connection to the PLC is lost. This service consists of a
control script that checks for pressure alarms and connection
state of the PLC.

MOVEMENT SYSTEM
The AFP DCS task in the movement system is to monitor the Roman Pots positions inside the LHC beam pipe.
Each station has its own horizontal movement with a step
motor resolution of 5 µm. Radiation-hard toggle switches
were implemented for movement range and after limits and
electrical stop switch for calibration.
The monitoring and control of the stations movement
along the beam pipe is a standalone system fully integrated
with the LHC control system [13]. There are two systems
involved in the movement control: a National Instruments
PXI, which is a front-end real time control application and
a Front-End Software Architecture (FESA) server that hosts
the DNS (Domain Name System) for the AFP DCS connection and interface to the CERN Control Center applications,
as it is schematically shown in Figure 5.
The AFP DCS monitors positions, alerts, states and actions. It accesses the subscripted raw data through the DIM
(Distributed Information Management) [14] server and, by
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CONCLUSION
Currently, the AFP detector is under commissioning, it
participates in several physics runs and data taking successfully. The AFP DCS includes a large variety of different
systems and is successfully integrated with the ATLAS detector. All the AFP DCS subsystems are concurrently under
developments and are capable to fulfill all detector requirements on monitoring and control including the Vacuum,
Cooling and Movement systems.
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BUILDING CONTROLS APPLICATIONS USING HTTP SERVICES*
T. D’Ottavio†, K. Brown, A. Fernando, S. Nemesure
Brookhaven National Laboratory, Upton, NY, USA
Abstract
This paper describes the development and use of an
HTTP services architecture for building controls applications within the BNL Collider-Accelerator department. Instead of binding application services (access to
live, database, and archived data, etc) into monolithic
applications using libraries written in C++ or Java, this
new method moves those services onto networked processes that communicate with the core applications using
the HTTP protocol and a RESTful interface. This allows
applications to be built for a variety of different environments, including web browsers and mobile devices, without the need to rewrite existing library code that has been
built and tested over many years. Making these HTTP
services available via a reverse proxy server (NGINX)
adds additional flexibility and security. This paper presents implementation details, pros and cons to this approach, and expected future directions.

INTRODUCTION
Application development has changed dramatically
over the last 20 years. These changes encompass the
computer languages that we use, the infrastructure that
binds software modules together, and the development
tools used to build the software. This paper focuses primarily on changes to the software infrastructure.
User Interface
Stored Data
Tools

Live Device
Tools

Database
Tools

Figure 1: Traditional Monolithic Application.
Twenty years ago, most applications were built using a
single computer language, with software tools bound into
the application running as a single executable program.
This is known as a monolithic application [1]. As seen in
Fig. 1 above, a monolithic Controls application might be
written in C++ or Java and consist of a custom user interface utilizing standard toolkits to access control system
devices, interact with database systems, and/or extract
data stored by archiving or logging systems.
Of course, this is still a viable way to put applications
together and will remain so for many years to come. The
process is well established and highly optimized. And the
applications produced have very good performance and
are relatively straightforward to test and troubleshoot.
However, this type of application development does have
some limitations. The next section describes the issues
that drove our group to look for an alternative.
____________________________________________
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Limitations of Monolithic Applications
Language and Code Reuse Twenty years ago, all of
our applications were built as monolithic applications
using C and C++. A few years later, we started investigating what it would take to use Java for application development. Java had in many ways surpassed C++ in
terms of its basic tools and development environment and
had become the language of choice for many software
developers.
The problem was that we had invested many years of
effort into building a set of modular C++ tools for streamlining application development. And we wanted to reuse
these tools if possible. We explored, and then rejected as
too complicated, the use of Java Native Interface (JNI)
[2], which allows Java programs to call C/C++ code. We
followed a similar path when exploring the Common
Object Request Broker Architecture (CORBA) model [3].
Instead, we invested our time into rewriting many of our
C++ tools in Java.
However, it was clear, even before we were finished
with that effort, that supporting other types of applications (LabView, MatLab, python, web browser, synoptic
displays) would be necessary as well. We needed a more
flexible way to reuse the software tools that we had built
using C++ and Java.
Remote and Mobile Clients A second arc in our application development needs revolved around using our
applications outside of the BNL campus, especially from
employee homes. This was driven mostly by the expansion of broadband to homes and the associated increases
in broadband speeds.
Our first solution to this problem was to have users login and run applications on BNL computers, but display
them on their local home computers. This is possible
because most of our applications are written for a
Linux/X Windows environment, which has remote display built into the X Windows protocol [4]. This solution
works, but requires users to install special software on
their home computers. In addition, remote displays can
be slow, even with relatively fast home connections.
Recently, we’ve improved display performance by using
a commercial product specifically designed to speed up X
Windows network communication [5].
Though the above solution works, and is still in use today, it ultimately limits users to running Linux/X Windows applications on remote computers that are specially
configured for that purpose. It would be preferable if the
computer could run applications in its native environment. This would allow a user to run an application from
a computer not specially configured (for example, in a
hotel) or run an application from a universally available
environment like a web browser.
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A final push came from the popularity of mobile devices like smart phones and tablets. How could our Controls
applications be run on these devices? Certainly a mousedriven, remote X Windows client solution wouldn’t work
for these touch-based devices.

USING HTTP SERVICES
Based on the above history, we began to explore the
idea of making some of our core Controls system tools
available as networked services. This involved wrapping
existing toolkits with a network communication layer and
a network API as shown below in Fig. 2.
User Interface (Native)
HTTP
Stored Data
Service

Live Device
Service

Database
Service

Figure 2: Application Using HTTP Services.
Using HTTP as the network protocol was an easy
choice. There are many good HTTP development tools
available for virtually all languages and operating systems
and most of them are free. HTTP is the native protocol
used by web browsers, which makes building web applications easier and allows the browser to be used as a
testing tool. In addition, the basic verbs used by the
HTTP protocol (GET, SET, POST, DELETE) easily map
onto the operations needed by most Controls applications
[6]. So creating an HTTP network API for a Controls
toolkit is not difficult. And there are many good tools
available for encoding and decoding data into JSON [7]
and XML [8], which have become the standard ways to
package data moving into and out of HTTP services.
There are many good choices for wrapping a toolkit in
an HTTP shell. Typically, you would choose one written
in the same language as the tools that you want to wrap.
We chose a Java wrapper in most cases, both to match
existing toolkits and to match our developer preferences.
In particular, we expose many of our services using a
Java Enterprise Edition (Java EE) server [9]. We started
with one called GlassFish [10], but have recently moved
these services to Payara [11]. Both are free. We have
also used an HTTP wrapper for our C++ tools [12].
By moving services onto the network and exposing
them with an HTTP interface, we open up applications to
services that may have been previously unavailable. For
example, a C++ application can now take advantage of
code written in Java, and a Python script can now access
tools written in C++. This solved some problems, but not
all that was needed.

SHARING HTTP SERVICES
With a monolithic application, all “services” are built
into the application and are available only to that application. In theory, the same could be done with HTTP services. An application, when it starts, could also start the
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HTTP services that it needs, use them while running, then
stop those services when it quits.
In practice, though, the services model is much more
powerful when the services are always available and can
service multiple applications at the same time. In this
case, you start to think of services as part of the infrastructure available to all applications, like the networked
file system. Applications become “thin” – that is, they
consist of nothing but native user interface code and calls
to HTTP services. This makes constructing applications
simpler and developers more productive. An always-on
service infrastructure makes it possible to construct more
types of clients (web, remote, mobile), as long as the
clients can figure out how to talk to the needed services.
So how do clients know where services are located and
how to communicate with them? For HTTP communication, this involves the client knowing the hostname (or IP
address) and port number for each of the services that the
client will be using. Initially, these can be hardcoded or
located in a file or database. But, ultimately, you’ll want
a more flexible arrangement. The solution that we use
involves running a Reverse Proxy Server as shown in Fig.
3 below.
iOS

Python

Java

Browser

HTTP
Reverse Proxy Server
HTTP
Stored Data
Service

Live Device
Service

Database
Service

Figure 3: Applications Sharing HTTP Services.
A reverse proxy [13] retrieves resources on behalf of a
client from one or more services. It then returns those
resources to the client as if they originated directly from
the services. All clients deal only with the reverse proxy
and know nothing about the location of the services. The
reverse proxy maintains an internal mapping of request
type and service location that allows it to reroute requests
to the right service. If the service location moves, only
the reverse proxy needs to be informed. We are currently
using reverse proxy software made by NGINX [14].

DISCUSSION
Other Advantages of Reverse Proxys
As noted above, a reverse proxy is primarily intended
to assist in routing HTTP messages from clients to services. But it can be used for additional purposes:
• Load Balancing – At some point, resources may get
stretched at one or more of the HTTP services. In
this case, you can run more than one service of a
given type and set up the reverse proxy to take care
of how clients are routed to services.
• Connection Limiting – The reverse proxy can be
used to limit both the number of connections and the
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frequency with which any one client can connect.
This helps to prevent overloaded services and inhibit
Denial of Service (DOS) attacks [15].
• Other – A reverse proxy can also be a focal point for
additional security measures, data compression, and
SSL management.

More on Moving to HTTP Services
After reading this paper, you may be thinking that transitioning to HTTP services is a big job. However, virtually all of the work can be done incrementally. We started
with one set of tools (Stored Data) that we use to access
data from our logging system, wrapping these Java tools
inside a GlassFish server. Then we modified one C++
data viewing application to read data from that server.
The success of this initial work convinced us to keep
going down this path, wrapping more toolkits as HTTP
services, and modifying more applications to use them.
Use of the Reverse Proxy Server became essential only
when we started running remote applications, though we
would recommend using one even for internal use.

Developing HTTP Applications
There are many good and free HTTP development
tools. We, in no way, did an exhaustive search of the best
possible tools. But for those that might be interested, here
is a list of the tools that we have found useful.
The Integrated Development Environment (IDE) that
most developers are using is Eclipse [16]. It provides
good integration with the Java EE servers that we typically use to run HTTP services, has good facilities for editing and debugging, and can be extended with a number of
useful plugins.
We have found it useful to have tools that can make
HTTP requests and see their response. For HTTP GET
requests, a standard web browser is often useful, properly
formatting XML or JSON responses. Some browsers
have plugins (eg. RESTClient for Firefox) that permit the
testing of all HTTP requests. Other tools of this type we
have found useful are the Curl command-line tool [17] as
well as other standalone HTTP/REST clients that have
user interfaces such as WizTools/RESTClient [18].

Additional Pros and Cons
We have a small group of programmers that is primarily responsible for building and maintaining most of the
applications used by members of our Collider-Accelerator
facility. Over time, individual programmers become
expert in particular areas of the control system. Moving
software tools to HTTP services has allowed those experts to more easily take responsibility for those software
tools with which they feel most comfortable and have the
most expertise. And it allows those experts more freedom
to package, test, and release changes as needed.
We have noticed a couple of disadvantages when comparing the process of building and supporting monolithic
applications vs. HTTP service applications. First, the
extra network hop required to make remote procedure
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calls using HTTP can have an effect on performance. A
minimum round-trip time for accessing an HTTP service
is about a millisecond. Depending on the tool and the
application, this time may or may not be significant. A
second disadvantage is that it is sometimes more complicated to diagnose and debug software issues. With a
monolithic application, one can easily attach a debugger
to diagnose a problem. But an application built with
HTTP services is split across many processes. Even if
you can isolate the problem to one of the HTTP services,
you will usually need to set up a private test environment
to debug the problem. Neither of these problems is severe for most applications, but it is wise to keep them in
mind.

Future Directions
Containers [19] allow for the packaging of HTTP services that contain code, configuration, and dependencies
in a module that can run in virtually any operating system
environment. This would help to reduce the time that is
currently necessary setting up the HTTP service environment.
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Abstract
A new temperature and humidity measurement system at
the KEK injector Linac consists of 26 data loggers
connected to around 700 temperature and humidity
sensors, one EPICS IOC, and CSS archiver. CSS archiver
engine retrieves the temperature and humidity data
measured by the data loggers via ethernet. These data are
finally stored into the PostgreSQL database system. A new
server computer has been recently utilized for the archiver
of CSS version 4 instead of version 3. It can drastically
improve the speed performance for retrieving the archived
data in comparison with the previous system. The longterm beam stability of Linac is getting a quite important
figure of merit since the simultaneous top up injection is
required for the independent four storage rings toward the
SuperKEKB Phase II operation. For this reason, we
developed a new archiver data management application
software with a good operability. Since it can bring the
operators a quick detection of anomalous behaviour of
temperature and humidity data resulting in the
deterioration of beam quality, the improved temperature
and humidity measurement system can be much effective
for the daily beam operation. We will report the detailed
system description together with the future plan.

INTRODUCTION
The KEK injector Linac is a linear accelerator with a
total length of about 600 m, which is composed of the
ground floor (klystron gallery) and underground floor
(tunnel). Approximately 60 rf sources (high-power
klystron and modulator) for accelerating the beam are
installed in klystron gallery. The klystron gallery is divided
into sectors of about 80 m. A part of device name and
EPICS PV name include the corresponding sector name.
The klystron gallery is divided into 8 sectors in order from
the upstream electron gun to the downstream.
In order to operate the beam of injector Linac stably, the
temperature of each subsystem and its surrounding
environment are very important information. The stability
of the cooling water temperature of the acceleration tube
and the SLED should be within 30 ± 0.3 °C in KEK injector
Linac. Furthermore, it is necessary to adjust the
temperature of klystron within 30 ± 0.5 °C. A change of the
room temperature or the cooling water temperature may
cause the variation of beam acceleration phase. Eventually,
it could result in the change of beam energy. For this
reason, the present measurement system has been

introduced for monitoring the temperature and humidity
[1] in 2006.
In the KEK Linac control system, the version of CSS [2,
3] was updated from version 3 to version 4 in January
2017. In addition, a new server computer based on Linux
has been utilized aiming at the improvement of data
retrieving speed performance. The SuperKEKB Phase II
operation is going to start the early stage of next year.
Since the simultaneous top up injection to the
downstream five rings will be carried out, the higher beam
stability is strongly required. In such case, the precise
temperature and humidity measurements are quite
important, and they are required the fine control of them.
For this purpose, we developed a new data viewer with a
good operability. It can also show the large number of data
points with a quick response, and has an alarm function for
detecting the abnormal values all the time. We have
deployed them for the daily operation. In this paper, we
report the details of this temperature measurement system
and the alarm display panel.

SYSTEM DESCRIPTION
The temperature measurement system operated at the
KEK injector Linac has a total of 720 sensor units
consisting of resistance temperature detector (RTD, Pt
100), thermocouple (K), humidity sensor, and 26 data
loggers. The resolution of the data logger is 0.01 °C. Its
sampling speed and communication rate are 10 Mbps and
56 Hz, respectively. The sensors were installed at the upper
side of the klystron gallery in each sector to measure the
room temperature. For the cooling water of accelerating
structure, each sensor is attached to the input and output
ports. Figure 1 shows the pictures of the sensors for the
room temperature and cooling water temperature
measurements.

Figure 1: Pictures of the temperature sensor in the
klystron gallery (left) and for the cooling water of
accelerating structure (right).

_______________________________________________________
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We collect data measured by sensor with data logger near
sensor and manage with EPICS IOC. Figure 2 shows
pictures of the communication unit, power supply unit, and
input unit of the data logger.

Figure 2: Picture of the data logger provided with the
communication unit, power supply unit and input units.
In each sector, three or four data loggers are installed,
and the total number of data loggers is 26 for the
temperature and humidity measurements. Table 1 shows
the types of objects to be measured and the number of
sensors. Figure 3 shows the schematic layout of all 26 data
loggers for each installed location at the injector Linac. The
names of measured objects are also shown in the same
Figure.
Table 1: Type and Number of Measuring Object for the
Temperature and Humidity Measurement System
Measurement object

# of
measurement
points

Klystron Modulator

244

Timing System Rack

15

RF Window

66

SLED

66

Sub-Booster Klystron

9

Thermostatic Chamber

91

Thermostatic Chamber (humidity)

11

VXI

67

ACC Cooling Water

43

SLED Cooling Water

16

Klystron Cooling Water

61

Gallery

8

Tunnel

8

Klystron Test Hall

2

Klystron Test Hall (humidity)

2

Outside

4

Gun

7

ALL

720

Figure 3: Schematic layout of data loggers for the
temperature and humidity measurement system at the
KEK injector Linac.

DATA ACQUISITION SOFTWARE
The KEK accelerator facility uses the control system
software framework called Experimental Physics and
Industrial Control System (EPICS) [4] for the accelerator
control. EPICS is a tool kit for implementing the control
system that began to be developed mainly in the US Los
Alamos National Laboratory and Argonne National
Laboratory. Today, it is being developed as collaborative
research of research facilities around the world. CSS is a
set of control system tools for operating and monitoring a
large scale control system such as accelerator, which was
developed by DESY based on EPICS and Eclipse IDE.
Currently, it is jointly developed by many research
institutes, and it can be operated on multiple OS such as
Linux, Windows, and Macintosh. CSS has abundant tools
for accelerator control, data collection tools, GUI, alarm
system, and so on. This alarm system is composed of the
multiple software components, and it has been already
utilized in the injector Linac.
The data collection software is built on CSS archiver,
which is a standard tool for data logging in EPICS control
system framework [5]. Figure 4 shows an overview of the
data collection software for the temperature measurement
system in the injector Linac.

Figure 4: Schematic layout of data acquisition software for
the temperature and humidity measurement system at the
KEK injector Linac.
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The temperature and humidity measurements via all 26
data loggers are managed by the only one EPICS IOC
running on the Linux computer. The measurement data
obtained by each sensor is firstly collected by the data
logger. The EPICS IOC was developed by using the EPICS
driver for PLC called NetDeV. The measured data by the
data logger can be read via EPICS PV from the client
software. The CSS archiver engine acquires the EPICS PV
data and records them into PostgreSQL which is a
Relational Database Management System (RDBMS). We
developed the web application using AMFPHP for
displaying the CSS archiver data. This web application can
be operated on all platforms with Adobe Flash Player being
available.

VIEWER AND ALARM SYSTEM
Conventional Measurement System
In the conventional temperature measurement and
alarm system, only the limited number of measurement
points has been monitored by the temperature sensors. In
the conventional alarm system, the threshold value to each
data point is set as the appropriate value with the
predetermined nominal value. The CSS alarm framework
has been used for the injector Linac control system. So far,
we set the alarm threshold values to the limited number of
EPICS PVs. We have developed a web application that can
display the archiver data according to the selected period
and EPICS PV [6]. Figure 5 shows the screen shot example
of the CSS archiver viewer for displaying the data of the
temperature sensor installed in the injector Linac.
However, it takes relatively long time to display the large
number of data points. For this reason, a new software is
strongly required to reduce the consumed time for archiver

ICALEPCS2017, Barcelona, Spain
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is a standard library for drawing graphs in Python. We also
use Tkinter, a standard library for building and
manipulating GUIs in Python, and use Linacmenu class
library developed in injector Linac for conveniently
creating Tkinter menu bars. In addition, the
Readarchiver_CSS module developed in Linac is utilized
for reading CSS archiver data via Python. With this new
software, the temperature and humidity data acquired by
CSS archiver can be always packed as one text formatted
file in every hour. The data retrieving speed performance
of the new software is much faster in comparison with the
original CSS archiver viewer. Moreover, we have greatly
improved the operability for multiple data display over a
long period of time due to the data selection functionality
of the filtering option by the type and installed location.

New Alarm System Software
Figure 6 shows the image example of the new archiver
data viewer and alarm display panel for managing the
temperature and humidity at the KEK injector Linac. These
software panels provide an easy operability and the fruit

Figure 6: Image example of the new archiver data viewer
(top) and alarm display panel (bottom) for managing the
temperature and humidity at the KEK injector Linac.

Figure 5: Image example of the web application as CSS
archiver viewer for the KEK injector Linac.
data retrieving. It could be effective for enhancing the
beam commisioning productivity.

New Measurement System Software

functionality.
The new alarm system can easily determine the
threshold value by calculating the standard deviation value
from the measured data during a certain period. This
threshold can be set in the alarm field of EPICS PV. In
every 10 seconds, the CSS alarm monitors whether the
current measurement data is anomalous value in
comparison with the threshold calculated above scheme.

We developed a new software panel for temperature
measurement system. The new software is based on the
Python scripting language and the matplotlib library which
THMPA07
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SUMMARY AND FUTURE PLAN
By using the newly developed software, we can monitor
the temperature and humidity of various devices affecting
the beam operation of the KEK injector Linac. The
software can quickly detect the defects of the measured
temperature and humidity data. In addition, the usability of
the software panel is also drastically improved.
In the near future, we have a plan to watch the anomalous
value by using this new alarm system, not only for the
temperature and humidity data but also for the status value
of other subsystems like rf phase, magnet excitation
current, timing signal delay, and so on. Regarding the
calculation scheme of the threshold setting value, it is
planned to decide a more appropriate threshold value by
using the result of machine study soon. The new developed
software has a good operability and a rich functionality. It
can enable us for the quick detection of the anomalous data
behaviour. Such function will be resulting in the grate
contribution to the stable beam operation in the KEK
injector Linac.
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PROCESSING OF THE SCHOTTKY SIGNALS AT RHIC*
A. Sukhanov†, K. A. Brown, W. C. Dawson, J. P. Jamilkowski, A. Marusic, J. Morris,
Brookhaven National Laboratory, Upton, USA
Abstract

Extraction of Beam Parameters from Signal

Schottky monitors are used to determine important
beam parameters in a non-destructive way. In this paper
we present improved processing of the transverse and
longitudinal Schottky signals from a hi-Q resonant 2.07
GHz cavity with the main focus on providing the realtime measurement of beam tune, chromaticity and
emittance during injection and ramp, when the beam
conditions are changing rapidly. The analysis and control
is done in Python using recently developed interfaces to
Accelerator Device Objects [1].

Figure 3 shows a typical transverse Schottky signal
from proton beam at the RHIC. It consist of very narrow
coherent peak on the top of the underlying revolution
peak and two side band peaks due to particles betatron
motions.

INTRODUCTION
Instrumentation
The high Q cavity [2] is mounted on a dual axis moving
frame. It has four probes to detect signals from the
diﬀerent modes in the cavity. Peak frequency of the
vertical probe is 2.067 GHz, horizontal probe: 2.071 GHz,
longitudinal probe: 2.742 GHz. The signal processing
diagram is shown on Fig. 1.

Figure 3: Schottky signal from the spectrum analyser.
The fractional part q of the tune is recovered from the
positions of betatron peaks [3]:
q=

f bu−f bl
2∗f 0

(1)

The chromaticity x is determined from the width
asymmetry of the betatron peaks [3].
Figure 1: Signal processing diagram.
The signal from the cavity is amplified, filtered, down
converted on a mixer with local oscillator (LO) and
measured by a digital spectrum analyser (DSA).

Schottky Spectrum
The frequency domain signal of the bunched beam near
the cavity resonant frequency is demonstrated on Fig. 2.

ξ=η

(

Δ f bl−Δ f bu
h−q
Δ f bl +Δ f bu

)

(2)

Here the h is a phase-slip factor of the accelerator.
The beam emittance is proportional to the rms beam
size s, which is determined from the power of the
betatron peaks [3,4]:
1
P bu= Pbl = f 02 Q2 N σ 2 (3)
2
Where the N is the number of particles in the beam and
the Q is the particle charge.

Figure 2: Schottky power spectrum.
The frequency of the local oscillator fLO is positioned in
the middle of the neighbouring harmonics of the
revolution frequency f0, to eliminate images from the
highest harmonics. The high harmonic number h =
26525.5 helps to reduce power of the parasitic coherent
peak. The signal registered by DSA is a superposition of
differences between fLO and several nearest harmonics.

SIGNAL PROCESSING
Signals are changing rapidly during the ramp, the RF
frequency is changing for ~8 harmonics in 30 seconds.

______________________________________________
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Figure 4: Schottky signal during the ramp.
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To stabilize the peak positions, the frequency fLO of the
local oscillator need to be adjusted synchronously with
the changing RF frequency. The required precision of the
fLO adjustment is 10-8 (200 Hz over 2 GHz), which makes
this task very challenging.
Another approach is to analyse the complex multi-peak
signal as it shown on Fig. 4. Two facts makes this task
possible:
• The peak positions can be very well predicted, based

on known RF frequency.
• The shape of the peak is irrelevant for extraction of
the beam parameters according to equations (1)-(3).
The required peak characteristics: position, width
and power can be calculated without curve fitting.

Processing Algorithm
Steps of the algorithm:
• Convert spectrum data to linear scale. The data from
the spectrum analyser comes in logarithmic scale.
The main benefit of using the linearly scaled data is
that the analysis is not sensitive to the base line
fluctuations.
• Filter the noise using Gaussian FIR filter of the N-th
order. The order of the filter is selected to be equal to
the width of the expected coherent peak but not less
than 4 points. The filter is normalized to conserve the
signal energy.
• Peaks recognition, based on known RF frequency,
described below.
• Find the coherent peak using Gaussian fit in the near
vicinity of the found peak.
• Recover the revolution peak:
Make the hole in the revolution peak by excluding
the coherent peak points.
Fit the chipped peak with a Gaussian.
Fill the hole in the peak with the fitted points.
• Find parameters of all peaks:
- Find the left and right edges of the peak at the
crossing points of the filtered data at a half-amplitude
level.
- The peak width is the difference between the edges.
- The peak position is the arithmetic average of edge
positions.
- The peak area is the sum of the peak points above
the noise floor (pink line above the noise floor on
Fig. 6).
• Calculate the beam parameters according to
equations (1) – (3).

Peaks Recognition
The example of the signal spectrum at the end of the
injection is shown on Fig. 5. The peaks are searched in
the narrow Regions Of Interest (ROI), calculated using
known RF frequency. The width of the ROI are calculated
according to tune limits, which are provided externally,
based on beam energy and beam species.

Figure 5: Regions of interest for the coherent (yellow) and
betatron (green) peaks at injection energy.
Steps of the algorithm:
• Calculate ROI (Regions Of Interest) of the coherent
and betatron peaks. Two coherent peaks may be
present in the spectrum.
• Find N=10 of highest local peaks, sort them
according to amplitude.
• Identify the coherent peak as a highest narrow peak
in the coherent ROI.
• Iterate over the rest of the peaks and check if they are
in the ROI for betatron peaks .

Adjustable Parameters
The algorithm requires small number of external
parameters, which depend on beam energies and beam
species. The parameters are:
1,2):
Limits for expected tunes, which defines the
ROI for betatron peaks.
3)
Filter width, default 4.
4,5,6): Guess widths of the coherent, revolution and
betatron peaks.

RESULTS AND DISCUSSION
The described algorithm have been implemented into a
Python-based ADO Manager [1] and it was used for
online monitoring during the routine RHIC operations.
The following figures shows the results of the monitoring
of one of the RHIC stores.

Figure 6: Results of the peak processing for proton beam
at top energy. Black solid line represents the raw signal.
The identified peaks shown as a solid pink line. The solid
horizontal green lines represent the calculated widths.
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Figure 9 shows vertical (blue solid line) and horizontal
(red solid line) transverse emittance of one of the RHIC
rings at top energy. Also shown is the emittance,
measured by the Ionization Profile Monitors (IPM). The
precision of the emittance measurement is 2%. The red
vertical marker indicates an event when the beam have
been disturbed due to polarization measurements.

CONCLUSION
Figure 7: The tune measurement display.
Figures 7,8 and 9 represent operational displays of the
beam tune, chromaticity and emittance during 500 GeV
proton-proton run in 2007.
The black dots on Fig. 7 represent results of the
described algorithm, the red dots are results of the
previous analysis, based on the curve fitting using
gaussian peak shapes. Both methods shows consistent
results at top energy and at the end part of the ramp. The
described algorithm works well during injection and
during the most part of the ramp while the curve-fitting
analysis fails to converge. The precision of the tune
measurements top beam energy is ~0.1%.

The fast, robust algorithm for extracting beam
parameters from the Schottky signals in dynamic beam
conditions is presented. It provides the same precision as
a conventional algorithm, based on a non-linear leastsquare fitting, but does not suffer from convergence
problems.
The precision of the tune measurement is 0.1% at
injection and top energies and 0.4% during ramp .
The chromaticity is measured with precision 2% at
injection and 10% at top energy.
The power of betatron peaks, which is proportional to
emittance, is measured with 1% precision.
The implementation using Python made it possible to
quickly develop new, more efficient algorithms and even
gain in processing performance over C++ code (the
processing time of a 800-point spectrum is ~20 ms).
This analysis is used to provide beam parameters
during routine RHIC operations with proton and heavy
ion beams.
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MACUP: A PROJECT FOCUSING ON DAQ HARDWARE ARCHITECTURE
UPGRADES FOR SOLEIL
G. Renaud, S. Zhang, F. Ta, Q.H. Tran, Y.M. Abiven, SOLEIL, Gif-sur-Yvette, France
Abstract
Since operation start-up more than 10 years ago,
Synchrotron SOLEIL has chosen acquisition architectures
that are mainly based on CompactPCI systems. The last
few years there have however been an acceleration of
obsolescence issues on the CPCI products and it has also
been identified that this technology would shortly become
a bottleneck in terms of performance for new projects.
The MACUP (MAterial For data aCquisiton Upgrade)
project was therefore created with two main objectives:
maintaining the current facility operations by addressing
the hardware obsolescence risks, all while searching for
alternate high-performance solutions with better
embedded processing capabilities to face new challenging
requirements. One additional guideline for the project is
to facilitate collaborative work for accelerator and
beamline projects by evaluating and standardizing a
limited set of technologies like the Xilinx ZYNQ SOC,
VITA 57 FMC and µTCA standards. This paper describes
the adopted methodologies and roadmap to drive this
project.

CONTEXT
SOLEIL is a 2.75GeV 3rd generation synchrotron radiation source built in the early 2000s. Since 2006 SOLEIL is running continuously. Today 29 beamlines are
open for users with a beam availability of more than 5000
hours a year.

Current Hardware Command/Control
Architecture
The ECA (Electronique de Contrôle et Acquisitions)
group is in charge of the electronic systems and the embedded software engineering dedicated for the control and
acquisition of the accelerators, beamlines, and laboratory
infrastructure devices. The group focuses on three main
activities: Automation, Motion control, and Acquisition/Embedded processes.
The acquisition and embedded process activity is in
charge of the fast analog/digital, instrumentation processes, and field bus. These processes are present in a wide
range of applications on beamlines (beam imaging devices, beam-monitoring, attenuators, sample environment
setups, detectors…) as well on the accelerators (diagnostics, power supplies, RF devices, Insertion devices…).
This management is assured by two families of devices:
the industrial standard CompactPCI (CPCI), custom inhouse developments; all are remotely controlled over
Ethernet in a Tango software command/control framework [1] (see Fig. 1).

Figure 1: Acquisition and embedded process systems

Industrial COTS CompactPCI Systems
Based on a PC-type architecture but with a 19" chassis
ruggedized form factor, SOLEIL has selected and standardized a large portfolio of CPCI COTS (Commercial
Off-The-Shelf) analog and digital I/O cards targeting 90%
of the applications for beamlines and accelerators. There
are currently: 150 CPCI crates, 240 CPUs, and more than
750 peripheral I/Os boards (ADC, DAC, Video, Digital
I/O, Counting, RS232, GPIB, TDC, Digitizers) in operation. The operating system mainly deploys Windows
because the I/O board’s drivers were mainly available for
this operating system and functional in 2004.

Customized Systems
In-house systems have been developed (based on FPGA
and μController solutions) to meet specific obsolescence
needs or requirements not covered by COTS solutions. It
is achieved by developing fully or partially customized
hardware and firmware solutions (SPI platforms [2],
SPEC platforms [3], FPGA CPCI boards).

THE MACUP PROJECT
Obsolescence issues, for all CPCI and custom systems,
have been on an increase the last few years (obsolete
components, end of life boards, drivers and operating
systems out of date) which is normal after 10 years of
using the same technology. In this context, the MACUP
project was initiated in 2014. It is divided into 2 objectives for embedded acquisition and processing platforms:


Ensure the operational continuity of the systems in
production though MCO strategy (Maintenance in
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Operational Conditions) in order to keep the installed base at its best performance level, by working on obsolescence management (sustaining systems in operation).
Improve acquisition systems by introducing more
performance and improved on-board processing
capability through technological surveys.

DualCore) with a newer version (Intel Core i7) in
order to fix obsolescence issues and to have homogenous installations. It concerns about 200
CPUs. This will solve critical problems such as: reliability issues with one family of CPUs, and Tango
update limitation on old operating systems like
Windows 2000. The benefits of this migration are
also felt by users with powerful processing units
(reduce dead-times, access to continuous scanning
techniques such as Flyscan [4] applications).
Modify the functionalities managed by the CPCI
by identifying the functions for which the CPCI
doesn’t have a real added value; it concerns typically the slow processes, instrumentation, and field
bus. The idea is to progressively migrate them to
more adapted systems such as PLC (for example to
deal with the management of slow control digital
I/Os) or standalone Ethernet gateways (for example
for GPIB or RS232 instrumentation bus management). This way of working allows us to carry out
progressive migrations without any operational impact (for example for new installations or during
equipment failures).



Methodology
The processes involved in achieving the MACUP objectives are the following:





MCO work and technology prospecting.
Identify emerging projects (through a global census with users to identify new needs and get users
feedback on systems in production).
Prospecting manufacturers and other facilities
Analysis and synthesis work to propose new hardware architectures and operational solutions.

In order to increase efficiency, an advisory committee
was set up around the MACUP project. This working
group is made up of engineers and scientists involved
in accelerators, beamlines, and control/command computing. The goal was to largely cover the requirements
from all fields of activity such as requirements for accelerator diagnostics for spectroscopy beamlines.

MAINTENANCE IN OPERATIONAL
CONDITIONS
This activity focuses on ensuring the operational continuity of the embedded acquisition- and processing- systems in production, not only on the CPCI systems but also
on the custom systems. A medium-term strategy has been
defined which was to deal with obsolescence issues (see
Fig. 2) based on hardware migration campaigns. If necessary, migrations can imply new architecture evolutions.



Strategy on Custom Solutions
There are a few applications that will not work with offthe-shelf CPCI solutions; these are addressed by internal
developments. This family of systems also face obsolescence on their main components (FPGA and microcontrollers). Our approach will be to propose a structured
range of products that are based on a mastered set of
technologies.

TECHNOLOGY PROSPECTING
The CPCI standard (version PICMG 2.0 R3) currently
used at SOLEIL is now more than 15 years old since the
first specification release. Technology has evolved considerably especially in terms of bandwidth. It also seems
necessary to take a step back on this technology and reconsider all the major players in the Embedded Integrated
Computer Systems sector (VITA and PICMG [5], see Fig.
3).

Figure 2: CPCI Obsolescence’s issues since 2003.

Strategy on Industrial CPCI Systems
Two approaches were followed:
 Extend the CPCI lifetime (focusing on CPU replacements): a 2-year global migration plan aimed
to replace the older CPUs (Intel Pentium M and

Figure 3: Main VITA and PICMG standards evolution.
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The process leads us to:





Identify emerging technologies
Identify potential industrial partners
Identify the potential facility collaborations (Laboratories, accelerators ...)
Reinforce our decision-making on strategic and
technological orientations

As part of this project, particular attention was paid to:




Work exchange with other facilities and industrial
partners (Workshops, seminars, ...)
Platform evaluations
Market studies of various industrial standards

Criteria
This technology prospecting takes into account and optimizes a number of criteria (maturity, cost, performance,
complexity, maintainability, scalability…, see Fig. 4).

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THMPA09

times and allowing the developers to focus efforts
on adding differentiating features and unique capabilities. One of the platforms identified is the
Picozed SOM from AVNET [6].
This prospecting work was conducted by trying to
find interoperability capabilities between these 2 orientations, for example through the industrial standard of
the mezzanine card FMC (VITA 57 standard). It also
focuses on the use and standardization of programmable components such as the Xilinx Zynq SoC [7] (device integrating dual-core ARM based processor and
FPGA architecture in a single device).
At the end of this process, our decision was to standardize complimentary platforms by addressing the different needs: applications requiring large embedded
computing power and large I/O volumes, and compact
and portable platforms with less processing capabilities
with moderate number of I/Os but reduced cost.

CENSUS OF NEW NEEDS
In this phase of the project the objective was to get
feedback on the existing acquisition systems and embedded processes and to identify the new incoming projects.
A global survey of each concerned group was done from
the accelerator part (RF, Diagnostics, and Power Supplies), beamlines (hard and soft X-ray beamlines, imaging, tomography ...) and some of the support groups
(command/control computing, detectors).
Figure 4: main criteria for evaluating new acquisition
platforms.
They are defined according to our working experience
at SOLEIL, especially by considering our existing systems in production and our feedbacks of operational experience at SOLEIL. They are very useful to consolidate our
decision-making.

The Axes of Study
Two directions of prospecting were defined:


Study of backplane based architectures, in order to
find a CPCI alternative at SOLEIL. Through various comparative studies (see Fig. 5), a focus on
μTCA technology evaluation was decided.

Figure 5: Comparison table between three technologies.


Study of architecture-based standalone Ethernet
solutions in order to provide compact and modular
systems with reduced implementation complexity.
This can be achieved by using SOM (System On
Module) solutions in order to reduce development

Nineteen groups were interviewed. Several projects
were identified and classified into the following subjects:


Projects expressed by beamlines:
o Experiment dead-time reduction.
o Reconsider acquisition electronics in order
to be ready for higher photon flux intensity.
o Sample and detectors protection.
o Flyscan Standardization for all beamlines.
 Projection for accelerators upgrade:
o Modernization of diagnostic systems.
o Low Level RF, RF distribution upgrade.
 Waiting for collaborative developments in detectors and electronics groups:
o Fast feedback photon beam.
o Pico amperemeter.
o New imaging detectors.
At the end of the census process, 47 applications have
been identified: 13 from the accelerators groups and 34
from the beamlines and detectors group. All these applications require new functionalities (by embedding the
processing algorithms at the hardware level, developing
embedded image processing...), better performances (better ADC resolutions, higher sampling frequencies…), and
the ability to embed third party processes or hardware
(custom mezzanine boards, custom FPGA IPs …).
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SYSTEM SELECTION
The census showed a real expectation in terms of new
solutions in material acquisition to adapt the offer of services taking into account the degree of customizable platforms, and turnkey solutions versus collaborative solutions with a scalable range of performance. In this context, two categories of platforms have been selected for
investigation: one oriented on µTCA technology, and one
to work on custom solution based on Zynq SOM technology (PandABox [8] is one of these platforms nearly available for users) well adapted for beamline requirements
(see Fig. 6).

Figure 7: Our opened platform model.


Provide "turnkey" platforms to meet the requirements of a higher functional level (managing control of a new detector, developing a Pico amperemeter …).

Platforms According to their Performances
Capabilities

Figure 6: The two main set of hardware platforms.

Given the wide range of identified projects, the offer
of services was structured around a scalable set of platforms (see Fig. 8) in order to address the newest projects:

Platforms According to their Degree of
Openness
The census phase showed that the needs were expressed according to two categories of users: those who
have limited knowledge of acquisition electronics and
embedded processing, and those who are able to design
electronic systems such as FPGA or μprocessor developers like in Detectors, Diagnostics, Radio Frequencies and
Power Supplies groups. To satisfy these two user communities, two categories of platforms were suggested:
 Provide collaborative platforms (see Fig. 7) based
on open FPGA and μprocessor architectures of
which it is possible for the user to embed their process. In this case the specification is more technical: integrate an ADC (24bits SAR ADC…), embed a specific process (I/Q modulation, beam interlock algorithm…).

Figure 8: Hardware solutions according to performances
requirements and cost.




A set of high performance technologies such as
powerful Zynq SOC available on µTCA industrial
architecture. This ensures robustness, processing of
a large number of I/O, high embedded processing
capabilities. This approach will be evaluated soon
through an FPGA developer’s community from
various SOLEIL groups considering the µTCA.
A middle performance set of platforms based on
architectures developed internally (or in collaboration) that will offer compact, standalone Ethernet
solutions with reduced costs.
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CONCLUSION AND PERSPECTIVES
The MACUP project will permit to extend the life time
(maybe for another 10 years) of the current in-production
acquisition systems. It will also provide new platforms in
order to address new futures challenges for beamlines and
accelerators.
The next steps of the project are:








Conduct MCO activity according to the defined
orientations
Evaluate µTCA platforms (NAT manufacturer selected for the evaluation phase)
Develop in-house skills centered on µTCA and
SoC Zynq technologies by providing test platforms
and training sessions in order to optimize development cycles from development to operational solutions.
Develop and structure the services catalogue for
these new platforms (in particular through the
standardization of hardware and software components).
Conduct and support the identified projects.
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CEA IRFU EPICS ENVIRONMENT FOR THE SARAF-LINAC PROJECT
F. Gougnaud†, J-F. Denis, F. Gohier, T. Joannem, Y. Lussignol
CEA Saclay Irfu DIS, Gif sur Yvette, France
Abstract
Our Institute CEA Saclay Irfu was in charge of providing the hardware and software for the EPICS based control system platform for the accelerator projects Spiral2
[1] at Ganil in Normandy and IFMIF/LIPAc at
JAEA/Rokkasho (Japan). Our 3-year collaboration with
ESS has given us the opportunity to use new COTS
hardware. We have made our CEA Irfu control platform
evolve by retaining relevant and evolutive ESS solutions.
Currently, CEA Irfu is in charge of the design, construction and commissioning at SNRC(Israel) of the project
SARAF-LINAC[2] (MEBT and Super Conducting Linac)
including its control. This paper will present our proposition of architecture for the SARAF Linac control system
using the new CEA Irfu hardware and software platforms.

INTRODUCTION
Involved in ESS[3][4] controls since 2014, our in-kind
and collaborative work with ESS has provided us with
new technology knowledge and helped our EPICS platform evolve. We have used the ESS IOxOS VME64X
platform for the control of the ESS source at Catania and
several ESS test stands at Saclay[5]. This gives us entire
satisfaction. Therefore we are giving up the VME/ADAS
platform used for Spiral2 and IFMIF/LIPAc for new projects. The IOxOS VME and MTCA solutions offer several
seductive assets, the details of which will be provided
further on in this paper. The evolution in the PLC domain
will also be presented.
CEA is committed to delivering a Medium Energy
Beam Transfer line (MEBT) and a Superconducting Linac
(SCL) equipped with beam diagnostics (DIA) for supplementing the SARAF Linac accelerator in order to accelerate a 5 mA beam of protons from 1.3 MeV to 35 MeV or
deuterons from 2.6 MeV to 40 MeV at the frequency of
176 MHz. CEA is in charge of SARAF-LINAC studies,
constructions, tests, installation and commissioning. The
new hardware and software platforms are used for the test
stands and will be used for the MEBT and SCL controls.

HARDWARE SOLUTIONS
EPICS Based Hardware
MEBT and SCL controls need fast and semi-fast acquisitions for beam diagnostics and RF signals acquisition.
These 2 sets of sampling frequency are needed. The semifast sampling frequency is considered from 50KS/s up to
5 MS/s. The fast and semi-fast acquisitions are based on
VME64X respectively with the FMC (FPGA Mezzanine
Card) boards IOxOS ADC_3110/3111 and ADC_3117.
The CPU IFC_1210, currently used, Freescale PowerPC P2020 based intelligent FPGA controller, will be
replaced by the more perennial CPU IFC_1211 that is
becoming our standard CPU from late 2017. The
IFC_1211 board will be tested on the SARAF test stands
in the coming months.
Regarding the IFC_1211 key components, the lifetime
is in the order of 15 years.
Long term availability is one of the main advantages of
this board IFC_1211 and also the following improvements over the IFC_1210:
 T2081 processor up to 1.8 GHz featuring hardware
FPU based on AltiVec for high demanding applications.
 Latest Xilinx FPGA generation (Artix-7 and Kintex
UltraScale).
 PCI Express GEN3 direct connection between CPU
and UltraScale device.
 FMC VITA57.1 multi-gigabit link up to 12.5 Gb/s
with direct support of JESD204B interface.
Furthermore, the small European community of Laboratories using the CPUs of the IOxOS company is growing, which is a sound asset for the future.

Figure 1: SARAF Linac schematic view.

Figure 2: Choice of solutions.
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The preferred I/O interfaces are FMC modules that
connect directly to FPGAs. FMC modules take advantage
of the intrinsic I/O capability of FPGAs to separate the
physical I/O functionality on the module from the FPGA
board. This has a number of advantages over traditional
designs where the analog and digital parts are put together
in a single monolithic design. In our context of perennial
projects, using FMC boards permits the evolution of the
host module that can be changed while keeping the FMCs
and consequently without modifying the cabling.
For remote I/Os, our choice remained the cheap Beckhoff EtherCAT modules with communication based on
Modbus/Tcp and consequently simpler for maintenance
than the one based on the real-time TwinCAT kernel.

PLC Solution
Programmable Logical Controllers (PLCs) are industrial and reliable devices with a lifetime of at least 10 years,
signal versatile and widely used all around the world in
industries. For many years our choice has been Siemens
because this company is very well known in the research
environment, and a lot of hardware and software developed for research, are able to communicate with this kind
of PLC. Our Laboratory has developed a very good
knowledge of these devices and deployed them on experiments all around the world.
With the growing international context of CEA experiments, we have observed that Siemens is able to offer
international support.
Siemens PLCs are divided into several families, from
the previous 300 generation, which has worked for more
than 10 years, to the new 1500 generation, the possibilities are endless.
In our case, we have chosen the latest 1500 generation,
and more precisely the 1516 CPU that gives good flexibility as far as processing power and fieldbus communication are concerned. This CPU is able to communicate
with Profinet, Profibus-DP and Ethernet devices.These
three interfaces cover a huge quantity of industrial devices that are used on physics experiments. We could take as
example vacuum measurement devices like Pfeiffer
TPG300 or Brooks SLA5850S for helium flow regulation
which communicate with the Profibus-DP standard.
This 1516 CPU has many fieldbus-link possibilities,
but also has to be connected to sensors and actuators,
which are not fieldbus compliant.
For these devices, analog and digital I/O cards are
available to interface with industrial standard signals.
They are able to read 0-10V, 4-20mA, 24V signals and a
lot of other kind of signals. For outputs, possibilities are
pretty similar. These few cards give a high flexibility to
the system and also provide easy maintenance because of
only four references to provide, one by kind of signal
(analog input or output, digital input or output). With a
14-bit reading range signal, high precision control and
regulations are easy to implement.
As previously mentioned, PLCs are robust devices not
only for hardware but also for software. Languages used
are worldwide industry standards like Ladder or Grafcet,
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for automatic procedures and SCL or List for extended
functions. These devices don’t have a dynamic memory
allocation. Each bit has its own position, defined by the
programmer and will never move in the memory architecture. This technology provides PLCs with a long life
expectancy.

IRFU EPICS ENVIRONMENT (IEE)
The Irfu EPICS Environment aims at configuring, in an
identical way, all the computer systems for development
and operation, by installing the same distributions of
Linux packages and the same version of EPICS software.
Furthermore, it provides a standard EPICS development
environment and software module templates that must be
used as containers for new developments. A development
and a production workflow is also strongly recommended.

Figure 3: Development workflow.

System Architecture
IEE is based on a client/server architecture. Clients can
be PCs, industrial PCs (IPC), or VMEs.
Servers can be run inside a Virtual Machine. This design will also be extended to the Development PCs. Servers and development PCs are connected to a main network. Servers are also connected to a private subnetwork
for VMEs and IPCs boot and Channel Access communication.
The “CentOS” distribution is installed on each main
server and development PC. In order to have a common
development environment an Ansible Playbook is provided and does the installation from Linux. For a main server
the playbook configures each service and each file to be
shared automatically. For a development PC the playbook
allows to get all the shared files and tools from the main
server.
The architecture of an IPC is based on the X86 standard, like a PC. It is more robust and without a fan. In this
case, it doesn’t need a graphical user interface. So the
installation uses the same “CentOS” distribution as a PC
but without graphical libraries.
In order to have the same distribution, all IPCs boot on
the network. From the main server, all necessary files
(Kernel, Uboot file) are downloaded by TFTP and the
common rootfs is mounted by NFS.
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The Linux VME platform requires a cross-compilation
chain for the PowerPC architecture. The Embedded Linux
Development Kit (ELDK) and the Yocto project, based
on OpenEmbedded, are used. Yocto was chosen because
of its versatility.
In the same way as IPCs, the VMEs boot on the network. From the main server, it downloads all needed files
(Kernel, Uboot file) by TFTP, and it mounts the common
rootfs by NFS.

EPICS software platform
The EPICS Software Distribution is a selection of
Base, IOC support modules and extensions found on
official EPICS sites. The currently used EPICS Base is
R3.15.4. The IOC support modules are categorized as
either Soft Support or Hardware Support. The extensions
are host tools and Channel Access clients such as Control
System Studio (CSS), Archive Appliance, CA libraries
(Java, Python…). This distribution software is installed
on the Control System NFS Server and diffused on all
development PCs.
The development environment fully relies on the standard EPICS Build Facility. EPICS software can be divided
into multiple <top> areas. An example of a <top> area is
the EPICS Base itself. Each <top> may be maintained
separately. A <top> directory structure essentially contains the build configuration files in a configure folder
and a Makefile. Other subdirectories depend on the destination of the <top> area.
The GUIs rely on CSS BOY.

EPICS Development Model
The Irfu EPICS Environment provides a standard development model that should be adopted by all the developers involved in the control system software for SARAF.
These standards give the necessary homogeneity to the
software modules produced.
The following makeBaseApp template structures cover
the needs for IOC development:
 A Top Directory dedicated to developments.
 A Support Application template.
 An IOC Application template.
The Support Application template creates under the
<top> directory a module structure <my-app>App to
organize software sources, database definitions, template
databases, graphical user interfaces, and so on, related to
an accelerator function or device. It contains makefiles
suitable to build Linux libraries and applications and to
install files into <top> subdirectories. It has the following
directory structure:
<my-app>App
├── ChangeLog
├── Makefile
├── README
├── db
│ ├── Makefile
│ └── {*.db, *.template, *.substitutions, *.proto}
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├── doc
│ └── *.pdf
├── misc
│ └── {*.xml, ...}
├── opi
│ ├── *.opi
│ ├── pictures
│ │ └── {*.jpeg, *.png, *.tiff, ...}
│ └── scripts
│
└── {*.js, ...}
├── src
│ ├── Makefile
│ ├── <my-app>App_Include.dbd
│ ├── <my-app>App_Support.dbd
│ ├── doxygen.cfg
│ └── {*.c, *.h, *.st, ...}
└── test
└── {*.py, ...}
The IOC Application template creates a module structure ioc<My-ioc> under the directory <top>/iocBoot to
organize operational databases, startup scripts, and so on,
for an IOC application. It contains makefiles suitable to
define which support libraries are used by the IOC application and to build it. It has the following directory structure:
ioc<My-ioc>
├── ChangeLog
├── Makefile
├── README
├── boot
│ ├── Makefile
│ ├── ioc<My-ioc>.cmd
│ └── ioc<My-ioc>_connections.cmd
├── db
│ ├── Makefile
│ ├── ioc<My-ioc>.req
│ └── ioc<My-ioc>.substitutions
├── misc
│ └── {*.xml, ...}
└── src
├── Makefile
├── ioc<My-ioc>Include.dbd
└── ioc<My-ioc>Main.cpp

SARAF LINAC ARCHITECTURE FIRST
STEPS
To manage and synchronize the studies with the different phases of the project, we have divided the CEA scope
control system of the SARAF Linac into 4 parts: MEBT,
Super Conducting Linac (SCL), LLRF and Diagnostics
control systems. SNRC is responsible for the Machine
Protection System and the Timing System. Several test
stands are being built with their control system to test the
design and the chosen technologies in the different technical domains. For instance, the first test stand is dedicated to the RF conditioning of cavities’ couplers. The control uses the IEE with IOxOS boards for the semi-fast RF
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acquisition and Beckhoff modules to read some thresholds and temperature sensors. The tests will start next
November.

MEBT ARCHITECTURE OVERVIEW
The control of the MEBT itself is relatively simple. It
has to control power supplies for quadrupoles and steering magnets, vacuum and the 3 brushless motors of the 3
rebunchers. The EPICS IOC is dedicated to the communication with PLCs and to the slow control of the power
supplies and temperature sensors. When the diagnostic
control including fast acquisition is integrated, a VME
will be added and may replace and take in charge the IPC
control. There are 2 PLCs, one is dedicated to vacuum
control and the other to rebuncher tuners. The interlock
chain has not been defined yet. Early 2018, test stands
dedicated to the rebuncher prototype and the power supplies will be installed, which will enable us to partially
test the MEBT control. In 2019, the MEBT control system should be completely tested at CEA Saclay.

Figure 5: CEA experiment area with ESS (green) and
SARAF (orange) cabinets.
In fact, cryogenic interface system, based on PLC, was
made in order to enable the communication and cryogenic
liquid flow between cryoplant and cryomodules for control validations. This cryogenic interface, deployed for the
ESS cryomodule qualifications phases, gave us the possibility to simulate a valve box and to make the cryomodule
control work in a similar way to the one that will be deployed at the ESS accelerator.
The context for the SARAF cryomodules is similar and
the same philosophy of cryogenic interface will be followed.

Saraf Cryogenics PLC Use Case

Figure 4: MEBT architecture overview.

SCL CRYOMODULE ARCHITECTURE
The SCL will include 4 cryomodules, including 2 cryomodules with 6 low-beta cavities and 2 other cryomodules with 7 high-beta cavities. Several test stands will be
built to test SARAF cryomodules and cavities with their
control from 2018 to 2020.

Generally speaking for a cryomodule, PLCs control
cryogeny, vacuum and interlocks. In this paper only the
cryogenic control will be addressed. Using cryogenic
liquids, like helium or nitrogen, requires specific devices,
for instance for temperature measurements.
For common temperatures, PT100 sensors are reliable
and very precise, down to 70°K. Below this point, another
technology is used: Cernox sensors. PT100 sensors can be
connected to PLC analog cards, but not Cernox sensors.
In order to read them, a signal conditioner is used, the
CABTR device from Seico company. It can read eight
Cernox channels and communicate the values to a PLC
via Profinet. Thanks to this standard industrial fieldbus,
native for PLC CPU, communication is secure, quick and
precise. As PT100 sensors have a wide measurement
range, they are used as much as possible for ambient
temperatures and also top level cryogenic systems, where
nitrogen is used or when helium is not in liquid form.
They are used on the thermal shield for example, where
temperatures are not too low for them. For cavity
temperature measurement, Cernox sensors will be used
because of the liquid Helium cryogenic environment.

SARAF Cryomodule Test Stand
The ESS elliptical cavity cryomodule prototype test
demonstrator (ECCTD) has been designed, built and
tested at CEA. This prototype is controlled by a system
composed of PLC and EPICS devices. EPICS manage the
fast acquisition part like RF and Piezo systems, called
“fast” signals. PLCs are connected to cryogenic, vacuum,
stepper motor sensors and actuators, called “slow” signals. Slow and fast technologies work together in the
same cryomodule control system and were validated for
the ESS ECCTD in late August 2017. The SARAF cryomodule test stand will be located near the ESS one and
will benefit from this proximity.

Figure 6: Cryogenic
architecture with a PLC.

temperature

measurement
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Architecture at Soreq for Cryogenic Control
PLCs have to control cryomodule cryogeny, vacuum
and local cryoplant communication. The CEA test stands
will be composed of a cryomodule, but not of the Soreq
SARAF cryoplant. In order to reduce the possibility of
software errors and improve reliability, the control system
developed at CEA Saclay has to be as similar as possible
to the SARAF configuration site at Soreq. To follow this
philosophy, one PLC will be dedicated to each cryomodule, like on the test bench. Another PLC will ensure
communication with the local cryoplant at the Soreq site.
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CONCLUSION
We have been polishing the stability of the EPICS environment platform for the SARAF control system for
several months. This environment is simple and does not
need significant human resources for maintenance. The
Irfu control system team gathers EPICS and PLC experts
who are used to working together and providing integrated controls for fast and slow signals. All GUIs are based
on CSS BOY which produce a homogeneous operator
interface.
A close collaboration with Soreq colleagues and many
exchanges is needed because of the numerous interfaces.
First exchanges are fruitful and collaboration for this new
machine is attractive. The SARAF Linac control system is
a very challenging project. The installation of the MEBT
controls including diagnostics is planned for early 2020
and the installation of the SCL and diagnostics for 2021.
The different test stands enable all the subsets of the
MEBT and SCL control system to be tested.
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SLAC LCLS-II INJECTOR SOURCE CONTROLS AND EARLY INJECTOR
COMMISSIONING*
D. Rogind, M. Boyes, H. Shoaee, SLAC Accelerator Laboratory, Menlo Park, U.S.A.
Abstract
LCLS-II is a superconducting upgrade to the existing
Linear Coherent Light Source at SLAC with a continuous
wave beam rate of up to 1 MHz. Construction is underway with first light planned for 2020. The LCLS-II Injector source is based on the LBNL Advanced PhotoInjector Experiment (APEX), and is being provided by
LBNL. In 2015, responsibility for controls design and
fabrication was transferred to SLAC from LBNL to promote commonality with the rest of the LCLS-II controls
subsystems. Collaboration between the LBNL APEX
community and SLAC LCSL-II EPICS controls teams
proved vital in advancing the controls architecture toward
standardized implementations integrated with the rest of
LCLS-II. An added challenge was a decision to commission the injector in January 2018, approximately 1.5 years
ahead of the rest of the machine. This early injector
commissioning (EIC) is embraced as an opportunity to
gain valuable experience with the majority of the LCLSII controls, especially the 1MHz high performance subsystems (HPS), prior to LCLS-II first light, planned for
August 2020. This paper discusses the LCLS-II GUNB
Injector Source along with the early injector commissioning controls scope, approach, and advantages.

LCLS-II GUNB INJECTOR SOURCE
The SLAC LCLS-II injector section that comprises low
energy (<1 MeV) from the gun up to the location of the
first cryomodule is based on a subset of the LBNL Advanced Photo-Injector Experiment (APEX). The LBNL
controls and LLRF systems for APEX were designed as
stand-alone systems since APEX is intended to be a
demonstration injector with no future connection to a
larger accelerator system.

Figure 1: APEX “prototype” at LBNL.
LBNL is responsible for the Injector Source mechanical
design, procurement, construction and commissioning
support. LBNL has taken advantage of various performance and operational lessons learned from APEX in
order to improve the design for use in LCLS-II. SLAC
scope for the Injector Source includes the controls specification, procurement, and fabrication for the electronics
plus associated control software, and will lead commissioning efforts.
The LCLS-II Injector Source, also known as GUNB,
shown in Figure 2, includes the normal-conducting VHF
RF gun, the buncher, the cathode vacuum load lock, the
low energy beam line, including beam line components,
and the VHF gun RF power supply and transmission
lines.

Figure 2: LCLS-II Injector Source.

____________________________________________

*Work supported by the U.S. Department of Energy
under contract number DE-AC02-76SF00515[

In order to transfer GUNB controls from the responsibility of LBNL to SLAC, engagement between the two
laboratories was essential. A web-based Smartsheet was
shared between the two laboratories, which contains
GUNB control element’s Z-position, description, major
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components, controller, connector, manufacturer, part
number, and lab responsible. LBNL controls teams provided documentation for their APEX-based EPICS Input
Output Controllers (IOCs), associated Process Variable
(PV) names and metadata, diagrams, GUIs and scripts.
Site visits to APEX at LBNL for controls leads were
facilitated along with numerous control subsystem specific meetings between LBNL subject matter experts and
SLAC teams. A comprehensive GUNB Interface Control
Document was created to define scope and laboratory
responsibilities for GUNB Controls [1] .

LCLS-II EARLY INJECTOR
COMMISSIONING (EIC)
By constructing a temporary shield wall before the first
cryomodule in the LCLS-II linac, the LCLS-II injector
may commission ahead of the rest of the machine, and
without disturbing the running LCLS. Figure 3 depicts
the configuration for EIC, which includes the Laser along
with the GUNB Injector Source, and low energy beamline.

Figure 3: EIC LCLS-II Configuration.
With the Engineering and Design phase for all LCLS-II
Controls subsystems complete in FY2017 Q3, procurement, fabrication, assembly, configuration and rack loading activities for the injector controls was successfully
advanced in order to meet the aggressive EIC installation
schedule. Figure 4 shows a high level LCLS-II timeline
which includes Controls Final Design Reviews (FDRs),
EIC duration, LCSL-II installation occurring during the
one year LCLS-I/II complex downtime, LCLS-I/II commissioning, and LCLS-II first light, planned for August
2020.

Figure 4: LCLS-II Construction Timeline.

EIC CONTROLS SUBSYTEMS
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Partner Lab provided LLRF controls, b) GUNB Controls,
c) 1MHz-based Controls, and d) Conventional Controls.
Table 1: EIC Controls Subsystems

Control Subsystem
Partner Lab LLRF Controls:
Gun LLRF
Buncher LLRF
GUNB Controls:
LLRF EPICS
LLRF Interlocks
Gun RF Cavity Motion
Solenoid Motion
SSA EPICS Interface
1MHz-Based Controls:
Timing
Machine Protection
Beam Position Monitor
Bunch Charge Monitor
Faraday Cup
Conventional Controls:
Laser
Computing
Networking
Vacuum
Personnel Protection
Non-Ionizing Rad. Mon.
Profile Monitor
Racks & Cables

Maturity/
Responsibility
New/Partner Lab
New/Partner Lab
New/SLAC
New/SLAC
New/SLAC
New/SLAC
New/SLAC
New/SLAC
New/SLAC
New/SLAC
New/SLAC
New/SLAC
Mature/SLAC
Mature/SLAC
Mature/SLAC
Mature/SLAC
Mature/SLAC
Mature/SLAC
Mature/SLAC
Mature/SLAC

Partner Lab LLRF Controls
The LCLS-II partner labs comprised of LBNL, JLAB,
and FNAL, provide the low level radio frequency (LLRF)
controls electronics for GUNB. The gun is based on an
LBNL 185 MHz system, while the buncher is largely
based on the 1.3GHz superconducting LLRF controls
being developed for the rest of the LCLS-II. The 1.3GHz
LLRF controls are ahead in schedule of the gun LLRF
controls due to the necessity of having controls ready for
cryomodule testing facilities located at FNAL and JLAB
years in advance of machine commissioning. Due to the
compressed EIC schedule, the gun LLRF controls will
field the hardware “prototypes”. The EPICS IOC interfaces for LLRF are the responsibility of SLAC. The EIC
LLRF IOCs will initially maintain the EPICS PV naming
convention utilized at APEX so that high level physics
applications developed for APEX operation at LBNL may
be employed during early commissioning, and to fully
engage LBNL Subject Matter Experts (SMEs) who will
aid with early commissioning. Meanwhile the APEX
LLRF PVs are aliased to adhere to the LCLS-II naming
convention to enable a more seamless transition for EPICS clients.

Early Injector Commissioning controls can be categorized into four main categories, as shown in Table 1: a)
THPHA002
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GUNB Controls
Along with EPICS GUNB LLRF controls, SLAC provides the new EPICS motion control for the gun RF cavity resonance control, the LLRF interlock system, which
provides GUNB equipment protection, Solid State Amplifier (SSA) EPICS interface, and solenoid motion control.

1MHz –based Controls
The SLAC 1MHz-based high performance systems
(HPS) include (1) Bunch Charge Monitor (BCM), (1)
Faraday Cup located at the temporary shield wall, and (2)
Beam Position Monitor (BPM) controls, Timing and
Machine Protection. Due to the advance in schedule and
the complexity of the systems, the Machine Protection
System (MPS) provided will be basic and the Timing
system has reduced requirements which limits the set of
beam rates, has a maximum charge of 300pC, and contains one destination

Conventional Controls
The SLAC-provided conventional controls are largely
based on LCLS and include Laser, Computing infrastructure, Networking, Vacuum, Personnel Protection, NonIodizing Radiation Monitoring (NIRP), Profile Monitor,
and Racks and Cables.

EIC Controls Approach
EIC offers an opportunity to test and integrate the majority of the new controls subsystems required for the
LCLS-II; the exceptions include the Beam Containment
System (BCS), the Bunch LENgth Monitor (BLEN) diagnostic, cryogenics controls, and the superconducting
RF (SCRF) controls.
In order to guide success, SLAC appointed a GUNB /
EIC Project lead in order to manage both the GUNB and
the EIC Controls scope, cost, and schedule. A weekly
EIC meeting schedule was established that included all
pertinent controls leads. A comprehensive GUNB Interface Control Document was created to define controls
scope and responsibilities between SLAC and LBNL
1
Partner Lab Scope Handoff Agreements were created.
between SLAC and LBNL. Each pertinent control subsystem schedule was appropriately advanced to enable
delivery of the scope required for EIC. As previously
mentioned, for certain complex global controls, such as
timing, and MPS, scope was minimized in order to meet
the compressed schedule; also for timing, a shorter phase
reference line was prototyped and will be fielded. For
computing, it was decided to delay purchase of new servers in order to maximize the hardware lifetime and support. Instead, as shown in Figure 5, the existing scalable
LCLS computing infrastructure was leveraged, along with
an extensive codebase of EPICS machine-agnostic applications. For rack configurations, care was taken to implement the final rack configurations as closely as possible in order to reduce labor and integration costs.

Figure 5: EIC Computing Infrastructure.
For most systems, LCLS-II control solutions were already designed and could be easily adapted for the GUNB
injector source. Exceptions include motion controls
unique to the GUNB mechanical design, as well as interlocks. As the gun RF cavity motion control mechanical
design was enhanced for LCLS-II, it was important to
work with the LBNL mechanical team early to further
document requirements and to develop a new design. The
LLRF interlock system represents another system wherein SLAC did not have an existing design in progress upon
which the controls could be based. New leads were added
to the existing team of controls leads to design these systems and to work closely with the LBNL APEX team.
Along with the GUNB unique controls, EIC will deploy
many brand new LCLS-II controls, including most of the
fast, 1MHz-based HPS based on the newly developed
SLAC Common Platform (CP). The CP, based on use of
the Advanced Telecommunication Computing Architecture (ATCA), includes the common hardware, firmware,
and software components for all HPS; refer to Figure 6.
Each sub-system then adds sub-system specific hardware,
firmware, and software on top of the common platform
core. The main advantage of this commonality is to eliminate duplication of engineering design and lower maintenance costs. It is important for controls teams to gain
experience with CP configuration, integration, testing,
and support for these new electronics in advance of further mass production for the LCLS-II.

Figure 6: SLAC Common Platform Components.

EIC Controls Advantages
Along with a new platform for fast electronics, EIC affords the opportunity for controls teams to gain experi-
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ence with configuration, integration, testing, and support
for all new electronics in advance of the LCLS-II. In
order to reduce overall project risk by gaining early integration experience, the following areas are of particular
interest:







LCLS-II 1MHz ATCA Common Platform based
controls
Partner Lab Gun & Buncher LLRF controls
Gun Resonance control
Particle free vacuum (new to SLAC)
EPICS 3.15.5 & git version control;
Software global controls Integration

Additionally, there are many procurement, production, and pre-commissioning activities in direct support of
Controls that will be initiated for EIC. These support
procedures and their associated tools may be further finetuned for full LCLS-II production after gaining valuable
EIC experience. These EIC activities include:









Procurement and asset tracking and tools
Quality control for hardware drawing packages
Quality control for vendor and in-house fabrications
Rack loading processes
Controls subsystem check-out procedures; both prebeam and with beam
Accelerator Readiness Review (ARR) planning and
implementation
Commissioning, support processes
Partner Lab Scope Hand-off agreements
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ardized implementations integrated with the rest of
LCLS-II. Early Injector Commissioning, planned for
January 2018, affords an excellent opportunity to gain
valuable hands-on experience with the controls implementations in advance of mass production for the rest of
the LCLS-II machine. EIC also affords the opportunity to
initiate procurement and production processes that may
be further tuned prior to large scale roll-out for LCLS-II,
whose first light is planned for August, 2020.
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SUMMARY
Collaboration between the LBNL APEX controls community and SLAC LCSL-II EPICS controls teams proved
vital in advancing the controls architecture toward stand-
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INSTALLATION AND HARDWARE COMMISSIONING OF
THE EUROPEAN XFEL UNDULATOR SYSTEMS
M. Yakopov†, S. Abeghyan, S. Karabekyan, J. Pflueger, European XFEL, Schenefeld, Germany
Abstract
This article describes in detail the steps of hardware installation and commissioning of components for undulator systems at European XFEL. In general, the work can
be divided into 3 different steps: installation, alignment,
and commissioning. During installation step, the following main components were rolled into the tunnel: - undulators with the control cabinets, intersection control cabinets, phase shifters, quadrupole movers, correction coils.
They have been mounted according to the designed positions. Then all mentioned components have been aligned
according to the specifications. Finally, the cabling has
been done and basic tests were performed. As part of the
commissioning, the calibration of the temperature sensors, as well as the measurements of the quadrupole mover travel distance has been done in the tunnel. Afterwards,
the undulator limit switches and hard stops were adjusted
to secure the vacuum chamber by closing the undulator
gap up to 10mm. Eventually, the system was handed over
to the global control system in order to perform all functional tests. The main focus is given to the components
which are controlled or monitored by the undulator local
control system [1].

lators. This scheme has been realized for the future evolution of the SASE system by implementing the selfseeding feature. Each intersection is including a number
of hardware components: vacuum chamber absorber,
beam position monitor, beam loss monitor, quadrupole
lens installed on the quadrupole mover and phase shifter.
The phase shifter and quadrupole mover are part of the
undulator local control system.
After equipping the tunnel with all necessary basic infrastructure such as light, power lines, water supply pipes,
main air flow system and reaching the acceptable temperature and humidity conditions, undulator control racks
(UCR), intersection control racks (ICR), intersection
control nodes (ICN), and media convertor racks (MCR)
have been installed. All mentioned racks are the parts of
the undulator control system, which is based on the real
time Beckhoff automation technology. The PLC program
is implemented in the TwinCAT system [2] and running
on the Industrial PC (IPC’s) installed in the UCR’s. The
undulator cell is shown in Figure 1.

INTRODUCTION
The European X-ray Free-Electron Laser (XFEL) will
be operated by using tree undulator systems based in total
on 91 variable gap undulators. The SASE1 system is
commissioned, it is in operation and delivering the photon
beam to the experimental hall with the following parameters: 300muJ, 9.3keV up to 30 bunches, for the FXE
(Femtosecond X-Ray Experiments) and the SPB/SFX
(Single Particles, Clusters, and Biomolecules and Serial
Femtosecond Crystallography) instruments. The first
lasing has been achieved in May 2017. The SASE3 undulator system is commissioned and ready for the operation
which will start in October 2017. The last SASE2 system
is currently installed in the tunnel and will be commissioned by the end of the year 2017. All three systems are
designed in the same fashion, and installation sequence of
actions is identical for all three undulator systems: SASE1
(Self-Amplified Spontaneous Emission), SASE2 and
SASE3. The description of SASE1 system is presented.

INSTALLATION ACTIVITIES
Before being installed in the tunnel all hardware components have been commissioned and validated in the
laboratory by performing the number of tests. The SASE1
undulator system contains of 37 sections, so called cells.
Each typical cell includes an undulator and an intersection. Only first two cells are not equipped with the undu-

Figure 1: The view of SASE1 cell, equipped with the
undulator system components: vacuum chamber, undulator, intersection, UCR and ICR.
As a part of the water supply system the 3-way valves
which are modulating control valves with magnetic actuators (Siemens MXG461B) have been installed on each
cell, for the vacuum chamber temperature stabilization
system.

Vacuum Chamber Temperature Stabilization
System and Two Wire Correction System
The temperature of the vacuum chamber in the undulator gap needs to be identical to the temperature of the
magnetic structure to avoid the girder deformation due to
the transverse heat flux, which occurs if the vacuum
chamber is at a different temperature than the magnet
girder. This is done with a vacuum chamber water cooling
system. For efficient operation of the water cooling sys-
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tem, cooling water temperature is stabilized within the
accuracy ±0.1°C.
For temperature stabilization of vacuum chamber a
concept of automatic permanent mixing of hot (26°C) and
cold (16°C) water with a 3-way valve has been adopted.
The cooling water is circulated by two 4mm diameter
holes extending along each 6,1m long vacuum chamber
segment, from both sides of the beam line hole. Temperature-stabilized water, named in the control system as
“Actual Mix Temperature”, is connected to the vacuum
chamber in parallel. In this case the temperature gradient
across the vacuum chamber is minimal, but there is a
gradient along the vacuum chamber. To minimize the
temperature gradient the feedback temperature sensor has
been installed in the middle of the vacuum chamber segment. To compensate the influence of the ambient magnetic field on the electron beam along the undulator segments, the two wire correction system (TWCS) has been
designed. The TWCS is based on a long parallel coil with
two turns, which surrounds the electron beam. By controlling the current in the coil, an adjustable magnetic field of
up to about ±500μT can be produced to compensate the
vertical component of the ambient magnetic field in the
undulator. The excitation current is generated by a power
supply controlled by the local undulator control system.
The schematic view of the vacuum chamber segment is
presented in Figure 2. The vacuum chamber segments
have been equipped with the TWCS coils before installation in the tunnel.

Figure 2: Schematic view of the parallel water connection
scheme and the control system of the mixer. Two wire
connection system (TWC).
The set temperature for the temperature stabilization
system is calculated as an average value of three temperature sensors, which are measuring the undulator magnetic
structure temperature along the undulator. The calculated
value is used as a set value in the control algorithm. This
procedure is included in the 10ms PLC cycle.
Two different types of water supply have been implemented in the undulator system. The stainless steel pipes
are used for supplying the aluminium components like the
vacuum chamber, copper pipes are used for supplying the
components with the copper pipes, like air coils and quadrupoles. Aluminium and copper water temperature sensors
and respective water flow switches have also been installed to complete the water supply task.
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Installation of the Intersection Components of
the Undulator System
As a next step the installation of the vacuum chamber
has been done. The special designed holders are used to
make precise vacuum chamber alignment possible. After
vacuum chamber installation the quadrupole movers,
quadrupole magnets and phase shifters have been placed
on a pre-installed intersection granite stones.
Phase Shifter For gap adjustable undulator systems,
phase shifters are needed to adjust the phase between
electrons and photons field. The phase shifter is based on
permanent magnet technology. The magnet structure
consists of four magnetic arrays, two in the top and two in
the bottom. The phase is adjusted by changing the gap
between upper and lower magnetic arrays. The detailed
explanation is given in ref. [1]. The basic control requirement is that the phase shifter gap has to follow the
undulator gap, which has been implemented in the local
control system via a look up table.
Quadrupole Mover The control of the quadrupole
magnet mover is a part of the local undulator control
system. Information about the quadrupole magnet corrections or the set values in horizontal and vertical directions
is obtained from the beam positioning system. This information is received by undulator local control from the
accelerator control via the global undulator control system. Figure 3 gives an overview of intersection cmponents.

Figure 3: Intersection components installed on the granite
stone in the tunnel and connected to the undulator control
system.
During the installation of the described components,
the preliminary alignment procedure has been done by
alignment group, to bring the vacuum chamber together
with the intersection components in the required nominal
THPHA003
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position. Once it was done, the undulators have been
rolled into the tunnel, transported by the special vehicle
and installed in the required positions one by one. The
installation sequence of the undulators and phase shifters
has been given in advance, based on the magnetic measurement results. The RadFET sensors have been installed
on each undulator girder at the upstream side of the magnetic structure, in order to detect the radiation level during
the operation of the undulator. The monitoring and data
transfer of the measured values are realized online. Finally, the upstream and the downstream magnetic field corrector coils have been installed on both sides of the undulator.

COMMISSIONING OF THE
UNDULATOR SYSTEM
Once the cabling has been done, the Ethernet and
EtherCAT connections have been established between the
central control node (CCN) [1] and the undulator cells
through the media convertor racks. They are installed at
the both ends of the SASE system to support the redundant ring topology.

Software Applications
A number of the Supervisory Control and Data Acquisition (SCADA) software have been developed and used
during the commissioning phase:
 Undulator System Database [3] has been created to
store the individual parameter for each hardware
component. The database contains a different type of
data, such as hardware serial numbers, offset values
and software limits for the motion control applications, calculated and measured look up tables for all
types of dependencies which are required during the
operation of the undulator system.
 Image Deployment Automation (IDA) [4] is a software solution for the remote master image deployment on the C-Fast cards of the IPC's in a row over
the Ethernet. The software provides a possibility to
create the master image and deploy to IPCs. The
master image includes the Microsoft Windows Embedded OS with the TwinCAT PLC runtime system
and all required software packages and environments. During the master image deployment procedure, all individual parameters are copied from the
database, and eventually, the automated configuration of each local undulator control system is proceeding. For example the correction values gained
during the alignment procedure of the quadrupole
lens have been filled in the database and subtracted
from the existing offset values for the quadrupole
mover axes. The newly calculated values have been
distributed over the undulator system during the image deployment procedure and later on demand.
 SASE tester [3] is intended to use during the maintenance periods of each SASE system. The purpose of
software is to test the hardware and software components of the undulator system. The tests are pro-
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cessed in parallel for each cell and can be selected
individually. The tests are covering the following
hardware components: undulators, phase shifters,
quadrupole movers, air coil correctors, cabling, terminal operation statuses, temperature sensors, rack
door statuses, and etc. Engineers can select the desired tests to be performed and also the number of
times the test should run. The test results are displaed
and if test failed, it shows the reason of the failure.
The software can also export results in text file for
using in documents. The design of the software ensures extensibility, so new tests can be added or existing tests can be modified. Typical test scenarios
are described below. Before performing the tests,
SASE tester is checking whether the system is in
emergency mode and if necessary enabling control
voltage. Additionally, it ensures that the phase shifters are homed.

Hardware Commissioning
NdFeB permanent magnet material is used for the undulator segments. It has a temperature coefficient of about
10-3/°C. Therefore, temperature stability has a strong
influence on the wavelength of the emitted photons. In
order to compensate this temperature influence, a gap
correction is applied by the undulator control system [1].
Three temperature sensors are installed on each undulator
segment and one on each vacuum chamber section to
measure the local temperature accurately. They are connected to the ALMEMO 8590-9 data acquisition system,
which is also a part of the undulator local control system.
The measured values are then transferred to the PLC
program and visualized in the GUI. In order to provide an
accurate data, the calibration of the temperature sensors,
used for these measurements, has been done. A special
setup has been developed for this particular task to make
comparative measurements between the certified calibrated temperature sensor and the sensors which have to be
calibrated. The calibration has been done in the temperature range from 16°C to 26°C with 1°C step. The calculated offsets and slops have been stored in the EEPROM
memory of each temperature sensor connector. A special
software has been developed to calibrate and monitor the
sensors and also to store the calibration parameters automatically.

Adjustment of the Limit Switches and Hard
Stops of the Undulator
In order to secure the save undulator gap movement up
to required 10mm, respective limit switches and the hard
stops have been adjusted. The main reason is to secure the
vacuum chamber, which is placed in between the upper
and lower undulator girders. For this reason the software
limitation of 10mm gap is implemented in the local control system, as well as two separate levels of limit switches. The first level limit switches have been adjusted to be
activated at the gap 9.95mm ±25μm. This value can be
reached due to the inertial movement of the undulator
girders, and magnetic force which bends the undulator
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frame. The second level limit switches are intended to
protect the vacuum chamber from being damaged by the
magnetic structure end poles in case of the tapering of
tilting the undulator girders with respect to the vacuum
chamber. They are adjusted to be activated at the gap
9.8mm ±25μm.
To mechanically secure the vacuum chamber in case of
inertial movement of the undulator magnetic girders, two
hard stops are implemented in each undulator. The hard
stopes are adjusted in the way to secure the vacuum
chamber even in case of uncontrolled movement of the
girders. The hard stops have been adjusted in the way to
secure the 9.6 mm, high vacuum chamber in one hand,
and allow to reach the 10 mm gap in the another. To be
able to stop the motion of the girders by means of the
hard stops and at the same time to secure the undulator
from unnecessary shock, the limitation up to 30% of full
range of the current of the undulator servo motors for
closing gap direction has been implemented as a default
setting in the System Manager. Since the main power is
required to open the undulator gap, and at the same time it
doesn't threaten to damage the vacuum chamber, the axis
current in that direction is not limited. As a very last step
the air coil magnetic field correctors have been installed
and adjusted.

The Tests Performed by SASE Tester Software
After completing the adjustment procedure, the following tests were performed:
 Two groups of tests have been done with the undulators: stand-alone and coupled with the phase shifter.
In stand-alone mode the undulators are changing the
gap back and forth to the target positions. In coupled
mode the undulator will be coupled first and move
along with the phase shifters.
 The test with the phase shifters has a similarity with
the undulators. It mainly consists of changing the
gap between target positions. Additionally, the homing procedure has been tested.
 SASE tester provides target position testing for both,
horizontal and vertical axes of quadrupole movers.
This test has been done as well.
 The air coil correctors have tested by applying the
magnetic field and checking the feedback value.
SASE tester is highly configurable from the user interface. Most of timings, error thresholds, target positions,
temperature tolerances and delays are available in configurations for each device. An example of the tests configuration tab of the SESE tester software is presented in
Figure 4.
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Figure 4: A view of the SASE tester configuration tab.

CONCLUSION
A big number of different DESY support teams and external companies have been heavily involved in the installation and alignment phases. The experience gained during the development of the SASE1 undulator system has
been beneficially used during the same activities in SASE2 and SASE3 undulator systems.
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INTEGRATION CHALLENGES AND SOLUTIONS FOR LOW LEVEL
CONTROLS SYSTEMS AT THE FRIB*
K. Davidson†, C. Dudley, L. Hodges, S. Stanley, Facility for Rare Isotope Beams (FRIB), East
Lansing, USA
Abstract
The FRIB, is a new heavy ion accelerator facility currently under construction at Michigan State University. It
is being built to provide intense beams of rare isotopes.
The low level controls system integrates a wide variety of
hardware into an EPICS/PLC based control system. This
paper will present the challenges encountered with resulting hardware interfaces, and lessons learned that can be
applied to future projects. These challenges include both
technical design and project management challenges that
are encountered when integrating hardware from other
departments.

fact that the helium inventory must be maintained even
when the accelerator is off. The cryoplant controls are
largely analog in nature and are comprised of a complex
series of feedback loops for temperature and pressure
regulations, as well as control of rotating machines such
as screw compressors and turbo expanders.

INTRODUCTION
FRIB is designed to accelerate all the stable isotopes
from hydrogen through uranium to energies greater than
200 MeV/u with beam power up to 400 kW. It is comprised of two ion sources, an RFQ, 46 superconducting
RF (SRF) cryomodules comprising the accelerator portion
of the machine, a cryoplant, a target facility utilizing
superconducting magnets, and will connect into the existing National Superconducting Cyclotron experimental
beamlines, (see Fig. 1). This new higher power accelerator has presented a number of new control challenges over
the existing cyclotron systems and experiences; a few of
those are documented here.

CONTROL PROCESS IMPROVEMENTS
The FRIB Cryoplant Control System
The FRIB cryoplant presents special challenges and
constraints on the control system due to its nature as a
continuous process plant providing a vital utility to the
accelerator. The cryoplant control system must be designed to have the maximum possible uptime due to the

Figure 1: Schematic layout of the FRIB (colored areas)
and existing infrastructure (gray).
The Cryoplant is controlled entirely by Allen Bradley
ControlLogix PLCs utilizing the enhanced PID (PIDE)
version of the ControlLogix PID instruction. This system
utilizes the velocity form of the PID control equation with
independent gains and many tuneable parameters.
The control algorithm of the PIDE instruction operates
on percent error rather than absolute error providing a
couple of benefits. Process values may be chosen with a
wide variety of ranges during runtime. Gains are always
applied against a known scaling (0 to 100% input) so the

Figure 2: Example PIDE implementation for FRIB cryoplant.
___________________________________________

* Work supported by the U.S. Department of Energy Office of Science
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same gains can be used in multiple locations with different process conditions and provide predictable output
behavior, as exemplified in Fig. 2.
Several in-house control blocks have been developed
which work with the built-in PIDE to allow real-time
switching of process variables, bumpless transfers between operating modes, split-range rate limiting, integrated override and interlock support. The use of standardized control blocks allows for the development of templated faceplates and control panels for the operator reducing errors and overall implementation effort. It also
provides flexibility for more complex situations.

SRF Cavity Automated High-pressure Rinse
(HPR) System
The original SRF high-pressure rinse system used at the
FRIB consisted of a rotary table and a rinse wand on a
linear actuator [1]. The HPR system had a high cost of
labor due to dedicated operators and required multiple
fixtures to support and align the cavities, as shown in
Fig. 3.
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The new automated system removed the requirement
for changing multiple fixtures and operator manipulation
of the cavities both of which can introduce cavity damage
or contamination. The system also removed the need for
dedicated operators resulting in an estimated 2500 hour
reduction in labor for cavity processing over the course of
the project. The commercial robot is easily reprogrammable, and can accommodate changes in the rinse cycle,
as well as be adapted for new model cavities in the future.
This was also a lower cost option compared to the other
design alternatives.

Superconducting Cryomodule Instrumentation
The superconducting cryomodules used in the FRIB
had a high number of raw signals to interface with providing temperature, pressure, helium levels, superconducting
magnet lead drops voltages, and so forth. Where possible
and economical, commercial monitors were used to provide readbacks to the control system. Another more flexible option was the use of 5B isolated signal conditioners
which generate an analog output voltage compatible with
PLC analog inputs. The 5B modules can interface to a
variety of instrumentation such as temperature sensors,
strain gauges, lead drop voltages, coil voltages, and potentiometers as some examples.
A custom 19” chassis and 16 channel connector printed
circuit boards (PCBs) were designed to produce a compact 4 rack unit package. This chassis would hold up to
three connector boards, allowing for up to 48 channels of
instrumentation per box (see Fig. 5).

Figure 3: Original HPR fixture.
The original system also had the potential for cavity damage and contamination. After evaluating new designs, a
fully automated commercial six-axis cleanroom certified
robotic arm and a rotary seven-axis cavity support fixture
was selected, and is now used to perform high-pressure
water rinse on the FRIB cavities (see Fig. 4).

Figure 4: Robotic HPR system installed at FRIB.

Figure 5: Instrumentation box utilizing 5B modules.
Some manufacturers of 5B modules will also develop
custom modules on request. A custom module was specified and procured to allow for monitoring lead drop voltage for superconducting magnet DC lead transitions from
liquid He temperatures to room temperatures. An additional open circuit detection feature was requested. This
was accomplished by adding in an isolated current source
to send a small loop current through the lead. This causes
the voltage to reach a maximum voltage reading when the
cable is disconnected, which will in turn trigger an appropriate interlock.
THPHA006

Systems Engineering, Collaborations and Project Management

1349

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Overall, this design provided a flexible, low cost per
channel, high density solution which can very easily accommodate late design changes without impacting rack
space.

PROJECT MANAGEMENT
CHALLENGES
Concurrent Design and Construction
The FRIB project incorporated an early building construction schedule. The early building construction resulted in early completion of the front end of the facility
allowing for technical equipment to be installed ahead of
the building occupancy. This in turn allowed beam to be
produced in the front end, months ahead of the baseline
schedule. In addition, a great number of accelerator components such as cryomodules and magnets can be installed into the tunnel immediately after their completions, requiring little storage space.
On the other hand, in order for this to be successful,
many departments needed to provide infrastructure requirements prior to completing the building design. Information such as number of racks required, layout, cable
counts, conduit size, and power requirements all needed
to be furnished. In many cases the technical designs had
not finished a 60% design review, and some R&D efforts
needed for the project were still working in the proof of
concept stage.
To accommodate the need for design input for the
building, test setups of proposed rack rows, cable trays,
conduits and cables were developed to ensure adequate
room was being requested within the building. Controls
also developed flexible designs with minimal space impact to accommodate later design changes. (See Superconducting Cryomodule Instrumentation section above.)
This resulted in an increase in labor due to additional
design iterations.
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ture sensor when an RTD was specified. The modules
procured could accommodate either sensor.
One area for future improvement involves the interfacing device procurement process. Controls would often
have input into specifications going out for procurement
bids. However, controls should also have additional input
into the final procurement selection for interfacing systems hardware. Efforts to facilitate cost reductions in the
bids, sometimes caused small changes to control system
designs increasing material and labor costs.

R&D Test Stands
The FRIB project had several areas where due to the
increased beam power, test stands were implemented for
applying new technologies or acceptance testing of cryomodules and superconducting magnets. Some of the test
stands developed over the course of the project are: lithium charge stripper, superconducting magnet testing, SRF
cryomodule test bunkers, and target/beam dump test
stands (see Figs. 6-7). The controls effort for test stands
were not included in initial baseline budgets, and/or were
underestimated in the budget of the test stands themselves, as R&D efforts can be difficult to predict final
completion.

Figure 6: Lithium charge stripper test stand.

System Requirements
One of the larger challenges for the control system is
integrating hardware from other systems that have not
completed the design process, or vendor selection process. To minimize these unknowns, the FRIB’s design
process utilized common tools such as interface control
documents, requirements documents and design documents to detail the intended design and interfaces. Controls designs were made to be flexible to accommodate
unforeseen changes. In an effort to improve communications, controls would join interfacing systems weekly
design meetings. Participating in weekly meetings allowed for input into their design that could otherwise
have adversely affected controls. The results of this effort
was that only minor design changes were encountered
which could be easily accommodated with current hardware solutions: For example a closed contact on a relay
was needed versus a 24 VDC signal to implement a device enable command, or a thermocouple for a tempera-

Figure 7: Target system rotation test stand.
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As the demand for test stand controls support increased,
additional permanent and contract engineers were hired to
meet the need. Although the labor had not been adequately estimated in the baseline, the use of more standard
industrial control solutions such as PLCs common to local
industry, greatly increased our ability to quickly recruit
and hire engineers already familiar with much of the
technology being used at the FRIB.
In future projects, the ability to plan for dedicated resources for the full length of time the R&D test stands are
in use would be the preferred solution. This however can
result in inefficiency as the resource could be underutilized when test stands need changes outside of controls
systems. One option to make use of this underutilized
time could be used to assist the main project goals, possibly delivery those ahead of schedule as time allowed.
The highest priority of the resource should remain the
assigned test stand. By assigning permanent resources to
a system it helps develop a sense of ownership for the
system, improving customer relationship and the job
satisfaction. To dedicate this resource however requires
additional labor budget, and should be considered in
planning for future test stands for large projects.

CONCLUSION
Developing an integrated control system for the FRIB
presented several challenges. Several solutions were
discussed ranging from process improvements with software to more unique hardware solutions. Use of standard
control function blocks, and percent error for PID loops
allowed for decreasing implementation time, and improved flexibility for the cryoplant control system. The
new robotic high pressure rinse system reduced labor
effort, and improved the process overall. The design of
the instrumentation box using commercial 5B modules
reduces labor and improves flexibility to adapt to late
design changes.
Project management issues were also discussed demonstrating successes such as early installation and beam
delivery, through building test setups, and completing
portions of the design early to allow informed design
decisions. System requirements and interfaces which
were well documented and regular communication with
interfacing departments reduced large scale surprises.
However improvements could be made by controls having input on final hardware selection for interfacing systems. Lastly, increased demand for controls support for
test stands were accommodated through hiring additional
contract/permanent engineers. They were able to ramp up
quickly due to the use of technologies common to local
industry. The project management challenges were met,
but future projects may want to factor in the additional
controls labor required due to various project decisions.
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A HOMOGENOUS APPROACH TO CERN/VENDOR COLLABORATION
PROJECTS FOR BUILDING OPC-UA SERVERS
Ben Farnham, Nick Ziogas, Fernando Varela Rodriguez CERN, Geneva, Switzerland


Abstract
Industrial power supplies deliver high and low voltage
to a wide range of CERN's detector and accelerator components. These power supplies, sourced from external
companies, are integrated into control systems via industry
standard OPC servers. The servers are now being modernized. A key lesson learnt from running the previous generation of OPC servers is that vendor specific, black-box implementations can be costly in terms of support effort, particularly in diagnosing problems in large production-site
deployments. This paper presents the projects producing
the next generation of OPC servers; following an open, collaborative approach and a high degree of homogenization
across the independent partners. The goal is to streamline
development and support costs via code re-use and a template architecture. The collaborations aim to optimally
combine CERN's OPC and production operations
knowledge with each company's experience in integrating
their hardware. This paper describes the considerations and
constraints taken into account, including legal aspects,
product commercialization and technical requirements to
define a common collaborative approach across three hardware manufacturers.

PROJECT OUTLINE
The accelerator chain and experiments at CERN require
a feed of consistent, stable and controllable high and low
voltage. Where applicable, this requirement has been satisfied, by purchasing industrial power supply units from
commercial companies. CERN has an incumbent investment of tens of millions of Swiss francs in a range of equipment from three Member States vendors: CAEN, ISEG and
Wiener (ordered alphabetically). Each company designs,
builds, sells and maintains their own models of industrial
power supplies. This inhomogeneous mix of hardware is
currently integrated in to CERN control systems via a middleware layer based on the industry standard OPC-DA [1]
(DA stands for Data Access) protocol.
Due to obsolescence of the OPC-DA protocol (also latterly known as OPC Classic), this middleware layer is undergoing a significant migration, fromthe old COM based,
MS Windows only, OPC-DA standard to the modern, platform agnostic OPC-UA [2] (UA stands for Unified Architecture) standard.
This paper outlines the process of collaborating with
these three independent commercial suppliers, with assistance from CERN’s Knowledge Transfer group (henceforth KT), to ensure that:
 Post-migration, the equipment installations at CERN
continue to fulfil the required function in the laboratory.



Opportunities for increasing homogeneity in the middleware integration software components and the procedures by which they are built are identified and acted
upon.
Maximum benefit is taken from the collective expertise of both CERN and the hardware providers: from
CERN’s side this includes experience of operational
requirements, standards support and software engineering; from the commercial partners’ sides this includes deep knowledge of their hardware and firmware and their systems integration experience.

Figure 1: Hardware Controlled via OPC Middleware.

OPC-DA SERVER OPERATION: LESSONS
LEARNED
Despite the similarity in names, OPC-UA is a fundamentally different protocol [3] from OPC-DA. This modernisation, moving from OPC-DA to OPC-UA, requires a complete rewrite of the OPC layer. This presents an opportunity
to reflect on the development process and past 10 years of
operation with the incumbent OPC-DA servers and apply
the lessons learned to improving the development and operation of the forthcoming OPC-UA servers.
The development model followed previously for OPCDA was for CERN to provide a requirements specification
to each vendor who autonomously implemented and delivered a complete OPC-DA server component. Although this
approach had the desired effect of incorporating expert
hardware knowledge into the development process, it had
the consequence of delivering three very different software
components to CERN’s control system chains, each component exposing its own unique behaviour for end-user installation, configuration and runtime operation. This inhomogeneity proved a costly model in terms of support.
An additional consequence of this approach was that
each company delivered, initially anyway, black-box components whereby CERN had no access to the internal implementation code. In general, the CERN production environments contain large numbers of devices and, during
data taking operations, these devices must all be controlled
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and monitored simultaneously. This presents stringent requirements on the OPC layer in terms of effective handling
of scale, load and concurrency. Unfortunately, however,
hardware environments available to engineers developing
and debugging the software at the company sites are often
much smaller, and, therefore, insufficiently representative
of a full production scale setup. Accordingly, defects observed in production related to scale, load and concurrency
were often difficult for off-site engineers to recreate, diagnose and rectify. This resulted in long periods between
faults reported in production and the corresponding fixes
being made available. Over time this situation was regarded as untenable; source code access was eventually
granted to CERN for all three OPC-DA servers. Note, however, even with the source code, support remained complex: the three servers were built without reference to one
another, each, therefore, having its own unique internal architecture, implementation and developer-orientated diagnostic metrics.
A further consequence was that only the companies were
able to provide server release versions. Users at CERN had
to wait for server releases to be provided by the manufacturers, even for relatively trivial fixes.
A key observation from OPC-DA server operations was
that a successful migration needs a mix of CERN’s experience developing for and running large scale operations and
the individual vendor’s expert knowledge of the details of
integrating hardware from their product catalogue; i.e. a
collaborative approach was needed. Following on from the
observed impedance resulting from the black-box mode of
development and delivery, it was also clear that a collaboration down to the level of co-owned source code would be
beneficial. Both middleware OPC layer related code and
low level hardware access code must be accessible to all
collaborating parties.
Another core lesson learned from developing and operating the OPC-DA servers was that homogenising the internal architecture and implementation was to be a top priority. Clearly the specifics of accessing the hardware are
unique to each vendor, however, in broad terms, the OPC-
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UA servers all provide similar functionality, namely industrial standards based integration components to industrial
power supplies.

TECHNICAL OUTLINE OF OPC-UA
SERVERS
In line with the recommendation for homogeneity, the
OPC-UA server implementations for CAEN, ISEG and
Wiener hardware will adhere to the standard architecture
depicted below in Figure 2.
OPC-UA has been identified as a strategic industrial
standard middleware for CERN [4], and homogeneity and
code re-use in OPC-UA servers was identified as a common requirement in a wider context than implementations
for CAEN, ISEG and Wiener hardware. In response,
CERN produced and maintains the quasar framework [5] –
a cross platform, model driven, OPC-UA server development framework. The quasar framework provides commonly required functionality to developers straight out of
the box. The server implementations for CAEN, Wiener
and ISEG are based on quasar, delegating common tasks
including schema based XML configuration, address space
population, security, logging and publishing server metainformation to common code provided by the framework.
Using quasar tooling, the developer creates an XML defined model describing the required OPC-UA interface for
each hardware class. Then, that model is fed in to internal
framework scripts which use a collection of parameterized
internal templates to generate the complete C++ code to
support the OPC-UA client facing interface. The scripts
also generate C++ code stubs which the server developer
must complete themselves to handle device specific tasks
including hardware connections, disconnections, reading
data from and writing data to hardware and managing error
states.
The unique details of how data is delivered to and retrieved from the hardware are encapsulated in a layer provided by the hardware manufacturers themselves – in terms
of the generic architecture, this layer is referred to as the
Hardware Access Layer (henceforth HAL). The different
HAL implementations are generally provided in the form

Figure 2: Components of the Internal Template Architecture for Industrial Power Supply OPC-UA Servers.
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of a library with a clearly defined and well documented
programmatic interface.
In general, the division of labour is that CERN is largely
responsible for delivering and maintaining the implementations for the quasar generated stub handlers, whereas the
manufacturers are largely responsible for delivering and
maintaining the HALs. Manufacturer expertise, however,
is required for tuning the stub handler code for optimal usage of the HAL API and resulting operations in device
firmware (e.g. to provide expert advice on which device
registers may be slow to respond; requests for such values
therefore, may be less suitable for time critical code segments etc.)
In keeping with the shared-source-code guideline, both
CERN and the manufacturers have full access to the source
code in the OPC-UA layer (i.e. the quasar model and the
user-defined code in the filled-in stubs) and the source code
in the HAL. The source code for each of the three OPC-UA
server implementation is shared via Git projects hosted on
a cloud-based repository, with CERN and the manufacturers each having a single representative with full project administration rights.

COMMERCIAL PARTNER ORIENTATED
OUTLINE
The requirement for homogeneity extends beyond technical considerations: A common model for setting up and
managing the collaborative projects was also sought.
Clearly, these projects involve transfer of intellectual property created at CERN into a commercial environment. Expert assistance in this field was provided by CERN’s KT
group. KT’s mission is to promote and transfer technology
and expertise developed at CERN, aiming to accelerate innovation and maximise the global positive impact of
CERN on society. Each of the manufacturers is an independent commercial entity from a CERN member state,
with a worldwide customer base. The terms and conditions
of the projects and the final product (an industrial standards
based integration component) must be beneficial for
CERN’s laboratory operations and a similarly motivating
prospect from the companies’ commercial perspectives, for
example allowing them to innovate novel ways of satisfying customer requirements or to address new markets.

Open-source Licensing for the Quasar Framework
An initial task to address before starting any collaborations with the external companies was to make the quasar
framework available outside CERN to assist any OPC-UA
server development project, i.e. for quasar to become a
fully open-source project. The goal, defined through discussion with the quasar development team, was to opensource quasar in such a way that the framework itself
should maintain a strong ‘copy left’ open source licensing
approach, motivated by the desire to permit users to freely
run, study and develop with quasar and to encourage contributions from external users to help strengthen and grow
the project. The framework itself should not become the
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subject of commercialisation. However, so as not to dissuade any parties from industry from using the framework
to build servers, it must also be possible to apply proprietary licensing (including commercial licensing) to servers
built using quasar.
With these goals in mind, a scheme was devised whereby
quasar was licensed with a mixture of BSD licensing (for
the core scripts) and LGPLv3 licensing (for the XML and
code generation templates). This licensing approach provides the openness and free-for-use desired for the quasar
framework itself, whilst allowing quasar users the freedom
to license the products they build as they wish.
With the framework on which the CAEN, ISEG and
Wiener servers were to be built satisfactorily open sourced,
the foundations were prepared for describing a common
model of the project with each company.

The Common Project Model
Working together with KT, CERN’s common requirements of each collaboration projects were summarised as
follows:
 A commitment from each company to provide a HAL
implementation with a documented interface and to
support the HAL for up to 15 years.
 CERN access to the HAL source code.
 A commitment to ensure the HAL remains compatible
with the OPC-UA server for 15 years.
 Hardware expert opinion on optimal HAL usage in the
OPC-UA layer quasar stub implementation code.
 Free use of the OPC-UA server for CERN and collaborating institutes.
 Up to 5 days of on-site hardware expert assistance during the initial rollout of the OPC-UA servers (if requested).
Accordingly, CERN’s commitments and contributions
to the collaboration projects were summarised as follows:
 Development and long-term maintenance of the quasar framework.
 Development and long-term maintenance of the implementation code to fill the quasar generated stub
handlers.
 Access to CERN’s large scale production environments (during testing) to validate HALs.
 User feedback for continuous product improvement.
With CERN’s core requirements identified, there followed a series of meetings with each company, the project
outline and requirements were communicated, discussed
and negotiated. KT then drew up three sets of documents,
each set comprising a pair of documents per vendor. The
two documents were: a collaboration agreement encapsulating the common requirements above in addition to the
needs and requests specific to each company and a joint
ownership agreement defining the ownership and licensing
terms of the specific vendor server, built using quasar and
company code and expertise. The ultimate aim is to have
three pairs of co-signed (CERN/company) agreements.
These agreements form a clear and contractual background
to the collaborative effort of engineers in CERN and the
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companies involved in producing the technical product but
also to provide a clear ownership structure for further exploitation by the companies for the respective technical
product.
Each company agreed in principal that having a modern
standards based integration component to offer existing
and future customers would be desirable, however, each
also raised concerns during the discussion and negotiation
phase, common points included: the need to constrain the
cost of in-house engineering development time and longterm support commitments; how engineering cost expended during development could be recouped, and indeed
how to capitalise further on these efforts over the longer
term; each company was also concerned that a software
proxy to their hardware should uphold the respective reputations for quality and performance associated with their
brand.
These points and their respective resolutions were discussed and written in to the two collaboration agreement
documents as follows:
 The collaboration agreement document explicitly describes the project goal and details the contributions
each party must make, including finite development
and testing effort and long-term support exposure.
 The joint ownership agreement document describes
the rights each party has as regards licensing the resulting OPC-UA server implementation. CERN has
perpetual, royalty free rights and is free to grant similar rights to third parties for the execution of the CERN
mission. Each company may license the server as they
see fit with other third parties, including licensing options for commercially exploitation.

CURRENT STATUS AND TIMELINE
The three processes, regarding reaching a collaboration
agreement and implementing a technical solution are at different stages: at time of writing the current status is:

CAEN
Collaboration agreement documents agreed and signed
by CAEN and CERN.
OPC-UA server in advanced beta stage for Linux, preproduction testing carried out in the ATLAS experiment
look promising, no major defects observed so far. No MS
Windows version available yet.

ISEG
Collaboration agreement documents agreed and signed
by ISEG and CERN.
OPC-UA server in advanced beta stage for Linux, preproduction testing carried out in the ALICE and ATLAS
experiments look promising, no major defects observed so
far. No MS Windows version available yet.

Wiener
Collaboration agreement in the process of negotiating
acceptable levels of development and support commitment
between Wiener and CERN.
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OPC-UA server a proof-of-concept Wiener HAL interface and implementation developed by CERN has been
provided to Wiener for review. A skeletal implementation
based on this HAL interface is in development for MS
Windows, however, no further effort is likely to be expended before the collaboration agreement is finalised.

CONCLUSION
Drawing on key lessons from operational and support
experience with the old OPC-DA servers, the projects to
deliver the new OPC-UA server implementations have
been built with a focus on homogeneity. This homogeneity
extends to both the technical aspect and the process of collaborating with commercial partners. KT’s assistance in
creating legal and contractual foundations for these generic
processes has been critical. During the current development phases and the subsequent operation and maintenance
phase, this commonality is expected to reduce the complexity of the support task and provide an improved service
to the end-users through:
 A well-defined collaborative project approach, homogenous across all companies.
 A consistent end-user interface for installation, configuration and operation.
 Server implementations based on template architecture and common code re-use, with expert device integration knowledge encapsulated in HALs.
 Full-stack source code transparency for efficient onsite fault diagnosis.
 Reduced duration of fix to release cycles.
Furthermore, as supported by the licensing scheme, other
research institutes have already approached CERN to express an interest in using these OPC-UA servers to integrate commercial power supplies in to their control systems. Feedback, and source code contributions, gathered
from these users will be valuable to help harden and genericise the servers to better handle a wide range of equipment
configurations and diverse operational constraints.
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UPGRADE THE CONTROL SYSTEM OF HIRFL-CSR BASED-ON EPICS
Shi An, Wei Zhang, Xiaojun Liu, Jianjun Chang, Pengpeng Wang, Liang Ge, Yunbin Zhou,
Junqi Wu, IMP, Lanzhou, China
Abstract
Control system of HIRFL-CSR accelerator is now
upgrading to new architecture based on Experimental
Physics and Industrial Control System (EPICS). Design
and implement power supply subsystem, data distribution
subsystem, data acquisition subsystem, etc. This paper
describes the design and implementation of the control
system and introduce the next work for upgrading
synchronization subsystem and middle/high level
applications.

INTRODUCTION
The Cooler-Storage-Ring (CSR) is the post-acceleration
system of the Heavy Ion Research Facility in Lanzhou
(HIRFL) [1]. The HIRFL-CSR consists of two coolerstorage-ring, heavy ions will be accumulated and
accelerated in main cooler-storage-ring (CSRm) and
extracted to experimental ring (CSRe) or other target
experiments [2]. The control system of HIRFL-CSR
consists of many sub systems such as power supply control
system, timing system, Low Level RF system, beam
monitor system and so on. The structure of original
HIRFL-CSR control system is shown in Figure 1.

accelerators, telescopes and other large scientific
experiments [3]. EPICS defined a standard interface
(Channel Access) for different subsystem and different
hardware.

DESCRIPTIONS
This part wills description the structure of the new
control system, also description a new modular
development platform. Descriptions include two sections
and each section is introduced in detail as following. The
structure of the new control system is shown in Figure 2.

Structure of the New Control System
Upgrading the control system of HIRFL-CSR based-on
EPICS since 2016. Redesign the whole structure of control
system and implement kinds of Input Output Controllers
(IOC) for the power supply subsystem, timing subsystem,
database subsystem, beam monitor subsystem etc. Most of
the IOC running on the CentOS at 1U industry PC via the
Ethernet, serial port or PXIe interface. There is also small
part of IOC running on the embedded Linux (FPGA SOC)
and Windows.

Figure 2: Structure of the new control system.
Figure 1: Structure of original HIRFL-CSR control system.
The original structure was not build on a uniform
standard and created by different development tools. So,
the different subsystem cannot communicate with each
other, and very difficult to maintain. Also, developers who
belong to different subsystems could not collaborate to
build the whole control system.
EPICS is a set of Open Source software tools, libraries
and applications developed collaboratively and used
worldwide to create distributed soft real-time control
systems for scientific instruments such as a particle

On the top level, use Control System Studio (CSS) [4] to
implement Operator Interface (OPI) of the whole control
system. The unified interface become more productivity
and easier to use for the operator of accelerator. Figure 3
shows a screenshot of the OPI.
Up to now, there are over 1000 PVs running on the
HIRFL-CSR (CSRm and CSRe). The main part of the new
control system has been finished.
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First, use Python and other development tools to build
the main modules for platform, now, have finished data
source module (provide a common interface to access SQL
and NoSQL database), OPI module (provide common UI
interface which use CA), EPICS module (provide common
interface to hardware abstract layer), etc. Developer who
belong to different subsystem could collaborate to create
high and middle layer tools, libraries and applications
based-on the platform who don’t need to know the detail
of the accelerator hardware and low-level software.
Second step, have finished design and implement a
ramping data calculate application for power supply
(mainly targeted are dipole, quadrupoles, and LLRF) of
HIRFL-CSR on the platform.
Figure 3: Screenshot of the new OPI

Design a new Modular Development Platform
After finished building hardware abstraction layer, the
focus of the work moves to design high and middle layer
applications, libraries and modules, such as closed orbit
control tools, data process module for power-supply
monitor etc. Designed a new modular development
platform and to create high and middle layer applications
under the platform. The simple structure of the platform
shown in Figure 4.

CONCLUSION
The main part of new control system has been tested and
successfully running for more than one year. The stability
of the new system is greatly improved. After finished
building hardware abstraction layer, we plan to deploy the
modular development platform with some finished tools
and modules in this year.
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Figure 4: Structure of the platform.

THPHA010
Control Systems Upgrades

1357

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA012

UPGRADE OF VACUUM CONTROL SYSTEM FOR KOMAC LINAC AND
BEAMLINES
Jae-Ha Kim†, YoungGi Song, Dae-il Kim, Sang-Pil Yun, Seok-geun Lee, Hyeok-Jung Kwon,
Yong-Sub Cho, Korea Multi-purpose Accelerator Complex,
Korea Atomic Energy Research Institute, Gyeongju, Korea
Abstract
At Korea Multi-purpose Accelerator Complex (KOMAC), we have been operating a proton linac since 2013
[1]. It consists of a 100 MeV accelerator and 5 operational
target rooms. Beam operation at KOMAC is carried out by
a home-grown control system with a machine protection
system which affects the accelerator the least when the machine suddenly fails. Our work is mainly concentrated on
interlock sequence of vacuum related equipments based on
a programmable logic controller (PCL). PCLs monitor vacuum status and control vacuum pumps and gate valves. By
applying interlock sequence to PCLs connected to the vacuum equipments, we close gate valves to isolate a failed
part so the the rest of the accelerator remains under vacuum, and safely shut down the vacuum pumps. Then the
MPS receives a signal to safely stop the beam operation to
protect the accelerator. We describe in this paper architecture of our PLC on interlock sequence of vacuum related
equipment and its implementation.

INTRODUCTION
A 100 MeV accelerator comprises of an ion source, a radio-frequency quadrupole (RFQ) and 11 drift tube linacs
(DTLs). We have beam lines to transport proton beam from
the accelerator to 5 target rooms. The entire accelerator and
beam lines are under vacuum and it is important to keept a
certain appropriate vacuum level for a reliable beam operation. For this, we chose Programmable Logic Controllers
(PLCs) and EPICS Input and Output Controller (IOC) for
reliability of the vacuum system [2].
As we have been constructing additional beam lines and
target rooms to..., correspondingly increasing vacuum system and related control system need to be installed, and to
be linked.... We have designed an architecture for the required vacuum control system and implemented it for all
the beam lines and operational target rooms. In this paper,
we present upgradation of our vacuum control system for
a safe operation of our 100 MeV proton accelerator at KOMAC.

VACUUM CONTROL SYSTEM
KOMAC Control System
KOMAC has developed EPICS based control system for
a 100 MeV proton linac. The control system is largely divided into three types: DLINAC Control system to control and to monitor linac state; Timing system for synchro-

nizing all devices; and Data Management system for archiving and analysing acquired data. Following Figure 1
shows the block diagram of KOMAC control system.

Figure 1: Block diagram of KOMAC control system.

Vacuum System
The vacuum system comprises scroll pumps, turbo-molecular pumps, ion pumps, gate valves and vacuum gauges.
Figure 2 shows the vacuum system for a KOMAC 100
MeV linac.

Figure 2: Block diagram of KOMAC vacuum system.
PLCs and Controllers for control those components are
installed on the second floor named Klystron gallery. Allen-Bradely ContorlLogix PLC is adopted for KOMAC
vacuum system. PLCs control and monitor scroll pumps
and gate valves. There are two EPICS IOC for vacuum
control system; an EPICS IOC for controlling or monitoring PLC using EPICS Ether/IP modules the other EPICS
IOC for vacuum gauge controllers and TMP controllers using EPICS ASYN module and STREAM module. Sequencer driver is used to prevent entering undesired state
and send interlock signals and alarm to other subsystems
via Channel Access (CA) protocol.
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Figure 3: The architecture of vacuum system.
To provide beam users with various experimental environments, we have constructed additional beam lines. Then
additional vacuum control systems for beam lines also
need to be implemented. So the typical and upgraded vacuum control system is established. The architecture of vacuum system is shown Figure 3.
Low-energy components, including an ion source, a LowEnergy Beam Transport (LEBT), a RFQ, a 20 MeV Drift
Tube Linac (DTL) and MEBT are controlled by five PLCs.
High-energy components and beam lines are mana neswold@fnal.govged by 10 PLCs. The vacuum devices such
as pumps and valves for each sector are controlled by each
PLC. Following Figure 4 shows hardware layout of vacuum control system.

rect cable. We added an interlock sequence to the PLC control logic to close gate valve. The interlock sequence will
be run in undesired stat as shown in Table 1.
Table 1: The Vacuum Monitoring Parameter and Interlock
Gate valve

Monitoring
GV state

Interlock
RF / Beam OFF

Scroll pump

Pump state

TMP

TMP state

FCV
Safety Block
Pressure

FCV state
SB state
Vacuum Pressure

RF / Beam OFF
GV/ close
RF / Beam OFF
GV Close
Beam OFF
Beam OFF
RF / Beam OFF
G/V Close

The detection of exceeding a specified limit will close
the gate valve to prevent propagation of leaks and provide
interlock signals to Machine Protection System and other
system through hardwire and softwire. Then IOC for PLCs
sends interlock outputs to the preceding PLC and the following PLC to close gate vale.

Vacuum Control
Figure 4: Block diagram of KOMAC vacuum control system.
One IOC is used control all the PLCs for Low-energy
parts and High-Energy parts. We also have integrated the
two EPICS IOCs into one by controlling gauge controllers
and TMP controllers using PLCs and have made connection between PLC and Machine Protection System with di-

We also have upgraded the vacuum control interface to
provide convenience to operators and users. Touch screens
for local control and enable or disable interlock are installed. Following Figure 5 shows touch panel for local
vacuum control.
Vacuum control interface are designed using Control
Studio System, accessing IOC via Channel Access protocol. The Operating Interface divided into 2 parts, monitoring Interface and control Interface. Figures 6 and 7 show
interfaces for the vacuum control system.
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The OPI for monitoring vacuum system displays state of
vacuum instruments and degree of vacuum in torr and
alarm state. Each PLC for vacuum system has own vacuum
control interface. Each PLC control interface is shown by
click the sector. The Machine Protection System receives
interlock signals from the vacuum control system.

CONCLUSION

Figure 5: Panel for local vacuum control.

The upgraded vacuum control system based on PLC and
EPICS IOC has been developed. The focus of upgrade for
vacuum system is to prevent leaks from spreading into
large volume and to give signals to Machine protection system to shut off the beam. The system was successfully applied a 100 MeV proton linac and the constructed beam
lines.
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CONTROL SYSTEM PROJECTS AT THE ELECTRON STORAGE RING
DELTA
D. Schirmer∗ , A. Althaus† , P. Hartmann‡ , D. Rohde§
Center for Synchrotron Radiation (DELTA), TU Dortmund University, Germany
Abstract
Data logging and archiving is an important task to identify
and investigate malfunctions during storage ring operation.
In order to enable a high-performance fault analysis, large
amounts of data must be processed eﬀectively. For this
purpose a fundamental redesign of the present SQL database
was necessary.
The VME/VxWorks-driven CAN bus has been used for
many years as the main ﬁeld bus of the DELTA control
system. Unfortunately, the corresponding CAN bus I/Omodules were discontinued by the manufacturer. Thus, the
CAN ﬁeld bus is currently being replaced gradually by a
more up-to-date Modbus/TCP-IP communication (WAGO),
which largely supersedes the VME/VxWorks layer. After
hard- and software integration into the EPICS environment,
several projects have been realized using this powerful ﬁeld
bus communication.
The server migration to a 64-bit architecture was already
carried out in the past. By now, all client programs and
software tools have also been converted to 64-bit versions.
In addition, the fast orbit feedback system project, using
a in-house FPGA-based hardware, has been resumed.
This report provides an overview of the developments and
results of each project.

vice) and archived in the open-source object-relational
database management system (ORDBMS) PostgreSQL [7].
Usually, typical data logging tables become quite extensive over time, compared to the working memory (RAM) of
DB servers. To improve query performance in such large tables the basic table partitioning functionality of PostgreSQL
is used [8]. Partitioning refers to splitting what is logically
one large table into smaller physical pieces. PostgreSQL
supports partitioning via table inheritance (see Fig. 1).
For each month (mXX) of yearly (yXXXX) logged data,
there is a separate data table (log_yXXXX_mXX) that inherits
from the base table log (see Fig. 1, blue arrows). A sqlSELECT command on the base table automatically accesses
all the monthly tables. Only the tables that are in the time slot
of the sql-WHERE condition are searched which signiﬁcantly
accelerates data access.
  

  
    
  
  
    
    

 
 
 



 

 



    
  

INTRODUCTION
DELTA is a 1.5-GeV electron storage ring operated as
a synchrotron light source by the TU Dortmund University [1]. Since 2011, a short-pulse facility for coherent subpicosecond light pulses in the vacuum-ultraviolet (VUV)
and Terahertz (THz) regimes has been established [2], [3].
In order to reach shorter wavelengths, an upgrade applying
the so-called echo-enabled harmonic generation (EEHG)
scheme is under preparation [4], [5]. Further upcoming upgrades like the installation of a new superconducting wiggler
magnet (SCW) as well as the associated expansion of the
storage ring RF-System (integration of a EU-type-cavity [6])
increase the need for a number of control system hardware
and software innovations.

REDESIGN OF THE EPICS-LOG
DATABASE
All important actual machine data is stored in EPICS
records, collected by a logger daemon (linux systemd ser∗
†
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Figure 1: Epics-Log DB inheritance scheme (class diagram
in UML notation [9]).
In the intermediate tables log_yXXXX_mXX_reduced
(green), which inherit from log_reduced, the values of the
records of the associated monthly table are averaged over
one minute intervals. This is useful for evaluating larger
time periods. In the intermediate tables which inherit from
table log_meta, the time intervals of the associated monthly
table are stored in which a record has a speciﬁc unit (e.g.
mm, mA, V, etc.). The strings table stores the mapping of
ENUM values to record values for individual EPICS records
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(e.g., mbbi or bi records). These entries are valid beginning
from start_date. The tables records and units contain the
assignments of the text values to the corresponding IDs.
PostgreSQL optimizations as well as creation and updating of the intermediate DB tables (log_reduced, log_meta
see, see Fig. 1) are performed automatically by supporting
scripts (e.g. maintenance and backup services).
The DB-data can be read out via the in-house command
line tool epicslog which is based on standard SQL commands
and a Python library [10], [11]. For more comfortable use
of the Epicslog-DB a graphical user interface (GUI) is in
progress. It will combine the properties of an in-house developed TCL/TK-based data display program (TimeLog for
archived data) and the Epics StripTool [12] (for real-time
data).

HARDWARE UPGRADES
TCP/IP-based Field Bus Extensions
Controlling of DELTA accelerator components is accomplished in many places via the Control Area Network (CAN)
ﬁeld bus. A variety of diﬀerent types (e.g. D-IN/OUT,
A-IN/OUT) of CAN I/O-modules (so called CAN knots)
can be connected to VME-CAN-cards which are driven by
VME-VxWorks/EPICS servers. In the medium-term this
extensive VME-middle layer will be replaced by a dedicated,
less complex TCP/IP-based network.
After comparison and testing various suppliers, three
projects have been realized using the DIN-rail-mountable,
modular extensible and compact WAGO-I/O system [13].
This product is intended for building and industrial automation. It provides a wide selection of multi-channel digital
and analog in/out-modules for various signal types as well as
intelligent stepper motor controllers. In addition, it is ﬁeld
bus independent and supports numerous communication
protocols (e.g. Proﬁbus, CANopen, EtherCAT, MODBUS)
and industrial Ethernet standards. DELTA controls applies
an Ethernet ﬁeld bus coupler (Type 750-352) which is designed for communication in both Ethernet/IP and MODBUS networks. In order to communicate with the WAGO
modules/terminals, the MODBUS protocol [14] is used,
which is encapsulated in the TCP/IP protocol (Modbus over
Ethernet, Modbus-TCP) [15], [16].
The ﬁeld bus coupler detects all connected I/O terminals
and creates a local process image. This process image may
include a mixed arrangement of analog (word-by-word data
transfer) and digital (bit-by-bit data transfer) modules. Inhouse developed GUI software tools enable general setup,
conﬁguration and diagnostics (e.g. port mappings and oﬀset
deﬁnitions) of individual composed ﬁeld bus I/O assemblys (coupler and terminals), which can be stored in nonpersistent memory (EEPROM) on the coupler. The link to
the EPICS interface is realized by using the Modbus package [17] (TCP/IP with Modbus) over an asynchronous device
driver support (asynDriver framework [18]).
The following projects were implemented using this new
I/O system.
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Figure 2: WAGO-I/O system (here: RF watercooling control).
• In conjunction with the new superconducting wiggler
magnet (SCW) an extension of the DELTA RF-system
is necessary. To compensate for the higher energy loss,
caused by the SCW, an additional EU-type-cavity [6]
must be installed. The water cooling control for this device is build in-house. Data exchange will be provided
by standard WAGO analog and digital in/out-terminals
(see Fig. 2). The system monitors and regulates diﬀerent signals, sensors and devices like: injection pump,
valve states, interlock signals, temperature sensors as
well as a variety of water ﬂow monitors. The high level
control will be performed by an EPICS server.
• Intense sub-picosecond light pulses in the vacuum
ultraviolet regime are generated based on the socalled coherent harmonic generation (CHG) principle
scheme [2], [3]. In this process, a laser-electron interaction generates a dip in the longitudinal electron distribution which causes coherent emission of terahertz
(THz) radiation [19]. These THz pulses modulate the
refractive index of an electro-optically active crystal.
After passing the crystal, the modulation of the Yb-laser
pulse can be detected and serves as a direct measure for
the temporal shape of the dip in the electron distribution.
The electro-optical setup of such a ﬁber laser system
consists of various polarizers, mirrors, grating compressors and ﬁber stretchers (see Fig. 3). For remote
control and automatic feedback loops, some of these
components are equipped with motorized linear or rotation stages. The quarter- & half-wave plates (QWP,
HWP) are driven by rotation stages whereas mirrors
and the grating compressors are moved by translation
stages. All six motorized units are connected to the
WAGO I/O-system via motor stepper controllers (Typ
750-671). The 750-671 module is an intelligent stepper controller with on-board power driver designed to
control 2-phase stepper motors up to 24V/1.5A [13].
• As an extension of the CHG facility towards smaller
wavelengths the implementation of EEHG (echo-
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At Delta, all client PCs are booting the operating system
(OS) as well as the control system software over the network
(PXE, TFTP, NFS) [23]. The separation of client speciﬁc
settings is realized by symbolic links which has proved to
be error-prone and cumbersome. For this reason a union
mount ﬁle system has been introduced. This kind of ﬁle
system allows to stack diﬀerent ﬁle systems one on top of
each other, whereby only the top layer is writable. The ﬁles
of the lower layers are visible, but changes are only stored
in the top layer. Since low-level changes are reserved for
system administrators only, maintenance and stability of the
client system are signiﬁcantly improved. All Delta client
PCs use OverlayFS which is merged into the Linux kernel
since version 3.18 [24].
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enabled harmonic generation) is presently in preparation [4], [5]. The EEHG scheme requires additional
undulators (U200) which have already been delivered.
The magnet power supply (PS) interlock system, taking into account the magnet cooling water ﬂow, coil
temperature and emergency stop switch, is realized
with the WAGO I/O system too. Here common digital
in/out-modules are installed.
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Figure 3: Fiber laser system.



 


 
' 

!.
20! & 

Client-Server and Network Updates
For more ﬂexibility and performance as well as for security aspects the complete control network has been reorganized to VLAN (virtual local area network). Now each
remote TCP/IP device connected to a managed control system switch can be assigned seamlessly to any subnetwork
(e.g. controls, oﬃce, user, management, testbed) without
hardware rewiring.
For the same reason, a SAN (storage area network) concept has been introduced (see Fig. 4). SAN is a high speed
storage network which provides access to hard disk arrays
as block level data storage. In combination with virtual
machines (here: KVM-based VMs) SANs provide a perfect method to share centralized data (e.g. EPICS log) and
to guarantee high server availability. For this purpose all
servers and services (e.g. EPICS soft-iocs) must be virtualized. The SAN unit provides two ﬁber channel (FC) IOcards with four FC-SFP connectors, respectively. Since the
DELTA control system consists of four servers at maximum,
each equipped with two FC connectors, redundant wiring is
possible without an optional SAN switch (see Fig. 4).
After server migration to 64-bit Linux (debian 8, [20]),
now all clients are prepared for 64-bit (debian 8) operation, too. Therefor, more than 200 applications and scripts
had to be adapted. Additionally, the Qt-based K Desktop
Environment (KDE) [21] is replaced by the open source
desktop environment Xfce [22]. Xfce is easy to use, fast and
lightweight. It is based on standards like the GTK widget
toolkit and uses the Xfwm window manager.
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Figure 4: SAN concept at DELTA.

NEW SUPERCONDUCTING WIGGLER
MAGNET (SCW)
The fault-prone (18 years in operation) 5.5 Tesla superconducting asymmetric wiggler (SAW) will be replaced by a
7 Tesla superconducting wiggler magnet with 11 sin-like periods (SCW) [25]. This new device will generate ﬁve times
higher photon ﬂuxes in the hard X-ray regime (@25 keV).
The magnet is already ordered and delivery is expected in
2018. Although, the SCW operates as a stand alone device
with a local control system, integration into the DELTA
control system is madantory.
The central unit of the SCW controls is a so called "junction box" (JB) build and provided by the manufacturer of
the SCW [26]. The JB is the central data acquisition device which low level controls and monitors all main components of the SCW, e.g. hardware interlock, watchdog,
compressors, magnet- and cryo-sensors as well as I/O data
collection (see Fig. 5). The JB is connected to an IOC via
RS232/Ethernet. The IOC, consisting of an embedded computer system running Linux-OS & EPICS, supports various
I/O-interfaces, e.g. CAN, LAN, RS232 as well as USB and
VGA for ﬁeld site monitoring (local GUI-client). Moreover,
it acts as an EPICS server and handles the high level control, e.g. steerer and main magnet power supply ramping,
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magnetic ﬁeld adjustment and software interlock. The more
complex high level control is performed by an EPICS sequencer [27] whereas the EPICS server provides all relevant
EPICS records to the DELTA client operator interfaces (OPI)
for SCW remote control.
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Figure 6: General layout of the FOFB at DELTA.



! !(  









 




  
    

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA013

,*+

Figure 5: Integration of the SCW control system.

FAST ORBIT FEEDBACK
Further progress has been made in setting up the global
fast orbit feedback system (FOFB). The FOFB will supplement the global slow orbit feedback (SOFB) with a cut-oﬀ
frequency below 10 Hz to more than a few 100 Hz. At
DELTA, a total of 54 BPMs are read out by a mixture of
I-Tech Libera (Brilliance, Electron) and Bergoz MX-BPM
electronics [28]. For the FOFB all Bergoz MX-BPMs are
connected to the in-house developed FPGA based digital
frontend Extender-3000 [29], [30].
Due to synchronization problems among the read-out electronics, the FPGA design of the Extender-3000 was replaced
by a new one. This design implements a packet-based synchronization mode additional to the common clock-based
synchronization mode that is part of the diamond communication controller (DCC [31]). A stable network topology
is necessary to obtain a well working, fault-tolerant orbit
feedback, which is given by the optimized ring topology
proposed by diamond [31], which is now utilized at DELTA.
Now, fast global data exchange can be captured synchronously within a time frame of about 1/10kHz. The
complete orbit correction system (see Fig. 6) including the
additionally installed fast corrector magnets (21 vertical and
19 horizontal steerer magnets) is in a test phase. First BPM
time series measurements indicate valid functionality. Also
ﬁrst response matrix measurements show promising results.

A SAN (storage area network) has been installed. After
virtualization, all servers must be migrated to this network
storage. The OverlayFS for the 64-bit client PCs has been
in the test phase for several months now. The new superconducting wiggler magnet will be delivered soon. Integration
into the DELTA control system is being prepared. The new
TCP/IP-based ﬁeld bus system is already available. Three
diﬀerent controls have been successfully installed. The fast
orbit feedback system was able to carry out promising initial
test measurements and is about to be completed.
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EVOLUTION IN THE DEVELOPMENT OF THE ITALIAN SINGLE-DISH
CONTROL SYSTEM (DISCOS)
A. Orlati, M. Bartolini, S. Righini, INAF - IRA, Bologna, Italy
M. Buttu, A. Fara, C. Migoni, S. Poppi, INAF - OAC, Selargius (CA), Italy
Abstract
DISCOS [1] is a control system developed by the Italian National Institute for Astrophysics (INAF) and currently in use at three radio telescope facilities of Medicina, Noto and the Sardinia Radio Telescope (SRT) [2].
DISCOS development is based on the adoption of the
ALMA Common Software (ACS) [3] framework. During
the last two years, besides assisting the astronomical
commissioning of the newly-built SRT and enabling its
early science program, the control system has undergone
some major upgrades. The long-awaited transition to a
recent ACS version was performed, migrating the whole
code base to 64 bit operative system and compilers, addressing the obsolescence problem that was causing a
major technical debt to the project. This opportunity allowed us to perform some refactoring, in order to implement improved logging and resource management. During this transition the code management platform was
migrated to a git-based versioning system and the continuous integration platform was modified to accommodate
these changes. Further upgrades included the system
completion at Noto and the expansion to handle new
digital backends.

INTRODUCTION
The SRT just went through 5 months of no-operations
during which a complete refurbishment of the Active
Surface System (SSA), including the repainting of primary mirror panels, was completed. In parallel the Data
Center (included the control system workstations) has
been moved from the original location to a shielded room.
Exploiting this idle period the DISCOS staff, working at
the SRT, heavily focused on the porting of our codebase
to a newer ACS version and to put in place an even better
automatic provisioning system in order to improve the
quality of our testing process and the stability of our
products. Similarly, in the pursuit of creating a good testing environment, some simulators of the telescope devices have been developed: currently the Active Surface, the
Antenna Control Unit and Minor Servo System Unit can
be simulated and the core of the DISCOS control software
tests can be executed without accessing the telescope’s
hardware. This idle period was also exploited by the project’s staff to update the production system on Medicina
and Noto telescopes.
In the following chapters the major activities and areas
of upgrade related to the DISCOS framework are described in greater detail. A whole chapter is dedicated to
core upgrades in the control system. Another major activi-

ty has been the upgrade of the IT infrastructures supporting code development and code documentation. The two
final chapters are dedicated to the description of how
Medicina and Noto radio telescopes could benefit from
the development done for the SRT and finally got upgraded version of the control system installed on site, enabling
better performance and further capabilities.

DISCOS
The control system has gone through some maintenance and some major upgrades in this period of time.

Upgrade of ACS Version
As the previous development of DISCOS was based on
a legacy version of the Alma Common Software framework this was causing major issues, mainly regarding the
obsolescence of the whole system. Being tied to an old
product not only means being unable to incorporate new
ACS features and fixes, but the consequences are spread
all over the control environment: the main one being the
inability to upgrade operative systems to recent versions
and the consequent maintenance of old products.
This was causing security issues and was also slowing
doen the adoption of modern libraries and tools in the
development of all the accessory software outside of the
control system.
The main issues encountered in the porting activity are
related to the different version of C++ compiler, c libraries and external libraries such as boost. Several unresolved symbol in the linking phase required to be addressed to the point that our make files are now completed changed. On the IDL side, we encountered some naming clash between types defined in our code base and
types defined in the new versions of the language, but this
required minor changes.
We were expecting troubles related to the migration to a
64 bit architecture, but none of those emerged so far.

Refactoring
The upgrade to a modern OS and the related activity
was the first step for a full review of the code base. A
large portion of the code based in fact was not exploiting
recent additions made to the control system libraries for
the standardization of logging behaviours and internal
resource handling. This is being incorporated as part of
the porting activity and is reducing the percentage of
duplicated code, easing future maintenance.
As code is being ported to the new platform, and thus
completely reviewed just to eliminate compile warnings
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and fixing compile issues, log messages are being refactored according to new logging guidelines which better
specify the format of log messages and how to assign
logging levels. A differentiation between system logs and
user logs has been introduced making it clearer what
messages will be displayed to the operators and what
messages will be only collected in system log files.
Another bigger refactoring undergoing the porting activity is related to the reference of components in the ACS
component/container model. One of the major sources of
duplicated code in the DISCOS code base is in fact related to referencing components from within other components. This is obviously using ACS and CORBA internals
and can result in failures in finding components, or failures instantiating components, or in the need to reallocate
a dead reference to a no-more-existing component. It is
easy to understand how such activity can lead to runtime
errors, referencing to non-existing objects or failing to
release resources. For this purpose, a new template library
has been developed which standardizes component referencing and eliminates a lot of duplicated code, also better
adopting smart pointers thus easing resource deallocation.
Refactoring also interest the defect removal during the
porting process. During this activity a new process has
been introduced for defect removal and bug fixing where
developers are using a Test Driven Development (TDD)
approach, writing a test that reproduces the incorrect
behaviour before fixing it. This enable regression tests to
be effective.

New Features
Finalizing the scientific commissioning of the SRT involved the implementation of some features as part of the
control system. In this section we give a brief summary of
most recent and relevant additions to the DISCOS framework.
External Backends: A new protocol has been implemented for the integration of externally managed digital
backends into the control system. The definition of the
protocol consists of a request-reply communication on top
of a TCP/IP connection. A C++ library has been developed implementing the protocol on the client side (the
control system) while a reference protocol implementation based on Python Twisted is provided as a skeleton
implementation for backend integration.
Roach based spectrometer: A new spectrometer based
on ROACH2 hardware is being used in observations at
SRT and Medicina sites. Integration with the control
system is based on the aforementioned protocol.
Fits: Data format has been slightly modified in order to
take into account the on-source or off-source position of
the target with respect to the observation. Also a finalizing software tool is being integrated with the control system enabling the integration with a remote data archive.
Dewar positioner: The DewarPositioner component is
in charge of compensating the field rotation when dealing
with multi-pixel receivers (if equipped with a derotation
system).
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Frequency Tracking: In order to fulfill the requirements for spectroscopy observations, the system can now
keep a requested rest frequency in centre of the band of
the backend (section). Both frontend and backend local
oscillator could be tuned during this operation. This capability is now supported from both command line and
schedule.
Hardware Simulators: A simulator project has been
bootstrapped, collecting hardware simulators of different
devices under the same umbrella. The projects implements a micro-framework for simulator development, at
the moment comprising: ACU simulator, Active Surface
simulator, IF distributor simulator.

SUPPORT INFRASTUCTURES
The upgrade activities were made possible via an update
of many support structures for code development, code
hosting and provisioning of IT environments.

GIT Version Control
DISCOS project development has been using a private, self-hosted, subversion repository in the latest years.
As the project grows with different product lines and
different tags and versions of the configuration database,
subversion suffers of performance issues, up to the point
where it becomes unpractical and difficult to manage.
Primary for this reason the team started to investigate the
possibility to migrate the entire codebase towards a git
platform.
A github organisation [4] was created for this purpose,
named after the project itself. The first project to be migrated to this platform has been the whole documentation,
which has been reformatted to Restructured Text (RST) in
order to be published automatically via the readthedocs
online service [5]. The process of documentation translation to RST and migration to the github platform enabled
everyone in the development team to practice with git
distributed model and git development practices such as
pull requests.
After the successful experiment of migrating the documentation it was decided and agreed that git would represent the best solution also for the actual codebase.
Migrating from subversion retaining the whole history
of commits has been possible tying subversion user
names to email addresses used by git and github users.
Every subversion tag has been retained as git tag while
the trunk development branch has turned into git master.
Short lived branches are now used for the development of
new features and the resolution of software defects. Subversion branches have been mapped one to one into git
branches.
One of the biggest advantages using git is that a local
copy of the repository is now occupying more or less
130MB of disk space while the complete subversion repository was using more than 3GB of disk space. This
enables faster searches and meta data queries.
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The issue tracking system has also been ported to
github, enabling a tighter integration of issues with the
code base and their resolution based on pull-requests
mechanism. The previous issues collected in a Mantis
based system have been exported to an excel spreadsheet
and automatically inserted into github using publicly
available rest APIs.

Ansible Provisioning
In order to enable every developer to work on the porting of the code base it was necessary to streamline and
standardize the process of creating the new development
environment.
Based on the lessons learned implementing the AZDORA [4] continuous integration platform, an automated
approach to environment creation and provisioning was
adopted: instead of using bash scripts, this time the
Ansbile automation tool was used to define tasks and
resources to be configured. The basic advantage of using
Ansible tool is the major configurability and built-in capabilities of the tool enabling a more coherent personalization of resources based on the telescope site. Also, the
provisioning code can be better maintained in a single
coherent space, and can evolve together with the project
itself.
The final toolchain is in fact using Ansible to provision
the environment of a development box created on a VirtualBox virtual machine managed using the Vagrant tool.
A simple automation has been developed so that the
developer can easily switch development branch changing
every system configuration involved.
In addition to the development configuration a production configuration is being developed using Ansible tools,
trying to take into account the real deployment topology
of machines and networks at the different sites.
This approach has many advantages as the reproduction
of development and production environments can be
consistent exploiting the same mechanisms, thus enhancing test reliability and defects reproducibility.
Capturing environment provisioning and configuration
as code has also the advantage of automatically documenting sysadmin tasks that are often dependent on particular expertise or particular people thus becoming a
bottleneck in the deployment process.
The obvious downside of this approach is that developers and sysadmins need discipline in the adoption of the
tools for any change they need to perform on the development or production system. A starting phase of experimentation on the development side is undergoing, still
pending the adoption in production environment.

NOTO
In early 2015 a prototypal version of the DISCOS control system was installed at Noto radio telescope. This
version showed signs of poor stability resulting in difficult adoption by local operators who were continually
facing issues with the control system.
A week of on-site development concentrated in late
November 2016 was effective in incorporating the major
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changes from the Common code base into the Noto installation and resolved many open issues in the system interfacing local hardware. The new system now replaces an
old PC used for antenna pointing that was causing obsolescence issues, being impossible to replace with the same
hardware.
This upgraded Noto installation of the DISCOS framework is used for the characterization of the Noto radio
telescope during the installation of new receivers and
during its maintenance. The main differences between
Noto product line and the other two installations is that
many interfaces are not integrated into the control system
which is composed only by the strictly necessary modules
while delegating many functionalities to external components. External interfaces include: control of receivers via
HPIB interface, control of the Active Surface and of the
Sub-reflector via a TCP/IP based protocol. Other activities carried on during the busy week of development included: interfacing with local Total Power backend enabling programmatic noise calibration mark activation,
adapting the weather station component to local hardware, automating boot procedures and setup of the local
operator environment, installing operator tools for the
generation of schedules and monitoring of observations,
updating the developer and user’s documentation, performing test observations and end-to-end system testing.

Figure 2 Block diagram describing DISCOS installation
(ESCS) and customization for Noto radio telescope

MEDICINA
The activity related to the Sardinia Radio Telescope has
been the primary commitment of the DISCOS team for a
long period and this led to fewer upgrades being ported in
the Medicina control system that was not upgraded in
production in the last two years.
The end of the SRT commissioning left some bandwidth available to upgrade the system on the Medicina
radio telescope, leading to the release of discos-med-0.6
in March 2017. Due to the modular nature of the control
system, the whole Common code base shared by every
telescope has been successfully implemented at Medicina
site without major issues.
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A major upgrade at the Medicina radio telescope regarded the adoption of a Roach2 based spectrometer,
equipped with the same processing firmware used at the
SRT site. The adoption of such a backend has triggered
some necessary changes in the data recording technology
present at Medicina station: a new NAS storage has been
installed and configured, equipped with 10gbps NICs and
a hardware RAID controller, enabling the recording of
fast data dumps by the spectrometer which can reach time
resolutions up to one spectral data each 1ms.
The storage implements a Lustre filesystem which is
also exported as a NFS filesystem for compatibility reasons with the old operative systems of parts of the control
system. This is one of the many reasons for which a major
DISCOS upgrade is necessary in order to address the
obsolescence issue.
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CONCLUSION
In the last two years DISCOS-based control systems
enabled a full range of activities at Italian radio telescopes, enabling the commissioning of the Sardinia Radio
Telescope, and an increased utilization of Medicina and
Noto radio telescopes for single dish activities. Despite its
stability, the system is undergoing some major changes
due to address the obsolescence issue represented by an
old version of the ACS framework adopted.
This upgrade process also represents the chance to
adopt modern practices in code development management, migrating the system to modern distributed version
control systems, migrating the provisioning technology
towards a fully automated approach enhancing future
maintainability and consistency of the software products
delivered.
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Abstract
The vacuum control of the Large Hadron Collider and
its injectors is based on PLC and SCADA off-the-shelf
components. Since late '90s, CERN's vacuum group has
developed a dedicated control framework to drive, monitor and log the more than 10 000 vacuum instruments.
Also, in 1998, CERN's industrial controls group developed the UNICOS framework (UNified Industrial Control
System), becoming a de facto standard of industrial control systems and gradually deployed in different domains
at CERN (e.g. Cryogenics, HVAC...). After an initial prototype applying the UNICOS-CPC (Continuous Process
Control) framework to the controls of some vacuum installations, both teams have been working on the development of vacuum-specific objects and their integration,
together with new features, into the UNICOS framework.
Such convergence will allow this generic framework to
better fit the vacuum systems, while offering the advantages of using a widespread and well-supported
framework. This paper reports on the experience acquired
in the development and deployment of vacuum specific
objects in running installations, as a prototype for the
vacuum controls convergence with UNICOS.

INTRODUCTION
At CERN, the European Organization for Nuclear Research, industrial control systems have been developed
and deployed to operate accelerator systems such as cryogenics, gas flows, vacuum… Most of these control systems have the same type of top level architecture based on
Programmable Logic Controller (PLC) and Supervisory
Control and Data Acquisition (SCADA), i.e. WinCCOATM application.
The cryogenics control team developed a software
framework (first version of UNICOS framework) based
on generic I/O field objects [1]. The vacuum control team
developed a software framework dedicated to vacuum
instruments [2]. The vacuum control framework is used in
all the CERN accelerators except the ISOLDE complex.
UNICOS is not only used in cryogenics but also for the
control system of LHC Collimators interlocks, Cooling&Ventilation, Experiments gas flows, Detector cooling… UNICOS has become the CERN standard framework for industrial controls.
In 2011, the vacuum control system in ISOLDE had
been completely refurbished [3]. The old control system
was not using the vacuum framework and was totally outdated. For this renovation, it was decided to use
UNICOS-CPC framework [1] and not the vacuum
framework. Later, was raised the question of migrating

other vacuum installations to UNICOS. The advantages
would be:
- standardisation of vacuum controls to CERN industrial controls. Also GSI institute is using UNICOS
framework for the vacuum control of the FAIR facility.
- global reduction of effort for maintaining code.
- central Support from the CERN industrial controls.
These are major advantages but on the other hand the
vacuum framework already offers a high level of process
control, supervision and diagnostics:
- PLC code is dedicated to vacuum instruments, simple and much optimized (a small PLC can control a
large number of instruments).
- Supervisory application has dedicated widgets for
vacuum instruments and a large number of user
friendly features.
- SCADA instance data files and PLC instance data
blocks are generated from a vacuum ORACLE database. The database has high level of interaction
with CERN layout database and asset management
database.
The migration of vacuum control system to UNICOS
must be very smooth to vacuum control users and shall
not depreciate any functionalities offered by the current
vacuum framework.
At the end of 2016, the vacuum control team, in collaboration with UNICOS team, has started to develop a set of
new UNICOS components, dedicated to vacuum application called “unVacuum”. The goal of this package is to
preserve the level of services from vacuum framework to
UNICOS framework. The unVacuum package focus on
CPC objects development and SCADA features.

VACUUM CPC OBJECTS
Why Do Vacuum Applications Require Specific
Objects?

Figure 1: Turbomolecular pump widget without and with
the vacuum package.
UNICOS-CPC framework is very flexible because it
manages I/O generic field objects. These objects combined together are able to control most of the instruments
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installed in an accelerator. But for complex instruments
the implementation is very heavy and it is not possible to
control the instrument as a whole. The Figure 1 illustrates
the control of a turbomolecular pump without and with a
dedicated object.
The Figure 2 lists the first set of UNICOS-CPC objects
developed in the unVacuum package.

The contextual menu of vacuum widgets is very similar
to the CPC core widgets. The standard items remain in the
menu. In addition, the following items have been added:
- object status or position status value.
- links to web interface of layout DB and asset DB.
- methods to insert device in state history panel or
vacuum trending panel.
The contextual menu of an ion pump widget is illustrated in Figure 4.

Figure 2: First set of objects developed.

Figure 4: Ion pump contextual menu.

Widgets
Vacuum device widgets follow UNICOS animation
standard. These vacuum devices have more than binary
on/off state. The development of vacuum device types
introduces a new state variable called object status. Object
status is an enumeration, the meaning depends on the device type. For instance the object status of a vacuum
gauge can be: off, measurement ok, over range, under
range, I/O error. In addition most of the vacuum devices
have analogue feedbacks; the main analogue feedback is
called position status. For instance the position status of
an ion pump device is the pressure equivalent measurement (unit = mbar); ion pump devices have other analogue statuses: the High Voltage output value and the
current measurement value.

Figure 3: Device widgets.
For each device type we developed several widgets. In
Figure 3, the left screen shows a widget animated according to the object status (animation of the symbol body)
and the position status (pressure value above or below
symbol body); the right screen shows a widget animated
according to object status only.

Faceplates
A dedicated faceplate has been developed for each vacuum CPC object. Faceplates offer high level of control
and diagnostics. The faceplates for gauge and ion pump
controllers are especially complex. Faceplates of controller are used to configure and setup instruments but not
only; controllers host relays used as sources for hardware
interlocks. The controller’s faceplate is used to set and
read the pressure thresholds and the instrument source of
hardware interlocks. Figure 5 illustrates the gauge controller faceplate.

Figure 5: Gauge and HW interlock relay controller
(TPG300).

Process Object
In Vacuum systems, pumping groups are very common.
In the LHC there are more than 220 pumping groups with
the same process logic. Vacuum applications need a dedicated pumping group process object for easy parametrization and deployment. The widget of the pumping group
process reports the status of the pumping group and the
THPHA016
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position of its top valve. The operational mode of the process and the object status are displayed.
In the faceplate, in addition to the status, order and
alarm status, a small diagram showing the slave device
widgets and the sequencer panel is automatically generated (sequencer is identical for all pumping groups). Figure
6 shows the widget, faceplate and sequencer of the pumping group process object.
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synoptic is one-dimensional view. Then the combination
of all the lines produces single result.

Figure 7: Implementation of automatic synoptic.

Figure 6: Faceplate and stepper of the pumping group
process.

SCADA FEATURES
In addition to the development of new device types for
vacuum instruments, some SCADA features have been
developed. We started with three essential features for a
vacuum application: automatic synoptic, state history and
pressure profile.

Automatic Synoptic
The UNICOS framework implicitly assumes that synoptic view of the installations are built manually. In vacuum
framework, the synoptic views are built automatically on
the fly, based on geography information of the vacuum
system. The main goal of this development is to automatically build synoptics with UNICOS-CPC widgets.
It is difficult to automatically build a good looking synoptic for complex installation. However, vacuum systems
for accelerators in most cases look very simple: long vacuum pipe with vacuum instruments (valves, pumps, gauges) connected to that pipe. A synoptic is a onedimensional view. Basically, in order to build such view
automatically, only instrument coordinates and widget
size are required. From such information a relatively simple algorithm can be built, which will produce good looking results.
In reality vacuum systems are not only one pipe – typically there are several pipes connected together – for example, ring accelerator plus injection/dump lines. But
within one line (ring line, injection line or dump line) the

The WinCC-OA CTRL language is not very suitable for
processing large arrays of data. Geography information is
really a number of large arrays, especially for large machines. Fortunately, WinCC-OA allows to write extension
shared libraries, in C++, within functions that can be
called from WinCC-OA CTRL language.
First, the extension library function initializes geographical information for machine by reading and parsing XML
configuration files. Resulting geographical information is
stored in memory of shared library for fast access during
synoptic building.
Then WinCC-OA panel calls extension library function
to prepare synoptic, supplying geography range for synoptic and which natures of device shall be shown in the
synoptic.
The result is:
- panel with background elements of synoptic; this
includes beam (vacuum) pipes, rectangles representing magnets, borders between sectors etc.
- positioning of all device widgets which are calculated and stored in shared library variables.
Generated panel with background is loaded into embedded module and thus becomes visible. Only widgets located in visible part of background panel are added. The
WinCC-OA panel receives Resized/Scrolled callbacks of
embedded module, calculates size and coordinates for
visible area of background panel and passes this information to the extension library function. Finally this function returns list of widgets to be shown or hidden and
WinCC-OA panel adds or removes widgets. The implementation of automatic synoptic is illustrated in Figure 7.

State History Panel
State history panel is a very popular panel in vacuum
framework. The concept does not exist in UNICOS or
JCOP framework [4]. State history is the very first panel
developed in unVacuum package.
As shown in Figure 8, state history panel displays the
archived values of device states in a table. Rows correspond to moments in the past when one of device state
changed. If other device state does not change at this time
its cell is left blank.
The text in a cell reports the main state of the device,
i.e. the meaning of the object status for vacuum objects
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(c.f. paragraph Widgets). In order to generate short state
description, new function has been added to each equipment type in unVacuum library. CPC core objects can
also be used in state history provided such function is
implemented for them. The functions calculate the string
value according to the device status register, e.g. for an
on/off object representing a valve the return value is either: “open”, “close” or “undefined”. These functions will
be later integrated in CPC core device type libraries. The
color of cell reports the alarm state of the device.
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current time. The meaning of colour is given by an external widget. This external widget is sitting on the bottom
of the panel. Figure 9 illustrates the pressure raised detection mode.

Figure 9: Profile panel in pressure raised detection mode.

CONCLUSION

Figure 8: State history panel.
This panel is an advanced tool for post mortem analysis.
User has a fast look of meaningful device events and their
chronology without any minor events reported.

Pressure Profile Panel
Pressure profile is another popular panel in vacuum
framework.
This panel is a bar graph with individual bars, corresponding to pressure measurement devices in the vacuum
system; the order of devices in the graph corresponds to
geographical sequence of devices along the beam line.
The user specifications require functionality not found in
standard bar trend of WinCC-OA. For instance, the vacuum sectors are presented as areas with different background colours.
The panel has two modes. The first mode is an online
status mode. The colour and filling of each bar is calculated from current state of device using the same rules
which are used to calculate colour and filling of device
widget. The second mode did not exist in vacuum framework, it is a new functionality called pressure raised detection mode. The colour of each bar corresponds to the
maximum growth since a chosen moment in the past and

The first set of vacuum objects has been developed
jointly by the vacuum control team and the Industrial
Controls and Safety group. The widgets have been developed according to UNICOS standard and vacuum control
user requirements. SCADA features – i.e. automatic synoptic, state history panel and pressure profile panel – have
been redesigned from vacuum framework in a more portable version and compatible with UNICOS-CPC objects.
All the features are scalable. They have not only been
refactored but upgraded with new functionalities. The
goal is to provide a smooth migration to UNICOS and
limit the impacts for users. The only change for users is
relative to standardization of widget’s animation and panel layout. The new SCADA panels remain user friendly
with same look as vacuum framework panels.
The first version of the UNICOS vacuum control package has been tested, it will be released soon after a review
with vacuum control users. In order to migrate large vacuum system to UNICOS framework, the vacuum control
package needs to be complemented with additional CPC
device types (ion gauge, fast valve, bake-out cabinet, mobile pumping group…) and SCADA features (device list,
vacuum trending, replay…).

REFERENCES
[1] E.Blanco et al., “UNICOS CPC v6: evolution”, in
Proc. ICALEPCS’11, Grenoble, 2011.
[2] S. Blanchard et al., “The new control software for the
CERN NA62 beam vacuum”, in Proc. ICALPECS;15,
Melbourne, 2015, paper MOPGF102.
[3] S. Blanchard et al., “The new control system for the
vacuum of ISOLDE”, in Proc. ICALPECS’11, Grenoble, 2011, paper MOPMS001.
[4] O. Holme et al., “The JCOP Framework”, in Proc.
ICALPECS’05, Geneva, 2005, paper MOPMS001.

THPHA016
Control Systems Upgrades

1373

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA018

UPGRADE OF CONTROL SYSTEM OF ALBA MAIN BOOSTER POWER
SUPPLIES
R. Petrocelli, D. Alloza, S. Blanch, O. Matilla,
ALBA-CELLS Synchrotron, Cerdanyola del Vallès, Catalunya
Abstract
This article introduce a project for upgrading the control
system of the main booster power supplies of ALBA
synchrotron. A brief description of the booster power
supplies and the motivation for this upgrade is given. The
several options for the upgrade that are being evaluated
are discussed. Different possible architectures are also
presented. Finally, conclusions about how to face this kind
of project are given.

INTRODUCTION
ALBA is a 3 GeV third generation synchrotron light
source operating with users since 2012. The injection system
is composed of a 100 MeV Linac as pre-injector followed by
a full energy booster synchrotron. The booster requires
AC power converters (PC) operating at 3.125 Hz with a
sinusoidal-like current waveform.

Main Booster Power Supplies
The Main booster power supplies are power supplies that
feed the main magnets of the booster accelerator. The main
magnets perform the tasks of bending and focusing the
electron beam in the booster accelerator. The correction
magnets are excluded from this group. Five different groups
of magnets are supplied by the main booster power supplies.
One group is formed by the bending magnets and the other
four group are formed by quadrupole magnets [1]. All the
magnets within a group are in series connection. Some of the
specification and loads of the main booster power supplies
are summarized in Table 1.
Table 1: Summary of Main Booster Power Supplies
Specifications and Loads
PS type
Bend QS180 QS340 QC340
# ps
2
2
1
1
I peak [A]
750
180
180
180
Vpeak [V]
1000 120
200
750
710
440
610
2360
RLoad [mΩ]
L Load [mH y]
200
27.2
48
216
Resolution [ppm]
5
5
5
5
Stability [ppm]
15
15
15
15
Reproducibility [ppm] 50
50
50
50

of them. The control system is a full-custom development
from a specific manufacturer and is not longer used for new
developments.
Other reason for the upgrade is the lack of flexibility
to implement new features in the present control systems.
After some year of operation, there are new requirements
to the main booster power supplies. This new requirements
cannot be satisfied by the present control system. The new
requirements are related to the increment of the reliability of
the power supplies and with the ramp to ramp repeatability
of the output current.

SYSTEM DESCRIPTION
A brief description of the control system is given in this
section. Firstly a description of the power supply control key
features is given. Then, some of the new requested features
of the new control system are listed.

Key Features
Ramping Main Booster power supplies work in what
is called ramping mode. The output current of the power
supplies is a raised co-sinusoidal waveform which follow the
energy increment of the electrons in the booster accelerator.
Tracking Between Power Supplies The tracking
between different power supplies is the ratio between the
difference on the output currents and the value of one output.
NT E =

I ps1 (t) − I ps2 (t)
I ps1 (t)

(1)

When the tracking is between power supplies with different
output peak values, the tracking error is defined as:
NT E =

I ps1 (t) − K I ps2 (t)
I ps1 (t)

(2)

UPGRADE MOTIVATION
The main reason for the upgrade of the control system for
the main booster power supplies is the obsolescence of some
components. This makes very expensive the maintenance

Figure 1:
Main Booster Power Supplies during
commissioning
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Where K is a factor to normalize the output values. The
specification for the main booster power supply is a tracking
error better than 0.1 %. This is quite demanding at low
currents (tens of amps).

measurement of it. In the case of the main booster power
supplies the high requirement of resolution (5ppm FS) and
tracking errors ( 0.1 %) make the acquisition system one of
the key components of the system.

Integration with Timing System The output of the
main booster power supplies must be synchronized with
rest of the synchrotron systems. For this reason a trigger
input is required. The trigger signal starts the output current
ramp.

High Precision PWM Other key component of the
control/regulation system is the precision pulse width
modulator (PWM). A full-digital PWM modulator has great
advantages in terms of thermal drift, aging and repeatability.
On the other hand, to achieve high resolution when a digital
modulator operates at tens of kilohertz is a challenging task.

Resolution The resolution required for the main booster
power supplies is 5ppm.

Whished Features
Non-Proprietary System The use of non-proprietary
components is one of the main goal for the new control
system. This feature is wished in the hardware and software
components. In terms of hardware the use of standard buses
and components is needed in order to avoid obsolescence
in the near future. In the case of the software, ALBA found
necessary to have right of modifying the software in order
to fix bugs that can appear after years of operation, to make
upgrades and to add new features.
Upgradable and Updateable System The extended
lifetime of ALBA accelerators makes very likely upgrades
and updates of the different system. The main booster power
supplies are no the exception. The new control system has
to allow future upgrades and the addition of new features in
order to avoid future obsolescence of components.
Increased Diagnostic Capability The actual control
system has very small diagnostic capabilities. This limits
the capacity of performing online diagnostics of the power
supplies. A better diagnostic system is needed for a condition
based maintenance

Key Components
This section briefly describes the key components of the
control system.
High Precision Acquisition The output of any
feedback control system cannot be better than the

Synchronization System The output current of the
main booster power supplies must follow the increment
in energy of the electrons in the booster accelerator. The
synchronization in the entire synchrotron is ruled by the
timing system which provides signals to trigger events in
the rest of systems. The power supplies must be able to
receive these signals and produce the output current with
the required precision and tracking error.

UPGRADE OPTIONS
Different approaches to the upgrade the control system
are being evaluated. All the approaches has advantages
and disadvantages. It is worth to mention that all the
planned tasks have to fit in the tight operation calendar of
the synchrotron producing a minimum disturbance to the
users. The evaluated approaches are the following:

New Power Supply by External Company
The option of purchasing complete units to replace the
existing power supplies is being evaluated. The main
advantage of this option is to transfer the risks of this project
to an external company. The disadvantages are the elevated
cost and the issues evaluated in the following issue.

Replacemnt of the Control by an External
Company
This option will reduce the cost of the upgrade. The
challenge in this option is how to assure the non-proprietary
and upgradable features that were aforementioned. A
possible solution is a licensing agreement to be signed with
the external company including know-how and training.
There is another issue to take into account to transfer this
project to an external company. Power supplies like the
main booster power supplies are custom projects for the
manufactures and not COTS (commercial-off-the-shelf)
products. Our experience is that manufacturers do not
expend resources to solve “bugs” after the warranty period
or adding new features or upgrades. This makes difficult the
maintenance of the power supplies in the long term.

In-House Project

Figure 2: Power supply output current and tracking error

The main advantage of this option is to have full command
of all aspect of the control system. It will also facilitate the
compatibility between the operation calendar and the test
and commissioning tasks.
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PROPOSED CONTROL ARCHITECTURES
Several architecture are being evaluated for the upgrade
of the control system for the main booster power supplies.

Full Custom
A full custom development is one option for the upgrade
of the control system. The main disadvantage of this option
is that upgrades or update may imply the redesign of the
complete system.

Integration of COTS Product plus Custom Design
when the Component is not in the Market
This approach try to solve the disadvantages of the full
custom design. The use of COTS (commercially of the shelf)
products allow to replace the obsolete components by new
components with the same function. The interconnection
between the different components will be done by standards
buses and protocols. ALBA-CELLS has used this approach
for the development of an state of the art electrometer
(reference). The acquired experience will be used to develop
a general purpose instrumentation platform. This is a solid
background to develop in-house the new control system for
the main booster power supplies [2, 3].

CONCLUSIONS
The upgrade of the control system of the main booster
power supplies will be addressed in the near future. The main
and wished features have been defined. The key components
have been identified and different approaches to address
these upgrades has been analyzed.
During the analysis of this project, some lessons learn
have been identified. These lessons were for a power supply
system but it could be applied to any expensive critical
full-custom equipment.
• The specification of complex systems should include
defined interfaces between the different components.
The existence of these interfaces will help to create a
hierarchical structure with clear software and hardware

•

•

•

•

•
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boundaries. This hierarchical structure simplifies
future upgrades or replacement of obsolete components
and also allows to independently test each component
of the system.
It is also advisable to define interfaces compatible with
COTS components. This may increase the initial cost
of the product but it will make cheaper the updates or
upgrades.
Purchasing process should include a comprehensive
design review. The acceptance of the product should
be done only after full revision of the as built
documentation.
A turn-key full custom product may have hidden cost
for maintenance. Although the initial role is to be an
end-user, there are possible scenarios were the design
role has to be taken.
Initial requirement for large systems like the main
booster power supplies may change after years of
operation.
Full-custom product may not have full support from the
manufacturers in the long term or this support could be
very expensive.
Modification of large system could be very difficult
without interfering with the operation of facilities.
Commissioning time for the upgrade is very difficult
to fit in the operation calendar.
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CONTROL SYSTEM EVOLUTION ON THE ISIS SPALLATION NEUTRON
SOURCE
R. Brodie, I. Finch, STFC, RAL, ISIS, Didcot, Oxon, UK.
Abstract
The ISIS spallation neutron source has been a
production facility for over 30 years, with a second target
station commissioned in 2008. Over that time, the control
system has had to incorporate several generations of
computer and embedded systems, and interface with an
increasingly diverse range of equipment. We discuss some
of the challenges involved in maintaining and developing
such a long lifetime facility.

ORIGINAL DESIGN
The original control system for ISIS was based on GEC
4000 series minicomputers. Hardware interfacing was via
CAMAC controller, branching out to a General Purpose
MPX system (as used on the CERN SPS). Software was
developed using a high level assembly language called
BABBAGE as a systems language, and an interpreted
language called GRACES for user programs. As at
CERN, touch screen displays were used to provide menu
driven systems.

TRANSITION TO VSYSTEM
By the early 1990’s, it became clear that the existing
control system had to be replaced. Vista Control Systems
product Vsystem[1], which grew out of work at Los
Alamos National Laboratory, was chosen as the
replacement system. By that time, ISIS was well
established as a production neutron facility, which
severely restricted the downtime available to progress the
migration. A new system would thus have to run in
parallel for some time.
The ability of CAMAC to support multiple controllers
was extremely useful in that it provided a means for
Vsystem to have direct access to all the existing MPX
hardware. Hytec ECC 1365 controllers were installed to
allow Vsystem to access the CAMAC over the growing
Ethernet network.
C was used as a low level language, replacing
BABBAGE. BASIC was chosen as a simple language to
port user’s GRACES programs to. A simple menu toolkit
was developed to map the old touchscreen interface, and
also a graphics toolkit emulating the limited graphics
previously available.
The two systems ran in parallel for several years, as the
functions of the original GEC software were gradually
migrated to Vsystem. The original touch screen based
design still influences the navigation of the control
screens, and the operation of some of the utilities.

FRONT END SYSTEMS – STEBUS
As the number of systems monitored increased, it
became necessary to offload the interface work to more
intelligent I/O processors. Initially these were based on
the STEbus standard[2]. These included an Intel 80188
processor, an Ethernet card, and one or more I/O cards.
The latter are a mix of commercial off-the-shelf cards
(e.g. for GPIB and RS422 interfaces) and ISIS designed
ones (e.g. timing and function generators).
The software on these systems is stored on an EPROM:
device handlers for various hardware devices are built
into the image. This allows them to encode and decode
read/write operations as (for example) query strings to
send over local bus connections such as RS422 or GPIB.
A simple polling loop regularly reads and caches
equipment values, and listens for read/write requests from
the network.
An important feature of the design is that the software
configuration is downloaded over the Ethernet at boot
time. This means that the hardware is interchangeable: so,
despite the local intelligence, any faulty component can
be readily replaced.

FRONT END SYSTEMS - COMPACTPCI
STEbus systems proved to be a dependable workhorse
throughout the 1990’s, supplementing, and in some cases
replacing, existing MPX equipment. After some
investigation of alternatives, the decision was made to
base the next generation front end system on CompactPCI
hardware. Windows XP Embedded was used as the
operating system.
Like the STEbus systems, their configuration is
downloaded at boot time to keep the hardware as
interchangeable as possible. The main boot image is also
loaded over the network, which makes it easier to manage
updates centrally.
Much of the design of the STEbus systems carried over
to the CompactPCI systems, although there were some
subtleties in the implementation of exactly what happened
at initialization that were missed and had to be added
later. The original STEbus design was also single
threaded, with mainly synchronous I/O. With the speed
of the newer hardware, it became clear that this design
was a serious bottleneck when addressing multiple slow
devices, and read parallelization had to be retrofitted onto
the code.
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TARGET STATION 2
One of the largest changes to the control system on
ISIS was the design and commissioning of a second (10
Hz) target station optimized for cold neutrons. In normal
operation, one in five pulses is diverted to the second
target but the rates to the individual targets can be varied
independently for machine setup and beam physics.
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functionalsafety/.

These changes to the timing system required a complete
redesign of the Central Timing Distributor, using the
CompactPCI system as a base. It also had to incorporate
interfaces to the new IEC 61508 functional safety
system[3].

INTELLIGENT, NETWORKED
PERIPHERALS
One of the ongoing trends in the last few years has been
the growth of local intelligence, and in particular direct
network connections. Much of the routine development of
the control system has been based around incorporating
new PLC systems, rather than taking digital inputs
directly into a front end system. Direct network
connectivity of e.g. magnet power supplies is likely to
increase.

CONCLUSIONS
Our experience running a control system on a
production neutron and muon source over many years has
taught us a number of lessons: firstly, it’s very hard to
replace a working production system. The GEC systems
lived on well past a reasonable end of life; although these
have now been removed, there is still a substantial
installed base of the original MPX equipment. The
removal of obsolescent equipment needs to be properly
prioritised against ongoing development work.
Secondly, a long lifetime facility will likely see a lot of
systems reimplemented using newer technology. One of
the problems we have found with the control system is
that often the design rationale for older systems is missing
or non-existent (the documentation explains ‘how’ but not
‘why’). This risks either failing to provide all the
functionality
of
the
earlier
system
through
misunderstanding, or rigidly duplicating an earlier design
that is no longer appropriate.
Finally, a long lifetime facility will inevitably be used
in ways that the original designers had not foreseen.
Having a design that has the flexibility to accommodate
this, whilst retaining a reasonable level of standardization,
is an ongoing challenge.
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LCLS-II UNDULATOR MOTION CONTROL
K. Lauer, A. Alarcon, C. Andrews, S. Babel, J. Bong, M. Boyes, J.M. D'Ewart, Y. Levashov, D.
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Accelerator Laboratory, Menlo Park, California
G. Janša, Ž. Oven, Cosylab, Ljubljana
M. Merritt, M. Smith, R. Voogd, J. Xu, Argonne National Laboratory, Argonne, Illinois
D. Arbelaez, D. Bianculli, A. Brown, J. Corlett, A.J. DeMello, L. Garcia-Fajardo, J.-Y. Jung, M.
Leitner, S. Marks, K. McCombs, D.V. Munson, K. Ray, D.A. Sadlier, E. Wallén, Lawrence
Berkeley National Laboratory, Berkeley, California
Abstract
At the heart of the LCLS-II are two undulator lines: the
hard x-ray (HXR) line and the soft x-ray line (SXR). The
SXR line is comprised of 21 variable gap undulator
segments separated by an interspace stands with a cam
positioning system capable of positioning in 5 degrees of
freedom (DOF). The undulator segment motion control
utilizes the Aerotech Ensemble motion controller through
an EPICS Soft IOC (input-output controller). Its drive
system consists of a Harmonic Drive servo system with
feedback from two absolute full-gap encoders. Additional
Aerotech motion controllers are used to control the campositioning system and phase shifters of the interspace
stand. The HXR line is comprised of 32 undulator
segments each including an integrated interspace
assembly. The segment girder is placed on two stands with
a similar cam-positioning system as in the SXR line
allowing for movement in 5 DOF. As one of the design
goals of the HXR line was to reuse the original LCLS
girder positioning system, the motion control system is an
upgraded version of that original system, using RTEMS on
VME with Animatics SmartMotors.

OVERVIEW
This paper introduces the motion control design for the two
LCLS-II undulator lines, the soft x-ray line (SXR) and the
hard x-ray line (HXR). The motion control requirements of
which are summarized in Table 1.
Table 1: LCLS-II Undulator Motion Control Requirements
for both undulator lines.
Requirement
Minimum Undulator Gap
Minimum Full Open Undulator
Gap
Taper Accuracy
Gap Repeatability
Long term gap stability (24 hours)
Maximum available full gap speed

HXR

SXR

Unit

7.2

7.2

mm

120

200

mm

±1.5
<1.5
±1
1.0

±2
<5
±1
1.0

µrad
µm
µm
mm/s

Figure 1: An LCLS-II Soft X-ray Undulator segment.

SXR LINE
The SXR line is comprised of 21 undulator segments
separated by break sections, where each segment is a
variable-gap permanent-magnet device with a minimum
gap-height of 7.2 mm and a total segment length of 3.40 m
[1, 2]. A single SXR undulator segment is shown in Figure
1. The gap drive system consists of four Harmonic Drive
servo motors with feedback from internal rotary encoders
and two full-gap encoders attached at each end of the
undulator segment. Precise motion is achieved through the
zero-backlash 51:1 strain wave gearing mechanism and is
held in position with per-motor integrated brakes. Each
break section in the SXR line consists of an interspace
stand with a cam positioning system. Emergency stop
circuits are intertwined between neighboring undulator
sections and interspaces, such that the nearest emergency
stop button can be used.
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power switch immediately causes the amplifier power to
be cut but still allows for logic power to go to the motion
controller chassis for uninterrupted communication.
Since the vacuum chamber can be freely positioned
between the interspace sections, potentiometers measuring
the distance from the top jaw to the vacuum chamber are
provided to the Beam Containment System (BCS) and
Machine Protection System (MPS).

SXR Interspace

Figure 2: SXR software architecture overview.

Gap Motion Control
A 4-axis Aerotech Ensemble CP10 motion controller is
at the center of the undulator segment gap motion control,
driving each of the gap motors and closing the velocity and
position loops on their respective encoders. Each
undulator segment has an individual motion controller
mounted to a rack on its support frame. Integration with
the distributed control system and other high-level
applications (HLA) is performed through an EPICS Soft
IOC (input-output controller), relying on the EPICS
collaboration Motor Module (as summarized in Figure 2
above) and asyn for communication with the device.
Synchronized motion is performed natively with the
Aerotech
Ensemble
platform,
though
minor
customizations to the motor record implementation were
necessary to support deferred motion in model 2 drivers.
Each servo motor has one EPICS motor record associated
with it. Upon calculation of a new gap, taper, or center
offset, by way of a State Notation Language (SNL)
program:
1.
2.
3.
4.

The interspace cam alignment system (as shown in
Figure 4) has 5 degrees of freedom, allowing for full
positioning of the phase shifters, quadrupole magnets, and
RF cavity BPMs (below in Figure 3), along with the
beamline vacuum chamber itself between interspaces.
To control the gap of the phase shifter (below in Figure
5) and the cam-positioning system of the interspace stand,
an additional 6-axis Aerotech Ensemble motion controller
is mounted to the interspace support post. This chassis
hosts 5 Aerotech Ensemble MP10 drives for the cam
stepper motor control and one Aerotech Ensemble CP10
for the phase shifter servo motor.
The cam alignment system is controlled by 5 Applied
Motion HT23-series DC stepper motors, each with a rotary
potentiometer for absolute position readback and a linear
potentiometer for calibration. Cam alignment motion
kinematics are calculated on the EPICS record-level.
The phase shifter control is comparatively simple, with
a single Aerotech BM-series servo motor simultaneously
moving both the top and bottom jaws through mechanical
coupling. A Renishaw Resolute RL-series encoder is used
for full-gap measurement feedback, and end-of-travel and
overtravel limits are used in both directions.

New positions for each motor are calculated
Deferred moves are configured per motor,
specifying target position, speed, and acceleration
A single synchronized motion command is
generated and sent to the Aerotech controller
Motion continues until the gap is within the
positioning deadband or a fault has occurred, in
which case alarms are propagated up through the
respective EPICS records

K-value to gap transformations are done on the EPICS
record-level, utilizing spline-fit data from measurements
done at the SLAC Magnetic Measurement Facility (MMF).
A set of 24 limit switches per segment are used to protect
from various conditions: tilt detection, vacuum chamber
proximity detection, end-of-travel detection, and overtravel detection. End-of-travel limit switches are
monitored in a motion controller task, with custom logic
that can allow motion in a certain direction to recover from
a minor fault. Overtravel conditions are detected in the
hardware circuitry. Actuation of such an overtravel or

Figure 3: SXR interspace components on a pedestal,
including from left to right: SXR phase shifter, quadrupole
magnets, and RF cavity BPMs. The interspace motion
controller can be seen mounted on the right of the pedestal.
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Acromag IP330 for analog-to-digital conversion of
girder position potentiometers and temperature
sensor readouts.
Acromag IP-OPTOIO for digital input and output.
Acromag IP520 for RS-232 communication to
Animatics SmartMotors.
Acromag IP-EP201 with a custom FPGA
implementation loaded by SoftGlue, described in a
later section.
Tews TIP114 for reading the half- and full-gap
absolute SSI encoders.

Figure 4: SXR interspace cam alignment system.

Figure 6: An LCLS-II Hard X-ray Undulator segment.

Figure 5: The SXR phase shifter system.

HXR LINE
The HXR line is comprised of 32 undulator segments
(Figure 6) which include an integrated interspace
assembly, holding a phase shifter, quad magnet and RF
cavity BPM (beam position monitor). In contrast to the
SXR line, the vacuum chamber is firmly attached to the
girder of the variable gap undulator. The girder is placed
on two stands each with a cam-positioning system similar
to that of the SXR interspace stand allowing for movement
in 5 DOF. Each of the HXR line segments is a variable
horizontal gap, vertically-polarizing permanent-magnet
device with a minimum gap-width of 7.2 mm and a total
segment length of 3.40 m.
One of the design goals for the HXR line was to reuse as
much of the original LCLS-I hardware as possible as a
significant cost-saving measure. Due to this, the SXR
control system and the HXR control system differ
significantly. The software architecture described here is
summarized in Figure 7.
Each segment has an independent VME crate with an
MVME3100 single board computer running an EPICS
IOC on RTEMS. The IOC communicates with other
hardware via IndustryPack (IP) cards on Acromag AVME9760 carriers. These IP cards include:

Figure 7: HXR software architecture overview, from highlevel applications (HLAs) at the top to the undulator
hardware at the bottom.

Gap Motion Control
Four Animatics SmartMotor SM23165DTs are used for
the variable-gap translational stages, with 100:1 gear
reduction, 5.08mm lead pitch screws, and integrated
brakes and incremental encoders. Motion is performed in
a multi-step approach, ensuring that the requested target
position will not be overshot. The control system
communicates with the master motor via RS-232 and it, in
THPHA020

Control Systems Upgrades

1381

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

turn, communicates with the 3 slave motors over a
CANopen fieldbus connection. A custom motion program
running independently on each motor controller defines
interrupt-driven subroutines to perform upon a movement
request. From the top-level down, the procedure happens
as follows:
1.
2.
3.

4.

5.
6.
7.

A new gap, taper, or center value is requested.
New position values are calculated in EPICS and
sent to each motor record as a deferred motion.
A virtual axis motor (representing the gap) record
implementation transfers the calculated positions
through a pre-determined set of variables to the
master motion controller program.
The master motion controller program subroutine is
called. It propagates the target positions to all slave
motors, and broadcasts commands to release brakes
and move in synchronization.
Throughout the process, the master motor is
monitoring for heartbeat signals or error conditions
from all slaves.
Brakes are re-energized after motion has completed.
The process is repeated until the gap has closed
within the required deadband.

FPGA-based Interlock and Monitoring System
As a system with distributed motion controllers located
directly on the undulator itself, none with direct electrical
access to all limit switch information at one time, it was
deemed necessary to build an interlock mechanism on top
of the system. This comes in the form of an Altera FPGA
on an IP-EP201 card in the undulator segment VME crate.
The FPGA firmware, analogous to the motion controller
task running on the SXR motion controller, monitors the
limit switch status and the absolute half-gap encoders for
taper and asymmetry faults. It translates these conditions
into simple clockwise and counter-clockwise limit switch
signals that the individual motor controllers can interpret.
This means that taper conditions can be recovered from if
the firmware determines it is possible. The digital inputs,
including the SSI encoder inputs, are routed through the
IndustryPack Bridge to the Altera Avalon bus.
Additionally, the FPGA firmware monitors e-stop push
button status, motor fuse status, and power supply status.
These are strictly as monitors, as the amplifier powercutting checks are done separately in hardware.
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axes per pedestal of SmartMotor SM2320D, each with one
Novotechnik rotary potentiometer for absolute readback
and one linear potentiometer for calibration.
The phase shifter (Figure 9) control is performed with a
single
SmartMotor
SM23165DT
servo
motor
simultaneously moving both the top and bottom jaws
through mechanical coupling. An AMO absolute SSI
encoder is used for full-gap measurement feedback, and
end-of-travel and overtravel limits are used in both
directions.

Figure 8: HXR interspace components, including RF
cavity BPM, quadrupole magnet, vacuum components,
and HXR phase shifter.

Figure 9: The HXR phase shifter.
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LARGE-SCALE UPGRADE CAMPAIGNS OF SCADA SYSTEMS AT CERN ORGANISATION, TOOLS AND LESSONS LEARNED
R. Kulaga†, J. Arroyo Garcia, E. Genuardi, P. Golonka, M. Gonzalez Berges, J-C. Tournier,
F. Varela, CERN, Geneva, Switzerland
M. Boccioli, Paul Scherrer Institute, Villigen, Switzerland
Abstract
The paper describes planning and execution of largescale maintenance campaigns of SCADA systems for
CERN’s accelerator and technical infrastructure. These activities, required to keep up with the pace of development
of the controlled systems and rapid evolution of software,
are constrained by many factors, such as availability for
operation and planned interventions on equipment. Experience gathered throughout the past ten years of maintenance
campaigns for the SCADA Applications Service at CERN,
covering over 230 systems distributed across almost 120
servers, is presented. Further improvements for the procedures and tools are proposed to adapt to the increasing
number of applications in the service and reduce maintenance effort and required downtime.

INTRODUCTION
SCADA systems today have to accommodate many requirements that transcend basic functionality expected
from them ten years ago. Apart from providing a view on
the state of the controlled plant and archiving values of acquired signals, SCADA applications are becoming increasingly connected to other enterprise software, including
ERP (Enterprise Resource Planning) and MES (Manufacturing Execution System) solutions and data analytics
tools. Those trends increase the frequency at which industrial supervision systems should be updated in order to remain secure and compatible with other software and technologies.
On the other hand, the effort of preparing an upgrade of
a supervision application can be high due to required testing, incurred downtime and re-commissioning needed in
some cases. Consequences of errors or introducing regressions during the intervention can also be very severe. Because of that, upgrades are often only performed when
there is a problem with the SCADA system that poses an
immediate risk for operation. This reactive approach is not
feasible in case of larger systems, where upgrades require
extensive planning and coordination between multiple
teams and users need to be notified well before the planned
interventions.
The SCADA Applications Service (SAS) is provided by
the Industrial Controls and Safety systems group at CERN.
It is responsible for managing the full lifetime of SCADA
applications for many equipment domains at CERN. This
includes systems critical for the CERN accelerator complex and experiments, like machine protection equipment,
cryogenics, cooling and ventilation, vacuum and magnet

control. All applications in the SAS are based on WinCC
OA [1], which is the most widely used solution for building
SCADA applications at CERN. The scale of the service and
the variety of systems pose many challenges, on both technical and management levels, especially considering the
modest size of the team responsible for it.
Keeping applications in the SAS up-to-date is critical for
their reliability and interoperability with other systems at
CERN. This includes not only the versions of WinCC OA
and components developed on top of it, but also the operating system and other software. Due to the number of applications in the service, it is important to use only supported versions of the software and to keep them as uniform as possible to facilitate support. Complex dependencies need to be taken into account, as many applications in
the service exchange data with other systems. All those factors result in scarcity of time windows for upgrades, further
aggravated by the fact that some applications are most intensively used during technical stops of the accelerator
complex. Moreover, for certain critical application no
downtime is accepted, which requires significant changes
to the baseline procedure and further increases the workload on the team performing the upgrade.
In this paper we present the methodology used to plan
and execute upgrades of the SCADA applications in the
SCADA Applications Service. We start by introducing the
scope of the service, maintained application domains and
some most important statistics. Key steps in the evolution
of handling of upgrades are described, together with modifications used for critical applications. The paper is concluded with a discussion of limitations of the current solution and planned improvements for future upgrade campaigns.

SCADA APPLICATIONS SERVICE
In an environment with many supervision applications
for different plants, yet based on the same SCADA solution, it is important to minimize the duplication of work
across different teams, both in software development and
operations and maintenance.
JCOP [2] and UNICOS [3] are two frameworks developed at CERN, which provide a common base for WinCC
OA applications. JCOP is mainly a set of programming interfaces, meant to be used by software engineers and it is
widely used at the LHC experiments. UNICOS makes use
of some components from JCOP and enables control engineers to create supervision applications without writing
any code.

___________________________________________
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The SAS was established in order to provide equipment
groups at CERN with a reliable, centralized service handling all issues related to operation of WinCC OA projects,
including keeping them up to date. The service currently
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manages more than 230 applications, installed on around
120 servers. The domains handled by the service are listed
in Table 1.

Application A
Other
applications

Application configuration
Application‐specific components
CERN middleware and data
exchange protocols

JCOP

UNICOS

Component
Installation Tool

WinCC OA
RDB
Archiver

Long‐term
archiving
database

Medium‐term
archiving database

Distributed
connections

Drivers

Field devices: PLCs, PACs,
RTUs, etc.

MOON
Monitoring Application

Windows terminal servers Linux operator consoles

Figure 1: Architecture of a typical WinCC OA application in the SCADA Applications Service.
The architecture of a typical application in the service is
presented in Figure 1. All systems in the SAS profit from
running on standardized servers, both as it comes to hardware and software. The entire application lifetime is managed, from creation, through backups and upgrades, to decommissioning. Engineers from equipment groups can
therefore focus on configuring the applications with devices, creating synoptic screens and developing custom extensions, while operation of applications remains the responsibility of the service.
Though the server side of the system is running on
Linux machines only (CERN CentOS 7 and Scientific
Linux CERN 6), users can access the applications from
both Windows Terminal Servers and Linux operator consoles, which are intensively used in CERN Control Centre
and other control rooms. The servers are located in the
technical network, which is separated from the general purpose network for security reasons.
The state of all applications is monitored using the application MOON [4]. This includes, among others, the
states of all processes, connections to field devices and archiving. Available resources on the servers are also monitored, which helps to detect abusing processes that could
potentially affect their performance. Another important
feature of MOON is central deployment of components on
all systems connected to it.
A dedicated medium-term archiving database is available for all applications in the service, with possibility to

forward selected signals to the long-term storage (LHC
Logging) [5]. If additional schemas are required to store
application-specific data, they can be also created. The databases used by service are provided and supported by experts in the CERN Database Group.
Table 1: Domains of Applications in the SAS with Corresponding Numbers of Servers and Applications
Domain

Applications

Servers

Machine Protection
Cooling & Ventilation
LHC Cryogenics
Experiment Cryogenics
Magnet Control

58
34
33
18

20
9
29
15

13

9

Vacuum Control

12

7

NA62 Experiment

11

3

Experiment Cooling &
Ventilation
Gas Control

10

4

8

5

Power Converters

4

3

Electrical Network

1 (redundant)

2

Other

31

11

Total

233

117
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PLANNING UPGRADE CAMPAIGNS
Due to the number of applications in the SCADA Applications Service, their diversity and numerous operational
constraints, all large-scale upgrades need to be planned
well in advance. The majority of interventions are performed during maintenance stops of the accelerator complex:
 Technical Stops (TS) are the shortest (up to 5
days) and most frequent (typically 3 times per
year). For many domains and applications,
finding upgrade slots in TS is hard due to interventions on hardware during which access to
supervision is required.
 Year-End Technical Stops (YETS) are scheduled yearly and typically last for 2.5 months; in
2016/2017, the Extended YETS (EYETS) was
4.5 months long. During such time window,
major interventions on all applications in the
service can be performed, including upgrading
the version of WinCC OA.
 Long Shutdowns (LS) are planned once every
3 to 4 years and are up to 2 years long. Since
the start of the LHC, only one LS took place
between 2013 and 2015; LS2 is planned for
2019 – 2021.
For reliable operation of the service, it is essential to
align the upgrades with the release cycle of WinCC OA, as
a new version is released yearly and remains supported by
the company for 3 years. During the lifetime of each release, several patches are published, but their deployment
is much simpler and boils down to updating RPM packages
on the servers, without the need to run application upgrade
tools.
Before upgrade campaigns that involve major changes,
like deployment of a new version of WinCC OA, user representatives responsible for the applications are interviewed a few months in advance to check when there will
be an opportunity to perform the interventions and what
downtime is acceptable. Additional requirements (like installation of new framework components) are also gathered
in the process.
When initial feedback from representatives of equipment groups is collected, scheduling of the campaign begins. The availability of experts for each of the applications
is taken into account, as their participation is crucial in case
of problems. People responsible for the applications also
need to be available to perform the last verification steps
and to give the final confirmation that applications function
properly after the intervention.
Once a first version of the schedule is prepared, committees and working groups responsible for coordination of
activities during technical stops are informed about
planned activities. Representatives from the equipment
groups can consult the schedule and inform the person responsible for the campaign if there are any constraints that
were not captured during interviews.
To keep track of the upgrades and to facilitate reporting
progress, a project tracking tool Jira [6] is used. Tasks for
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upgrades of all applications are automatically created before the beginning of the campaign from the schedule
spreadsheet. The cases are also used by people performing
upgrades to report progress. Calendar entries for upgrades
of all applications are automatically generated and sent to
all participants, detailing their responsibilities.
Notifications about planned upgrades and their progress
are sent to all or only selected users, depending on the policy defined by the person responsible for the application.
This approach is planned to be changed in the next campaign – notifications will be sent automatically to all users
to reduce the workload on the person coordinating the upgrades and avoid cases in which some users remain unaware of planned downtime.

UPGRADE PROCEDURE AND TOOLS
AND THEIR EVOLUTION
Despite the evolution of the methodology used for performing upgrades, its outline has remained mostly unchanged since the first campaign:
1. A few days before the upgrade, the entire filesystem
of the server is backed up.
2. On the day of the upgrade, users are notified about
the start of the intervention, the application is
stopped and the previously created backup is updated using rsync.
3. OS on the server is updated or new OS is installed.
4. Basic upgrade prerequisites are checked, like presence of the application backup and WinCC OA license.
5. Framework and application-specific components
are uninstalled from the application. Configuration
stored in application’s internal database is preserved.
6. The upgrade tool provided with the new version of
WinCC OA is executed. The tool converts the application’s internal database to conform to requirements of the new version.
7. The new versions of framework and applicationspecific components are installed.
8. Application integrity reported by System Integrity
component is checked.
9. The upgraded application is backed up and handed
over to the responsible person for final verification.
10. Depending on the result of verification, upgrade is
considered successfully completed or rolled back.
11. The outcome of the upgrade is sent to the Jira case.
In the early days of the service, when it contained only
around 30 applications, all steps were performed manually.
A detailed upgrade procedure was prepared by the person
coordinating the campaign and distributed among the people selected to perform upgrades; it usually took a full
working day for one person to upgrade one application and
the process was very error-prone.
As the service expanded and included more applications,
key steps of the procedure were automated by WinCC OA
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and Python scripts. A separate tool was developed to facilitate reporting progress.
The latest version of the upgrade tool, used during
EYETS 2016/2017 campaign, integrates execution of all
steps with progress reporting, lowering the time required to
upgrade an application to around 20 minutes (excluding
OS installation time). The upgrade progress is automatically recorded upon completion of each of the steps and
sent to the Jira case. No expert knowledge of WinCC OA
or the SAS production environment is required to use the
tool and it can be effectively applied by one person to multiple applications simultaneously.
During EYETS 2016/2017 campaign, all upgraded machines in the SAS were migrated from Scientific Linux
CERN 6 to CERN CentOS 7, which required considerably
more downtime than typical OS updates (up to 90 minutes
for some systems). All hard disks were repartitioned as
LVM logical volumes in order to profit from the snapshotting feature to perform backups in the future. Because of
the longer OS installation time, for some critical systems
the OS was installed on a spare machine and the backup
created in the first point of the procedure was restored to it.
On the day of the upgrade, after stopping the application,
the disk was placed in the production server and some final
configuration adjustments were performed. The backup on
the prepared disk was then updated and upgrade continued
from step 4 of the procedure. This modification of the procedure resulted in total upgrade time lower than 90 minutes
for some systems.
Two rollback scenarios were prepared in case of problems: rollback of an application upgrade only and a full
rollback to Scientific Linux CERN 6. The former was used
only once, while the latter never had to be performed
thanks to very good compatibility of the previously used
version of WinCC OA and the components developed on
top of it with CERN CentOS 7.

The copy remained active while the standard upgrade procedure was performed on the main instance. After it was
confirmed that it received and sent alarms correctly after
migration to the new version of WinCC OA, the second instance was stopped and the upgrade was finished.
Having two copies of the application running simultaneously is possible because only polling PLC communication
is used and sending the same alarm state updates twice to
LASER does not cause any problems.

HANDLING OF CRITICAL APPLICATIONS

FUTURE WORK

Downtime of less than 4 hours is more than satisfactory
for most applications. However, certain critical systems require changes to the baseline procedure to satisfy their
strict availability constraints. In the past, those procedures
had to be performed on many applications, mainly for cryogenic systems, but now their usage is limited, thanks to
short downtime achieved by using the current version of
the upgrade tool.

Cooling and Ventilation PLC Alarm Application
The application is acquiring alarms evaluated by PLCs
in many CV installations and transferring them to the LHC
Alarm SERvice (LASER) [7]. It is critical for operation
and provides basic supervision of plants supervised by
other applications when they are upgraded.
As no downtime is allowed for this system, its copy was
started on another server on the day of the upgrade. Once
this is done, there are effectively two applications retrieving the alarms from PLCs and sending them to LASER.

CERN Electrical Network Supervision (PSEN)
Upgrade of the application for CERN Electrical Network
had to be performed in a way that resulted in no loss of
supervision and a very short gap in archived data. PSEN is
the only system in the SAS using WinCC OA redundancy
mechanism. However, this does not make its upgrade easier, as it is not possible for peers in the redundant system to
safely run with different versions of WinCC OA.
A completely different upgrade procedure was therefore
developed. A copy of the application, running under the
new version of WinCC OA, was set up on an additional
pair of servers to enable extensive testing and provide a
system to which users would connect during the upgrade
of the main instance. It archived historical data into a test
schema and was connected to all data concentrator RTUs
(Remote Terminal Units), but without possibility to send
controls. On the day of the upgrade, all users were disconnected from the main system and directed to the replica.
The new OS was installed on the second peer of the main
redundant system and the upgraded version of the application was then copied to it from the replica. After some configuration adjustments, the OS was also reinstalled on the
first peer of the main system and the application was copied to it from the second peer and started. Users were then
disconnected from the replica system and connected to the
main instance, which concluded the upgrade.

The key to improving all aspects of upgrades lies in reducing the required downtime and better testing of new
versions of WinCC OA and component before deployment.
The most obvious benefit of lowering downtime is reduced inconvenience for users. Scheduling of interventions
also becomes easier, as shorter time windows for upgrades
are more frequent. Upgrade campaigns for entire application domains could take place during shorter technical
stops. Even though the current version of the upgrade tool
reduces the time required to perform an upgrade, somebody is still required to apply it. This increases the manpower cost of the current methodology.
A system capable of performing the upgrades on backups of applications on demand, with an option to deploy
them on testing or production servers, would enable a single person to perform many upgrades per day. Availability
of application experts on standby would still be required,
but the entire process would become more lightweight and
even less error-prone than today.
Testing new versions of the deployed software is currently largely performed manually. Certain functionalities,
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like Oracle Archiver, have dedicated testing tools developed at CERN, but their coverage is far from satisfactory.
They also fail at detecting issues manifesting themselves
only when processes run for prolonged time, like resource
leaks and memory corruption. All bugs discovered in
WinCC OA and components during EYETS 2016/2017
were non-trivial: some required specific configurations of
field devices, extended project runtime or were platformdependent, which calls for an automated testing methodology capable of detecting such issues.
A test bench with real or simulated hardware, a dedicated
database instance and a test setup of CERN middleware
would help to find bugs before they affect production systems. Backup of any application in the SAS, including the
ones upgraded by the on-demand upgrade tool described
above, should be deployable in this environment without
manual configuration adjustments. Depending on the
setup, different scripts generating workload and simulating
user actions would be started in the context of the application to sufficiently “exercise” different functionalities of
WinCC OA and components over long periods of time. Resources used by all processes, as well as output written to
log files should be monitored for anomalies during the
tests.
One of the challenges in building the described test
bench environment is being able to quickly rebuild it in a
different configuration with no human intervention. So far
only parts of such solution exist in the form of a Python
API automating the most important project management
activities and the unit testing framework for WinCC OA
code.
Some fundamental assumptions about the infrastructure
on which the WinCC OA applications are deployed should
also be re-evaluated in the future, to make sure that OS update or reinstallation can be performed in acceptable time.
The described disk swap procedure requires manual intervention of a system administrator and will likely be hindered by more heterogeneity in the infrastructure, caused
by new tendering rules for servers introduced at CERN.
Using virtualization would facilitate many tasks, performed not only during upgrades, including making backups and rolling back in case of problems. WinCC OA applications are currently successfully deployed on virtual
machines in the LHCb experiment at CERN, which serves
as a proof that such solution can be reliable enough for deployment of critical systems.
Software containers could also be useful in deployment
of new versions of WinCC OA and applications. Their introduction requires less changes to the infrastructure than
migrating to a fully virtualized solution. Docker is a de
facto standard of software containers and is used widely at
CERN, including a few successful applications in the Industrial Controls and Safety group. From the perspective
of the SAS, one of the major advantages of using containers is the ability to package application as completely independent images that can be deployed on any server in the
service. Their application could also help to solve some of
the problems encountered when multiple applications are
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running on the same host through isolation and resource
partitioning they provide.

CONCLUSION
The currently used methodology of upgrades, both in
terms of tools and procedures, is the result of almost 10
years of evolution in order to keep up with steadily increasing number of applications in the SCADA Applications
Service. It enabled three major upgrade campaigns to be
carried out successfully within time and resource constraints.
To make the process even more scalable, reduce incurred
downtime and required manpower, all aspects of the upgrades have to be further automated, from testing and deploying new versions of software to notifying users about
the interventions.
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ROADMAP FOR SLAC EPICS-BASED SOFTWARE TOOLKIT FOR THE
LCLS-I/II COMPLEX*
D. Rogind†, D. Flath, M. Gibbs, B. Hill, T. Maxwell, A. Perazzo, M. Shankar, G. White,
E. Williams Jr., M. Zelazny, SLAC Accelerator Laboratory, Menlo Park, U.S.A.
Abstract
With the advent of LCLS-II, SLAC must effectively
and collectively plan for operation of its premiere scientific production facility. LCLS-II presents unique new
challenges for SLAC, with its electron beam rate of up to
1MHz, complex bunch patterns, and multiple beam destinations. These machine advancements, along with longterm goals for automated tuning, model dependent and
independent analysis, and machine learning provide
strong motivation to enhance the SLAC software toolkit
based on EPICS V3 to take full advantage of EPICS 7[1],
which supports structured data and facilitates a languageagnostic middle-ware service layer. This paper provides
an overview of a few main goals for the software platform
upgrade path in support of controls, online physics and
experimental facilities for the LCLS-I/II complex.

the tools of choice. An effort is in place to unite the EPICS source configuration management using Git[3], a
modern distributed revision control system aimed at
speed, data integrity, support for distributed, non-linear
workflows, and provision of superior web-based graphical
user interface tools. The plan for EPICS source management includes:
 Shared SLAC Git repos with SLAC department specific branches as needed
 Upgrading to EPICS base version 3.15.5, with department specific releases for each target architecture
 Upgraded EPICS 3.15.5 modules will be shared
across base releases and departments.
It is anticipated that this plan will reduce duplication of
core software maintenance effort and facilitate SLACwide collaboration.

SLAC SOFTWARE WORKING GROUP

DISPLAY MANAGER

An inter-departmental SLAC Software Working
Group was assembled in 2017 to review the existing status of controls and physics software at SLAC. Going
forward, the working group will share plans, priorities,
and set common practices for software toolkits and standard implementations to service their accelerators and
photon beamlines. A roadmap was formed[2], with emphasis on the near-term timeframe (2017-2020) which
includes: 1a) establishment of a SLAC-wide common
EPICS version 3.15.5, 1b) migrating EPICS to git version
control, along with establishment of a centralized git
repository, 2) adapting a new python/QT based Display
Manager, 3) leveraging the existing suite of High Level
Applications (HLAs), 4) add to the existing EPICS 7
middle services layer, and finally, 5) start integrating
EPICS 7 components for handling of structured data. To
accomplish further EPICS 7 development and integration,
SLAC is committed to strengthening its engagement with
the EPICS Collaboration and to allocating resources.

The Extensible Display Manager (EDM), which has
been in heavy use for all SLAC accelerators and beamlines for the past decade, is nearing end-of-life, is no
longer actively supported, and has no EPICS 7 upgrade
path. PyDM, a python and QT based display manager
presently being developed at SLAC, has been chosen as
the EDM upgrade path. There are currently PyDM displays being introduced for LCLS; the intention is to use
PyDM for new displays for new machines (LCLS-II,
FACET-II).
Python was chosen as the basis for our display manager
because it is widely used by SLAC developers and users,
has strong community support, and has a large ecosystem
of libraries (particularly in the scientific and numerical
domains). By building the entire PyDM system in Python,
it is easy to extend with new widgets, and create customised versions of existing widgets for special purposes,
which encourages code re-use. The ease of development
in Python and the extensibility of PyDM, are a significant
advantage over other EPICS GUI systems.
PyDM includes a scripting system that lets developers
add code to displays. One way this code can be used is to
make dynamic displays that generate themselves from
middleware services. For displays like magnet control
panels, this eliminates a very large amount of work; currently, LCLS-I requires about 75 EDM files just to list the
various magnets in each accelerator region. By building a
generic PyDM 'magnet list' display that can retrieve a list
of magnets for a region (from the directory service) and
populate itself with user interface elements, the same
magnet interface can be provided by a single file.
As shown in Figure 1, this Python and PyDM capacity
for both display generation and code is the basis for new

SOURCE CONFIGURATION
MANAGEMENT
Lab-wide at SLAC there are multiple controls
groups, multiple EPICS repositories, and multiple version
control tools in use, with CVS and SVN historically being

___________________________________________
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physics high level applications and represents a future
path alongside MATLAB applications.

Figure 1: PyDM screen (left) and HLA (right).
In order for PyDM to be compliant with present and future EPICS 7 middleware services as well as future EPICS 7 IOCs, the following EPICS 7 components will be
required:
• pvaPy or equivalent pvAccess to python binding
(currently under development by the EPICS community)
• Aggregation/throttling of PV monitor client
callbacks
• EPICS 7 IOCs (requires a robust qSrv, currently in
development by the EPICS community; refer to section entitled “Middle Layer Services”)
Additionally an EDM to PyDM conversion utility is
desired to convert static EDM displays to PyDM, as there
are approximately 5000 EDM screens utilized for LCLS
currently.

LEVERAGE LCLS MACHINE AGNOSTIC
APPLICATIONS
After analysis, the SLAC Working Group deemed the
existing suite of SLAC physics High Level Applications
(HLAs) used in the Accelerator Control Room (ACR) as
sufficient for the upcoming commissioning phases of the
new LCLS-II facility (for the next 1-2 years). This applications suite, largely based on MATLAB, is mature, feature rich, extensive, and has served LCLS well; it would
be costly to migrate all existing code to Python.
Similarly, the core EPICS client tools (EDM, Save,
Compare, Restore (SCORE), archiver, electronic logbooks, etc) currently available are also sufficient in the
near-term. A path forward for the core EPICS client applications to migrate to PyDM/Python is desired, but premature in plans at this time.
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1. Directory service. All devices and elements of the
accelerator, and their metadata such as device type
and beam path, are made available to applications,
and soon also PyDM displays for automatic display
generation
2. Optics service. The reference (or "Golden") optics
computed from lattice definitions from design and
extant accelerator PV set points by XAL, are recorded in an Oracle database. An EPICS 7 service makes
Twiss and R-matrices available to applications. As
other modelling systems are added, they may be added as services as requirements suggest
3. Archive service. High performance service for EPICS PV archived data available to applications
4. Infrastructure service. Operations pertinent data in
Oracle is made available to applications
5. Polynomials service. Electromagnet response function (I->B) polynomials from the magnet metrology
database used for LCLS-II IOC configuration
Another service to be developed is the Beam Synchronous Data (BSA) interface service. Presently, the LCLS
BSA data result sets have some shortcomings. BSA is
implemented in IOC record processing, (nondeterministic) resulting in the more heavily burdened
IOCs to miss their time budget, which results in missing
BSA data. Applications collecting BSA data from many
devices at the same time invariably get data arrays of
different length. Working out which data are missing is
possible, but laborious for physicists, especially for ad
hoc software. Second, the pulse ids of acquired data are
hidden in the low order bytes of the timestamp, which is
obscure, and that data doesn't make it into the archiver.
Third, long term (many seconds worth of) contiguous
BSA data isn't available due to an FPGA architecture
limitation in LCLS IOCs.
Consequently, a BSA service is needed that makes
well-conditioned deep-buffered BSA data available to
applications, advanced modelling and machine learning
systems. The overall architecture, along with the future
BSA service, is shown in Figure 2.

MIDDLE LAYER SERVICES
Middle layer services have served LCLS well, as they
provide a centralized language-agnostic Application Programming Interface (API) for applications. The following
EPICS 7 middle layer services are currently in use at
LCLS:

Figure 2: Middleware Services – present and planned.
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SLAC plans to better support the beam pulse synchronized acquisition (BSA) data collection at the IOC level
using an EPICS 7 extension now in development, called
"qSrv". QSrv is the component of EPICS 7 IOCs that
mediates requests coming over the new protocol pvAccess, for data from the EPICS database. That is, qSrv is
the pvAccess equivalent of Channel Access's "rSrv."
In addition to accessing data from the EPICS database
for satisfying pvAccess requests, qSrv has two key features indicated for LCLS-II.
 It can process the data prior to assembly in a pvAccess Record, which we can use to extract pulse ID,
bunch charge, and other timing associated metadata,
and insert it right into the functional beam data returned (such as position offsets X, Y, of a beam
monitor, or the fast phase read back of a klystron).
That metadata then stays with the data into applications and the long-term data archive.
 qSrv can assemble sets of EPICS database record data together, synchronously, and deliver them as a
package as a single PV, for instance BPM X, Y and
TMIT together, or X, Y and TMIT for the last 10000
pulses together.
The EPICS 7 component requirements for the BSA service upgrade path include:
 Timing metadata in NTScalar user tag, qSrv (equivalent of V3 rSrv),
 pvAccess client applications
 Archiver requires pvAccess Gateway
 EPICS 3.15.5 will be the common basis from which
SLAC upgrades to 3.16 and the coming EPICS 7.

EPICS V7 INTEGRATION PLAN
The BSA Middleware service, for one, requires structured data, necessitating EPICS 7. The necessary EPICS 7
Components for future upgrades are listed in Table 1.
Table 1: Necessary EPICS V7 Components

Referring to Figure 3, High Level SLAC Software
Roadmap, LCLS-II Early Injector Commissioning (EIC),
planned for January 2018, will use EPICS V3.15 IOCs,
EDM, and Channel Access (CA). From now through the
FY 2020 timeframe (LCLS-II first light), the following
components will be developed, tested, and deployed, as
prioritized and guided by the SLAC Software Working
Group:
 PyDM Display Manger adds features; will be
productized
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 Timing metadata will be embedded in NTScalar
 qSrv is made robust & incorporated into V3 IOCs,
producing EPICS 7 IOCs; pvAccess & CA co-exist
 Structured data (w timing metadata) served via EPICS 7 IOCs & pvAccess is served to EPICS 7-aware
clients
 pvAccess Gateway is further tested, developed, and
integrated
 Structured data archived to EPICS 7-enabled Archive
Appliance and viewable by enhanced Archive Viewer
 LCLS BSA Service incorporates LCLS-II BSA data
In order to accomplish these tasks in this near-term,
SLAC plans to commit resources to development along
with increased engagement with the EPICS Collaboration.

Figure 3, High level SLAC Software Roadmap.

SUMMARY
SLAC is committed to establishing commonality
amongst its software toolkits and standard implementations to service their accelerators and photon beamlines.
Due to the complexity of the LCLS-II machine under
construction, along with SLAC long-term goals for automated tuning, model dependent and independent analysis,
and machine learning, there is strong motivation to enhance the SLAC software toolkit based on EPICS V3 to
take full advantage of EPICS 7, which supports structured
data and facilitates a language-agnostic middle-ware
service layer.
The EPICS Version 3 upgrade path to EPICS 7 key
points include:
 LCLS-II Early Injector Commissioning (EIC),
planned for January 2018, will be all Version 3, EPICS 3.15.5 IOCs.
 Later, as qSrv is certified, LCLS-II will use EPICS 7
IOCs (base 3.15.5 + qSrv), particularly for BSA
IOCs
 Hence, Channel Access (CA) and pvAccess protocols will exist on the network simultaneously, at least
until all IOCs are pvAccess aware
 The end of life of CA will depend on the EPICS
community, and speculation on how that will look at
SLAC is premature.
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SLAC KLYSTRON TEST LAB BAKE STATION UPGRADE
S. Alverson, P. Bellomo, K. Mattison
SLAC National Accelerator Laboratory, Menlo Park, CA 94025, USA
Abstract
The Klystron Bake Station at SLAC is a facility for
baking out klystron tubes (high power RF amplifiers)
among other large equipment in preparation for
installation in the linac. The scope of this project was to
upgrade the 30-year-old controls (based on VMS and
CAMAC) to utilize PLC automation and an EPICS highlevel user interface.
The new system allows for flexible configuration of the
bake out schedule that can be saved to files or edited real
time both through an EPICS soft IOC as well as a local
touch panel HMI. Other improvements include active
long term archiving of all data, COTS hardware
(replacing custom-built CAMAC cards), email
notification of fault states, and graphical user interfaces
(old system was command line only). This paper
discusses the improvements made and problems
encountered in performing the upgrade.

BACKGROUND

Figure 1: Bake station 5 with oven shell removed (device
in center is klystron tube awaiting bake-out).
Production and fabrication of most chambers and invacuum devices naturally leads to many undesirable
contaminants building up on and in their surface. Such
contaminants such as hydrocarbons will lead to
outgassing under very low pressures, which makes
pumping down a high vacuum system very difficult if not
impossible. Additionally, such contaminants in high
voltage gradient devices such as klystrons can lead to
arcing once voltage is applied which can damage the
hardware. In order to remove these contaminants, a
combination of high heat and vacuum pumping needs to
applied under highly controlled conditions over a long
period of time (up to a week or more).

The klystron bake stations (Figure 1) at SLAC were
originally built over 30 years ago and whereas some
minor elements have been upgraded over the years, the
hardware and controls have largely remained unchanged.
Control of the heaters and pumps were all handled
through FORTRAN scripts running on a VMS operating
system that in turn communicated with a CAMAC crate
loaded with custom SLAC-designed I/O modules.
Interlocks were handled entirely through hard-wired relay
circuits that also read back through CAMAC modules.
Not only was much of the hardware for the heater and
vacuum systems much in need of modern replacements,
the CAMAC and VMS systems are no longer being
supported at SLAC and therefor a full upgrade was
necessary.

REQUIREMENTS
Upgraded stations provided must be robust, stable,
reliable,
and
serviceable.
Mechanical
and
electromechanical hardware shall have a service life of
10-20 years. Electronic hardware shall have a service life
of 20 years. After a power outage, the system shall
default to a predefined safe condition upon reset or
restart.

Figure 2: Example vessel temperature and pressure vs.
time profile (not measured data).
In order to prepare new klystrons and chambers ready
for use in High Vacuum, the Vacuum Microwave Devices
Department (VMDD) at SLAC needs to be able to pump
down the oven vessel, klystron tube, and RF window to at
least the 2.5x10-5 Torr range while simultaneously raising
their temperatures to as much as 700°C [1]. Temperatures
for these regions are ramped up and down via heat tape
according to predetermined profiles created by the expert
users. These profiles (Figure 2) can be saved and loaded
both directly via the PLC interface as well as remotely for
offline filing and log reports.
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as temperature, pressure, and water flow), and control
PID feedback loops. Additionally the PLC is connected
to a 15” PanelView touchpanel HMI for local operational
control and readback.

Figure 3: Example klystron filament voltage and current
profile (not measured data).
Similarly, the voltage applied to the filament within the
klystron tube shall be ramped up and down with its own
predefined profile to assist in the cleaning of
contaminants within the tube (Figure 3).
The
combination of the filament and temperature ramp times
and rates as well as interlock setpoints is called the “Bake
Schedule” and is designed and loaded into the PLC on
per-use basis. Some Schedules are standard and should
be saved and loaded as needed, but custom Schedule also
need to be facilitated.

ARCHITECTURE

Figure 4: Generalized hardware architecture.

Hardware
The Bake Station consists of the Oven Vessel, Klystron
Tube, and RF Window systems (Figure 4). Each of these
systems has their own isolated vacuum, heating, and
cooling systems.
The main driver for the operation and interlocks of the
upgraded Bake Station comes from an Allen-Bradley
Compact-Logix PLC utilizing 1769-L33ER processor
(Figure 5). This PLC uses a variety of analog and digital
modules to readback interlocks, monitor readbacks (such

Figure 5: Bake station PLC.
The PLC is wired to a variety of sensors and controllers
used regulate the temperatures and pressures in the
various subsystems. For the temperature, a Eurotherm
EPower controller is used to regulate the current to heater
tape wrapped around the Vessel. A Eurotherm EPack
controller drives the Filament inside the tube.
For the vacuum, Ion Pumps are used on the Tube and
Window lines whereas a diffusion pump backed by a
scroll pump is used to pump out the Oven Vessel itself. A
cold trap is used to catch as much of the oil from the
diffusion pump as possible from back propagating into
the chamber. A Gamma MPCe (standard COTS
controller for SLAC) is used to control all of the Ion
Pumps, while the diffusion and its backing pump (which
themselves were out of scope for this upgrade) are
controlled via hardwire relay-based interlocks only. Cold
Cathode and Convectron gauges are used on all three
subsystems for pressure readback and interlocking and
the Granville-Phillips 370 controller is used for these.
Finally, the pneumatic valve solenoids are driven directly
via outputs from the PLC.
In addition to the PLC interlocks however, there are
also a series of hardwired relay-based interlocks installed
as a redundant fail-safe system to ensure that power to the
various power supplies and pumps is shut off in a safe
manor should a major fault occur. These relays can be
reset through a digital output from the PLC only if all of
the hardwired interlock signals are clear.

Software
As mentioned above, all critical control for the Bake
Station takes place locally on the PLC independent of
network availability (Figure 6). It was decided that
remote access and control of the Bake Schedule was
highly desirable given the long runs of a given bake out,
however nothing in the Bake Station should depend upon
the controls network being actively connected. To
accomplish this, the Bake Station PLC stores up to 10
different bake out profiles that can be saved and loaded
locally from local touchpanel HMI.
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a specified Schedule on the PLC. It is also capable of
downloading the active or stored schedules from the PLC
to be saved on a group network drive or appended to a
logbook entry. All Schedule data can be edited on the fly
within the Python GUI or additionally through an EDM
interface.

Figure 6: Bake station network architecture.
Remote readback and control then is provided through
an EPICS 3.14.12 Soft Input/Output Controller (SIOC)
running on the test facilities production network. There is
no Autosave functionality as once again the PLC is
intended to be the Master for purposes of configuration
control. A user interface is provided through EDM
(Figure 7) and is designed to largely reflect the layout and
design of the PLC HMI screens. An Alarm Handler is
also implemented in order to send out emails to specified
individuals in the even of a major fault.

Figure 8: Python bake schedule interface.
All data in the SIOC is stored were possible via the Test
Facility Archive service. The standard SLAC Archive
Viewer Java application can be used to plot and correlate
history data.

ISSUES

Figure 7: Bake station 5 home screen.
The SIOC communicates with the PLC over the
network using the EtherIP protocol. Additional redundant
communication is established with RS232 via a Digi
terminal server to the vacuum gauge and ion pump
controllers to aid in troubleshooting and some optional
controls and readback no available for access by the PLC.
One of the requirements outlined by the users was that
they wanted to be able to take tables of setpoint data from
Excel and load it directly into the PLC as a Bake
Schedule. To facilitate this, a Python application (Figure
8) was written using PyEPICS to talk to the PLC and
PyQt4 as the user interface. This GUI takes formatted
Comma Separated Value (CSV) tables and parses it out to

As was to be expected, the PID loops for the
temperature and filament controls took quite a bit of time
to properly tune. Using generic industrial “furnace” type
PID parameters managed to get pretty close to the correct
tune, but some long term running and iteration was
necessary to smooth out the response.
Additionally, an issue was encountered with the current
supply to the Tube filament. All of the original Bake
Stations were designed to use old type 132-135 filament
power supplies with a stepper motor driven Variac and
diodes on the output. For the station 5 upgrade this was
changed to an SCR controller employing phase angle
control. During testing with oven chamber removed, we
noticed an audible hum of filament at 35 ARMS. The
measured oscillogram of the filament voltage (current) is
shown in Figure 9 below.

Figure 9: Filament Voltage Oscillogram.
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It is believed that this is caused by the chopped
waveform produced by the Eurotherm controller. This
chopped current causes high electromagnetic fields and/or
thermal stresses that flex the filament at 60Hz. Flexing
degrades the filament and the sintered support material
mechanically (Figure 10).
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Testing is still ongoing on trying to clean up the
voltages for the Tube filament. Instead of the Eurotherm
EPack, we are currently testing whether a Variac
transformer will provide a more steady and cleaner
waveform.
In general though, the new system is far maintainable
utilizing largely Common Off The Shelf (COTS)
hardware with a ready available spares pool (Figure 12).
Additionally the new graphical interface provides for a
much more intuitive method for controlling and
interacting with the station than the old command line
based script system.

Figure 10: Flexed tube filament.
A new automated solution involving a sinusoidal AC
Variac transformer is currently being tested in the hope
that a cleaner full waveform will work better.

RESULTS
Despite the issues encountered above, we have found
that the PID loop, interlocks, and Schedule management
have worked quite well. Several klystrons and other
equipment have successfully been baked out and made
ready for full production use (Figure 11).
Figure 12: Bake station 5 before (left) and after (right).
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LCLS-II INJECTOR LASER SYSTEM
S. Alverson, D. Anderson, S. Gilevich
SLAC National Accelerator Laboratory, Menlo Park, CA 94025, USA
Abstract
The Linac Coherent Light Source II (LCLS-II) is a new
Free Electron Laser (FEL) facility being built as an
upgrade to the existing LCLS-I and is planned for early
commissioning this year (2017) and full operation in
2020. The injector laser, which hits the cathode to
produce the electrons for this FEL source, is conceptually
similar to LCLS-I but will utilize an upgraded controls
architecture in order to be compatible with the faster
repetition rate (1 MHz) of the beam. This includes
moving to industrial PCs from VME and utilizing SLAC
designed PCIe timing cards and camera framegrabbers.

BACKGROUND
The Linac Coherent Light Source II (Figure 1) at SLAC
National Accelerator Laboratory is a high intensity,
extremely tunable X-Ray Free Electron Laser (XFEL)
facility. The light this facility uses for experiments is
generated by a 1 km superconducting electron accelerator
with a photocathode source [1].

Figure 1: LCLS-II Full Beamline Schematic (Injector
circled).
In order to generate these intense X-Rays, LCLS-II
actually uses two different laser systems (Figure 2). For
the first or these, high power 257 nm wavelength (UV)
laser light (hereon referred to as the Drive Laser) is
pulsed at up to 1 MHz onto a semi-conductor cathode to
emit electrons that are then accelerated by RF through a
series of superconducting cavities.

Figure 2: Laser Transport Lines.

Once these electrons are sent down the accelerator
however, micro-bunching instabilities can develop which
adversely affect the quality of the X-Ray beam generated
further on. To counteract these instabilities there is a
second 1030 nm (IR) laser (called the Heater Laser) that
is aligned to co-propagate with the electron bunch
through a small wiggler magnet in the center of a
magnetic chicane. This laser is capable of running at 1
MHz as well and will be timed to overlap with the travel
time of the electrons to the chicane.

REQUIREMENTS
Each of the two laser systems described above will be
designed to function entirely independently [2]. They
will each be generated from separate sources and
synchronized with independent oscillators and feedbacks.
This is a departure from LCLS-I where the Heater Laser
was generated from the unconverted light left over after
the UV conversion process for the Drive Laser. This
allows for far more flexibility for using these systems as
well as the ability for the laser physicists to manually
reconfigure the Heater Laser to act as a hot spare for the
Drive Laser in the case of a major failure (dedicated spare
lasers are planned for both the Heater and Drive, but they
will come at a later date).
Additionally, both lasers will have dual shutoff paths
tied to the Machine Protection System (MPS) in the case
of an interlock fault which endangers a piece of beamline
equipment as well as the Beam Containment System
(BCS) which will fault the Drive Laser in the event of a
fault where the beam may cause a potential risk to
personnel. The first of these shutoff paths comes in the
form of the Acousto-Optic Modulator (AOM) that acts as
a fast switch and rate selector for the lasers. The second
is a slower mechanical shutter that will block the lasers
just before they enter the electron beamline. When a fault
occurs, the AOM will divert the lasers into a beam dump
until the mechanical shutter has had time to close. Once
the shutter is fully inserted, the AOM will be allowed to
send beam down so that the beam can be diagnosed and
aligned if need be.
In order to stably deliver the laser pulses to their
respective destinations, there will be several automated
steering feedbacks that will maintain the beam centroid
calculated from camera data by tilting upstream mirrors in
the horizontal and vertical planes. Most of these
feedbacks will be capable of maintaining both position
and angle of the beam trajectory, but due to space
constraints there will be some that are only able maintain
position.
Finally, there will be a variety of other beam
diagnostics for remotely tracking the properties of the
lasers along their transport. Cameras, powermeters,
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oscilloscopes, irises (collimators), cross-correlators,
humidity/temperature sensors, and timing will all be
accessible remotely and have data archived for analysis
and troubleshooting.

ARCHITECTURE
Hardware
A large variety of equipment is necessary to be used for
control and readback of the laser systems (Figure 3).
Wherever possible, controllers and sensors were chosen
to be compatible with commonly used equipment
elsewhere in LCLS-II and LCLS-I. Due to the specific
wavelengths of the laser light (particularly with regards to
the Shortwave IR light used for the Heater) some
exceptions to this were necessary for the cameras.

Figure 3: Generalized Controls Architecture.
The center of the controls architecture is the Software
Input/Output Controller (SIOC) where the EPICS
software is run. In applications where direct interface to
hardware is required for timing, cameras, or
analog/digital data an Industrial PC will be used. LCLSII has chosen the 1U and 2U units from Advantec as the
Common Platform for LCLS-II and the Laser System will
follow that standard.
The PC will run LinuxRT and inside will be several
PCIe cards. A timing card developed at SLAC will be
used to bring in the LCLS-II scheduled timing patterns
which can be used for BSA time-stamping of data as well
as for outputting TTL hardware triggers for use in
triggering devices such as the powermeters and the AOM.
General I/O data will come into the PC through a PCIe
carrier card for Acromag Industry Pack modules.
Camera data will be acquired via one of two methods.
A SLAC designed framegrabber card will be used for
talking data from Camera-Link style cameras. CameraLink has proved through testing to be more resilient in
radiation environments and so will be used in all high
availability installations (feedback cameras, iris profile,
etc.). The framegrabber is capable of communicating
with eight cameras simultaneously and has an integrated
timing module for triggering as well as Beam
Synchronous Acquisition (BSA) of data. For the Drive
Laser, the JAI CM130-CL will be used as we have had
good results with their cameras in the past in UV.
Meanwhile, the Basler
acA2040-180kmNIR will be used

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA025

for the Heater Laser. This camera’s sensor is not
optimized for 1 um light, but in testing it appears that it
should be good enough for the purpose of alignment and
it is far less expensive than true SWIR cameras. In the
case that the sensor does not prove good enough for the
laser physicists to maintain the quality of the beam, the
AVT Goldeye has been chosen as a backup as it is
intended for operation at this wavelength and should have
greater fidelity. In the laser transport lines that will only
be used during initial alignment, the plan is to use
Gigabit-Ethernet cameras, in this case the AVT Manta
G033B that has broad use in LCLS-I currently. These
cameras will be connected directly to the Ethernet port of
the PC and use Power-Over-Ethernet which requires
minimal cabling and is somewhat easier to setup and
troubleshoot.
Motors will generally all be compatible with the
Newport XPS-Q8 controller. This motor controller
platform is heavily used throughout LCLS-I for laser
applications which provides for a large support structure
and ready spares. The exception to this is that the laser
oscillators as delivered from the manufacturer utilize
stick-slip piezo motors from SmarAct. This therefore
necessitates the use of the SmarAct MCS controller for
this application. This controller is also used in some other
installations in LCLS-I, but in much more limited scope
than the Newport XPS-Q8.
For motors that require long cable runs, particularly
into the tunnel, SLAC-designed extension chassis will be
used to amplify and condition the control and readback
signals. These chassis support a variety of motor types
(steppers, servos) and position readbacks (LVDTs,
potentiometers, encoders) as well as some general
purpose I/O. As a downside, these amplifiers are not
compatible with the Newport Enhanced System
Performance (ESP) technology for Plug-and-Play
configuration of the motor stages. This technology relies
on an EEPROM chip embedded in the cable of the motor
though which will likely be adversely affected by the
radiation environment and possibly rendered unusable
anyway, therefore motors will be configured manually at
the controller and the configuration files saved in version
control.

Software
As mentioned above, the Injector Laser controls will be
EPICS based SIOC applications.
Most of these
applications will be running on centralized LCLS-II
productions servers except in the instance discussed
earlier where direct interaction with hardware is required
in which case a local Industrial PC will be used.
For EPICS, the plan for LCLS-II will be to standardize
on version 3.15. For Early Injector Commissioning this
year however 3.14 may be used for some of the Laser
system applications that are directly based on reuse of
LCLS-I code. These will all be upgraded however for the
final turn-on.
Many standard EPICS collaboration modules will be
utilized for the laser controls. For all motion control the
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standard motor record will be used, though the exact
version/branch is still under discussion. Similarly all
camera data will be handled through Area Detector. All
of these as well as the serial communication to the
powermeters will rely on Asyn and StreamDevice. The
steering feedback code will be largely repurposed from
the working code used in LCLS-II. This code is written
in State Notation Language and relies on a sequencer.
The basic user interface will initially be done in EDM
and largely based off of the existing panels for LCLS-I
(Figure 4). The eventual plan however is to convert all
screens and interfaces over to use the new PyDM display
manager based on Python and Qt5 currently under
development as part of an international collaboration led
by SLAC.
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Figure 5: LCLS-I Laser Maintenance Python GUI.
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Figure 4: LCLS-I EDM Laser Main Panel (LCLS-II will
be of similar design).
Finally, there are a few high level applications that will
be repurposed from LCLS-I. Automated maintenance
scripts written Python (Figure 5) take daily data on the
laser and upload it to an online database. There are also
several Matlab scripts for performing a variety of actions
on the laser from profile image analysis to operating the
cross-correlators.
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CONTROL SYSTEM DEVELOPMENT FOR THE TLS
Y.S. Cheng, Jenny Chen, C.H. Kuo, C.Y. Wu, C.Y. Liao, P.C. Chiu, C.J. Wang, Demi Lee, C.H.
Huang, Y.T. Chang, S.Y. Hsu, K.H. Hu, K. T. Hsu
National Synchrotron Radiation Research Center, Hsinchu 30076, Taiwan
Abstract
Control system of the 1.5 GeV Taiwan Light Source
(TLS) was working near 25 years. The original control
system for TLS is a proprietary design. Limited resource
prevent major revised possible. Several minor upgrades
during last two decade to avoid obsolete of some system
components and keep up-to-date since its delivery in early
1990. These update are also necessary to support the
development of the accelerator system. The control system
of the new 3 GeV Taiwan Photon Source (TPS) which start
service in 2016 is based upon the EPICS framework. To
save resources for TLS control system maintenance and
development, adopt EPICS for new developed and
rejuvenated subsystems for some of the TLS control
interfaces includes BPM system, insertion devices, bunchby-bunch feedbacks, quadrupoles power supplies control,
booster to storage ring transport line control, electronics
instruments interface and so on. These efforts allow new
devices installed, obsoleted parts replacement, add new
software components and functionality. EPICS related
applications developed continually accompany with the
TLS control consoles environment normally. Control
system allowed two kinds of control environments working
together seamlessly. Strategic and efforts will summary in
this report.

INTRODUCTION
The TLS is a third generation of synchrotron light source
built at the National Synchrotron Radiation Research
Center (NSRRC) campus in Taiwan in early 1990’s. The
machine dedicated in 1993. The TLS consists of a 50 MeV
electron Linac, a 1.5 GeV booster synchrotron, and a
storage ring with 360 mA top-up injection. The TLS
Control system is a proprietary design [1] which consists
of console level workstations as operation interface and
VME based intelligent local controller (ILC) to interface
with subsystems. Several minor upgrades had been
performed to avoid obsolete during last two decades.
Hardware and software on console level workstation
change several times due to evolution of fast evolution of
computer technology. PC running Linux is the current
configuration. Hardware and software on VME layer
change several times also to avoid obsolesce of parts. Well
design of the original control software structure, port to
new platforms without difficult.
The EPICS (Experimental Physics and Industrial
Control System) is a set of open source software toolkits
used to create distributed soft real-time control systems for
scientific facility such as the particle accelerators and large
scientific experiments [2]. Many resources and supports
are available as well as numerous applications for
accelerator have been developed.

To meet user requirements, a new low emittance light
source was initiated and discussed around 2005 and finally
conclude the TPS of 3 GeV synchrotron light source [3, 4]
which was delivered in 2015 and start to provide user
service in 2016. The EPICS toolkits were chosen as control
system framework for the TPS project. Due to limited
resources available, it was decide to fuse the original
architecture of the TLS control system with the EPICS
environment and run two control environments together at
the same platform rather than to convert whole control
system into EPICS or use gateway to bridge two different
control environments. For the new installed or rebuild
subsystems runs EPICS control environment to reduce
working load and use the same expertise of manpower.
In the TLS, the control console operate on the existing
control system environment and fuse with the EPICS is the
approach for TLS control system maintenance strategic.

TLS CONTROL SYSTEM AT BEGINNING
The control system of the TLS is a distributed-type
system and follows the concept of "Standard Model"
control system for experimental physics. It's a two-level
hierarchical system providing good real-time performance
with a system update rate of 10 Hz. The overall architecture
is simple, scalable, and easy in maintenance. Process
computers and workstations at the upper -level control
system provide graphical user control interfaces, data
storage, the necessary computing power for machine
modeling, …etc. The VMEbus based ILC are hearts of the
lower-level control system that handles real -time device
access and closed loop control. The two levels are
connected by Ethernet network using IEEE 802.3 standard
and TCP/IP protocol. The software used on the upper-level
computers includes database server, network server,
simulation programs, various applications, and X-window
based graphical user interfaces. Device drivers, application
programs for devices control, and communication
programs are the major software components on the ILC
level. The central parts of the console level software and
ILC layer software called as “TLS console core” and “TLS
ILC core” respectively. The hardware configuration of the
control system is shown in Fig. 1.
The console level computers, comprising a process
computer and several workstations, handle the systemwide device control functions and provide a friendly
operator interface. The process computer is a VAX 4500.
The workstation consoles serves as the platform to run
graphical and control applications as well as the operator
control console. The X-Window and OSF/Motif systems
are used to develop the friendly, dedicated graphic user
interface for facility operation. A graphical editor was
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developed for easy configure GUIs and link to signals
channels.
The ILC is a VME-based system that includes Motorola
MVME-147 CPU board and a variety of interface cards.
The ILCs are field level controllers, which perform data
acquisition, local closed –loop control, and monitoring
equipment of various subsystems. The ILCs are connected
to the hardware devices via analog and digital input/ output
interfaces, NI GPIB-1014 VME module interface, and
serial communication interface. There are 10 ILCs in the
control system dedicated to the storage ring.
The software structure is divided into several logical
layers, as shown in Fig. 2. These include device access,
network access, database management, graphical user
interface, and applications. The purpose of software
layering is to reduce the development time. Many
applications run at console level computers; including the
data logging and archiving, alarm checking and machine
modeling programs on the process computer.
The dynamic data are updated into the database of the
console computers at 10 Hz. The devices access processes
run on ILC, as well as the control tasks and various
input and output tasks. The pSOS+ real-time kernel
provides the ILC with support for task scheduling, memory
allocation, event handling, and message queuing. The
pNA+ network support package provides socket network
programming interface. The hardware dependent device
drivers are also implemented. Downloading the database
from the process computer into the ILC to form a local
distributed database is under development. The network
access software takes control of the data exchange between
console level computers and ILCs, while the
communication protocols UDP/IP and TCP/IP provide an
open environment for easy expansion. The console level
computers use the VAX/VMS system, and the software
package is developed using high-level language. Functions
of the process computer and workstations are slightly
different. The process computer holds the system wide
static database and maintains it. At system start-up, each
workstation requests and receives a copy of the static
database from the process computer. Each console
computer then has all the database information necessary
to process dynamic database frames received from the
ILCs. The workstations are mainly used for the user
interface. The process computer initiates the
The booster control system is a turnkey system provided
by Scanditronix AB in 1990. The system is a VAXstation
that stores the database and functions as the control console.
A Multibus Crate is used as the data collector. The preinjector control system is a PLC-based system using
Simens' Simatic S5- 135 PLC and is connected to Multibus
crate by Ethernet. A BitBus network that connects about
20 nodes together to Multibus crate controls all booster
devices. The control system are operated in stand-alone
mode before the control system integration in late 1997.
The virtual instrumentation system connects IEEE-488
enable instruments by local area network via GPIB-ENET
adapter [5]. Operator and machine physicist will have the
flexibility to access the instruments via the control system.
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This system was built on standardized networking
protocols and implemented with the measurement server
concept.
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Figure 1: Hardware configuration of the control system at
early stage.
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Figure 2: Block diagram of the software structure of the
original TLS control system.

EVOLUTION OF THE HARDWARE AND
SOFTWARE OF THE TLS CONTROL
SYSTEM
Many devices/subsystems were added to the TLS
include insertion devices, 1.3 GeV to 1.5 GeV upgrade,
top-up injection, un-reliable system improvement, obsolete
parts replacement, orbit stabilization, bunch-by-bunch
feedbacks,
superconducting
insertion
devices,
superconducting RF system, new quadrupole power
supply…etc. during last two decades. The control Ethernet
is updated from 10BASE5 “Thick Ethernet” (CSMA/CD),
hub, then 10M/100M/1G/10G switched Ethernet gradually
to keep up-to-date with the evolution of Ethernet
technology. At ILC layer, M68K/pSOS+ environment have
been success migrated to PowerPC/LynxOS environment
start from 1998. It was taken about more than 5 years
efforts to remove all M68/pSOS+ system. Combine
Compact PCI (cPCI) crate running Linux, TLS ILC core
and EPICS IOC were deploy since 2014. The control
consoles were migrate gradually from VAX/VMS,
DEC/Ultrix environment to PC/Linux environment
between 2006~2010, the conversion keep original software
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structure and protocol. Control servers convert form
VAX/VME to PC/Linux environment in 2009.
To minimize necessary manpower to maintenance,
EPICS environment was decided for the TLS control
system revise after TPS project launch around 2008. The
first EPICS system of the TLS is BPM upgrade, Libera
Electron was adopted for BPM upgrade, an EPICS to TLS
control system gateway was implemented to simulate the
role of ILC without take advantage of all functionality of
BPM electronics. To bridge two kinds of control
environment together using a gateway in common, but it
need scarify some functionality. Since then, pros and cons
of the gateway was examined. Functionality of TLS control
system is less richness than EPICS. To take advantage of
the EPICS environment, it was decided to fuse of TLS
control system with EPICS to take full functionality of both
system. Control console running EPICS and TLS control
environment start from 2010. After that time, several minor
upgrades of TLS subsystem were done for the purpose of
maintenance by the approach of rebuild of the original
subsystems which were difficulty to maintain.
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between the low-level tasks at ILCs and the console level
applications. The application programs access equipment
parameters directly from database rather than from ILC,
and therefore are devices transparent. Among the many
applications run on the console level computers, the data
logging and archiving, alarm checking and machine
modeling programs are run on the process computer, and
the graphic-oriented applications such as real-time trend
display, machine parameters display, and computation
intensive tasks are run at the control consoles. The software
at device control level include PowerPC/LynxOS based
ILC and newly added EPICS IOC which run TLS ILC core
to interface various subsystems and devices.
OPI
Launch

EDM,
Matlab with
LabCA,
LabVIEW,
Python, ..etc.

TLS Console Core

Setting Dispatch
Channel Access
Repeater

Server
Clint

Client
Server

DDB Upload
Data Collector

Setting Threads

TLS ILC Core

FUSUION OF TLS CONTROLS WITH
EPICS
No enough resources as well as no shutdown window
longer enough to revise the whole TLS control system. It
was decide to combine TLS controls with EPICS
environment. Maintain existing TLS hardware and
software as possible. For the system need revise go to new
solution: support TLS control system and EPIC to avoid
obsolesce and maintain difficult. There is no plan for major
upgrade of the TLS control system. The TLS adopted a
different method to fuse two kinds of control environment
together.
The first step is combined EPICS IOC functionality with
TLS ILC environment. It was decides give up ILC in
VME/LynxOS combination further. New platform will
same as TPS control system to save necessary resource.
The concept is shown in Fig. 3. The TLS ILC core was
modified as data server follow TLS control protocol and
co-work with EPICS IOC. The TLS ILC core can read data
from I/O device directly or by PV access the EPICS IOC.
However, setting can only done by EPICS IOC to keep data
consistence. An EPICS IOC is will run at the front-end
controller. The ILC core access the I/O devices via the
EPICS IOC which running at the same platform via TCP
socket. This configuration support homogenous access
from TLS console software and EPICS applications.
The hardware system of the revised system hardware as
shown in Fig. 4 EPICS OPIs, EPICS Servers, and EPICS
IOCs are added to the systems. Networking have been
migrate to 1 G/10 G environment.
The software environment is show as in Fig.5. TLS
console core and GUIs can access all devices as this
original design include new cPCI based EPICS IOCs
which embedded TLS ILC core. EPICS EDM pages can
only access devices which support EPICS IOCs. The
central database on TLS console core is used as a buffer

EPICS IOC

I/O Hardware
Ethernet, AI/AO/DI/DO, …etc.

Figure 3: Concept of EPICS IOC fuse with TLS ILC core.
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SOME EPICS APPLICATIONS DELIVER
TO TLS CONTROL SYSTEM
Combined two kind of user interface at the same
consoles will benefit to usage. The console installed TLS
console core and EICS OPI. The control page of TLS can
invoke EDM page by a simple click by invoke a simple
script. It provide seamless integrated GUIs and take
advantage of both kinds of control system. Some of such
kind applications are summary in this paragraph.

Invoke EPICS Applications from TLS Control
GUI
To easy the operation of TLS of different kind of GUIs,
the EPICS EDM pages or another kind of GUIs (Matlab,
Python, …etc.) can invoke by a click to execute a simple
script is current solution. Figure 6 show the look and feel
of the TLS GUI with EDM and Matlab GUI at the same
time. Other kind GUIs can also support by another tools.

Figure 6: Typical operation interface combined several
kind of GUIs.

TLS BPM EPICS Applications
The TLS upgraded the BPM electronics for both the
storage ring and the transport line and completed
respectively in 2008 and 2012 [6, 7, 8]. Besides integrating
into the original TLS control system, since the electronics
has embedded EPICS server, it also provides GUI for
display and configuration by EPICS implemented as Fig. 7.
EDM and Matlab GUI were implemented to support
operation of the BPM system.
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Bunch-by-Bunch Feedback Applications
Commercial bunch-by-bunch feedback solutions iGp12
(Integrated Giga-sample Processor 12) [9, 10] is adopted to
suppressed beam instabilities in TLS. The system is
embedded EPICS IOC. GUIs in EDM are provide to access
the devices. A simple waveforms interface implemented let
the operator tell whether the bunch-by-bunch system is
working properly or not. The notch due to noise
suppression at the averaged bunch spectrum is used as tune
monitor for routine operation and a tune EDM page is
created.

Rebuild Controls for U50 and U90 Undulators
The undulator U50 and U90 for Taiwan Light Source
(TLS) was installed on March 1997 and March 1999.
Control system of U50 includes a PC running MS-DOS for
local control. Control system of U90 includes a VME crate
which equips with PowerPC CPU module running LynxOS.
Re-build control system for both undulators decided to
eliminate maintenance difficult. Ethernet based motion
controller was chosen to drive motor drivers. All control
functionality will coordinate by the cPCI EPICS IOC. To
compatible with TLS existed control environment, a TLS
ILC core as server program was developed to access I/O
devices PVs via the EPICS IOC by TCP/IP protocol. The
user interface implemented by using EPICS EDM
(Extensible Display Manager) was also created. TLS GUI
and EDM control page for U90 as shown in Fig. 8, is for
general operation and a detail maintenance page can show
all status and adjustable PVs parameters (PID, torque
limit … etc). These upgrade lead to avoid obsolescence of
the control parts, increase productivity and support on-thefly experiments [11].

Figure 8: TLS GUI and EDM to support U90 operation.

Remote Access of Ethernet-based Oscilloscope

Figure 7: BPM GUI interface.

Several types of oscilloscopes had been used for
different purposes at the TLS control system. The
DPO4000 are usually used for observing Linac-related
waveforms. The DSO9000H is higher resolution
oscilloscope and specially used for observing and
analyzing waveforms of storage ring injection kicker
current transformer in detail at every injection. One
dedicated EPICS IOC was set up to implement the EPICS
support, and communicates with the oscilloscope via
Ethernet interface [12]. Figure 9 shows waveform related
to the operation of booster synchrotron.
THPHA026

Control Systems Upgrades

1403

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA026

be part of a file-name on Windows system, it is converted
to ‘_’ by the “store” program while creating then insert the
name in the top of the file as description.

SUMMARY

Figure 9: GUI for observing the waveforms of TLS booster
synchrotron.

Quadrupole Power Supply Replacement
Quadrupole power supply have been replace by high
efficient power supply in 2015. The new cPCI controller
support EPICS IOC and TLS ILC core. The system can
support TLS control and EPICS environments. Figure 10
shows the TLS synoptic GUI for power supply control
include dipole power supply and sextupoles, detailed
devices page for quadrupole power supply can invoke
related EPICS EDM page for further control functionality.

To take advantages of the latest hardware and software
developments to deliver high performance, rich
functionality, and avoid maintain difficult for obsolete
components, TLS control system were revised continually
by resources which were allocated for annually
maintenance. To support both of the existing TLS control
system and the EPICS environment, the client consoles
were setup with TLS console and EPICS environment for
access the upgraded subsystems via TLS control protocol
and PV channel access from the dedicated IOCs combined
with TLS ILC core. Various EDM pages for different
purposes were created for operation at the TLS accompany
with existed TLS GUIs. Do the things when it need is the
current strategic for the TLS control system maintenance.
Maintain the TLS system by adequate small scale upgrade
approach was adopted to take advantage of latest
technology and also allowed by the limited available
resources.
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Figure 10: GUI for storage ring power supply controls.
TLS GUI for synoptic control, EPICS EDM for detailed
control.

Archive EPICS PVs with the Same Format of
TLS Data Archive
Besides the basic control functionalities to fuse both
control environments together, the archive system is
another important issue needed addressed. The archive
system of TLS control system is simple; the file format is
pure text including time stamp and value columns only.
There are two types of archive, logged at 10 sec and 100
ms, named as slow and fast log the timestamp scales are
different: minute and second. The log files are stored in
directory hierarchy: yy/mm/dd/signalName.yyymmdd to
support easily access by NFS clients or FTP transfer. A
viewer running on Windows system may show trends of
two different logs to analysis events. Supporting the viewer
to access logs of EPICS PVs which belong to TLS besides
the existed logs is useful. An “acquire” and a “store”
program are implemented to archive EPICS PVs with the
same format as TLS fast logs. The “acquire” and “store”
process pair may handle up to 500 PVs at once. Because
the EPICS PV names mostly include a char ‘:’ and cannot
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IMPROVEMENTS OF THE ELBE CONTROL SYSTEM
INFRASTRUCTURE AND SCADA ENVIRONMENT
M. Justus, K.-W. Leege, P. Michel, A. Schamlott, R. Steinbrück, HZDR, Germany
Abstract
The ELBE Center for High-Power Radiation Sources is
driven by a 35 MeV C.W. electron linear accelerator,
driving diverse secondary beams, both electromagnetic
radiation and particles. Its control system is based on
PLCs, fast data acquisition systems and the industrial
SCADA system WinCC. In the past five years, requirements for availability and reliability increased, while at
the same time many changes of the machine configuration
and instrumentation needed to be handled. Improvements
of the control system infrastructure concerning power
supply, IT and systems monitoring have been realized and
are still under way. Along with the latest WinCC upgrade,
we implemented a more redundant SCADA infrastructure
and continuously improved our standards for software
development.

ELBE CONTROL SYSTEM OVERVIEW
The ELBE [1] control system has been using commercial and Windows based control system components right
from start [2]. This decision was made due to the available expertise, manpower and time budget. Design started
in the late 1990s, so it became a textbook example for
IEC62242 automation system structure during its first
decade that still dominates. The ELBE CS uses interconnected Siemens S7-300/400 PLCs [3] with distributed
I/O-stations for basic level equipment control and ma-

chine protection, grouped by their technological tasks like
vacuum, auxiliary media, PSS, MPS or beam control, see
figure 1). WinCC V7.3 by Siemens [4] serves as SCADA
system in a server-client architecture. Fast data acquisition (DAQ) systems use National Instruments (NI) hardware and LabView applications [5], usually combining a
real time DAQ system with a Windows GUI via shared
network variables and, if necessary, with the PLC system
using OPC DA [6]. A variety of in-house built hardware
for i.e. beam diagnostics, MPS, low level RF has been
integrated by hardwired I/O, field bus interfaces or
LabView applications. Critical MPS functions are covered
by hardware based systems which are PLC-configured
according to the actual beam mode and path [7].

PLC AND WINCC SOFTWARE
IMPROVEMENTS
Although available, object oriented PLC programming
options were rarely used during the first commissioning
steps of ELBE. With its latest larger facility upgrade from
2012 on, we made the paradigm shift in this field. Standard components, hardware or virtual, are represented
using structural PLC data types, see figure 2. The PLC
code is a set of functions using these data instances as
input/output parameters. The PLC data types are used
almost one-by-one in WinCC, too.

Figure 1: Overview of the ELBE control system.
THPHA027
Control Systems Upgrades

1405

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

The structural WinCC variables then get a prefix, usually the component name, which enables efficient GUI
design by templates [8]. The templates are used with
individual prefixes for the single components. By parameterization, also different ways of hardware integration,
different functionality or different device types can thus
be represented by one single GUI template in the same
way, while on PLC level the device driver software is
different.

Figure 2: PLC and WinCC object oriented data handling.

IMPROVED FIELD BUS ARCHITECTURE
AND SUPERVISION
Due to its history of constant upgrades and change, the
ELBE CS is quite heterogeneous in its hardware. Starting
with Profibus only, we now integrate devices by
Profinet-IO communication or TCP/IP Send/Receive
connections wherever possible. The main PLCs have been
equipped with Profinet interfaces to replace Profibus
based communication and to add Profinet IO master functionality. Few smaller PLCs have not been upgraded this
way, for this would have meant replacing lots of hardware
just for compatibility reasons, and many slave devices are
still only available with Profibus interfaces. The two former Profibus multiple-master systems for WinCC were
reduced to just one system.
A series of non-reproducible failures lead to improvements of the overall Profibus system. First, bus settings
were changed to the necessary baud rates to improve the
electrical signal levels. Having thus brought PLC cycles
and Profibus-DP cycles very close, we experienced even
more connection failures. One reason was improper installation (segmentation, termination) within the electrical
system, which could easily be fixed. The other reason was
incompatibilities between different optical components,
even of the same vendor. These could be corrected by
replacing media converters and slave couplers, or by
inserting optical attenuators, self-made from optical filters. The new media converter series (Siemens OLM V4
series) now allows monitoring the optical transmission
levels at the main nodes. Further, for long time supervision and failure analysis, we installed a centralized commercial monitoring system for all Profibus DP lines
(TH Scope and TH Link [9]) and improved our skills and
tools for real time bus analysis. Failures could be reduced
to a few incidents per year for Profibus DP as well as for
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WinCC /PLC connections. As a next step, PLC based
system monitoring based on acyclic communication is
foreseen to reduce the impact of remaining failures on the
beam operation according to the current beam option.
To monitor the Profinet / Industrial Ethernet infrastructure, we run a SINEMA Server Application [10], but
which is still in the testing phase.

WINCC UPGRADE
In 2015 we upgraded WinCC from V7.0 to V7.3, along
with some major changes in the system architecture. Before that, ELBE had one SCADA server, covering the
complete functionality for process data management, data
logging, alarming and user databases, and a second server
for cold redundancy. Project changes were done from
client stations directly within the server project at
runtime. Under certain circumstances, this can lead to
inconsistent data bases, followed by a server failure up to
one hour. A server hardware failure would have led to
about four hours of machine downtime for switching to
the second serve with loss of some data logging.
Before setting up the new servers, a compatibility revision was carried out carefully for all relevant components,
i.e. operating system, field bus interfaces, virus scan
software, remote access software and so on according to
vendor specifications. Due to its 15 years engineering
history over several major releases, we did a large cleanup
of the WinCC project based on cross reference analysis
and script diagnostic tools. The most significant changes
were then made by migrating from cold to hot server
redundancy and by integrating the WinCC project into a
Step7 project hosted by an engineering station (ES) [8],
see figure 3. Project changes are now done offline and
then uploaded to the servers. Simple changes are uploaded at runtime automatically, while major changes need a
manual sequential upload to both servers after stopping
runtime, but without losing operability of the machine or
data logging. The ES has optional connectivity to the
process, so critical changes can be tested in runtime here
before updating the servers. Data consistency and connectivity management between the servers at runtime is automatically covered by WinCC. This reduced our SCADA
system failures to zero. Current efforts focus on setting up
a redundant process historian to minimize the amount of
historical data to be handled by the servers and to improve multiple platform access to all historical data.
The main problem we had with the architecture (and
did still not solve completely) was automatically keeping
the consistency of user archives between the source project and the server runtime databases, since at ELBE, the
user archive data base structures can be changing at
runtime.
The backup strategy for this project is weekly backups
of the Step7 integrated source project and the master
server runtime project, as well as instant continuous
backups of the tag logging and alarm logging data to local
network storage and in addition to the institute`s central
data storage.
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Figure 3: The new WinCC system architecture.

EVALUATING OPC UA
AS A NEW CONNECTIVITY STANDARD
Different ongoing projects and recent hardware changes
necessitate a general improvement of the ELBE CS connectivity for other (non-Siemens) systems. Since OPC DA
is aged out and not suitable for Linux systems, we have
evaluated different approaches for OPC UA connectivity.
 test of third party OPC UA gateway (IBH [11]) as a
possible successor of OPC DA
 test of Siemens communication interfaces (CP 443-1
OPC UA version)
 use of native and third party [12] OPC UA client
channel for WinCC
 Trilateral project with DESY and TU Dresden for
OPC UA stack implementation of MTCA4 hardware
of the new digital low level RF system.
A contribution by R. Steinbrück to this conference
gives more detailed information on this activity. All of the
technologies we implemented and tested showed that
there are still a large number of open issues in the OPC
UA field to be solved by industry before we can speak of
a well-established technology [13].

ELECTRICAL INFRASTRUCTURE
Any control system is as available as its electrical infrastructure. Triggered by a UPS fault and pushed by some
hardware legacies, we have centralized and straightened
our UPS and NEA infrastructure. Figure 4 shows the
power supply infrastructure for CS related components.
The load distribution of CS hardware among three individual UPS devices was bundled to one UPS cluster system with 2+1 redundancy. A completely new diesel generator was installed to buffer safety and security related
infrastructure (as before), and now also CS hardware on
the controller side. This enables detailed investigation of
after a power outage. Further, we completely buffer all
safety-related CS hardware (MPS, PSS), as well as critical vacuum and cryostat components and beam dump
hardware. With the current installation the UPS system
has a backup time of roughly one hour, the diesel generator is designed for a 48h backup time. All critical servers,
LAN and fieldbus infrastructure or PLCs are connected
both to UPS and standard mains supply if redundant power inputs are available.
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STATUS UPDATE FOR THE HIT ACCELERATOR CONTROL SYSTEM
J. M. Mosthaf†, A. Peters, T. Haberer, K. Höppner, S. Hanke
Accelerator Control Systems, Heidelberg Ion-Beam Therapie Centre, Heidelberg, Germany
Abstract
Changes in the accelerator beamline of the Heidelberg
Ionbeam Therapy-Center (HIT) and in virtualization hardware and software as well as demands for more redundancy
and performance prompted an overhaul of the accelerator
control system (ACS) and a new approach to the hardware
base.
The addition of a third ion source necessitated an expansion of the Virtual Accelerator (VAcc) structure both in the
database and the Device Control Units (DCU) software. To
increase redundancy and system performance, new virtualization servers and storage systems were used and the ACS
database needed to be revised. To take advantage of newer
hardware and operating systems, all server programs and
GUIs were converted to a 64 bit base. As a quality of life
and security improvement, the download and flash functionality of the ACS were updated to enhance performance
and security checks.
The new virtualization host server and infrastructure
hardware in conjunction with the 64 bit update and ensuing
efficiency increases have resulted in a safer and significantly faster ACS with higher redundancy in case of hardware failure.

changed the data structure for therapy data in the device
control units (DCU) and in the database.

Figure 1: Former LEBT with two ion sources.

INTRODUCTION
The Heidelberg Ion Therapy Centre (HIT) is a dedicated
hadron accelerator facility for radio-therapeutical treatment of tumour patients. The two horizontally fixed treatment places, the 360° gantry, as well as the experimental
area can be served with proton and carbon beams with
qualified beam parameters (MEFI – seeTable 1), helium is
available for the experimental area and oxygen is being
tested.
The achieved energy range of 88-430 MeV/u for carbon
ions and 48-221 MeV/u for protons and helium is sufficient
to reach a penetration depth of 20-300 mm in water.
Table 1: MEFI Beam Parameters for Main Ion Types
Parameter

Steps

Protons

Carbon

Helium

Energy

255

48 – 221
MeV/u

88 - 430
MeV/u

50 - 220
MeV/u

Focus

4 (6)

8 - 20 mm

4 - 12 mm

2 - 9 mm

Intensity

10
(15)

4 ∙ 10 −
1 ∙ 10 1/s

1 ∙ 10 −
1 ∙ 10 1/s

1 ∙ 10 − 1 ∙
10 1/s

CHANGES IN THE ACCELERATOR
In 2015 a third ion source was constructed and integrated
into the beamline [1]. This ion source is used to supply helium ions into the accelerator and necessitated an addition
of five new therapy Vaccs (see Figs. 1 and 2). This in turn

Figure 2: New LEBT with three ion sources.

Changes in Therapy VAccs and MEFI Data
A “virtual accelerator” or VAcc defines a beamline from
one of the ion sources to one of the target rooms. It contains
THPHA028
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all of the devices needed to thread the beam from extraction to target and can further be defined by all the possible
MEFI parameters – Mass of the ion (H, He, C or O), Energy (1-255), Focus (1-4) and Intensity (1-10). With two
ion sources and 5 target rooms (including beam dump), we
needed 10 VAccs to define each beamline from ion source
to target. The third ion source adds another 5 VAccs to that
roster. (see Table 2).
As every device contains control data for every VAcc
and the MEFI it needs, the data structure containing all possible control values for all possible MEFI combinations
must be expanded to accommodate the 5 new VAccs.
Table 2: New therapy VAccs
Ion
Source

QL(carbon)
QR(proton)

Horiz.
Rooms
Vacc 12
VAcc
6-7

Gantry
VAcc 3

Experiment Room
VAcc 4

Beam
Dump
VAcc 5

VAcc 8

VAcc 9

VAcc
10

QD(helium)

VAcc
11-12

VAcc
13

VAcc 14

VAcc
15

This necessitated a change in DCU software and in the
database, where all the relevant data for all the devices is
stored. As each device contains two separate versions of
MEFI data - flash storage for therapy data and normal
RAM storage for experiment data – and a third version in
the accelerator database, called “Offline RAM” for machine tests etc. is used, this increases data handled in each
operation considerably. Downloads to devices, Flash to devices, data interpolations for accelerator conditioning…
was slowed down. A complete download to all devices took
up to 20 minutes to complete with all necessary integrity
and checksum tests.

Figure 3: Download/Flash GUI with selection widget.
All server and gateway applications were also modified to
work in virtual machines and hardware requirements were
modified to work over Ethernet. SPS embedded systems
and serial-to-Ethernet boxes were used to provide communication to the virtual gateways computers.

Server Upgrades
Defective SAS controller drivers for VMware ESXI
caused a failure in our virtualization servers and prompted
an upgrade to a more redundant and secure hardware setup.
As the ACS was set to move to complete virtualization, we
moved from blade servers to two identical dedicated HP
Proliant DL380gen9 virtualization host servers running
ESXI 6

CHANGES IN THE ACS
Software Update and Virtualization

The ACS Software was upgraded to run on 64-bit libraries and use the 64-bit Oracle client. This allows the server
applications and client GUIs to use more memory and improves performance significantly.
Several quality of life improvements to GUIs and server
applications made working with therapy data safer and easier. Because of frequent user mistakes, the most important
of those is the new Download/Flash GUI (see Fig. 3) which
automatically verifies downloads and flashes checksums
and makes sure that no corrupt data gets written to devices
and stops the execution of beam plans. It also enables an
“undo flash” function and backup and restore of flash data.
Additionally, the device replacement functionality was
grouped into a single command, which ensures, that all
firmware and software versions are up to date and correct
MEFI data is downloaded and flashed to the replaced device.

Figure 4: ACS rack with servers, storage and NAS box for
backups.
Storage was moved to a mirrored Eurostor RAID SAN
with a dedicated 10GbE network providing iSCSI volumes
for the cluster (see Fig. 4). A dedicated 10 GB/s storage
network with redundant switches and routes was implemented to make access to storage fast and resistant to failure.
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Figure 5: Concept for the ACS server storage iSCSI network.
For backup a Synology NAS box is used with Veeam
backup of the virtualization environment (Fig. 5). The ACS
servers run in a VMware cluster on both servers and each
host is capable of running the complete ACS without undue
system load.

CONCLUSIONS
With the new server hardware, we now have a redundant setup with two identical virtualization hosts and a mirrored SAN for storage with failover procedures in place.
Both hosts are clustered in vSphere and are capable of running all of the ACS servers with automatic failovers of virtual machines.
The more powerful host servers and database structure
overhaul as well as a dedicated 10GB network between all

ACS servers improved the system performance significantly. A complete therapy data download to all devices
now takes ~5 minutes compared to ~15 minutes on the former blade system.
The GUI upgrades provide a safer and faster download
and flash environment and numerous improvements to
daily handling of the system.
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ONLINE ANALYSIS FOR ANTICIPATED FAILURE DIAGNOSTICS OF
THE CERN CRYOGENIC SYSTEMS
Ph. Gayet†, B. Bradu, E. BlancoVinuela, R. Cirillo, CERN, Geneva, Switzerland

The cryogenic system is one of the most critical component of the CERN Large Hadron Collider (LHC) and its
associated experiments ATLAS and CMS. In the past
years, the cryogenic team has improved the maintenance
plan and the operation procedures and achieved a very
high reliability. However, as the recovery time after failure remains the major issue for the cryogenic availability
new developments must take place.
A new online diagnostic tool is developed to identify
and anticipate failures of cryogenics field equipment,
based on the acquired knowledge on dynamic simulation
for the cryogenic equipment and on previous data analytic
studies. After having identified the most critical components, we will develop their associated models together
with the signature of their failure modes. The proposed
tools will detect deviation between the actual systems and
their model or identify preliminary failure signatures.
This information will allow the operation team to take
early mitigating actions before the failure occurrence.
This contribution will present the overall architecture of
the proposed tool, the methods used to identify critical
components, the characteristic failure model to recognize
together with the implementation plan and the achieved
results.

dation is a major concern for the LHC as it amplifies the
downtimes and leads to large reductions of the total availability of the accelerator and the overall luminosity.
To cope with this issue, the UNICOS based control system has been developed to allow the operators to take
over the control of the process and operate the facilities in
degraded conditions, treating failures, recovering from
perturbations, and re-establishing nominal conditions.
To detect faults and perturbations that need to be treated, the control and supervision systems include classical
trending facilities and alarm systems. These features, that
have been setup and tuned since the beginning of the
project, are giving excellent results to identify and detect
interlocks, alert threshold crossings, equipment failures
and typically all significant and rapid perturbations.
However, slow deviation or perturbations resulting of
complex process evolutions are difficult to detect as they
are often hidden in a large volume of information and
their signature is at the limit of detectability.
Our proposal is to observe these phenomena in real
time, comparing them with an equivalent dynamic model
that will detect non-conformities and, in a second phase,
we will implement the developed tool within the supervision system in order to inform the operation crew allowing them to treat the issue anticipating the failure and
reducing thus the downtime of the facility.

THE CERN CRYOGENIC SYSTEM AND
THE INTEREST OF ONLINE
DIAGNOSTICS

AUTOMATED ONLINE DIAGNOSTICS
STRATEGIES

Abstract

The CERN cryogenic system for the LHC and its associated detectors is distributed around the 27 km of the
LHC accelerator.
This system uses industrial actuators such as motors
compressors, pumps, turbines, heater, and sensors for
speed, pressure, temperature and level measurements. The
interface to the control system counts more 60000 I/O and
uses both field buses and 4-20 mA classical interfaces.
The system is fully automated and controlled by a large
and distributed set (>80) of programmable logic controllers (PLC) and Front End Computers (FEC) connected to
a cluster of industrial Supervisory Control and Data Acquisition (SCADA) servers for the supervision and monitoring. The control system is using the CERN UNified
Industrial COntrol System (UNICOS) framework [1].
Since the operation of the cryogenic system is fully automated, the normal duty of the operation crew is to
monitor, improve the settings, start sequences when new
operating conditions are requested and intervene in case
of failure or degradation of the performances.
It is important to note that the recovery time of large
cryogenic systems after a failure or a performance degra-

There are different approaches and techniques to perform online diagnostic to detect malfunctions in real time.
Two main approaches can be considered for the cryogenic
system, the data driven and the model driven method:

Data Driven Methods
In this type of technique, the experimental data extracted from the actual system are compared by means of
analytical tools with a ‘database’ of known faults, or
known fault signatures, and alert the operators in case of
positive matching. They have already been applied at
CERN for:
 Root cause alarm identification with alarm list analysis [2].
 Field devices fault pattern recognition [3] such as oscillations, or defective behaviour for a device out of
a set were evolutions are supposed to be coherent.
An example of this technique treating the detection of
poorly tuned PID is presented in this conference [4].
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Model Based Methods
These methods aim to compare the actual system with a
physical model (figure 1). The sets of input u(t) and
boundary conditions d(t) extracted from the actual system
are applied to the model. Then, the model and plant outputs y(t) are used to compute error residues e(t). Finally,
the residues are analysed to allow the fault detection.
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dictive control have already been studied for some LHC
cryogenic systems and this dynamic simulator can be
used to demonstrate their efficiency.

Figure 2: Actual and simulated control architecture for
CERN cryogenic systems.
Figure 1: model based technique to perform fault detection analysing residues between measurements and a
nominal model.
In practice, two types of models can be used for the residual generation:
 Static models using a set of algebraic equations to
model some cryogenic components such as valves,
turbine, warm compressors, cold compressors.
 Dynamic models using a set of algebraic equations
and ordinary differential equations to model pipes,
phase separators, heat exchangers, cooling circuit,
etc.
The fault analysis can thus be performed at different
levels according to the expected faults:
 at the equipment level: where fatigue, clogging phenomena or sensor problems can be identified.
 at the subsystem level: where a fault in a subsystem
can be identified by performing a mass or energetic
balance to detect defective equipment behaviours,
clogging phenomena, leaks, sensor problems, abnormal heat load.

To model CERN cryogenic systems, a commercial
modelling and simulation software was used: EcosimProtm (EA Internacional) and a cryogenic library (CRYOLIBtm) was developed to build complex cryogenic systems (figure 3) by drag and drop in the EcosimProtm
graphical user interface.

Figure 3: cryogenic plant overview in EcosimPro
tm

MODEL BASED ANALISYS FOR
DIAGNOSTICS
Figure 4 presents a typical example of a control loop
encountered in a cryogenic system : pressure regulation
with a control valve .

DYNAMIC MODELLING AT CERN
For the present study, the dynamic model approach has
been selected, since a dynamic simulator has been developed at CERN in 2008 [5] to improve knowledge on
complex cryogenic systems with the objectives to:
 allow the operator training
 test of control programs on ”virtual” plants before
their implementation (virtual commissioning) and the
 test of new control strategies to optimize the overall
behaviour of complex systems.
This simulator, able to simulate large refrigeration
plants using helium, can be connected to the actual control system (figure 2). Furthermore, the existing control
policy and supervision systems can be fully reused in
simulation. Some advanced control developments as pre-

SP(t)
Val(t)

PID

Pos(t)

PT

in(t)

Out(t)
Y(t)

Figure 4: Pressure control loop.
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The faults that can affect this type of process unit and
that we would like to detect are:
 The shifting evolution of the pressure sensor reading
Val(t) or valve position measurement
 The pressure drop in the fluid circuit between the
sensor and the valve
 The detuning of the valve positioner
The boundary conditions are represented in the vectors
In(t) and out(t)
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To compare the behaviour of an actual process, coupled
to its process control with a dynamic nominal model, and
to inform the operation team of potential failures, several
conditions must be achieved:
 Each component of the actual process must be modelled with accuracy to obtain dynamic behaviour similar to the actual one.
 The model shall be designed to allow the detection of
the expected fault.
 The process boundary condition shall be transmitted
in real time to the modelling tool

Figure 5: process model and nominal model simulation mock-up in EcosimProtm
To validate the concept and identify the error signatures
we have built a mock-up using EcosimPro (figure 5) to
represent the process and the nominal model. Both
branches of the mock-up represent the unit described in
figure 4. They use the same base model and a sensor
perturbation has been added on the process model to alter
its actual behaviour. Both models are connected to the
same inlet and outlet port to ensure they are sharing the
same boundary conditions. Then both valve position readings are used to calculate the error residue.

Error Signature
To capture typical error signatures, we have applied on
the process model perturbations both on the outlet boundary condition Out(t), to simulate environmental perturbations, and on the pressure sensor reading Val(t) to simulate a sensor drift, a default that we want to detect. We
have selected a perturbation that induces the same type of
response on the regulation valve, indeed in both cases the
valve will open with a similar amplitude illustrating (Figure 6) the difficulty for the operators to detect the default
(sensor drift) as the valve evolution seems normal and no
operation alarm threshold is triggered.

Figure 6 : Environmental and sensor perturbation.
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When the perturbation is applied on the outlet condition
only, the evolution of the process and nominal model are
similar and do not induce an evolution in the error residue
(Figure 7).

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA030

IMPLEMENTATION IN THE ACTUAL
CONTROL SYSTEM
After this conceptual phase, the presented method need
to be tested on the actual control system. We are presently
investigating events of interest that have been previously
recorded on the LHC long term data storage, to replay
their evolution comparing the process data to a tuned
nominal model equivalent to the perturbed unit.
In a second phase, we will couple the control system to
the diagnostic model for selected critical units where this
type of defaults may induce large consequences.
The first step will consist in developing the equivalent
nominal model of the unit and to validate its dynamical
behaviour. Then all environmental data necessary to feed
the model will need to be transferred to be transferred via
the Information Technology infrastructure from the control system to the modelling environment. At first, the
error residue computation results will be presented using
a generic web front-end as a report system. This will
allow showing the results in a friendly user interface.
Finally, if this testing phase is conclusive, we plan to
deploy the same methods on a large scale including most
of the regulation loops and critical components of the
LHC Cryogenics system.

Figure 7: Environmental perturbation & error signature.
Whereas, when there is an additional perturbation, simulating the sensor drift, the evolution of the two models
are different (Figure 8) and the error residue is showing a
clear evolution illustrating the potential of this method to
alert the operator on forthcoming issues.
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Figure 8: Environmental and sensor drift perturbation &
error signature.
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FAST IMAGE ANALYSIS FOR BEAM PROFILE MEASUREMENT AT THE
EUROPEAN XFEL
J. Wilgen, B. Beutner, DESY, Hamburg, Germany
Abstract

Camera Servers

At the European XFEL, images of scintillator screens
are processed at a rate of 10 Hz. Dedicated image analysis
servers are used for transversal beam profile analysis as
well as for longitudinal profile and slice emittance
measurement. This contribution describes the setup and
the algorithms used for image analysis.

Cameras are controlled by DOOCS servers [7] which
expose camera and processing parameters to control
system clients. Client programs also read the produced
images via DOOCS over the network. The camera images
have a resolution of max. 1750x2330 with a 12 bit depth,
resulting in 16 bit grayscale images. Each camera server
runs on a μTCA crate with 4 hyper-threaded CPUs and
up to 6 cameras attached.

INTRODUCTION
The European X-Ray Free Electron Laser Facility
(XFEL) consists of a 2.1 km long, superconducting linear
accelerator which accelerates particles up to 17.5 GeV,
followed by three undulator sections into which portions
of the beam are distributed. Behind each undulator
section, the photon beam is divided into multiple
beamlines.
The electron beam onsists of trains with up to 2700
bunches at a repetition rate of 10 Hz. With an inter-bunch
repetition rate of 4.5 MHz, each bunch train is up to
600 μs long [1].

Emittance Measurements
For beam size measurements, scintillator screens and
wire scanners are available [2]. Different methods are
applied for screen-based emittance measurements [3, 4]:
• On-axis measurement: Four screens are moved into

and out of the beam one by one. This method has
been well established at the FLASH linac [5], but is
destructive and takes considerable time (several
minutes).
• Off-axis measurement: Single bunches are extracted
from the pulse train by fast kickers onto four off-axis
screens. This measurement can be performed during
the FEL operation and takes less than 10 seconds
(including statistics over multiple images taken at
10Hz).
• Multi-quadrupole scans: The beam size is measured
on a single screen, dependent on the strengths of
multiple quadrupoles. This makes it possible to
measure with a higher precision since more
measuring points are available, and the beam size
can be magnified. The duration of a measurement is
several minutes.
• Slice emittance measurement: By a transverse
deflecting structure (TDS) , a bunch is streaked in
one transversal direction and then deflected by a fast
kicker onto an off-axis screen [6]. The longitudinal
profile can then be measured in the streaked plane,
while slices can be analyzed in the perpendicular
plane.

FAST IMAGE ANALYSIS
Traditional implementations of transversal beam profile
measurement as used in FLASH operated as central
servers which read images from the distributed camera
servers. Off-Axis measurement at the XFEL requires to
process up to 4 different screens simultaneously. With a
rate of 10 Hz and an image size of 8 MB, even a single
camera would already use up the available network
bandwidth. Besides that, the analysis of such big images
is quite CPU intensive. This situation suggests to consider
local processing directly on the μTCA crates in order to
eliminate network traffic, and to look for optimized
algorithms which reduce the CPU utilization.

Image Analysis Server
The image analysis server is implemented in C++ as a
DOOCS server. It runs directly the on the μTCA crates
and supplements the camera server. Image data are
exchanged asynchronously through ZeroMQ [8] channels.
Each image is processed in a separate thread. Fig. 1
illustrates the setup.

Figure 1: Setup of camera and image analysis servers.

Performance Improvements
The analysis needs to be fast and reliable. It is
performed entirely on x and y axis projections in order to
make the processing as fast as possible. It mainly consists
of Gaussian fits and RMS calculations, making use of the
OpenCV [9], GSL [10], and armadillo [11] libraries.
An obvious question is how image size reduction could
improve the performance and how this would affect the
accuracy of the results.
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Figure 2 shows how size reduction effects the processing time and accuracy of the calculated values of sigma
as a result of the Gaussian fit. These measurements were
made with test images of 2000x2000 pixels with
simulated Gaussian-distributed beam spots, sigmas of 10,
20, and 50 pixels, and added noise with an amplitude of
5% of the maximal intensity. The downscaling size is the
length of each side of the reduced image.
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image (a) is downscaled to a predefined size (b). From the
downscaled image, the beam size and position can be
determined to define a region of interest (c). The ROI is
then applied to the original image (d) and the
corresponding portion of the image is extracted (e). If
necessary, downscaling is applied once again to the
extracted image (f), and the result of that is finally used
for the analysis. Fig. 4 shows how this procedure
influences the calculation time and the error of the result
in contrast to Fig. 2.

Experiences
With reasonable settings for the downscaling sizes used
for ROI and analysis, we can reduce the overall
computing time for an analysis by about a factor of 20
without losing accuracy. In practice, 300-400 pixels side
length are used for the ROI downscaling which is large
enough for very small beam sizes. The second
downscaling usually becomes relevant only for slice
analysis.

Figure 2: Processing time and calculation error versus
downscaling size for different beam sizes.
As it can be expected, downscaling drastically reduces
the processing time for the analysis. The OpenCV library
scales images very efficiently. The computing time
needed for the downscaling turns out to be small
compared to the gained processing time so that it does not
compensate the advantage.
It shows that the accuracy of the results is only slightly
affected by the downsizing as long as the size of the beam
spot is large enough compared to the downscaling size.
For small beams however, the error increases significantly
when the downscaling size becomes too small.

Figure 4: Calculation time and error versus downscaling
size when a ROI is applied.

Disturbances
On images of 4-segment CCD cameras, background
disturbances as shown in Fig. 5 often occur. These are due
to radiation which influences the readout process inside
the camera electronics. Since the observed artifacts show
up as spikes in the axis projections, which can make it
difficult to calculate the beam size and position correctly.

Figure 3: Overview of the downscaling process.
In order to improve the accuracy of the results, we use a
two-step scheme as illustrated in Fig. 3. First the original

For performance reasons, we do not apply preliminary
noise reduction to the whole image. Instead, a peak
detection algorithm can be applied on the projections
before the ROI calculation. It can additionally be
supplemented by Gaussian smoothing. The latter can also
work as kind of an image stabilizer that keeps the ROI
more stable if multiple pictures are taken. Alternatively,
we also use an area average instead of linear interpolation
algorithm [9] for downsizing. This has a noise reduction
effect, although at the price of higher CPU consumption.
The final analysis is performed within the region of
interest where such disturbances are not significant any
more since most of the background noise has been cut
away.
THPHA031

Data Analytics

1417

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA031

It is essential that slices can be identified by indices and
that slices from the different screens in the diagnostics
section have a common reference point and can be related
to each other. The profiles of the individual slices are
made available, which could become useful for phase
space tomography in the future [12].
Table 1: Processing Times for Slice Analysis.
50 Slices
Settings
ROI active
ROI Downscaling
Analysis Downscaling

FALSE
None
None

TRUE
500
1000

TRUE
500
500

TRUE
200
500

TRUE
200
200

9.81
72.50
0.00
140.34
222.65

3.04
5.44
4.08
20.40
32.97

1.72
3.10
3.96
19.65
28.43

1.59
2.91
0.79
19.74
25.03

1.00
1.24
0.79
19.05
22.05

FALSE
None
None

TRUE
500
1000

TRUE
500
500

TRUE
200
500

TRUE
200
200

9.74
66.78
0.00
60.23
137.48

3.09
5.43
3.90
7.40
19.82

1.71
3.21
3.95
6.89
15.76

1.63
3.96
0.81
6.77
13.17

0.97
1.21
0.82
7.99
10.99

Processing Times / ms
Analysis
Conversion+Downscaling+Projections
ROI
Slicing + Slice Analysis
Total

20 Slices
Settings

Figure 5: Artifacts due to radiation effects in the camera.

SLICE ANALYSIS
As a basis for slice emittance measurements, the
camera images need to be divided into horizontal or
vertical slices. Each slice is analyzed separately (Fig 6).
The base point for the slicing is the center of the beam
which can be determined by different methods. The size
of the slices can either be relative, based on the beam
dimensions (sigma) or given in pixels.

ROI active
ROI Downscaling
Analysis Downscaling
Processing Times / ms
Analysis
Conversion+Downscaling+Projections
ROI
Slicing + Slice Analysis
Total

Configuration
The operation of the image analysis server can be
controlled by a large set of parameters in order to adjust it
to different situations and measurements. A graphical
configuration tool (Fig. 7) is therefore most helpful in
order to configure the servers properly and immediately
see the results. For each camera, distinct parameter sets
can be stored and recalled.

Figure 7: A screenshot of the image analysis configurator.

Offline Analysis
Figure 6: Principle of slicing.
Table 1 shows in which way different settings have an
influence on the calculation times. Along the slice axis,
the downscaling must not be too small so that the slice
borders are still precise enough. The optimal setting here
depends on the bunch length and the number of slices.
The example shows that a ROI together with moderate
downscaling already speed up the analysis by a factor of
8. Further first-level and second-level downscaling also
reduce the processing time, but hardly affect the slice
analysis which takes the most CPU time. The computing
time for slice analysis strongly depends on the number of
slices. Nevertheless a slice analysis with a reasonable
number of slices is possible at 10 Hz.

For performance reasons, the image analysis server
does not store raw image data. Additional offline tools are
supplied to collect and analyze images separately. This
has proved useful to check parameter settings and verify
measurements as well as to debug and test the algorithms.
Measurement results can be stored in JSON format so that
they can easily be read by many programming languages
like MATLAB, Python, or C++ for further analysis,
comparison, and processing.

STATISTICS
Beside continuous image analysis at 10 Hz, the image
analysis server is also required to process series of images
and produce a total result of averages and errors. Error
estimations have special importance for emittance
measurements. Therefore it can operate in a sampling
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mode where a given number of images are analyzed, and
a final result is delivered. This is done for both simple
analyses and slice analyses as well. Filtering allows to
throw out invalid shots if desired.
In the case of slice analyses, coordinates of different
ROIs and downscaling factors need to be normalized to a
common base and interpolated, and slices of multiple
images have to be matched. Fig. 8 shows a typical result
of a slice emittance measurement.

Figure 8: Result of a slice emittance measurement.

CONCLUSION
At the European XFEL, optimized image analysis
servers have been developed and implemented. They are
well established for emittance and slice emittance
measurement. These servers calculate beam profiles or
perform slice analyses at a rate of 10 Hz. A two-staged
size reduction scheme is used to accelerate the processing.
Experience has shown that that analysis works precisely
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and reliably, and that each image analysis server is able to
process up to four image streams in parallel at a 10 Hz
rate on μTCA hardware.
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EPICS AND OPEN SOURCE DATA ANALYTICS PLATFORMS
C. R. Haskins, CSIRO Astronomy and Space Science (CASS), Epping, Australia
Abstract
SKA scale distributed control and monitoring systems
present challenges in hardware sensor monitoring, archiving, hardware fault detection and fault prediction. The
size and scale of hardware involved and telescope high
availability requirements suggest that machine learning
and other automated methods will be required for fault
finding and fault prediction of hardware components.
Modern tools are needed leveraging open source time
series database & data analytic platforms. We describe
DiaMoniCA for The Australian SKA Pathfinder Radio
Telescope which integrates EPICS, our own monitoring
archiver MoniCA, with an open source time series database and web based data visualisation and analytic platform.

INTRODUCTION
The Australia Square Kilometre Array Pathfinder
(ASKAP) Radio Telescope has been in operation for several years while dishes and associated digital systems for
each of its 36 antennas are commissioned. During this
time, the in-house developed MoniCA data archiver platform [1] has been in use. As the ASKAP Telescope Operating System (TOS) uses the Experimental Physics and
Industrial Control System (EPICS) framework for monitoring & control, an EPICS Channel Access archiver
plugin was developed for use with MoniCA.

The MoniCA Server and MoniCA data visualisation
client (MoniCA Client) are used across all CASS Radio
Telescopes, providing some continuity to the otherwise
very different instruments. However, the MoniCA platform is aging and the scalability requirements of ASKAP
and beyond require new solutions. Migration to webbased solutions are seen as essential for ease of deployment and maintainability over the life of ASKAP. By
adopting solutions from the wider DevOps community,
we can take advantage of the latest technology trends,
gain scalability and draw from a much larger pool of open
source contributions.
DiaMoniCA is a CASS platform that encompasses all
aspects of monitoring, visualisation and data mining for
ASKAP and other CASS instruments. It brings together a
collection of open source technologies and in house developed modules to integrate off the shelf data archiving
& visualisation tools with EPICS monitoring and control.
Figure 1 shows the main components of DiaMoniCA.
The platform is centred around a Commercial Open
Source time series database and a data visualisation platform, together with in-house developed modules for data
ingest and data extraction.
Ancillary services such as
alerting
are provided as standard components of the
open source platforms.

Figure 1: The DiaMoniCA platform in ASKAP.
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InfluxDB
InfluxDB is the "I" in InfluxData's TICK stack [2]. It is a
highly scalable time series database, designed for high
volumes of data at high data rates and as such is a good fit
for the requirements of ASKAP and beyond. Data can be
ingested into InfluxDB using either Telegraf ("T" in the
TICK stack), a client library (as used in MoniCA Server)
or directly via the HTTP API.

Grafana
While InfluxData does have its own web based data visualisation front end with Chronograf ("C" in the TICK
stack), the Open Source platform Grafana from Grafana
Labs [3] comes with InfluxDB support and is widely
supported by an active community through development
of plugins. It also supports several other data sources,
bringing together monitoring data from a variety of
source such as Weather Satellite data, Building Management Systems (BMS) and High Performance Computing
(HPC) monitoring of the ASKAP imaging pipeline.

MIGRATION STRATEGY
In order to prove out InfluxDB and Grafana as a replacement for MoniCA, we have adopted a staggered approach
which first requires running MoniCA and InfluxDB side
by side for a period of time. Once all capabilities have
been replicated in DiaMoniCA, MoniCA can be decommissioned.

Batch Import of Historical Data
To evaluate the performance of InfluxDB as an archiver
for multiple years of data, we enlisted the help of
CSIRO’s Data61 [4] to provide an Extract, Transform,
Load (ETL) process for migrating historical ASKAP data
from MoniCA to InfluxDB.
We were able to use this process to refine the InfluxDB
schema design to maximise performance while adhering
to the InfluxDB schema design guidelines.
From there we were in a good position to examine the
performance of InfluxDB and identify it’s benefits over
the existing propriety solution.

Figure 2: Real-time ingest with MoniCA plugin.

DATA VISUALISATION
Fast, easy to use and extensible data visualisation tools
are necessary when examining time series data from a
system as complex as ASKAP. While Grafana wasn't
identified as a primary goal when starting the evaluation
of InfluxDB, it's ease of integration and the quality of the
user experience elevated it to a centre piece of the DiaMoniCA platform.

Integration with Control Systems Studio (CSS)
For the initial development of ASKAP TOS, The CSS
Data Browser plugin for CSS was extended to allow reading directly from the MoniCA server via an ICE interface.
While this solution worked, the performance associated
with the MoniCA server lookup was poor when querying
several EPICS Process Variables (PV) at a time.

Real Time Ingest
As part of the migration strategy, real-time ingest is
achieved through the use of a MoniCA archiver plugin.
Traditionally the MoniCA server archives data in a compressed ASCII format with the directory structure forming
a fast index into the time series data. Rather than replacing MoniCA up front, we can extend MoniCA with an
alternate archiving strategy (Figure 2).
Eventually the ASCII database can be decommissioned
and the MoniCA Server can be optimized for InfluxDB as
the primary database backend.

Figure 3: Grafana integration with CSS.
Figure 3 shows an alternate solution using a Grafana
dynamic dashboard. A CSS action button launches a web
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Figure 4: Grafana integration with CSS.
browser widget with the URL containing the EPICS PV The Grafana approach yielded a solution with a 10-fold
name. The PV name is passed to the Grafana dynamic improvement in load time compared to our original soludashboard, pvplot.js which in turn queries a PV name to tion with the CSS DataBrowser connected to a MoniCA
InfluxDB schema lookup service. The lookup service data source. It also provides a richer user experience and
sends a JSON response containing the InfluxDB meas- a consistent interface for the visualisation of time series
urement name, field name and tags needed for the data- data (see Figure 4).
base SELECT query. Grafana can then query the InINTERACTIVE DATA EXPLORATION
fluxDB server for the data associated with the EPICS PV.
Additional parameters can be passed to pvplot.js such as
Prior to the adoption of DiaMoniCA, querying and anatime span and plotting options. By using an in-memory lysing historical data was accomplished through the use
cache (memcached) in the lookup service, the whole pro- of the MoniCA Client time series plotting tool. With data
cess from click to rendered plot takes less that 2 seconds in an accessible format such as InfluxDB, we can now
when displaying a 7-day history across of multiple PVs.
leverage standard solutions such as extracting sensor data
into Python Pandas dataframes [5]. Data exploration can
be run interactively within a Jupyter notebook as show in
Figure 5. This opens up exploration of data using machine learning toolkits.

CONCLUSION
Migrating to an open source data archiving solution
from outside of the EPICS domain has enabled ASKAP to
adopt the latest technologies in data archiving and visualisation.
The use of standard platforms allows integration with
other data sources and we can leverage the services that
are provided such as alerting and anomaly detection.
Overall, the economies of scale gained from adopting
these solutions has reduced our reliance on niche EPICS
solutions and proven our strategy going forward.

REFERENCES
[1] MoniCA,
http://www.narrabri.atnf.csiro.au/monitor/mo
nica

[2] InfluxData TICK Stack,
http://www.influxdata.com/time-seriesplatform/

Figure 5: Data exploration with Jupyter Notebooks.

[3] Grafana, http://www.grafana.com
[4] CSIRO Data61, http://data61.csiro.au
[5] Pandas, http://pandas.pydata.org

THPHA032
1422

Data Analytics

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA033
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Abstract
In recent neutron scattering experiments, large quantities
of various types of data, including raw data, metadata, logs
and metrics have been generated by the system, apparatus
and devices. At J-PARC MLF, it is possible to conduct
many experiments under various conditions within short
time by using high-intensity neutron beams, high-performance neutron instruments, and various sample environments. In this experimental environment, it is essential to
perform efficient and effective data analysis. Additionally,
since it has been almost nine years from the start of operation in MLF, the rate of occurrence of failures is rising due
to ageing of devices. Given that such failure can lead to
loss of precious beam time, failure or its signs should be
detected early. The MLF status analysis system based on
Elasticsearh, Logstash, and Kibana (ELK) Stack, which is
one of the web-based framework that is being rapidly
adopted for big data analysis, collects various data from
neutron instruments. It offers insight to decision-makers in
terms of data analysis and experimentation as well as instrument maintenance, by facilitating flexible user-based
analysis and visualization. In this paper, we present an
overview and the development status of our status analysis
system.

lize these logs. This is because these logs are usually generated and stored in different system and have different
data structure. Moreover, there is no convenient tool to analyze these logs. Therefore, there is a need for as tool that
can provide useful insights into actions required to prevent
failure of system and devices, as well as for performing
data analysis, especially, since it has been almost nine years
from the start of operation of MLF, and system and device
failures occur frequently owing to age-related degradation.
It has been challenging to develop such a tool until now.
However, the rapid growth of big data analysis frameworks
of late has made it possible to develop such a tool.

Big Data Approach
Figure 1 shows an overview of our status analysis system.
We employed the ELK Stack [1], an open-source software
framework developed by Elastic Inc. for big data analysis,
to develop the system. This system collects log information
with a wide variety of structures from various types of systems and devices installed in the neutron instruments in
real-time. Moreover, it can be used to flexibly and easily
analyze and visualize log information via a web-based interface. Furthermore, we plan to combine the system with
a machine learning scheme to facilitate anomaly detection
and advanced status analysis.

INTRODUCTION
J-PARC MLF
The Materials and Life Science Experimental Facility
(MLF) at the Japan Proton Accelerator Research Complex
(J-PARC) is an experimental facility for neutron scattering,
providing domestic and international users from a wide variety of research fields with one of the highest intensity
pulsed neutron beam in the world since 2008. Currently 21
neutron instruments are operational in this facility. Each instrument is equipped with a large-area neutron detectors
and a wide variety of purpose-built sample environment
equipment.

Figure 1: Overview of the status analysis system.

Status Analysis with Log Information
Since neutron instruments include a wide variety of systems, apparatus, and devices, large amounts of diverse data,
including raw data, metadata, logs, and server metrics, are
generated. These data contain useful information from the
viewpoint of instrument operation and data analysis, such
as operating state, physical values, and neutron detection.
However, there is not much opportunity to positively uti-

ELK STACK
The ELK Stack consists of three main components,
namely, Elasticsearch, Logstash, and Kibana, and a subcomponent called Beat. Figure 2 shows the architecture of
ELK Stack.

Elasticsearch
Elasticsearch is a document store based on a distributed
document-oriented database with a full-text search engine
THPHA033
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Figure 2: Architecture of ELK Stack.
built on top of Apache Lucene [2], an open-source Java li- various parameters of searched data, leading to the discovbrary for full-text search. Because full-text search engine ery of a correlation with multiple parameters and data.
extracts data strongly related to retrieval conditions, Elas- Moreover, it can detect the causes and signs of system failticsearch performs data retrieval more flexibly and quickly ure. By using the dashboard function, arbitrary graphs can
compare to a traditional RDBMS, retrieving only the data be organized in accordance with objectives.
that are exactly matched with the retrieval conditions. This
flexibility is achieved by using document-oriented archi- Beat
Beat is a light weight log shipper running on servers as
tecture.
Elasticsearch indexes each log data entry as a JSON [3] an agent. It consists of a few components for wire data, log
document, a flat list of key-value pairs, without explicitly file, server metrics, and windows events. Beat can collect
providing a schema for multitenancy. However, such a log with various structures. Beat monitors log event and
send it Logstash or Elasticsearch.
schema can be defined whenever required.
Moreover, Elasticsearch was designed as a cluster system
for horizontal scalability and reliability, and can easily inLOG GENERATION
troduce additional nodes in response to the amount of data
Neutron instruments at MLF consist of a wide variety of
and queries to be handled. Each indexed document is subapparatus and systems such as beam control apparatus, data
divided into multiple pieces, called shards, and replicas.
acquisition (DAQ) system and sample environmental deThe number of shards and replicas can be configured as
vices. Thus, many logs of various types are generated in
necessary. The distribution of these shards and replicas on
neutron experiments. As shown in Figure 1, there are some
nodes improves reliability.
components generating log information pertaining to our
Elasticsearch provides a RESTful API using JSON docneutron instruments.
uments over HTTP. Therefore, any handling such as document operation, parameter settings and status confirmation IROHA2
can be easily performed via an HTTP interface from exterMany neutron instruments employ a standard instrumentnal applications.
control framework called IROHA2 [4, 5], which integrates
DAQ and device control. IROHA2 supports about 20 types
Logstash
of devices, so almost all standard devices used in MLF,
Logstash is an integrated tool written in Ruby for log colsuch as beam chopper and slit, goniometer, temperature
lection, parsing and shipping. Logstash can centrally colcontroller, magnet and DAQ system, can be controlled uslect log events from various sources, analyze and transform
ing IROHA2. Experiment, which is a series of device conthem, and then ship the processed data to arbitrary data
trol and DAQ, is performed through the web-based interstashes such as Elasticsearch. This series of processing
face of IROHA2. IROHA2 generates various logs in CSV
steps is performed in a pipeline composed of elemental
format related to experiments, including the control and
plugin components: input, filter and output. These plugin
status of devices and DAQ, as follows:
components have a wide array of processing functions,
 Surveillance log: timestamp, log level, and physical
such as plug-in and library types.
values are recorded at fixed time.
 Measurement log: timestamp and physical values are
Kibana
recorded at fixed time during an experiment.
Kibana is a powerful analytics and visualization front
Operation
log: timestamp, log level and messages are
end tool, implemented in JavaScript. Kibana facilitates
recorded
each
time any operation is performed.
flexible data search by using the full-text search engine of
Elasticsearch. It can be used to freely select and visualize
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DAQ-Middleware
DAQ-Middleware (DAQ-MW) is a data-acquisition software framework employed in many neutron instruments at
MLF [6]. This software framework is a distributed system
based on component architecture, so that it can be flexibly
adapted to various types of detector and data rate. Because
DAQ-MW has a web-based interface, DAQ can be performed in a web browser or in IROHA2. DAQ-MW generates an operation log. In addition, it is possible to generate
logs including those of neutron-detection events as histogram data by using the monitor component of DAQ-MW.
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Both Logstash and Kibana run on a single server. In addition, Beat runs on the server generating logs to be
shipped to Logstash.

Test for Log Collection
We applied the status analysis system to SENJU, a single-crystal neutron diffractometer installed at BL18 in
MLF.
Table 1: Server Specifications
Server

Zabbix

Elasticsearch

Zabbix is an OSS for integrated monitoring of servers
and network equipment [7]. This software monitors lifeand-death state and process, and detects failure at the
threshold-base. Many servers at MLF are monitored using
Zabbix. Zabbix has an RDBMS as its backend. It is possible to collect log information related to server operation by
using Zabbix API.

Servers
At MLF, the computer systems of neutron instruments of
many components such as DAQ system, instrument control
system IROHA2, and analysis system, adopt Linux as the
operating platform. Linux creates various logs including
system log, access log, and application log.

Devices
There are some devices out of the control of IROHA2;
for example, the devices brought at neutron instrument by
facility user for temporal use. If the device has a TCP/IP
connected, it is possible to acquire the log data by using
Logstash.

Specifications

Unit

Dell PowerEdge R410

2

OS

Scientific Linux 6.9

CPU

Intel Xeon E5620,
2.40GHz

Memory

12GB

HDD

1TB SATA 7.2k rpm x4

Elasticsearch

5.6.1

Logstash,
Kibana

Dell PowerEdge R320

Each 1

OS

Scientific Linux 6.9

CPU

Intel Xeon E5-2420 v2,
2.20GHz

Memory

16GB

HDD
Logstash,
Kibana
Filebeat

1TB SATA 7.2k rpm x4
5.6.1
5.6.1

STATUS ANALYSIS SYSTEM
System Structure
In the status analysis system, each main component of
the ELK stack runs on different physical servers. Table 1
shows the specifications of the servers.
Elasticsearch has a cluster configuration composed of 2
physical servers because indexing and searching process
can be memory- and CPU-resource-intensive depending on
the amount of log events to be processed. Especially, this
problem becomes sever when performing the indexing of a
huge amount of documents simultaneously. We were often
confronted with service outage of Elasticsearch in the early
stages of development. In the Elasticsearch cluster, the
master node distributes loads and document within nodes.
Figure 3 shows the CPU loads of two cluster nodes monitored by Zabbix when indexing a large number of log
events. The upper figure shows the master node. It is found
that the load is balanced equally across nodes.

Figure 3: CPU load of cluster nodes in Elasticsearch. Upper figure shows the master node.
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We collected logs generated by IROHA2. Currently,
eight devices, including beam chopper, temperature controller, goniometer, and magnet, are controlled by IROHA2
at SENJU. We ran Filebeat, a subcomponent of Beat for log
file, on the IROHA2 server. Filebeat monitors the logs generated by IROHA2 and transfers them as log events to
Logstash. When shipping log events, Filebeat adds the keyvalue pair to identify the log type of IROHA2 from among
surveillance, measurement, and operation, and the device
type in the shipping document. We adopted the index name
like “(log-type)-YYYY.MM.dd” in Elasticsearch, which is
the default type in Logstash. The number of primary shards
and replica shards were 1 and 0, respectively, and the document schema was not defined. This is the simplest condition for testing and brief performance evaluation from the
viewpoint of indexing. Of course, the number of shards
should be optimized eventually for distributed processing
and for improving availability. Moreover, defining the
schema could influence the indexing performance.

Dashboard and Graph for Status Analysis
We prepared a number of graphs and dashboards with
Kibana, and we intended to utilize the status analysis of
the IROHA2 log for the following three use cases considering instrument operation and decision-making such as
experimental planning during and data analysis after experiment:
Analysis for experimental planning Mainly for analysis of surveillance logs of IROHA2 during experiment, it
is possible to monitor the experiment progress. In addition, correlation analysis of sample device parameters and
neutron detection is possible, which supports decision
making for experimental planning.
Analysis for experimental data analysis
Intended
mainly for analysis of the measurement log of IROHA2
after experiment, it is possible to search, analyze and
download parameters of the sample environment required
for experimental data analysis.
Analysis for instrument operation Intended mainly for
integrated analysis of operation log and surveillance log of
IROHA2, it can provide insights into the operating status,
including error and warning occurrence, and device usage
condition. The result of this analysis can be used to detect
failure and its signs, as well as for improvement of the experimental environment in the future.
Figure 4 shows images of dashboard for these status
analysis. These graphs and dashboards can be easily and
quickly customized according to the intend use of users.

Figure 4: Dashboards for status analysis.

CONCLUSION AND FUTURE PLAN
We have developed a status analysis system based on the
ELK stack to integrally analyze log information generated
in neutron experiments. By adopting this system for the
neutron instruments at MLF, it is possible to easily and
flexibly analyze log information, and gain insights into
data analysis and experimental planning, as well as instrument operation.
To start full-scale operation, we are plan to advance the
following developments.
 Log collection from DAQ-MW, devices, and servers.
 Performance evaluation based on a practical data rate.
 System optimization in terms of cluster configuration,
server resources, and indexing parameters in Elasticsearch.
 Establishment of more practical and efficient schemes
of status analysis.
 Introduction of an online machine-learning scheme
for anomaly detection and advanced status analysis.

REFERENCES
[1]
[2]
[3]
[4]

ELK Stack, https://www.elastic.co/products
Apache Lucene, https://lucene.apache.org
JSON, http://www.json.org
T. Nakatani et al., “The Implementation of the Software
Framework in J-PARC/MLF”, in Proc. ICALEPCS’09,
Kobe, Japan, (2009) p.673.

THPHA033
1426

Data Analytics

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA033

[5] T. Nakatani et al., “IROHA2: Standard instrument control
software framework in MLF”, in Proc. of the New Opportunities for Better User Group Software NO-BUGS2016, Copenhagen, Denmark, (2009) p.76.
[6] Y. Yasu et al., “Development of DAQ-Middleware”, in Proc.
of the 17th International Conference of Computing in High
Energy and Nuclear Physics CHEP09, Prague, Czech Republic, (2009) p.022025.
[7] Zabbix, http://www.json.org

THPHA033
Data Analytics

1427

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA034

THE STUDY OF BIG DATA TOOLS USAGES IN SYNCHROTRONS
S. Alizada*, Imam Khomeini International University (IKIU), Qazvin, Iran
A. Khaleghi1, Imam Khomeini International University (IKIU), Qazvin, Iran
1
also at Iranian Light Source Facility (ILSF), Tehran, Iran
Abstract

In today's world, there is plenty of data being generated
from various sources in different areas across economics,
engineering and science. For instance, accelerators are
able to generate 3 PB data just in one experiment. Synchrotrons industry is an example of the volume and velocity of data which data is too big to be analyzed at once.
While some light sources can deal with 11 PB, they confront with data problems. The explosion of data become
an important and serious issue in today's synchrotrons
world. Totally, these data problems pose in different fields
like storage, analytics, visualisation, monitoring and controlling. To override these problems, they prefer HDF5,
grid computing, cloud computing and Hadoop/Hbase and
NoSQL. Recently, bigdata takes a lot of attention from
academic and industry places. We are looking for an appropriate and feasible solution for data issues in ILSF
basically. Contemplating on Hadoop and other up-to-date
tools and components is not out of mind as a stable solution.

INTRODUCTION
The world's most valuable resource is not oil anymore,
it is "Data", the oil of digital age. Nowadays there is a
plenty of data being generated from various sources in
different areas such as economy, engineering, science, etc.
5 companies (Google, Amazon, Apple, Facebook and
Microsoft) are the most well-known companies in the
world and the reason is "data" [1]. How useful could be
this amount of data? Have you ever thought about this?
Ending world hunger, reducing crime, halting deadly
outbreaks of diseases are a small advantage of using data
to solve problems. For instance, $300 billion to $450
billion could be saved by using data for a better outbreak
prediction just in the United States [2][3]. The five companies named above have earned totally $25 billion profit
in the first quarter of 2017 [1]. Although data innovation
itself isn’t the solution in most cases, it could present an
extremely fundamental piece of information to unlock the
doors to the new answers. Todays, the sheer volume of
available data is growing rapidly. This growing data is
getting too much and we need to dwindle it down to a
meaningful subset. A new technology has appeared and
has aroused great expectations and that is "Big Data".
Big Data is a term used to describe the collecting, processing and making available huge volume of streaming
data in real-time. The three V’s are Volume, Velocity and
Variety with credit to Doug Laney [4]. Having a lot of
data which are pouring into your organization is one side

of the coin, being able to store, analyse and visualize the
mentioned data in real-time is a whole different thing, the
other and the most important side of the same coin.
In this project, we are trying to have a complete study
on big data tools and tested techniques in various light
sources around the world for data in beamlines, emphasizing on the storage and analytics aspects.

SYNCHROTRONS DATA ISSUES
In many scientific fields such as physics, statistical
analysis of large data sets is common. The particle accelerator's data offers a good example of scientific data.
Particle accelerators generate data at a rate of 1 MB per
collision event, and such events happen at a rate of about
600 million per second. Handling this huge amount of
data is a core problem and the solution is Big Data [5].
For instance, accelerators are able to generate 3 Petabyte
data just in one experiment [6]. Synchrotrons industry's
data is an example of the volume and velocity of data.
Synchrotron's data is too big to be analyzed at once.
Though some light sources can deal with 11 Petabyte,
they confront with data problems [6]. The explosion of
data becomes an important and serious issue in today's
synchrotrons world.
Totally, these data problems pose in different fields like
storage, analytics, visualisation, control and monitoring.
To cope with these problems, they prefer HDF5, grid
computing, cloud computing and Hadoop/Hbase and
NoSQL [7]. Recently, Big Data has attracted lots of attention from academic and industrial organizations. We are
basically looking for an appropriate and feasible solution
for data issues at ILSF. Contemplating Hadoop and other
up-to-date tools and components is not out of mind as a
long term solution.

OUR APPROACHES
In this regard, an interview was designed and sent to
the interviewees after validation procedures. This interview has 10 sections. Which is shown in the Figure 1.
Each of these sections is for an interview. This interview
is structurally a semi-structured interview.
Given that we did not have direct access to the interviewers and it was not possible to set a specific time for
online interviews on Skype, so I came across interviews
and online forms which I encountered with many forms.
Examining the advantages and disadvantages, in fact,
assessing which online forms would provide more opportunities for our interview and could meet our demands,
was our next step in this study.

___________________________________________
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Table 1: Participated Synchrotron List

According to the information obtained, we arrive at the
following conceptual model (Figure 3). Finding relationship between each beamlines and data management aspect
was our main task in this research.

Figure 1: The interview structure and sections.
In some of the questions in this interview, we needed a
list of experiments which the list was prepared by two
groups during the periodic sessions was shown in the
Figure 2. The two groups include beamline scientists and
synchrotron hardware experts.

Figure 3: Conceptual model.

RESEARCH RESULTS
In this part you can see the results, we have obtained
by the interviews which were held. Chart 1-2-3-4 and
Figure 4 are representing the final results.

• 1st Meeting
• Classifying
Experiments

Revised List

• 2nd Meeting
• Analysis of
results

Classified List

• 3rd Meeting
• Analysis of
results

Final List

• 4th Meeting
• Analysis of
results

Revised List

Figure 2: Periodic sessions for experiment list.
Online Interview Form Designed. Every one of the scientists and statistical population was selected and 583
beamline scientist and experts were selected for this research, as well as officials and managers of the control
and computer department and senior managers of each
beamline. An email was sent for participating in this research.
This statistical population has been selected from the
following synchrotrons around the world. The list of synchrotrons has come in the Table 1.

Chart 1:
Importance of DM aspects based on
experiments.
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CONCLUSIONS
Based on the conceptual model of the research, we
came to the following model at Figure 5 after analyzing
the results.

Figure 4: Experiments classification based on techniques.

Figure 5: Final conceptual model.

SUGGESTED FUTURE WORK

Chart 2: Number of data issues on experiments.

Chart 3: Amount of familiarity with Big Data.

Since the information obtained in this study is basic information and can be used in decision making in many
future researches. I have several suggestions for continuing this research that I've listed below:
- Designing a big data framework that is specially for
synchrotrons can now be for a specific section or for a
specific beamline. This offer is based on the information
provided. In many interviews, there is a mismatch between formats or software and even the lack of platforms.
By integrating and coordinating these softwares in a particular framework, the problems of the data format of the
scientists will be solved.
- In this dissertation, we outlined some of the obvious
problems in some of the beamlines, which, in the followup to this research, can be used to personalize and identify
some big data tools.
- This research has been done on the synchrotron industry. It can be applied to any other industry, including
banking and economics, astronomy, and astronomy, to
find the application of big data tools.
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HIGH LEVEL CONTROL SYSTEM CODE WITH AUTOMATIC
PARAMETRIC CHARACTERIZATION CAPABILITIES
L. Neri, L. Celona, S. Gammino, Istituto Nazionale di Fisica Nucleare, Laboratori Nazionali del
Sud, Catania, Italia
Abstract
Several degree of freedom have been introduced in the
design of the proton source (named PS-ESS) and in the
Low Energy Beam Transport line (LEBT) developed at
INFN-LNS for the European Spallation Source (ESS) project. The beam commissioning was focused on the most
important working parameters in order to optimize the
beam production performance taking into account the ESS
accelerator requirements. The development of a MATLAB
custom code able to interact with the EPICS control system
framework was needed to optimize the short time available
for the beam commissioning. The code was used as an additional high level control system layer able to change all
source parameters and read all beam diagnostics output
data. More than four hundred of thousand configurations
have been explored in a wide range of working parameters.
The capability to connect Matlab to EPICS enabled also
the developing of a genetic algorithm optimization code
able to automatic tune the source towards a precise current
value and stability. A dedicated graphical tool was developed for the data analysis. Unexpected benefit come out
from this approach that will be shown in this paper.

ION SOURCE PARAMETERS
FLEXIBILITY
The proton source [1-2] developed at INFN-LNS for the
European Spallation Source [3] is a Microwave Discharge
Ion Source (MDIS) working at 2.45 GHz. The most important parameters having a direct effect in the plasma production are the magnetic field, the microwave power and
the gas inlet pressure. The magnetic field is provided by a
three coils magnetic system packaged with XC10 steel to
increase the flexibility in the magnetic field production.
Three are the parameters the user can select to change the
produced magnetic field: the amount of current flowing in
each coil (named Injection, Middle and Extraction). Starting from this set of current values the magnetic field profile
inside the plasma chamber is evaluated with a magneto
static simulation and the strength in three points close to
the three coils is extracted. The amount of microwave
power provided by the magnetron can be selected by the
user and the adsorbed power can be monitored. The microwave injection line consists also of a four stubs (two couples) tuning unit that is used to match the impendence of
the plasma chamber and increase the microwave to plasma
coupling. This device show to the user two parameters that
are the positions of the X stubs couple and the Y stubs couples. The pressure inside the plasma chamber is driven by
the amount of gas (pure Hydrogen) that is injected in the
plasma chamber.

The main parameter that change the beam transport in
the LEBT [4-5] are the magnetic field of two focusing solenoids and four steerers. The beam transport is strongly
affected by the space charge of the beam that is neutralized
by a gas addition in the LEBT. Two type of gas can be selected in our installation, Hydrogen and Nitrogen. Both in
the source and in the LEBT the gas adduction is regulated
by a dedicated mass flow controller able to regulate and
measure with high precision and repeatability the amount
of gas injected. The used ranges for the parameters of the
source and of the LEBT are shown in the tables 1 and 2.
Others parameters that increase the source flexibility but
that were not connected with the software layer described
in this paper are present but not here reported.
Table 1: Main Source Parameters
Parameter
Microwave power
X stubs
Y stubs
Coil Injection
Coil Middle
Coil Extraction
H2 gas flow

Minimum
value
100 W
0
0
0A
0A
0A
0.2 SCCM

Maximum
value
1200 W
10000
10000
400 A
400 A
400 A
10 SCCM

Table 2: Main LEBT Parameters
Parameter
Solenoid 1
Steerer Vertical 1
Steerer Horizontal 1
Solenoid 2
Steerer Vertical 2
Steerer Horizontal 2
H2 gas flow
N2 gas flow

Minimum
value
0A
0A
0A
0A
0A
0A
0.2 SCCM
0.2 SCCM

Maximum
value
400 A
50 A
50 A
400 A
50 A
50 A
10 SCCM
10 SCCM

CONTROL SYSTEM
The control system developed by ESS and CEA is based
on EPICS and the graphical interface was developed with
Control System Studio. The graphical interface uses two
screens one for the parameters setup and one for the beam
diagnostics measurements. The most important parameters
of the source and the LEBT are shown in two tabs shown
in the Figure 1 and 2. A detailed view of all working parameters of each used device is shown in different tabs here
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not reported. In the beam diagnostic interface there is a section with the Faraday Cup (FC) measurement shown in
Figure 3, and beam current monitor section that show the
measurement done with two AC Current Transformers
(ACCT) shown in Figure 4. This sections show the actual
beam characteristics for each beam pulse produced and a
trend diagram that shows average, maximum and minimum current for the last ten thousand produced pulses.
Doppler shift measurement unit and Emittance measurement unit section are also present but not here reported.

Figure 1: Source parameters main interface.

Figure 2: LEBT parameters main interface.

Figure 3: Faraday Cup interface.
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MATLAB CHANNEL ACCESS TO EPICS
The Matlab Channel Access (MCA) to Epics was installed in a windows based machine using the instructions
that can be found on the link:
https://github.com/EPICSTools/mca/blob/master/RE
ADME_WIN7.txt

The installation required: 7zip; Make; Perl; Matlab; Microsoft Windows SDK v7.1; Visual Studio 2012 Professional; EPICS base; C/C++ Compiler; MCA.
At the end of the installation, Matlab is able to interact
with EPICS by using three functions:
 pvhandle=mcaopen(pvname); acronym of
Matlab channel access open, that open the link
to the process variable on the host epics environment of the source control system.
 pvvalue=mcaget(pvhandle); acronym of
Matlab channel access get, that provide the
value of the process variable in the epics environment.
 []=mcaput(pvhandle,value); acronym of
Matlab channel access put, that insert a value in
the process variable of the epics environment.
With only this three functions it is possible to change the
parameters of the source and read the output of all measurement equipment.
To obtain reliable and reproducible results the only need
is wait, after the setup of a new operating point on the
source, an adequate amount of time to permit the source
stabilization in the new configuration. After this time the
measurement output of the new source configuration is acquired. Few seconds are typically needed to wait the response of the power supplies connected with inductive
load. When the microwave tuning unit is used in automatic
mode, it is important to wait the time needed to find the
new optimum stubs positions.

OPTIMIZATION WITH A GENETIC
ALGORITHM
The capabilities offered by the MCA enabled the possibility to write a code able to change the source parameters
and measure the source performance. Therefore, our efforts
have been focused in the devel-opment of a genetic algorithm optimization tool. After different trials we succeeded
in the development of a tool able to drive the source to a
configuration pro-ducing the desired beam current and
quality. However, we observed that this tool do not provide
to a potential user a clear comprehension of the source behaviour. In particular, the size of the stability island and any
even-tual dangerous configuration close to the operating
one were not shown. To get a better understanding how the
source parameters affect the source perfor-mance a study
of its response by varying each of them in a wide range has
been carried out. This systematic exploration of more than
400.000 configurations, permitted to identify the regions
where the source work well and the forbidden regions
where the source does not match the operating requirements and the potential dangerous configurations.

Figure 4: AC current transformers interface.
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WIDE PARAMETRIZED SOURCE
CHARACTERIZATION
For the characterization of the source performances the
list of the source parameters with their respective ranges is
shown in table 1. Our attention was focused at the beginning in the identification of the most critical parameters affecting the source performance taking also into account the
ESS requirements. The source produces a pulsed beam 6
ms long with a repetition rate of 14 Hz. For a reliable and
reproducible analysis one hundred pulses for each configuration under test were acquired. For each pulse the measurements of almost all diagnostic equipment plus some live
processed data were stored. The most important measurements were provided by an acquisition card that digitalize
the Faraday Cup and the two ACCT beam response with a
sample rate of 1 MHz. Some parameters that describe the
variation between the hundred pulses of each configuration
and the average pulse shape are evaluated in a live mode
and stored. One of the most critical parameters extracted
from all the acquired pulses for each source configuration
is the beam ripple parameter. This parameter is a mathematical function we defined for the description of the beam
stability. All the analysis done was driven by the necessity
to have a tool clearly showing the operational points satisfying the ESS requirements. In particular, the two most relevant parameters are the stability of the current during the
duration of the pulse, and the stability of the average current produced in the pulse sequence. The total amount of
data collected for each source configuration is composed
by 3 different type of pulse shape at 1 MHz of sample rate
and 26 parameters that describe the beam pulse shape and
the stability between consecutive pulses.
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The large amount of data collected required the developing of a dedicated interface able to show the different output parameters versus the source parameters used. An example of the developed interface is shown in the figure 5
where four graphs are used to identify the trend of the performance versus the source parameters. In the top left part
there is the average current produced on the FC. In the top
right there is the average current captured by the ACCT located in the high voltage cable of the platform. In the bottom left part of the interface there is the trend of the ripple
parameter. In the bottom right part there is the ACCT current after applying a filter of the configuration that satisfy
at least half of the stability requirement needed by the ESS
accelerator. Marked with an asterisk there are the maximum performance of the first two maps and the configuration that fully satisfy the ESS requirement for the other two
maps. For a physical understanding of the results the configurations are indexed using the magnitude of the field
produce instead of the amount of current used in the three
coils of the source, Injection, Middle, Extraction.

CONCLUSION
The most important aspects making this approach possible are: the capability to connect Matlab to EPICS and the
reliability and repeatability of the source. This is evident
by looking to the results shown in the figure 5. Each pixel
represents a different source configuration, going from top
to down the configurations are consecutive, while going
from left to right the configuration are not consecutive and
the source behaviour shows a clear trend that is not affected
by the different tens of configurations tested in between.
This is a clear proof that identify the truthfulness and the
repeatability of the acquired information.

Figure 5: Interface developed for the navigation of the wide range of source parameters tested.
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The benefits of the used approach are evident. The time
needed for the characterization were minimized with respect what would have been necessary for an operator that
can change manually the source parameters and write a report for each configuration tested. The analysis was also
quantitative and free from human approximated judgement. The commissioning was done 24 hours per day. The
man power was redirected to the data analysis effort.
At the end of the commissioning the most important result was the clearly identification of several sets of source
parameters fully satisfying the ESS requirements.
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MULTI-CRITERIA PARTITIONING ON DISTRIBUTED FILE SYSTEMS
FOR EFFICIENT ACCELERATOR DATA ANALYSIS AND
PERFORMANCE OPTIMIZATION
S. Boychenko, M.A. Galilee, J.C. Garnier, M. Zerlauth, CERN, Geneva, Switzerland
M.Z. Rela CISUC, University of Coimbra, Portugal
Abstract
Since the introduction of the MapReduce paradigm, relational databases are being increasingly replaced by more
eﬃcient and scalable architectures, in particular in environments where a query will process Terabytes or even Petabytes
of data in a single execution. The same tendency is observed
at CERN, where data archiving systems for operational accelerator data are already working well beyond their initially
provisioned capacity. Most of the modern data analysis
frameworks are not optimized for heterogeneous workloads
such as they arise in the dynamic environment of one of
the world’s largest accelerator complex. This contribution
presents a Mixed Partitioning Scheme Replication (MPSR)
as a solution that will outperform conventional distributed
processing environment conﬁgurations for almost the entire
phase-space of data analysis use cases and performance optimization challenges, as they arise during the commissioning
and operational phases of an accelerator. We will present
results of a statistical analysis as well as the benchmarking of the implemented prototype, which allow deﬁning the
characteristics of the proposed approach and to conﬁrm the
expected performance gains.

INTRODUCTION
The operation and maintenance of the Large Hadron Collider (LHC) are very complex and resource intensive processes, both relying on highly sophisticated hardware and
software systems. Among others, the currently deployed
accelerator transient data storage and processing solutions
are a crucial tool for many of the activities conducted by the
hardware experts and are an integral part of the operational
accelerator cycle. Diagnostic data is primarily collected
by two systems, the CERN Accelerator Logging Service
(CALS) [1] and the Post Mortem system (PM) [2], which
in parallel to acquiring the measurements from the same
sources, serve diﬀerent purposes. The CALS system continuously monitors the accelerator hardware and logs data
at frequencies up to a few Hz, allowing for long-term trend
and behaviour analysis. On the other hand, the PM system
acquires higher frequency measurements (up to GHz) from
internal device buﬀers, but only for a short time-window
around the events of interest (like beam extraction from
accelerator for example). This allows for the detailed reconstruction of the LHC state around the occurrence of relevant
events.
Upgrades of the LHC hardware systems performed during the last long shutdown phase have pushed the originally
provisioned data ingestion rates well beyond the initially

deﬁned boundaries, resulting in a considerable performance
loss of the deployed solutions. Despite the fact that both
systems are capable of ensuring high input throughputs, they
are no longer capable of providing the same quality of service for the increasing user requests and new, large scale
analytical use cases. Besides the scalability issues, both
architectures provide a very limited support for data analysis
operations, forcing users to perform calculations on their
local environments rather than being integrated with each
other.
The next generation data analysis system, based on modern distributed data analysis solutions is being developed as
a response to the arising challenges. The Hadoop backend
provides resilience to failures storage solutions as well as
data locality-aware application execution scheduling. The
ﬂexibility of the Hadoop Distributed File System (HDFS) [3]
allows the development teams to integrate tools, like Parquet [4], which improve the performance of the storage by
enhancing the format of the persisted ﬁles. Data processing
is performed using the Apache Spark [5], which according
to multiple reports [6,7] is more eﬃcient than the traditional
Hadoop [8] MapReduce [9] approach. The developed infrastructure is horizontally scalable and resilient to various
sources of failures.
In contrast to the possible performance gains which can
be achieved by integrating modern data analysis tools into
the accelerator environment, none of the aforementioned
systems address a very important issue - the workload heterogeneity. The inspection of today’s workloads and a survey
conducted with LHC hardware experts has suggested that
the proﬁle of the queries submitted to the system is very
broad and prioritize diﬀerent stored object predicates when
operating on the data. The currently employed partitioning
scheme does not make a distinction between the diﬀerent
query categories and provides a single time-based partitioning data organization strategy, which is sub-optimal for many
of the submitted user requests. Providing a solution to this
shortcoming becomes a primary goal of the multi-criteria
partitioning scheme replication presented and studied in this
work.
This paper is organized in ﬁve sections. This ﬁrst section
provides an introduction to the context and problem. The
second section presents the core concepts of MPSR and
describes its integration boundaries. The following sections
describe the architecture of the developed prototype and
summarizes the results of the executed benchmarks. The
last section presents a summary of the main conclusions.
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MIXED PARTITIONING SCHEME
REPLICATION
The shortcomings of currently deployed data storage and
processing solutions are the core challenges for the novel approach studied in this paper, the Mixed Partitioning Scheme
Replication [10, 11]. The proposed solution introduces optimizations on the ﬁle system level without modifying the
service endpoints, therefore being completely transparent
to the user. The fundamental principle of the designed technique consists of creating multiple data partitioning schemes,
optimized for a predetermined set of workload categories,
and performing the replication of individual representations.
Unlike traditional replication solutions which maintain exact
copies of the stored data structures, the MPSR organizes the
data managed by distinct replica groups diﬀerently. Implementing the workload-awareness requires an initial study of
the system and the deﬁnition of data placement algorithms
according to the identiﬁed query proﬁles. Replications can
be managed elastically, therefore speciﬁc data sets which are
frequently accessed by the applications can be distributed
over additional cluster resources. This strategy aims at increasing the number of local data executions, to improve job
performance both due to faster disk access and reduced network overheads. Having implemented the aforementioned
data placement algorithms and replication schemes brings
an added beneﬁt. It becomes possible to modify both when
the need arises, being therefore possible to adapt to changes
of data sources and/or user behaviour while maintaining
the initial eﬃciency of the overall infrastructure without
requiring additional resources.
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Figure 1: The data ingestion pipeline.
The MPSR architecture can be split into two main, yet
independent components: data ingestion and data processing. The speciﬁcities of the data collection pipeline are
presented in Figure 1. Depending on the architectural point
of the data storage and processing system at which the data
ingestion procedure is integrated, the whole process can be
split into two interconnected, yet separately managed components. The ﬁrst one is primarily responsible for retrieving
data from the data sources, performing the pre-processing
and preparing the data for its persistence to the physical
storage. The second component manages the communication process with the data storage and processing solution.
The separation of the data ingestion pipeline is driven by
the MPSR ﬂexibility requirements. Integrating the data acquisition and pre-processing mechanisms directly into the
server application for data storage and processing solution
will break its compatibility with dedicated data collection
frameworks and therefore require additional eﬀorts to ensure
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failure tolerance and scalability. Furthermore, the delegation
of the data preparation and aggregation tasks to the server
components which are deployed on the data persistence layer
will result in permanent resource allocations for the data ingestion process, since CERNs data storage systems have to
ingest data on a continuous basis even if the accelerators are
not operational. The solution which is commonly adopted
by applications facing similar issues [12, 13] is the integration of a dedicated data collection system, like Kafka [14].
Since a similar development is foreseen for the next generation storage architecture at CERN, the design choice for
the MPSR was to delegate the data pre-processing tasks to
such an external tool. After the input is prepared for writing, the remote server is notiﬁed. Based on the user request,
the conﬁgured partitioning criteria and the cluster resource
usage, the master recurs to the MPSR module to determine
the node which will permanently persist the collected data.
Finally, the transport protocols ensure that the data is correctly uploaded from the external data ingestion application
to the identiﬁed cluster node.
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Figure 2: The data processing pipeline.
The data processing pipeline (see Figure 2), in relation
to the underlying solution implementation, remains mostly
untouched with the exception of the component which determines the input ﬁles for the submitted job. Upon arrival of
the data processing request, the associated meta-data is initially inspected. Most of the meta-data analysis operations
are still handled by the original data storage and processing solution. While decoding and building an appropriate
query representation, the MPSR module is invoked in order to determine the partitioning criteria which will be the
most eﬃcient in providing data for a particular user request.
Based on the current cluster usage, the resources which maximize the rate of local executions are allocated. Finally, the
tasks are scheduled for execution on the previously selected
machines. The entire process is transparent to the user, as
the MPSR components which calculate the input splits and
allocate the computing resources are implemented on the
server-side. For this reason, no modiﬁcations are required
on the application endpoints.

PROTOTYPE IMPLEMENTATION
In order to determine the characteristics of the proposed
approach and evaluate its performance, a prototype featuring
the core features of MPSR was designed and developed.
The implementation was integrated directly into the Hadoop
source code, which in contrast to an independent plug-in
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Figure 3: The Mixed Partitioning Scheme Replication Prototype architecture.
development, allowed to maximize the use of the existing
ﬁle system and cluster management mechanisms.
The major modiﬁcations were introduced in the Hadoop
objects FSDirectory and FSNamesystem (see as well
Figure 3). These changes were integrated into the source
code without impacting the initial system functionalities,
since there was no intention of implementing additional
features that would require managing the staging and intermediary data produced by the MapReduce applications. The
new methods that were integrated into the FSDirectory
sources are inspired by the original implementations, but
adapted for operating on the MPSRINode instances. The prototype supports the minimal feature set required for achieving the experiment goals, namely operations like directory
creation, ﬁle creation, appending and status retrieval. The
operations required for handling the namespace representation on the persistent storage were integrated into the
FSNamesystem instance. The changes - once again - were
based on the original implementation, but the source code
was extended to support the reconstruction of the MPSR ﬁle
system representation through the edits and fsimage ﬁles.
Solely the introduction of workload-awareness into the
Hadoop system required the deﬁnition and implementation
of a completely new module for the management of metadata. In the MPSR prototype, the MPSRMetaService was
integrated directly into the Namenode sources. The main
responsibility of this new module is the management of partitioning criteria relations with the individual Datanodes. First,
the administrator has the possibility to deﬁne the replica
groups, characterized by an ordered list of the predicates.
The relation between the predicates and the speciﬁc partitioning schemes are deﬁned through an interface supporting
simple mapping. As a second step, once the service is started,
the cluster nodes are allocated to individual partitioning criteria using the Round-Robin algorithm. The allocations are
stored into the meta-data ﬁle, since after a potential system
failure or restart the machines which already store MPSR
data need to be assigned to the correct replication group.
Finally, the managed associations are exposed to the remain-

der of the Namenode services, in order for the user requests
to be routed to the appropriate data sources.
The data management process is very similar to the traditional approach applied on Hadoop systems. The main
diﬀerence lies in the block storage and replication mechanisms. Unlike in the original implementation, the ﬁles - after
being stored - are not automatically replicated throughout the
cluster unless the replication factor is larger than the number
of the conﬁgured partitioning criteria. For reasons explained
in the previous section, the replication process control is partially granted to the external data ingestion tools. Unlike in
the traditional Hadoop systems, additional knowledge has to
be used in the MPSR prototype to determine the most appropriate candidates for storing the data blocks. The list of predicates, passed along with the collected information allows
the modiﬁed version of the BlockManager to build the
list of the excludedNodes and favoredNodes to control in the following the data placement on the specialized
resources. The list of excludedNodes contains machines
which were assigned a partitioning criteria which is diﬀerent
from the one associated with the input data. On the other
hand, the list of favoredNodes contains the nodes which
are suitable for storing data of the respective structure, and
the target destination is therefore picked randomly from the
available options.

RESULTS ANALYSIS
The performance evaluations were conducted on a cluster of ten nodes, with one of the nodes conﬁgured as the
Namenode and the rest as Datanodes. The machines speciﬁcations were: 8 Core Intel(R) Xeon(R) E5420 2.50 GHz
CPU, 8 Gigabyte DDR2 667MHz RAM and 2x1TB SATA
7200 rpm HDDs. The Hadoop version which was used for
implementing the prototype and further deployment is 2.6.
The data was migrated from CALS and the tests were performed on the 592 Gigabytes repository. The workload scenarios were submitted by a custom application, speciﬁcally
developed for being able to work both with the traditional
Hadoop and the MPSR prototype. Multiple query categories
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Figure 4: Average application execution time comparison.

Figure 5: Average queue size comparison.

were submitted to either of the systems, randomly enhanced
with multiple signal attributes for value ﬁltering. The executed benchmarks consisted of a submission of a thousand
of MapReduce jobs and was repeated three times.

conﬁrm that the MPSR prototype was notably more eﬃcient
than the standard Hadoop installation in managing the queue.
The MPSR approach was able to maintain the queue size
close to zero throughout the entire runtime of the experiment, with the exception of a successive submission of a
few applications with large input size. Nevertheless, after
some time the measurements decayed back to their original
values. On the other hand, the traditional Hadoop approach
results show that the queue size started to increase from
the very beginning of the experiment. This increment was
mostly constant, with the exception of a short period during
which the infrastructure managed to recover slightly. Similar
observations were already observed in other benchmarks we
have executed.

Average Query Execution Time Analysis
We started by conducting benchmarks for studying and
comparing the average query execution time of the traditional Hadoop deployments and the MPSR prototype. This
metric is absolutely critical for assessing the usefulness of
the proposed approach, since the most fundamental objective
of the MPSR is to improve the throughput of user request
processing on the same cluster conﬁguration, while at the
same time minimize detrimental impacts on other characteristics of the system. The results obtained suggest that
diﬀerent application categories submitted through the workload simulation tool, do not diﬀer much from the average
values, thus this representation will be used in further analysis. The benchmarking tests, depicted in Figure 4, shared
an identical variable conﬁguration, while the variable name
and time interval ﬁlters were applied individually (which
explains the diﬀerence in observed values). The comparison
between the systems allowed to conclude that the proposed
approach was more eﬃcient than the traditional solution in
all of the tested conﬁgurations. It was also observed that the
performance gains of the MPSR prototype were higher in
larger clusters, leading to a reduction in the average execution
time by 21 − 42% on a 10-node infrastructure, respectively
19 − 35% on 7-node and 15 − 34% on 4-node infrastructures.
As expected, a larger infrastructure allows for a faster data
processing.

Average Queue Size Analysis
As a next step, the queue behaviour for both systems was
studied (see Figure 5). Despite the fact that the average
execution time is a good measure to determine the performance of the system, the queue size cannot be neglected, as
the request pile-up can render the infrastructure unusable
at some point and therefore severely impact the application
waiting time. The cluster conﬁguration was identical for the
performance evaluation of the two systems and the same
arrival rate was applied. The obtained results (see Figure 5

Scalability
In a further eﬀort of assessing the quality of the MPSR
solution for a potential use in very large-scale infrastructures
like the one currently being built at CERN, a scalability
study was conducted. While the modiﬁcations of the core
Hadoop features were kept to a minimum when integrating
the MPSR prototype, the system had inevitably to be modiﬁed, as the data storage strategy was diﬀerent in comparison
to the traditional approach.
First, the average execution time metric of the application was inspected. When compared to a traditional Hadoop
installation, the MPSR prototype was in most cases more efﬁcient, resulting in lower processing times due to the smaller
input size (see Figure 4). However, the collected results do
not allow an extrapolation with acceptable error margins
for larger clusters, as there are many possible ﬁt functions
which can be applied in this case. On the other hand, the
behaviour of the MPSR prototype is very similar to the original Hadoop version. The relation between the application
input size and the corresponding execution time remains
high, thus allowing us to use the observations of other researchers to perform the extrapolation to larger cluster sizes.
As part of their research, the authors of [15] conducted a
detailed analysis of the impact of the infrastructure size on
the cluster processing throughput and average execution time
of the application. According to their study, the number of
machines in the cluster has a linear correlation with respect
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known as the “small ﬁle” problem [16], which does not only
impact the memory requirements of the Namenode to represent the namespace, but also introduces signiﬁcant overhead
when processing the data. Furthermore, in larger systems
it is expected that the concurrency will be higher, meaning
that the competition for the available resources will be more
signiﬁcant.
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Figure 6: Average execution time estimation.
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Figure 7: MPSR cluster throughput estimation.

to the available processing capacity. On the other hand, as
expected the processing time does not scale linearly with the
infrastructure size, since for each application with a limited
input size there is always a maximum degree of parallelism.
Despite the fact that the authors do not mention the nature
of the aﬃnity between the last two metrics, mathematical
methods allowed us to determine that the reported values
follow an exponential decay function. Based on the observations, the estimation presented in Figure 6 was derived.
In the following, based on the facts presented in the previous paragraph, the processing rate of the cluster with the
MPSR solution was derived (see Figure 7). The observed
measurements were used as input for the linear ﬁt function.
The average execution time and cluster throughput estimations will remain valid as long as the computing resources,
the stored data structure and executed workloads remain
similar to the tested conﬁgurations. However, a behaviour
modiﬁcation is inevitable in large infrastructures, like the
second-generation data storage and processing solution being built at CERN. The data and workloads are heterogeneous, introducing many possible factors which can impact
the provisioned behaviour. The data acquisition rates can
change, meaning that the block ﬁll factor will be altered.
In case many devices are reporting values at much lower
rates than provisioned, the number of mappers required for
processing the same amount of data will increase, altering
the equation due to the more important share of application
staging time throughout the whole process. This issue is

This paper presents a multi-criterion partitioning technique which can be integrated into distributed storage and
processing solutions, like Hadoop, aiming to optimize its
performance for the execution of heterogeneous workloads.
The proposed approach - Mixed Partitioning Scheme Replication - targets to minimize the intrusions into the original
distributed analysis systems, striving to maintain most of its
scalability and failure tolerance characteristics, while at the
same time allowing the integration of other external tools
for further optimizations of the system. Based on the MPSR
data acquisition and retrieval pipeline investigation results,
the MPSR prototype, integrated into the Hadoop sources
was developed, resembling the core features of the proposed
approach.
The executed benchmarks conﬁrm that the MPSR solution
is capable of performing better than the traditional Hadoop
infrastructure, even with the simplest partitioning criteria
conﬁgurations. The main source of performance gains is
the reduction of the job input size, achieved by selecting the
most appropriate data organization scheme for processing
the requests. Nevertheless, the drawbacks of the proposed
solution must be carefully studied in order to present the
full picture. The main source of the possible issues is the
Namenode service, which in case of MPSR requires more resources to represent the namespace. Additionally, the failure
recovery process is no longer a simple data copy operation
from one node to another. Instead, a more complicated process, which actually requires a detailed analysis of the lost
dataset is required in order to restore the measurements. The
scalability estimations suggest that the proposed approach
will continue to perform eﬃciently on large infrastructures,
making the MPSR a very attractive solution for the future
transient accelerator recording and analysis system developed at CERN.
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FUTURE ARCHIVER FOR CERN SCADA SYSTEMS
P. Golonka†, M. Gonzalez-Berges, J. Guzik*, R. Kulaga, CERN, Geneva, Switzerland
Abstract
The paper presents the concept of a modular and
scalable archiver (historian) for SCADA systems at
CERN. By separating concerns of archiving from
specifics of data-storage systems at a high abstraction
level, using a clean and open interface, it will be possible
to integrate various data handling technologies without a
big effort. The frontend part, responsible for business
logic, will communicate with one or multiple backends,
which in turn would implement data store and query
functionality employing traditional relational databases,
as well as modern NOSQL and big data solutions,
opening doors to advanced data analytics and matching
the growing performance requirements for data storage.

INTRODUCTION
Robust and scalable archiver (historian) for large
control systems such as those of CERN's LHC accelerator
and is associated experiments, has been a recurrent topic
discussed over the past decade at the ICALEPCS
conference. In particular, the evolution of the RDB Oracle
Archiver component of the WinCC Open Architecture
(OA) [1] commercial SCADA system has been presented
in [2][3].
With the already planned ramp in luminosity of the
CERN accelerator complex, one may expect the
corresponding rise to be required in the throughput of
control systems and in the amount of produced and
processed data. Moreover, a more and more widespread
adoption of data analytics is a notable trend for industrial
control systems, empowering the operators with new tools
such as predictive maintenance, event classification and
plant optimization. In this context, the archiver becomes
one of the key component of modern control systems
bridging the gap between domains of classical control
systems and data analytics. On the other end, the Internetof-Things revolution yields appliances capable of
embedding advanced control systems into small form
factor devices with ultra-low power consumption,
requiring scaled-down versions of archiver to be running
locally, or in cloud/swarm deployments.
Based on the experience gathered over a decade of
operation of the WinCC OA-based control systems at
CERN, notably using the archiving systems based on
large relational Oracle databases and anticipating future
challenges, we propose an architecture for the new
scalable and modular archiver for industrial-control
systems. Even though primarily aimed to be used with
WinCC OA (de-facto standard for CERN deployments),
the open architecture allows its integration with "any"
other control system that needs to store and query
historical process data (such as C2MON [5]).

The NextGen Archiver project presented in this paper is
developed in collaboration between CERN and
Siemens/ETM (the vendor of WinCC OA), in the
framework of the CERN openlab project [4].

RDB Archiver
The RDB archiver was originally developed for the
LHC experiments and later on, extended to other CERN
systems (accelerators and technical infrastructure). The
main driving force for the new development were the
requirements in terms of writing/reading performance as
well as the long-term storage of the data. At the time of
the development (mid 2000s) the ubiquitous technology
for databases was based on the relational model. A first
attempt was made to have a generic relational archiver;
however, it didn’t meet the requirements and a specialized
version had to be developed for Oracle, the CERN IT
chosen solution at the time [3]. The project was a very
successful common effort between several CERN groups
and ETM. The main outcome was a scalable archiver
solution that could be tailored, with the appropriate
hardware, to the different CERN installations.
The RDB archiver was put in production for the LHC
start-up and used since, with systematic modifications and
a major evolution during the first LHC Long Shutdown to
meet the ever-growing performance requirements.
Since the initial development, a number of technologies
have come up in the domain of data logging and analysis
(e.g. Hadoop ecosystem, timeseries databases, etc). This
made necessary to reconsider the initial choice of
technologies for the major upcoming upgrades for the
CERN control systems linked to the High Luminosity
LHC.

MOTIVATION
Based on the fruitful experience of the collaboration on
the RDB Archiver, CERN and ETM/Siemens decided to
start a R&D project on the next generation archiver for
WinCC OA systems, in the scope of the Openlab project.
Following the trends observed in the IT sector, the main
motivations in this project for CERN were:


Provide an archiving solution capable of scaling-up
to data throughputs required for next upgrades of
the LHC and its experiments beyond 2020.



Enable effective use of data analytics tools.



Enable the usage of NOSQL (Not Only SQL) data
store and processing technologies.
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Figure 1: Architecture of the NextGen archiver.
Direct input from users was to query and efficiently common interface between the parts. This modular
process historical data in much larger time windows, with architecture, presented in Fig. 1, has a number of
higher throughput and quick "interactive" response to advantages.
operators. Two use cases for data queries which scale
Primarily, it allows to integrate new data-storage
poorly with RDB Archiver need to be addressed in
systems,
as new backends, with no need to implement a
particular: the event screen, and event replay. The former
complete
new archiver, and with no need for backend
allows to list a sequence of events that happened at a
developers
to be familiar with complexity of WinCC OA
specified time window for a specified set of devices;
hence it requires that the archiver provides historical programming interfaces. And conversely, it allows to use
values for many devices, with possibly complex filters the existing backends with any other (non-WinCC OA)
and yields moderate amount of data. The latter should system by implementing a custom frontend module.
allow to replay the complete sequence of events through Assuming that the communication interface is platformthe system starting at a specified point in time and independent, it becomes possible for frontend and
requires massive extraction of data for all devices of a backends to run on different physical machines, with
control system or its partition. Moreover, the exact start different operating systems, and implemented with
and end time for the query need to be established from different programming languages. For example, a WinCC
data. To reconstruct the state of the process image at a OA system running on a Linux server and implemented in
specified starting time, one needs to find the most recent C++ to be integrated with database services only running
value change prior to it, for all signals in the system; on Windows, or requiring implementation in Java or
realizing that some of these values might have not Python.
changed since a long time, one needs to execute an
Another architecture decision was to permit the use of
unbound search through the history of recorded multiple backends simultaneously. As a result, it is
timestamps of signals. This is a particularly costly possible
to
store
data
with
different
operation with the current RDB Archiver implementation decimation/aggregation and data retention strategies. For
of WinCC OA.
example, one could store unfiltered data to a short-time,
For ETM, the project would permit to propose lower- shallow backend storage, and store hourly-averages into
cost, scalable archiver solution for customers, and extend another backend that holds them for the lifetime of the
the set of supported data-store technologies beyond application. Ultimately, one could consider a backend
Oracle DBMS. For both parties, the project of the new capable of streaming value changes into a data analytics
archiver was the opportunity to consider and prototype platform such as Apache Spark, or building mirrors of the
enhancements and new features that were not possible to control process images.

achieve with the existing RDB Archiver implementation.
Improved reliability, data integrity and monitoring were
declared to be as important as throughput. Ultimately, an
architecture permitting to easily extend the archiver with
new data storage and processing backends was demanded
to be able to promptly react to the dynamically changing
landscape of technologies.

ARCHITECTURE
The key design decision for the architecture of the next
generation archiver was to separate the concerns of
WinCC OA and database storages into a frontend and
backend modules, and to connect them with a platformneutral communication channel, which would define the

The common interface is divided into three modules,
that form a universal Application Programming Interface:
•

writing interface: responsible for forwarding
value changes and alarms to the backends;
implemented as a bidirectional channel which
ensures that the backends acknowledge reception
of chunks of data, and provides buffering of data
in the event of temporary loss of connectivity or
unavailability of the backend. Implementations
of this interface would typically write data to
their
storage,
using
technology-specific
interfaces.
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•

•

configuration/monitoring interface: allows to
integrate backend configuration and monitoring
tasks with the supervisory layer, transmits the
metadata-change
information
(such
as
creation/deletion/renaming
of
datapoints),
provides standardized error notification,
heartbeat mechanisms between a frontend and
backends, and allows for administrative tasks
such as restart or reconnection to be commanded
from the supervisory layer to the backend. For
this reason, it is designed as a multi-purpose,
bidirectional channel.
reading interface: responsible for forwarding
data-queries and returning their values. The data
format for requests and response is designed to
be independent from query systems of either
SQL or NOSQL data storages, and focuses on
typical use cases required for SCADA systems.

As it is not required to implement all the interfaces, one
may easily develop backends with read-only (e.g. to
retrieve data from legacy storage systems) or write-only
functionality (forwarding data).
The frontend and backend parts may run as separate
processes but they may also be executed inside the same
process. This allows to simplify deployment scenarios in
particular for smaller architectures where data is stored on
the same server as the control system itself, and could
embed all the necessary libraries. On the other hand, for
large, distributed deployments, one could consider
connecting many frontend modules (from individual parts
of control system) to a dedicated high-availability server
hosting the backend part of the archiver, possibly also
collocated with the data storage/processing.

TECHNOLOGY SELECTION
The prototyping phase for the project was preceded by
the selection and evaluation of technologies that could
serve as the interfacing medium; solicited were those
offering implementations for many programming
languages and operating systems that provide clean
interfaces and simple yet powerful architectures. Insights
provided in [6] were the source of our inspiration too.
We decided on the use of ZeroMQ [7] as a transport
layer and Google Protocol Buffers [8] for data
serialization and interfacing. The choice was driven by
the popularity and widespread adoption of these
technologies, their availability on multiple platforms,
vivid community of users, as well as licensing terms that
would be permissive for both: open source and
commercial use. Already with first exercises we were
convinced about suitability of this choice and the
flexibility of the architecture it enables. Functional and
performance tests performed later confirmed our choice.
As the primary aim of the project is to provide a new
archiver for WinCC OA, we focused on implementing the
NextGen archiver’s first frontend, using WinCC OA’s
C++ API. The use of C++11 standard library with the Qt
framework allowed to embark upon the development for
Linux and Windows platforms. Clang-tidy used in
addition for test driven development allowed for delivery
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of successive prototypes with high quality of the code and
increased reliability even at early stages of the project.
An effort to select the initial set of data storage and
processing technologies for the backends addressing
various use cases has also been initiated. For smaller
deployments a technology that could functionally replace
the existing file archiver and bringing the benefits of
modern NOSQL solution is being investigated with
projects such as MongoDB [9] and InfluxDB [10] in
evaluation[11]. For compatibility with existing large
deployments, notably those at CERN, a backend for
Oracle databases, compatible with the currently used
RDB Archiver has been declared as necessary for smooth
transition, as well as to access existing historical data.
Ultimately, a BigData backend enabling data analytics as
well as high-performance data queries on large data sets is
being worked on. At the current prototyping stage, we
focus on the Apache Kudu [12] as underlying technology.
We are also considering the use of NXCALS [13],
CERN's new logging system based on Hadoop ecosystem,
for long-term storage and data analytics.

CURRENT STATE
The NextGen Archiver project delivered its first
functional prototype, with the complete initial set of
interfaces and the implementation covering the most
important functionality. The communication and
messaging layer has been thoroughly tested from the
functional point of view. The functionality of the writing
interface, with the option for buffering of data to disk,
was found to work very well, as well as simple
configuration/monitoring and data queries.
Initial implementation of the backends compatible with
RDB Archiver, Kudu and a handful of other backends has
been achieved proving that the architecture allows for
rapid integration of data-storage technologies, as well as
to aid in the process of technologies selection as
backends.
The openness of the architecture was demonstrated
with implementation of the simplified frontend for data
generation and testing purposes. Implemented as a student
project in summer 2017, it allows to generate and inject
test data into backends without using WinCC OA.
Similarly, the reference backend, ignoring all value
changes and responding to queries with ad-hoc generated
data was delivered and becomes indispensable for the
envisaged performance tests.
In addition, a library of high-level functions has been
implemented to spare C++ programmers from using lowlevel interfaces of the transport/serialization libraries; for
other programming languages similar API packages may
be provided, if necessary.
An intensive campaign for scalability and performance
test is in preparation at CERN for the autumn of 2017. It
should allow to measure and test the performance of the
prototype at the scale of large systems already used at
CERN and beyond to estimate the limits of the
architecture and technologies.
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The architecture of the NextGen Archiver, as suggested
in the introduction, enables its use for other purposes as it
can act as a general-purpose data interface. We await with
excitement the collaboration with the ALICE O2 project
presented at this conference [14], to use the NextGen
Archiver to effectively forward the complete process
image of the distributed Detector Control System of
ALICE to their Data Acquisition system. The prototyping
should start in Autumn 2017.
We also envisage to prototype the integration with
NXCALS [13], as it will soon become the main data
storage and analytics platform for accelerator controls at
CERN. Once it is sufficiently tested, the integration with
NXCALS might replace the currently existing process of
data transfer between the online controls database and the
Accelerator Logging database. A storage backend for this
purpose could run in parallel to backends that archive data
for online use.
In the long-term perspective, the NextGen archiver
opens new possibilities, in particular when applied in nonstandard setups. Similarly to the O2 intgration project, it
may be used to forward data to enable event stream
processing or complex event processing.
Ultimately, it could also be used to provision offline
copies of the SCADA control process image to external
sources, such as web applications, allowing for secure,
read-only access to controls data for large user
communities.

CONCLUSION
We presented the concept of the modular archiving
system for controls data and its first prototype that would
allow for WinCC OA-based control systems to use a
variety of data storage backends. The open architecture
allows to extend the project to other SCADA systems or
integration of new storage solutions through
implementation of high-level interfaces. New domains of
usability as scalable data forwarder become also possible.
Upcoming scalability and performance tests will validate
those concepts in practice and show what are their
scalability limits.
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UPGRADE OF THE CERN RADE FRAMEWORK ARCHITECTURE USING
RabbitMQ AND MQTT
O. O. Andreassen, F. Marazita, M. K. Miskowiec, CERN, Geneva, Switzerland
Abstract
AMQP (Advanced Message Queuing Protocol) was
originally developed for the finance community as an open
way to communicate the vastly increasing over-the-counter
trace, risk and clearing market data, without the need for a
proprietary protocol and expensive license. In this paper,
we explore the possibility to use AMQP with MQTT (Message Queue Telemetry Transport) extensions in a cross
platform, cross language environment, where the communication bus becomes an extendible framework in which
simple/thin software clients can leverage the many expert
libraries at CERN.

INTRODUCTION
The Rapid Application Development Environment
(RADE) was initially developed to make it possible to interface LabVIEWTM based equipment and software with
the CERN technical infrastructure. As part of this implementation, a multi-tier communication layer was introduced called RADE Services [1].
The current implementation of the RADE Services are
based on custom-coded Java application interfaces linking
the RADE client interfaces with an Apache Tomcat Web
Server [1]. Despite the stability and performance of this
implementation, there are several issues that need to be addressed in order to improve the scalability, reusability and
cluster performance of the service.
Custom code forces developers to rewrite and sometimes
re-design whenever the dependent libraries change.
Maintenance has proven to be time-consuming and with
heavy traffic, the solution doesn’t scale well.
To address this, we started looking at industrial solutions
working in a more efficient and compartmentalized way,
reducing code redundancy. Moreover, in search of better
approach it was necessary to uphold two major requirements– platform independence and plugin support for
JAVA – LabVIEWTM communication [1].
In this paper, we will show how we try to address this
problem by linking most of the various services and interfaces via a commercially supported, well documented software layer called RabbitMQ, and leverage the interoperability by reducing the software complexity and maintenance efforts [2].

CERN Infrastructure
The technical infrastructure at CERN consists of several
different front-end devices, databases, sensors and experimental equipment (See figure 1).

Figure 1 : Simplified view of the CERN Technical
Infrastructure
To keep track of the equipment, the CERN Controls
Configuration Database (CCDB) holds the information describing the different data interfaces and the relations between the hardware and software. You will also find information describing the network interfaces and every device
connected to the CERN technical and general purpose network [2].
Access to the CCDB is provided by the middleware and
communication layers.
The Controls Middleware (CMW) framework enables
client applications to connect and retrieve data from CERN
accelerator equipment [3] [4].
Apart from databases there are also several file systems
designed for data storage [5]:
• DFS (Distributed File System)
• NFS (Network File System)
• AFS (Andrew File System)
• EOS

RADE Services
The RADE framework aims to give users a total package
for development, maintenance and support through welldefined templates, guidelines and documentation. RADE
libraries make use of a distributed architecture (See figure
2), with several application servers hosting dedicated communication and analysis libraries [1].
As an example, the Java API for Parameter Control
(JAPC) is a communication layer to control accelerator devices from Java. In the RADE Services stack, JAPC is used
as a unified software API where you can get access to most
parameters of the CERN accelerators control parameters.
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It combines several databases, file formats and inter process communication mechanisms that we make use of in
the RADE Services RabbitMQ bridge [1][2].

Figure 2: The RADE Framework Distributed Architecture
In addition to JAPC, many different interfaces have been
deployed in the RADE Services infrastructure [1]:
• Java API for Parameter Control (JAPC) is an API
for control system parameters [1].
• The Injector Control Architecture (InCA) is a service responsible for get, set and subscribe operations through InCA libraries [6].
• Distributed Information Management (DIM) Service provides subscription using the DIM library
[7].
• CERN Accelerator Logging Service (CALS) allows LabVIEWTM users access to CERN databases [2].
• PLSLineListener is a project for PLSLine subscription [1].
• LHC Software Architecture (LSA) is responsible
for setting new parameters into the LSA database
and retrieving trim history [1].
• JAPCPublisher adds functionality to JAPC for
publishing data to the CALS database [1][3].
• ServletChecker keeps the availability of the previous projects in the RADE Servers.

Apache Tomcat
Apache Tomcat is an open source web server, developed
by the Apache Software Foundation. Apache Tomcat implements several Java EE specifications and provides
Java HTTP web server environment where Java web applications can run [8].

RabbitMQ
RabbitMQ is an open source, lightweight message broker with a built-in end to end queueing mechanism that en-
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ables applications to share data using a common well defined protocol. It brings benefits such as load balancing and
job distribution [2].
RabbitMQ ships with several interfaces that makes it
possible to simultaneously cross communicate between
multiple servers and clients across different programming
languages. This, along with a comprehensive list of tutorials, strong community support and explicit examples, simplifies the overhead of developing dedicated applications
since most of the business logic is outsourced and re-used
between the applications via service managers [2].
The RabbitMQ broker is built upon the Advanced Message Queueing Protocol (AMQP). It has several extensions
such as the Message Queue Telemetry Transport (MQTT)
mechanism that provides a powerful and flexible solution
for communication between software clients and servers at
CERN.
AMQP is an openly published wire specification for
asynchronous messaging and standard protocol for message-oriented middleware [9].
MQTT is a machine-to-machine connectivity protocol,
designed as a lightweight messaging transport, typically
used in the industry for endpoint communication [10].
The RabbitMQ broker provides several excellent management-plugins that works as a HTTP-based APIs where
one for example can monitor and manage RabbitMQ clusters through browser-based user interfaces [2].

Apache Kafka
Apache Kafka is an open-source stream processing platform developed by the Apache Software Foundation written in Scala and Java. Kafka is used for building real-time
data pipelines and streaming apps. It is scalable, fault-tolerant, fast, and used in production in many companies. The
project aims to provide a unified, high-throughput, low-latency platform for handling real-time data feeds [11].

STUDY
Before introducing the new architecture, we studied the
existing implementation to explore its advantages and disadvantages. Moreover, we discussed benefits of using broker-based approach over peer to peer communication or usage of Kafka. Our study shows superior results of RabbitMQ over other possible solutions.

Apache Tomcat
The first version of the Java based distributed RADE
Services was built upon applications interfacing with an
Apache Tomcat Web Server. The LabVIEWTM application
interfaces were communicating with the Tomcat server using HTTP POST methods and TCP/IP listeners (See figure
3). This implementation provided a stable and relatively
fast interface, but it lacked the scalability and flexibility of
today’s modern message brokers. In addition, the implementation had a lot of code repetition and redundancy. Several separate static wrappers were used for every unique
service on both the server (Java) and client (LabVIEWTM)
side. This was one of the main points we wanted to address
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and one of the incentives for the project: introducing common virtual classes in the software stack that easily could
be overridden for specific services. At the same time, we
wanted the new service to be capable of adapting to all future changes, but keeping the existing clients backwards
compatible and uninterrupted.

Figure 3: Apache Tomcat Web Server Implementation
Architecture

Broker versus Peer to Peer Communication
Depending on the requirements, it is possible to choose
either a broker or broker-less approach. The choice resides
mainly on four features: scalability, maintenance, availability and management.
In a broker-less, peer to peer based system, the communication is typically implemented independently, case by
case, by the developer. The implementation can be based
on a common class and communication technology, but
typically, as time goes by, these common components gets
adapted to serve new needs in each unique component.
Also, if you need to inspect or handle multiple peers/connections simultaneously (scalability), have them join servers or access services and at the same time (load balancing)
risk network outage and infrastructure downtime (availability), a message storage broker approach is more suited
due to its compartmentalized nature.
Issues with consumer response time also benefit from the
ability to distinguish between network error and messages
lost in transit. Another important aspect is the management
of the system. A broker-based approach provides centralized information about connected clients, which
improves the scalability of your system.
Even though peer to peer models often are simpler to implement, their complexity grows when factoring in maintenance, availability and management. For medium to large
sized applications it is almost always more advantageous
to make use of brokers instead of implementing features
individually.
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RabbitMQ versus Apache Kafka
Table 1. presents a comparison between the RabbitMQ
broker and Kafka. Kafka claims to have a five times faster
speed of processing events than RabbitMQ, but it lacks the
advantages of high availability and message acknowledgement. This might prove to be a liability when valuing data
integrity and trying to prevent loss of data in critical applications [2] [11].
RabbitMQ also supports additional AMQP communication channels through its vast amounts of plugins, whereas
Kafka only supports exchanges. While messages in Kafka
stream are ordered, the delivery (ordered) is only guaranteed if they are published on a single channel, passed
through one exchange and queue and received by one channel [2] [11].
The advantage of using Kafka over RabbitMQ for the
RADE Services boils down to mainly the speed of receiving and sending messages. RabbitMQ shows better support
on dedicated protocols, it provides acknowledgements and
high availability, which improves stability and overall security in the architecture [2] [11].
Table 1: RabbitMQ and Kafka Comparison
RabbitMQ
Kafka
Custom
TomCat
Type
Broker-cenProducerP2P
tric
centric
Speed
120k
280-350k
124k
events/sec
events/sec
events/sec
HA
Yes
No
No
ACK
Yes
No
AMQP
Exchange,
Exchange (no No
binding
queue)
queues
Delivery Ordered
Ordered
FIFO
(with limitations)
In addition to the above-mentioned features, RabbitMQ also provides other benefits that make it good
choice compared to other message brokers: an open, well
defined and community supported AMQP standard, Erlang-based implementation that allows simple clustering
and scalability. It is also more reliable and crash resistant
than Apache Kafka [11].

ARCHITECTURE
The new system architecture consists of four main layers: The service layer, the application Layer, the entity
layer and the data layer (See Figure 4).
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rabbitmq_mqtt plugin for MQTT communication
• rabbitmq_management plugin for HTTP-based
management
All data exchange queues, interfaces, ports and service
names were manually configured in the dedicated RabbitMQ and plugin configuration files.
•

INTERFACES

Figure 4: Project architecture.
The RADE CORE Service is a generic Java based virtual
class that extends all the communication layers needed to
connect to the CERN technical infrastructure (such as
JAPC, CALS, ALARM etc.). Clients (LabVIEWTM and
web) communicate with the RADE CORE service via the
“entity layer”. The entity layer proxies’ data to a free broker using a designated routing key. The routing key ensures
that the messages sent are properly routed to the intended
subscriber/listener and guarantees delivery in a well-balanced cluster. Once a communication link has been established, a dedicated data queue is created in the data layer,
facilitating communication between the requested service
and its client, via the routing key [2].
The Data Layer contains five main queues, defined
within the RabbitMQ management system:
• Error queue
• RADE Server status log queue
• Core request queue
• MQTT adapter queue
• Data queue
The MQTT Adapter Queue, created by the MQTT
plugin is automatically generated when a subscription is
initiated.
The current “entity layer” is comprised of three RabbitMQ servers running Scientific Linux 6. The servers are
set up to be a single cluster, and the load balancer automatically selects which of the three services to use [2].

TESTBED
The current testbed is configured to run on two virtual
machines working as a cluster (based on RedHats OpenStack) [12]. In this configuration clients can connect to any
node in the cluster and connect to all or any existing queue.
All exchanges, queues, permissions and virtual hosts are
mirrored across the nodes. This configuration makes use of
the High Availability Proxy (HAProxy), providing us with
load balancing [13].
To communicate with LabVIEWTM and Web Clients, the
following plugins were installed:

In this project, we mainly distinguish between two types
of service interfaces: The RADE Java Services and LabVIEWTM MQTT clients. What is most important in this
case is the broker’s support for various protocols. Apart
from AMQP used in JAVA services, the chosen broker
needs to provide support for the MQTT protocol that is
used in the LabVIEWTM Client.

Workflow
In the test system, all clients are connected and send their
requests to a dedicated broker cluster. Through the Broker
the request is sent to an appropriate service that is executed
depending on the request message payload. The requested
information is sent back to the broker, and then relayed to
the requesting client. The simplified workflow is shown on
the Figure 5.

Figure 5: Workflow

LabVIEW TM Client
The choice of MQTT protocol assures that the developed
applications are platform independent, which was not possible using the AMQP protocol. All available libraries using AMQP protocols are based on .NET technology which
is not supported on Linux systems. The MQTT library used
in our applications is based on pure TCP/IP protocol,
which allows them to be executed on every platform.

Java Interface
The RADE Java Services communicates with RabbitMQ
using a dedicated server library provided by the official
RabbitMQ stack.
We implemented a wrapper for this library, called
RADE CORE. RADE CORE functions as the main interface to the RADE Services. It features access control, resource routing and monitoring. Through its virtual and
scalable implementation, one can run several instances,
simultaneously, on the same or different servers. All the
instances will cross communicate using the RabbitMQ broker, ensuring the data integrity being kept, and at the same
time making it possible to launch multiple instances of the
same service with different environment configurations.

THPHA038
Data Management and Processing

1449

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

All the RADE JAVA Services are working as plugin
based extensions of RADE CORE. This makes it possible
to execute specific actions for each RADE Service.

CROSS PLATFORM COMMUNICATION
The RabbitMQ messages between LabVIEWTM and
JAVA was serialized using JSON strings or LabVIEWTM
variants (binary) [14]. JSON was chosen because of its
popularity and wide spread, facilitating inter-language
communication, while LabVIEWTM variants was used to
ensure backwards compatibility with the existing services.
When launched, the RADE CORE initializes a communication channel with the broker using a native AMQP protocol. This gives the core service all the information to
track the connections, register queue names, and all the
routing keys in use.
From the client side (typically LabVIEWTM), the communication is mainly using the MQTT protocol. Information is sent using a service-dedicated routing key to the
broker. This routing key ensures that the request arrives at
the right services, and it makes sure that the data exchanged
is kept intact [10].
When a client connects, The MQTT subscription queue
is automatically created. Our broker, working as a cluster,
processes the request and passes the message through to
RADE CORE interface. Here, depending on the request,
the dedicated plugin is launched.
Once a communication channel has been established in
the RabbitMQ cluster, the requested data is sent to the broker and then to the subscribed client.
Once the data exchange is done (ranging from milliseconds to days) the client sends a request to close the service.
Finally, when the service has shut down, the RabbitMQ
broker shuts down the communication channel and deletes
the message queue.

VALIDATION
The RADE Service implementation of the RabbitMQ
broker was tested in terms of speed, reliability, performance and throughput and compared with the older
Apache Tomcat based web service implementation. All the
tests were conducted using built in Linux tools such as
nload (network traffic), top and the regular system monitor.
We observed no significant difference between speeds
while sending small sized (< 1kB) messages, but it was observed that on larger messages (>1MB) the RabbitMQ
cluster would lag behind slightly compared to Apache
Tomcat custom implementation. This however could be
compensated by reducing the package size and deploying
several clusters. In addition, the RabbitMQ solution provides authentication and a guarantee of message delivery
which the custom server doesn’t have, and for stream like
connections (video feeds, Beam Position Monitors, etc.),
Apache Kafka is considered being deployed.
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CONCLUSION
Introducing RabbitMQ broker with AMQP and MQTT
extension makes it possible to improve scalability, redundancy, performance and development flexibility for our applications. Lightweight, open source protocols provide
cross platform and cross language communication.
Even though the broker-based implementation is less
performant in terms of throughput compared to the previous implementation, a cluster based backend such as RabbitMQ gives us a safer and more robust architecture, which
assures that no messages will be lost in case of node failures or minor interruptions in the network. All of the mentioned features, as well as increase in flexibility, help us to
move forward towards more standardized and efficient applications with smaller footprints.

FUTURE PLANS
As a future step, it is planned to create an access control
layer, where clients will connect using RabbitMQ and
separate RADE Servers for each individual service.
Access control, depending on the type of the request,
will select the appropriate communication type, for example RabbitMQ or Kafka, and forward the request to the
specific RADE CORE.
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INFORMATION SYSTEM FOR ALICE EXPERIMENT DATA ACCESS
J. Jadlovsky, S. Jadlovska, J. Cabala, A. Jadlovska, J. Cerkala, M. Kopcik, M. Oravec, D. Voscek,
M. Tkacik, E. Hanc, Technical University of Košice, Košice, Slovakia
P. Chochula, P. M. Bond, CERN, Geneva, Switzerland
Abstract
The main goal of this paper is the presentation of Dcs
ARchive MAnager for ALICE Experiment detector
conditions data (DARMA), which is the updated version of
the AMANDA 3 software currently used within ALICE
experiment at CERN [1].
The typical user of this system is either a physicist who
performs further analysis on data acquired during the
operation of the ALICE detector or an engineer, who
analyses the detector status between iterations of
experiments. Based on the experience with the current
system, the updated version aims to simplify the overall
complexity of the previous version, which leads to simpler
implementation, administration and portability of the
system without sacrificing the functionality. DARMA is
realized as an ASP.NET web page based on Model-ViewController architecture and this paper provides a closer
look at the design phase of the new backend structure in
comparison to the previous solution as well as the
description of individual modules of the system.

experiences from AMANDA 3 development and usage
were used and transferred into the latest version. DARMA
respects the main features of the AMANDA 3 solution and
has been designed to deal with weak spots of its ancestor
with focus on improvement of the functionality along with
the reduction of its backend structure.

AMANDA 3 SOFTWARE OVERVIEW
AMANDA 3 is the software solution for the retrieval of the
large amounts of DCS data with the main goal of enabling
faster access to the multiple users of the system. When
compared to previous solutions, AMANDA 3 was
designed as a decentralized system, with services running
on separate servers in order to deal with the requests traffic
and to serve all the users as fast as possible. Windows
Communication Foundation (WCF) services system was
used to interconnect all decentralized parts of the system to
ensure the fast and reliable communication between
separate modules. Structure of the AMANDA 3 solution
is shown in Figure 1.

INTRODUCTION
The ALICE experiment studies the ultrarelativistic
heavy ion collisions provided by the Large Hydron
Collider (LHC). To cope with extreme track densities,
many subdetectors based on different technologies have
been deployed within ALICE [1]. That is why the ALICE
Detector Control System (DCS) has to access many
different components and various types of data. A closer
look on ALICE DCS can be found in [2], details of the data
flow in ALICE DCS are available in [3]. Most of the values
monitored by the DCS are stored into the central database,
where every detector uses its own schema to prevent
possible conflicts.
Over the years, many different ways to access the data
from this database were used – from the simple client
server tool AMANDA to currently used AMANDA 3
package, which allows the concurrent access to DCS
archive using multiple clients. Usage of AMANDA 3
brings to light the need of designing the simplified solution
with easier implementation and administration and better
portability. The acronym DARMA (Dcs ARchive
MAnager) was chosen as the name of this information
system. Both AMANDA 3 and DARMA were developed
by members of CERN and Center of Modern Control
Techniques and Industrial Informatics in the Department of
the Cybernetics and Artificial Intelligence, Faculty of the
Electrical Engineering and Informatics, Technical
university of Košice, so in the design of DARMA,

Figure 1: Structure of AMANDA 3.

AMANDA 3 is still used in CERN infrastructure, but
with the fast technological changes in IT environment, the
development of a new version of the AMANDA 3 was
necessary. [4]

OVERVIEW OF DARMA
The new DARMA solution aims to be simpler and more
user-friendly than AMANDA 3, but also retains all the
benefits of AMANDA 3. In DARMA, separate services are
not considered and the entire solution is implemented in
the form of an ASP .NET Web site using the Model – View
– Controller (MVC) architecture - Figure 2.
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Figure 2: MVC architecture [5].
Stable data settings, such as database connections, are
stored in the web.config file, while settings changing
during usage of DARMA are stored in the system database,
which is implemented as a part of the website. When
downloading a file, a separate thread is created that saves
the data file to the server disk. The data file is then available
for user download. Information about downloaded files
and saved files are also stored in the system database. The
DARMA solution can be cloned by simply copying the
website folder. The website manages disk space
automatically and in case of lack of space, it deletes the
oldest files.
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the CERN SINGLE SIGN-ON system. According to the
role of the user (user / admin), particular options are
displayed on the DARMA website page.
On the DARMA HOST SERVER page is the Web server
with MS Windows Server 2008 R2 or higher, which
provides the DARMA website. The server has a higher
capacity on the hard disk, its disk is divided into a partition
for a web page with a system database and a partition for
storing downloaded data files - SERVER DISK. In WEB
config, key settings for connection to the data database and
system database are stored, as well as data logging. The
system database is in the form of a local database and is
located in a web page folder.
In DATA databases, implemented on Alice Servers, are
stored the data from many individual subdetectors of the
ALICE. Access is read only and it is implemented in the
form of procedures compiled by the data model
administrators. It is not possible to change or edit these
procedures at any time, so they must be designed to be as
effective as possible. Reading from a database can be
realized via a dedicated user account. Data reading cannot
be realized from more than one sub-detector
simultaneously.

Database Structure

Figure 3: Schema of DARMA architecture.
On the user side, a classic PC, mobile or tablet
connected to the Internet can be used. A connection to
DARMA can be realized through the web browser. Users
can connect to download the data after authentication with

Structure of the system database of DARMA is quite
simple and it consists of 7 tables (CONF,
ALERT_SEVERITY, LIST, USERS, DOWNLOAD,
LOGENTRY, LOGLEVEL) interconnected through
relations. In the off-line CERN database, every detector has
its own schema represented as a database user. Within each
schema, there are views joining the tables containing
values of various elements of the experiment, as well as
views joining the alerts related to particular elements. The
data diagram of the system database can be seen in Figure
4.

Figure 4: Diagram of DARMA system DB structure.
THPHA041
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Functionality Description
The main purpose of DARMA is to provide its users with
the values and alerts of the various elements through the
experiment. Before defining the parameters of the request,
DARMA user has to be authorized via CERN SSO login.
After this procedure, the user login is saved into the system
database and the user is eligible to create requests.
The process of downloading files with DARMA can be
summarized in these steps:
1. Signing into DARMA
a. Definition of user’s role
b. Loading of the available detectors
c. Summary of the previous downloads and
favorite configurations
2. Choosing the detector and type of requested data
a. Choosing the detector
b. Choosing the type of the requested data
(ALIAS, ELEMENT, ALERT)
c. Choosing the time interval
3. Specification of selection and data format
a. Searching for data identifiers
b. Choosing the data format (UTC,
EPOCH)
4. Automatic download process
a. Checking the disk space
b. Displaying the progress of download
c. Possibility of logging out any time
d. Possibility of stopping the download
5. Making the data available
a. Data download via browser
b. Data can be displayed by graphs
c. Possibility of deleting the data
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After creating the request and downloading of requested
file, the log of this request is added into the request screen,
where the user can see the details of the request, see basic
analysis of the request, share this request with other users
or delete this request. Via the analysis panel, the user can
check the data density and maximum, minimum and
average values during the specified time period.
Administrators of DARMA can use DARMA in the
same way as other users. Among this, they have also
privileges to see the logs of ongoing downloads, they can
stop the ongoing download, they can change the system
settings and control the SERVER DISK. They are eligible
to see the logs of the system, which can be used for
DARMA diagnostics.

CHANGES BETWEEN AMANDA 3 AND
DARMA
Change of the Backend Structure
As was already mentioned, DARMA provides the data
to the users using significantly reduced backend structure.
It is realized as a web page designed on the base of MVC
architecture, while the AMANDA was realized as
decentralized system with WCF services. Changes of the
backend structure can be clearly seen when comparing
Fig.1 and Fig.2.

Design Changes
Since AMANDA 3 has already been used at CERN for
some years, its design can be considered old-fashioned.
Some changes in the design were made in order to make
DARMA look fresher and more up-to-date. The GUI of
DARMA can be seen in Figure 5.

Figure 5: DARMA user interface.
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Functionality Changes
When compared to its ancestor, AMANDA 3, DARMA
brings out some new features which can be helpful for its
users in many ways. Most important changes are the
following ones:
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Alerts downloading Apart from downloading values of
elements and aliases within a selected interval, DARMA
also provides users with the possible download of list of
alarms for particular elements or aliases within selected
time period. (Figure 6). Various information about the
alerts are shown, like its severity, description, direction etc.

Figure 6: Alert downloading in DARMA.
Download progress bar DARMA provides the progress Automatic time conversion In DARMA, users can choose
bar informing the user about the status of his request. It is from 3 time formats defining the interval of request (UTC
displayed in “My requests” screen. The progress bar shows TIME, LOCAL TIME, EPOCH TIME). In the downloaded
file, users can choose between displaying the timestamp
the percentage of downloaded data.
either in UTC time or in EPOCH time (Figure 7).

Figure 7: Time format conversion in DARMA.
Filter upgrade: In comparison to the previous version, the the system database was developed, and some functionality
filter used for searching the element names or aliases is changes were also realized with the goal of make using of
now able to search for any part of the element name or DARMA intuitive and simple.
alias.
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Sharing requests: Users are now able to share their
requests with other users in order to make sharing the data
with co-workers more comfortable. Data can be shared
through the “My requests” section.

CONCLUSION
DARMA (Dcs ARchive MAnager) is the information
system used for downloading the historical data from the
DCS experiments and provide them for further analysis.
The system was developed with respect to the main
features of its previous version – AMANDA 3, which was
introduced into CERN infrastructure in 2014. In
comparison to AMANDA 3, DARMA is running with
significantly reduced backend structure, designed using the
MVC architecture. Besides these changes, new structure of
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ASCI: A COMPUTE PLATFORM FOR RESEARCHERS AT THE
AUSTRALIAN SYNCHROTRON
J. Marcou, R. Bosworth, R. Clarken, P. Martin, A. Moll
Australian Synchrotron – ANSTO, Melbourne, Australia
Abstract

DOCKER AND ASCI ENVIRONMENTS

ASCI consists of a cluster of high performance compute
nodes and a number supporting applications. These include
an application for launching and managing instances (asciapi), a web interface (asci-webui) and a proxy server for
relaying connections (asci-proxy).

(19

INTRODUCTION

Docker containers are a technology for creating isolated
process environments on Linux [1]. We chose this technology for the ASCI user environments because they deliver
almost identical performance compared with running applications on the bare-metal operating system, while enabling
multiple users to simultaneously utilise the node. Docker
also enables us to create predeﬁned environments, tailored
with the applications required for diﬀerent types of experiments. Each environment is based on a Docker image which
is deﬁned by a text ﬁle outlining how to prepare the desktop.
These image recipes support inheritance, enabling us to have
a base image with installs the ASCI infrastructure applications and then child images with the specialised scientiﬁc
software for the diﬀerent experiments, as shown in Fig. 2.

'(6.723 %$6( ,0$*(

The volume and quality of scientiﬁc data produced at the
Australian Synchrotron continues to grow rapidly due to
advancements in detectors, motion control and automation.
This means it is critical that researchers have access to computing infrastructure that enables them to eﬃciently process
and extract insight from their data. To facilitate this, we
have developed a compute platform to enable researchers
to analyse their data in real time while at the beamline as
well as post-experiment by logging in remotely. This system,
named ASCI, provides a convenient web-based interface to
launch Linux desktops running inside Docker containers on
high-performance compute hardware. Each session has the
user’s data mounted and is preconﬁgured with the software
required for their experiment.
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Figure 2: Components of an ASCI Environment.
Figure 1: Overview of launching an ASCI session.
The sequence of events involved in creating and connecting to an ASCI desktop session is illustrated in Fig. 1. Users
ﬁrst log in to the web interface and select an environment
appropriate for processing their data. The webui sends a request for a new instance of that environment type to the asciapi. The asci-api selects the best compute node to launch
the instance on based upon the requirements of the environment and the load on the cluster. Once it has picked a node,
the asci-api launches a Docker container based upon the
requested environment. The user is then presented with an
icon representing the running session and they can connect
to this desktop from their web browser.
When the user initiates a connection, a VNC session is
created inside the Docker instance with a one-time password.
This password is used to launch a NoVNC connection in the
user’s browser and the user is presented with their desktop
and can commence analysing their data.

WEB INTERFACE
A goal of the ASCI project was to allow users to connect
to desktop sessions through their standard browser rather
than requiring users run a specialised application such as a
VNC client. This greatly lowers the barrier to entry to using
the system and allows users to access it from any operating
system.
We built the web interface using Flask for the server and
React for generating the front-end. For rendering the desktops in the browser, we utilise NoVNC [2] which delivers a
VNC connection over WebSockets. This results in a responsive interface that runs on all platforms, including mobile
and tablet. The appearance of an ASCI Desktop connected
over NoVNC is shown in Fig. 3.

VIRTUALGL
In order to provide GPU hardware acceleration to multiple
ASCI instances on one node, we need to use a modiﬁcation
THPHA042
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creating Virtual Machines on our VMware vSphere cluster
and automatically installing and conﬁguring the operating
system. For bare-metal systems, such as the compute nodes,
Terraform conﬁgures a service called Matchbox [5] to enable
network booting (PXE) based on the machine’s motherboard
UUID.
Every machine in the ASCI system runs CoreOS Container Linux which is optimized for container environments
and conﬁgurable with manifest ﬁles. On bare-metal systems,
the operating system is loaded in-memory, reducing the state
footprint of the system.

MONITORING

Figure 3: ASCI sessions deliver the familiar Mate desktop
environment as well scientiﬁc software applications.
of the traditional X architecture. Usually, the X server has
direct access to the GPU hardware and this allows graphical
application to execute OpenGL instructions. The challenge
when running multiple desktops on a single node is that
multiple X servers cannot share direct access to the same
GPU hardware.
To address this, we run a single X server directly on the
node; this is known as the 3DX server. Every ASCI instance
then runs its own internal 2DX server which handles graphical applications, such as the Mate desktop environment.
When applications make use of the GPU, we launch them
with environment variables which causes them to load VirtualGL libraries in place of the standard OpenGL libraries.
The VirtualGL libraries will catch and forward all OpenGL
instructions to the 3DX server which then executes them on
the GPU [3].

DEPLOYMENT
Every component of the ASCI system runs inside its own
Docker container. This enables us to precisely deﬁne the environment of each application, such as the operating system
and dependencies, and to easily reproduce the applications
on diﬀerent hosts. It also means when a developer tests
applications on their local machine, they are doing so in
the same environment as it will run in production. To facilitate deploying updates we created an application called
Autobuild which receives notiﬁcations from our Bitbucket
server whenever a tag is added to an application’s git repository. When Autobuild sees a new tag it clones the code
from Bitbucket and uses Docker to build an image for the
application based on a Docker ﬁle in the repository. The
built image is then pushed to our internal Docker registry
ready for deployment.
To provision machines to run the Docker containers we use
Terraform [4]. This enables us to deﬁne, in code, a recipe for

To monitor ASCI we use a collection of open source tools
known as the Elastic Stack [6]. This includes a database,
Elastic Search, for capturing logs and metrics, and the frontend website, Kibana, for viewing logs and creating dashboards. To harvest logs we have the applications inside the
Docker containers log to standard out and conﬁgure Docker
to forward the logs to journald. A utility called Journalbeat
then collects the logs and sends them to an Elastic Search
pipeline based on the source of the log. The pipeline parses
the log and ingests the output into Elastic Search. For alerting, we have an application called ElastAlert monitor the
Elastic Search database and trigger a Slack notiﬁcation based
on certain rules. This enables us to be instantly alerted whenever an error occurs or in the case of unusual user behaviour
on the website which may be indicative of an attack on the
system.

CONCLUSION
ASCI is now in use at the Australian Synchrotron for processing data being produced at the Medical Imaging, X-ray
Fluorescence Microscopy and Micro-crystallography beamlines. The simple web interface and tailored environments
provide an easy and intuitive platform for users to process
their data and the automated build systems allow fast and
painless deployment of updates. Future upgrades to the
system will include supporting alternative interfaces to the
environments, such as Jupyter Notebooks, and integrating a
batch job submission system to distribute processing tasks
across multiple nodes.
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LIGHTFLOW - A LIGHTWEIGHT, DISTRIBUTED WORKFLOW SYSTEM
A. Moll, R. Clarken, P. Martin, S. Mudie, Australian Synchrotron - ANSTO, Melbourne, Australia
Abstract
The Australian Synchrotron, located in Clayton, Melbourne, is one of Australia’s most important pieces of research infrastructure. After more than 10 years of operation,
the beamlines at the Australian Synchrotron are well established and the demand for automation of research tasks is
growing. Such tasks routinely involve the reduction of TBscale data, online (realtime) analysis of the recorded data to
guide experiments, and fully automated data management
workﬂows.
In order to meet these demands, a generic, distributed
workﬂow system was developed. It is based on wellestablished Python libraries and tools. The individual tasks
of a workﬂow are arranged in a directed acyclic graph and
one or more directed acyclic graphs form a workﬂow. Workers consume the tasks, allowing the processing of a workﬂow
to scale horizontally. Data can ﬂow between tasks and a variety of specialised tasks is available.
Lightﬂow has been released as open source on the Australian Synchrotron GitHub page [1].

INTRODUCTION
With the advent of sample changing robots and automated
analysis tools, the beamlines at the Australian Synchrotron
require the automation of data processing and analysis tasks.
Looking into the individual automated workﬂows for the
beamlines it is found that the implementation of the workﬂows share a very similar set of requirements. This allows
the deployment of a common workﬂow system across all
beamlines. An example for an automated workﬂow is shown
in Fig. 1. A detector captures the data produced in an experiment and writes the data to ﬁles on a high speed storage.
Upon the arrival of new ﬁles a pipeline is started which
reads, processes, and analyses the new ﬁles. Often the result
of processing the new ﬁles has to be merged with previous
runs of the pipeline, recorded in a central storage. At the
end, the result of the pipeline is displayed to the user.
A system that supports such a workﬂow has to oﬀer the
capability to start one or more pipelines based on external
events, such as the appearance of new ﬁles or the change
of EPICS Process Variables; model complex pipelines and
allow their execution on a distributed computing system;
and oﬀer a central storage for keeping intermediate results.
Lightﬂow, the workﬂow system presented here, fulﬁlls those
requirements.

ARCHITECTURE
Lightﬂow models a workﬂow as a set of individual tasks arranged as a directed acyclic graph (DAG). This speciﬁcation
encodes the direction that data ﬂows as well as dependencies between tasks. Each workﬂow consists of one or more
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Figure 1: Near realtime pipeline at a beamline. Data captured by the detector is processed in near realtime in order
to provide users with quick feedback.

DAGs. While the arrangement of tasks within a DAG cannot
be changed at runtime, other DAGs can be triggered from
within a task, therefore enabling a workﬂow to be adapted
to varying inputs or changing conditions during runtime.
Lightﬂow employs a worker-based queuing system, in
which workers consume individual tasks. This allows the
processing of workﬂows to be distributed. Such a scheme has
multiple beneﬁts: It is easy to scale horizontally; tasks that
can be executed in parallel are executed on available workers
at the same time; tasks that require specialised hardware or
software environments can be routed to dedicated workers;
and it simpliﬁes the integration into existing container based
cloud environments.
In order to avoid single points of failure, such as a central
daemon often found in other workﬂow tools, the queuing
system is also used to manage and monitor workﬂows and
DAGs. When a new workﬂow is started, it is placed in a
special queue and is eventually consumed by a worker. A
workﬂow is executed by sending its DAGs to their respective
queues. Each DAG will then start and monitor the execution
of its tasks. The diagram in Fig. 2 depicts the worker-based
architecture of Lightﬂow.

IMPLEMENTATION
Lightﬂow is written in Python 3 and supports Python 3.5
and higher. It uses the Celery [2] library for queuing tasks
and the NetworkX [3] module for managing the directed
acyclic graphs. As redis [4] is a common database found
at many beamlines at the Australian Synchrotron, it is the
default backend for Celery in Lightﬂow. However, any other
Celery backend can be used as well. In addition to redis,
Lightﬂow uses MongoDB [5] in order to store data that is
persistent during a workﬂow run. Examples include the
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Figure 2: Worker based architecture of Lightﬂow. Workers are used to manage the three main components of a workﬂow:
workﬂows, DAGs and tasks. In a typical setup for a computing cluster there are multiple queues for tasks.
aggregation of values, calculation of running averages, or
the storage of ﬂags.
Tasks can receive data from upstream tasks and send data
to downstream tasks. Any data that can be serialised can
be shared between tasks. Typical examples for data ﬂowing
from task to task are ﬁle paths, pandas [6] DataFrames or
numpy [7] arrays. The exchange of data across a distributed
system is accomplished by using cloudpickle [8] in order
to serialise and deserialise the data. Lightﬂow provides a
fully featured command line interface for starting, stopping
and monitoring workﬂows and workers. The command line
interface is based on the click [9] Python module. An API is
also available for easy integration of Lightﬂow with existing
tools and software.
In order to keep Lightﬂow lightweight, the core library focuses on the essential functionality of a distributed workﬂow
system and only implements two tasks, a generic Python
task and a bash task for calling arbitrary bash commands.
Specialised tasks and functionality is implemented in extensions. Currently there are three extensions to Lightﬂow
available: The ﬁlesystem extension oﬀers specialised tasks
for watching directories for ﬁle changes and tasks covering
basic ﬁle operations [10]; the EPICS [11] extension oﬀers
tasks that hook into EPICS [12], a control system used at the
Australian Synchrotron for operating the hardware devices
of the accelerator and the beamlines; and the REST extension provides a RESTful interface for starting, stopping and
monitoring workﬂows via HTTP calls [13].

WORKFLOW DEFINITION
Lightﬂow uses Python and an eﬃcient API to deﬁne a
workﬂow. Users don’t have to learn a domain speciﬁc language and can use their preferred Python libraries. The
workﬂow deﬁnition can be tested locally and scales without
changes to run on a computing cluster. Lightﬂow ships with
15 examples, highlighting all features of the workﬂow system. The following source code shows a simple workﬂow
deﬁnition consisting of three tasks, incrementing a number:

from lightflow.models import Dag
from lightflow.tasks import PythonTask
# the callback function for all tasks
def inc_number(data, store, signal, context):
print(’Task {task_name} being run in ’
’DAG {dag_name} for workflow ’
’{workflow_name} ({workflow_id}) ’
’on {worker_hostname}’.
format(**context.to_dict()))
if ’value’ not in data:
data[’value’] = 0
data[’value’] = data[’value’] + 1
print(’This is task 
#{}’.format(data[’value’]))
# create the main DAG
d = Dag(’main_dag’)
# create the 3 tasks that increment a number
task_1 = PythonTask(name=’task_1’,
callback=inc_number)
task_2 = PythonTask(name=’task_2’,
callback=inc_number)
task_3 = PythonTask(name=’task_3’,
callback=inc_number)
# set up the graph of the DAG
# as a linear sequence of tasks
d.define({
task_1: task_2,
task_2: task_3
})
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LIGHTFLOW AT THE AUSTRALIAN
SYNCHROTRON
Lightﬂow at the MX Beamline
The two Crystallography beamlines (MX1, MX2) at the
Australian Synchrotron have employed a custom made data
management workﬂow for a number of years. Both the
raw and reconstructed data of an experiment is compressed
into squashfs ﬁles, veriﬁed and stored in the central storage system of the Australian Synchrotron. Recently this
workﬂow has been upgraded to use Lightﬂow in order to
take advantage of a distributed system to compress multiple
experiments at the same time. The updated setup consists
of a management virtual machine that hosts the workﬂow
and DAG queues as well as acting as a REST endpoint for
starting the squashfs workﬂow. Three physical servers act
as squashfs nodes. The workﬂow is triggered by a HTTP
REST call from the experiment change management system
at the Crystallography beamlines.

Lightﬂow at the SAXS/WAXS Beamline
Several data processing pipelines are implemented using
Lightﬂow for the SAXS/WAXS beamline. An example is the
phaseID pipeline. This pipeline identiﬁes diﬀraction peak
positions within SAXS proﬁles and infers the most likely
Space Group. This pipeline enables researchers to rapidly
determine phase diagrams for self-assembled lyotropic liquid crystal systems. These systems are important for drug
delivery and controlled release.
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software on GitHub [1]. It is currently used at several beamlines at the Australian Synchrotron for managing data or implementing data processing pipelines. The next steps are to
extend the use of Lightﬂow at the Australian Synchrotron to
the experiment change management at beamlines, complex
data management workﬂows and auto processing workﬂows
at the Crystallography beamlines.
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TIME ACQUISITION AND ON-LINE ANALYSIS AT THE FERMI FREE
ELECTRON LASER
E. Allaria, E. Ferrari1, E. Roussel2, L. Vidotto
Elettra Sincrotrone Trieste S.C.p.A., 34149 Basovizza, Italy
1
now at École Polytechnique Fédérale de Lausanne EPFL, Lausanne, Switzerland
2
now at PhLAM/CNRS, Villeneuve d'Ascq, France
Abstract
During the optimization phase of the FERMI Free Electron Laser (FEL) to deliver the best FEL pulses to users,
many machine parameters have to be carefully tuned, like
e.g. the seed laser intensity, the dispersion strength, etc.
For that purpose, a new python-based acquisition tool,
called REALTA (Real Time Acquisition program), has
been developed to acquire various machine parameters,
electron beam properties and FEL signals on a shot-byshot basis thanks to the real time capabilities of the TANGO control system. The data are saved continuously during the acquisition in a HDF5 file. The pyDART (Python
Data Analysis Real Time) program is the post-processing
tool that enables a fast analysis of the data acquired with
REALTA. It allows studying the correlations and dependences between the FEL and electron beam properties and
the machine parameters. In this work, we present the
REALTA and pyDART toolkit developed for the FERMI
FEL.

INTRODUCTION
FERMI is the free electron laser facility in operation at
Trieste in Italy. Based on a normal conducting linear accelerator, FERMI produces coherent pulses in the extreme
ultraviolet (EUV) and soft - X-ray spectral range [1,2,3].
Stable operation of a FEL in the seeded mode as FERMI,
requires a careful control of all the machine parameters.
This requires a flexible control system that provides an
effective integration of the machine devices. The Tango
[4] toolkit is used at FERMI as a control system software
allowing to easily include most machine hardware with
dedicated device servers [5].
In high gain FELs such as FERMI, each electron bunch
is an independent source of radiation whose properties
critically depend on the electron beam properties. This
leads to the need of a distributed real-time framework
integrated into the control system that provides reliable
information of electron and machine parameters on a
pulse-to-pulse basis [5]. Within this framework, a unique
“bunch number” time-stamp is distributed to all of the
systems. Most of the measurement detectors (e.g., electron and photon diagnostics) and actuators (e.g., power
supplies, RF systems) are synchronized with the bunch
trigger and can have the “bunch number” associated to
their measurements.

This capability is essential for the users operations of
the FEL since it allows sorting and filtering the experimental data based on the required FEL properties. Moreover the real-time capability is very suited for machine
studies since it allows to better identify the sensitivity to
single parameters and recognize hidden correlation between FEL properties and jittering variables.
For most critical measurements both on the electron
beam and on the FEL, it is important to allow operators
and machine physicists to take advantage of the real-time
capability of FERMI and use it for a post-processing on
the data removing signal associate to non-desired shots.
This capability was given at FERMI by a Matlab acquisition tool [6] interfaced to the control system via the available Tango bindings. For taking full advantage of the
recent upgrade of FERMI to a 50 Hz operation it has been
necessary to modify the available acquisition tool. While
preserving a similar scheme, in order to increase the flexibility, the new acquisition tool has been programmed
using the open source language Python [7] and takes
advantage of the permanent development of open packages for data processing such as SciPy [8]. As for the old
Matlab version, the new tool is divided in two main programs: one dedicated to the acquisition of real-time data
(REALTA) and one to the quick analysis of the data
(PyDART) that is necessary for a fast interpretation in
control room. Datafiles are saved in the open HDF5 format [9]. HDF5 results in a versatile file format for storing
and managing data and is compatible with many software
platforms, such as Matlab, Mathematica, IGOR Pro,
LabVIEW that can be used for a more deep offline analysis.

REALTA: THE ACQUISITION PROGRAM
REALTA is the new program developed in Python to
perform flexible acquisitions of the numerous machine
parameters. Using the Python bindings of Tango, it allows
communicating with tango devices in a faster way than in
Matlab. For the 50 Hz operation of FERMI, this is a critical point for reliable recording of 2D images from CCD
cameras.
The acquisition program is controlled by a graphical
user interface (GUI) that allows the operator to set various
parameters for the acquisition. The GUI has two main
panels, one dedicated to the setting of the list of devices
to be acquired and one to the type of acquisition to be
done.

___________________________________________
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Selection Setting
With the new version the user can dynamically decide
the specific devices (actuators and detectors) to be acquired. This option has been added to allow the use of the
program in case of very distinct experiments requiring
very different list of detectors to be acquired.
The main panel dedicated to the selection of the devices
is reported in Figure 1.
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prefixed with the date and time of the acquisition. Due to
memory consumption on single devices, in particular
images from a CCD, only a reduced number of shots can
be acquired in a row. In order to be compatible with the
real-time acquisition of a large number of shots, the full
acquisition needs to be divided in smaller number of consecutive points to be acquired in several steps
In addition to allow the synchronous acquisition of the
machine data, REALTA also allows to perform scans of
specific machine parameters. From the Acquisition Setting
panel it is possible to select the machine actuator and the
range to be scanned (orange area in Fig. 2). For multidimensional parameters scans and complex machine variations, an advanced scan option is also available that uses
an external script.

Figure 1 Selection panel for the REALTA GUI.

Most important devices that are critical for the FEL and
the accelerator optimization are available in the program
and can be selected for being acquired when desired.
Each device is identified as part of a specific system of
FERMI (i.e. the ‘Accelerator’, ‘Laser’, ‘FEL’, …) and a
sub-system (i.e. a sector of the system). In the case of the
“Accelerator”, the first bunch compressor (‘BC1’) and the
laser heater (‘LH’) would be two of its sub-systems. Elements are finally identified by their specific functionality;
the type refers to the feature of the device: e.g. CCD,
motor, shutter, etc.. For each device the user can choose
which of its attributes should be acquired. Similarly to the
previous version, the new acquisition program has two
sets of devices and attributes per acquisition.
A first set of devices (generally large) is used to acquire
a snapshot of the machine status at the moment of the
acquisition. This includes a large set of devices that characterizes the setting of the accelerator and the FEL. Being
parameters such as undulator gaps, filter settings, … that
are not expected to change over the time of one acquisition, these devices are acquired only once and do not
require the real-time capability.
A second set of devices and attributes defines the real
time data that the user wants to monitor and/or study as a
function of variations on specific machine parameters.
These data need to be acquired using the real-time capability of the control system in a way that it is assured that
data from different devices are synchronized and refer to
the same electron bunches.

Acquisition Setting
The second panel in the REALTA GUI is dedicated to
the setting of the acquisition and is reported in Figure 2.
From this panel the user can define the number of data
points to be acquired and the file name automatically

Figure 2 Main panel of the REALTA GUI for defining the
acquisition.

More advanced options (green area in Fig. 2) are available and can be used for repeating the snapshot acquisition at every step or for introducing a defined delay between various steps in the acquisition. For measurements
with CCDs affected by unavoidable background contamination it is possible to acquire special shots that can be
used in the post-processing.

Saving and Display
The acquired data are continuously saved step-afterstep during the acquisition into a HDF5 file (one standard
acquisition step takes 0.2 s to be written on the disk, while
about 1 s is required if 2D images are also acquired).
Compared to the previous program that kept in memory
the full acquired data set, the new program permits less
memory consumption.
The HDF5 data file is divided in two groups: one for
the snapshot of the machine parameters and one for the
data monitored in real-time (Figure 3). For each device, a
HDF5 group is created with the description of the device
(system, sub-system, type, etc.) written in the attributes of
the group. The acquired data are saved in a HDF5 dataset
with a description of the data type (single value, 1D profile or 2D image). Compression option is used during the
saving process to reduce the final file size that is essential
when saving 2D images.
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Figure 3: Structure of the HDF5 data file.

When the acquisition is finished, REALTA produces a
graph (Figure 4) that summarizes some acquired data. The
choice of the displayed data can be controlled in the Selection panel (Figure 1, “Data to be plotted” area) by right
clicking on the wanted device. At the end of the acquisition, the data file becomes available for the postprocessing tools.

Figure 4: Image with the main information of the acquired data
produced by REALTA at the end of the acquisition.

PYDART: THE ANALYSIS PROGRAM
A python-based program, PyDART, has been developed
to offer a quick analysis of the acquired data in the control
room. A GUI allows loading the files saved by REALTA
and looking at the data (Figure 5). The GUI is divided in
four panels. The first one (“RT”) is dedicated to the display of the real-time acquired data that are sorted according to the datatype (single value, 1D profile or 2D image).
The second panel (”Snap”) permits a simple visualization
of the machine parameters taken at the beginning of the
acquisition. A table with the device names, the attributes
and their values is produced and can be sorted by system.
The third and fourth panel (“Filters”, “Analyze”) proposes advanced analysis options and will be detailed below.
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Figure 5: Main panel of the PyDART GUI to load the file and
visualize the data.

Data Selection and Display
Once the file is loaded, the single value data (cyan area
in Fig. 5) can be quickly visualized in a scatter plot either
in function of the number of shots or in function of an
other machine variable. The latter option can be very
useful to identify correlation between FEL and/or machine variables. For the 1D profiles, a superposition of the
distribution is quickly displayed, while for the 2D image,
a single image is shown with the possibility to browse in
the various shots.
More advanced plots can be obtained by adding the selected data to the plot table in the bottom. The selected
data are then processed according to the selected plot
options. For single value data, a simple scatter plot, a plot
with the data averaged over a given number and the data
distribution are available (Figure 6).

Figure 6: Advanced single value plots: scatter plot highlighting
correlation between FEL properties and machine parameters,
average plot and data distribution.

In case of profiles, a different list of advanced plot options is available: a false color image representation of the
consecutive profiles, an averaged image over a given
number of shots of the profiles and a waterfall superposition of the profiles. For the false color images, a second
image is automatically computed in which each profile is
normalized to its maximum value to enhance the shape of
the profile (Figure 7). As for the single value data, profiles can be ordered as they have been acquired or as a
function of a second variable.
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file is created and the results of the analysis are append to
the real time HDF5 group and are identified with the
prefix “Pp”.

Figure 7: FEL spectra profiles ordered as a function of the acquisition time and of the arrival time of the beam in the first
bunch compressor.

Data Filtering
A filter tool is available and can be activated when selecting a single value datatype. The possibility to filter
data permits to improve the signal-to-noise ratio and get
rid of bad or unwanted shots. The filter settings can be
specified in the dedicated panel (Figure 8). The previously selected data for filter appears in the table. The bandpass filter can be set by specifying either extreme values
or by defining number of RMS sigmas. A fast plot of the
data used as filter is represented below the table with the
discarded shots in red. Once a filter configuration has
been defined, it can be applied to the data selected for
further process. The percentage of used data is also updated in the main PyDART window.

Figure 9: The analysis panel of the PyDART GUI.

The post-processed file can be then loaded in the PyDART GUI and the results of the analysis can be selected
for data visualization or filtering (Figure 10).

Figure 10: Histogram distribution of the central wavelength
calculated from Gaussian fit of the FEL spectrum during a twocolor operation.
Figure 8: The filter panel of the PyDART GUI.

Profile Analysis
The profiles saved in the data files can be postprocessed once they have been selected for analysis. Postprocessing settings can be controlled in the last panel
(Figure 9). During the post-processing step, the profile are
analyzed in a given region-of-interest, and an asymmetric
background is calculated by specifying the left and right
region inside the ROI for background calculation and is
subtracted to the profile. A smoothing of the data can also
be activated. Finally, a Gaussian fit can be applied to the
cleaned profile to determine beam sizes and positions in
case of transverse profiles or spectral bandwidth and
central wavelength in case of FEL spectra. The raw,
cleaned and fit profiles can be visualized in a fast plot in
the bottom part of the panel. The results of the analysis
can then be saved in the HDF5 file. For secured storage of
the data, a new file containing a copy of the initial data

CONCLUSION
The past experience at FERMI has shown the importance of a reliable tool for data acquisition dedicated to
machine physics experiments and FEL optimization. The
existing matlab based program has been recently replaced
by a new set of python-based programs. The new programs have improved the usability of the software by
general users and it allows an online setting of acquired
and monitored machine parameters. In order to facilitate
the off-line analysis of the acquired data, most important
information of the acquired files is stored in a database
that can be used to find the interesting files.
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Abstract
The ALMA Common Software (ACS) is a distributed
framework used for control of astronomical observatories,
which is built and deployed using roughly the same tools
available at its design stage. Due to a shallow and rigid
dependency management, the strong modularity principle of
the framework cannot be exploited for packaging, installation
and deployment. Moreover, life-cycle control of its components does not comply with standardized system-based
mechanisms. These problems are shared by other instrumentbased distributed systems. The new high-availability requirements of modern projects, such as the Cherenkov Telescope
Array, tend to be implemented as new software features due
to these problems, rather than using off-the-shelf and welltested platform-based technologies. We present a general
solution for high availability strongly-based on system services and proper packaging. We use RPM Packaging, oVirt
and Docker as the infrastructure managers, Pacemaker as the
software resource orchestrator and life-cycle process control
through Systemd. A prototype for ACS was developed to
handle its services and containers.

INTRODUCTION
The ALMA Common Software (ACS) was designed on
the early 2000s, with the objective of providing a basic control and communication codebase for the ALMA observatory [1]. The technologies used for its construction were
probably the best technical choices back then, but not all
of them have aged well. For instance, ACS relies on the
CORBA standard, which regulates almost every aspect of a
distributed system using RPC. This was the main research
topic in distributed systems at the time, but currently is in its
way to obsolescence and is known to have a low performance
among similar tools [2]. On the other hand, ACS is still a
very powerful and tailored solution for complex array control, with a solid architecture and modular development that
allows reusing the code for new projects like the Cherenkov
Telescope Array [3]. This imposes new challenges for the
framework not only at the software development level (e.g.,
gradually replacing CORBA interfaces), but also at the construction and deployment levels. In this paper we address
this last problem to increase ACS robustness, flexibility and
availability using generic solutions from modern, large and
distributed software systems.
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The ACS framework is currently built by using its own
construction system based on make [4]. It consists in
a master Makefile, which enters each software module
and tool searching for a standard directory structure that
have other Makefiles, which needs a common base file
called acsMakefile to operate. This recursive Makefile
paradigm is widely considered a bad practice, because dependencies are hard to maintain and the construction process
is difficult to track and resume. Also, it requires to previously compile other tools known as External Products, with
specific versions and patches different from the ones offered
by the operating system distribution. Moreover, the construction paths and configurations are setup through environment
variables handled by the bash_profile.acs file that must
be sourced. All this software is finally packaged as a very
large monolithic tarball meant to be uncompressed in a very
specific OS version.
Besides the direct difficulties at the construction stage,
the software distribution produce a steep learning curve
for its installation and environment setup, a non-modular
deployment of the software packages, a replace-all update
method, and no separation between runtime, configuration,
development, example and testing packages. A few attempts
to update the ACS construction and deployment system have
been tested in the past[5]. Among the tools used, two of
them stand out: RPM [6] and Docker [7].

RPM Packaging of ACS
RPM is the package manager of multiple operative systems and handles the building, installing, updating and dependency restrictions of the software. It has existed since
1997, and it’s core file contains the step-by-step instructions
to build the software once, and deploy the binaries and other
products ready to use, many times. It also allows to distribute
updates with controlled dependencies and versions. One of
the resulting products, the Source RPM, allows migration
among different architectures almost transparently.
For ACS, we address the packaging problem in a pragmatic fashion, assuming a simple tree-like dependency
model, where at the leafs were the components that were
dependency-free but needed by the parent node. The ACSbase is divided in three groups: External Tools, Tools and
Kit, with External Tools as the lowest group in the tree. With
the off-the-shelf notion, each software was searched for in
the repositories of Fedora (21 to 26), CentOS and the special
repositories SCL, SIG and OpenSUSE, searching for the
nearest match regarding the version shipped with ACS.
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To group these packages in one place and make them
available, an ACS package repository was created at
http://repo.csrg.cl. Instructions for it usage are available at the project’s main page 1 . Source RPMs can also be
found if the user wants to port them to another architecture.
Also, there are directories grouping the different versions of
ACS and the software those versions depend on.
Then, three large RPM packages were built:
• ExtProds: Grouping all RPMs found for replacement
and were all the remaining Python software that hadn’t
an RPM would be installed through Pip. Also the management of each environment variable of the software
grouped in this RPM, is done by using files in the
profile.d directory, partially replacing the use of
the bash_profile.acs file.
• ExtJars: Jar libraries not found in any RPM.
• ACE+TAO-ACS: A special RPM was created for
ACE+TAO, a software that implements the CORBA
standard for C++, because ACS special patches were
applied.
These RPMs group all of the software needed to compile
ACS source code. The remaining step was to build ACS
core from within its own RPM, however this is still not
completely reliable, due to pending transformations of the
acsMakefile into a standard Makefile. Regardless of
that, the products of a manual compilation of ACS where
packaged inside an RPM. This elements where ACSSW
and acsdata. The software dependencies or script needed
by ACSSW and acsdata, and the respective environment
variables, where packaged the same way as we did with
ExtProds.
The main improvement is the reduction in time and complexity involving the installation of ACS, avoiding the very
time consuming compilation or changing the local OS version to support it. This allows deploying ACS in matter
of minutes, handling any update cleanly. Lastly, any architectural differences among hardware — a situation not
uncommon to astronomy projects — could save migration
time and effort, with the existence of Source RPMs.

ACS Dockerfile
The relatively recently released Docker system (2013) focuses on running isolated processes without the overhead
incurred by a complete virtual machine. It uses cgroups,
namespace and SELinux as its basic components. The Dockerfile is the core building file that defines a container, allowing the resulting container to be shared using the DockerHub
platform.
Therefore, using the manual compilation of ACS, a complementary solution was built using Docker containers,
which is currently published at the Docker Hub2 , which

allows pull ACS into a docker platform. This is only available for the ACS 2016.10 version, but an unstable version of
ACS 2017.02 can be found at the CSRG’s Git Repository3 .

SYSTEM-BASED HIGH-AVAILABILITY
FOR ACS
In runtime, ACS is a collection of services for communication (alarm, error, notification channels, etc) and code
execution units called components running in different programming language containers4 . A basic interaction description can be observed on Figure 1, where in case of a failure
of any of the components, manual intervention should be
needed, involving sometimes the disruption of a ongoing
observation. Also, failure or malfunction of hardware or
operative system processes would cause interruptions in the
data flow.
The lack of a fault-tolerance framework was one of the first
weaknesses of the ACS middleware that the CTA consortium
has detected. The high-availability support for keeping track
and control of the components life-cycle, is being addressed
by CTA’s Observation Execution System (OES) through
Supervision Trees (ST). The ST is an idea that can be
found in Erlang [8] and consists in the creation of a supervisor process per each running process, known as worker.
This model form a tree, starting at the top from the first supervisor process, linked to its worker. Once new workers are
created, new supervisor also start, with a tree-graph linking
workers to workers, supervisors to workers and supervisors
to supervisors. This allows a cascade control of any malfunction. However, it also requires the worker to be "aware"
of the existence of the supervisor, adding complexity to the
code. The main objective of ST is to handle malfunctioning
processes, stopping and/or replacing them, without affecting
the rest of the system, in the specific way each component
has to be managed.
Before CTA, the high availability (HA) features of distributed systems, such as fault tolerance and life-cycle management, have been historically approached in ACS as software capabilities. This was the only option at the design stage
of the framework, because these features were not widely
available as system capabilities back then. Nowadays, these
features are increasingly common requirements on all sorts
of software systems, which now are commonly distributed
and diverse. Therefore, solutions for these requirements can
be found now as commodity system’s capabilities.
There are several off-the-shelf tools to manage HA, with
a common pattern of being closer to the Operating System (OS) than the software itself. Between them we found
Pacemaker (PCS) [9], virtual machines (VM) and Linux
container Orchestrators like the oVirt Manager, Rancher
and Kubernetes. As they orchestrate the resources for each
VM or Linux container, they need to perform monitoring
over the VM/Containers, the underlying hosts and their re3

1
2

https://csrg-utfsm.github.io/
https://hub.docker.com/r/leoxdxp/acs/
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4

https://github.com/csrg-utfsm/acs-docker
These are ACS containers, please do not confuse them with Docker
containers
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Figure 1: ACS currently, without HA.

sources/availability. Containers are preferred over VMs due
to the overhead that VMs cost as they use virtualized hardware. Linux container orchestrators can also arrange a specific start/stop order between different containers, depending
on the user configuration.

A HA Proof of Concept for ACS Containers
The fault-tolerance feature under implementation (ST)
will work at the components level, not considering the container’s life-cycle management. If we understand the container as a process, this challenge is not uncommon, and it
can be addressed by tools such as Pacemaker, where each
element taking part in a system, such as the network, disks,
configurations and processes are handled as a resource. The
start/stop execution order can be managed using the Open
Cluster Framework[10], to configure those and other instructions (polling/monitoring frequency), and/or using the system daemons. The later is a common extra step, because it
allows more detailed monitoring and handling over start/stop
sequences.
Using Pacemaker, or at least parts of the HA software
such as Heartbeat, enables the use of a widely used tool for a
problem that spans along multiple areas, allowing the development of OES to be solely focused on features rather than
concerning with corner-cases and/or failure management.
A mixed solution, using Rancher to control infrastructure
level HA, and Pacemaker to monitor/poll the software that
ACS components run could set the base to use ACS without
mayor changes in a HA environment, and include new HA
tools in the future as shown in Figure 2.
Towards a better understanding of the implications of this
mixed solution, we compare the current interactions inside
ACS’s Services, Containers and Components with our pro-

posal. One of the key problems for HA is the randomness of
ports used by ACS components when they communicate with
each other. The ports can be fixed to defined segments or
narrowed even to one port, by setting configurations on ACS
Containers and/or ACS’s Configuration Database (CDB).
The disadvantage of this would be the necessary coordination to define in each of the dozens of ACS components,
which ACS component should use which port. The actual
solution for this has been disabling any firewall where ACS
is used. Even though, security does not usually hold a high
importance in scientific-project context, the use of basic
firewalls is a basic good standard of systems administration.
As the operating system perform constant monitoring
and polling of all the processes, orchestrating and limiting
resources through SysV or Systemd is a commodity, with
the only restriction of doing so locally. Therefore, the HA
for a distributed set of servers needs to be handled then
by a resource manager. In order to provide a first level
of redundancy, Rancher was chosen as the infrastructure
orchestrator, considering the use of Docker Containers for
non-data sensitive ACS elements. For data sensitive ACS
elements, as the relational database CDB, the use of virtual
machines is recommended, and therefore oVirt Manager was
selected.
As an example, the rancher orchestrator can be hosted
in a VM in order to provide HA for the Docker container
orchestrator through oVirt, simplifying the HA of Rancher.
This is done because for a true HA, every component of
the solution needs to be highly available. In general, each
physical server can be an oVirt and a Docker host at the
same time as shown in Figure 3.
The second level of HA, this is, the process-level distributed management can be done by using Pacemaker. The
THPHA045
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Figure 2: ACS with HA

communication is done over RPC, with the extra overhead
that this implies. Therefore, any HA solution from inside
ACS will also have to consider RPC’s overhead.
Even if the proposed solution is used only for ACS Services and ACS Containers, it would provide a huge improvement in error management and allow to apply updates without jeopardizing the overall system.

CONCLUSION

Figure 3: Proof of Concept model for ACS with HA.

configuration of ACS services and ACS Containers, the
startup, shutdown and restart sequence, the monitoring period between heartbeats and other details can be done via
Pacemakers web interface, which also shows the status of
the resources, or via the command line. This level is reinforced with each ACS Service and ACS Container having a
Systemd or SysV daemon configuration file. For this proof
of concept, two Systemd daemons were created, and they
are available within the RPMs. As seen on Figure 2, the
coordination among orchestrators and hosts is done over
TCP, sometimes using JSON for data serialization, thus involving little load on the network. On the other hand, ACS’s

Observatories, such as ALMA and CTA, need a building
system that can provide continuous software updates without disrupting the production environment and be as cheap
in time and human resource as possible. The use of tools
such as RPM and/or docker containers to automate deployment, must be considered from the start of the projects in
order to reduce the number of man-hours dedicated to this
task, specially regarding software testings, were the difference between the testing environment and the production
environment, have direct consequences and can delay implementation of new features. In relation to the above, a long
term and robust building system arises as the cornerstone for
projects that will continuously function for several decades
with possible expansions in its resources and systems.
As solutions for High Availability within distributed systems is not only a topic related solely to observatories, the
proposed idea can be applied without mayor changes to any
other science project. This is specially the case for those that
due to the difference between the time of their conception and
their implementation, or by other reasons, didn’t consider
HA or built it in a higher level of the software stack. Also,
distributed systems have had a paradigm integration with
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HA, providing a new and interesting mix, where software
development and system administration areas have merged,
changing the perspective on HA and distributed systems.
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Abstract
The network systems for J-PARC accelerators has been
operated over ten years. This report gives: a) an overview
of the control network system, b) discussion on
relationships between control network and the office
network, and c) recent security issues (policy for
antivirus) for terminals and servers. Operation
experiences, including troubles, are also presented.

As shown in Figure 1, each edge switch has two routes
to the core. In normal operation, the main route is used
and the sub is stand-by. When the main route is stopped
by a trouble, the sub takes over in a few seconds, and
network operation continues. This redundancy guarantees
non-stop operation against single fault in the system.

INTRODUCTION
J-PARC (Japan Proton Accelerator Research Complex)
is a high-intensity proton accelerator complex. It consists
of three accelerators: a) 400-MeV Linac (LI), b) 3-GeV
Rapid Cycling Synchrotron (RCS), c) 30-GeV Main Ring
(MR), and three experimental facilities: d) Material and
Life Science Facility (MLF), e) Hadron Facility (HD), f)
Neutrino Facility (NU) [1-2]. Since the initial beam in
2006, J-PARC has been improving beam power. Recent
studies demonstrated a 1-MW equivalent beam [3].
The control system for J-PARC accelerators was
developed using the EPICS (Experimental Physics and
Industrial Control System) toolkit [4-5]. In advance of the
initial beam, the network system for the control system
started operation for Linac around 2005 [6], followed by
extensions to whole facilities. It has been operated over
ten years since then.

Figure 1: Logical configuration of the network system.

CONTROL NETWORK FOR
ACCELERATORS
Network Overview
The logical configuration of the control network is
shown in Figure 1. The “core switches”, main and sub,
are located in CCB (Central Control Building), which are
the center of the network system. The accelerator
buildings (LI, RCS, MR-D3) and the MLF building are
linked to the core at the 10Gbps rate. While other
buildings (MR-D1, MR-D2, NU, HD) are linked to the
MR-D3 building at the 1Gbps rate. Buildings layout with
fibre-optic cable network is shown in Figure 2.
“Edge switches”, which have physical network
connections, are shown in the lower part of each building
in Figure 1. Typical edge switch has 24 or 48 ports of the
1Gbps rate. Numbers of edge switches in buildings are
given in Table 1. Total number is about 250 in 2017. The
photo of the core switches and typical edge switches are
shown in Figure 3.
_____________________
†norihiko.kamikubota@kek.jp

Figure 2: Buildings layout with fibre-optic network.

Figure 3: The core switches and typical edge switches.

VLAN Configuration
In order to avoid traffic concentration, we divided the
control network into multiple VLANs. As shown in Table
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1, they correspond to the buildings, but also reflect the
divisions and the sections in the J-PARC organization.
Class-A private IP addresses are used. Because we control
all accelerators (and watch out all experimental facilities)
from the Central Control Room (hereafter CCR) in CCB,
all the VLANs exist in CCB. It is worth noting that an
edge switch can have multiple VLANs, if necessary.
Table 1: Building and VLANs with Number of Switches
(dominant)

IP
assignment

CCB

ccr

10.8

13

LI

li

10.16

83

RCS

rcs

10.32

39

MR-D1,D2,D3

mr

10.64

9

MLF

mlf, mlk

10.48, 10.56

NU

nu

10.80

2

HD

hd

10.88

2

Others

l3bt, 3nbt

10.16, 10.40

Building

VLAN

No. of
switches

Figure 4: Relationships between network systems.

SECURITY ISSUES

56

48

Relationships with Other Network Systems
The office network for J-PARC (hereafter JLAN) and
the control network (jkcont) are different networks. The
jkcont is managed by the accelerator control group,
while JLAN is managed by Information System Section
(the computer center of J-PARC, hereafter ISS). As
shown in Figure 4, direct communication between two
networks is not allowed. Thus, a firewall, “jkcont-FW”,
was introduced to have another network (jkcont-DMZ).
It accepts connections from both networks with limited
protocols. Two servers, a web-server and a login-server,
are located in the jkcont-DMZ.
There are two other network systems shown in Figure
4: the radiation safety system and the PPS (Personnel
Protection System) [7]. The radiation safety system has
an isolated network. A dedicated one-way data-link to
the control network was developed to provide observed
data of radiation monitors [8]. The PPS also has an
isolated network. The beam safety signals are fed into
EPICS IOCs using hardwire cables [9]. Since both
systems handle safety functions, careful considerations
were made not to be affected from the control system.

Introduction
The accelerator control network can’t be an isolated
network. We need to watch at accelerator status from
JLAN, or even from out of J-PARC. In addition, we need
a route to the control network from JLAN for emergency
maintenance. In order to protect the control network
against external threat, layered countermeasures have
been introduced (Figure 5).

Figure 5: Layered countermeasures against threat.

Countermeasures against External Threat
Six countermeasures are shown in Figure 5. (1) At the
top, a guard system is operated by ISS to protect virus
download. (2) Accesses from JLAN to the jkcont-DMZ
are limited. The firewall, jkcont-FW, is configured to
deny all protocols but http and ssh. (3) The web-server
acts as a proxy server from the control network. It limits
accesses to external web-sites using a white-list. (4) The
login-server accepts only pre-registered users and hosts.
(5) USB ports of each NUC terminal are disabled. (6)
Antivirus software is installed in all terminals in CCR and
the servers in the jkcont-DMZ.
In the past before 2014, the guard system detected and
stopped suspicious downloads a few times per year.
THPHA047
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Downloads were always caused by external web
browsing. In November, 2014, a white-list at the proxy
server was introduced. It showed a significant effect.

Antivirus Policy
Three different types of antivirus software are used: (a)
Av-s (Sophos), an antivirus provided by ISS, (b) AV-f (Fsecure), an antivirus introduced by the accelerator control
group, and (c) AV-c (ClamAV), a free antivirus software.
In CCR, we have PC-terminals running Linux, NUCterminals [10], and Windows PCs for operators and for
device maintenances. In principle, we install Av-f to all
the terminals and PCs. However, for NUC terminals, AVc is used. This is because that NUC terminals are
configured to invoke operation applications only, and the
functions of AV-c are enough. The two servers in the
jkcont-DMZ are accessible from JLAN. For them, we
apply the policy of ISS, thus, AV-s is used.
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of MR buildings generates ~100Mbps network traffic,
originated from beam diagnostic devices. In CCB, a
traffic flow of 460Mbps was observed from the core
switches to servers, disks, and terminals in CCB [11].
All the observed traffic rates are less than the network
capacities (10Gbps) in average. However, momentary
peaks exceed the capacities in recent operation. Plan to
upgrade core-switch capacities from 10Gbps to 40Gbps
(or 100Gbps) is under discussion.

OPERATION EXPERIENCE
Faults of Switches
The faults of switches during 2011 and 2016 are
summarized in Figure 6. The “Catastrophic” faults
stopped edge switches, hence, accelerator operations were
also influenced. While the “Redundant” faults did not
give influences on the network operation, which is
blessed with the designed redundancy scheme.
The catastrophic faults were caused by two reasons.
Firstly, for the faults during 2011 and 2013, the
manufacturer reported that capacitors used in 2007-2008
were produced under bad assembly condition. The mass
introduction of edge switches overlapped the bad season
accidentally. We replaced switches with new ones using
good capacitors. Secondary, the faults during 2014 and
2016 occurred only at stacked switches. The manufacturer
reported that the early versions of switch firmware had a
bug. Under certain conditions, each of stacks wanted to be
a master and collapsed. We installed a bug-fixed firmware
to stacked switches. In 2017, such catastrophic faults
seem disappeared.

Figure 7: Major network traffic during operation.

Trouble Examples
In our environment, Cacti, a free network graphing tool
[12], has been used to supervise network traffics [13].
Here we introduce two impressive troubles (Figure 8).
In May, 2012, a low-cost Web-camera produced burst
packets, and occupied the capacity of the port (100Mbps).
The vlan “li” became unusable for a few hours. The
camera was set in the Linac tunnel, and was broken due to
radiation damage. Later in 2014, a mechanism to detect
burst packets was implemented to edge switches. The
detected port is disabled automatically, in order not to
spread burst packets.
On a Friday evening in March, 2015, the traffic rate of
the HD facility increased from 3Mbps to 100-300Mbps.
The traffic was generated by ClamAV of multiple NUC
terminals in HD. Due to a miss-configuration, all NUC
terminals started to scan a remote data-disk of 24TB. We
re-configure ClamAV not to scan the remote disk.

Figure 6: Numbers of switch faults during 2011 and 2016.

Major Network Traffic
During beam-delivery operations, major traffic flow is
from MR buildings to CCB. As shown in Figure 7, each

Figure 8: Two trouble examples.
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CONCLUSION
The network system for J-PARC accelerator controls is
reviewed. The logical configuration with VLAN IP
assignments, layout of buildings, and its redundancy are
described in detail. The relationships to other network
systems, especially to the office network (JLAN) is
discussed with security issues.
During long operation of the control network, we had
several faults of network switches caused by two reasons.
In addition, examples of troubles are also given.
We appreciate all the J-PARC staff members and
companies for their efforts to maintain and update the
control network system.
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NEW IT-INFRASTRUCTURE OF ACCELERATORS AT BINP
P. B. Cheblakov *, F. A. Emanov, D. Yu. Bolkhovityanov, BINP SB RAS, Novosibirsk, Russia
Abstract

In 2017 the Injection Complex at Budker Institute, Novosibirsk, Russia began to operate for its consumers colliders VEPP-4 and VEPP-2000. For successful functioning of these installations is very important to ensure a
stable operation of their control systems and ITinfrastructure. The given article is about new ITinfrastructures of three accelerators: Injection Complex,
VEPP-2000 and VEPP-4. IT-infrastructure for accelerators consists of servers, network equipment and system
software with 10-20 years life-cycle and timely support.
The reasons to create IT-infrastructure with the same
principles are costs minimization and simplification of
support. The following points that underlie during designing are high availability, flexibility and low cost. First is
achieved through redundancy of hardware - doubling of
servers, disks and network interconnections. Flexibility is
caused by extensive use of virtualization that allows easy
migration from one hardware to another in case of fault
and gives users an ability to use custom system environment. Low cost – from equipment unification and minimizing proprietary solutions.

INTRODUCTION
Two BINP colliders VEPP-4M and VEPP-2000 were
commissioned with feeding from VEPP-5 injection complex in 2016 [1-4]. In order to ensure continuous operation it was proposed to create highly available ITinfrastructure for both colliders and injection complex.
Injection complex and collider control systems should
exchange online operation data and send queries over
common network to request beam and obtain beam parameters. Since all facilities have similar requirements for
IT-infrastructure we tried to reduce initial deployment
efforts and costs by using the same hardware and software
basis for all facilities.
High availability and simple maintenance of the ITinfrastructure are the main ideas that were laid down in
the base of the system. When designing it, such important
requirements also where considered:
 high fault tolerance;
 recovery after failure;
 administration ease (applying specialized high-level
tools);
 flexibility according to custom needs;
 equipment unification with the purpose of reducing
the nomenclature (backup equipment minimization);
 the possibility of the hardware upgrading.

DESIGN DECISIONS

cost cannot be a decisive argument in favour of choosing
this equipment for the control systems of large experimental facilities.
Personal computers have a number of disadvantages,
such as:
 relatively low quality of manufacturing;
 they are not designed for continuous operation
(24x365);
 poor cooling;
 limited resources;
 complexity of operational maintenance and expansion;
 inconvenient form-factor (there is no possibility to
install them in telecommunication and server cabinets and racks);
 lack of advanced hardware solutions (communication
interfaces, reliability enhancement technologies,
etc.).
Only relatively low cost and off-the-shelf availability can
be considered as advantages.
Due to foresaid, it was decided to switch to specialized
server hardware, designed for long-term operation and
satisfying the technical requirements for productivity in
order to improve the quality of work and accessibility of
the management system. As a result, the common ITinfrastructure was developed.
In general it consists of few pairs of servers. Any server
in each pair can fully (and automatically) perform all the
functions assigned to their pair, in case the second machine fails. Also the structure includes workstations for
interaction with operators and a set of thin clients located
in the most needed places on facility for local operation.
To increase maintainability and availability, some of servers have redundant power supply units. Two Uninterruptible Power Supplies (UPS) are used to provide guaranteed
power for all infrastructure equipment located in the rack.
Each of the servers in the pair is connected to different
UPS. In case of redundant power supplies in server each
power supply connects two different UPS. Finally, for
better availability each power supply plugged in different
power lines. The scheme of hardware and network interconnection is shown on the Fig. 1.
To increase reliability servers are equipped with ECC
memory. That can correct small errors and detect bigger
ones. For remote control all servers have Intelligent Platform Management Interface (IPMI) with dedicated Ethernet port. It allows to perform any operation with server
beginning from remote graphical console (full replacement for local VGA output) and finishing with BIOS
configuring and firmware upgrading.

Hardware
After a long period of using PCs as management servers at BINP, it became obvious that their relatively low
___________________________________________
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Figure 1: Injection Complex control hardware and servers.
During market analysis we have chosen server hardAt the server side Open vSwitch [5] is used for comware from Supermicro vendor. The crucial factors was a munication between virtual machines inside a host and is
wide offer of ready-made server platforms which are able responsible for external communication with a switch.
to satisfy the most sophisticated requirements and possi- Open vSwitch is a production-quality, multilayer virtual
bility to construct custom platform from available com- switch. It is designed to support transparent distribution
ponents like motherboards and chassis.
across multiple physical servers by enabling creation of
cross-server switches irrespecting the underlying server
Local Area Network
architecture. In addition, it supports many standard manAt the Injection Complex the local network central core agement interfaces and protocols include LACP and
is a stack of three HPE 1950-24 switches connected in a VLAN.
10-Gb ring by means of SFP+ direct-connect cables. As a
Current logical structure of the entire network is shown
result, the core has 72 pcs 1000BASE-T ports and 8 pcs on Fig. 2. Each accelerator has its own set of networks
10GBASE-T ports. The core of the network and the serv- (VLAN) where all equipment divided by classes, e.g.
er are located in the same rack, which makes it easy to broadcast controllers, unicast controllers, all management
connect servers with 10GBASE-T ports to the switches.
hardware (switches, UPS, IPMI etc.). Routing between
In the network, in addition to the core, there is a set of 4 these VLAN is organised by stacked switch.
peripheral switches HPE 1920-24G and 10 HPE 1920-8G,
At the same time each facility is isolated from others
which connects control-measuring equipment to the local and from the Institute Network. Access to Institute Netnetwork. On the Fig. 1 the stacked switch and peripheral work and Internet is available only for selected hosts by
switches are shown as long black rectangle across the means of Network Address Translation (NAT). This is
picture.
done for security reason and to minimize unintentional
The two main network technologies are used in build- influence.
ing the network: VLAN and Link Aggregation (LACP).
VLAN allows split a single physical network space into
segments at the link layer (layer 2 of the OSI/ISO model). Data Storage System
This approach reduces broadcast domains, which is imData storage system is an important part of ITportant for low-power controllers with a simplified net- infrastructure due to it is responsible for data availability
work stack. Also isolation of network members increases and has a significant impact to overall performance of ITsafety and stability of work. Link aggregation allows two infrastructure.
or more communication lines to be combined into a single
logical line with a larger throughput. Mentioned method
is used both to implement communication between the
switches, and between the switch and the server, if it has
more than one Ethernet port.
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Figure 2: BINP Accelerators’ networks.
Now the market presents a large variety of data storage
systems, both network (Network Attached Storage
(NAS)/Storage Area Network (SAN) and local Direct
Attached Storage (DAS) with various access protocols.
Despite the fact that ready-made systems provide many
solutions for expansion, high availability, backup and
automation of administration, it was decided to construct
shared DAS storage system (where the same disk space is
physically available simultaneously on two servers) due
to a number of factors:
 SAN is very expensive and irrelevant for our tasks;
 NAS is acceptable choice but throughput is limited
for all nodes by Ethernet throughput;
 DAS is the relatively inexpensive and has good performance;
 very few vendors provide shared DAS storages;
 the use of proprietary technologies can complicate
maintenance and recovery after failures;
 relatively high cost of commercial systems.
It is quite important that storage system could be shared
between nodes to make it possible live-migration of virtual machines. That is why we designed storage system as
shared DAS.
As a result, the DAS have a 2U JBOD chassis with 12
hot-swappable HDD bays for 3.5" SAS3/SATA3 drives
and an integrated IPMI module for power management
and monitoring. In addition, there is a backplane with two
SAS3-expanders in this chassis, which allows simultaneous connecting each of the installed disks to two servers
via the SAS3-interface (see Fig. 3).
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Figure 3: Scheme of the developed Data Storage System.
All the rest necessary functionality, including access
arbitration of both servers to disks, is realized with the
help of open software technologies and platforms, such as
cLVM and Proxmox.
The JBOD chassis is connected to two main control
servers (HW1 and HW2). Two firewall servers have own
SSD, while other computers considered to be diskless.
Two servers (INFRA1 and INFRA2 on Fig. 1) which
are responsible for infrastructure services like DNS,
DHCP, network booting, user’s NFS home folders, user
management and etc. have shared storage based on Distributed Replicated Block Device version 9 (DRBD-9)
[6]. DRBD is a software-based, shared-nothing, replicated
storage solution mirroring the content of block devices
(hard disks, partitions, logical volumes etc.) between
hosts. DRBD mirrors data in real time, transparently and
synchronously or asynchronously. As a result it functioning like shared DAS with RAID1 connected to two cluster
nodes. In comparison with dedicated shared DAS it costs
much less but has smaller expansion availability.
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Clustering and Virtualization
Life-cycle of large experimental facility can last up to
several tens of years. During this period technologies,
which are used in control systems, e.g. control electronics
and computers, may be changed many times. But software like operation system, libraries and applications are
more changeable. And it is very likely that after some
time incompatibility between some application and operation system or between operation system and hardware
may arise.
To deal with that problem a virtualization technology
was chosen. It allows enhance manageability, backing up
data, resource consolidation and availability. We selected
Proxmox Virtual Environment [7] as virtualization platform. Proxmox VE is an open source server virtualization
management solution based on Kernel-based Virtual Machine (KVM) [8] and container-based virtualization with
Linux Containers (LXC) [9], and includes strong highavailability (HA) support. Thanks to the unique multimaster design there is no need for an additional management server thus saving resources and allowing high
availability without single point of failures. Proxmox VE
includes a Web console and command-line tools, supports
local and network storage types. When deployed on HA
cluster with shared storage, live virtual machines can be
moved from one physical host to another without downtime.
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CONCLUSION
A modern hardware and software technologies like virtualization and high-availability clustering gives a new
possibilities for IT-infrastructure of a large experimental
facility.
Proposed and implemented IT-infrastructure scheme
significantly simplify administration efforts and increase
control system capabilities, availability and flexibility.
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DEVELOPMENT, COMMISSIONING AND OPERATION OF THE LARGE
SCALE CO2 DETECTOR COOLING SYSTEMS FOR CMS PIXEL PHASE I
UPGRADE
M. Ostrega, J. Daguin, S. Pavis, P. Petagna, P. Tropea, B. Verlaat, L. Zwalinski
CERN CH-1211 Geneva 23, Switzerland
Abstract
During the 2017 Year-end Technical Stop of the Large
Hadron Collider at CERN, the CMS experiment has successfully installed a new pixel detector in the frame of
Phase I upgrade. This new detector will operate using
evaporative CO2 technology as its cooling system. Carbon
Dioxide, as state of the art technology for current and future tracking detectors, allows for significant material
budget saving that is critical for the tracking performance.
The road towards operation of the final CO2 cooling system in the experiment passed through intensive prototype
phase at the CMS Tracker Integration Facility (TIF) for
both cooling process hardware and its control system.
This paper briefly describes the general design of both
the CMS and TIF CO2 detector cooling systems, and focuses on control system architecture, operation and safety
philosophy, commissioning results and operation experience. Additionally, experience in using the Ethernet IP industrial fieldbus as distributed IO is presented. Various
pros and cons of using this technology are discussed, based
on the solutions developed for Schneider Premium PLCs,
WAGO and FESTO IOs using the UNICOS CPC 6 framework of CERN.

INTRODUCTION
CMS Pixel Phase I Upgrade
Compact Muon Solenoid (CMS) is one of the two large
multi-purpose detectors installed on the Large Hadron Collider (LHC), operating at the European Organization for
Nuclear Research (CERN). The Pixel detector is the innermost CMS sub-detector and it is used for precise tracking
of the particles produced by the collisions. Due to the vicinity to the interaction point (i.e. the small region where
the particle collide), the radiation harm have a major impact on the lifetime of the silicon sensor. To limit the radiation ageing effect, the temperature of the silicon sensors
must be kept below -10°C. In order to cope with the increase in the collision rate provided by the LHC, the CMS
experiment replaced all of its Pixel detector during an extended winter technical stop in 2016/2017 year. The new
detector features several important improvements including: new front-end chips, a nearly twofold increase of the
active surface, reduced amount of inactive material in the
tracking volume. Following the upgrade, the Barrel Pixel
(BPIX) grew from 48M to 80Mchannels and the Forward
Pixel (FPIX) from 18M to 45M channels. The new design
of the detector, despite the larger area and increase of channels, substantially reduced the amount of material. This

was achieved mainly by the introduction of a new two
phase CO2 cooling system that replaced the C6F14 liquid
cooling [1].

The Cooling Requirements
The cooling system needs to cope with the heat load produced by the detector electronics but also with the heat leak
from the ambient environment to the cold elements of the
system. For the BPIX detector, the estimated power is
around 6 kW, for the FPIX is around 3 kW, while an estimation around 2kWis made for the heat leak from the ambient. For redundancy reasons, it has been decided to install
two cooling plants working in parallel. However, each of
the cooling plants has been designed to handle a heat load
of 15 kW, which provides sufficient safety margin to provide alone the required refrigeration power to the full detector for operation in the temperature range from 15°C up
to −22°C.

Tracker Integration Facility (TIF)
In order to handle the requirements of the CMS Pixel
upgrade [PP1], at first stage a full-scale prototype of a
15kW evaporative CO2 cooling system has been designed,
constructed and commissioned in 2013 [2] in a dedicated
surface installation called Tracker Integration Facility
(TIF). The TIF cooling system prototype consist of three
main units: one cooling plant core, one manifold and one
accumulator. The prototype represents one half of the final
cooling system which was installed in the underground
area of the CMS experiment.

CMS Final
The final CO2 cooling system comprises two individual
cooling units. In normal operation, one is dedicated to the
BPIX detector and the other to the FPIX detector. Each unit
consists of three main sections: the Accumulator, the Plant
Core and the Manifold.
 The accumulator is a vessel always filled with a mixture of liquid and vapour CO2. It is connected to the
return line of the refrigeration loop, keeping the 2phase CO2 returning from the detector at the same
pressure as in the vessel. The accumulator pressure is
regulating by the heating and cooling action.
 In the plant core, the returning two-phase CO2 is
cooled down and liquefied in a heat exchanger by a
standard primary chiller, based on R507a refrigerant.
Afterwards, the liquid CO2 is pumped by a membrane
pump through vacuum insulated transfer lines to a distribution manifold. The plant core is also equipped
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with a local bypass, a dumper and shut off valves used
during maintenance.
 Each of the detectors (BPIX & FPIX) is served by a
manifold, which is responsible for the flow distribution to the detector. In the manifold, there are manual
regulation valves, instrumentation for flow measurement and pneumatic shut off vales to separate individual loops. In total, there are 16 loops, 8 per detector,
and additionally one bypass loop per manifold, on
which is installed the dummy thermal load used during the commissioning period.
In normal operation, the BPIX and FPIX cooling systems are separated. However, they are sized such that they
can act as redundant backups for each other, in case of
problems with any of the two plants.
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The PLC communicates to the SCADA server, placed in
the CERN Control Center (CCC), through the CERN Technical Network, which is isolated from the global network,
using the Modbus TCP/IP protocol. In case of a large network failure, the CO2 cooling control system is equipped
with a local touch panel, placed in the control rack, directly
connected to the PLC and allowing for safe operation of
the system. The touch panel software was programmed according to the UNICOS standard for the Siemens HMI
(Human Machine Interface). Such user interface is very
much similar to the WinCC OA SCADA UIs.
The whole cooling system is powered from the DIESEL
backed network. The 24V DC hot-swappable redundant
power supply, the PLC and the Siemens Touch Panel (see
Fig. 2) are powered from a dedicated UPS (Uninterruptible
power supply).

CONTROLS
Control System Architecture
The control system for the CMS CO2 cooling is separated for BPIX and FPIX. However, the system is equipped
with one common Schneider Premium Programmable
Logic Controller (PLC) and two privet EtherNet/IP networks for the distributed Input/Outputs (I/Os). The overall
control system architecture is presented in Fig. 1.

Figure 2: 24V DC power supply & distribution, Touch
panel and PLC.

System Operation

Figure 1: CMS CO2 cooling control system architecture.
Each of the cooling systems is equipped with one dedicated EtherNet/IP network card at the PLC level, two
WAGO EtherNet/IP couplers for the distributed IOs and
one FESTO EtherNet/IP coupler for pneumatic valve piloting. In total, the PLC manages almost 600 IOs via the
EtherNet/IP protocol. The Siemens WinCC OA based Supervisory Control And Data Acquisition (SCADA) was
chosen as a User Interface (UI). The control system follows
the UNICOS CPC6 (Unified Industrial Control System for
Continuous Process Control) framework of CERN [3] [4].

During normal operation, both BPIX and FPIX cooling
systems runs as separate systems. They can run with different evaporation temperature set-points and different
CO2 flow requests. Both systems are piloted by the master
Process Control Object (PCO), which is the top control object in the hierarchy. In case of failure of one plant core, the
PCO stops it, and when the interconnection valves in between the two plants are open, the system can continue the
operation. In this scenario, the excluded plant core is removed from circulation by the pneumatic valves, the accumulator control follows the commands sent by the remaining running plant, and the running pump increases the
pumping speed to deliver the requested flow to both BPIX
and FPIX manifolds. This is the so-called backup option
mode, where one plant operates as master and the second
runs in the backup. In backup mode, there is only one common evaporation set point available for the two detectors
due to the common return pressure.

Safety
In the CO2 cooling system, during the operation but also
while the system is switched off, high pressure is present.
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Each circuit section that can possibly drive to trap cold liquid is protected against excessive pressure by safety vales
(set point ~ 90 bar) and a burst disk (set point 110 bar). In
the CO2 installation, there are 16 electrical heaters, serving
different purposes, with power up to 7.5 kW. All the heaters
are in the direct contact with the CO2, installed in a small
pipe volume and covered by thermal insulation. In order to
avoid dangerous situations like overheating, rapid pressure
increase or even fire, a three levels safety interlock philosophy has been applied for all electrical heaters of the CO2
cooling systems:
 The first level is a software interlock, which stops the
heater when a predefined first temperature threshold
is exceeded. The temperature readout comes from the
measurement of a thermocouple installed inside the
heater cartridge.
 The second level are additional software interlocks,
which stop all system heaters when any of the heater
temperatures exceeds a predefined second temperature threshold. The measurement is based on the same
thermocouple as in the first level protection.
 The third level is a hardware interlock, which cuts the
power to all system heaters, when any temperature exceeds the further threshold fixed by one thermal
switch. The thermal switches are installed directly on
the piping.
To ensure the safe BPIX and FPIX detectors operation,
but also to provide a maximum of safety for the plants and
the operators, an extensive safety matrix has been applied.
The CMS CO2 cooling system exchanges critical signals
with the Detector Safety System (DSS) and Tracker Safety
System (TSS) via hardwired signals with “positive logic”.
It was defined that the control system sends to DSS and
TSS signals like “Cooling circulation is established” or
“BPIX plant interlocked”, which cause actions like
“Switch off/on the detector”. The CO2 cooling station also
receives signals from DSS and TSS, e.g. in case of fire in
the CMS service cavern, where the system is located, or
when the humidity level is too low and the system is forced
to operate with high evaporation set point.
Additionally, on top of the digital signals, direct communication with TSS with analog signal exchanges has been
established. Two PLCs communicate to the PROFIBUS to
Modbus gateway, exchanging signals like “Detector temperature”, “Evaporation temperature set point” or “Accumulator pressure”.

Database
All the monitoring data need to be preserved for future
system analysis. The CMS system is connected via the
SCADA to the LHC Logging ORACLE database [5],
where all the critical data are stored for long term. This allows the operators or experts for long term data analysis
and debugging.

Commissioning
The cooling control system consists of about 600 I/Os
and more than 240 alarms and interlocks. It was extremely
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helpful to use the UNICOS tools for the commissioning tables’ preparation, which were used during the I/Os check.
Before the performance tests, all the I/Os were tested together with the alarms and interlocks. Most of them were
verified by causing the real interlock conditions and those
that could not be physically triggered were simulated. Due
to the high number of interlocks and warnings, an Alarm
Groups philosophy were applied. Alarms were grouped in
category and in case of system failure or warning situation,
the operator receive only a message with the alarm group
name, to avoid a huge number of messages.
During the system performance test, where both cooling
stations run with the maximum pumps speed & stroke and
lowest possible evaporation temperature, it was discovered
that the pumps consumed more current than expected. This
caused a Frequency Inverter (FI) alarm and in the end the
pump stop. After investigation with the pump manufacturer, new pump limits were implemented in the software
to avoid operation in the unsafe zone, were the power consumption is too high.

Operation Experience
After the long commissioning process, the system has
been connected to the detector and since 2017 is in operation. The cooling system operates stably since and without
any major problem. During the first runs with the presence
of the LHC beam, it was discovered that the electronics of
the flowmeters, which are located in the CMS experimental
cavern, randomly switched off, producing an I/O error. The
problem is still under technical investigation, however
most likely the flowmeters suffer from the so called “single
event upset”, when a particle coming from a collision directly hits the electronic. To avoid a detector interruption
during such random events, the TSS logic has been modified to handle that situation.

Distributed IOs
As mentioned before, the CMS cooling control system is
based on distributed I/Os over two independent EtherNer/IP networks. The WAGO EtherNet/IP distributed
I/Os has been selected as the preferred solution to handle a
huge number of signals. The main advantage of using this
technology was a low space consumption with respect to
the PLC I/O cards, which is an important parameter when
the control cabinet space is limited. It has been possible to
fit almost 600 I/Os in one 43U Eurorack. Additionally, this
solution reduces the cost of the control system and spare
parts management.
However, a disadvantage of using EtherNet/IP together
with a Schneider PLC is the lack of advanced diagnostic
and complicated configuration. Also, the Schneider Unity
Pro has a low level of support for third party EtherNet/IP
devices like WAGO or FESTO.

SUMMARY
After the commissioning period, the described CMS
CO2 cooling system operates with the new pixel detector
since 2017. Both plants are running steadily, without any
major failure. The system has been prepared for operation
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24/7 and due to the redundancy approach, it is possible to
keep the cooling active on the detector even during plant
maintenance. The presented EtherNet/IP distributed I/Os
architecture is an interesting solution especially for control
systems where the space and budget are limited.
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PRESENT STATUS OF THE DAEJEON ION
ACCELERATOR COMPLEX AT KAERI*
S.-R. Huh†, D.-S. Chang, C.-K. Hwang, S.-K. Lee, J.-T. Jin, and B.-H. Oh,
Korea Atomic Energy Research Institute, Daejeon, South Korea
Abstract
The Daejeon ion accelerator complex (DIAC) is being
built at the Korea atomic energy research institute
(KAERI) for various applications. Based on linear accelerators (linacs) of the Tokai Radioactive Ion Accelerator
Complex (TRIAC) given from the high energy accelerator
research organization (KEK) [1–4], Japan, the dedicated
accelerators in the DIAC are designed to produce stable
heavy ion beams. In this article, status, plans, and some
test results for the DIAC construction are presented and
discussed.

INTRODUCTION
The DIAC is being constructed at KAERI in order to
fulfil an increasing demand for heavy ion beam facilities
for structural material study, biological research and nanomaterial treatment. The dedicated accelerators in the
DIAC are designed to produce stable heavy ion beams
with energies up to 1 MeV/u and beam currents up to 300
μA [5, 6]. The construction has now reached the stage
where the DIAC system is ready for beam tuning.

OVERVIEW OF DIAC CONSTRUCTION
The heavy ion beam line of the DIAC consists roughly
of an electron cyclotron resonance (ECR) ion source, a
radio-frequency quadrupole (RFQ) linac, a rebuncher
(RB), and an interdigital H-type (IH) linac as shown in
Figure 1.

Figure 1: (a) Schematic layout of the DIAC, (b) Panoramic view of the DIAC beam line.
___________________________________________
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The DIAC facilities are designed to handle stable nonradioactive beams. According to user demand, the separated two ECR sources (i.e., an 18 GHz KEK – the high
energy accelerator research organization ECR ion source
with a metal oven and a 14.5 GHz KAERI ECR ion
source) together with low energy beam transport line
(LEBT) can supply linacs with both metal and non-metal
ions. The 25.96 MHz RFQ linac accelerates ions up to
178 keV/u. Then, the ions accelerated by the RFQ reach
to the 51.92 MHz IH linac via a transport system composed of a RB and two sets of quadrupole doublet. Finally, the IH linac can re-accelerate the ions up to 1 MeV/u.
The detailed specifications of the DIAC linacs can be
found in Table 1 [1–4].
Table 1: Specifications of the DIAC Linacs
Frequency
Synchronous phase
Charge-to-mass ratio
Input energy
Output energy
Normalized emittance
Energy spread
Duty factor
Repetition rate
Total length

RFQ
IH
25.96 MHz
51.92 MHz
- 30 deg
- 25 deg.
≥1/28
≥1/9
2.07 keV/u
178.4 keV/u
178
178–1090
keV/u
keV/u
0.6πmm∙mrad
1.03%
≤2.8%
30–100%
100%
20–1000 Hz
8.6 m
5.6 m

To date, (1) assembly of the ECR ion source and linacs
delivered in pieces from the KEK, (2) installation of the
power supply, coolant circulation system, and vacuum
pump system, (3) acquisition of the radiation safety license, (4) operation test of the ECR ion source, (5) fullpower tests of IH and RFQ power amplifiers, (6) construction of radiation shielded walls for the DIAC, (7)
tests on the RFQ, RB, and IH RF tuners,
(8) reorganization of the integrated control system, and
(9) development of a beam target chamber have been
completed. Presently, beam tuning of the DIAC accelerators is in progress. The following section gives results on
the full-power test of the RFQ/IH linacs, the reorganization of the DIAC integrated control system, and development of the beam target chamber.

FULL-POWER TEST OF THE LINACS
To check performance capacity of the reinstalled IH,
RB, RFQ and their power amplifiers, measurement of Q
factors of the cavities, stored electromagnetic energy of
the IH cavities as a function of peak RF power, and fullpower test of the RFQ linac were carried out.
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Q factors of IH, RFQ linacs and RB cavities have been
measured using a network analyzer, and the measured
values of Q factors were compared with those before the
accelerator transfer, as seen in Table. 2 [1–4]. The measured values of Q factors are in good agreement (within
about 10%) with those at KEK.
Table 2: The Measured Q Factors of Cavities Before-andAfter the Accelerator Transfer
System

Unloaded Q factor Unloaded Q factor
(DIAC)
(KEK)
IH1
11802
12510
IH2
14740
14646
IH3
17902
17304
IH4
16750
18558
RB
6400
6000
RFQ
6556
5800
This indicates that the cavities maintain good integrity
and there is no degradation in the performance capacity
during the transfer and assembly.
The values of squares of RF pickup loop voltages in the
IH tanks as a function of peak RF power up to full powers
(i.e., IH1: 12 kW, IH2: 22 kW, IH3: 30 kW, and IH4: 50
kW) were measured. Because the square of RF pickup
loop voltage is proportional to electromagnetic energy in
the cavity, the result represents the relationship between
the output power of RF amplifier and the electromagnetic
energy.

Figure 2: The values of squares of RF pickup loop voltages in the (a) IH1, (b) IH2, (c) IH3, and (d) IH4 tanks as a
function of peak RF power.
As shown in Figure 2, the values of squares of RF
pickup loop voltages are nearly linear to the applied RF
powers, indicating that the IH linacs can accelerate ions
without a serious loss of the electromagnetic energy in the
cavities.
Figure 3 shows the full-power (350 kW) test result on
the RFQ RF amplifier using a dummy load. The output
power of RF amplifier increases with power level of the
low level RF system and then saturates to the maximum
power value with few reflected power. This means that
the full-power of the power amplifier can be applied to
the load.

Figure 3: The applied RF power as a function of power
level in the RFQ RF amplifier.

INTEGRATED CONTROL SYSTEM
Based on system of the Tokai radioactive ion
accelerator complex (TRIAC) [7, 8], we reorganized the
integrated control system. Figure 4 illustrates the DIAC
integrated control system.

Figure 4: Schematic diagram of DIAC integrated control
system.
The integrated control system consists of two control
systems for accelerator and ion source/LEBT, respectively, including feedback control system and a hardware
switching system. The switching system controls RF
amplifiers (power on/off), electromagnets (see Figure 5),
and interlocks (see Figure 6).

Figure 5: Power supplies and EPICS based control system
for electromagnets.
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Figure 6: Schematic diagram of the DIAC interlock
system.
A LabVIEW program and a PLC program, developed
by KEK, handle the control system and switching system,
respectively. We have modified the programs and converted old LabVIEW codes to formats that are supported
by the latest version of LabVIEW and also EPICS for the
DIAC system. Wiring between the integrated control
system and individual devices has also been accomplished.

BEAM TARGET CHAMBER
A beam target chamber has been designed and developed for beams of energy up to 1 MeV/u and beam power
of 1 kW. It contains cooling system and various diagnostic systems, e.g., a Faraday cup, a thermocouple, an infrared (IR) thermal camera, and a residual gas analyser for
users, as shown in Figures 7 and 8.

Figure 8: Pictures of (a) the beam target chamber, (b) the
sample holders, (c) the IR thermal camera, and (d) the
collimator.

FUTURE WORK
From the successful full-power test results, we confirmed that the IH and RFQ linacs work properly and then
they are prepared for acceleration of heavy ions up to 1.09
MeV/nucleon. Since the reorganization of the integrated
control system, the development of a beam target chamber as well as the tests were successful, it is supposed that
the DIAC is ready for beam tuning. Presently, beam tuning test is now in progress. It is expected that the beam
tuning and commissioning will be done by the first half of
2018.
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Abstract

STRUCTURE OF THE ACCELERATOR

The project of the control system of linear induction accelerator LIA-20 for radiography is presented in this paper.
The accelerator is a complex pulsed machine designed to
provide a series of three consecutive electron pulses with
an energy up to 20 MeV, current 2 kA and lateral beam size
less then 1 mm. To allow reliable operation of the whole
complex, coordinated functioning of more then 700 devices
must be guaranteed in time frames from milliseconds to several nanoseconds. Total number of control channels exceeds
6000. The control system is based on a variety of specially
developed VME and CAN modules and crates. Tango program infrastructure is used. The ﬁrst stage of commissioning
will take place in the end of 2017 and will include launching
5 MeV version of the accelerator.

INTRODUCTION
Linear Induction Accelerator LIA-20 is designed in BINP
to be used for the ﬂash X-Ray radiography. It will provide three consecutive electron beams with an energy up to
20 MeV, current up to 2 kA and the beam lateral size after
focusing on the target less than 1 mm. Successsfully commissioned LIA-2 accelerator (2 MeV, 2 kA) could be considered
a prototype for the injector of the 20 MeV installation [1].
To facilitate the launching process and test all equipment
ﬁrst a 5 MeV version of the installation would be assembled
at BINP. Then after necessary beam parameters would be
obtained, 20 MeV single-pulsed installation would be built.
After that, several-pulsed version is planned.
It is necessary to design an adequate control system for
such an installation taking into account diﬀerent requirements and a scope of the project. Such a project, however
not ﬁnal is presented in this paper.
∗

G.A.Fatkin@inp.nsk.su

LIA-20 consists of the injector, a number of accelerating
modules (AM) and transport channel. The injector has 92
inductors and generates an electon beam with the current
up to 2 kA and the energy 2 MeV. 30 “short” accelerating
modules (SAM) are placed after the injector. Each of them
consists of 16 inductors and adds an energy of 0.33 MeV to
the beam. Then 12 “long” accelerating modules (LAM) are
placed each of them consists of 32 inductors. Each LAM
adds an energy of 0.66 MeV to the beam.
The total length of the accelerator is about 75 meters
without the transport channel and about 120 meters with it.
Therefore controlling the positioning of optical system is
critical. Two position control systems are provided to control
the horisontal, vertical and angular oﬀsets of the beam axis.
Focusing solenoidal lenses and correctors are placed between accelerating modules. The lenses are powered by
pulsed power supply that provides 0.5 kA, 2.05 ms sinusoidal pulse. Beam position monitors (BPM’s) are present
between accelerating modules. Several other technological
sub-systems including vacuum and insulating gas pressure
require control.
Accelerating pulses on the inductors are formed by the
modulators, each of them provides 40 kV 60-300 ns pulse
with fronts better than 50 ns for two inductors. To provide
several consecutive pulses, several modulators will be used.
Each thyratron in modulator has it’s own delay, therefore
to attain required accelerating voltage pulse form, starting
moments must be tuned with accuracy better than 4 ns.
The modulators are grouped in racks called pulsed power
supply racks (PPSR). Eight modulators provide one pulse, 16
are used for two-pulsed regime and 24 are required for three
consecutive pulses. The injector is supplied by 3 PPSR’s,

Figure 1: Scheme of LIA-20 Accelerator.
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Table 1: Controlled Devices and Number of Channels
Name

Control

Measurement

Synchronization

Inductors
Modulator
Pulsed Power Supply
Demagnetizing
Lense power supply
Charging device
BPM
Positioning (wire)
Positioning (water)
Technological and Vacuum
Total

0
0
480 D.
60 D.
60 D.
6 D.
0
0
0
≈ 100
706 D.

480
480
480 + 480 D.
60 + 60 D.
60 + 60 D.
6+6D
120
28 D.
84 D.
≈ 100
1686 + 818 D.

0
0
540
60
60
6
0
0
0
0
666

two SAM’s are supplied by one PPSR, and each LAM is
supplied by one PPSR’s.
Modulator forming lines are charged by charging devices
that are placed along the installation. The sinusoidal demagnetization pulse (100 A, 1 ms) is required for inductors and
is provided by high-voltage demagnitizer that supplies 16
inductors.

These control units are built using VME-BINP Crates [2].
Modular composition allows to easily increase the number
of pulses through the comissioning. Each crate has a similar
set of modules shown on ﬁg.2 that provide all the necessary
functions. Ethernet is used to interconnect controllers and
provide a link to control room. The total planned number of
control crates is 33 for 20 MeV accelerator.

CONTROL OBJECTIVES
Let us formulate the objectives of the control system. It
should be noted, that experiments that will be held using
LIA-20 are very time and resource consuming. Therefore
one of the main tasks is to provide reliable and coordinated
functioning of all the elements of the installation. To ensure
the reliability we should collect as much parameters of the
pulse as possible and also all necessary long-term machine
statistics. To furhter increase the reliability, a fast interlock
system that prohibits the experiment in case some of the
subsystems are working incorrectly is absolutely necessary.
Another objective of the control system is to allow the
operator to control such an installation. With big amounts
of information, human couldn’t eﬀectively control all of
it, therefore automation of information processing should
be introduced, providing the integral indicators. But every
individual channel must be tracked and controlled and the
operator should be able to change single parameters manually.
Table 1 presents the summary of main channels for onepulsed version of the 20-MeV machine. “D.” means a digital
channel.

STRUCTURE OF THE CONTROL
SYSTEM
LIA-20 will have a linear organization, therefore it is
reasonable to divide the control elements into structural units
and place these units along the installation. It was decided
that we can have one control unit providing all necessary
functions for one LAM, or for two SAM’s, thus each conrol
unit controls 16 modulators and 2 PPSR’s. Three control
units would be enough for the injector.

Figure 2: VME Crate Composition
The control system in whole could be divided into the
following subsystems: Synchronization, Measurement, Fast
interlock, Slow control and Transport Channel and Target
control. The last one will not be presented in this paper.
Human safety and access control is also not discussed here.
First three of them are used to control the processes during the “pulse” of the accelerator, including: charging the
pulsed power supplies, forming the inductor demagnetizing
and magnetic lenses current pulses, initiating the experiment, launching thyratrons and measuring all the resulting
signals and pulses. The last one takes care of all the processes deemed “slow”. This processes take place between
the pulses and include: controlling the position of the accelerating structure, controlling vacuum pumps and vacuum
quality, controlling the incandescence of the cathode, etc.
The measurement subsystem digitizes two groups of signals: the “fast” (up to several us) signals and the “slow” (up
to several ms) signals. “Fast” signals include: form of the
voltage on inductors, form of the current on lenses and beam
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device and modulator voltages and demagnetizing currents.
More detailed description of the measurment subsystem
could be found in [3].
The main goal of the fast interlock subsystem is to prohibit
the start of the experiment if some critical component doesn’t
work correctly at the moment. It has to collect the interlock
signals from all devices and make a fast decision. More
detailed description of the interlock subsystem could be
found in [4].
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Figure 3: VME

Slow Controls Subsystem
The slow controls subsystem incorporates: vacuum and
pumps controls; optical system alignment control (described
in detail in [5]); control of the parameters of charging device,
degauss and lense power supplies, and modulators; cathode
ﬁlament power source.
1. Geodetic Angle positioning (water-based)
2. Geodetic X-Y positioning (wire-based)

complication is that a beam should be formed after the experiment start and this moment is unpredictable. Thus we
have two sections of the time diagram: before the experiment and after the experiment. The ﬁrst one is started by
an operator, and the second uses an external start pulse. To
alleviate operator’s work we devised a method and software
for timing diagram composition for this subsystem. It is
described in [7].

3. Modulators control
4. Degaussing control
5. Lense power supplise control
6. Cathode heater control
7. Vacuum control
8. Crate power control
The slow control is mostly realized using CAN-BUS. Several previously developed devices: CANDAC, CANADC,
CEAC124 [6] are used. Specialized controllers were developed for: the demagnetizing source, the cathode ﬁlament
power source, crate power control, modulators and optical
system alignment control.
Vacuum control also requires to connect turbomolecular
pump and spectrum analyzer with speciﬁc Windows-based
software. Therefore a separate industrial PC is used for this
task with remote desktop software for operator access.

Synchronization Subsystem
The synchronization subsystem provides all controlled
and controlling devices with start pulses. The overall accuracy must be better than 4 ns across 70 m of length. This
means that the propagation delays between control units
must be taken into consideration and negated.
Three kinds of modules described in [2] are used in this
subsystem. S-Timer provides a common 125 MHz clock
with encoded events stream to L-Timer’s placed in control
crates along the installation. All modules in the crate are
synchronized to this clocks and events. DL250-VME and
DL250-RIO modules are used to form starting pulses for the
PPSR’s and other electronics.
The total number of synchronization channels at the installation for 3-pulse version will be around 2000. Another

SYSTEM INFRASTRUCTURE
Main part of the control system is based upon custom built
VME and CAN electronics. The infrastructure, servers and
operator’s computers are COTS. HP Proliant DL80 server
with Intel E5-2609 processor is used to host virual machines
with servers. Its storage is conﬁgured as RAID5 with 4
1Tb SAS disks. Operator’s computers are based on Interl
Core i3 with Sapphire FirePRO W4100 as a very cost-saving
4-monitor conﬁguration.
Custom-built Debian OS is used on VME crate controllers,
Ubuntu LTS Server with KVM is used on server and Ubuntu
LTS Client with xfce is used on operator’s stations. The
control system software is Tango-based and is described
in [8].
1 Gb ethernet is used throughout the installation based on
HP 1910-24G. On 5 MeV installation copper-based channel
is used, optics will be used on 20 Mev as the total length
will be about 200 m.

CONCLUSION
Using the experience of LIA-2, the control system project
for LIA-20 was devised with focus on modularity, extensibility and reliability. It is based on custom-built VME-BINP
crates and modules and CAN-BUS devices. Currently an
inductor test stand with 2 PPSR’s and 4 SAM’s is commissioned and control system elements are tested on it. Main
problems we are experiencing are caused by EMI because
control system crates are situated near the pulsed power
elements.
LIA-5 – the 5 MeV linear accelerator is assembled with
all control system elements and the tests will commence
shortly. The 20 MeV one-pulsed version will be constructed
after the beam is obtained on 5 MeV machine.
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Abstract
The Linear Ifmif Prototype Accelerator (LIPAc), a
125 mA 9 MeV deuteron accelerator, is being commissioned
in Rokkasho, Japan. The Medium Energy Beam Transport
(MEBT) line [1] has already been installed and connected
to the ancillary systems and the adjacent systems, the Radio Frequency Quadrupole (RFQ) and the Diagnostics Plate
(DP). The status of the MEBT Local Control System (LCS)
was presented in the previous edition of ICALEPCS [2].
Since then, the functional specifications of the MEBT components controls have been completed, the control cabinets
have been designed and are now being installed, and the
software has been written. In this paper, the final architecture and functionality of the MEBT LCS will be described
and the preliminary results of its commissioning will be
presented.

INTRODUCTION
The MEBT line of LIPAc transports and matches the
beam out of the Radio Frequency Quadrupole (RFQ) into the
Superconducting RF linac. The devices have been described
in [1]. The LCS is in charge of the supervision and actuation
of the MEBT devices and auxiliary systems:
• the vacuum system components: pumps (primary, turbos and ionic) valves, heaters and gauges.
• the instrumentation of the water cooling system.
• the instrumentation of the buncher cavities[3].
• the beam scrapers.
• the instrumentation of the magnets.
• the magnets power supplies.
The control system of LIPAc is based on EPICS. As part
of the IFMIF/EVEDA project, CEA-Irfu1 has designed the
Common Software Platform (CSP) [4] with two main goals:
providing a common set of programs for the different subsystems and defining the templates for the EPICS top directories
and the operator interfaces (OPI).

mounted in an additional two cabinets of the same dimensions. The cabinets are housed in the RF area of the accelerator building. Power and signal cables run from the cabinets
to the MEBT devices, with a length of about 50 m. Interlock
cables connect the LCS to the Machine Protection System
(MPS) and to the Low Level RF system of the buncher cavities. The power for the cabinets is supplied via the MEBT
secondary board, which is part of the power distribution
system of the accelerator building.

Hardware
The Input Output Controller (IOC) is a fanless computer
running CentOS. The IOC is connected to the Control System Network. It is also connected to the MEBT PLC and the
power supplies, via a dedicated 16-port switch. Communication between the IOC and the power supplies is performed
via the Modbus driver, version 2.7. Communication with
the PLC uses the S7plcDriver, version 1.17. A diagram of

LCS DESCRIPTION
Physical Layout
The LCS is housed in two seismic EMC 47U cabinets
(see Fig. 1), 800 mm(D) × 600 mm(W). The power supplies (PSU) for the quadrupole magnets and the steerer are
∗
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Figure 1: MEBT cabinet 2.
the LCS can be seen in Fig. 2. The main PLC consists of a
Siemens CPU S7-319, digital and analog input/output modules and a CP340 module for serial communication (ASCII
over RS-485). The PLC acts also as Profinet I/O controller
and Profibus master. The instrumentation of the rebuncher
cavities, the water cooling system and the magnets is directly
connected to the input/output modules.
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Figure 2: MEBT LCS diagram.
A second PLC, a Beckhoff CX-1020 CPU and input and
ouput modules, controls the stepper motors of the beam
scrapers. The CPU is configured as a Profinet device and is
connected to the Siemens PLC. Beckhoff has already been
chosen for previous projects [4] and software can be reused
with minor modifications.
The vacuum system devices take up most of the space in
the first cabinet (MCU01). There are three turbomolecular
pumps , model Agilent TV-551. The three controllers are
arranged in a multi-drop RS485 network connected to a
TMP ProfiBus Gateway, which in turn is connected, as a DP
slave, to the main PLC.
A second RS485 network is connected directly to the
PLC CP340 communication module. There are two devices
in this network. The first one is a gauge controller, model
Agilent XGS-600, and the second one is a Gamma Vacuum
Multiple Pump Controller.
Finally, as an interface to the MPS, a SIRIUS 3RK3 modular safety system has been selected. Its fail-safe inputs and
outputs comply with the speed requirements of the MPS.

FUNCTIONAL DESCRIPTION
The functional specification of the MEBT LCS has been
defined with special emphasis in PLC programming and the
interfaces with the rest of the accelerator systems.

Scrapers
A scraper is a beam intercepting device. There are two
scrapers in the MEBT. A scraper has four blocks, in a crossshape configuration, and each one of them is actuated by a

stepper motor. The phases of the stepper motors are connected to a power stage that is controlled by the Beckhoff
PLC. Data is exchanged between the Siemens and Beckhoff
PLCs via Profinet. Motion is controlled with a closed loop,
using a linear potentiometer as encoder. The controller is a
PI for the two horizontal motors while the vertical motors
controller is purely proportional. Concerning the operation of the scrapers, it is important to verify the position of
the scrapers prior to start beam operation. The PLC program implements the code developed for the XFEL project
[5], adapting it to the characteristics of the scrapers motors.
The main difference is the lack of an electromagnetic brake,
which simplifies the programming. A fault in the scrapers
movement (limit switch interlock, driver error, motor temperature) should send a slow soft alarm via EPICS. It is
recommended to stop the beam if any movement error is
detected. In case there is any problem with the water cooling
or the temperature of the collimators, a slow MPS interlock
is triggered. Those interlocks are discussed in the interlocks
section.

Rebuncher Cavities
The movement of the automatic tuner is controlled directly
by the LLRF which sends two signals: direction and control
pulse. However, the limit signal switches and the driver
errors are sent to the S7-300 I/O modules. In case of error
(limit switch, driver, temperature or cooling) the movement
is inhibited by sending a stop signal ,hard-wired to the LLRF.
If a limit switch is pressed, the PLC will check the direction
input signal from the LLRF in order to avoid any out of
range movement. Once the limit switched has been cleared,
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operation can revert to automatic and send the proper signal
to the LLRF.

Magnets
There are five magnets in the MEBT. Each magnet is
composed of one quadrupole and two steerers, one horizontal
and one vertical. Each magnet has a thermal switch that trips
if water temperature rises above 60 °C. In addition, two typeT thermocouples are mounted on the steerers. A warning
should be sent above 50 °C and a alarm above 60 °C. The
PSUs should be stopped in that case.
There is also a flow switch at the outlet of the water circuit of each magnet. In case there is any problem with the
temperature of the magnets the corresponding PSU should
be stopped. If there is a problem with the water cooling, the
PSUs should be stopped via EPICS, as well as the HEBT
cooling skid to minimize water leakage in the vault.

Vacuum System
An operator will control the MEBT vacuum system although there will be a certain number of protections to avoid
damaging the machine. Sector valves can only be opened
when the corresponding interlock is set to 1. In operation,
two vacuum levels are defined: high vacuum ( pressure less
than 5 × 10−5 Pa ) and ultra-high vacuum. The state diagram
can be seen in Fig. 3.
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signal to authorize the opening of the section gate valves.
There are also two interlock signals to the LLRF, one per rebuncher cavity. These signals combine temperatures, driver
error, limit switch error, vacuum and water cooling faults to
prevent the LLRF from actuating the tuner. Finally, another
interlock stops the power supplies when the magnets are
overheated.

CONCLUSION
The MEBT local control system is currently being tested
in Rokkasho. The functional specification has been written
and software has been developed following this specification.
Some work remains to be done, mainly concerning the OPI
screens, but the hardware, communications and operation
are being tested and so far we have not had any major problem. Even for a relatively small system such as this one, the
workload is very high for the team in charge, as most of the
control system design and development has been done inhouse and the parts that have been outsourced (e.g. Modbus
communication for the power supplies) still require a careful
specification and follow-up.
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STATUS OF THE NSRC SOLARIS CONTROL SYSTEM
W.T. Kitka∗ , M. Burzyński, M.K. Fałowski, P. Gałuszka, K. Kędroń, A. Kisiel, G.W. Kowalski,
P. Kurdziel, M. Ostoja-Gajewski, P. Sagało, M.J. Stankiewicz, T. Szymocha, A.I. Wawrzyniak,
K. Wawrzyniak, I.S. Zadworny, Solaris National Synchrotron Radiation Centre, Krakow, Poland
Abstract
A National Synchrotron Radiation Centre SOLARIS is a
ﬁrst synchrotron light source in Poland. SOLARIS consists
of a linear accelerator, 1.5 GeV storage ring and 2 beamlines
(PEEM and UARPES). The beamlines are in commissioning phase and should be ready for the ﬁrst users in 2018.
Additionally there are plans for a few next beamlines. The
control system is based on Tango Controls. The system is
fully operational. An archiving system uses HDB, TDB
and HDB++ tools. PLC system consists of two parts: MPS
(Machine Protection System) and PSS (Personal Safety System). The control system has been upgraded recently and
it is constantly being improved to meet expectations of its
users. The status of the SOLARIS Control System will be
presented.

Figure 1: Water interlocks synoptic panel.

TANGO CONTROL SYSTEM
A software platform for the SOLARIS control system is
Tango Controls [1, 2]. The control system based on Tango
Controls has a lot of elements: a Tango Host server with
database, an archiving system, high level and low level software [3]. At Solaris, there are three instances of Tango:
one for the linac and the storage ring (Tango 9) and one per
each of two beamlines (Tango 8 at UARPES and Tango 9 at
PEEM/XAS). The upgrade of the control system for the linac
and the storage ring from Tango 8 to Tango 9 took place in
December 2015, while for the beamline PEEM/XAS in December 2016. During these upgrades the operating system
was also changed from CentOS 6.5 to CentOS 7. Control
systems are responsible for acqui-sition of more than 5000
signals. The archiving system uses TDB and HDB tools from
Soleil. At PEEM/XAS beamline, there are held tests of the
HDB++ archiving system. At Solaris, low level applications
are developed in the Python program-ming language using
an API to the Tango core – the PyTango package. Device
servers are used for connection of hardware to the control
system. The facade device library from MAX IV (Lund,
Sweden) is used for high-level Tango devices. The Taurus
package from ALBA (Barcelona, Spain) is used for writing
high level soft-ware, like GUIs. In addition, there is preparation work for introducing new synoptic panels of LINAC
and water interlocks based on Max IV library svgsynoptic2.
Water interlocks panel has been shown on the Fig. 1. For
browsing Tango database and checking each device, operators use an open source application ControlProgram. The
ControlProgram is also used for running Tango tools and
another GUIs. The ControlProgram has been shown on the
Fig. 2.
∗

wojciech.kitka@uj.edu.pl

Figure 2: Control Program.

PLC SYSTEMS
There are two diﬀerent PLC systems at Solaris. The ﬁrst
one is MPS (Machine Protection System). It is used to
protect devices against working in unwanted conditions. It
is based on Rockwell Automations solutions. The sec-ond
one is PSS (Personal Safety System). It provides radiation
safety. It is based on the Siemens S7-300 fail-safe controller.
The Personal Safety System GUI has been shown on the Fig.
3.

TIMING
The SOLARIS timing system is based on Micro Re-search
Finland (MRF) hardware. It consists of event generators
(EVG) and event receivers (EVR). EVGs generate a stream
of events and send them to EVRs. Upon receipt of the event
EVR performs the action. Basic structure of SOLARIS
timing system has been shown on the Fig. 4.
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SARDANA ON BEAMLINES
Sardana is an open-source framework serving as SCADA
(Supervisory, Control And Data Acquisition) [4]. Its main
role is to provide interface for performing scans (contin-uous
movements of motors and synchronised acquisition from
various sources) which are essential in conducting experiments. The results can be plotted live and stored for later
processing. It is also integrated with Tango and facilitates
communication with motorisation.
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Figure 4: Basic structure of SOLARIS timing system.

MOTORISATION
IcePAP drivers are used for high-precision movement control. They are conﬁgured with IcePAP Control Management
System from ALBA.
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THE LINAC4 VACUUM CONTROL SYSTEM
S. Blanchard, J. De La Gama, R. Ferreira, P. Gomes, A. Gutierrez, G. Pigny, A. Rocha
CERN, Geneva, Switzerland
L. Kopylov, M.S. Mikheev IHEP, Protvino, Russia

Abstract
Linac4 is 160 MeV H- linear accelerator replacing
Linac2 as the first injector to the CERN accelerator complex, which culminates with the Large Hadron Collider.
This new Linac will increase the beam brightness by a factor of two.
The vacuum installation consists of 235 remotely controlled pumps, valves and gauges. These instruments are
either controlled individually or driven by pumping stations and gas injection processes. Valves and pumps are
interlocked according to gauge pressure levels and pump
statuses. The vacuum control system communicates with
the beam interlock system, the ion source electronics and
the Radio Frequency control system, through cabled digital
and analog signals.
The vacuum control system is based on commercial Programmable Logical Controllers (Siemens PLCs) and a Supervisory Control And Data Acquisition application (Siemens SCADA: WINCC OA). This paper describes the control architecture and process, and reports on the control requirements and the implemented solutions.

composed of commercial and in-house designed electronic
units; the automation layer is based on SiemensTM Programmable Logic Controller (PLC); the supervisory layer
is a data server running WinCC-OATM application. The
hardware architecture is illustrated by the Figure 1.

INTRODUCTION
CERN, the European Organization for Nuclear Research,
has built a new linear accelerator called Linac4. Linear accelerators are the first stage of the Large Hadron Collider
(LHC) injector complex. The Linac4 is intended to replace
Linac2 that is in operation since 1978, and will accelerate
H− ions up to 160 MeV.
Linac4 is 90 m long machine composed of 11 vacuum
sectors. This sectorisation reduces the effort of the commissioning and limits the impact of leaks or mechanical interventions. More than 230 remotely controlled instruments are used to achieve a high vacuum level all along the
Linac4 line. The vacuum level depends on the sector: at
the source it is limited by gas injections and reaches 10 -6
mbar; the sector of the radiofrequency quadrupole (RFQ)
reaches 10-9 mbar; and the pressure of other sectors is between 10-7 and 10-8 mbar. The remotely controlled vacuum
instruments include pumps, gauges, valves…
The vacuum control system is based on the LHC vacuum
control architecture [1], but differs on some aspects: from
circular to linear accelerator, specifications change; the
hardware interlock system is slightly different; a new type
of logic for fixed pumping groups and a specific control
process for gas injection have been developed.

HARDWARE ARCHITECTURE
The hardware architecture is a three-layer control system:
field vacuum instruments are driven by the controller layer

Figure 1: Vacuum Control Hardware Architecture.

Sector Valve Interlock System
The vacuum controls of Linac4 have a hardware interlock
system to prevent the propagation of a pressure increase
and to protect beam instruments. Sector valve control
crates are connected to the Beam Interlock System, in the
case of a sector valve closing, the beam is stopped.
The sector valves are interlocked by relays from gauge
controllers or from ion pump controllers. The ion pumps
are preferred because they are less sensitive to pressure
spikes and so reduce the number of false interlocks and
therefore of unnecessary beam stops.

Figure 2: Supervisory panel with instrument widgets and
illustration of hardware interlocks.
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The vacuum control system provides pressure level hardware alarms to protect the beam source, the radio-frequency instruments and the magnets. They are interlocked
by hardwired alarms using gauge and ion pump controller
relays as sources. The logic depends on the client and is
achieved by “multiplexor” crates designed originally for
the LHC injectors.

AUTOMATION LAYER
The main PLC is a Siemens S7-400; it controls beam line
gauges, sector valves and HV pumps. The main PLC has
remote I/O stations installed close to the controllers, to reduce cabling cost. The control of fixed pumping groups,
gas injection system and mobile equipment is delegated to
slave PLCs. The Linac4 vacuum automation layer is described by Figure 3.

Fixed Equipment
The controllers for vacuum gauges and for pumping stations are interfaced with a Profibus-DP network for “fixed”
equipment. Ion pump controllers, valves controllers and
other instruments are driven by remote I/O stations. All
electronic devices are protected from ionising radiation
generated by Linac4 beam; i.e. the fixed equipment controllers are installed in the radiation free rack area. The type
of instruments in Linac4 pumping groups differs from
LHC pumping groups [2]; the primary pumps are Scroll
pumps instead of rotary vane pumps; the gauges are active
with embedded electronics instead of passive gauges.
However in order to share spare parts and standardize
maintenance and intervention, same PLC and local crates
as LHC have been used. The crates fit to Linac4 pumping
group specifications with the installation of cable adaptor
boxes and the use of the PLC crate spare I/O.
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Figure 2 shows a sector valve, surrounded by three ion
pumps and one gauge interlocking it. On the left, two horizontal arrows pointing to the right illustrate the source interlock coming from left sector. On the right of the sector
valve, only one ion pump is available, the second source is
a gauge. In Figure 2 there are four sources of interlocks,
this number may vary from 3 to 4; it is referred later in this
document as NItlSource.
The resulting interlock signal for each sector valve is produced by a small crate according to the following logic:
sector valve is open-enable if NItlSource sources are OK; sector valve is interlocked (close order) if [NItlSource -1] sources
are BAD.
In addition, a preventive interlock signal forwards valve
close orders to the next and previous sectors.
This logic avoids non-relevant valves interlocks and
beam stops, while also assures a good level of machine protection.
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Ion Pumps

Figure 3: Automation architecture.

Mobile Equipment
Mobile instruments and their controllers are temporarily
installed in the tunnel for vacuum installation and interventions. Only cables and connectors remain in radiation area
during beam operation. The fieldbus used for mobile
equipment is the Profibus-DP network. Once physically
connected, the mobile pumping groups or bake-out cabinets are controlled by the supervisory application through
the Master PLC that manage a handshake protocol and
auto-reconnection in case of power cut or any other
fieldbus interruption. It is a basic and robust network very
convenient for beam line vacuum interventions. Such interventions have a typical duration of 4-5 days, they can be
scheduled through a week-end. The control system offers
remote control, diagnostics, data logging and SMS notifications for mobile equipment.
The network for mobile equipment is a serial fieldbus
very convenient for small machine but shows some limitations for long lines or when a large number of mobile
equipment need to be connected. Fieldbus cables are installed long time before vacuum vessels installation; the
layout and specifications may change in the meantime. It
is very difficult to define in advance the exact number of
sockets and their positions. The serial topology of the Profibus-DP does not support “star” connections. When vacuum operators need to connect several mobile pumping
groups or bake-out cabinets to a single socket, an intervention by a fieldbus expert is required to install temporary
repeaters or rebuild a local fieldbus.
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In 2001, the PLC software started to be developed using
Statement List Siemens (STL) language and functions
without instantiation (FC-based System). Then, new instruments and new specifications were required, from
2011, new functions have been developed using Structured
Text (SCL) language and device oriented Function Block
(FB-based System). Figure 5 illustrates the FB-Based system architecture.

LEBT Gas Injection System
One specific development for the vacuum control system
of Linac4 is the gas injection system of the Low Energy
Beam Transfer (LEBT) tank. This one requires H2 gas density to correct radial size and angle of H- beam. The Figure
6 illustrates the gas injection user interface panel displayed
on top of the synoptic panel.

Figure 4: PLC Cycle.
The automation software is based on the one previously
developed for the LHC and its injectors. Linac4 vacuum
PLC runs two concurrent software systems in same CPU:
a FC-based system and FB-Based system. The Figure 4 illustrates the Linac4 PLC cycle and the main organisation
blocks.

Figure 6: Gas Injection control panel.

Figure 5: FB-based System.

The H2 dosing valve is a thermal analogue valve, which
is powered by a PLC Analog Output, and that remains
opened when not powered.
The “Isolation” mode is the start-up stage of the process,
it prevents to inject high load of gas (initial position of the
dosing valve is opened). The dosing valve has no position
indicator and the reaction time to close the valve is very
long (more than 1 minute). The system is protected by a
time out in the “Isolated” mode that does not allow any
mode transition before the end of 3 minutes count down.
The gas injection system regulates the dosing valve according to the sector gauge process value (PV) and an input set
point (SP). In “Tuning” mode the regulation starts with a
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very low SP = 1E-11 mbar, then operator may define a manual SP. In operation the process is changed to “Nominal”
mode where the SP is received from the beam control system through PLC Analog Input. Process and mode transition is illustrated by the Figure 7.
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primary pump (Scroll pump) of one pumping group
stopped but the safety valve (called “SecuVac”) did not
close. The result was a venting of the whole sector stopped
by the automatic closure of the pumping group top valve.
The consequence was a delay of four days in vacuum installation due to the redo of the vacuum commissioning for
RFQ sector. The cause was an accidental disconnection of
the primary pump on the pump side. The safety valve was
not individually controlled but powered by the same cable
as the primary pump and so cable disconnection on pump
side did not power off the safety valve. As a corrective
measure a new cabling design has been defined; the safety
valve is now powered through the body of the pump insuring the safety valve is closed when the connector is disconnect even on pump side. From this event, every safety valve
installation follows this new cabling convention.
During first in-situ tests and commissioning of RadioFrequency (RF) instruments, pressure spikes triggered the
RF power supply several times. As described in previous
paragraph Client hardware alarms, hardwired alarms for
RF are directly generated by our ion pump controllers.
These units have a very poor I/O interface and so post-mortem diagnosis are very limited. The pump current measurement (used to calculate the pressure level) and the pressure
alarm trigger level have been in-situ re-calibrated for all
the ion pump power supply units. Replacement with new
units integrating remotely settable hardware alarm relays is
currently being evaluated.

CONCLUSION
Figure 7: Gas Injection Process.

Database and SCADA
The Linac4 vacuum controls is using the same vacuum
software framework as LHC, injector complex and experimental areas [3]. This framework has been updated for
Linac4, it integrates gas injection widgets and panels described in previous paragraph LEBT Gas injection system.

ISSUES AND CORRECTIVE MEASURES
After the installation of the first dozen of ion pumps and
pumping groups, the automatic restart after power cut (frequent event during a machine installation phase) failed,
leaving the sector in critical pressure raised situation. The
start current of Scroll primary pump was much higher than
was foreseen (20 times higher than nominal current instead
of the 10 times value used for calculation), the result was a
trip of the rack power supply circuit breaker. The power
distribution has been upgraded and pump start time are
staged by the PLC.
The ultra-high vacuum of the RFQ sector is achieved by
four pumping groups (active pumping during operation)
and Non Evaporable Getter pumps. After the first vacuum
commissioning, the pressure in the RFQ sector suddenly
raised to 3mbar and the four pumping groups stopped. The

The Linac4 is not yet connected to the LHC injectors but
the installation of the most critical sectors has been completed. The machine has already run a complete year of
beam commissioning without any vacuum controls issues.
In autumn 2017 the Linac4 has been integrated in the list
of machines monitored and maintained by the vacuum
stand-by team, enlarging the Linac4 vacuum control users
(previously limited to beam operators and Linac4 vacuum
experts) to the whole Vacuum Group. This smooth transition demonstrated the user friendliness of the vacuum control system.
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DESIGN AND IMPLEMENTATION OF SESAME’S STORAGE RING
CONTROL SYSTEM
I. Saleh, A. Abbadi, A. Al-Dalleh, A. Ismail, SESAME, Allan, Jordan
Abstract
SESAME is a synchrotron light source located in Allan,
Jordan. It is expected to become operational in late 2017.
Storage ring is currently under commissioning.
SESAME’s control systems are based on EPICS used for
developing both soft and hard IOCs. Control System
Studio (CSS) is used to build the graphical user
interfaces. PLCs are used in machine protection and
personal safety systems. VME crates are used in timing
and power supplies control systems. This paper presents
progress made in design and development of the Storage
ring’s control systems including: vacuum, power supplies,
RF, diagnostics, cooling, MPS, PSS and timing systems.

INTRODUCTION
SESAME consists of a 22 MeV Microtron, an 800
MeV Booster Synchrotron and a 2.5 GeV Storage Ring.
The storage ring is composed of 16 cells; each cell
consists of a bending section and a straight section.
EPICS base version R3.14.12 is used in control system
implementation. EPICS Input/ output Controllers (IOCs)
are running as servers. A custom build of CSS based on
V.3.16 is used to implement graphical user interfaces.
Scientific Linux version 6.4 is used as a main operating
system in development and administration platform. A
Git version control is used to track development and
documentation. Siemens S7 PLC controllers are used for
the Machine Protection System (MPS). Allen Bradley
PLC controller is used for the Personal Safety System
(PSS). VME crates are used in the Timing and Power
Supplies systems. All clients, servers, and controllers are
connected to an isolated machine network. Twelve virtual
servers are reserved to run the IOCs, archive system,
alarm system and Git repositories.
The storage ring’s control system is divided into
several subsystems: vacuum, power supplies, RF,
diagnostics, cooling, MPS, PSS and timing. Each control
subsystem consists of one or more clients, servers, and
controllers.

DESIGN AND IMPLEMENTATION
Vacuum
The vacuum subsystem for the Storage Ring consists of
106 ion pumps, 27 vacuum gauges, 16 gate valves, 32 ion
pump controller, 8 vacuum gauge controllers, and one
PLC. Ion pumps are connected to a quad ion pump
controllers, where each controller is connected to the
control network through Ethernet communication port.
Gauge controllers have RS232 serial communication
ports. Four serial terminal servers are used to connect the

gauge controllers to the control network. Gate valves and
gauge controllers’ set points are connected to the PLC
which is used for machine protection system.
Vacuum control system consists of CSS Operator
Interfaces (OPIs), One EPICS IOC is running on a virtual
server with Linux-x86 platform to control all vacuum
subsystem devices. Stream device and S7PLC EPICS
support modules are used in the IOC. Table 1 shows a
summary of the devices used in the vacuum subsystem.
Table 1: Vacuum Subsystem Devices
Device
Ion pump Controller
Ion Pump
Gauge Controller
IMG Gauge
Serial terminal server
PLC

Qty.
32
106
8
27
4
1

Manufacturer
Gamma Vacuum - QPC
Gamma Vacuum
Agilent - XGS600
Agilent
3onedata
Siemens – S7 300

Power Supplies
The power supply subsystem for the Storage Ring
consists of DC power supplies and pulsed power supplies.
DC power supplies consist of 141 power supplies selected
from EEI [1], TDK-lambda [2] and PSI [3]. For the
quadrupoles and sextupoles, commercial off-the-shelf
units from TDK-Lamda were selected. These power
supplies are controlled by an analogue voltage. The dipole
power supply was chosen from an existing design by EEI,
Italy, in operation at Medaustron, Austria. The power
supply is controlled digitally via an RS422 link. Finally,
the corrector power supplies were supplied by PSI (Paul
Scherrer Institute). Power supply controller (PSC) is used
from PSI. The PSC reads the measurement from the
current transducer and generates the voltage reference to
be sent to the voltage source in order to produce an
accurate current. The regulation loop is implemented in
the digital domain but the voltage reference can be
either analogue or digital. This requires a high precision
current transducer and ADC for the reading of the current
and a DAC to generate an analogue voltage reference.
Power supplies’ control system consists of CSS OPIs
(clients), EPICS IOCs, (gateways or servers), power
supply controllers (PSCs), and a timing system. EPICS
IOCs are running on Linux based PowerPC platforms
hosted inside 1U VME crates. Gateways relay commands
from the clients to the PSCs, and report back process
variables. Each gateway controls up to 16 PSCs. There
are a total of 6 gateways controlling a total of 93 PSCs.
Gateways communicate with clients over a Gigabit
Ethernet network, and communicate with PSCs over
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point-to-point optical fibre links. An event-based timing
system serves as the timing reference for the entire
control network. An event generator distributes trigger
and synchronisation events to the gateways. The gateways
relay trigger events to the PSCs to synchronize waveform
sequencing across all power supplies [4]. Figure 1 shows
the DC power supplies control architecture.

Figure 1: Power supplies control architecture.
Pulsed power supplies are DC power supplies
connected to a separate pulsed triggering mechanism.
They consist of one power supply for the injection septum
and one power supply for the injection kicker. Each of the
mentioned power supplies is connected directly to the
control network over TCP/IP. A single EPICS IOC server
running on a Linux-x86 platform is used to control the
pulsed power supplies.
A summary of the power supplies used is shown in
Table 2.
Table 2: SR Power Supplies Subsystem Devices
Device
Bending magnet PS
Quadrupole PS
Sextupole PS
Corrector PS
Skew Quad PS
PSC
Gateway
Injection Septum PS
Injection Kicker PS

Qty.
1
64
4
64
8
93
6
1
1

Manufacturer
EEI
TDK-lambda
TDK-lambda
PSI
TDK-lambda
PSI
IOXOS Technologies
Delta-SM400
FUG-HCP35

Radio Frequency (RF)
The RF subsystem for the Storage Ring consists of four
RF cavities and four cooling racks from ELETTRA, four
Solid States Amplifiers (SSA) from SOLEIL &
SIGMAPHI, two Digital Low Level Electronics (DLLRF) from DIMTEL, one signal generator, one motion
controller and one PLC. The four RF cavities have been
contributed from Italy. Each cavity is connected to a
cooling rack which has a process controller (Siemens
SIPART DR24) to manage the thermal process
automatically. The four DR24 controllers are connected
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to the RF PLC through a PROFIBUS communication to
monitor all the signals from the cooling racks. Solid states
amplifiers consists of combining 165 basic amplifiers,
each providing up to 600 W RF power, 80 kW in total.
Five controllers are used for the SSA, each controller
monitors module-temperature and current for four groups
(8 modules) and the forward and reflected power of each
group, a sixth controller is used to monitor the SSA total
forward and reflected power and the water flow [5]. SSA
controllers are connected to the control network through
SNMP communication. Two units of D-LLRF are used to
control the four storage ring cavities. Each unit has up to
9 Input signals and 2 drive outputs. Additional slow
inputs are used for monitoring vacuum and tuner
positions. Communication with the motion control
system, consisting of two axes Galil controller and two
motor drives, is done by direct Ethernet connection. One
main signal generator is used to generate the RF
frequency which is 499.67 MHz. It is connected to the
control network through Ethernet. One main Siemens S7
PLC is used to manage the interlocks to the RF system in
addition to a fast interlock chain connected to the DLLRF.
RF control system consists of CSS OPIs, One EPICS
IOC communicates with the 4 SSAs and the signal
generator running on a virtual Linux server, Two EPICS
hard IOCs running on the D-LLRF boards with Linuxx86 platform and one EPICS IOC communicates with the
PLC which is responsible for the cooling racks and the
machine protection. Stream device and S7PLC EPICS
support modules are used in the IOCs. Table 3 shows a
summary of the devices used in the RF subsystem.
Table 3: RF Subsystem Devices
Device
Cavity
Cooling Racks
SSA
D-LLRF
Signal Generator
Motion Controller
PLC

Qty.
4
4
4
2
1
1
1

Manufacturer
ELETTRA
ELETTRA
SOLEIL & SIGMAPHI
DIMTEL
Work Microwave
Galil
Siemens – S7 300

Diagnostics
The diagnostics subsystem for the Storage Ring
consists of 64 Beam Position Monitors (BPMs), three
florescent screens, one Fast Current Transformer (FCT),
one Direct Current Transformer (DCCT), two scrappers,
two shakers, one Beam Loss Monitor (BLM), one
Synchrotron Radiation Monitor (SRM), one motion
controller and three externally triggered digital cameras.
Each four BMPs are connected to one Libera Brilliance
Plus controller. One Florescent screens and two scrappers
are controlled through stepper motors which are
connected to one Galil motion controller. Two pneumatic
actuated florescent screens are controlled using Siemens
S7 PLC. The FCT signal is connected to oscilloscopes.
DCCT is connected to Digital Voltmeter (DVM) which is
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controlled through Ethernet in order to read the current
remotely. Shaker consists of two power amplifiers and RF
switch to control the trigger for both amplifiers, and it is
connected to Ethernet controller. SRM consists of
Interferometer (double slits), copper mirror, optical
components, digital triggered camera and three stepper
motors connected to Galil controller in order to align the
mirror. BLM consists of a detector and signal acquisition
electronics (Libera BLM) which is connected to the
network through Ethernet. Cameras are connected to the
network, and they are externally triggered by the timing
system.
Diagnostics control system consists of CSS OPIs,
Three EPICS soft IOCs communicate with cameras,
DVM, motion controller and PLC, 12 EPICS hard IOCs
running on the Libera Brilliance Plus controllers. All
IOCs are running on Linux-x86 platform. Stream device,
S7PLC and Galil EPICS support modules are used in the
IOCs. There are also dedicated EPICS drivers for the
cameras and Libera Brilliance Plus controllers build by
SESAME and Instrumentation Technology Company.
Table 4 shows a summary of the devices used in the
diagnostics subsystem.
Table 4: Diagnostics Subsystem Devices
Device
BPM
Libera Brilliance Plus
Florescent Screens
Scrappers
FCT
DCCT
Shaker
SRM
BLM
Motion Controller
PLC

Qty.
64
12
3
2
1
1
1
1
1
1
1

Manufacturer
FMB, kyocera
Instrumentation Tech.
VAB
VAB
Bergoz
Bergoz
In-house
NA
Instrumentation Tech
Galil
Siemens – S7 300
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Figure 2: Security Box.
Cooling control system consists of CSS OPIs and one
EPICS IOC communicate with the PLC is running on a
Linux-x86 virtual server. S7PLC EPICS support module
is used in the IOCs Table 5 shows a summary of the
devices used in the cooling subsystem.
Table 5: Vacuum Subsystem Devices
Device
Security Box
PLC

Qty.
16
1

Manufacturer
In-house
Siemens – S7 300

Machine Protection System (MPS)
The machine protection subsystem for the Storage Ring
consists of three main Siemens S7-300 PLCs. Each PLC
has a CPU module, communication module and signal
modules. Each PLC is responsible to protect its connected
subsystem as follows:
- Vacuum/Diagnostics PLC (CPU 314)
- Cooling/Power Supplies PLC (CPU 314)
- RF PLC (CPU 315-2dp)
The storage ring is divided into 16 cells, each 4 cells
makes one quadrant. It is difficult to connect the
subsystem’s devices to the PLC modules in one place
because that requires using very long cables which is not
recommended. For that reason a PROFINET
communication has been used between the CPU and the
remote I/O modules which are distributed in the four
storage ring quadrants racks as shown in Figure 3.

Cooling
The cooling subsystem for the Storage Ring consists of
magnets cooling interlocks. Sixteen in-house designed
security boxes are responsible of protecting the magnets
in case of any flow or temperature interlocks happened.
The storage ring magnets are divided into 16 cells, each
cell has a bending section which consists of 9 magnets as
follows: one bending magnet, two quadrupole focusing
magnets, two quadrupoles de-focusing magnets, two
sextupole focusing magnets and two sextupole defocusing magnets. Each security box is responsible for
one cell. The security box has 18 relays inside and 18
LEDs on the front panel to show the flow and temperature
interlocks for the nine magnets as shown in Figure 2. All
security boxes are connected in series to the magnets
power supplies, so if any interlock occurs it will directly
interlock the power supplies. Siemens S7-300 PLC is
connected to the security boxes to monitor all the
interlocks and to send a reset command signal to them.

Figure 3: PLC PROFINET Layout.
Vacuum/Diagnostics PLC is connected to all gate
valves in the storage ring and to all gauge controllers set
points. If the vacuum gets bad in any cell in the storage
ring, PLC will send a command to close all the valves and
it will give an interlock command to the RF PLC which
will kill the beam. Cooling/Power Supplies PLC is
connected to all security boxes to monitor any flow or a
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temperature interlock related to the magnets. Magnets
power supplies will switch off by hardware interlock
connection. RF PLC is connected to the Solid States
Amplifiers and to the D-LLRF units. If any interlock is
detected in the SSAs or if the vacuum PLCs send any
interlock, the RF PLC will send interlock signal to the DLLRF units which will kill the beam.
MPS control system consists of CSS OPIs and one
EPICS IOC communicate with the PLCs is running on a
Linux-x86 virtual server. S7PLC EPICS support module
is used in the IOCs
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receivers installed in the power supplies gateways to
trigger all the power supplies, and to one event receiver
responsible for triggering cameras, Liberas, scopes, and
pulsed power supplies. It also generates the machine
clock. Splitters are used to split the event receiver triggers
to the devices which are distributed in the storage ring
quadrants. Figure 5 shows the layout of the timing
system.

Personal Safety System (PSS)
The personal safety subsystem for the Storage Ring
consists of a PLC based control system which provides an
easy tool to implement the PSS sequences and
procedures in a protected programming tool where all
changes are recorded. PSS has been designed and selected
to meet the requirements of SIL3. The safety PLC (Allen
Bradley Guard -Logix L72s) monitors a set of conditions
connected to its input modules and as result of the
programmed logic safety PLC will send the permissions
to allow the operation of the interlocked system as
Microtron, Booster RF, Storage Ring RF, Injection from
booster to Storage Ring and beam shutters, each system
has some conditions to be verified, if one or more
conditions lost, the PLC will disable the related system
[6]. Figure 4 shows the layout of personal safety system
PLCs.

Figure 5: Timing System Layout.
Timing control system consists of CSS OPIs, one
EPICS IOC communicates with the event generator and
event receiver is running on a Linux-x86 virtual server.
Evg and Evr EPICS support module which are developed
at SESAME are used in the IOC. There are also 6 hard
IOCs running on the power supplies gateways which
communicate with 6 integrated event receivers.

CONCLUSION
EPICS is used to build the control systems at
SESAME. Git version control is used to track
development of the control systems. Twelve virtual
servers are reserved to run the IOCs, archive system,
alarm system and Git repositories. There are standards to
be followed in building IOCs. CSS is used to build OPIs.
Archiver and alarm handler are built using Beauty and
Beast. Building the beamlines control system will follow
similar strategy as in the storage ring.
Figure 4: PSS Layout.
PSS control system consists of CSS OPIs, dedicated
GUIs developed using Factory Talk software, and one
EPICS IOC communicates with the Allen Bradley PLC is
running on a Linux-x86 virtual server. Either IP EPICS
support module is used in the IOC.

Timing System
The timing subsystem for the storage ring consists of
one event generator, seven event receivers, one fan-out
module and five splitter modules. All these modules are
hosted in VME crates. The event generator and the event
receiver cards are manufactured by Micro-Research
Finland (MRF). The splitters are manufactured by Caen
Italy. Event generator sends one event to the optical fanout module which distributes the event to 6 event
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CONCEPTUAL DESIGN OF THE CRYOGENIC CONTROL SYSTEM OF
CFETR COIL TEST FACILITY
L. Hu, M. Zhuang, Z. G. Zhu, ASIPP, Hefei, China
Abstract
China Fusion Engineering Test Reactor (CFETR) is
superconducting Tokamak device which is nextgeneration engineering reactor between ITER and DEMO.
It is now being designed by China national integration
design group. In the present design, its magnet system
consists of 16 Toroidal Field (TF) coils, 6 Center Solenoid
(CS) coils and 8 Poloidal Field (PF) coils. A helium
refrigerator with an equivalent cooling capacity of 5kW at
4.5K for CFETR TF coil test facility is proposed. It can
provide 3.7K & 4.5K supercritical helium for TF coil,
50K cold helium with a 10g/s flow rate for High
Temperature superconducting (HTS) current leads and
50K cold helium with a cooling capacity of 1.5kW for
thermal shield. This paper presents the conceptual design
of cryogenic control system for CFETR TF coil test
including of architecture, hardware design and software
development.

INTRODUCTION
China Fusion Engineering Test Reactor (CFETR) is
superconducting Tokamak device which is nextgeneration engineering reactor between ITER and DEMO
[1].It is now being designed by China national integration
design group. CFETR is envisioned to provide 50~200M
fusion power and a demonstration of long pulse or steadystate operation with duty cycle time not less than 0.3~0.5
and the full cycle of tritium self-sustained with TBR not
less than 1.2 based on the existing EAST and ITER
physical and technology. Magnet system of CFETR
consists of 16 TF coils, 6 CS coils and 6 PF coils and
another 2 PF coils (CC1 and CC2) at the bottom of the
device to produce the snowflake and super-x equilibrium
shape[2]. The Fig.1 shows the structure of the
superconducting magnets system. The toroidal magnetic
field of CFETR is generated by 16 D-shaped
superconducting coils which is winded with 132Nb3Sn
CICCCs with a height of about 14m and about 11m
width[3].
CFETR TF test facility includes cryogenic system,
cryostat, vacuum system, power supply system, magnet
protection system, instrumentation and control system.
Helium refrigerator is key component of the cryogenic
system which provides adequate refrigeration power to
cool down and maintain the testing coil in
superconducting state under normal test phase. So the
5kW/4.5K helium refrigerator is designed at ASIPP. This
paper presents the conceptual design of cryogenic control
system for CFETR TF coil test including of architecture,
hardware design and software development.

CRYOGENIC SYSTEM OF TF COIL TEST
FACILITY
The CFETR TF coil will be installed in a large cryostat
and mechanically fixed by low thermal conductivity
material when in the process of cold test. In order to
further reduce the heat load to 4.5K, a 60K thermal
radiation shied between the magnet vessel and the
cryostat shell is designed and cooled by 50K cold helium
gas. All of cold components of the CFETR TF coil test
facility will be refrigerated by a helium refrigerator. The
heat loads of the whole system consist of heat radiation,
residual gas heat conduction box, control Dewar,
cryogenic transfer lines, HTS current lines and super
critical helium(SHe) circulators, Joule heat from
superconducting joints and eddy current loss of the testing
coil[4]. According to the estimation of the heat loads, a
certain refrigeration capacity margin and a reserved
ability to supply 3.7 K sub-cooled helium to test CFETR
cryopumps, the helium refrigerator is designed at a
capacity of 1500W/3.7K +2500W/4.5K +10g/s/50K+
1.5Kw/50K, which is approximately equivalent to a
helium refrigerator with the capacity nearly 5kW at 4.5K.
The cryogenic system of CFETR coil test facility
consists of compressors, oil removal system, cold box,
pure gas helium(GHe) storage, helium external purifier,
impure GHe storage, recovery compressor, LHe dewar,
LN2 tanks gas bags and distribution system and so on,
which is shown in Fig. 2. The refrigeration system is
based on Modified Claude refrigeration cycle and
possesses of one optional LN2 pre-cooling stage, several
reverse Brayton refrigeration stages and J-T valve throttle
cooling stage. The helium refrigerator system has three
operating mode. (1) Standard refrigeration mode. (2) Peak
refrigeration mode. (3) Liquefier mode. LN2 pre-cooling
stage only runs in cool down phrase, peak refrigeration
mode and liquefier mode. In standard refrigeration mode,
the HP(high pressure) helium is cooled down by turbines
T1&T2 while LN2 pre-cooling stage is cut off, which
largely reduces the consumer of LN2. When the coil test
facility is put into operation, the helium refrigerator
should supply enough cold sources to cool down all cold
components in coil cryostat, including superconducting
coil, HTS current leads, thermal shield and so on. At this
time, the helium refrigerator works at standard
refrigeration mode. Without the supply of LN2, there is
no heat exchange in HX3 &HX4. The HP helium is
cooled down to 132.8K in counter-current heat exchanger
HX1. At the outlet of HX1, the flow rate is divided into
two flows: one to the turbines T1 & T2 and the other
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Figure 1: Magnets system of CFETR.

Figure 2: Cryogenic system of CFETR TF coil test facility.
dedicated to the colder turbines. Then the HP helium flow
is cooled down to 91.2K by refrigeration power produced
by turbine T1 & T2 and cold return helium at HX2. At the

cold end of HX5, the temperature of HP flow is 52.5K,
part of which is dedicated to cool the thermal shields
while the MP (medium pressure) flow is 50K and 4bara,
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part of which (10g/s) is used to cool HTS current leads.
Return helium from thermal shields is expanded in
turbine T3 & T4. The helium gas is cooled down to
4.921K through HX7~12, T5 and T7. During this
operation mode, turbine T6 doesn’t run. Some helium
then liquefies at 1.2bara through J-T valve and liquid
helium accumulates in S1 dewar. Another part of
supercritical helium is cooled down to 3.7K through heat
exchangers immersed in 4.5K S1 dewar and 3.6K S2
dewar. The 3.6K sub-cooled helium is realized by a cold
compressor to lower the saturation pressure to 0.47bara.
The cold helium in MP & LP flow is warmed by heat
exchangers and sent to the suction of compressors. The
PFD of helium refrigerator is shown in Fig.3.

Figure 3: PFD of helium refrigerator.

DESIGN OF CRYOGENIC CONROL
SYSTEM
The control system of cryogenic system must meet the
following function:
 Full and semi-automatic operation in all
specified steady state and non-stationary modes
as well as transitions between the modes.
 Visualization of the system parameters via an
operator-friendly and easy for interpretation
display of the surveys, symbols, trend-diagrams
and reports.
 Adjustment parameters of the system and its
separate components.

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA060



Developing of new software and downloading it
into the control system without interruption of
the helium refrigerator operation.
 Safe shut-down of the helium refrigerator in case
of a fault as well as restart after fixing the fault.
 Automatic notification of the concerned parties
such as main control room, the helium
refrigerator control room, stand by operators,
etc. about a failure via hard wired interlocks,
SMS and as software signal.
 Archiving the data.
 Possibilities of an easy extension of the control
system (e.g. interface for additional client
stations, possibly remotely situated).
The control system of cryogenic system of CFETR TF
coil test facility is based on EPICS (Experimental Physics
and Industrial Control System). The architecture of
control system is shown in Fig. 4. The control system is
divided into three layers: field device control layer,
process control layer and supervisor layer. The structure
software of Programmable Logic controllers (PLC) will
be used in the filed device control layer for the
implementation of process and operational modes. There
are five PLC sites to be responsible for the subsystem of
cryogenic system including of recovery system,
compressor system, turbine system, coldbox and
distribution system. Process control layer is the core of
the control system for the functions of real time data
acquirement/storage,
parameters
setting/adjustment,
physical/engineering data conversion, etc. Furthermore,
process control layer need to respond to data requests
from supervisor layer and deal with external events from
device layer.
The hardware configuration of IOC in process layer
selects the cPCI bus industrial computer with VxWorks or
Linux operating system. Real time database in memory is
the core of IOC including of records and structure of
description records. Supervisor layer is responsible for the
HMI, alarm system, events record, history trend and
administration license. The hardware configuration
selects HP workstation and business PC with Linux
system. The HMI is developed based on CSS(control
system studio) which is open source software provide by
EPICS. CSS based on Eclipse Public License( EPL) is a
OPI tool with the functions of operator interface, data
storage and processing, alarm and drawing[5].
Communication between supervisor and process control
is based on LAN with fiber Ethernet. The I/O data
exchange is between process control and device layer.
The communication of PLC master controller and
subsystem is based on Profibus. The redundant control
system for cryogenic system makes the system more
reliable and stable.
The software structure was designed according to the
requirements of system in order to realize the automatic
operation of cryogenic system. The main program of
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Figure 4: Structure of cryogenic control system.

Figure 5: Software structure of cryogenic control system.
the
cryogenic
control
system
includes
human/machine(H/M)
interface,
process
control,
sequence control, alarm and interlock system and
operational management. Fig.5. shows the structure of the
cryogenic control system software. The H/M interface is
to monitor the operational status and manipulate the
system. The design of process control performances
depend on the closed loop control according to the PID
algorithm. The sequence control is according to the

operation modes of cryogenic system, such as cool down,
standby and steady operation and warm up. The alarm
and interlock system is to protect the important
components and quench protection. The operational
management is to maintain the system and analyze the
process data.
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CONCLUSION
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CFETR TF coil test facility is to test the
electromagnetic and stability of TF coils at nominal
operating current and cryogenic temperature to minimize
the risk of malfunction. The cryogenic control system for
CFETR TF coil test facility has been developed based on
EPICS. This conceptual design will be conducive to the
engineering design. The control logic and process modes
will be analyzed in detail in next step.
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LHC TRAIN CONTROL SYSTEM FOR AUTONOMOUS INSPECTIONS
AND MEASUREMENTS
M. Di Castro, M. L. Baiguera Tambutti, S. Gilardoni, R. Losito, G. Lunghi, A. Masi
CERN, Geneva, Switzerland
Abstract
Intelligent robotic systems are becoming essential for inspection and measurements in harsh environments, such as
the European Organization for Nuclear Research (CERN)
accelerators complex. Aiming at increasing safety and machine availability, robots can help to perform repetitive or
dangerous tasks, reducing the risk for the personnel as the
exposure to radiation. The Large Hadron Collider (LHC)
tunnel at CERN has been equipped with fail-safe trains on
monorail able to perform autonomously different missions
as radiation survey, civil infrastructures monitoring
through photogrammetry, fire detection as well as survey
measurements of accelerator devices. In this paper, the entire control architecture and the design of the low-level
control to fulfil the requirements and the challenges of the
LHC tunnel are described. The train low-level control is
based on a PLC controller that communicates with the surface via 4G through VPN, where a user-friendly graphical
user interface allows the operation of the robot. The lowlevel controller includes a PLC fail-safe program to ensure
the safety of the system. The results of the commissioning
in the LHC are presented.

INTRODUCTION
Industrial as accelerators experimental areas have the
needs of being remotely inspected by robots because of
dangers for humans, time or space constraints.
Operating robots for maintenance in hazardous environments on often expensive machines requires skilled and
well trained and dedicated shift operators. This is costly
and highly time -consuming and is mainly caused by the
not intuitive human robot interfaces present on industrial
robots.
The European Organization for Nuclear Research
(CERN) [1] is the world largest high-energy physics laboratory in the world. At CERN, there are more than 50 km of
underground-unstructured accelerators areas with thousands of different items of equipment that need to be inspected and maintained. Due to the presence of human hazards, mainly produced by radiation and high magnetic
fields, the accelerators equipment at CERN needs to be inspected and maintained remotely, possibly using robots.
CERN unstructured environments present also more constraints like accessibility, long distances, objects with various pose and occlusion in cluttered areas. These aspects
require a safe robotic system that can travel long distances,
possibly with a user-friendly human-robot interface (HRI)
allowing its use by accelerators operators without a too
specific training for use of robots.

Figure 1: TIM in the LHC.
The Large Hadron Collider (LHC) [2] at CERN, built in
a 27 km long underground tunnel, is the most powerful machine in the world. It needs to be inspected during few days
long technical stops, and machine shutdowns. There are
several challenges in applying autonomous robotic systems
in harsh and hazardous environment (Table 1), like the
CERN accelerators complex. The control system of a robotic inspector must be designed to overcome these challenges in a safe way, as it is detailed in the following sections of this paper.
The LHC tunnel has been equipped with the fail-safe
Train Inspection Monorail (TIM) (Figure 1) systems, able
to perform autonomously different missions as visual inspections, radiation survey, civil infrastructures monitoring
through photogrammetry, fire detection as well as survey
measurements of accelerator devices as collimators [3] and
superconducting magnets [4].

Figure 2: TIM train wagons composition.
TIM is a battery powered train composed by different
wagons (Figure 2) and connected to a monorail linked to
the ceiling all around the LHC tunnel structure. Thanks to
its mechanical design, it can be adapted to different I-beam
profiles used as monorail. Due to the dimensions of the
LHC ventilation and sector doors, the cross section of TIM
is limited to 30 x 30 cm (Figure 3). According to the mission’ configuration different mechatronic systems (e.g. robotic arms) are deployed. Thanks to a precise on-board positioning system, when the train passes narrow areas, the
autonomous fail-safe control automatically retracts all the
deployed mechatronic systems into safe positions for
avoiding collisions. Moreover, the train is equipped with
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different environmental sensors, like oxygen monitoring,
temperature and radiation sensors. In addition, thermal
cameras, 2D cameras and pan-tilt-zoom cameras on both
ends guarantee a full visual inspection of the environment
all around and below the train. Installed on both ends of the
train, the control of SIL3 SICK [5] laser scanners, coupled
with safety bumpers, guarantee collision free operation and
adaptable speed in case of obstacle presence. In this paper,
a novel fail-safe control system for autonomous inspection
and measurements is presented. The system has been integrated on the TIM, its performance has been validated and
it is currently in operation in the LHC. In the next sections,
the control system architecture of the TIM inspectors of the
LHC is presented.

Figure 3: TIM in the LHC tunnel passing sector doors (left)
and the dimensions of one wagon (right).

CONTROL ARCHITECTURE
The underground tunnel areas of the CERN accelerator
complex require long times for inspection and maintenance. The human access to an accelerator tunnel, like the
LHC, is restricted to programmed machine technical stops
or long shutdowns.
A robotic system can perform inspections in shorter time
with respect to humans, and avoiding the exposure of personnel to the hazards present in the accelerator tunnels.
Even in the periods in which the access for personnel is
forbidden, the robotic system can still be used for inspection and measurements if the machine has stopped its operation for a short time.
The TIM control architecture allows the robot to perform
autonomous missions while the data can be monitored in
real-time, and then autonomously come back to its safe position when the mission has finished.
The deployment of robotic systems in underground areas
presents several challenges in terms of communication, big
spaces and long distances, energy autonomy and poor light
conditions. In addition to these, the CERN accelerator
complex presents other specific challenges such as the expensive and delicate machine equipment, high magnetic
fields and radiation.
Along with oxygen deficiency hazard that can be present
in the LHC tunnel, these challenges make necessary to
build a robotic system that is totally fail-safe and can recover automatically without the need of human intervention.
The main challenges in doing inspection and measurements in CERN’s harsh environments are listed in Table 1,
including the TIM feature designed specifically for each
challenge.
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Table 1: LHC Challenges for Robotic Inspection and TIM
Features
Challenge

TIM feature

Limited intervention
time (< 1 hour) in
very long distances
(km)

Multiple systems and high
speeds.

Unexpected
obstacles

Safety scanner systems integrated in the control

Precision localization during environmental measurement
(<few cm)

Precise on board absolute positioning systems including
detection of reference markers
placed along the tunnel

Delicate equipment

Anti-collision systems and recovery scenarios

Permanent obstacles

On-board obstacle database,
speed reduction, safe position
of all payloads

Poor light conditions

Controllable lights on both
ends of TIM

Big depth of field to
be inspected

HD pan-tilt-zoom cameras on
both ends of TIM

Loss of communication signal

Control through SMS, notifications/alarms via SMS

Robot autonomy

Energy management system,
power rail and robotic charging arm system for battery
charge all around the LHC
tunnel whenever needed

High radiation or
magnetic disturbance during LHC
operation

TIM parked in a safe tunnel
bypass during LHC operation,
safe from radiation and magnetic disturbances

In order to overcome the challenges presented above, the
robotic solution should be modular, reusable, safe and redundant. Furthermore, an autonomous system is of great
advantage since it reduces man power needed to operate
and increases the machine up-time.
This section presents the proposed control system architecture (Figure 4) of the Train Inspection Monorail, including the communication, the graphical user interfaces and
the web data publication.

Control System Design
The TIM embedded autonomous control is based on a
fail-safe PLC and on an industrial control for monitoring
purposes. The communication of the fail-safe part is based
on PROFISAFE [6] while the rest of the control is based
on TCP/IP. The control system is designed in layers, in
which the hardware abstraction layer (HAL) and the supervision layer are the main parts (Figure 5). These two control layers are then composed by different sub-layers guaranteeing modularity, reusability, and portability.
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All the data, obtained from a survey with one of the TIM
trains, must be collected along with the time and their precise position in the order of the cm. For this, the localization of the robots in the LHC tunnel is fundamental.

Fail-safe System
The fail-safe system is guaranteed by different features,
such as the safety program in LAD programming logic.
The laser scanners are connected directly to the speed encoder and the PLC in order to regulate the velocity of the
train in case of obstacles. Safety bumpers are also connected to the fail-safe PLC and included in the safety program. Different safety switches distributed along the train
ensure that all mechatronic systems are in safe position in
case of obstacles or during the passage through tunnel sector doors.
Figure 4: Overview of the control system with communication in between surface and tunnel.
The lowest sub-layer of the HAL contains the PLC and
the Safety PLC inputs and outputs, where the system communicated directly with all sensors and actuators at the
lowest level. Then, the hardware abstraction layer contains
the low-level functionalities of the system, such as the positioning, motion, vision and communication. In the supervision layer, the managers are the functions in charge of the
main functionalities. In the application framework layer,
the autonomous missions, recovery scenarios and artificial
intelligence form the highest level of the on-board control.
The interface with users and operators is done through
the graphical user interface, the e-mail notification and the
SMS control in case of emergency.
This architecture allows changes and additions in the
very low level that will never affect the rest of the system.

Odometry System in the LHC
The positioning system of the TIM trains consists of a
positioning wheel connected to an incremental encoder,
with which the increment in position (in mm) during movement is calculated by the PLC. Since this system can reduce its precision after few tens of kilometres because of
friction and slippage in between the traction wheel and the
monorail surface, the trains are featured with a position
correction system. Every 100 meters, on the LHC monorail
is installed a tags localization system. The tags are read
from the trains through a barcode laser scanner, and converted into absolute position. Thanks to this correction system, the position precision of TIM in the whole 27 kilometres of the LHC tunnel is ±1 cm.

Speed Regulation
The fail-safe system provides information about the environment in case an obstacle or an unexpected object is
detected in the way of the train. According to the distance
at which the object has been seen by the safety scanners,
the speed of the train is autonomously regulated and eventually reduced. In the case of the obstacle being too close
to the train, the safety system stops train and retracts all
mechatronic systems that may be deployed for measurement purposes.
After the area is cleared from obstacles in the field of
view of the train, TIM is allowed to continue its movement.
However, the speed is reduced until all wagons of the train
have abandoned the critical area.

Variation of the Speed with Respect to Position

Figure 5: Control system design in layers.

The very precise positioning system of TIM allows the
possibility of mapping all the permanent known obstacles
of the LHC. A database with all the obstacles positions and
the recommended speeds, including if the mechatronic deployed systems must be retracted into safe position or not,
is featured in the on-board PLC. When the train is approaching an area with known obstacles, the speed is regulated according to the speed stated in the database. This
regulation assures that the train always sorts the known obstacles in a way that is safe both for itself and for the accelerator’s equipment.
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Energy Management

•

TIM is a battery powered vehicle, so in order to improve
its autonomy and reliability of operation, the energy stored
in the battery must be used in the smartest possible way.
The energy management of TIM is in charge of three main
functions: computing an accurate State-of-Charge (SOC)
estimation of the battery, estimating the amount of energy
needed for completing a mission and optimizing the overall
consumption of the train. The SOC algorithms of TIM are
featured with power optimization models that takes into account not only the dynamics of the train motion, but also
its mechanical frictions and contacts with the monorail.
The batteries of TIM were chosen taking into account the
power needed to feed all the on-board electronic devices,
which require a stable voltage within a determined range,
as well as to ensure the longest possible operation duration.
TIM is powered with two 12 V lead acid batteries mounted
in series. The SOC represents the amount of energy remaining in the battery with respect to its rated capacity, expressed in percentage. A novel SOC estimator was designed specifically for TIM’s energy management, based
on the Current Integration Method [7] [8]. This method has
the advantage to take into account the variation of the battery capacity according to the discharge current, which
leads to an increased accuracy of the estimation. The SOC
estimation method has been programmed and integrated on
the TIM PLC and it runs in real time without the need to
interrupt battery operation.
The amount of energy needed for completing a mission
is calculated taking into account the length of the movement, the speed and the slope of the tunnel. A speed based
optimization algorithm modulates the speed during the
missions to increase the TIM autonomy. If the energy available in the batteries is not enough for performing the selected mission, the operator will be notified and TIM will
wait for further instructions, such as the selection of a
shorter mission or the command to start or continuing
charging.

•
•

•

Multi-axis robotic arm: a novel wagon designed for featuring one multi-axis robotic arm
that can move in space using precise position
control, placing sensors or cameras in a desired
position with respect to the LHC equipment to
inspect. In the future, these wagons could be
used for tele-manipulation with single or multiple robotic arms.
Collimator alignment survey: includes the sensors, cameras and mechatronic systems for detecting collimator misalignments in the LHC
using photogrammetry.
Fire extinguisher: payload wagon featuring a
fire extinguisher and a robotic arm that can activate it in case of fire in the LHC, without the
need of the fire brigade to intervene until the
fire has been extinguished from TIM.
Vacuum leak detection: a wagon equipped with
a robotic arm that activates a nozzle connected
to a helium bottle to flush helium on vacuum
equipment searching for vacuum leaks.

Human Robot Interface
The Human Robot Interface (HRI) is used by operators
from the surface, who can set up the type of operation or
mission to perform and follow the progress and information live from the trains (Figure 6). Visual inspections
are performed from the HRI’s displays of all the on-board
cameras. The user-friendly design of the HRI allows operators to make an intuitive use of the trains successfully after a very short training.

Payloads
The modular design of TIM and its control system architecture, makes possible to have different configurations of
the robotic system. TIM can be equipped with several different payload wagons, according to the needs of the mission to perform, and its design allows new types of wagons
to be easily added in the future without major changes to
be implemented in the system.
The payloads already developed for TIM are listed below:
• Radio protection: this payload wagon includes
a two-axis robotic arm that places a radiation
probe at the beam height for measurements
along the LHC machine.
• Tunnel structural monitoring: a photogrammetry system takes high definition pictures of the
tunnel while TIM runs and compares current
and previous images to detect tunnel degradation signs like walls cracks and deformations.

Figure 6: TIM Graphical User Interface.
The HRI communicates from the surface with the TIM
trains in the tunnel through 4G or 3G. Even if most of the
times the communication signal is stable, it can happen that
in some areas of the tunnel the signal is lost for some moments. In case of emergency recovery and no communication, TIM can autonomous return to the garage position or
be controlled from the surface through SMS to recover to
a safe position and charge the battery. Operators can also
choose to receive e-mail and SMS notifications about the
status of the missions or the remaining energy in the battery, in case they are not constantly following the feedback
from the HRI.
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Autonomous Missions
The intelligence of TIM is able to perform complete missions and safely recover to a garage position afterwards,
without need of human intervention or teleoperation. The
operator configures the mission by simply selecting the
sectors to inspect, the type of mission and the option of recovery after it has finished inspecting.
TIM autonomously can move to the mission start position, deploys all mechatronic systems and sensors needed,
and starts moving towards the end position while taking the
measurement data. The operator can follow the mission at
all times through the HRI’s indicators and camera feedbacks, but does not need to intervene. Once the mission has
finished, the data will be published on a website, and the
operator and LHC equipment responsible will also receive
the data from the mission attached to a certified e-mail.

Data Collection
The embedded industrial PC (IPC) is in charge of collecting all the data from the missions (Figure 7), save it in
a certain format and publish it on the designated TIM website when the communication signal is stable enough.
While all sensors data is taken from the PLC, the PLC
communicates with the IPC though Ethernet sharing all the
data form the trains. The IPC’s application starts saving
data when a mission starts, and once it has finished it shares
the data with the operators, both by e-mail and by publishing it on the website.

Figure 8: TIM webpage used for live monitoring and measurements databases access.

CONCLUSIONS
The control system presented in this paper was successfully deployed on the TIM trains for inspection of the LHC.
In 2017 there are two TIM units in operation in the LHC,
that in the past years have run more than one thousand kilometres and performed more than 50 successful missions,
including radiation dose measurements, temperature, oxygen and tunnel structure monitoring with HD cameras.
TIM has productively replaced humans in tasks such as
radiation measurements, visual inspections and tunnel
structural monitoring, reducing the exposure of personnel
to hazards and increasing the machine uptime of the LHC.
The results obtained with the several missions already performed in the LHC have proven that the control architecture formulated in this paper works successfully deployed
on different TIM trains for different robotic tasks.
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FIRST PRODUCTION USE OF THE NEW SETTINGS MANAGEMENT
SYSTEM FOR FAIR
J. Fitzek, H. Hüther, R. Müller, A. Schaller, GSI, Darmstadt, Germany
Abstract
With the successful commissioning of CRYRING, the
first accelerator being operated using the new control system
for FAIR (Facility for Antiproton and Ion Research), also the
new settings management system is now used in a production
environment for the first time.
Development efforts are ongoing to realize requirements
necessary to support accelerator operations at FAIR. At
CRYRING, new concepts for scheduling parallel beams are
being evaluated. After these successful tests and the first
production use, the focus now is to include major parts of the
existing facility (synchrotron SIS18, storage ring ESR and
transfer lines) into the system in the context of the Controls
Retrofit project. First dry runs are planned for Q4 this year.
The settings management system is based on the LSA
framework [1], that was introduced at CERN in 2001 and is
being developed and enhanced together in a collaboration
with GSI. Notwithstanding all successes of LSA at both
institutes, a review study was set up with the goal to make
the LSA framework fit for the future. Outcomes of this study
and impacts on the settings management system for FAIR
are being presented.
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Figure 1: FAIR facility, FAIR.

The CRYRING heavy-ion storage ring is a Swedish inkind contribution to the FAIR project. The machine includes
its own linac with a MINIS type ion source, an RFQ linear
accelerator and an electron cooler. It was set up at GSI (see
Fig. 1) and successfully commissioned in 2015 with several
beamtimes until now, including an injection test from the
existing ESR storage ring performed in 2016 and recent
successes with longer beam storage times [2].
While the other GSI accelerators are in shut-down for the
FAIR upgrade, CRYRING represents a unique opportunity,
since it is the first machine fully operated with the new control system for FAIR. With the equipment controllers, device
class implementations with FESA [3], new middleware and
service layer, the settings management system based on the
LSA framework and new Java-based applications, new developments on all layers of the control system [4] have been
successfully brought into operation.

Therefore, on the new production database, no manual user
access to the data is allowed. Only scripts can do modifications, which either pull data from other databases (e.g.
accelerator layout, devices, calibration curves, etc.) or from
data files that are kept under version control together with
their import scripts (e.g. optics, twiss information). Efforts
are ongoing to provide a Java-based importer toolset for all
necessary data. Also, the production database itself was not
set up as a structural copy of the existing test database. Instead, an agreed-upon database state was taken from CERN
and it was transformed into a set of defined scripts, making it possible to set up a new database at any time, using
these structural scripts, together with the data content scripts
mentioned above.
Besides these measures on the database, also the release
process had to be formalized. So far, tests with LSA have
been mostly performed from the developer’s workspace. For
production use, releases have to be performed inline with
control system releases. The whole control system is developed with a major release every half year. In order to
formalize the release of LSA at GSI and make it possible to
introduce bugfixes on the last release state whenever needed,
release branches were introduced on all levels, LSA as well
as applications (roughly 50 artifacts). Now, developers are
able to continue development for the next release, even introducing incompatible changes, without compromising the
current production state.

Making LSA Ready for Production Use

Realization of New FAIR Concepts

For the FAIR settings management system, this first use
in a production environment posed several challenges. So
far, the machine developments done with LSA have been
performed using a test database where basically everyone
was allowed to enter data manually at any time. Since LSA
is strongly data-driven, the data integrity is very important.

The major development that is ongoing in the LSA framework is to realize the parallel beam scheduling concepts
designed for operation of the FAIR facility. FAIR operation poses unique challenges with up to five parallel beams
and pulse-to-pulse switching between particles. The idea
is to move away from an accelerator-oriented to a more

USING THE NEW SETTINGS
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Calculation of the Timing Schedule in LSA

Figure 2: Patterns and Beam Production Chains as new
concepts for scheduling beams, D.Ondreka, GSI.
beam-oriented view. Consequently, also matching software
concepts are developed to support this change in paradigm.
The new concepts: Beam Production Chains to represent single beams in the machine and patterns grouping
those chains into scheduling blocks that are executed in the
machine, see Fig. 2, have been realized in the LSA framework [5]. The existing concept of Beam Processes, which
describe single steps in the machine like injection, ramp,
extraction as the central objects for storing settings has been
kept. Beam Production Chains are composed of those Beam
Processes. New at GSI, and also new in LSA, is the idea
that those contexts can span accelerator boundaries. Beam
Production Chains and patterns have first been successfully
used at CRYRING, with the limitation that, so far, only one
accelerator was involved.
To be able to introduce Beam Production Chains into the
LSA framework, the limitation that Beam Processes could
only be scheduled with fixed times has been lifted. Instead,
a new relative scheduling mechanism has been implemented.
Now, one can schedule that the Beam Process for the ramp
comes “after” the injection (begin-end) and that a Beam Process for the transfer line is scheduled parallel to the extraction
in the ring (begin-begin with same length). Advanced concepts for scheduling Beam Processes like that one Beam
Process in the ring spans multiple Beam Processes in another machine (begin-begin with Beam Process A, end-end
referencing Beam Process B) has still to be realized to support the booster mode with four extractions from the SIS18
into the SIS100, see Fig. 3.

Figure 3: Relative scheduling of Beam Processes in LSA, example with booster mode and two injections into the SIS100.

With CRYRING, also the new White Rabbit-based timing system is used for the first time. To program the timing
system, a schedule is generated in LSA using the standard
mechanisms: Alongside other physics rules that are used
to calculate settings for high level physics down to hardware parameters, there is also a rule that is called for the
timing system. Input parameters are all other parameters
that influence the schedule like bumper fall time, extraction
time, ramp length depending on ramping speed etc. Since
settings in the LSA framework exist per Beam Process, the
timing system settings are also generated per Beam Process.
That fits to the principle that Beam Processes are the smallest atomic unit that gets executed later on in the machine.
However, the interface of the timing system expects one “execution schedule” for the whole facility. Therefore, settings
are merged together and converted into the specific timing
system format during data supply of the timing system. Besides that, the timing system is just treated in LSA like yet
another “device” and therefore all mechanisms of LSA can
be used seamlessly.
At the moment, data supply of the timing system is done
using a rather low level interface. Developments are ongoing
to abstract and logically separate different components of the
Beam Scheduling System (BSS). In the future, changing the
timing schedule will much more flexible and comfortable.

RETROFIT PROJECT
Within the scope of the Controls Retrofit project, the existing accelerators SIS18 and ESR, including the transport
lines between them, will be retrofitted to be controlled fully
with the new control system beginning with the beamtime in
2018. Major efforts have been going into that project since
it was started in 2016. Regarding the settings management
system, the following steps have been taken.

Importing Master Data
Together with the machine coordinators and machine modelers, accelerator data has been created in LSA. The accelerator layout, especially for the transfer lines, has been translated
into the LSA structures. Particle Transfers that describe sections with same optics and same timing (typically a ring, or
a part in the transfer lines between two junction points) and
their subdivision into Accelerator Zones (with similar beam
properties) has been completed.
A first import of device data into LSA with a newly provided script has just been performed. The existing SIS18
physics model has been imported successfully. After that,
models for the transport lines and the ESR will be added
and will be tested in the development environment before
importing a final version into production.
As discussed above, data should be imported into the
production database in a structured way. Although data and
a physics model already exists for machines mentioned, it
was imported manually and, as it was used as prototype,
the data was not yet imported using the officially supported
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mechanisms. Since now many data flows have been set up
properly (like calibration curves coming from the magnet
group into the central GSI/FAIR Component Database, then
into the Controls Database, then into LSA), the production
database will be filled solely using those procedures.

Integration of Existing Equipment Controller Software
When communicating with devices to send new set values,
software on the device level written with the FESA framework seamlessly integrates with the settings management
system. Devices can be imported into LSA together with
their interface definition. This is the case for CRYRING,
where only new FESA device classes are used. However for
the Controls Retrofit project, the majority of existing device
software has been realized with an existing equipment controller framework at GSI called Device Access. In principle,
communication with those devices is possible through a special middleware plugin that was written specifically for that
purpose. Successful machine development shifts with LSA
in 2010 already made use of this plugin [6].
In those tests however, only a small subset of device properties were used. In 2018, all the devices in the machines
taking part in the Controls Retrofit project will be exclusively
accessed from the new control system, making it necessary
to fully support their interface. Certain features, like parameterized calls to devices and complex data structures, are not
supported by the new settings management system. Instead,
LSA supports a defined set of fixed data types including
arrays and 2d-arrays allowing for generic implementations
(basically no “custom” data types). Therefore, properties
of the existing device class implementations have been reviewed and modified to fit to the new guidelines.
Existing devices are also connected to the old timing system. This setup will stay until their full replacement with
FESA device class implementations and a connection to
the new White Rabbit-based timing system. As new FESA
devices are typically Beam Process-based while the Device
Access devices are still cycle-based, a mapping has been
defined. A bridge that provides translation functionality between the new and the old timing will ensure, that events
necessary for existing devices are also sent to the old MILbased timing network. In the LSA schedule, also those events
for the existing devices are foreseen.

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA062

tation that allows for automated interface tests. However for
the Controls Retrofit project, this does not exist in the same
manner for the existing Device Access framework. Ideas
have been discussed and tried out, but in prospect of the full
replacement with FESA device classes in the coming years,
no more effort is put into it.
For integration tests, the idea is to set up a full integration
test environment for all components of the control system.
First components are already deployed, but much more effort
needs to be put in to profit from this test environment.
As tests can never fully replace the real machine, especially when it comes to real-world accelerators with no laboratory test copy of it, tests on the accelerator without beam
are a necessity. As not only the settings management system
is new, but also the rest of the stack of the control system,
early dry runs have been scheduled starting this October.

ORGANIZATION OF THE
COLLABORATION
Synchronizing Features
To better support collaboration and allow exchanging
features more easily, a common synchronization (“sync”)
branch was introduced in the source code repository. Only
features that are ready and tested within one institute are
then also committed to the common sync branch, see Fig. 4.
Before, features could only be transferred from CERN to
GSI or vice versa by using the CERN SVN trunk. Doing so,
it was almost impossible to get one feature without retrieving unfinished changes. To mitigate that problem, source
code merging was mostly only done directly after a major
release at CERN when the trunk was rather stable and did
not contain too many open developments.
With the new setup, each institute is able to pull features
from the common code base when technical stops or accelerator shutdowns allow introducing changes. The sync
branch only contains finished features and therefore always
represents a stable state of the code. Organizationally, new
features to be introduced to sync are agreed upon beforehand
and can then only be introduced after completing a review
process on both sides.

GSI Release
Branch

CERN Release
Branch

Quality Measures
In the recent past, first steps were taken in LSA to allow for
testing the LSA framework in both institutes independently
of the test database content. Those “self-sufficient” test cases
represent today a good portion of the JUnit test cases in LSA
with a growing number. Still, significant effort remains to
convert the rest of the testcases and achieve a yet higher test
coverage.
In addition to those generic LSA tests, specific integration
tests with devices have been setup at CRYRING. For that
purpose, each FESA device class also has a “mock” represen-

Synchronization
Branch

GSI Trunk

CERN Trunk

Figure 4: Repository setup including the new synchronization branch for feature exchange.
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The next step will be to enable testing and nightly builds
on this common code base, which requires setting up a matching sync database.
Technically, this setup only works because the GSI
branches of the LSA core products, as well as the sync branch
itself, reside in the CERN SVN repository. Therefore, it is
possible to use the merge feature of SVN to exchange features. In the future, when both institutes switch to using Git,
it might be possible to merge across different Git repositories
and keep the GSI specific code at GSI.

Versioning of Database Changes
As with the code changes, it was also complicated to
identify the database changes, that correspond to the code
changes. Furthermore, there was no definition of which
database changes belonged to a specific version of LSA.
Changes in the Java codebase and in the database scripts
were only related by keeping both references in the same
bug/feature description of the issue tracking system at
CERN.
At GSI, Liquibase was introduced as tool for database versioning. Besides versioning scripts along with Java releases,
the introduced mechanism also supports different database
structures and content for the development, integration and
production databases. Further details are presented in [7].
At CERN, database versioning tools are also evaluated at
the moment, Liquibase and Flyway are strong candidates.
Once a versioning tool has been established also at CERN,
the exchange of features via the sync branch could become
much easier as it can be accompanied also by the corresponding database change.

LSA REVIEW
LSA Review Study at CERN
The LSA framework has been developed over 15 years
now. Bigger refactorings took place in the past, but typically
targeting only a specific functionality in LSA like refactoring
the package that sends data to the devices. However, the
overall logical building blocks have not been questioned
so far. The goal of the review study initialized at CERN
was to really question LSA at its core, i.e. its structure and
its functionality. The questions were not only what could
be improved or what is missing in the framework, but also
what does not fit the scope of the system. Developers from
GSI contributed to this study with their 10 years of LSA
experience.
One of the major findings was that the LSA code base has
become quite large and gets harder and harder to maintain.
One proposal of the study is to inverse the logical structure
and have a very slim settings management core and add
further functionality in additional layers. A list of other proposals deals with specific functionalities where the question
always was if it should actually still be part of the LSA core
or be moved elsewhere (e.g. institute-specific code that still
remains in the common core). Smaller refactoring proposals
were also part of the outcome. Examples are: improving
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the parameter relations management and moving it from a
database implementation up to a more maintainable Java
version, improving the settings archiving mechanism and
improving testing of the core.
Due to the tight time and resource constraints at CERN
and GSI, it is at the moment not possible to aim for a big
LSA refactoring that tackles all of the proposed changes
from the study. The intention is to take the proposals one by
one and realize them during the planned shutdowns. Even
though the idea is to keep the outside interface to clients
stable where possible, especially restructuring the code base
might also affect at least package names. At CERN, the
next time window for introducing backward incompatible
changes will be the long shutdown LS2, scheduled for the
end of 2018. This fits also to the constraints at GSI, which
require LSA being left as stable as possible for the beamtime
mid of 2018 and only afterwards introducing substantial
changes.

LSA Performance Review at GSI
Frequent changes of top-level parameters (like energy)
are performed at GSI. Such trims affect a great part of the
parameter hierarchy as they lead to recalculation of many
settings, which takes some time. For CRYRING, which
is rather small, this is not yet a problem. But in order to
be able to commissioning the much larger upcoming FAIR
accelerators, measures had to be taken.
As result of this optimization of LSA, a huge speedup
could be achieved that now allows the user to change toplevel parameters without much noticeable delay. Details
can be found in [8]. The next step will be to merge these
changes into the common code base, so that they will be also
available at CERN.

OUTLOOK
Besides these great achievements and first production use
of LSA, efforts are still ongoing to realize the Pattern concept.
Next steps are to finalize the features needed for the Controls
Retrofit project in 2018 like being able to execute several
parallel Patterns if they target disjunct parts of the facility
(e.g. a parallel SIS18 and CRYRING beamtime) and also to
implement a more advanced relative scheduling.
Storage ring functionality will be the big upcoming topic
after the beamtime in 2018. Features like stop points in the
schedule and several alternative following Beam Processes
with the execution path defined by the operator at runtime
are central requirements.
In the collaboration, the idea of exchanging features
through the synchronization branch still has to evolve. As
the sync branch will become much more important, also a
nightly build setup with a corresponding sync database are
the next logical steps.
First successes with feedback applications based on
LSA [9] have demonstrated the potential of the new settings
management system. Open interfaces allow for easy integration with other systems, e.g. simulation tools. At CRYRING,
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a steering mechanism based on genetic algorithms is being
put into place [10]. Other feedback applications will follow.
Since some are not written in Java, the question of how to
best integrate them still has to be answered.

[6] J. Fitzek, R. Müller, and D. Ondreka, “Settings Management
within the FAIR Control System based on the CERN LSA
Framework”, in Proc. PCaPAC’10, Saskatoon, Saskatchewan,
Canada, paper WEPL008.
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STATUS OF THE CLARA CONTROL SYSTEM
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W.Smith, J.T.G.Wilson, STFC Daresbury Laboratory, Warrington UK
S.Kinder, DSoFt Solutions Ltd, Warrington, UK
Abstract
STFC
Daresbury
Laboratory
has
recently
commissioned Phase 1 of CLARA (Compact Linear
Accelerator for Research and Applications) [1], a novel
FEL (Free Electron Laser) test facility focussed on the
generation of ultra-short photon pulses of coherent light
with high levels of stability and synchronisation.
The main motivation for CLARA is to test new FEL
schemes that can later be implemented on existing and
future short wavelength FELs. Particular focus will be on
ultra-short pulse generation, pulse stability, and
synchronisation with external sources. Knowledge gained
from the development and operation of CLARA will
inform the aims and design of a future UK-XFEL.
The control system for CLARA is a distributed control
system based upon the EPICS software framework. The
control system builds on experience gained from previous
EPICS based facilities at Daresbury including ALICE
(formerly ERLP) [2] and VELA [3].
This paper presents the current status of the CLARA
control system and discusses the systems deployed for
Phase 1 and future plans for later phases.

INTRODUCTION
CLARA will be primarily an FEL R&D facility [4] and
will inform the aims and design of a future UK-XFEL. It
is intended to be flexible such that different FEL schemes
can be investigated, with the emphasis on the generation
of short, temporally coherent pulses via HB-SASE, modelocking and seeding [5, 6]. Figure 1 shows the facility
layout.
CLARA is being constructed across three main phases.
Phase 1 is the front-end of the facility which has recently
been commissioned. It includes the photo-injector and
first linac (up to 50 MeV). Phase 2 will begin installation
early in 2019 and includes all of the accelerating sections
(up to 250 MeV). Phase 3 is the FEL section and will be
installed following commissioning and a short operational
period of the accelerator section.
The front-end sits alongside the VELA photo-injector
allowing beam from the front-end to be switched into the
VELA beamline via a new dipole and dog-leg transfer
line.
The control system for CLARA is an evolution of the
control system developed for VELA. It retains the use of
the EPICS [7] software toolkit and Input/Output
Controllers (IOCs) running the Linux operating system on
the PC/x64 platform but extends this architecture to
support the additional requirements of CLARA. After
their intentional absence on VELA, the implementation of
the control system for CLARA sees a return to VME
architecture for several systems due to the requirement for

an integrated timing system and demanding data
acquisition systems.
In this paper we give an overview of the current status
of the major sub-systems of the control system.

MOTION CONTROL
In the past, solutions for motion control on our
accelerator projects have used a variety of manufacturers’
custom interfaces. This has led to a disparate range of
systems which become difficult to maintain and support.
Since the facility will require several hundred axes of
motion control it is desirable to have a consistent
approach throughout. Similar technology will be used to
serve a wide range of requirements including the
positioning of diagnostic screens, electron beam
conditioning equipment, laser transport mechanisms, and
magnet array positioning in undulators.
Beckhoff
EtherCAT fieldbus motion control systems have been
chosen to satisfy the requirements of CLARA.
In Phase 1 a system has been implemented using
Beckhoff TwinCAT 3 and CX5020 embedded PCs with
EtherCAT modular I/O terminals. A virtual PLC running
in this environment handles feedback from sensors and
controls motors and servos in a closed loop. A network
service running on the embedded PC provides access to,
and control of, TwinCAT virtual PLC parameters via the
Modbus TCP protocol. Integration into the EPICS control
system is implemented via this interface.
For Phase 1, several one and two-axis systems
controlling motion for diagnostic screens and devices,
laser transport and beam conditioning devices have been
implemented and are currently operational. For Phases 2
& 3, a similar approach utilising Beckhoff EtherCAT will
be used for multiple axis systems including a Variable
Bunch Compressor and 2 modulator undulators along
with an array of 17 radiator undulators as part of the FEL
section.

STATUS & INTERLOCKING
The status & interlocking system is responsible for
on/off control and interlocking of hardware on the facility.
It provides slow (>10ms) machine protection for technical
sub-systems by only allowing operation of devices when
predetermined conditions are met. The system being
implemented was originally designed for the VELA
facility [3]. It comprises of Omron CJ2M PLCs with
digital input and output modules to marshal signals to and
from hardware. ADC modules are also used to allow
analog levels to produce interlocks directly within the
PLC. The status system operates in a stand-alone nature
with supervisory control provided by the EPICS control
system. Requests are received by the status system from
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Figure 1: Schematic layout of CLARA.
EPICS to operate hardware; internal logic within the
PLCs then determines whether it is safe to execute the
requests based upon the interlock inputs from the plant.
In this manner, the status system will remain operational
and continue protecting the hardware even with a
temporary absence of the EPICS control system. An
Asyn driver provides the integration with EPICS and
communication between the IOCs and PLCs is via the
Omron FINS protocol. Memory within the PLCs is
organised into blocks containing the system status for
each channel along with all the associated digital inputs
from hardware. The memory is periodically transferred
from the PLCs into the EPICS control system.
The status system for Phase 1 is fully deployed and
commissioned and is used to provide control and
protection to sub-systems including vacuum, magnet
power supplies and high-power RF.

RF CONTROL
The photo-injector re-uses the RF infrastructure from
the VELA photo-injector with a remotely controllable RF
switch added to transfer power between the existing
VELA RF gun (10Hz) and the newly designed highrepetition rate RF gun of CLARA (400Hz).
The existing ScandiNova RF modulator from the
VELA gun is integrated into the control system via the
manufacturer’s proprietary ASCII protocol over TCP/IP.
StreamDevice and Asyn are used to communicate directly
with the modulator via a private network connection. The
RF switch, associated machine protection and logic for
directing RF to either gun is integrated into the control
system.
High-power RF for linac 1 of the front-end is provided
by a Diversified Technologies modulator. The modulator
provides a Modbus TCP interface via its internal Beckhoff
EtherCAT control system. It is integrated into the control
system via this interface using the Asyn & Modbus
EPICS modules.
Further higher powered modulators for the 3 linacs of
Phase 2 will be provided by Diversified Technologies and
integrated with the control system via the same method.
The low-level RF (LLRF) is provided by Libera
systems from Instrumentation Technologies. The existing

Dimtel LLRF system from the VELA gun has been
replaced by a Libera system as part of the implementation
of Phase 1 and is shared between the 2 guns of CLARA
and VELA. The Libera LLRF systems run an EPICS IOC
on board; this only required minor modification to
integrate into the control system.
The two modulators and corresponding LLRF systems
of Phase 1 have been commissioned for operation via the
control system and have already been successfully used
for RF conditioning of the 10Hz gun and linac 1.

TIMING SYSTEM
CLARA is a pulsed machine and therefore a stable and
reliable timing system is essential. After experiencing
unfavourable results on the VELA facility using a standalone timing system with minimal supervisory control
through EPICS, it was decided to select a fully integrated
timing system for the CLARA facility. Due to its
successful deployment on other similar facilities a MicroResearch Finland VME based system was selected.
The newly developed MRF 300 series boards where
chosen. This system is capable of delay and drift
compensation [8] to correct variations in timing caused by
varying path lengths and local temperature variations in
the transmission path between the event master and each
receiver.
The event masters are VME form factor and the
receivers are a mixture of VME and PCIe. PCIe is used
in the systems responsible for diagnostic camera
integration and will provide pulse numbering at full
machine repetition rate for all acquired images. VME is
used for electronic trigger generation across the facility
and also for pulse numbering in VME FPGA based data
acquisition systems.
The system runs internally at 83.29 MHz, in common
with the photo-injector laser, which results in a delay
resolution of ~12 ns. A higher resolution delay can be
obtained from dedicated delay modules. The system is
synchronised to the 50Hz AC mains and is used to
synchronise various technical sub-systems with high
precision and is also crucial for beam synchronous data
acquisition.
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Integration of the timing system with EPICS is
achieved via the mrfioc2 device support with
modifications made by Paul Scherrer Institute for the
timing system of SwissFEL [9].
The timing system of Phase 1 is now fully deployed
and commissioned and has been used for RF conditioning
of the gun and linac 1 cavities and for production of first
electrons from the front-end early in 2017.
In later phases the timing system will be used to
introduce timing skew between the photo-injector laser
and RF to prevent production of accelerated electrons,
this feature will be utilised for fast machine protection.

BEAM DIAGNOSTICS
For beam diagnostics a number of essential new
systems are under development and will require full
integration into the control system.
Most of the
diagnostic systems will be required to operate at full
machine repetition rate (400Hz) and be capable of
recording data in a synchronous manner for correlation
and later offline processing. Input from various diagnostic
systems will also be used by control algorithms for
stabilisation of the electron beam.

YAG Screen Cameras
Very low noise cameras with 5.5 megapixel resolution
and a pixel pitch of 6.5um manufactured by PCO have
been chosen for viewing diagnostic screens. They are
capable of operating at 100fps at full resolution via their
fibre optic Camera Link High Speed (CLHS) interface.
The cameras are integrated into the EPICS control
system via x64 Linux IOCs with a dedicated fibre optic
PCIe frame grabber per camera. Due to the requirement
to only operate a single camera at one time; multiple
cameras can be interfaced to a single IOC by populating
with several frame grabbers. The areaDetector driver
pcocam2 from Diamond Light Source has been ported to
work with the new PCO SDK for Linux and modified to
operate with the fibre optic CLHS interface.
Due to the potential volume of data that can be
produced by the cameras a system is being developed to
allow images to be streamed in real-time from the
cameras to a local M.2 solid state disk on the IOC. A
dedicated high-bandwidth network between the camera
IOCs and a network attached storage device will allow the
images to be streamed off local IOC storage in a
background task and allow machine operators to access
the images without loading the IOCs which are then
dedicated to maintaining reliable communication with the
cameras. Options for longer term archiving of the
potentially very large volume of camera images are under
consideration.
Accelerator physicists are currently working on the
implementation of algorithms to calculate beam centroid
and size information from the camera images. The
algorithms will utilise mean vector and covariance
matrices and will run in real-time at the full frame rate of
the cameras. The algorithms will be written in C++ and
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fully integrated into the EPICS control system as
areaDetector plug-ins.

Analog Digitisation
Stripline beam position monitors (BPMs) will be used
on the accelerator section for determination of transverse
beam position. The stripline BPMs are digitised by a
VME based system originally developed for the EMMA
accelerator [10]. The system has been migrated from the
MVME5500/vxWorks architecture of EMMA to the
IOxOS IFC1210/Linux [11] architecture for compatibility
with the timing system. For CLARA the electronics will
operate in single-bunch/single-pass mode at repetition
rates up to 400Hz.
For the FEL section cavity BPMs are being developed
to provide the high resolution position measurement
required to allow accurate steering of the beam into the
undulators. In earlier phases we shall have test cavity
BPMs for research and development of the systems
required the Phase 3 FEL implementation.
Diagnostic signals from cavity BPMs, bunch charge
monitors, pulsed photo-injector laser power meters and
beam loss detectors will be sampled via systems using
FMC data acquisition cards mounted on IFC1210 boards
running EPICS. These systems will make use of IOxOS
ADC3110/1 FMC cards for higher rate (250Msps)
acquisition, and ADC3117 FMC cards for lower rate
(5Msps) signals. Asyn driver based device support for
these cards is almost complete and will enable beam
synchronous pulsed waveforms to be captured at a rate of
up to 1 KHz.
Integration of these diagnostics systems with the timing
system will provide shot numbering and acquisition
triggers and any required beam-synchronous clocks. The
digitised waveforms will be processed after acquisition to
determine shot-by-shot synchronous beam diagnostic
information which shall be made available to machine
operators via the EPICS control system and also used for
future orbit stabilisation control.

Feed-Forward Stabilisation
Active stabilisation of transverse beam position and
time-of-arrival will be necessary for CLARA to
successfully operate in all its operation modes. This will
involve implementing a combination of feedback and
feed-forward systems.
Although the systems involved and the precise nature
of the algorithms are not yet defined we have developed
all of our beam-synchronous digitisation systems to be
compatible with the control system infrastructure planned
for feed-forward. This infrastructure will likely include
IFC_1210 (or similar) nodes connected together via fibre
optic PCIe links to distribute beam diagnostic data shotby-shot to a central processing algorithm which will run
the control loop and feed control responses out to the
nodes connected to the hardware (e.g. fast corrector
magnets, low-level RF).
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PERSONNEL SAFETY SYSTEM
The Personnel Safety System (PSS) controls the
generation of ionising radiation by enabling the operation
of the electron gun and RF cavities. The gun and RF
cavities may only be operated when the appropriate
accelerator areas have been searched and interlocked.
Like its predecessor, the VELA Personnel Safety System
[12], the CLARA PSS uses SIL 3 (Safety Integrity Level)
rated Omron Safety Network Controllers and DST1 series
safety I/O terminals to construct a safety control network,
providing safety logic operations and a DeviceNet Safety
protocol. A master-slave relationship is established for
each connection on the DeviceNet Safety network and the
status of the safety I/O data in the Safety Network
Controller is mapped to the memory of an Omron CJ2M
standard PLC in order to integrate the PSS into the EPICS
control system. This enables real-time monitoring of all
PSS interlocks by the operations team.
The PSS for Phase 1 was successfully implemented in
early 2017 and the design of Phase 2 & 3 is currently
being developed. This involves the integration of a
significant number of additional systems and new
operational procedures (including Limited Access) and
this will add extra levels of complexity to the existing
PSS. To satisfy these requirements multiple DeviceNet
Safety networks will need to be configured and methods
of transferring large amounts of safety I/O data between
networks will have to be developed.

VIRTUAL ACCELERATOR
For CLARA the accelerator physics group are
developing high level physics software, automated
procedures and beamline trajectory routines. To aid in the
development of these applications the control system
presents a unified interface to the many complex
accelerator sub-systems.
Common sub-systems, for
example magnet power supplies, are presented in a
consistent manner despite differing manufacturers and
model types.
To allow physicists to rapidly prototype and test their
applications whilst the facility is undergoing construction
an EPICS integrated virtual accelerator model has been
developed that will allow rapid test and optimisation of
these applications against a simulation before they are
commissioned and operate on the real machine.
The EPICS control system provides an interface to the
physics simulation. The electron beam transport is
modelled using the particle tracking code ASTRA. Input
to EPICS process variables (PVs) are fed to the onlinemodel which calculates the electron beam trajectory and
feeds the results back to EPICS PVs including bunch
charge values and BPM positions. The virtual accelerator
also includes simple emulation of several technical
systems which are not integrated with the particle
tracking code, for example the motion control of
diagnostic devices.
The virtual accelerator is now being used by several
members of the accelerator physics group as a rapid
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application development framework for their high level
software. The existence of simulated EPICS PVs provides
a platform to develop and test their high-level
applications whilst construction continues.
The virtual accelerator is in active development and
currently contains the emulation of Phase 1 magnets,
diagnostic screens, BPMs, high-power and low level RF.
The next goal is to develop a more sophisticated
simulation for the cameras and BPMs. Another objective
is to distribute the particle tracking code onto external
servers to increase the number of particles tracked and the
number of scenarios that can be simulated at a given time.

FUTURE PLANS
Future plans for the control system include the
deployment of the system for the completion of the
accelerator section in Phase 2 and the FEL section in
Phase 3.
Beam synchronous data acquisition systems will be
prototyped and tested during Phase 1 operation for
deployment as systems come online. The timing system
will be integrated into these BS-DAQ systems to provide
correlated diagnostic data across the plant for processing
and feed-forward. This will include integration of newly
developed systems including cavity BPMs and beam
arrival monitors.
A fast machine protection system will be developed for
protecting magnetic arrays in the undulators of the FEL
from damage caused by beam losses.
EPICS Version 4 will be introduced for transporting
complex data structures and producing consistent highlevel interfaces to hardware for more tightly integrating
physics applications into the control system.

CONCLUSION
The control system for CLARA Phase 1 is a successful
evolution of the control system of VELA. Experience
gained during the development and operation of the
VELA control system gave confidence that the core
functionality and reliability would be suitable for
CLARA. However, the greater demands presented by
CLARA, particularly in data acquisition and
synchronisation of events in the control system, required
further development and extension of the system. These
developments have proven to be a success with Phase 1
fully installed and advanced commissioning in progress.
Further development continues into Phase 2 and 3 of
the project with particular challenges coming in deploying
analog digitisation systems for beam-synchronous data
acquisition leading to feed-forward control.
Other
challenges include demonstration of stable operation at
400Hz and integration of newly developed systems
including cavity BPMs and beam arrival monitors.
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Abstract
The SuperKEKB injector linac provides the electron
and positron beams of different properties for the four
independent storage rings. The required beam energy is
from 2.5 GeV to 7 GeV, and the amount of bunch charge
is from 0.3 nC to 10 nC. Especially, the injection beam to
SuperKEKB electron and positron storage rings require
the low emittance and high intensity beams for the nano
beam scheme operation for aiming at the luminosity of
8x1035 cm-2 s-1, 40 times higher than the luminosity record
of previous KEKB project. The Phase I beam
commissioning of SuperKEKB has been already
conducted from February to June in 2016. The injector
linac has successfully delivered the electron and positron
beams to the SuperKEKB main rings. The linac beam
studies and subsystem developments have also been
intensively going on together with the daily normal beam
injection to both rings of the SuperKEKB and two light
sources.
Towards Phase II and III beam commissioning of
SuperKEKB, the key issues are the fine beam control for
the low emittance beam transport, the high intensity
positron generation with the flux concentrator, the pulsed
quadrupole and steering magnets for the four ring
simultaneous top up injection, and the low emittance
photo cathode rf gun. For the stable beam operation with
the newly developed accelerator subsystems, the robust
control system is strongly required. In this paper, we
report the control system status of SuperKEKB injector
linac.

INTRODUCTION
The SuperKEKB injector linac is a linear electron
positron accelerator with the total length of about 600 m
[1]. Figure 1 shows the schematic layout of injector linac.
Two straight sections of 120 m long and 500 m long are
connected with the 180 degree bending section. The both
electron sources of thermionic and photo cathode rf gun
are situated at the most upstream end. The thermionic
electron gun is utilized for the light source injection with
bunch charge of about 0.3 nC and the primary electron of
positron generation with bunch charge of 10 nC. The
photo cathode rf gun is required for the low emittance
electron beam injection to the SuperKEKB electron high

energy ring (HER). Eventually, the electron beam with
the vertical normalized emittance of less than 20 mm·
mrad is required for getting the high peak luminosity in
Belle II physics experiment. The low emittance electron
beam transport without damping ring is one of key issues
of injector linac operation. Both of the fine component
alignment and the beam orbit manipulation are crucial
issues for the success of SuperKEKB project. The beam
studies related to these issues are now on going. The main
parameters required for SuperKEKB operation are
summarized in Table 1 together with ones for the former
KEKB project [2, 3, 4, 5].

Figure 1: Schematic layout of the SuperKEKB injector
linac. It comprises two strait sections of 120 m and 500
m long. They are connected 180 degree bending
section. The both electron sources of thermionic and
photo cathode rf gun are situated at the most upstream
end of the injector linac.

PREVIOUS CONTROL SYSTEM
At the beginning of KEKB project, the injector linac
control system was based on the library software
developed in house. They have been implemented by C
language and conducted on the Tru64 UNIX server
computers. As the data storage system, the RAID system
has been used, and it was connected to the server
computer of HP DS20 alpha server via SCSI interface.
The operator interfaces (OPIs) were designed by the
Tcl/Tk scripting language and displayed on the X
terminals, Macintosh, and Windows PC via X server
software. For the local controllers of magnet, vacuum,
and safety systems, the programmable logic controller
(PLC) were utilized since its robustness are suitable for
the stable accelerator control. For the beam monitor of
beam position monitor and profile monitor, the VME bus
based system were in operation. The timing delay
modules have been also developed as the VME bus
module board.

___________________________________________
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Table 1: Main Parameters of KEKB and SuperKEKB Injector Linac
KEKB***

Project

SuperKEKB***
(Phase I)

SuperKEKB****

SuperKEKB****

(Phase II)

(Phase III)

Beam

e-

e+

e-

e+

e-

e+

e-

e+

Beam energy (GeV)

8

3.5

7

4

7

4

7

4

Stored current (A)

1.1

1.6

1

1

-

-

2.6

3.6

Beam lifetime
(min.)

200

150

100

100

-

-

6

6

Bunch charge (nC)

1

1 (10*)

1

0.4 (8*)

1

0.5
(10*)

4

4 (10*)

1200

150

40

20

15

1000

150

200

40

100

Normalized vertical
emittance
(mmmrad)
Normalized
horizontal emittance
(mmmrad)

300
130**
310

1400
160
200**

Energy spread (%)

0.125

0.125

0.5

0.5

0.1

0.16

0.07

0.16

Bunch length (mm)

1.3

2.6

1.3

2.6

1.3

0.7

1.3

0.7

# of bunch

2

2

2

Maximum beam
repetition (Hz)

50

25

25 / 50

Top up injection

3 rings (HER,
LER*****, PF)

n/a

5 rings (HER, LER*****, DR, PF, PFAR)

*

: Primary electron beam for positron production.
: Results with the photocathode rf electron gun.
***
: Achieved values.
****
: Design values.
*****
: Low energy ring of KEKB and SuperKEKB.
**

The server computers, OPI, and local controllers were
connected via Ethernet up to 100 Mbps data transfer
speed. For the high availability operation, we adopted the
redundant network connection between the core and edge
network switches. Moreover, the core switch system
itself is also the redundant system since it is one of the
key component of the injector linac control system.

PRESENT CONTROL SYSTEM
EPICS Based Control System Software
In the middle stage of KEB project, the injector linac
control framework has been gradually migrated from the
system developed in house to the experimental physics
and industrial control system (EPICS) based one [6]. The
KEKB and PF-AR ring control systems have been already
developed with the EPICS environment from the
beginning of the operation. Later, the PF ring control
system was also replaced by the EPICS based one. The
EPICS framework can provide the large number of driver
software, archiver tool, alarm software, and so on. It can
drastically accelerate the development cycle of control

and commissioning software. In addition, it can also
provide the good affinity between the ring and injector
control system. Since we can conduct the quick and easy
data analysis to find some correlation between the ring
and injector related parameters, it can eventually bring the
Table 2: Number of EPICS IOCs for each Subsystem
Group

# of IOCs

Safety

2

Monitor

48

RF

57

RF monitor

41

Magnet

19

Vacuum

1

Timing

52

Utility

2

Operation

3
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Table 3: Number of EPICS PVs Registered to the
Channel and CSS Archivers
Group

# of IOCs

Beam monitor

29803

Injector

787

Timing

8268

RF

2206

RF monitor

9991

Magnet

17204

Vacuum

499

Operation

8977

Safety system

940

Utility

324
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Table 4: Number of Local Controllers for each
Subsystem
Accelerator component
type (# of accelerator
components)

#
of
control
lers

VME
64x

Event timing generator
Event timing receiver
BPM (94)

4
50
94

PLC

DC magnet (363)
Vacuum (333)
Klystron (5)
Profile monitor (116)

59
26
5
39

TDC (40)
Charge integration
interlock (5)

40
3

Network
attached
power
supply

DC magnet (105)

105

Embedde
d Linux

Klystron (66)

66

Data
logger

Temperature and humidity
(720)

26

Pulsed magnet (74)
Event timing receiver for
pulsed magnet (13)

13
13

Controll
er type

PXI
express

Control System Hardware
Figure 2: Screen shot example of EPICS IOC running
inside of vncserver.
operators some useful information to fix the problem and
improve the beam quality. The beginning of migration in
the linac control system, the wrapper software for the
existing control software to EPICS has been developed
and deployed. After then, the whole system was migrated
to the pure EPICS control system. Table 2 and 3 show the
number of EPICS IOCs and PVs registered to archiver,
respectively. The total number of archived parameter is
around 70000, and the large parts of them are the beam
monitor and magnet parameters. The both of channel and
CSS archiver systems record the large number of linac
parameters. As show in Fig. 2, the large parts of EPCIS
IOCs are conducted in the vncservers which are running
on two Linux virtual machines provided by the VMware
vSphere. Almost all OPIs are migrated from the Tcl/tk
based ones to the Python scripting language ones.
Recently, NI LabVIEW programming environment is also
utilized to develop the control software for the flux
concentrator and pulsed magnet. It is also effective for the
rapid OPI development.

The previous server computers were replaced by the
new Linux based blade type server machines. The new
servers are four ProLiant BL460c cards based on the
c7000 enclosure. The utilization of blade type server
computers helps to increase the operational reliability
since the enclosure has the five power supply modules
and ten cooling fan units to make sure the redundancy.
The Linux distribution used in the injector linac is mainly
CentOS 6.8 x86_64 for the control system software. In
addition, the Linux CentOS 7.3 x86_64 is utilized for the
backend utility software like the LDAP, Web, and
PostgreSQL services.
For the injector linac control network environment, the
core redundant network switch of Cisco C4506 was
replaced by the Cisco C3750-X. Around fifteen edge
switches situated in the klystron gallery were migrated
from Cisco C2950 to C2960-S. The fiber link between the
core and each edge switch is also redundant connection
for the high operational availability. The replacement in
this time, the network speed is improved from 100 Mbps
to 1 Gbps. However, some local devices are still operated
via the 10 Mbps ethernet speed. In the future, they will be
replaced by the new high speed one since the such slow
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speed network device has the low vulnerability to the
large number of network packets. The core switch can be
upgraded to the 10 Gbps network transfer by replacing the
transceiver modules.
Table 4 shows the number of local controllers for each
subsystem. The device types used as the local controllers
are mostly VME 64x and PLC based ones. It is a similar
situation with the former injector linac control system.
Recently, the PXI bus based system is also included for
the pulsed quadrupole and steering magnets control
systems. In addition, the event receiver cards based on the
PXI bus are also implemented for the pulsed magnet
timing system. Through the development of pulsed
magnet control system, we can get the much expertise
about the PXI bus system, and it is applicable to the
future control system development or improvement.
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SUMMARY AND FUTURE PLAN
The control system status of SuperKEKB injector linac
is summarized together with the former control system
outline. Towards SuperKEKB Phase II and III
commissioning, the more advanced beam control software
will be developed to aim at the general search engine for
finding the optimized linac parameters by using the
machine learning scheme. These machine study results
will be presented elsewhere in the near future.
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Abstract
TPS Control system was operated near three years from
summer of 2014 to support commissioning and operation
of the TPS. TPS control system adopts EPICS toolkits as
its framework. The subsystems control interfaces Include
event based timing system, Ethernet based power supply
control, corrector power supply control, PLC based pulse
magnet power supply control and machine protection
system, insertion devices motion control system, various
diagnostics related control environment, and etc.
Experiences accumulated in last three years in hardware,
software have been confirmed it can fulfil its mission.
Functionality and reliability were improved during last
three years. Long term strategic for performance
improvement and maintenance are revised. Efforts will be
summarized in this reports.

INTRODUCTION
The TPS is a low emittance 3 GeV synchrotron light
source which is constructed at the National Synchrotron
Radiation Research Center (NSRRC) in Taiwan. The
control system environment was ready at the summer of
2014 to support subsystem integration test and
commissioning. The TPS has delivered its first synchrotron
light [1, 2] on the last day of 2014. Since then the control
system support follow-up machine commissioning and
user service of the TPS.
Adequate and reliable functionality of control system
play a key role to the success of TPS commissioning and
operation. Control system for the TPS is based on the
EPICS framework [3]. The EPICS toolkits provide
standard tools for display creation, archiving data, alarm
handling and etc. The EPICS is based on the definition of
a standard IOC structure with an extensive library of driver
and support a wide variety of I/O cards. The EPICS toolkits
have various functionalities which are employed to
monitor and to control accelerator system.
The TPS control system [4, 5] consists of more than two
hundreds of EPICS IOCs. The CompactPCI (cPCI) is
equipped with input/output modules to control subsystems
as standard IOC due to its maturity and low cost. The other
kinds of IOCs are also supported by the TPS control system,
such as BPM IOC, PLC IOC, various soft-IOC and etc.
To achieve high availability of the control system,
hardware and software configuration are very careful
considered. Software engineering techniques and relational
database for system configurations. Data channels in the
order of 105 will be serviced by the control system.
___________________________________________
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Accessibility of all machine parameters through control
system in a consistent and easy manner will achieved. High
reliability and availability of TPS control system with
reasonable cost and performance are confirmed during last
three years operation.

SYSTEM CONFIGURATION
The system installation and integration with subsystems
for the control system was done. Details of the control
system are summarized in the following paragraph.

Networking
Mixed of 1/10 Gbps switched Ethernet are deployed for
the TPS control system [6]. The Gigabit Ethernet
connection was delivered at edge switches installed at
control and instruments area (CIA). The control network
backbone is a 10 Gigabit link to the control system
computer room. 1G/10 G service are available at beamline
also. Private Ethernet is used for Ethernet based devices
access which support fast Ethernet and GbE. Adequate
isolation and routing topology will balance between
network security and needed flexibility. Availability,
reliability, cyber security, and network management are
strengthened continually.

General EIPCS IOC Interface
There are many different kinds of IOCs at equipment
layer to satisfy various functionality requirements,
convenience and cost consideration, shown in Table 1.
Most of the devices and equipment are directly connected
to cPCI IOCs with EPICS. The cPCI EPICS IOC is
equipped with the ADLINK cPCI-6510 CPU board. The
ADLINK cPCI-7452 128 bits DI/DO module is used for
BI, BO solution. ADC and DAC modules in IP (Industry
pack) module form-factor are used for smaller channel
count application, such as insertion devices control. Event
system modules are in 6U cPCI form-factor. Private
Ethernet will be heavily used as field-bus to connect many
devices. Power supplies of all magnets except for
correctors are equipped with Ethernet to the EPICS IOC.
Multi-axis motion controller with Ethernet interface is the
standard for the control system.
Ethernet attached devices are connected to the EPICS
IOC via private Ethernet. Devices support VXI-11, LXI,
Raw ASCII and Modbus/TCP protocol are connected to
EPICS IOC directly by TCP/IP interface. Devices of this
category include power supply, temperature acquisition,
digital multi-meters, oscilloscopes, signal generator, and
other instruments.
All corrector power supplies are driven by the corrector
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power supply controller (CPSC) module [7]. The CPSC
equips with 20 bits DAC and 24 bits ADC. Two SFP ports
supported by the on board Spatan-6 FPGA, these SFP ports
are receive correction setting (Aurora and Gigabit Ethernet
by using UDP/IP protocol) from fast orbit feedback FPGAs
to slow orbit feedback computation server, feed-forward
correction computer and IOC.
Table 1: Type of EPICS IOCs
Type
6U
CompactPCI
COM Express
Embedded
EPICS
IOC
Embedded PLC
Embedded w
PCI/PCIe
Embedded w
POE
Embedded IOP
BananaPi IOC

Quantity
~40

~122
5

Miscellaneous

~20

72 (Atom) +
13 (xScale)
13
10~20
~5

Applications
CIA IOCs, Timing, RF,
ID, etc.
BPMs
Pulse Power Supply,
MPS
Gateways and Beam-line
Timing
Image IOCs
Corrector PSs
Alarm announcer, Simple
I/O
Software IOCs, Bunchby-Bunch
Feedbacks,
LabVIEW IOCs, etc.
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Timing System
The event system consists of event generator (EVG),
event receivers (EVRs) and a timing distribution fiber
network [9, 10]. The 6U cPCI module form factor EVG
and EVRs install various universal I/O mezzanine modules
to meet different input/output requirements. The 125 MHz
event rate will deliver 8 nsec coarse timing resolution. Fine
delay is supported by the EVRTG which generates gun
trigger signal. Its high resolution and low timing jitter
provide accurate synchronization of accelerator system
across the TPS control system.

Insertion Devices and Front-end
Insertion devices (ID) control for all IDs for the TPS
share the identical structure to simply maintenance [11].
Motion control was done by the Galil DMC-40x0 motion
controller. In-house EPICS device support for this motion
controller was developed. A cPCI EPICS IOC equips with
AI/AO/BI/BO I/O modules were used. All parameters of
motion controller will be created as EPICS PVs. Update
rate can be up to 200 Hz. This would be useful for feedforward compensation process. The user interface of
insertion device with front-end layout is developed to
support operation of IDs.

Power Supply Control

Diagnostic System

TPS power supplies control interface are divided into
three categories due to it provides by three different
vendors. The small power supplies for corrector magnets,

Various diagnostics were deployed for the TPS [12].
New generation digital BPM electronics is equipped with
Ethernet interface for configuration and served as EPICS
CA server with 10 Hz data rate. Another multi-gigabit
interface will deliver beam position for fast orbit feedback
purpose at rate up to 10 kHz. The BPM electronics will also
provide post-mortem buffer for orbit analysis during
specific event happened like beam loss.
High
precision beam current reading and lifetime calculation
was done at a dedicated IOC. This IOC will install EVR to
received booster cycle timing signals and high resolution
IP ADC modules to digitize the DCCT signal and perform
beam lifetime calculation.
The GigE Vision digital cameras support for screen
monitor, synchrotron radiation monitor, X-ray pinhole
camera and other applications. Counting type and
integrating type beam loss monitors was connected to the
control system by counter or ADC modules installed at
IOCs.

skew quadrupoles are in the range of ±10 Amp categories.
This category power supply will be in module form-factor.
Each power supply sub-rack can accommodate up to 8
power supply modules. A custom designed CPSC module
was installed at control slot of the power supply sub-rack
and interface with power supply via back panel of the subrack. The CPSC embedded with EPICS IOC and provide
fast setting SFP ports to support orbit feedback
functionality.
The intermediate power supply with current rating 250
Amp is equipped with Ethernet interface. Power supplies
are expected to have internal data buffer with post-mortem
capability. There are two versions of power supply in this
category, sextupole power supply with 16 bits resolution
and quadrupole power supply with 18 bits resolution DAC.
Storage ring dipole DC power supply and power
supplies for the dipoles and quadrupoles of the booster
synchrotron are contracted to Eaton. Each power supply
equips with RS-485 serial interface. MOXA serial to
Ethernet adapters enable directly interface with the EPICS
IOCs. The storage ring dipole will be control via this link.
Booster dipole and quadruple power supplies will interface
by precision analogue interface. The DACs and ADCs
operated synchronize by the same clock and trigger to
achieve better reproducibility. Waveform generate form
the DAC on IOC will drive these booster power supplies.
This functionality is essential for energy ramping of the
booster synchrotron [8]. Control resolution of these power
supplies has 18 effective bits.

PLC and Interlock
The PLC was used for the accelerator control system
related interlock system [13]. Yokogawa FM3R with
embedded EPICS IOC is also used for some applications,
such as pulse magnet power supply control and machine
protection system (MPS). The MPS collects various
interlock signals from local interlock subsystem of orbit,
vacuums, front-ends, and etc. The beam disable commands
to trip beam or inhibit injection can be distributed to the
specific devices or subsystem by the global machine
interlock system or uplink functionality of the event system.
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Control Applications

Integration Problem of Some Subsystem

Generic applications provided by the EPICS toolkit
will be used for all kinds of applications. Standard tools
such as the archive system, alarm handler and save/restore
tools are supported. Channel Access (CA) is used as an
interface for process variables (PVs) access. Simple tasks
such as monitoring, alarm handling, display and setting of
PVs are performed using EDM panels and strip tools. Cold
start, warm up and shutdown process are done by
MATLAB scripts.
The operator interface level consists of Linux PCs for
consoles and servers for various purposes. Operation user
interface (OPI) is implemented by EDM, MATLAB and
CSS (Control System Studio). The top-layer control page
is built by the EDM toolkit. All control pages can be
launched from this top page. All control components are
located at the foreground of the TPS accelerator illustration.
To restore a set of the machine parameters for
subsystems during operation as well as to optimize and
record working points for different machine configurations,
the mechanism of save and restore is developed. The save
and restore function is established by using the MATLAB
with the labCA. The various files of grouped PVs (Process
Variables) list are created for saving the respective
parameter values of each subsystem. The file with PVs and
saved parameters is also selectable for resume the settings.
The archive system of CSS (Control System Studio)
named BEAUTY (Best Ever Archive Toolset, yet) was
built to be used as the TPS data archive system [14]. An
archive engine takes PV data from EPICS IOCs via
channel access, and stores them in the data storage. The
PostgreSQL RDB (Relational Database) was adopted as
the data storage for the BEAUTY. Both the historic PVs
data and the archive engine configuration are saved into the
same RDB. The archived data can be retrieved in a form of
graphical representation using the CSS-based data browser.
Taking the performance and redundancy into
considerations, the storage servers and RDB table
structures are tuned relative.
The “Olog” [15] solution is selected for the TPS
electronic logbook. The TPS logbook is recorded the
progress about commissioning information by the
commissioning team and operators, and supports print
function to copy data into the logbook for logging.
The “BEAST” (Best Ever Alarm System Toolkit) of
CS-Studio with the MySQL RDB is adopted as the alarm
handler for the TPS. A distributed alarm system monitors
the alarms in a control system and helps operators to make
right decisions and actions in the shortest time. In the CSStudio alarm system, each alarm is supposed to be
meaningful, requiring an operator to do adequate action.

The control system fulfills its goal to support the
operation of TPS without major problem. No major
problems related to the control system. However, there are
several subsystems have its own control environments.
These control environment link to the machine control
system in weakly coupled manner. Only basic control
functionality allows. No all data available for the control
system. It will need time to further revise in future for a
better integration in future.

MINOR UPDATE OF THE CONTROL
SYSTEM
There are some minor problems was series studied and
revision of the control system was done to satisfy various
requirements during last two years. Some problems and
revision are summary in this paragraph.

Cold Start Connectivity Problem of Some
Specific Devices
Some subsystem need re-initialized the EPICS IOC
after cold start occasionally. Efforts to dig out the problem
and fix is short goals. This caused extra maintenance load
when power reset of that subsystem necessary.

SOC Module Based EPICS IOC
System on a chip (SoC) is widely used in embedded
environment. Current generation SoC commercial
products with small footprint and low-cost have powerful
in CPU performance and rich interface solution to support
many control applications. To deal with some embedded
control applications, the "Banana Pi" which is a card-size
single-board computer and runs Linux-based operation
system has been adopted as the EPICS IOC to implement
several applications [16, 17]. The efforts for implementing
are summarized in this paper.

Injection Gating for Selective PVs
Orbit transient induced by injection will caused spike
in the archived electron beam position data. It need to
remove this spike for long-term data analysis, position data
removed the injection spike are provided by another PVs.
The injection transient gated out by the timing signal which
synchronize with the injection process to discard the data
during injection period. This is useful for long-term beam
stability analysis. How to eliminate the injection transient
fully need further study to improve injection elements or
study new injection scheme which will be possible in
future.

Beamline Interface
To interface with beamline control system and endstation control environment, an EPICS IOC with event
receiver is installed at beamline rack. The EPICS gateway
is installed at the same IOC to provide data exchange
between accelerator control system and beamline/endstation control environments. The IOC provide necessary
accelerator timing for end-station users.

Post-mortem Diagnostics
To identify various reasons which caused beam trip, a
post-mortem system has been set up [18]. The system
based on a distributed SOC based data recorder which
embedded EPICS IOC. A post-mortem trigger is generated
by the beam trip detector when the stored beam current
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suddenly drops. This trigger is broadcast to facility-wide
through an event timing system to trigger post-mortem data
capture on the data recorder and BPM system. The data
recorders will be updated on receiving a trigger. After a few
seconds delay, all data from the recorders and subsystem
parameters of interest will be saved through a PV access.
The probable cause of the event will be analysis by the
dedicated software to identify the reason and generate trip
report automatically. The report will be generated and
saved as a web page. Operators can access and analysis the
event data from viewer GUI or web browser at any time.
The TPS BPM system [3] provides turn-by-turn orbit
post-mortem data which can be used to analysis beam
positions during the trip event. In addition, several EPICS
embedded standalone data recorders support distributed
data acquisition capability to collect data from different
subsystems. Each data recorder has eight input channels
with two types of configurations. These recorders provide
waveform type signals which can be captured by many
subsystems, including the storage ring beam orbit, machine
protection system (MPS), RF and pulsed magnet system.
In addition to these signals, some subsystem parameter set
values need to be logged when an event occurs.

System Reliability
Reliability of the control system seem very good, only
a few event which caused trouble due to bad interface
design with the subsystem controller. Bad software in the
subsystem controller might the major reason which caused
problem. Further improvement is underway.
Another reliability related event is due to radiation
induced soft error of the optical encoder of the elliptical
polarized undulators (EPUs). The optical encoder is
installed near the electron optical planes. The software
error happened frequency which cause difficult to operate
these EPUS. The problem solved after install 10 mm think
lead shielding on each optical encoder.

OUTLOOKS
Due to fast evolution of the networking technology, the
1/10/25/40/100 G networking mature in near term. There
are no difficult to adopt latest products to the control
system and beamline when necessary.
Current EPICS version used is 32 bits release 3.14.12.x.
The 64 bits EPICS environment is apply for some
applications. Evolution to EPICS version 7 is in study.
Develop sophisticated and integrated user interface are
needed to eliminate tedious works from machine operation
viewpoints.
Develop sophisticated and integrated user interface are
needed to eliminate tedious works from machine operation
viewpoints.
Python scripts are used for many sequential control
includes injection, feed-forward compensation tables
management of the insertion devices, …etc.
Work out precision timing supports for the beam-line
and end-station which need for time-resolved experiments.
Phase II beam-line project launch form 2017. Control
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system to support of the project is planned. Phase II IDs
include procure from vendors and in-house made, the
control system will share identical control environment.
Vendor deliver insertion devices without control system.
This will simply maintenance works from spare parts and
manpower viewpoints in future.
Beam trip events analysis is very important step to
improve machine reliability and to increase machine mean
time between failures (MTBF). Further improve the postmortem data acquisition system and enhance intelligence
of the analysis tool will be highly useful for the machine
operation and maintenance. Accelerator recovery after
beam trip might need less than 30 min. However, thermal
recovery might need a couple of hours or more for the
beamlines optics especially monolithic mirror used.
Maximising MTBF will improve effectiveness of
beamlines drastically.

SUMMARY
The TPS take advantages of the latest hardware and
software developments to deliver a high performance, rich
functionality, and economically control system. It was
proved its good quality in operation of the last three years
since the control system put into service. Minor revisions
are ongoing to improve functionality and reliability
continually. Rich control system related applications are
developed on going to meet various requirements.
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MeerKAT: PROJECT STATUS REPORT*
L. R. S. Brederode†, L. van den Heever, SKA SA, Cape Town, South Africa
Abstract
The MeerKAT radio telescope is currently in full production in South Africa’s Karoo region and will be the
largest and most sensitive radio telescope array in the
centimetre wavelength range in the southern skies until
the SKA1 MID telescope is operational. This paper identifies the key telescope specifications, discusses the highlevel architecture and current progress to meet the specifications. The MeerKAT Control and Monitoring subsystem is an integral component of the MeerKAT telescope
that orchestrates all other subsystems and facilitates telescope level integration and verification. This paper elaborates on the development plan, processes and roll-out
status of this vital component.

MEERKAT TELESCOPE
MeerKAT is being constructed 90km from the nearest
town of Carnarvon in the sparsely populated Karoo region
of South Africa. The area is regulated by the Astronomy
Geographic Advantage Act and is uniquely suited to radio
astronomy given the low levels of radio frequency interference. Backend systems are housed in a specially designed Karoo Array Processor Building located a short
distance from the core, whilst a support base has been
established about an hour’s drive away in Klerefontein.

offset Gregorian dish configuration provides an unblocked optical path for a clean beam pattern and polarisation purity [3]. Initial results indicate that a sensitivity
of 300-400 m2/K is achievable [5], significantly exceeding
the specification.
Table 1: Key Specifications [3]
Specification
Dishes
Reflector Diameter
Sub reflector Diameter
Minimum Baseline
Maximum Baseline
Frequency Bands

Sensitivity
Aperture Phase Eff.
Surface Accuracy
Pointing Accuracy
Pointing Jitter

Value
64 Offset Gregorian
13.5m
3.8m
29m
8km
0.9-1.67 GHz (L-band)
0.58-1.015 GHz (UHF)
1.75-3.5 GHz (S-band)
220m2/K
0.67 (at 14.5 GHz)
1.0mm (RMS)
5”/20min (optimal conditions)
25”/20min (normal conditions)
<15” RMS

Key Specifications

Architecture

The key technical specifications [Table 1] have been
driven by science cases, where some of the top ranked
science projects now include:
 MeerTime, focusing on pulsar timing, particularly
millisecond pulsars;
 MHONGOOSE, studying the flow of gas into galaxies and feedback effects using deep HI in ~30 nearby
galaxies;
 LADUMA, an ultra-deep survey of HI gas in the
early universe up to z≈1.4 to constrain the role of HI
in star formation;
 Fornax, improving our understanding of cluster formation and evolution using HI in the Fornax Cluster;
 TRAPUM, studying transients and pulsars, particularly targeting Fermi-LAT sources.

Figure 1 depicts the major subsystems comprising the
MeerKAT telescope system, their primary functions,
signal and control flows.

Given the science targets, sensitivity was identified as a
key requirement [1], demanding a large collecting area
(Ae) and a low system temperature (Tsys) [2]. The collecting area will be provided by 64 offset Gregorian dishes
each of 13.5m diameter [3]. High sensitivity furthermore
implies that there be a matching imaging dynamic range
with signal stability over the imaging period [4]. The
___________________________________________

* Work supported by SKA SA
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Receptor Each receptor is comprised of three main
components, namely a steerable dish referred to as the
antenna positioner, a receiver system and an associated set
of digitisers [3]. The main reflector is made of 40 aluminium panels, whilst the sub-reflector is a single composite
structure. The aluminium panels are mounted on a steel
backup structure, that in turn is mounted on a pedestal
assembly. The pedestal assembly incorporates a yoke to
provide an elevation over azimuth positioning system.
The receiver system consists of a receiver indexer, a receiver system controller and the supporting vacuum and
helium services. The receiver indexer is capable of supporting four receivers and is mounted in the “feed low”
position. Three receivers will occupy the receiver indexer,
namely L-band, UHF and S-band. The digitisers are located on the receiver indexer to eliminate the need for an
intermediate frequency stage by digitising the entire Radio Frequency (RF) bandwidth after amplification [2].
Strict Radio Frequency Interference (RFI) controls are
exercised given the proximity of the digitiser to the receivers. Digitised data is down-converted to baseband
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frequencies and is packetized before being transported to
the correlator data switch.
Correlator The correlator is located in the Karoo Array
Processor Building. It receives data from each of the
digitisers and performs channelisation, correlation, beamforming and time averaging functions before outputting
data to the science processing subsystem and User Supplied Equipment (USE) [4]. The correlator uses a packetised architecture using switches and Reconfigurable Open
Architecture Computing Hardware (ROACH) modules
[4]. Digitised data is routed via a data switch to various
ROACH processing engines that are configured as either
continuum or spectral line X/B or F engines. The data
switch is used to transport data into the processing engines, between the processing engines, and finally to
subscribers such as the science processing subsystem or
User Supplied Equipment.
Timing and Frequency Reference (TFR) The TFR
provides timing signals including:
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Absolute time provided to subsystems such as
the receptors, correlator and control and monitoring subsystem [4].



A Pulse Per Second (1PPS) provided to the digitisers to ensure that phase coherence can be
maintained [4].

The TFR is located in the Karoo Array Processor Building, whilst the timing signals are transported via a fibre
network to the receptors and to the digitisers. Each digitiser converts optical to electrical signals, and uses these
signals to drive the sample clock for the analogue to digital conversion (ADC) of RF signals. The Pulse Per Second is likewise transported via the fibre network to the
digitisers, where this signal is used for timestamping
purposes. Absolute time is transported via Ethernet to the
various subsystems requiring synchronization. Two hydrogen masers form the core of the TFR subsystem.

Figure 1: Functional view of the MeerKAT Telescope system [4].
Science Processing (SP) At the highest level, the SP
subsystem consists of a master controller, ingest processor, pipeline processor, observation planning tool, data
store and a number of user interfaces.
The ingest processor collects interferometric visibilities
from the correlator and performs real-time processing and
calibration before archiving the data. The ingest processor
produces visibilities that are of the required temporal and
spectral dimension, have an appropriate gain factor applied and are sufficiently flagged to allow pipeline processing to continue.

The pipeline processor operates on conditioned data
from the ingest processor, and produces cleaned and calibrated image cubes. The pipeline processor is able to
execute two workflows, a fully automated pipeline workflow, and a desktop case where a user installs processing
software and performs their own custom analysis on the
data.
The data store is geared to handle different types of
storage requirements, namely bulk, reliable and highspeed storage requirements. The data store is delivered by
means of a combination of custom built high capacity
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storage nodes, high-speed storage nodes, and a tape library.

Project Progress
The MeerKAT telescope system is planned to be integrated and verified in phases referred to as array releases,
where each array release builds on the functionality and
scale of the previous array release [6].
The MeerKAT project plan is currently focused on array release 3 [6] that calls for all 64 receptors to be accepted by means of an approved set of acceptance test
procedures in 2018. In addition, a set of qualification
baselines need to be established for various subsystems
within this timeframe, namely:
 Antenna Positioner
 L-Band Receiver
 L-Band Digitiser
 Correlator
 Optical Fibre Network
 Control and Monitoring
 Science Processor (test report)
The intention is that the qualified subsystems allow observations to commence shortly after all receptors have
been integrated, with time being booked against an observation proposal.
At the time of writing (September 2017), a total of 47
receptors had been integrated and verified, leaving a further 17 outstanding. With roughly 4 receptors being integrated and verified per month, the target seems attainable.
At this time, qualification baselines had already been
established for the L-band receiver and digitiser, whilst a
qualification review had been performed on the antenna
positioner. The focus for the remainder of 2017 and early
2018 is on completing the outstanding receptor integration and verification, and on reaching the qualification
status on the backend systems.

CONTROL AND MONITORING
Overview
The Control and Monitoring (CAM) subsystem interfaces with all other subsystems, and monitors all subsystem monitoring points for health, state and alarms. CAM
provides an archive for all monitoring points, allowing the
history to be easily interrogated. CAM provides a set of
user interfaces, allowing operators, engineers and science
users to configure, control and monitor all other subsystems. User access control, operator shifts and operational
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reports are provided by this subsystem. An observation
framework controls the telescope during observations,
and provides short term scheduling functionality, whilst
interfacing with an observation planning tool for longer
term scheduling [7].
The CAM subsystem is a distributed software product
with a core deployment in the Karoo Array Processor
Building (KAPB) and smaller deployments in the Cape
Town control and server rooms. The CAM subsystem
predominantly interfaces with other subsystems via the
Karoo Array Telescope Control Protocol (KATCP) [8], an
application level TCP/IP based protocol for communications between hardware and the software that controls it.

Development Plan
The CAM subsystem has been developed using an incremental development model [Fig. 2]. The increments at
the highest level coincide with the MeerKAT telescope
system array releases, whilst lower level increments span
timeframes in the order of 2-3 months. Each array release
has been defined in terms of system level functionality,
allowing the subsystems to align their plans. Ultimately a
set of CAM requirements have been assigned to each
array release, providing the focus for the associated increment.
The CAM subsystem establishes a design and qualification baseline for each array level increment. The design
baseline is formed following a review of the CAM requirements, architectural design, and interface control
documents. A qualification baseline is formed following a
review of the test procedures and associated test results
corresponding to the increment’s allocated CAM requirements. The design and qualification baselines provide the CAM development team with the impetus to
ensure that architectural design decisions and rationale are
documented, that the requirements are verified, and that
the necessary stakeholders approve the outcomes.
The incremental nature of the array releases yields many
benefits; however, the cycles remain relatively large. In
order to reduce risk further, smaller development cycles
were identified lasting 2-3 months each, culminating in
the deployment of the CAM subsystem to an operational
environment. Deploying smaller feature sets on a more
frequent basis provided the CAM development team with
regular feedback from their primary stakeholders, allowing appropriate refinements to be made in the next cycle.
Integration risk is reduced by integration early and often.
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Figure 2: A high-level overview of the CAM development plan (timescales correspond to array releases).

Processes
The CAM development team adopted Agile development methods [9] and practices during the course of 2015.
Agile methods are not a silver bullet - it is possible to fail
just as in any non-Agile project, however it allows one to
fail faster, to introspect and adapt.
Scrum techniques [10] are used, with multiple small (~5
people) development teams iterating over 3 weekly
sprints. Each sprint includes time to plan the sprint, have
daily short checkpoint meetings, to demonstrate the results of the sprint and to take time out for introspection
and innovation. A product owner and scrum master are
shared across the development teams and take responsibility for backlog content, defining acceptance criteria
and coaching whilst the teams collectively commit to
achieving the sprint objectives. Each sprint provides
quantitative feedback in terms of the effort expended,
effort remaining [Fig. 3] and team velocity.
The CAM development team employs continuous integration techniques. All software updates are committed
into a source code repository that trigger an automatic
build process.

Figure 3: A sprint burn-down chart depicting the effort
expended (green) and remaining effort (red).
The CAM subsystem software is then tested at various
levels by automated test scripts. The test results are published for each build, where the development team strives
to ensure all tests pass. The results of this process are
discussed at the end of each sprint. An automated qualification framework leverages this infrastructure to execute
test procedures and capture test results in order to verify
the CAM requirements. The qualification process for the
CAM subsystem is thereby largely automated.
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CONCLUSION

The CAM development team has evolved its subsystem
over a number of years and deployed it to the KAT7 Telescope, MeerKAT Receptor Test System and more recently
to MeerKAT array release 1 & 2. Approved design and
qualification baselines have been formed along the way.
The CAM development team is now focused on meeting the requirements associated with MeerKAT array
release 3 and is on track to deliver an associated qualification baseline in early 2018.
The CAM subsystem has matured over the years, with a
robust architecture, that has been selected as the reference
architecture for the next generation of telescope control
and monitoring systems, namely the Square Kilometre
Array Telescope Manager.

All MeerKAT subsystems are currently in production,
including dishes, receivers, digitisers, correlator, control
and monitoring and science processing. Qualification,
integration and acceptance testing is taking place at all
levels. Production is at an advanced stage, where the
focus is on delivering array release 3 in early 2018, including all 64 receptors.
Early results indicate that MeerKAT will exceed its
original specifications, achieving L-band sensitivities in
the range 300-400m2/K [5], significantly better than the
original specification of 220m2/K [5].
The Control and Monitoring subsystem has evolved and
matured over the years, where it has been deployed to the
KAT7, MeerKAT Receptor Test System, and MeerKAT
telescopes. The CAM subsystem architecture has been
chosen as the reference architecture for the Square Kilometre Array Telescope Manager.

.

Figure 4: Most of the CAM development team members, attending the 2015 ICALEPCS event in Melbourne.
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EtherCAT BASED DAQ SYSTEM AT ESS
J. Etxeberria∗ , J. H. Lee, ESS, Lund, Sweden
Abstract
The European Spallation Source (ESS) [1] is a research
facility being built in Lund, Sweden. The Integrated Control System (ICS) division at ESS is responsible for the
whole ESS machine and facility control, i.e., accelerator,
target, neutron scattering instruments and conventional facilities. Therefore, ICS has to be able to handle a wide
variety of input and output signals with different user requirements. Moreover, EPICS is selected as the generic
control system framework at ICS and the aiming goal is to
achive high performance, cost-effective, safe, reliable and
easily maintainable systems. In order to meet these goals,
ICS needs hardware standardisation. Therefore, to fulfil
these requirements different hardware platforms were selected, such as MicroTCA for Fast real-time Input Output,
PLC for Industrial Input Output without real-time response
requirements, and EtherCAT [2] for real-time requirements
and cost-effective applications.

INTRODUCTION
ICS has selected EtherCAT, in order to cover the medium
range data rate, e.g., several kHz. The reason is, because,
EtherCAT provides many features of Industrial Ethernet at
a lower price than a classic fieldbus system, and there is
an available open-source EtherCAT master [2]. In addition,
it meets real-time requirements with the signal data rate,
because EtherCAT is a real-time Ethernet-based fieldbus
that relies on conventional Ethernet frames but employs a
conceptually different mechanism to communicate with multiple devices. Therefore, EtherCAT standard uses Ethernet
wiring but has a specialised protocol that enables tight time
synchronisation. Moreover it allows a flexible topology, and
a high synchronisation between nodes.
At ESS, for instance, EtherCAT will be used when the
Input Output (I/O) system needs to be beam-synchronous;
needs to acquire signals in the kHz range; or needs to be
spread across locations that are far from each other and
would need cumbersome cabling, but still belong to one
system.

EtherCAT SYSTEM ARCHITECTURE
As many other fieldbus network systems, EtherCAT is
based on Master and Slave configuration. EtherCAT Master relies on standard Ethernet hardware communication
with the bus, so any generic network interface card (NIC,
100 MB/s Full duplex) is sufficient. Using the open source
IgH EtherCAT Master [3] makes cost-effective and flexible
configuration of the EtherCAT system architecture at ESS,
meaning that a typical EPICS input-output controller (IOC)
can be executed within an industrial PC as an EtherCAT
∗

julenetxeberria.malkorra@esss.se

master. However, it needs dedicated and separated Ethernet
hardware ports only for the EtherCAT communication.
Contrary to the operation of standard Ethernet, the slaves
process the EtherCAT frames on the fly. This requires the
use of specific hardware-integrated in the slaves; EtherCAT
Slave Controllers (ESC). ESC are available from multiple
manufacturers. In ESS, Beckhoff automation technology
[4] will be used.

OPEN-SOURCE IgH EtherCAT MASTER
An open-source EtherCAT master [3], IgH EtherCAT
Master, works as a Real Time kernel module loaded within
the open source operating system Linux to communicate
with peripherals devices as EtherCAT slaves through dedicated Ethernet ports. Since it is integrated in the Linux
kernel, it has got better realtime characteristic and the master
code can directly communicate with any Ethernet hardware.
At ESS, to meet real time performance, the PREEMPT Real
Time kernel patch should be used with EtherCAT. If there
is no need for the real time performance, the typical Linux
kernel should be used as well. The IgH EtherCAT Master
can contain more than one master running at the same time.
Each master is linked with one Ethernet device identified by
its MAC address.
Each EtherCAT master can be matched with a character
device as an userspace interface
/dev/EtherCATx,

(1)

where x is the unit number of the EtherCAT master. This
device node is created automatically with udev while the
master kernel module is loading.
The information transferred from slaves to masters is
called Process Data Objects (PDOs), which is in different frequencies and is limited by the size of an Ethernet frame. Master is responsible for the configuration of the Fieldbus Memory Management Unit (FMMU). The IgH EtherCAT Master
also provides command-line tools, which allow users to get
information about the master, slaves, PDOs and Service Data
Objects (SDO) of all the slaves connected to the EtherCAT
chain. One example of command line tools is to read PDO
information of the Beckhoff terminal EL3202-0010, located
in the position 10 of the EtherCAT test chain as follows:
$ ethercat pdo -p 10 -v
SM3: PhysAddr 0x1180, DefaultSize 8,
ControlRegister 0x20, Enable 1
TxPDO 0x1a00 "RTD TxPDO-Map Ch.1"
PDO entry 0x6000:01, 1 bit, "Underrange"
PDO entry 0x6000:02, 1 bit, "Overrange"
PDO entry 0x6000:03, 2 bit, "Limit 1"
PDO entry 0x6000:05, 2 bit, "Limit 2"
PDO entry 0x6000:07, 1 bit, "Error"
PDO entry 0x0000:00, 7 bit, "Gap"
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PDO entry 0x1800:07, 1 bit, ""
PDO entry 0x1800:09, 1 bit, ""
PDO entry 0x6000:11, 16 bit, "Value"

EPICS INTEGRATION
ESS uses the PSI EtherCAT driver, ecat2, for EPICS Integration [5,6]. The ecat2 is capable of automatic scanning
of the existing device and module layout, followed by selfconfiguration and autonomous operation of the EtherCAT
bus real-time loop. If additional configuration is needed,
the driver offers both userspace and kernelspace APIs, as
well as the command line interface for fast configuration or
reading or writing the module entries.
The EtherCAT modules and their data objects (entries)
are completely exposed by the driver, with each entry corresponding to /dev/EtherCATx. This way, any user application can read or write the EtherCAT entries in a simple
manner, even without using any of the supplied APIs. However, with ecat2, SDO access is impossible. Thus, before
the Master state machine enters in operation mode, SDOs
should be configured through the EtherCAT master command line tools.
Moreover, in order to handle individual EtherCAT terminals, ESS uses the EtherCAT Slave EPICS Database,
ecat2db [7]. Since some EtherCAT terminals use similar
PDO structures, ecat2db share their EPICS Database for
terminals which have identical PDO entry layouts. Figure 1
shows the ESS EtherCAT Software Layer.

Figure 1: ESS EtherCAT Software Layer
One example for the PDO mapping to EPICS Process
Variable through EPICS Database analog input record is
shown as follows:
record(ai, "ICSLab:ecat02:EL3202-00-RTD1") {
field(DESC, "Analog input value")
field(DTYP, "ecat2")
field( INP, "s10.sm3.p0.e8")
field(SCAN, "I/O Intr")
field(LINR, "SLOPE")
field(ESLO, "0.01")
field(EOFF, "0")
field( EGU, "C")
field(PREC, "2")
}
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In the example, within INP field, s10 shows the slave number
10, sm3 does synch manager number 3, p0 means PDO
number 0, and e8 does PDO entry 8.

ESS DAQ SYSTEM
In order to define a standard procedure to deploy EtherCAT based DAQ system and to test its practical performance
according to different subsystem configurations, the DAQ
test-bed has been setup using some Beckhoff EtherCAT terminals and couplers. Figure 2 shows the EtherCAT based
ESS DAQ Testbed. And Figure 3 shows the testbed system
picture.

Figure 2: ESS DAQ System Testbed Schematic Drawing.
The green dotted line and additional Slave will be installed
for further studies.

Figure 3: ESS DAQ System Testbed
The EtherCAT based ESS DAQ testbed has the following
components:
• An industrial PC with Linux CentOS 7 without PREEMPT Real Time patch
• Open-Source IgH EtherCAT Master
• ESS EPICS Environment : EPICS Base 3.15.4, ecat2
2.1.2, and ecat2db 0.4.3
• Two EtherCAT Slave Chains within 19 inch DIN rail.
• Each Slave chain has the Beckhoff EK110X coupler,
and several Beckhoff AI, AO, DI and DO terminals.
• Two Pt100 temperature sensors have been attached to
the Beckhoff EL3202-0010 terminals.
The Process Variables (PVs), that are two temperature values (EL3202-00-RTD1 and EL3202-01-RTD2), IOC heartTHPHA067
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beat, and system cpu load percent (SYS_CPU_LOAD) were
collecting with the EPICS Archiver Appliance, which is
one of the ESS ICS EPICS applications, for the basic performance studies. In addition, the simple graphical user
interface, shown in Fig. 4, has been developed by using Control System Studio, which is also one of the ESS ICS EPICS
applications.

Figure 6: CPU Load Distribution. The distribution can
be identified by a normal distribution. Thus, there is no
abnormal event while the 1kHz signals are collecting.

Figure 4: The simple user interface screen for the testbed.
At the top left, the light green widget shows the heartbeat
signal of the running EPICS IOC.
During the data collection for 10 days with 1 kHz data
rate, there is no performance degrade and no glitch in the
archived signals. Figure 5 shows the measured temperature
signals with the EPICS Archiver Appliance.

bine each components to a simple and expandable EtherCAT based DAQ system, i.e., the ESS EtherCAT DAQ Crate.
The first performance measurement meets the ICS expectation. On the basis that, ICS will perform more serious
tests, which contains that time synchronization, latency measurement, maximum cable length between crates, different
frequency implementation, several masters configuration in
a PC, CPU performance test, Linux Kernels PREEMPT Real
Time patch, and tests with subsystem practical implementation.
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PandABlocks OPEN FPGA FRAMEWORK AND WEB STACK
C. J. Turner, M. Abbott, T. Cobb, I. Gillingham, I. S. Uzun,
Diamond Light Source Ltd, Oxfordshire, UK
G. Thibaux, Y. M. Abiven, Synchrotron SOLEIL, France
Abstract
PandABlocks is the open source firmware and software
stack that powers PandABox, a Zynq SoC based "Position
and Acquisition" platform for delivering triggers during
multi-technique scanning. PandABlocks consists of a
number of FPGA functional blocks that can be wired
together at run-time according to application specific
requirements. Status reporting and high speed data acquisition is handled by the onboard ARM processor and
exposed via a TCP server with a protocol suitable for
integration into control systems like "EPICS" or "TANGO". Also included in the framework is a webserver and
web GUI to visualize and change the wiring of the blocks.
The whole system adapts to the functional blocks present
in the current FPGA build, allowing different FPGA
firmware be created to support new FMC cards without
rebuilding the TCP server and webserver. This paper
details how the different layers of PandABlocks work
together and how the system can be used to implement
novel triggering applications.

INTRODUCTION
This paper describes the firmware and software stack
powering PandABox [1]; a development project, which is
the result of a collaboration between Diamond Light
Source [2] and Synchrotron SOLEIL [3] that was started
in 2015. PandABox is a multipurpose platform for multitechnique scanning and feedback applications. It has a
flexible and modular framework allowing it to be configured for numerous custom applications. The components
of the PandABlocks project, described in this paper, are
open source and hosted on GitHub [4].

FPGA ARCHITECTURE
A customised Linux XiLinx [5] kernel with busy-box
[6] is deployed on the ARM dual Cortex-A9 [7] as shown
in Fig. 1. Specific types and quantities of different IP
blocks, both standard and customised, can be loaded on
the FPGA to individually be activated or instantiated by a
user. Instantiated blocks representing different components can then be wired together by the user to achieve
overall functionality for specific applications. These connections are shown as white lines in Fig. 1. The Processing system communicates with these IP blocks via the
AXI Interconnect register interface for the ARM processor.
Individual IP blocks for use on PandABox are defined
in a configuration file and are instantiated when building
the system. Once built and installed, the number and type
of blocks are fixed on the system with the routing/ signal

flow fully configurable between them at run time. The
flexibility of the IP blocks configuration at build time is to
facilitate the modularity of the PandABox device itself. It
is possible to install different types of FMC cards on the
board and thus a method of accommodating these different configurations is necessary. This also gives the added
benefit that the general configuration of the whole system
is flexible. Custom blocks can be written and instantiated
along with combinations of the standard supplied blocks.

Figure 1: FPGA architecture.

SIMULATION FRAMEWORK
Once an IP block is written, its functionality can be
tested with the PandABlocks simulation framework. The
simulation framework is made up of a number of different
components; the input sequence file, python block simulation, output vector file, and documentation. The sequence file is a list of inputs, commands and expected
outputs to be executed sequentially at given time intervals. The python code emulates the behaviour of the
blocks and tests the expected behaviour as defined in the
sequence file. This is useful for testing edge cases without
using the actual hardware. From the simulation, an output
vector file is generated which is used as input for the
FPGA simulator, running the VHDL/ Verilog code. The
simulation environment also provides the possibility of
generating signal diagrams for each test sequence described by the sequence file; an example of one of these
graphs as generated for a pulse block is shown in Fig. 2.
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Configuration Web GUI

Figure 2: Generated signal diagram showing the output of
a simulated pulse block. The output (OUT) is delayed by
10 counts and is stretched to have a width of 10.

SOFTWARE ARCHITECTURE
The general use case is to configure the PandABox via
the web GUI. The experiment can then be executed with
control and monitoring through a standard EPICS [8]
areaDetector driver, which also receives and records data.
It is possible to create custom applications which can be
loaded onto the PandABox for reusability. EPICS Channel Access client applications like EDM or CS-STUDIO
can then be created to interact with these specific configurations. This allows only exposing a subset of controls
and configuration settings to the user via EPICS as required for the particular experiments.
The different layers outlined in Fig. 3 are described in
the following sections.

A browser based graphical user interface using Diamond’s MalcolmJS library [9] allows the user to flexibly
wire blocks together in an easy to use graphical environment. This enables users to construct applications for
particular experiments in a convenient and intuitive way.
It also allows configuration of individual blocks and provides a visual representation of register states and values
on the device. Figure 4 shows a screen shot of the web
GUI with an input encoder block, position compare block,
and TTL output block wired together. The blocks are in
the development space in the left pane and their corresponding configuration, when selected, appears on the
right. The blocks instantiated on the left are able to be
dynamically moved on the screen and also wired and rewired at run time simply by clicking on inputs and outputs to join them together. The right pane displays the
currently selected block’s registers and configuration
parameters.

Figure 4: Screen shot of PandABlocks web GUI showing
single input encoder block.

Webserver

Figure 3: PandABlocks software layers.

TCP Server
There are two communication ports used to communicate with the TCP server: Data and Control. Data is read
from the Data port which is received from the FPGA via
the DMA using the kernel driver. The Data port publishes
socket endpoint with ASCII, BASE64 or BINARY data
frame encoding. The Control port is used to interface with
the FPGA over the registers and publishes socket endpoint with simple ASCII command response protocol. The
block structure implemented on the FPGA is defined in a
configuration file.

The webserver is a cut-down Malcolm [10] instance,
which is a middlelayer framework implementing behaviour for continuous scans.
The use of Malcolm allows PandA support written for
the webserver to be added to other unrelated Malcolmbased systems.
Configuration loading and saving support is implemented at the webserver layer which makes setting up the
hardware to desired configurations and reloading these
both user friendly and convenient. Configuration files are
stored in JSON format, enabling easy version control.

EPICS Interface
The EPICS interface is a Generic AreaDetector [11] interface which allows the acquisition of data from the
PandABox. The AreaDetector structure allows NDArrays
to be used and passed through the AreaDetector plugin
framework; an example of this is writing data to HDF
files. Each signal of received data is stored in its own
NDAtribute and can be plotted with the NDAttrPlot tool.
A simple example of this is shown in Fig. 5, which plots
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the output of a counter block. The data is stored in an
NDAttribute called COUNTER1.OUT and is plotted
against the capture time stamp.
Figure 7: Phase times for snake scan with time based
pulses.
A snake scan with time based pulses can be set up by
triggering position compare blocks at the start of each
run. Two position compare blocks are used, one for each
direction, a sequencer block is then used to generate the
frame pulses, shown in Fig. 7, which trigger the detector
on “TTLOUT1”, and also generates the capture pulse.
This allows the possibility to detect the start of the row
and produce time based exposure triggers for the camera
and capture in the middle of those frames as seen in
Fig. 6. This is done for each row in both the forward and
reverse directions. The block wiring described above is
graphically shown as displayed on the web GUI screen in
Fig. 8.

Figure 5: PandABlocks COUNTER block output.

TANGO Interface
The Tango [12] interface will be Similar to the EPICS
interface and is currently in development at SOLEIL.

EXAMPLE APPLICATIONS
Some Proposed use cases are described including a
“snake” or “bi-directional raster” scan with time based
pulses, and averaging ADC values between positionbased pulses.

Snake Scan With Time Based Pulses

Figure 8: Block setup on web GUI for snake scan with
time-based pulses.

ADC Averaging

Figure 6: Snake scan with time based pulses.
Figure 9: ADC averaging.
Figure 9 shows an application averaging an ADC over
irregular frames. This could be used when it is necessary.
THPHA068
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to capture the beam current, and as the current isn’t stable
averaging is required. The frame signals come from the
position compare block “PCOMP1”, and a second
“PCOMP2”, is used for the capture signals. The position
capture block “PCAP” averages over each frame if it
contains a capture signal. The block wiring is shown
in Fig. 10.
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It is possible to obtain the full web stack and open
FPGA framework from github and implement custom
experiments and applications ‘out of the box’ with the
standard IP blocks. It is also possible to develop custom
blocks and integrate them into applications alongside the
standard blocks supplied, which is helped by the simulation framework. The web GUI provides a simple and user
friendly interface for configuring individual block parameters, viewing register states and values, and configuring
the signal flow between blocks. Full configurations can be
extracted and restored in JSON format, enabling version
control of experiment configurations.

REFERENCES
[1] S. Zhang et al., “PandABox: A Multipurpose Platform for
Multi-technique Scanning and Feedback Applications”,
presented at ICALEPCS’17, Barcelona, Spain, May 2016,
paper TUAPL05, this conference.
[2] Diamond Light Source, http://www.diamond.ac.uk/.
[3] SOLEIL, https://www.synchrotron-soleil.fr/.
[4] PandABlocks, https://github.com/PandABlocks
[5] Xilinx, https://www.xilinx.com/.
[6] BusyBox, https://busybox.net
[7] ARM,

Figure 10: ADC Averaging block setup as seen on web
GUI.

CONCLUSION
The system, deployed on the PandABox device, has
been rolled out and deployed at a number of beamlines at
Diamond Light Source and is actively in use. There is
currently support for the EPICS driver, currently used at
Diamond, with the Tango driver still in development.

https://developer.arm.com/products/processors/corte
x-a/cortex-a9

[8] EPICS, http://www.aps.anl.gov/epics/.
[9] I. Gillingham and T. Cobb, “MalcolmJS: A Browser-Based
Graphical User Interface”, presented at ICALEPCS’17,
Barcelona, Spain, May 2016, paper THPHA184, this conference.
[10] T. Cobb et al., “Malcolm: A Middlelayer Framework for
Generic
Continuous
Scanning”,
presented
at
ICALEPCS’17, Barcelona, Spain, May 2016, paper TUPHA159, this conference.
[11] areaDetector, https://github.com/areaDetector
[12] Tango , http://www.tango-controls.org/.

THPHA068
1542

Hardware Technology

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA069

CONTROL SYSTEM FOR ATLAS TileCal HVRemote BOARDS
F. Martins∗ , L. Gurriana, L. Seabra, LIP, Portugal
G. Evans1 , A. Gomes2 , A. Maio2 , C. Rato, J. Sabino, J. Soares Augusto3
Faculdade de Ciências da Universidade de Lisboa, Portugal
1 also at BioISI, Universidade de Lisboa, Portugal
2 also at LIP, Portugal
3 also at Inesc-ID, Portugal
Abstract
For the high luminosity LHC one of the proposed solutions for upgrading the high voltage (HV) system of the
ATLAS central hadron calorimeter (TileCal), consists in
removing the HV regulation boards from the detector and
deploying them in a low-radiation room where there is permanent access for maintenance. This option requires many
∼100 m long HV cables but removes the requirement of
radiation hard boards.
This solution simpliﬁes the control system of the HV regulation cards (called HVRemote). It consists of a Detector
Control System (DCS) node linked to 256 HVRemote boards
through a tree of Ethernet connections. Each HVRemote
includes a smart Ethernet transceiver for converting data
and commands from the DCS into serial peripheral interface
(SPI) signals routed to SPI-capable devices in the HVRemote. The DCS connection to the transceiver and the control
of some SPI-capable devices via Ethernet has been tested
successfully.
A test board (HVRemote-Ctrl) with the interfacing subsystem of the HVRemote was fabricated. It is being tested
through SPI-interfaces and several devices were already validated. A next version adds a few more ADC/DAC devices
for checking their suitability for the ﬁnal design.

INTRODUCTION
The Tile Calorimeter (TileCal) [1] is the central hadronic
calorimeter of ATLAS [2], one of the two multi-purpose
experiments at the Large Hadron Collider (LHC) at CERN.
The high luminosity LHC (HL-LHC) aims to deliver a luminosity increased by a factor of 5 to 10 compared to the
LHC design value [3]. The HL-LHC environment presents
several challenges for TileCal and an upgrade program is
being prepared for the detector. TileCal uses iron plates as
absorber and plastic scintillating tiles as the active material.
Light produced in the scintillators is transmitted by wavelength shifting ﬁbres to photomultiplier tubes (PMTs). An
electronic system currently being upgraded is that in charge
of the control and distribution of high-voltage (HV) to the
approximately 104 PMTs of the TileCal detector. In the current operational version, its core comprises two cards [4]:
the HVOpto and the HVMicro. In the current ATLAS setup,
this system is located inside the detector, so it operates under
high doses of radiation. Current TileCal HV electronics is

in operation for more than 10 years and, as a result, is ageing
despite its design accounted for radiation hardness. Another
severe constraint is the diﬃculty in maintaining and replacing faulty HVOpto or HVMicro cards: it is never possible to
replace them when the LHC is running, and the maintenance
is possible only during the yearly winter shutdowns.
To alleviate these constraints, the solution proposed for
the upgrade [5, 6] moves the TileCal’s HVOpto electronic
control system from the detector innards, to a location in the
USA15 room which is a low radiation environment far away
(100 m) from the detector. This will improve the lifetime
of the system and provides for immediate maintenance and
replacement. On the other hand, the HVRemote1 board will
now be connected to the PMTs through several 100 m long
cables, which may worsen slightly their stability and noise
levels. Since the current electronic design is about 20 years
old, some components in the HVOpto, such as the ADCs
and DACs2 , are obsolete and have to be replaced by modern
alternatives.
In addition, an HV system was developed by Argonne National Laboratory team, which keeps the HV regulation and
distribution electronics in the detector [7], and is a possible
alternative solution for the upgrade.
In this note we describe the ongoing work regarding the
upgrade of the control system of the HV cards for the HVRemote version. Most of the tests presented here, which aim at
evaluating and validating several design options, were based
in prototype boards, called HVRemote-Ctrl cards, which
contain downsized replicas of the hardware of the communications interface of the full HVRemote board. One of the
HVRemote-Ctrl cards is described below.

THE HVRemote CONTROL SYSTEM
The HVRemote Control Path and Hardware
The architecture of the upgraded electronics system of
the TileCal is shown in Fig. 1. The control master is a
PC/workstation conﬁgured as a node of the DCS of ATLAS.
The DCS commands sent to, and the data read from the
HVRemote boards, ﬂow through a tree of Ethernet links,
connecting the PC and 256 boards, each of these managing
48 PMT channels.
1
2

∗

fmartins@lip.pt

The "old" HV system, now in operation is referred to as HVOpto and the
upgraded system is referred to as HVRemote.
DAC refers to a generic Digital-Analogue Converter; ADC refers to a
generic Analogue-Digital Converter.
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The control software consists of DCS (high-level commands), C++ and Python programs, running in the PC, which
use the DCS API (Application Programming Interface), and
also C programs running in the Tibbo EM1206 modules (described below). Each HVRemote board includes one Tibbo
EM1206 module which is used to read commands from the
Ethernet channel, convert them into raw digital signals and
send them to HVRemote’s digital control circuits through
a SPI link. The Tibbo EM1206 modules also manage the
reverse data ﬂow (from the HVRemote to the upstream DCS
computers.)

Figure 1: Architecture of the HVRemote control tree.

The HVRemote-Ctrl Testing Card
To evaluate the supervising and control system of the
HVRemote before this complex and costly board is fully
assembled, a test card was built, called HVRemote-Ctrl (Figs.
2 and 3), which has the same control/interfacing components
of the HVRemote, but misses the front-end electronics of
the 48 PMTs. This allows the testing of both the digital
control hardware and the Tibbo module, and the assessment
of the transfer speeds. The HVRemote-Ctrl has already been
assembled and tested. The DAC and ADC in this card are
platforms for evaluating test algorithms to be applied to the
HVRemote board in the future.
The hardware of the HVRemote-Ctrl card A DC level
translator MAX3002 provides compatibility for the 3.3 V
and 5 V signals shared by the Tibbo module and the CMOS
hardware. The HVRemote-Ctrl card has a 16-bit port expander with SPI interface (MCP23S17), a 12-bit DAC
(DAC7568), a 16-bit analogue multiplexer (MPC506), an instrumentation ampliﬁer (INA128), a 12-bit ADC (TLV2541),
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a temperature sensor (TMP17) and a voltage reference
(AD589).
These are the same components (but in less quantity), and
interfacing architecture, found in the HVRemote full card
undergoing fabrication at present. The HVRemote-Ctrl card
also allows applying the histogram test to each individual
data converter using several digital pseudorandom uniform
noise generators (UNGs). In some of the current test settings
used with the card, an Arduino replaces the commercial module EM1206+RJ203 (shown in the centre of Fig. 2) in the
role of SPI master and so the DC/DC converter MAX3002
is not needed and is tested separately.
To access and control the electronic components in the
HVRemote-Ctrl card, the serial data from the SPI is converted to a parallel format. This is required due to the
pin-count constraints of the Tibbo module. That serial-toparallel conversion occurs in the MCP23S17 expander: the
data in parallel conﬁgures the DAC, ADC and multiplexer’s
parameters (Fig. 4). The MCP23S17 has 16 general purpose input/output pins (two byte-wide ports, GPA and GPB)
backed and conﬁgured by several internal registers. The
signals relayed by the expander link the Tibbo module to
the functional devices. There are four lines dedicated to the
SPI protocol (CS, SCK, SI and SO) which interface with the
Tibbo module.
Software for testing the HVRemote-Ctrl card A user
interface written in Python was developed to test the board’s
components. The test of the expander has already been completed with success. In the user interface window for testing
the expander, the user sends 16 bits as two-byte strings (corresponding to the two ports, GPA and GPB) and the data
written in the ports will be sent back, received by the Arduino
Uno and saved in a ﬁle.
The communication with the expander is done through
the Arduino IDE. Since the user interface is developed in
Python and runs in the PC, a logical serial communication
channel is established between the Arduino and the Python
user interface, such that this interface can send/receive the
data to/from the expander which is in the HVRemote-Ctrl
card.
In the user interface, the received data is assembled in an
array, processed and saved to a ﬁle. All the read/write tests
already done ended with success, and so it was concluded
that it is safe to use the expander to conﬁgure and test the
other components in the HVRemote-Ctrl card.
Testing of converters with pseudorandom noise generators and histogram tests The components in the
HVRemote-Ctrl card have already been fully tested. The
static characterization of both DACs and ADCs was done
with histogram tests, performed with two digital pseudorandom uniform noise generators (NGs): the Mersenne-Twister
algorithm for the uniform NG [8] and the Box-Muller algorithm for the Gaussian NG [9]. The technique has proven to
be a powerful method to characterize converters [10, 11].
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Figure 2: Protocols in the HVRemote monitoring, supervising and control system. The ﬁrst HVRemote-Ctrl prototype is
shown.

Figure 3: Simpliﬁed block diagram of the HVRemote-Ctrl card. Not all signals are shown.
ADCs and DACs is important to the calibration of the HV
levels applied to the PMTs.
The user interfaces for orderly applying these tests and
characterizing the converters are ﬁnished and the test algorithms are fully operational and have already been used.

Evaluation of the Tibbo EM1206+RJ203 Module
and Connection with the DCS System

Figure 4: MCP23S17 signals in the HVRemote-Ctrl card.

Along with the testing of the hardware used in the interface of the HVRemote card, the digital communication link
between the DCS system and the HVRemote interface have
been fully tested. This means that the Ethernet link between
the DCS and the Tibbo module, as well as the operation of
this module acting as a SPI Master device, have been tested.
This task comprises the two channels and protocols shown
in Fig. 2. The important systems in this test task are the
Tibbo module EM12016+RJ203 (or the evaluation board),
the DCS software and the MCP23S17 expander.

In the ﬁrst step, the oﬀset voltage and gain error of the
converter are obtained. After the correction of these errors,
the diﬀerential (DNL) and integral (INL) non-linearities are
calculated. The evaluation of the static errors proﬁle of the

Testing Ethernet communication with the Tibbo module In preliminary tests aiming to probe the Ethernet interfacing solution, a Tibbo EM1206-EV evaluation board
was used and, in more recent tests, the Tibbo module
EM12016+RJ203 itself (see Fig. 2). One of these modules
will be soldered to each HVRemote. Tibbo supplies an inteTHPHA069
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grated development system for the board, which includes C
libraries for sockets programming and SSH communications,
two important libraries for our work. Tibbo also supplies a
standalone tool, the IO Ninja, which allows testing the Ethernet communication channel between the Tibbo module, or
evaluation board, and the PC.
The Tibbo module is programmed either in C or in BASIC.
A raw Ethernet client using sockets was developed in C and
deployed in the module. It succeeded in communicating
with an Ethernet master in the PC, programmed in Python,
and also worked ﬂawlessly as an Ethernet/sockets master
when using the IO Ninja.
Interfacing DCS with HVRemote-Ctrl The DCS system was installed and runs with full functionality in a workstation in our laboratory. This platform was used to perform
communication tests. The main goal was to exercise the
hand-shaking between DCS and the Tibbo Ethernet hardware.
A DCS user interface which sends/receives commands
and data to/from the Tibbo module has been developed.
These commands are applied to external hardware – the
MCP23S17 expander –, a process that simulates the access
to the HVRemote interface through an SPI channel. In Fig.
5 it is shown a small part of a DCS control panel prepared
to drive each channel of the HVRemote board, which was
developed using a supervision, control and data acquisition
system, the WinCC Open Architecture, belonging to the
SCADA SIMATIC development system [12].
Before the HVRemote-Ctrl board was fabricated, these
tests were performed in a setup where the Tibbo module
communicated with a MCP23S17 expander mounted in a
breadboard (Fig. 6).
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Figure 6: Tibbo evaluation card communicating with an
MCP23S17 through an SPI channel. The Tibbo evaluation
card is driven by DCS commands coming from the workstation.
The Tibbo module and the SPI interface The performance of the SPI interface in the Tibbo module was tested
in several setups. For instance, SPI connection with two
devices in a same SPI bus was established using two Arduino boards as SPI slaves, because the module will have
to manage three MCP23S17 port expanders when linked to
the full HVRemote card. In Fig. 7 it is shown a test signal
where the SPI clock in the Tibbo was set to a frequency of
200 kHz.

Figure 7: SPI signal (MOSI or SI) during communication.
The transmission clock in the Tibbo was set to a period
of about 5 μs (2 periods per oscilloscope division in this
image).

RESULTS AND CONCLUSION
The development of the HVRemote was driven by knowledge gained from evaluating the HVRemote-Ctrl card. The
following tasks have been completed:
• Development and assembly of the HVRemote-Ctrl card,
to evaluate the digital control and supervising system.
This prototype card is already partially tested (Fig. 2).
Figure 5: Partial view of the WinCC DCS interface developed for the HVRemote card.

• Development, in Python, of a panel to manage the
HVRemote-Ctrl cards.
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• Evaluation of the Tibbo EMS1206 module as a suitable
Ethernet controller for the HVRemote board.
• Evaluation of the Tibbo EMS1206 module as SPI master, using multiple microcontrollers (Arduinos) conﬁgured as SPI slaves.
• Development of a DCS control panel, underlying functions, and establishment of Ethernet communications
between DCS and the Tibbo module (Fig. 5).
The speeds measured in both Ethernet and SPI communications with the Tibbo module are suitable to monitor in real
time all the 256 HVRemote boards and ∼104 PMTs in the
TileCal (each PMT is monitored every few seconds). The
assembly of a prototype of a full HVRemote card is almost
ﬁnished and the software already developed will be adapted
and scaled to target that board instead of the HVRemote-Ctrl
test board.
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MULTIPLEXER FOR THE Em# ELECTROMETER
P. Sjöblom, A. Milan-Otero, A. G. Persson, MAX IV Laboratory, Lund University, Sweden
Abstract
Small currents need to be measured from a number of
devices at a synchrotron and its beamlines. To meet this
demand, MAX IV have joined a collaboration with ALBA
to develop the Em# electrometer that will ensure low current
measurement capabilities and seamless integration into our
Tango control system. To further enhance the electrometer
flexibility, a multiplexer has been designed with 8 individual
inputs controlled by the electrometer and one output that
is preferably connected to the Em# input. The multiplexer
is suited for stronger currents than 10 pA and currents that
needs to be monitored only at a low frequency.

ALBA Em# ELECTROMETER
The Em# electrometers has 4 independent channels that
measure in the 1 mA to 100 pA in 8 ranges. Using the
1 nA range, 25 fA resolution has been demonstrated [1].
Each input has 5 2nd order analog filters from 0.1 Hz to full
bandwidth. The 18 bit SAR ADC is operating at 400 kS/s
and each channel has its own ADC.
The front panel of the electrometer, Fig. 1, presents a touch
panel where currents can be read and filters and ranges can
be changed together with other parameters.
The back panel of the electrometer, Fig. 2, contains the interconnections such as input current, output voltages, trigger
signals, I/O signals, together with the internal NUC computer ports. In case of the low voltage version, current input
connectors and proportional analog voltage output connectors are BNC while for the high voltage model, a connector
for bias voltage up to 1 kV is present, the current input is
triaxial and the analog proportional voltage connectors are
omitted for safety reasons.

Figure 2: The back panel of the electrometer contains the interconnections such as input current, output voltages, trigger
signals, I/O signals, together with the internal NUC computer ports.

MULTIPLEXER
Many devices produce large currents and only need low
sample rate, which the performance of the electrometer exceeds by far. Other channels only need to be measured with
long time periods in between. To make the electrometer
more flexible and also meet those situations, KITS at MAX
IV have developed a multiplexer, Fig. 3, with 8 independent
input channels and one output channel after suggestions from
the Veritas beamline.
The multiplexer is both powered by 5 V and controlled by
the electrometer through its multipurpose HD26 SUBD IO
interface. At most, an electrometer can control 4 multiplexers simultaneously and read its signals giving a system with
32 channels, but the number of multiplexers can be chosen
freely. In case of a beam positioning device, where four
currents are to be read simultaneously to calculate location,
the four currents can be placed on the same channel number
at different multiplexers, which means the electrometer does
not need to change multiplexer channel to get a reading. The
position can be calculated by the internal Em# FPGA and
presented as a position variable and also fed to the analog
voltage output with a PID loop also running in the Em#
FPGA (under implementation).
The multiplexers are mounted in 19” frames and can easily
be collocated with other patch panels from MAX IV [2]. The
bias and address is chained to other cards by IDC10 flat cable,
Fig. 4. A second grounded PCB is added on top of the main
PCB to reduce EM interference with the surroundings.

CONTROL SYSTEM INTEGRATION
Figure 1: A touch panel is located at the electrometer front
panel.

The Em# electrometer has been integrated into the control
system in different layers, Fig. 5. As a first layer, we have
the Tango CS [3] integration, for that purpose we are using
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Figure 3: The multiplexers are mounted in 19” frames and
can easily be collocated with other patch panels from MAX
IV.

Figure 5: Diagram showing the control system architecture
split in layers.

PERFORMANCE

Figure 4: The voltage supply, as well as the address, is provided by the electrometer through a HD26 SUBD connector.
The bias and address is chained to the rest of the cards by
IDC10 flat cable. A second grounded PCB is added on
top of the main PCB to reduce EM interference with the
surroundings.

a generic Tango device server that supports SCPI communication. In that way, we have a Tango device server sending
SCPI commands to the equipment and exposing them to the
rest of the control system.
For higher integration and synchronization between equipment’s in a system, we are using Sardana [4]. In the case of
the Em# electrometer, the integration comes in a form of a
Sardana Controller. This controller will handle the operations of the electrometer using the communication exposed
to the control system by the Tango device server mentioned
before.
As a final layer, we have developed a set of Sardana macros
that help our users to perform some specific actions, for instance, select the operation mode for the multiplexer. These
macros will trigger different operations through the Sardana
controller. It’s also possible to create macros that speak directly with the equipment. This scenario could be useful in
cases were a functionality it’s not important enough to be
supported in the control system, but useful in a very specific
and isolated situation, like for example, sending commands
to the Em# GPIO ports.

The multiplexer shifts between signals without providing
any glitches or spikes of its own as can be seen in Fig. 6
where a 1.6 nA and 3.3 nA signal are present on two channels
and the multiplexer is switching between those two signals.
The shift takes, in this case, about 500 ms, which is due to
the charging of the cables and cut-off frequency of filter on
the electrometer inputs as signals not under measurements
are grounded through 300 Ohm by the multiplexer. The
shunt resistance for signal under measurement is 2.6 MOhm
while the series resistance is 0.3 Ohm. A 10 pA staircase
shows in Fig. 7 that the multiplexer can be used if current
levels are a few pA and stronger. Test currents are generated
by a Keithley 2635B source meter.
A reference setup with equipment typical at MAX IV
beamlines was used to collect a noise spectrum with and
without the multiplexer to investigates its influence, Fig. 8.
Without multiplexer, the noise was ±30 fA over a time period
of 3 minutes and with a multiplexer ±50 fA during an equally
long time period. The origin of this noise is most likely the
input noise from the OP which through the capacitance in
the cable creates a current, the electrometer is measuring.
A 40 pA current offset, the dominating contributor is Analog devices multiplexer ADG708, is also introduced in the
measurements, but this offset can be removed by the offset
adjustment capabilities of the electrometer. A measurement
over 10 hours shows in Fig. 9 ±1.2 pA variance, including long and short time drifting of the entire system. This
longer variance with cycles of 20 minutes and hours, seems
to be related to the offset contribution of the multiplexer,
which in turn is temperature dependent. During noise and
drift measurements, the input connector was shorted with a
termination.
THPHA070
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The noise measurements over long time indicate that the
multiplexer setup introduce more noise than what is possible
to achieve when just the electrometer is present, but that the
performance is anyhow in many cases well beyond what is
needed.

Figure 8: Without multiplexer, noise was ±30 fA over a time
period of 3 minutes.

Figure 6: Switching between different inputs are made without spikes.

Figure 9: With a multiplexer, the noise was ±50 fA during
the same time period. A measurement over 10 hours shows
±1.2 pA variance, including long and short time drifting of
the system.

Figure 7: A 10 pA staircase measurement shows that the
electrometer with a multiplexer resolve signals on a few pA.

The ICM555 is connected as a oscillator and runs for a
half clock cycle before getting stuck on negative voltage,
which is used for the in the ADG708 VSS connection.

CIRCUIT DESIGN

The multiplexer uses an address with three bits, A0, A1,
A2, which is enough to address all the 8 channels. The address is fed into the comparator LP339, which is controlling
the ADG708.

The designs major components are the ADG708 channel
multiplexer from Analog Devices that routes the current
on the input to the output and the 174HC138 demultiplexer,
which allows the MOSFET 2N7002 to ground the other input
signals that should not be measured, and hence not allowed
to disturb the measurement. In Fig. 10 the schematics of the
circuit is given.
The inputs are protected by BAV99 diodes from
FAIRCHILD with 1.5 pF total capacitance. The capacitance
is selected to be low to minimize the induced noise.
LEDs indicates which channel is in use, which will aid
the user to determine if connections are made to the correct
port.

Analog and digital grounds are separated, but in the end,
a choice was made to not separate the individual analog
grounds on a single multiplexer. However, as a Em# can
control up to four multiplexers, some flexibility is given as
each of the cards will have separate analog ground. The
digital ground is common for several multiplexers controlled
by the same Em#. Between digital and analog ground is
also two fast ES1F diodes located to protect the circuit from
sudden high voltages.
The design is only intended for non-biased measurements
and hence only exist with BNC connectors while the high
voltage version of the electrometer has triaxial connectors.
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CONCLUSION
A 8 channel multiplexer suited for currents stronger than
10 pA is developed and to be controlled by the Em# electrometer and its control system. The electrometer can control
up to 4 multiplexer simultaneously and thereby creates a 32
channel system, which can be located next to other MAX IV
patch panels.
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PLANS AT CERN FOR ELECTRONICS AND COMMUNICATION IN THE
DISTRIBUTED I/O TIER
Grzegorz Daniluk∗ , Evangelia Gousiou,
CERN, Geneva, Switzerland
Abstract
Controls and data acquisition in accelerators often involve some kind of computing platform (VME, PICMG 1.3,
MTCA.4...) connected to Distributed I/O Tier electronics
using a ﬁeldbus or another kind of serial link. At CERN,
we have started a project to rationalize this tier, providing a modular centrally-supported platform which allows
equipment groups to focus on solving their particular problems while beneﬁting from a set of well-debugged building
blocks. The paper describes the strategy, based on 3U Euro
crates with a generic FPGA-based board featuring space for
FMC mezzanines. Different mezzanines allow communication using different protocols. There are two variants of the
electronics, to deploy in environments with and without radiation tolerance requirements. The plans we present are the
result of extensive discussion at CERN among all stakeholders. We present them here with the aim of gathering further
feedback and potential interest for inter-lab collaborations.

INTRODUCTION
The control system for CERN’s accelerator facility is built
of multiple layers of hardware and software. These tiers are
spanning from the hardware deployed close to the machine,
up to the software running on computers that operators use
for control and monitoring. As Figure 1 shows, one can
distinguish the following three hardware layers:
• Front-end Tier - PLC or a powerful computer in various form factors (VME, PICMG 1.3, MTCA.4, etc.)
running an operating system and a set of user applications controlling Distributed I/O Tier electronics over
a ﬁeldbus.
• Fieldbus Tier - a networking solution that ensures communication between the master in the Front-end tier
and a set of slaves in the Distributed I/O Tier
• Distributed I/O Tier - electronics modules installed
close to the machine in radiation-exposed or radiationfree areas controlled by the master in the Front-end
tier over the ﬁeldbus. These are usually FPGA-based
boards sampling digital and analog inputs, driving outputs and performing various safety critical operations.
Depending on the needs of a given application, one can use
either off the shelf equipment (like PLCs with remote I/O
modules), design completely custom electronics or have a
mix of the two. The very particular needs of the CERN
accelerators often demand the development of custom electronics. For these, our group already provides a centralized
∗

grzegorz.daniluk@cern.ch

Figure 1: Three hardware tiers of the CERN’s control system.

service in the Front-end Tier. It comes in the form of VME
crates and PICMG1.3 computers that can host our modular FMC (FPGA Mezzanine Card) kit [1]. However, we
currently miss a centrally supported service for modular
and reusable electronics in the Distributed I/O Tier. Each
equipment group so far (Power Converters, Cryogenics, Machine Protection, Beam Instrumentation, and others) has
independently developed custom solutions for their needs.
While those devices are different for each application, many
of the needs are the same and we have identiﬁed that they
could also be dealt with centrally.
In the Fieldbus Tier our current services for custom electronics are mainly built around the radiation-tolerant WorldFIP bus. With this project we also want to enhance our
offering, to include the Ethernet-based ﬁeldbuses widely
used in industrial applications.
Our project does not aim at replacing all the already
installed equipment, but rather targets new developments
and foreseen upgrades.

INDUSTRIAL FIELDBUSES FOR
ACCELERATOR CONTROL SYSTEMS
Ethernet’s steady march over the decades has also found
its way into the industrial environment as a means to interconnect ﬁeld devices to the ﬁrst level of automation.
Protocols such as PROFINET, EtherNet/IP, POWERLINK,
EtherCAT usually build on top of standard Ethernet so as
to ensure deterministic data exchange and synchronization
over the network.
Industrial Ethernet accounts for 46% of the market
share of ﬁeldbuses, according to 2017 research from
HMS Industrial Networks [2]. The classic non-Ethernet
ﬁeldbus position remains strong at 48% of the market with
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an annual growth rate of 7%, thanks largely to Proﬁbus’
dominance with 17% market share. Ethernet however is
growing faster than previous years, with a growth rate of
22%. PROFINET is ﬁrst and runners-up are EtherCAT
and POWERLINK. Various gateways exist that provide
interoperability between the different protocols. CERN
follows this global pattern and today the majority of ﬁeldbus
installations in radiation-free zones are Proﬁbus while a few
newer installations are on PROFINET. For areas closer to
the LHC machine, the radiation-tolerant WorldFIP bus is
used.
Regarding radiation-free areas, after having evaluated the
different Industrial Ethernet protocols we concluded that all
of them could technically ﬁt the most demanding future use
case, as described in Table 1. In order to provide ﬂexibility to
the users and not restrict the protocol range, it was decided to
build hardware that supports the four main protocols through
one single chip like the NetX52 [3]. With such a chip the
hardware remains the same for different protocols. Areas
subject to radiation have the same requirements in terms of
ﬁeldbus use and the radiation tolerance levels described in
Table 2.
Table 1: CERN Fieldbus Requirements
characteristic
topology
nodes
cycle time
synchronization
data-per-cycle

value
mainly daisy chain
100
1 ms
100 us
1 Kbyte

For such areas an off-the-shelf chip implementing complex protocols like PROFINET or EtherCAT would not
work. Our proposed approach in this case is an in-house
implementation of a POWERLINK slave in a radiationtolerant FPGA. POWERLINK is the only ﬁeldbus with Free
and Open Source implementation of the FPGA ﬁrmware
and software stack [4]. It is the simplest Industrial Ethernet protocol and very much like the WorldFIP, with which
we have long experience. Our target FPGA is a ProASIC3
or IGLOO2 from Microsemi. A radiation-tolerant implementation of POWERLINK in a Flash-based Microsemi
FPGA has been preferred over the radiation-tolerant-by design ﬁeldbuses (SpaceWire and SpaceFiber) based on the
fact that POWERLINK would allow for interoperability
with a variety of off-the-shelf Industrial Ethernet nodes in
radiation-free zones.
Table 2: Maximum Expected Levels of Radiation in CERN
LHC Areas where Electronics are Installed
characteristic
TID
σ

value
400 Gy
< 1e-12 cm2
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INTERCHANGEABLE MEZZANINES
In order to facilitate the ﬁeldbus integration to custom
electronics in the Distributed IO Tier, while maintaining
the principles of modularity as introduced in the Front-end
Tier [1], it was decided to implement the ﬁeldbus protocols
in a set of FMC mezzanine boards (Fig. 2).
For the radiation-exposed areas the offering includes
WorldFIP for simple applications (Fig. 2a) and POWERLINK for those requiring higher bandwidth or interoperability with off-the-shelf PLCs (mock-up in Fig. 2b). In both
cases the implementation of the protocol takes place in the
radiation-tolerant Microsemi FPGA on the mezzanine. The
plan is also to leave part of the FPGA resources unused, so
as to allow for user-deﬁned application-speciﬁc logic. For
the radiation-free areas a single mezzanine housing a multiprotocol chip, like NetX52, could be used for PROFINET,
EtherCAT, POWERLINK or EtherNet/IP nodes (mock-up in
Fig. 2c). The FPGA in this case is conﬁguring the NetX52
chip leaving resources also to house simple user-logic. The
set of mezzanines is completed with the White Rabbit one
(Fig. 2d). White Rabbit [5] is a fully deterministic Ethernetbased network for control data transfer and sub-nanosecond
synchronization. It is extensively used at CERN and beyond
for critical applications demanding very high synchronization accuracy. Note that the White Rabbit protocol operates
in the physical and data link layers of the OSI model. It does
not deﬁne higher layers as the aforementioned Industrial
Ethernet protocols.

(a)

(b)

(c)

(d)

Figure 2: Interchangeable mezzanines for radiation-free and
radiation-exposed applications.

DISTRIBUTED I/O TIER MODULAR
ELECTRONICS KIT
First Idea - Pizza Boxes
Our ﬁrst approach for shared electronics in the Distributed
I/O Tier was to design a so called "pizza box". It is an already established concept of deploying electronic boards
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enclosed in a 19” rack-mountable box with integrated power
supply. Such an enclosure usually has the height of one or
two rack units (where 1 rack unit is 44.50 mm). In the frame
of the Distributed I/O Tier project we aimed to provide
users with two hardware variants: for radiation-exposed
and radiation-free areas. Each box would include a generic
FPGA-based board in the form factor of the MTCA.4 Advanced Mezzanine Card (AMC) [6]. The AMC has FMC
slots and a Rear Transition Module (RTM) connector. One
of the FMCs is used to plug a mezzanine for ﬁeldbus communication, as described in the previous section. The other
FMC, together with the RTM connector, would be left for
the user to customize the box by attaching any applicationspeciﬁc boards.
The idea initially seemed to be very ﬂexible and able
to cover various applications, but was ﬁnally abandoned.
The ﬁrst issue was the need for more modularity and I/O
density per number of 19” rack units. For systems where
precise measurements need to be performed, good channel
isolation is required and therefore not many analog channels
can be squeezed on a single RTM board. One could of
course deploy multiple pizza boxes in the same rack, but
controlling only a few channels from one FPGA would be a
waste of rack space and resources.
The other argument against the pizza boxes is heat dissipation. In the radiation-exposed areas, where access is
very restricted and service interventions are limited, it is
better to avoid mounting fans for cooling every single box.
In that case, stacking multiple horizontally mounted boards
would trap warm air between the pizza boxes. This is completely different in a crate setup where boards are installed
vertically and warm air is free to ﬂow to the top of a rack.

Modular Crates with a Simple Inter-board Communication
An alternative that addresses the pizza-box limitations, is
the modular crate approach. Many of the equipment groups’
developments currently deployed in the Distributed I/O Tier
are 3U Euro crates (Fig. 3). A Euro crate is a 19” rack

Figure 3: 3U custom Euro crate example.

mountable box, 3 rack units high, that hosts multiple Eurocards connected together through a custom backplane. The
standard deﬁnes mechanical concepts like the dimensions
and card slides in the crate, and leaves open the choice
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of backplane connectors and the communication bus between the cards. Components to assemble such a chassis
are rather cheap and easily available from the local CERN
store, which makes it a very attractive solution for various
modular electronics applications. The ﬂexibility of Euro
crates gave equipment groups over the years a great way
of making their custom designs according to the needs of
their particular application. However, in the absence of a
centralized support in the Distributed I/O Tier, this freedom
caused also a proliferation of electronics solutions.
Currently, equipment groups use custom backplane
designs differing among the groups and projects. The
connector system used to plug the cards is always a
multi-row DIN 41612 (the same one used in the VME
crates), which is suitable for the low speed needs of
the currently deployed systems. Although designing a
custom 3U backplane is feasible for slow communication,
it becomes challenging to ensure proper signal integrity
for high-speed (tens of MHz) transmission. The DIN
41612-type connector itself is also not well suited for fast
signaling. The use of differential pairs and single-ended
signals with additional ground pins for the return currents
could be a solution, but the connector does not provide
enough pins to do that.
The target of the new modular electronics in the Distributed I/O Tier is to create a CERN-wide standard for high
speed communication over the backplane for these 3U Euro
crates. An important principle of the project is to stay close
to the standards used in the industry to beneﬁt as much
as possible from the work already put into designing the
backplanes and simulating their signal integrity. The characteristics of several off-the-shelf backplanes, used also in the
Front-end Tier of various control systems, were thoroughly
examined:
• MicroTCA.4 was excluded based on the mechanical
requirements. Distributed I/O Tier electronics are often part of safety-critical systems installed close to a
very expensive accelerator equipment, like bending
magnets or power converters. Dry contact or short circuit in the backplane connector may prevent a system
from detecting a quenching magnet, therefore destroying the magnet. MicroTCA uses an edge connector
which densely packs 170 pads in two rows. It requires
precise PCB manufacturing and careful card insertion
to guarantee good contact. The other two standards
(PXIe, Compact PCI Serial) use a more reliable multirow pin connectors which we prefer for this kind of
applications.
• PXIe deﬁnes more reliable multi-row pin connectors,
but has an active backplane. For radiation-free areas
this would not have been an issue, but in this project we
need to cover also installations in the radiation-exposed
zones. For these, the best solution is a completely passive backplane - containing only differential and single
ended lines. Otherwise, any active component in the
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All the backplanes listed above utilize modern communication protocols like PCI-Express, SATA, USB and Ethernet.
These are however overcomplicated for the Distributed I/O
Tier electronics as the peripheral cards can be very simple
devices. In particular, they can just contain opto-isolators
for digital I/O lines, or ADCs/DACs for analog channels.
The plan for the common Distributed I/O Tier modular
electronics is to reuse the Compact PCI Serial backplane as
a set of differential and single-ended lines. It could be used
either in the existing 3U Euro crates or with an off-the-shelf
chassis, depending on the project needs. The fully passive
backplane enables using it with a simple (and better suited
for Distributed I/O Tier applications) communication bus.
Fast SPI (Serial Peripheral Interface bus) channels are well
suitable for the main, point-to-point data exchange between
the boards (Fig. 4). It is a full-duplex bus which is simple to
implement in an FPGA (also for the radiation-tolerant variant) and can work even with hundreds-MHz clock. It is also
a solution widely used in the current CERN custom electronics. SPI gives the ﬂexibility of plugging both the simple
(e.g. including only ADCs, DACs or GPIO Expanders) and
more complex boards (e.g. including FPGA for data preprocessing). The former would have the ADC/DAC chips
connected directly to the SPI interface in the backplane.
The latter could use the SPI to receive commands from the
System Board depending on the desired application. These
fast SPI buses are speciﬁed, to ensure interoperability between Peripheral Boards designed by different groups. One
could for example foresee that a radiation tolerant ADC or
GPIO Expander board designed for one application could
be useful for many other Distributed I/O Tier systems.
If, for a given application, the SPI interface is not a good
choice, the user can also implement any other communication bus according to the speciﬁc needs, because the System
Board will have the backplane lines connected to the onboard FPGA.
Besides the star topology of the SPI channels going from
the System to Peripheral Boards, a shared Service Bus and
multi-drop interlock (interrupt) lines are also foreseen - see
ﬁgure 4. The Service Bus would contain a slow shared
SPI bus (to expose various management and diagnostics
information like the board ID or the temperatures readout)
and a JTAG chain to be able to remotely reconﬁgure FPGAs
on Peripheral Boards.
1

Fast SPI

Service Bus
Interlocks

Peripheral Slots
Figure 4: Distributed I/O Tier backplane example (4-ports).

The boards hierarchy would remain according to the Compact PCI Serial standard i.e. one main System Board in a
crate communicating with the ﬁeldbus and exchanging data
over the backplane with multiple Peripheral Boards. Figure 4 presents a 4-port example (for simplicity) of such a
backplane.
The project includes the design of two System Boards:

• for radiation-free areas - System-on-Chip (SoC) based,
using a powerful Xilinx Zynq SoC or Xilinx Zynq
UltraScale+ MPSoC with an FPGA and a multi-core
ARM for data collection and processing according to a
user application, with DDR memory and FMC slot
• for radiation-exposed areas - Flash FPGA based, using
a Microsemi ProASIC3 or IGLOO2 FPGA for data collection and processing according to a user application,
with FMC slot.

Both boards need to have an FMC slot to enable ﬁeldbus
communication using one of the previously described FMC
mezzanines. The processing power of these two System
Boards will be very different. That is because also the needs
in radiation-free areas are much different from these for the
radiation tolerant electronics. For the safety-critical systems
running in the radiation-exposed zones the complexity of
electronics and data processing is reduced and pushed to
the Front-end Tier. Actions performed by these systems
can be described in four simple, but critical steps: sample
inputs, check if the values are above some predeﬁned
threshold, drive outputs, send postmortem data over a
ﬁeldbus to the Front-end Tier. On the other hand, much
more computationally expensive applications can take
place in the radiation-free areas, like for example the power
converters regulation.

Available on request from the connector and backplane manufacturers.
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backplane would have needed to be qualiﬁed under radiation and could be a potential source of unreliability.
• Compact PCI Serial deﬁnes an industrial off-theshelf fully passive backplane. It is used in various
transportation applications [7]. It has robust mechanics to mount cards in the chassis and plug them to a
backplane using AirMax VS, a multi-row pin connector. The connector has proven its reliability in various
vibration and shock tests1 .
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THREE SERVICES FOR HARDWARE IN
DISTRIBUTED I/O TIER
We plan to gather the hardware solutions described in the
previous sections into three centrally supported services for
the Distributed I/O Tier custom electronics:
• Communication chips
• Interchangeable mezzanines
• 3U crate with generic FPGA-based boards
The most sharing and reuse between the equipment groups
can be achieved using a 3U crate with a generic FPGAbased board. A new development could be based on this
form factor and that would reduce the work ﬂow to a design
of custom Peripheral Boards speciﬁc to a given application,
and focus on ﬁrmware implementation for the provided
FPGA-based main board.
For systems that cannot beneﬁt from this new form factor,
a custom FMC carrier in any desired format can be designed
to use one of our FMC mezzanines. This way the system
can still beneﬁt from a centrally supported ﬁeldbus communication. All the mezzanines will have FPGA resources
available to the ﬁnal user, therefore they can be used as the
main system FPGA. This will reduce the PCB design effort
to a simple, standalone, application-speciﬁc FMC carrier.
Finally, if none of the above solutions can be used, we
also plan to provide a CERN-wide support for the communication chips (nanoFIP [8] for WorldFIP and NetX52 [3]
for Ethernet-based ﬁeldbuses). In that case, developers can
beneﬁt from our reference designs, HDL IP-Cores to conﬁgure and interface with these chips, and all the expertise
on the ﬁeldbus communication.

CONCLUSIONS
At CERN we are moving towards a centralized support
for custom electronics in the Fieldbus and Distributed I/O
Tier of the control system. We plan to develop a modular
service consisting of a set of interchangeable FMC mezzanines and a 3U crate with two generic FPGA-based boards
to cover the needs in radiation-exposed and radiation-free
zones. By providing different building blocks we target the
fast integration of the modules by different users that either
develop new systems or renovate existing ones. With this
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project we also bring industrial standards to the world of
custom Distributed I/O Tier electronics at CERN. The interchangeable FMC mezzanines implement Industrial Ethernet
ﬁeldbuses (PROFINET, EtherCAT, EtherNet/IP, POWERLINK) for radiation-free areas, complemented by WorldFIP
and POWERLINK for radiation-exposed areas. The modular crate proposal improves a well established 3U Euro crate
standard by using an off-the-shelf Compact PCI Serial backplane for high speed inter-board communication. Finally,
two FPGA-based 3U System Boards (for radiation-free and
radiation-exposed areas) hosted in the Euro crates provide
a generic platform for application-speciﬁc HDL modules
designed by the equipment groups.
We believe that the modular approach described in this
paper can be applied also in other control systems. We want
to trigger the interest outside CERN for providing a centralized support for custom electronics in the Fieldbus and
Distributed I/O Tier and build a new inter-lab collaboration.
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A POSITION ENCODER PROCESSING UNIT
R. Hino†, T. Le Caer, F. Le Mentec, P. Fajardo, N. Janvier, ESRF, Grenoble, France
Abstract
Typical motion controllers rely on a feedback position
encoder to detect the actuator output and correct for external factors. Recent advancements in positioning systems increased the demand for the ability to process a
variety of sensors and use the result to feedback the motion controller. In addition, data acquisition tools are
becoming essential for metrology purposes to diagnose
and analyse the behaviour of the system. A multi-sensor,
multi-protocol unit with processing and data acquisition
capabilities has been developed to address these requirements. Here we describe the main features of this unit, its
internal architecture, and few examples of application.

INTRODUCTION
Modern high-accuracy positioning systems require a
complex set of feedback information to correct the actuator position for external factors. The feedback information
is obtained from several sensors that measure the position
of the actuator, as well as any other relevant environmental physical quantities such as the temperature of the
room.
The first difficulty with this approach is that typical
motion controllers handle no more than one or two feedback sensors, usually a position encoder. That means that
in multi-sensors cases, their information must be first
processed and then synthesized as a single encoder for the
motion controller. In other words, a mathematical function should be applied to the incoming data and the result
be sent to the controller using an appropriated encoder
protocol. This function will depend on the specificities of
the system and therefore should be derived for each application.
Secondly, the encoders may use different protocols to
transmit the measurement information. This requires
appropriated readout devices to deal with each one of
them. Popular encoders use quadrature signalling or SSI,
BiSS-C, EnDat, and HSSL protocols. Moreover, not only
can a system use encoders with different protocols but
also similar encoders with distinct characteristics, for
instance, two BiSS-C encoders with different data
lengths.
The third and last aspect is the need of data acquisition
capabilities for diagnostics and metrology purposes. The
increasing complexity of high-accuracy systems demand
sophisticated metrological tools to analyse their behaviour
and performance. These tools should be able to retrieve
the information from the relevant sensors, store it in a fast
access buffer, and transfer it to the host computer for
subsequent analysis.
___________________________________________

† hino@esrf.fr

Pre-engineered [1] and turnkey [2] solutions exist to
deal with multi-protocol encoders processing. However,
their specific architecture and considerable cost constitute
an obstacle for generic applications at the ESRF. Thus, to
address the features described above, a new electronic
unit, PEPU, has been designed to handle up to six encoders with different protocols, process the received data
according to a user-defined function, and emulate feedback information to the motion controller. In addition,
PEPU has the necessary data acquisition capabilities for
the needs of metrology of complex systems. The design
has been carried out having in mind the specificities of
the ESRF applications and the integration of the unit in
the existing control environment.
The next section describes the functional aspects of
PEPU and gives details about its internal architecture.
Then, a section discusses the implementation aspects of
the unit. The following section presents some examples of
applications and, finally, the last section presents the
conclusions and the future improvements.

FUNCTIONAL DESCRIPTION
The Fig. 1 depicts the PEPU functional block diagram.
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I/O s
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Figure 1: PEPU functional block diagram.
The controller allows the connection of PEPU to a host
computer through the network (Ethernet) for remote control and data retrieval purposes. The controller treats, for
instance, the configuration aspects by executing the
commands received from the host.
On its side, the calculation block is in charge of performing operations on the incoming data according to a
user-defined mathematical function. The outcome result
can be transmitted through an output channel or pushed
into the data acquisition buffer.
PEPU has six input channels that can handle both
RS422 and LVDS signalling encoders. In addition, these
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six channels can also provide the encoders with a remote
sensed power supply. The input channels can be individually configured to deal with incremental encoders as well
as absolute encoder protocols such as SSI, BiSS-C,
EnDat, and HSSL.
The unit has also two output channels to transmit data
by means of an encoder protocol using either RS422 or
LVDS electrical standards. These channels can generate
quadrature signals and support the SSI, BiSS-C, and
EnDat protocols. The information to be transmitted by
these channels can be the outcome result of the processor
of the input channels or the data provided by the host
computer.
The data acquisition block deals with the collection and
organization of data to be stored in its buffer. It contains a
2 Gbit memory that is filled up with the values of the
channels or processing results selected by the user. The
acquisition is synchronized with internal or external stimuli such as an order from the host, external trigger signals,
internal timer, etc.
The event manager handles these synchronization and
triggering aspects. Moreover, it controls two pairs of input
and output signals used to synchronize with external devices. These signals are compatible with TTL levels.

IMPLEMENTATION
The Fig. 2 illustrates the implementation of the functionalities described in the previous section.
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Figure 2: PEPU implementation block diagram.
The core of the PEPU hardware consists of a QSeven
[3] single-board computer that runs a tailored Linux kernel in an NXP i.MX6S single-core 800 MHz ARM CPU
along with a Xilinx Kintex-7 XC7K160T FPGA that is in
charge of the low-level operations. These components
communicate with each other through a PCIe link.
The QSeven module ensures the controller functions
described in the previous section. It communicates with
the host by means of bidirectional byte streams in which
commands and responses are transferred as lines of printable ASCII characters through the network. In contrast,
the transfer of larger volume of data is done in binary
blocks for performance reasons.
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The FPGA implements a PCIe endpoint that communicates with the internal HDL cores by means of the ESRFdeveloped E-bone [4]. It also implements the functions of
the encoder interfacing, the calculation block, the data
acquisition system, and the event management. The encoder interfacing is a highly configurable firmware module that handles the encoder protocols mentioned above.
The code is written in such a way that each channel can
be configured independently. The calculation block can
execute up to eight functions simultaneously. Their values
may not necessarily be associated to an output, but they
can contain intermediate information for analysis purposes. At present, this block is limited to the execution of
linear combinations of the input channels, but more complex functions can be introduced by means of a software
plug-in. Presently, the plug-in is a small C-code that is
executed by the controller. The current implementation
refreshes the result of a linear combination in less than
1 µs. On the other hand, even though the actual execution
time of the plug-in is rather short, the controller can only
guarantee a new value every 1 ms due to its non-real-time
nature. The data acquisition system captures the values of
pre-selected channels and manages their transfer to the
embedded 2 Gbit DDR3 SDRAM and the subsequent
transfer to the host. The event manager is responsible for
the synchronization of the internal elements of PEPU and
external devices.
The input and output channels consist of four pairs of
differential signals to cover the needs for incremental and
absolute encoders. All pairs are electrically compatible
with the RS422 standard and two of them can be switched
to LVDS. The RS422 electrical signalling rate can be as
high as 50 MHz but this value should be derated according to the cable length. Similarly, the theoretical LVDS
signalling can reach 400 MHz but the actual figures are
more modest due to physical constraints such as the
length of the cable. The direction of the differential drivers and receivers can be toggled to comply with the different protocols. For instance, SSI encoders require a
clock input in order to output their data, whereas HSSL
devices output both clock and data to the readout system.
The input channels can provide power to the encoders.
PEPU implements 4-wire power supplies with remote
sensing of the actual voltage over the encoder. The output
channels do not provide power to the external devices.
Incidentally, the current implementation allows configuring two of the input channels as output to increase the
flexibility of the unit.
Fast circuits able to produce pulses as short as 5 ns over
50-Ohm coaxial cables drive the two digital TTL outputs.
The voltage levels at the receiver end are compatible with
the TTL logic whether the cable terminates at high impedance or with a 50-Ohm load.
The two digital TTL inputs have the possibility of terminating or not with a 50-Ohm load by means of a front
panel button or by software configuration. These inputs
can detect pulses as short as 5 ns likewise the outputs.
PEPU is available in a standard 1U height 19-inch rackmountable enclosure as illustrated in Fig. 3. The front
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panel features the connectivity for the input channels
(female D-sub), the output channels (male D-sub), the
network (RJ-45), and the digital I/Os (coaxial Lemo00). A
number of luminous indicators provide information about
the status of the communication link, the channels, and
the digital inputs termination. The unit is powered directly
from the mains in the rear panel.
At the time of writing this paper, a few units with a preliminary firmware that addresses the features described
here have been manufactured and fully tested in laboratory. High-accuracy systems under development at the
ESRF already use PEPU in the control chain and they are
expected to be deployed at the beamlines in the coming
months.

Figure 3: PEPU physical aspect.

APPLICATIONS
An example of application of PEPU in a multi-sensor
positioning system is illustrated in Fig. 4.
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in. Then, PEPU emulates an encoder that transmits the
feedback data to the motion controller.
All data transiting through PEPU can be captured and
stored in its internal buffer for subsequent data transfer to
the host for metrological or other purposes. Calculated
values can also be transferred whether they are associated
to an output or not.
This example also illustrates the protocol conversion
capabilities of PEPU. A temperature sensor transmits its
data using the SSI protocol. PEPU converts this data in an
incremental quadrature signalling for the subsequent
external device.

CONCLUSIONS AND IMPROVEMENTS
This paper presented PEPU, a new electronic unit for
encoder processing optimized for the ESRF applications.
The unit is highly configurable to handle multi-sensor and
multi-protocol systems. It has an embedded calculation
block that allows the processing and synthesis of the incoming data for feedback or analysis purposes. Additionally, its data acquisition capabilities makes PEPU a powerful metrological tool. The unit is in use in high-accuracy
positioning systems under development at the ESRF and
will be soon deployed at the beamlines. New features are
foreseen in the near future. They include the implementation of embedded real-time arbitrary calculations to expand the processing capabilities beyond the current linear
combinations, the possibility of bi-directionality for all
channels, and an electronic cam for synchronization with
external devices.
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FPGA-BASED BPM DATA ACQUISITION FOR LCLS-II
Till Straumann, Sonya Hoobler, Jeff Olsen,
Chengcheng Xu, Andrew Young, SLAC, Menlo Park, CA, USA
Abstract
The LCLS-II facility currently under construction at
SLAC will be capable of delivering an electron beam at
a rate of up to almost 1MHz. The BPM system (and other
diagnostics) are required to acquire time-stamped readings
for each individual bunch. The high rate mandates that the
processing algorithms as well as data exchange with other
high-performance systems such as MPS (machine-protection
system) or bunch-length monitors are implemented with
FPGA technology. Our BPM-processing firmware builds on
top of the SLAC "common-platform" [1–3] and integrates
tightly with core services provided by the platform such as
timing, data-buffering and communication channels.

INTRODUCTION
A new BPM data acquisition system has been built for
the LCLS-II XFEL which is capable of acquiring beamposition readings at a sustained bunch rate of up to 1MHz
while resolving individual bunches. It can be configured for
different types of BPM pickups (striplines, cavities) which
require different processing algorithms. Due to the high
beam rate these algorithms must be implemented in FPGA
logic.
Some systems (e.g., machine-protection, MPS) intrinsically operate at the full beam rate whereas most diagnostics
(BPMs among them) capture time-stamped readings into
deep on-board buffers. Capturing can be triggered and configured in a globally synchronized way in co-operation with
the timing system. The buffers are then read-out by software
and can be correlated with other diagnostics by aligning timestamps off-line. This facility is called beam-synchronous
acquisition or BSA.
The system builds on top of the SLAC Common Platform Architecture [1–3] which is an ATCA carrier hosting a
FPGA with a framework of core firmware blocks (communication protocol stack, JESD204, timing, machine-protection,
deep BSA data buffers etc) which are common to several
high-performance systems (BPMs, bunch-length monitors,
machine-protection etc.).
BPM is considered a specific application on top of
the common-platform. Application-specific AMCs (e.g.,
high-speed digitizers) can be mounted on the carrier and
application-specific FPGA logic is integrated with the
common-platform firmware.
In the following we shall describe the BPM-specific aspects of this system.

Figure 1: Block diagram of an entire ATCA shelf/crate
which can host multiple AMC carriers each supporting different applications.

HARDWARE
Most of the BPM data acquisition hardware consists of
common-platform components which can be shared with
other subsystems (see also [1–3])
• COTS ATCA shelf with cooling, power-supplies, shelfmanager.
• COTS 10GigE switch blade (in slot 1).
• Timing distribution and MPS concentrator blade with
RTM (rear transition module).
• Embedded linux server PC with connectivity to the
10GigE switch as well as the control-system LAN.
or are at least standardized
• Common platform carrier board.
• RTM with diagnostic connections.
• AMC modules (where applicable).
Figure 1 shows the topology of a complete ATCA shelf
hosting multiple carriers and shared resources. The BPM
subsystem we describe here can support up to two BPMs on
a single carrier (i.e., more BPM carriers could be added to a
single shelf).

Stripline BPM
Stripline BPMs measure position by detecting the amplitudes of the signals induced at two stripline pickups located
at opposite walls of the beam pipe and computing the difference of these amplitudes (normalized to the sum of the
amplitudes) [6]. Differential drift of gains in the two signal
paths affect this “small difference of big numbers” type of
measurement.
In order to overcome this problem a special AMC with
the traditional SLAC on-line calibration circuit [4, 5], gain
stages, filtering and high-speed ADCs was developed for
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Figure 2: Block diagram of a single ATCA carrier with
special-purpose AMCs for stripline BPM support (2 BPMs).
The AMC features front-end electronics (gain, filters, attenuators), analog switches and a calibration tone generator as
well as high-speed ADCs (jesd204b). These features are
controlled from the main FPGA on the carrier.
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Figure 4: Block diagram of ATCA carrier with generalpurpose ADC AMCs for cavity BPM support (2 BPMs). The
front-end electronics including X-band mixers are hosted by
a chassis which is located physically close to the cavities in
the tunnel.

stripline BPMs. A block diagram of the hardware is shown
in Fig. 2.
The switches involved in the calibration process are controlled by BPM firmware which is integrated in the FPGA
on the carrier card.
The sampling frequency for stripline BPMs is 370Mhz
with an analog system bandwidth of 30MHz centered around
300Mhz (stripline length is approximately 4.5in).

Cavity BPM
Figure 5: Block diagram of the BPM application firmware.
Turqoise blocks are specific for stripline BPMs (detection
algorithm) and are replaced by a different module when FW
is instantiated for cavity BPMs. Blue blocks are common to
all types of BPMs.

Figure 3: Block diagram of the X-band receiver chassis.
Analog preprocessing of cavity BPM signals (downconversion from X-band) is implemented upstream of the
ATCA system in a separate chassis (Fig. 3) which is installed
in proximity to the cavities. Thus, for subsequent data acquisition a “multi-purpose” high-speed ADC AMC (which is
also used by other applications) can be employed (see block
diagram in Fig. 4).
The cavity BPM ( f 0 = 11.424GHz, Q L = 2000..3000)
IF signal ( f I F = 40MHz) is sampled at 370Mhz. A 60MHz
low-pass filter provides alias-rejection.

FIRMWARE
As a common-platform “application” the BPM firmware
leverages the many services offered by the common firmware

such as clock generation, register access, communication
(UDP, JESD204b, AXI) just to name a few. In fact, the application firmware is just one block embedded into the common
platform. It is presented with a number of interfaces:
• Clocking
• ADC sample stream
• timing message bus
• AXI interconnect (various streams as well as AXILite)
The BPM firmware uses the information from the timing
message bus to generate several triggers and for obtaining
timestamps which are attached to the processed readings.
The stream of raw samples along with triggers are supplied1 to a “processing module” which implements the detection algorithm for specific types of BPM (stripline vs.
cavity) as shown in Fig. 5.
Readings out of the processing module are post-processed
(e.g., scaling, timestamps) and eventually forwarded to multiple data sinks:
1

Via a multiplexer which permits permutations of channel assignments
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• Decimated readings (along with the raw sample waveform from which they were computed2 ) are streamed
to software.
• Full-rate readings are optionally sent to other HPS
(high-performance systems) applications e.g., bunchlength measurement (BLEN) residing on a different
carrier. Such messages are distributed via the switched
10G backplane ethernet.
• Full-rate readings are broadcast on an in-firmware “diagnostic bus” where they are e.g., picked up by MPS
and BSA (parts of the common platform firmware [3]).
All processing is performed in fixed-point arithmetic with
a precision of 18 bits (some intermediate results use a higher
number of bits). The reasons (as opposed to a floatingpoint implementation) are less resource consumption and
compliance with the BSA implementation which also uses
fixed-point arithmetic for computing various averages.
While for BPM readings 18-bit fixed-point numbers are
certainly adequate to cover their dynamic range it is nevertheless more cumbersome than handling floating-point
numbers since close attention must be paid to proper scaling
during various steps. Also, the end-results must be re-scaled
to proper physical units.
All parameters of the algorithms and many diagnostics
and slow-readouts are available on a AXILite register interface (the common-platform firmware eventually maps
register access to network operations, i.e., the registers are
accessible from ethernet).

Stripline BPM
Since stripline BPMs measure the (potentially small) difference of large signals a reasonable SNR is always required
for operation and (phase-insensitive) amplitude detection is
sufficient.
The stripline-BPM processing algorithm computes the
RMS of a programmable number of samples after a trigger
event occurs for each pickup electrode (Fig. 5). The acquisition window N is chosen such that the time-domain response
has decayed into the noise floor for i >= N:

RM S =

v
u
t

N −1
2
1 X
x i − x avg
N i=0

where the average x avg is computed by a running-average
filter. Due to the analog system’s band-pass response the only
contribution to this average is a DC-offset of the digitizer.
This method is numerically less sensitive than subtracting
the square of the average from the mean square
p

< x 2 > − < x >2

Position is then estimated by the well-known “difference
over sum” algorithm [6] and the results are handed off (together with status information) to the generic processor.
2

These waveforms are a valuable diagnostic!
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Cavity BPM
Cavity BPMs are capable of delivering much higher resolution than their stripline counterparts [7]. Close to the
center of the device the signal amplitude becomes very small
so that any noise has a direct impact on resolution. Consequently, a phase-sensitive or synchronous detection algorithm is beneficial since it suppresses noise components
which are in quadrature to the signal. An RMS-style detector would be inadequate since its sensitivity at very small
amplitudes tends towards zero.

Figure 6: Block diagram of the cavity-BPM detection algorithm (replaces turqoise blocks in Fig. 5). The algorithm
implements a complex correlator in the frequency domain.
Note that only one axis (u) is shown.
The processing algorithm for cavities depicted in Fig. 6
(for a single axis, u, only) implements a small bank of N
programmable Goertzel-DFT computers for each of the u, v
(position-) and r (reference-) cavity signals which provide
the frequency-domain representations U, V and R, respectively, over a small range of frequencies (which is chosen to
cover the cavity response, of course).
E.g., with M input samples um
Ui =

M−1
X

um e jm φ(i)

m=0

where φ(i) is typically an integer multiple of 2π/M.
The signal out of the position-cavities is proportional to
the beam offset from the center and its charge whereas the
reference signal only depends on the beam charge [7].
Because the reference and position signals are tuned to
the same frequency the complex correlations
Cu =

P N −1
i=0

Ui Ri∗
Ri Ri∗

Cv =

P N −1
i=0

Vi Ri∗
Ri Ri∗

yield a good estimate for the beam position. Note that Cu and
Cv are complex quantities. Their phase-angle represents any
difference in phase (e.g., due to cable-length differences) between the position- and reference- channels. This phase must
be calibrated e.g., by using movers or steering the beam to a
moderate, known off-center position. The position is then
estimated as the real-part of the product of the correlations
with complex scale factors:
û = ℜ{ Au Cu }

v̂ = ℜ{ Av Cv }
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The position estimates û and v̂ denote unscaled, raw values; x and y are obtained by a linear transformation
(scale/offset/rotation) as shown in Fig. 5.
All relevant parameters used by the firmware-algorithm
are software-programmable.

A driver then just looks up the name of the target entity and
uses access operations (such as e.g., getVal()/setVal())
for controlling it.

SOFTWARE SUPPORT

EPICS based BPM-IOC software has been in use at SLAC
(LCLS-1) for many years and a wide variety of higher-level
(e.g., matlab) applications exist using the EPICS PV interface.

The BPM data acquisition meets high-performance requirements as well as offering access to a traditional control
system. The high-performance features include
• Full-rate streaming of pulse-by-pulse data
• Capture of full-rate data into on-board buffers for subsequent off-line analysis (BSA)
The first use case is entirely covered by in-firmware highperformance systems (such as feedbacks, MPS etc) because
the high data rate precludes the use of software solutions.
Dedicated communication channels exist in firmware for this
purpose (“diagnostic bus” and “backplane (BP) ethernet” in
Fig. 5).
The second use-case is covered by the LCLS-2 BSA subsystem which consists of firm- and software components.
BSA is a common-platform feature and BPM can leverage
this service by using firm- and software libraries.
Thus, the principal role of software is that of the traditional
control-system
• Management of parameters for in-firmware algorithms
• Diagnostic and status readout
• Slow readout of position data for operator displays
• Setup, control and readout of BSA
The BPM software only needs to deal with the first three
items. BSA is – as already mentioned – covered by libraries.
Since a BPM software solution already had been developed
for LCLS-1 the LCLS-2 firmware has been designed such
that the LCLS-2 ATCA system can be easily integrated into
the existing BPM software.

Common Platform Support
All communication between software and firmware is
ethernet based and uses a suite of different protocols on top
of UDP [1–3] for register access, streaming of data, bulk
memory transfer etc.
However, the common-platform software (CPSW) framework (c++) shields the user application from all these details
and presents an abstracted view of the firmware entities
which can be introspected and manipulated. CPSW is configured for a particular firmware by means of a description
of the firmware in YAML [8] format which is produced by
the firmware generation process.
All software described as “new components” in the next
section (blue boxes in Fig. 7) builds on top of CPSW and
does not have to deal with protocols, bit-manipulations etc.
as they are often performed by traditional drivers.
E.g., if a particular bit in a register needs to be changed
then the exact offset etc. is described in YAML and automatically handled by CPSW which makes this bit available
as a “value” with a hierarchical name.

Control System Integration

Figure 7: Block diagram of the BPM IOC software.
The BPM-IOC software of which a block diagram is
shown in Fig. 7 already supports a variety of different digitizers and types of interconnect (VME, PCIe, ethernet, ...)
which made integrating a new digitizer straightforward. It
was therefore decided to keep the existing software (green
blocks in Fig. 7) and treat the slow readout channel of the
BPM firmware which provides raw digitizer samples of
highly decimated beam pulses as “just another digitizer”
(supported by a new driver; one of the blue blocks in Fig. 7).
Thus, decimated BPM readings along with raw pickup waveform displays (which are a valuable diagnostic) are available
via the existing BPM software. Note that even slow readings
can be globally synchronized – by means of the timing system – because the BPM firmware uses a dedicated trigger
for such readings.
Full-rate readings are available from the LCLS-II BSA
facility (orange blocks in Fig. 7 which is a common (i.e.,
not BPM-specific) service (consisting of common-platform
firmware, low-level and EPICS-level software libraries).

CONCLUSION
The LCLS-II BPM system leverages the services of the
SLAC common platform to implement high-speed position
acquisition and to interact with other high-performance systems such as MPS or BSA. Slow controls and diagnostics are
governed by the existing LCLS BPM software with which
the FPGA-based acquisition system easily integrates.
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A NOVEL GENERAL PURPOSE DATA ACQUISITION BOARD WITH
A DIM INTERFACE
J. Jadlovský, A. Jadlovská, S. Jadlovská, M. Oravec, D. Vošček, M. Kopčík, J. Čabala, M. Tkáčik,
Technical University of Košice, Košice, Slovakia
P. Chochula, O. Pinazza, CERN, Geneva, Switzerland
Abstract
A new general purpose data acquisition and control board
(Board51) is presented in this paper. Board51 has primarily
been developed for use in the ALICE experiment at CERN,
but its open design allows for a wide use in any application
requiring ﬂexible and aﬀordable data acquisition system. It
provides analog I/O functionalities and is equipped with software bundle, allowing for easy integration into the SCADA.
Based on the Silicon Labs C8051F350 MCU, the board features a fully-diﬀerential 24-bit ADC that provides an ability
to perform very precise DAQ at sampling rate up to 1kHz.
For analog outputs two 8-bit current-mode DACs can be
used. Board51 is equipped with UART to USB interface
that allows communication with any computer platform. As
a result the board can be controlled through the DIM system.
This is provided by a program running on a computer publishing services that include measured analog values of each
ADC channel and accepts commands for setting ADC readout rate and DACs voltage. Digital inputs/outputs are also
accessible using the DIM communication system. These
services enable any computer on a common network to read
measured values and control the board.

INTRODUCTION
The main motivation for the development of the Board51
is to provide a general purpose low-cost device suitable for
data acquisition of analog sensor values. The digital and analog outputs extend its application in various cyber-physical
applications. The device has been developed mainly for educational purposes and will be used in several applications
at the Center of Modern Control Techniques and Industrial
Informatics at the Department of Cybernetics and Artiﬁcial
Intelligence, FEEI, TUKE or at CERN. Two main mechanisms have been developed to monitor and control the board.
The ﬁrst option is the use of the MATLAB programming
library, which allows for collection and processing of measured data, as well as the control of the board directly through
the MATLAB functions. The second approach is based on a
server application that mediates measured data and control
the board using the DIM system [1]. This approach ensures
compatibility with the communication architecture used in
CERN experiments.

HARDWARE DESIGN OF BOARD51
The Board51 measuring board, shown in Fig. 1 is based
on the C8051F350 micro-controller from Silicon Labs.
Schematic design of the C8051F350 can be seen in Fig. 2.
This chip has been selected for this application because its

manufacturers focused on analog interfaces. It is equipped
with a 24-bit 8-channel fully diﬀerential ADC with a sampling frequency of up to 1 kHz. This allows you to perform
fast and very precise analog measurements, while the builtin multiplexer allows you to perform measurements between
any channels or between the selected channel and the analogue ground. Since it has a large resolution, it must be
provided with an accurate and constant reference voltage.
This is ensured by the LM4121, which is calibrated to a 3V
voltage and can be ﬁne-tuned with a precision potentiometer
mounted on the board.

Figure 1: General purpose measuring board Board51.

Figure 2: Schematic design of C8051F350 MCU.
Other important peripheral devices on this board are the
two 8-bit current DACs that are connected via the resistors to
an analogue ground, providing a voltage output instead of a
current. Operational ampliﬁers are connected to the outputs
with an adjustable ampliﬁcation ratio so that the connected
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load does not cause a voltage change on the DACs and at
the same time that the range of the output voltage can be
adjusted.
From digital interfaces, this board mainly uses three pulsewidth modulated outputs operating at 62 kHz with 8-bit
resolution. In addition, three universal digital inputs/outputs
can be used to control or detect the status of digital devices.
The board itself has no network interface, therefore a
supervising computer is needed to connect the board to
the system’s communication architecture. The computer
connects to a USB 2.0 interface that is emulated by the
FT230XS controller. It mediates communication between
the USB interface and the UART interface located in a MCU.
In this way, it appears to the computer as a virtual serial
device.
The board can be powered from three sources. One of the
options is to power the board through a power jack connector
where a voltage of 5 to 26 volts can be applied. The most
common way of powering the board is through the USB
connector as the USB interface is used to connect to the
supervisor computer. This type of power is used in almost
all applications. The least frequent power supply source
is the use of a programming adapter, but since it does not
make sense for the programming adapter to be connected
over the entire operating time of the board, this power supply
is hardly ever used. Except for analog interfaces, the whole
board works at the 3.3V logic, while all analogue interfaces
are calibrated to a maximum usable voltage of 3 V. If necessary, the reference voltage of the analogue interfaces can be
changed by the mentioned precision potentiometers.

MCU PROGRAM
The program at the MCU level is written in C language,
consisting of several modules, each of which provides control of another peripheral device. The master module initializes all other modules and then enters the empty endless loop,
as all the board’s functionality is ensured by interrupts from
the peripherals. The interconnection of the program modules of MCU program is shown in Fig. 3. The Board51 with
this MCU program is also used in the ALFRED architecture
as the FEE interface [2].
The UART module provides all communication with the
parent computer. Within a UART interrupt, the received
byte is stored in the receive buﬀer and a byte from the send
buﬀer is sent to the parent computer. After receiving the
entire four-byte command, the module to be targeted with
the current command is marked in the ﬁrst character. The
entire command is then routed to the corresponding module.
ADC module manages the ADC functionality. It allows
for processing of three commands, the ﬁrst one to execute a
single ADC conversion, the other to run continuous ADC
conversion and the third to stop the the current conversion.
The commands also contain the channel numbers between
which the measurement is to be made, as the ADC operates
in diﬀerential mode. Subsequently the multiplexer is set
to the desired channels before starting the conversion. The
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Figure 3: The logical deployment of MCU program’s modules.

function itself is not waiting for the end of conversion, but
after the conversion is complete, the interrupt is triggered,
where the measured data is copied to the send buﬀer and the
UART module will send it to the computer.
The DAC module serves the operation of the DAC. In
the received command, the requested channel and the value
representing the requested voltage are encoded. The PWM
module ensures the operation of timers generating a PWM
signal. In the received command, there is information about
the selected channel and a duty which should be assigned to
that channel.
The DIO module manages the setting of three digital inputs/outputs channels. This module provides three commands. The ﬁrst is to set the mode of selected channel to
the input or output. If the output mode is selected, a logic
zero is provided on the output terminal. If the input mode
is selected, the channel is conﬁgured to a high impedance
state. Another command is to set the logic value on a given
terminal, either at 0V or 3.3V if the channel is set to the
output mode. The functionality of last command is to read
the logic value on the channel when it is set to input mode.
The readout value is written to the send buﬀer and the UART
module sends it to the computer.

MATLAB LIBRARY
Due to the ease of use of this board with the MATLAB
simulation environment, an interface that would ensure communication between the Board51 and MATLAB was created.
This interface is realized in form of a library in the MATLAB
simulation environment to enable the board to be controlled
directly by the functions provided by the library.
The library is implemented as a Board51 class in the
MATLAB simulation environment, with individual board
functionalities being accessed using member functions of the
class. The creation of the class object is based on the name of
the serial port to which the board is attached. Subsequently,
the serial line is initialized and opened, if the port could not
be opened, an error message is displayed. After successfully
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Figure 4: The hierarchy of DIM services and commands created by the program.
opening a serial line, workspace creates a class object that
can then be accessed. There are three functions to work with
the ADC. The ADCSingle function serves to execution of
a single measurement using the speciﬁed ADC channels.
After reading the measured value from the board, this value
is converted to the voltage that is returned by the function.
In the ADCContinuous function, the desired time interval
during which the continuous measurements are executed has
to be speciﬁed. This function is especially useful for a series
of measurements when measurements are required at precise
time intervals, since the ADC conversions are triggered in a
MCU rather than in the MATLAB simulation environment.
After the desired time has elapsed, the function returns the
time vector when the measurements were made and the
vector of the measured voltages.
The ADCIdle function is used to stop the measurement
that is currently being performed, or to stop the series of
measurements.
The IDAVoltage function allows one to set the desired
voltage on the selected DAC, ranging from 0 to 3 V. The
PWMDuty function serves to set the PWM duty on a selected
PWM channel in the range of 0 to 100 percent.
Work with digital inputs/outputs is provided by the three
functions, DIOMode allows to set a speciﬁc pin to either
input or output and DIORead serves to read the logic value of
the pin if it is set to input mode. The last function DIOWrite
allows to write a logical value to selected pin, but only if the
pin has been set to output. In all functions, input parameter
range control is built in, so if the user attempts to call any
of the functions with a parameter that is outside the allowed
range, the function will end with an error message.

THE DIM INTERFACE
This application enables the Board51 functionality to any
device over the shared computer network. The software
on the parent computer level provides a number of DIM
services and commands to control the digital and analog
outputs of the board as well as to read data from the digital
and analog inputs of the board. While it is necessary to
send a command to change the value of outputs of the board,

reading of the values from the digital and analog inputs is
done automatically within the selected time interval.
The supervisor computer’s program must be able to communicate with the board via the USB interface and at the
same time provide data and control options to other computers on the network via a DIM system. The software is
implemented in C++ language so that it can be compiled
and run on any computer running Microsoft Windows or
any Linux distribution. The program consists of two main
modules, the Control and the Serial. The main thread of the
program is to initialize the Control module and then go to
the endless loop as all the functionality is initiated by the
callback functions.
The Serial module is used to forward data between the
board itself and the Control Module. When initializing,
it will connect to the selected virtual serial port that was
created after connecting the board to the computer. Within
initialization the transfer rate, the number of stop bits, the
parity bit, and the required transmission timeouts are set. If
the connection to the serial port has not been successful, the
program will end with an error message. After ﬁnalizing
the initialization, the Serial module provides functionality
to read, write or close the serial connection to the Control
module. The write function waits for the data to be sent, if it
fails, it will cause an error message. The read function waits
until it receives the required number of bytes speciﬁed by
the Control module. In case of unsuccessful receipt of the
expected data it will also cause an error message.
The Control module includes all the other functionality.
After its startup, the Serial module initializes the connection
to the board. Subsequently, DIM creates services that publish the values obtained from the board. There are eight services (AINx) providing the voltages measured between the
ADC’s channels and analogue ground, four services (DAINx)
providing voltages between adjacent converter channels and
three services (DIx) providing logical levels on digital I/O
pins. The generated DIM commands allow the client computers to control the board though the network. It is a command
(INTERVAL) allowing to change the period of analogue and
digital readings from the board, two commands (IDAx) to
set the voltage on the DACs, two commands (PWMx) to set
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Figure 5: The WinCC OA visualization window.
the duty of PWM channels, three commands (DOx) to set
the digital channels levels and three commands (DMx) to set
the digital channels modes. The hierarchy of DIM services
and commands created by the program for the supervisor
computer is shown in Figure 4.
After accepting the INTERVAL command, the software
timer is set in a program whose callback execution period
is based on a value received in the command. After calling
the callback function, all selected values are measured using
the ADC on the board and then published to corresponding
service. Logical values are also measured on the individual
digital inputs and are sent to the appropriate service. After
receiving some of the other commands, the corresponding
callback function is called, in which the selected operation
is performed to set the appropriate periphery on the board.

WinCC OA Visualisation
In order to test the correct operation of the software for
measuring and distributing data using the DIM system, a
simple visualization has been developed in the WinCC OA
SCADA/HMI system. This visualization shows the measured voltages on all channels including voltages on diﬀerential channels. The measuring board itself is connected to
the Raspberry Pi single-board computer, where the aforementioned program was used to mediate board’s options via
the DIM channel.
After execution, the visualization program connects to the
DIM server BOARD51/ttyUSB0 and searches for all available services and commands registered at the DIM Name
Server, those are mapped to the Data-Points in WinCC OA.
Subsequently, it is possible to set the interval in which the
individual measurements are performed, after which all the

measured voltages as well as the logical values on the digital
inputs of the board are displayed. With the visualization, it
is also possible to set the voltage on DAC’s, duty on PWM
channels, or logical values on digital outputs. The window
of the visualization is shown in Fig. 5.

CONCLUSION
The purpose of this paper is to present a new general
purpose data acquisition and control board named Board51,
together with the software for connecting the board to the
MATLAB simulation environment as well as the application for data distribution and control of the board through
the DIM system. This application makes it possible to connect the board with an existing communication architecture
used in the detector control system of the ALICE experiment including the direct connection to the WinCC OA
SCADA/HMI system.
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APPLICATION OF SOC BASED APPLICATIONS IN THE TPS CONTROL
SYSTEM
Y. S. Cheng, D. Lee, C. Y. Liao, K. H. Hu, K. T. Hsu
National Synchrotron Radiation Research Center, Hsinchu, Taiwan
Abstract
System on a chip (SoC) based system widely apply for
accelerator control recently. These system with small
footprint, low-cost with powerful CPU and rich interface
solution to support many control applications. SoC based
system running Linux operation system and EPICS IOC
embedded to implement several applications. TPS (Taiwan
Photon Source) adopts some SoC solutions in control
system, includes alarm announcer, RadFET reader,
frequency and divider control, power supply control, etc.
The efforts for implementing are summarized in this paper.

INTRODUCTION
Using a circuit board to implement functions as a
computer is called SBC (single-board computer) [1]. Its
applications cover in telecommunications, industrial
control, blade and high density servers, and lately laptops
and mini-PCs, etc. Duo to the latest generation SoC
technology, putting all major functionality into an
integrated chip, educational used credit-card size SBC [2]
likes the Raspberry Pi (RPi) and Banana Pi (BPi) are highly
successful products. The BPi is the latest product of such
category with powerful CPU, low power consumption
SBC indeed, and the area of circuit board is only as credit
card size.
The BPi which design idea is similar to the RPi-style
SBC, and it is a fork of the RPi project using different
components while maintain compatibility as much as
possible. Moreover the BPi is added the functions of SATA
interface, infrared transmission, microphone, USB-OTG
ports, power button, reset button, etc. Then the BPi has 40pin GPIO which is compatible with the RPi. The CortexA7 SoC as CPU/GPU, DDR3 memory and Gigabit
Ethernet connection are applied on the BPi. The hardware
specification of BPi is shown as Table 1 [3]. Linux-based
operation system can be worked well on the BPi.
Table 1: Hardware Specification of the Banana Pi
Banana Pi M2+/M2U/M3
CPU

Coretx-A7 H3 Quad-core 1.2GHz
Coretx-A7 R40 Quad-core 1.5GHz
Cortex-A7 A83T Octa-core 1.8GHz

The TPS control system of 3 GeV synchrotron light
source is also based on the EPICS framework [4]. The
EPICS toolkit provides standard tools for display interfaces
creation, archiving, alarm handling, etc. Big success of
EPICS is based on the definition of a standard IOC (Input
Output Controller) structure together with an extensive
library of driver software for a wide range of I/O cards. The
EPICS framework which has various functionalities is
employed to monitor and to control on embedded
applications of accelerator system.

BANANA PI AS EPICS IOC
Stability and performance of Banana Pi (BPi) are enough
as the EPICS IOCs for specific control applications. The
EPICS framework can be built on the Linux-based BPi
successfully [5]. Some control functions are implemented
by use of the BPi platforms with EPICS support. The
efforts of implementation are summarized as followings.

Software Architecture
To implement the BPi as the EPICS IOC for specific
control applications, the EPICS base and modules are
necessary to be set up on the BPi platform which operation
system is the Debian or Ubuntu Linux. The device driver
of SPI (Serial Peripheral Interface) bus is built for
communicating with DAC/ADC modules, and the device
support interface is also developed as the glue between the
EPICS records and device drivers. The EPICS records
support are created according to the specific functions. The
EPICS archive server is set up to record various parameters
variations for long time observation. The operation
interfaces are created by used of the EDM, CS-Studio, etc.
to control and monitor via PV (Process Variable) channel
access, and the archived data can be retrieved with using a
form of graphical representation of the CS-Studio based
data browser. The schematic is shown as Fig. 1.
Control Network
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(Linux)
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Figure 1: Software architecture of the BPi within EPICS
support.
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Alarm Announcer
During the TPS commissioning and operation phases,
the abnormal status may occur from one of sub-systems,
and operators need to find out which sub-system problem
happened from machine interlock interface. Due to many
interlock signals need to be noticed, the sum signals of each
interlock signals are necessary. According to the abnormal
sum signals, the specific alarm message to be trigged and
shown in the GUI. Then the BPi is used as the EPICS IOC
to receive the request, and alarm announcement voice is
sent to loud speaker for noticing. The system schematic is
shown as Fig. 2.
Banana Pi
EPICS IOC
TPS
Control
Network

Figure 4: Photo of the DDS signal generator.

Ethernet

Announcement
Request
(Alarm from Subsystem Failure)

Programmable Frequency Divider

DI for Sound
On/Off Status

DO for Sound
File Address

Eletech EM38A
Rugged Industrial MP3 Player

Loud Speaker

Figure 2: Block diagram of alarm announcer.

Direct Digital Synthesizer Control
To make possibility of different RF frequency without a
similar multiplication factor work for linear accelerator
(Linac) and booster synchrotron to optimize machine
performance without adjust too many parameters in Linac
system, a RF signal generator direct digital synthesizer
(DDS) which can synchronize at injection instance have
been implemented. Functional block diagram of the
prototype is shown in Fig. 3. The BPi EPICS IOC is used
to control the DDS to achieve goal. Synchronization is
achieved to reset the phase of the DDS just before booster
synchrotron injection to ensure constant phase relationship
between RF system of Linac and booster synchrotron. Fig.
4 shows the prototype DDS signal generator. The RMS
jitter of implemented DDS signal output is 0.3 picosecond
approximately.
Banana Pi + Linux
EPICS IOC

Gigabit
Ethernet

Machine clock of the accelerator system generated
discrete fast logic chip (ECL/PECL) or combined of fast
logic and field programmable logic array (FPGA) usually.
Typical jitter is in a few picoseconds order. The
programmable clock generator has been implemented by
using the AD9508 clock and delay generator to generate
clock with 100 femtosecond jitter for some applications
(laser clock, filling pattern measurement timing, etc.). The
system schematic is shown as shown in Fig. 5. The chip
divider and delay parameters can be controlled by use of
the BPi EPIC IOC via SPI interface. The implementation
is shown as in Fig. 6.
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Figure 5: Block diagram of the programmable clock
generator.
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Figure 3: Block diagram of the DDS control.
Figure 6: Photo of the frequency divider unit.
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RadFET Reader

Corrector Power Supply Control

To investigate the beam loss and its distribution during
commissioning and operation phases of TPS and TLS
(Taiwan Light Source), a sixteen-channel readout box was
initially designed and implemented to read the threshold
voltage of the RadFETs (radiation-sensing field-effect
transistor) which were installed at accelerator tunnel [6].
The initial version design was that the reader plays a role
of remote I/O for the EPICS IOC and the IOC collects
voltage from readers distributed at the accelerator to
deduce the integrated dose and dose rate.
The next version design is that the EPICS IOC will be
embedded into the RadFET reader box. The BPi will be
also adopted as the EPICS IOC for collecting the threshold
voltage of the sixteen-channel RadFETs. The data
transmission time between the IOC and SPI bus with ADC
modules will be improved.
The EPICS IOC performs data acquisition, calculation,
and publishes the specific EPICS PVs of dosage. Dosage
rate is calculated by the EPICS record processing. All of
the threshold voltage values based on EPICS PVs channel
access can be recorded into the archive server for further
off-line data processing. The MATLAB toolkit can be also
used to analyze the RadFET threshold voltage archived
data which retrieved from the RDB archive system directly.
The control system also provides on-line display for
virtualization usage. The system schematic of RadFET
reader is shown as Fig. 7. The test prototype of RadFET
reader with the BPi EPICS IOC is shown as Fig. 8.

The small power supply for TPS corrector magnet is a
sophisticated switching power supply with analogic
regulator. Each power supply sub-rack accommodates up
to eight power supply modules in one crate. The middle
slot is allocated to install an interface card for controlling
eight power supply modules. The CPSC (Corrector Power
Supply Control) is therefore dedicatedly designed and also
embedded the EPICS IOC. The existing CPSC provides
general control, monitor and configuration, built-in
waveform, synchronization mechanism, and orbit feedback
which embedded by FPGA for handling fast update
application [7].
New plan for another CPSC with basis control function
has been developed. One 8-channel 18-bit ADC and four
2-channel 18-bit DAC modules is used, and interfaced with
the BPi via SPI bus communication. The BPi EPICS IOC
can reach to handle 100Hz data rate of 8-channel ADC.
This system architecture and performance are under tuning.
Functional block diagram of CPSC-lite is shown in Fig. 9.
The functions of CPSC-lite are under testing, and the
prototype is shown in Fig. 10.
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Figure 7: Block diagram of the RadFET readers system.

Figure 8: Prototype of the 16 channels RadFET reader with
BPi EPICS IOC.

8-bit DI Fault Status
8-bit DO Fault Reset

Figure 9: Block diagram of the CPSC-lite.

Figure 10: Prototype validation of the corrector power
supply control.
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SUMMARY
SoC based system is widely adopted for educational
purpose and also suitable for small scale embedded
applications. The BPi is a kind of SoC based system. The
BPi has been chosen for several applications at the TPS
control environment as auxiliary supports which are not
suitable to use standard platform in existed control system
due to economics, simplicity, speciality viewpoints. More
applications with SoC based system will be explored and
implemented in near future.
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LO BOARD FOR 704.42 MHz CAVITY SIMULATOR FOR ESS∗
I. Rutkowski, K. Czuba, M. Grzegrzółka, ISE, Warsaw University of Technology, Poland
Abstract

Common Requirements

This paper describes the requirements, architecture, and
measurements results of the Local Oscillator (LO) generation board prototype. The design will provide low phase
noise clock and heterodyne signals for the 704.42 MHz
Cavity Simulator for the European Spallation Source. RF
signal detection has critical influence on the simulation’s
performance and its quality depends on the quality of the
two aforementioned signals. The clock frequency is a subharmonic of the reference frequency and choice of the frequency divider generating the clock signals is discussed.
The performance of selected dividers was compared. The
LO frequency must be synthesized and frequency synthesis schemes are investigated. Critical components used in
the direct analog scheme are identified and their selection
criteria were given.

The input reference frequency is 704.42 MHz. The clock
to reference frequency ratio is 1/6 and the IF to reference
frequency ratio is 1/28 or 1/22, corresponing to 117.40 MHz
and 25.16 / 32.02 MHz, respectively. LO and clock signals’
phase noise requirements are presented in Table 1 and they
are dependent on the sufficient quality of the reference signal. Both clock and LO signals shall be sine waves with
maximum harmonic spurious level of -60 dBc. The nonharmonic spurious shall be not greater than -60 dBc for clock
and not greater than -50 dB for LO.
The VSWR on each port (Reference Input, LO Outputs,
CLK Outputs) shall be not greater than 1.5, corresponding
to return loss of -13.979 dB.

INTRODUCTION
This paper describes the requirements, architecture, and
measurements results of the Local Oscillator Generation
board prototype. It is a standalone module designed for the
Cavity Simulator project [1] and is refered to as CS-LOG.
The Cavity Simulator will detect the amplitudes and
phases of the input RF signals by downconverting them
to an intermediate frequency (IF). Those signals will be sampled and digitized by high-speed precise analog-to-digital
converters. The architecture necessitates synthesis of a low
phase noise clock and heterodyne/LO signals. The CS-LOG
module will be responsible for generation of those signals
based on an externally fed reference signal. The prototype
is also used to verify performance of the design intended for
the low level radio frequency (LLRF) control system.
A LLRF system stabilizes the electromagnetic field inside
accelerating modules. As with Cavity Simulator’ signal
detection, the field detection has critical influence on the
regulation’s quality.
The European Spallation Source(ESS) LLRF control system will be based on the Micro-Telecommunications Computing Architecture (MTCA) [2]. The remote diagnostic
functionality is considered one of the main benefits of the
platform. The LO board will have a rear transition module form factor and it will supply 4 neighboring LLRF systems [3].

REQUIREMENTS
The functional requirements put on the CS-LOG and the
LO RTM slightly differ.The common requirements are presented below and the ones specific to CS-LOG follow.
∗

Work supported by Polish Ministry of Science and Higher Education,
decision number DIR/WK/2016/03

CS-LOG Requirements
The module shall additionally fulfill the following requirements:
• the module shall provide 2 LO outputs (power level
range: +10 to +15 dBm),
• the module shall provide 4 clock outputs (power level
range: +5 to +10 dBm),
• the module shall be controlled through an isolated I2C
bus.

DESIGN
This section describes frequency synthesis and signal conditioning aspects of the design. The measurments presented
were obtained using evaluation boards.

LO Frequency Synthesis Considerations
The LO frequency (f LO = f reference ± f intermediate ) is not
a harmonic or a subharmonic of the reference signal and
must be synthesized. Synthesizers may be classified into
three types:
• Direct Analog,
• Direct Digital,
• Indirect Digital.
The first approach uses frequency dividers, mixers, and filters. It closely follows the phase noise of the reference signal,
with additional noise induced by the frequency divider and
the mixer. Far from carrier the noise can be improved by
using a narrow band-pass filter. Such filters increase the cost
of the device and are sensitive to mechanical vibrations.
A Direct Digital Synthesizer (DDS) uses a numerically
controlled oscillator feeding a digital-to-analog converter,
both being synchronized by the reference clock. The intermediate to reference frequency ratio is 1/22 or 1/28 which
results in systemic frequency error by using a binary frequency tuning word.
An Indirect Digital Synthesizer utilizes a PLL with an
integer or fractional frequency divider. For offset frequencies
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Table 1: Phase Noise Performance Requirements
Offset (Hz)




LO Phase noise SPD √dBc
(Hz) 
Clock Phase noise SPD √dBc
(Hz)

10

100

1k

10k

100 k

1M

10 M

-90

-110

-125

-140

-149

-152

-154

-104

-120

-130

-140

-145

-150

-153

-110
AD9508: CMOS Transformer
AD9508: HSTL (8 mA)
AD9515: CMOS Transformer
-120

Figure 1: Block diagram of the LO synthesis circuit.

within the loop bandwidth the phase noise is determined by
the reference signal’s characteristics distorted by the loop’s
noise. Outside the loop bandwidth the noise is dominated
by the VCO used and optional output frequency dividers.
The Direct Analog scheme is prefered and was selected for
the design because no systemic frequency error is introduced
and the far from carrier uncorrelated phase noise is reduced.
In the next two sections details of the mixer-based scheme
of LO generation are discussed.

Direct Analog Synthesizer
A real upconverting mixer has at its output following
spectral components:
• desired sideband,
• undesired sideband,
• reference (f reference ),
• higher order mixing products, including
f reference ± N ∗ f intermediate .
All the undesired components must be supressed using a
band-pass filter. The pass-band width is limited by the IF
signal bandwidth on one side and the closest undesired spectral components (f reference and f reference ± 2xf intermediate )
on the other. To lessen the requirements on the filter the
higher sideband (f reference + f intermediate ) should be selected
and the mixer should have isolation (transmission of signal
between LO and RF ports) as high as possible. The mixer
was selected for high isolation. It has low nominal LO power
level (+10 dBm), which also implies low output power level.
Therefore the desired sideband must be amplified (after filtering). To avoid degradation due to noise added by the LO
signal amplifier, the sideband’s power should be kept as high
as possible, and a low noise amplifier should be selected.
Figure 1 depicts block diagram of the LO synthesis circuit.
Low-pass filters are used at the mixer’s inputs to supress
harmonics generated by the mixer, which can disturb other
circuits. In the next subsection the selection of the IF divider
is discussed.

IF Divider
The phase noise of the mixer output signal is a sum of the
reference signal noise and additive noise of the frequency
divider’s output signal (increased by any amplifier in the

Phase Noise (dBc/Hz)
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Figure 2: Phase noise spectra of IF dividers for various
output signaling standards and types of counters. Division
ratio: 22, input frequency: 704.42 MHz.

chain). According to authors best knowledge there are no
reliable models of frequency dividers’ output phase noise.
The frequency divider in this application must divide the
input frequency by a high programmable ratio (28 or 22).
Many frequency divider ICs are available on the market, but
only a very limited subset of them can be used for this design. Most of them belong to the AD95XX family made by
Analog Devices, with few chips from other series and manufacturers. The AD95XX family supports multiple signaling
standards, including CMOS, HSTL, LVPECL, and LVDS.
The performance of different standards was compared using
two devices under the assumption that the two types frequency division logic (1-1024 and 1-32) and outputs buffer
circuits are common for all chips in the family.
The phase noise spectra of the dividers’ output signal in
divide-by-22 configurations are compared in Fig. 2. The
results in the divide-by-28 were very similar and therefore are
not presented. To simplify the analysis the phase noise was
integrated (see Table 2) per decade of offset frequency(up
to 5 MHz, limited by Agilent E5052B’s offset bandwidth in
the given input frequency range). The AD9508 was selected
due to its lower total jitter in the 10 Hz – 1 MHz band.

Clock Divider
The clock frequency is a subharmonic of the reference
frequency (frequency ratio 1/6) and it’s possible to generate
the clock frequency using a frequency divider. Usage of
DDS was excluded because of systemic frequency error
introduced by the binary frequency tuning word for the given
frequency ratio.
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Table 2: Comparison of the Output Signal’s Jitter (Integrated Phase Noise, in fs) per Frequency Offset Decade of
Selected IF Dividers. Division Ratio: 22, Input Frequency: 704.42 MHz.
Divider ↓
AD9508
AD9515

Start Offset (Hz)
End Offset (Hz)
CMOS Transformer
HSTL 8mA
CMOS Transformer

10
100
26.83
25.66
21.64

100
1k
24.76
24.94
16.23

1k
10k
28.26
28.37
16.03

10k
100 k
21.80
21.80
22.80

100 k
1M
24.54
24.55
53.50

1M
5M
47.20
47.45
92.76

10
5M
73.77
73.63
113.93

1k
5M
64.06
64.30
110.64

-100
AD9508: HSTL (16 mA)
AD9515: LVPECL 790 mV
HMC794: 1st stage : divide-by-3
HMC794: 1st stage : divide-by-2
Requirements

-110

Phase Noise (dBc/Hz)
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Figure 3: Phase noise spectra of frequency dividers for various output signaling standards and types of dividers. Division ratio: 6, input frequency: 704.42 MHz.

As observed earlier the clock frequency should be generated using a frequency divider. The two static frequency
dividers considered for IF synthesis (AD9508 and AD9515)
were compared with two stage divider using HMC794LP3E,
which most probably is an injection-locked divider. This
divider has the division ratio programmable in the 1 – 4
range. Two permutations of divide-by-2 and divide-by-3 can
be used and both were measured.
Both the phase noise spectra (shown in Fig. 3) and the
integrated jitter per decade of frequency offset (summarized in Table 3) indicate that the two stage divider using
HMC794LP3E is the best solution for clock frequency synthesis. This solution satisfies the requirements by a substantial margin.

Figure 4: Picture of an assembled CS-LOG board.

requirements) and Table 4 provides clock outputs’ reflectivity at 117.4 MHz. The clock ports’ matching doesn’t meet
the requirements and must improved in future design. The
reflectivity at the LO port varies strongly as the function
of frequency due to filter’s characteristic in the pass-band
(see Fig. 5). At output port one the reflectivity equals 15.400 dB for frequency coressponding to division-by-28
LO generation and for division-by-22 equals -13.927 dB.
The reflectivity at port two was lower by around 0.5 dB in
both divider configurations. The LO ports’ matching (besides division-by-22 at port one) meets the requirements
with a very small margin and should be improved in future
design.

TESTS AND MEASUREMENTS
5 boards were produced and assembled. All passed the
test and the results of measurements were similar, therefore
results for only one CS-LOG board (see Fig. 4) are presented.
The reference input is visible in the top-left corner. The LO
generation (the upper part and the top-right corner) and the
clock generatio (the lower part and the bottom-right corner)
sections are seperated to minimize interference.

Impedance Matching
Impedance matching at a given port was measured with
all other ports terminated. At the reference port the input
reflectivity at 704 MHz equals -15.785 dB (meeting the

Phase Noise
The LO signal’s phase noise (see Fig. 6) follows the
reference signal’s phase noise closely up to 100 kHz. There
are some minor differences in far-from-carrier phase noise
between two signaling standards of the IF divider (AD9508).
In divide-by-22 configuration the HSTL 8 mA standard is
slightly better, but for division ratio 28 (see Fig. 7) the
HSTL Boost is better. The requirements are satisfied by a
substantial margin.
The clock signal’s phase noise was very similar to measured using evaluation modules and is not presented again.
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Table 3: Comparison of the Output Signal’s Jitter (Integrated Phase Noise, in fs) per Frequency Offset Decade of Selected
Clock Dividers. Division Ratio: 6, Input Frequency: 704.42 MHz.

HMC794

100
1k
29.95
9.39
13.38
6.79

Magnitude of Reflection Coefficient (dB)

100 k
1M
18.99
26.44
20.49
10.45

1M
10 M
44.50
72.87
47.78
28.03

10
10 M
77.84
80.70
58.95
34.09

1k
10 M
66.36
78.97
55.38
31.35

HSTL 8 mA
HSTL Boost
Reference
Requirements

4

-15
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-110
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Figure 7: Phase noise spectra of the LO signal for two signaling standards and an ideally converted reference signal.
Division ratio: 28, input frequency: 704.42 MHz.
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Figure 5: Magnitude of reflection coefficient measured at
the LO output port one.

sion. The design of LO RTM can be based on the prototype
without any major changes.

CONCLUSION

The requirements, architecture, and measurements results
of the LO generation board prototype were presented. The
CS-LOG meets phase noise requirements, but at some ports
the impedance matching must be improved in future revi-

dBc
√
Hz

-90

Phase Noise Power Spectral Density

-11.772 dB
-11.650 dB
-11.836 dB
-11.786 dB

-10

Phase Noise Power Spectral Density

10k
100 k
26.79
12.18
14.07
6.38

-80

Table 4: Clock Ports’ Reflectivity at 117.4 MHz
Channel 1
Channel 2
Channel 3
Channel 4

1k
10k
36.68
8.88
12.89
6.86

dBc
√
Hz

AD9508
AD9515

10
100
27.47
13.68
15.07
11.44

3

Start Offset (Hz)
End Offset (Hz)
HSTL 8mA
LVPECL 790 mV
1st stage: div-by-3
1st stage: div-by-2

Divider ↓
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SYNCHROTRON MASTER FREQUENCY RECONSTRUCTION FOR SUBNANOSECOND TIME-RESOLVED XMCD-PEEM EXPERIMENTS
B. Molas†, L. Aballe, M. Foerster, A. Fontserè, O. Matilla, J. Moldes, CELLS-ALBA Synchrotron,
Cerdanyola del Vallès, Spain
Abstract
The timing and synchronization system at the ALBA
synchrotron facility is based on the well-established
event-based model broadly used in the particle accelerator
facilities built in the last decade. In previous systems,
based on signal model architecture, the master frequency
was distributed using a direct analog signal and delayed at
each target where the triggers were required. However,
such strategy has proven to be extremely expensive and
non-scalable. In the event-based model, the data stream is
generated at a continuous rate, synchronously with the
master clock oscillator of the accelerator. This strategy
improves the flexibility for tuning the trigger parameters
remotely and reduces the costs related to maintenance
tasks. On the other hand, the absence of the pure RF signal distributed in the experimental stations implies much
more complexity in the performance of time-resolved
experiments. Abstract here explain how these difficulties
have been overcome in the ALBA timing system in order
to allow the signal reconstruction of the RF master frequency at the CIRCE beamline.

INTRODUCTION
The pulsed nature of synchrotron light can be potentially used for time-resolved experiments in highly dynamic
systems. An excitation of the sample which is synchronous with the beam pulses allows acquiring static images
using detectors that usually need a relatively long time for
integration. The entire dynamic response of the system is
then obtained by the subsequent analysis of measurements with different phase settings for the excitation (i.e.,
different delays between excitation and detection).
This methodology is used in ALBA CIRCE beamline in
the research of the magneto-elastic dynamics by photoemission electron microscopy with x-ray magnetic circular
dichroism (XMCD-PEEM). The magneto-elastic effect
has been measured for Nickel microstructures under timedependent elastic deformation at the sub-nanosecond
timescale produced by a surface acoustic wave (SAW) in
a piezoelectric substrate [1,2]. The responses of the magnetic microstructures at specific phases with respect to the
sinusoidal excitation are acquired by synchronizing the
SAW with the RF master frequency (499.654 MHz) of the
accelerator.
Apart from the synchronization of the SAW excitation
with the beam pulses, further requirements to obtain
measurable deformations with reasonable accuracy are:
first, a signal power reaching the sample of at least 100
mW (20 dBm) and, second, a signal jitter defined between
the master oscillator and the SAW filter excitation smaller
___________________________________________

†

bmolas@cells.es

than 100 ps.
Moreover, a technical issue is the need to transfer the
synchronism signal to the PEEM sample environment, in
Ultra High Vacuum (UHV) and at High Voltage (HV),
typically -20 kV. A fibre optic analog link available in the
RF range provides complete galvanic isolation, preventing damage of expensive parts of the setup by propagation of arcs generated between the sample and the first
microscope lens.

SYNCHRONISM STRATEGY
At ALBA, where an event-based timing system is used,
the RF signal of the master oscillator is not predistributed around the synchrotron facility. Thus there is
no straightforward implementation like in signal-based
timing systems which however imply large costs in the
installation, signal conditioning and maintenance. Alternatively the reconstruction of the master frequency from
the present event-based timing system results in a smart
solution. This option is more flexible, scalable, and easier
to maintain.

Event-Based Timing System
In the ALBA event-based timing system [3,4,5], an
event generator (EVG) produces a continuous data
stream, synchronous to an external clock of 125 MHz that
is one fourth of the accelerator RF. The sequence, composed by event frames (words), is transmitted by a tree
structured fibre-optics network towards all the points
where timing is required (see Figure 1). Fan Out units are
responsible of distributing the event code by producing
multiple identical data stream outputs from one event
stream input. In the destination points, Event Receivers
(EVR) decode the event frames and generates output
pulses with configurable characteristics, such as delay and
pulse width. This procedure provides full flexibility to
change trigger parameters and a much easier maintenance. The output triggers are phase-locked with the
clock reference with only a few picoseconds jitter, and are
therefore synchronized to the master oscillator.

Figure 1: Event-based timing system topology.
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The presence of the timing system in all beamlines at
the ALBA synchrotron was already planned in the installation phase, even where it was not requested for experimental purposes for first operation. Hence the upgrade of
the PEEM beamline to perform time-resolved experiments has been (relatively) easy and fast. The transmission of the revolution clock signal of the ALBA storage
ring (1.115 MHz), already implemented in the timing
system, has been used for the synchronization of the SAW
excitation, since it is a pure divisor of the master frequency.

Frequency Reconstruction
The frequency recovery of 499.654 MHz is achieved by
an analog signal generator N5171B from Keysight with a
specified 100 fs jitter close to 500 MHz. The signal generator, equipped with the optional upgrade 1ER, allows
phase locking to an input reference not only at the typical
10 MHz but in the full range between 1 and 50 MHz. This
option makes the revolution clock a compatible reference
input, as shown in Figure 2.

Figure 2: Basic topology for master frequency reconstruction using the revolution clock as the input reference for
the signal generator.
The main advantage of this instrument compared with
cheaper options (e.g. PLL) is the easy tuning of the amplitude and phase, either manually or remotely via the
TANGO control system [6]. In addition, the instrument
capabilities in terms of capture range (maximum frequency range) and phase locking to the input reference (maximum frequency jumps) are suitable to support RF variations generated for the compensation of beam orbit shifts
in the storage ring [7].
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Figure 3: Diagram of the setup used for synchronous 500
MHz excitation of the SAW, in the configuration used to
monitor the signal under measurement conditions.
The Figure 3 shows the hardware setup of the experiment. The galvanic isolation between potentials is
achieved by an RF analog link available for transmission
over single-mode optical fibre. The integration of this
device in the setup was found as a flexible and easier
solution than using a commercial optocoupler, since they
are connected by optical fibres with no further mechanical
restrictions.
From the HV rack, the signal is transmitted to the
sample holder by a long RG-174 coaxial cable with a
considerable attenuation (≈ 10 dB). To compensate this
loss, as well as the reduced high frequency conductivity
of the final PEEM UHV feedthrough, the signal is amplified by a commercial Mini-Circuits RF amplifier (model
ZHL-20W-13+) with 50 dB fixed gain and 41 dBm maximum power. A 10 dB attenuator (model VAT-10+) before
the amplifier optimizes the dynamic range and reduces de
jitter noise at the output. All the elements in the signal
path have a characteristic impedance of 50 Ω to avoid
reflected signals.

HARDWARE ARCHITECTURE
In this section, the technical challenges to bring the
signal from signal generator to the sample holder at -20
kV are described. In particular, electrical connections are
ruled out by the great potential difference, and it is mandatory to carefully select the setup and its components for
an easy and low-cost replacement in case of an eventual
spike during the operation or sample manipulation.
Figure 4: Components installed in the 3U rackable box to
fit with PEEM HV rack space requirements.
Due to limited space in the PEEM HV rack, a compact
instrument has been designed to integrate all the components inside a standard 3 unit rackable box (see Figure 4).
Thus, the installation and removal of the setup whenever
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the experimental setup requires are faster. This box provides the fibre optic analog link (including one transmitter
and two receivers), the RF high power amplifier, and their
corresponding power supplies. A linear power supply is
provided to improve the signal integrity and reduce ripple
noise introduced to the fibre optic analog link.

Fibre Optic Analog Link
The fibre optic (FO) analog link is an in-house development which constitutes a key element in the SAW experiments setup. Two important requirements for an instrument exposed to potentially damaging spikes generated during the experiment are: (1) cost-effectiveness and
(2) easy replacement. For that reason, a custom design
integrated in stackable box has been the preferred option,
instead of using high-performance available commercial
instruments.
The main components in the design are the low cost
transmitter and receiver AFBR-1310Z/AFBR-2310Z from
Avago. The optical transmitter based on a Fabry-Perot
laser diode allows multi GHz analog communication and
operates at a nominal wavelength of 1310 nm (infrared).
Both transmitter and receiver are available in a compact
package easy to be integrated in a printed circuit board.
The ALBA-designed fibre optic analog link is built
on an FR4 PCB substrate and it has a frequency operation
range between 40 MHz and 1.1 GHz with a gain flatness
of ±3 dB. The gain at 500 MHz is 11.8 dB and the output
power at 1 dB compression is about 2.6 dBm (see Figure
5). The instrument includes a second optical receiver with
a pre-amplification stage of 20 dB.

Figure 6: Laboratory proof of concept of the synchronism
strategy using the timing system. A signal generator
simulates de master frequency and an EVG-EVR pair
generates the output triggers. Pulses of 31.25 MHz from
the EVR output are used as a reference input for the second signal generator to create a 500 MHz sinusoid phaselocked to the master frequency.
The time-resolved experiments accuracy is mainly related to signal power and jitter behaviour at the sample
position. Those parameters are measured at the coaxial
cable end after the sample holder (displayed as “test” in
the Figure 3) and estimated by subtracting the attenuation
(≈ 20 dB) for the cable, the UHV feedthrough (passed
twice), and the SAW substrate itself.
The results are shown in Figure 7. The jitter, given in
terms of the full width half maximum (FWHM), is not
measured with respect to the master oscillator but to the
EVR output. It can be proved that the major contribution
to noise is given by the experimental hardware and the
jitter added by the timing system is considered negligible.

Figure 5: Gain as a function of the input power of the
fibre optic analog link measured at 500 MHz and 1 GHz.

RESULTS
The conceptual design for the SAW excitation synchronization using the event-based timing system was first
validated in the laboratory setup. Figure 6 shows an infinite persistence acquisition of the original and the reconstructed 500 MHz signal with the trigger configured at the
EVR reference output. As a result, no effective time shift
occurs in the reconstructed waveform, meaning the synchronization is correctly performed.

Figure 7: RF power (left axis) and jitter (right axis) for a
500 MHz transmitted signal through a short circuited
sample holder in the PEEM end station measured through
the “test” path (see Figure 3). Jitter measured with respect
to the EVR output.
As presented in Figure 7, a signal generator output
power greater than -15 dBm results in a measured jitter
smaller than 100 ps. The maximum power transmission
achieved is 24 dBm (250 mW), limited due to the saturation of the RF amplifier, with a stated jitter of 56 ps.
These values for the jitter are in good agreement with the
measured upper limit of the total temporal smearing in the
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XMCD-PEEM experiment, which is below 80 ps (including the photon bunch length).
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master oscillator would be transmitted to a function generator in order to produce the blanker pulses.

SYSTEM UPGRADES

CONCLUSIONS

The hardware architecture here presented has permitted
the development of new designs in order to perform more
advanced experiments of scientific interest at XMCDPEEM.

This work addresses the problem to obtain the analog
master RF signal in the experimental beamlines in a facility that uses a digital event-based timing system. This
type of systems, which are currently widely adopted in
modern particle accelerators, involves the codification of
events synchronized with the master oscillator, which are
transmitted and digitally processed at the destination
points. In contrast to other solutions (e.g., the creation of
a parallel RF signal distribution over the facility), the
hardware architecture here presented integrates this signal
into the existing event-based timing system via the analog
reconstruction of the RF signal from the digital pulses of
the timing system.
In particular, the setup used for time-resolved XMCDPEEM experiments has met all the requirements and
demonstrated high reliability and flexibility. The synchronization between SAW excitation and the beam pulses is
an innovative solution resulting in a robust and flexible
setup. Moreover, the capability to control remotely the
signal generator by the control system allows the automatization of scans over different phases and input powers
for the SAW excitation.
The important role of the fibre optic analog link used to
transmit the RF signal and provide at the same time the
galvanic isolation between different potentials has been
pointed out. A compact instrument has been developed to
fit the limited space available in the PEEM HV rack and
connected to other instruments by optical fibres. In addition, the fibre optic analog link is now also being used in
other applications in ALBA, for instance as a diagnostic
of high frequency optical signals at the LINAC.
Finally, the described application in PEEM can be
scaled to other experimental beamlines with few increment of cost, what foresee new possibilities in the study
of dynamic systems using the time-resolved or the pumpand-probe techniques. Furthermore, the integration of
new experiments into the existing Control System will be
much easier compared with the pure single-based solution.

Second Channel Source for Standing Surface
Acoustic Waves
Two-channel architecture for SAW excitation has been
put into operation in order to allow the measurement of
tuneable SAW interference patterns. This setup enables
the excitation of SAW from two opposite transducer electrodes with independently adjustable phase and amplitude.
The new hardware architecture duplicates the components present in the single channel architecture, with a
few differences, as shown in Figure 8. In order to adjust
the power and the phase of the waves independently, a
second signal generator is added. Nevertheless, there is no
need for the variable input reference option for this second signal generator since the instruments can share their
internal 10 MHz reference. On the other hand, following
the previous architecture, a bi-directional coupler placed
after each RF amplifier has been introduced in order to
still obtain a diagnostic of the signal sent and transmitted
through the sample.

Figure 8: Block diagram of the hardware architecture for
2-channel standing SAW excitation in the PEEM experimental station.

High Speed Fibre Optic Digital Link for Pumpand-Probe Experiments
A new concept of experiments based on the pump-andprobe methodology is being developed in order to use
frequencies other than 500 MHz for the sample excitation. A particular filling pattern in the storage ring bunches is combined with a digital signal which triggers an
electronic “beam blanker” in order to modulate the detection of electrons in the PEEM. A switching signal coming
from the timing system, therefore synchronous to the
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Abstract
The Square Kilometre Array (SKA) project aims to
build a large radio telescope consisting of multiple dishes
and dipoles, in South Africa (SKA1-Mid) and Australia
(SKA1-Low) respectively. The Synchronization and Timing (SAT) system of SKA provides frequency and clock
signals from a central clock ensemble to all elements of
the radio telescope, critical to the functionality of SKA
acting as a unified large telescope using interferometry.
The local monitor and control system for SAT
(SAT.LMC) will monitor and control the working of the
SAT system consisting of the timescale generation system, the frequency distribution system and the timing
distribution system. SAT.LMC will also enable Telescope
Manager (TM) to perform any SAT maintenance and
operations. As part of Critical Design Review, SAT.LMC
is getting close to submitting its final architecture and
design. This paper discusses the architecture, technology,
and the outcomes of prototyping activities.

SAT SYSTEM OVERVIEW
The SAT system of SKA Telescope project [1], designed by the Signal and Data Transport (SaDT) [2] Consortium of the SKA, provides frequency and clock reference signals from a central clock ensemble that are distributed in a phase-coherent manner to each antenna
across the telescope’s fibre network. The SAT system is
divided into 4 modules – SAT.CLOCKS (CLK),
SAT.STFR.FRQ (FRQ), SAT.STFR.UTC (UTC) and
SAT.LMC.
The CLK module provides the timescales for the SKA
Telescope and uses an ensemble of three hydrogen masers
as the reference clocks, providing a 10 MHz reference
and PPS signal. The timescales will be tied to coordinated
Universal Time (UTC) as their time and frequency reference. Global Navigation Satellite System (GNSS) time
transfer will be used as the primary time transfer method
and the time transfers will be computed by the Bureau
International des Poids et Mesures (BIPM). A steering
mechanism has been designed to keep the time and frequency of the SKA Timescale within 5 ns of UTC.
___________________________________________
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The FRQ module distributes phase coherent frequency
signals, using a custom design consisting of the Transmitter Module (Tx), Receiver Module (Rx) and a Communication Control Module, to all the receptors of the SKA1Mid and SKA1-Low telescopes. The excess phase noise,
induced by the various noise sources in the fibre-optic
cables that degrade the quality (the coherence) of the
transmitted signals by perturbing the phase, is detected
and compensated in order to transfer reference signals
with sufficient coherence over the longer link lengths.
The UTC module, uses the White Rabbit (WR) system
to distribute the absolute time (from the timescale designed by CLK) to the receptors in SKA1-Mid and
SKA1-Low. The WR signal is generated and distributed
by WR switches that are synchronized to the SAT Clock
ensemble. They each receive a 10 MHz reference and PPS
signal, and use the Network Time Protocol (NTP) to determine the UTC time of a PPS edge. Their output is
transmitted via a single fibre to a WR end point. The end
point measures and compensates for the optical and system delays, and outputs a replica of the PPS pulse, which
is delivered to the receptor equipment.
The SAT.LMC module monitors the health and controls
the various pieces of equipment of the SAT system. It
presents a rolled-up view of the health of the SAT system
to TM.

SKA MONITOR AND CONTROL
The Monitor and Control system of SKA adopts a hierarchical approach. The SKA Telescope consists of a number of elements based on the functions that the telescope
will perform. The TM element orchestrates, monitors and
controls all the other elements of the telescope via Local
Monitor and Control (LMC) systems, local to each element. These Element LMCs in-turn orchestrate, monitor
and control the respective elements. The LMCs receive
control commands from TM, which are translated into
low-level commands by respective LMCs and sent to the
element equipment(s). The Element LMCs gather monitoring data from each of the element equipment and send
it up to TM. Figure 1 below shows the SKA Monitor and
Control structure.
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Figure 1: SKA Monitor and Control Structure.

SAT.LMC ARCHITECTURE
SAT.LMC solution is predominantly software and is
based on the TANGO Control System Framework [3].
TANGO is selected as the preferred choice for the SKA
control system framework technology by representatives
of all LMCs, TM, SKA Office (SKAO) along with industry experts in March 2015.
The SAT.LMC solution is architected and designed incrementally [4] using the structures and processes recommended by The Open Group Architecture Framework
(TOGAF) [5]. TOGAF 9.1 recommends the use of
ISO/IEC 42010:2007 for describing the software architecture.

Solution Concept
The SAT.LMC solution is a two-tier hierarchical control system with control instructions flowing top-down
from TM to the SAT equipment and the monitoring data
flowing bottom-up from the SAT equipment to TM.
SAT.LMC monitors approximately 452 pieces of hardware equipment for SKA1-Mid and 143 pieces of hardware equipment for SKA1-Low (approximately 25 being
distinct SAT equipment). Together all the equipment constitute around 45,200 monitoring points for SKA1-Mid
and 14,300 monitoring points for SKA1-Low.
SAT.LMC solution consists of four control system
software applications (products) that are a collection of
bespoke TANGO Device Servers:
 TANGO Device Server Central (TDS-CN).
 TANGO Device Server Clocks (TDS-CLK).
 TANGO Device Server Frequency Distribution
(TDS-FRQ).
 TANGO Device Server UTC Distribution (TDSUTC).
TDS-CLK, TDS-FRQ and TDS-UTC software applications monitor and control the three SAT subsystems –
CLK, FRQ and UTC. They interface northbound with the
TDS-CN software product and southbound with the SAT
equipment. They receive control commands from TDSCN and send back monitor information from the connected SAT equipment.
Figure 2 below shows the SAT.LMC hierarchical solution concept.
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Figure 2: SAT.LMC Hierarchical solution.
The TDS-CN software product interfaces with TM at
the northbound and with the TDS-CLK, TDS-FRQ and
TDS-UTC software products at the south bound. The
TDS-CN receives commands from TM and relays it to
TDS-CLK, TDS-FRQ and TDS-UTC as appropriate. The
TDS-CN aggregates monitor information from TDSCLK, TDS-FRQ and TDS-UTC and sends it to TM.

Application and Data Architecture
The application portfolio for SAT.LMC consists of the
four bespoke software applications – TDS-CN, TDSCLK, TDS-FRQ and TDS-UTC. Each of these applications are a set of TANGO Device Servers.
Figure 3 below shows the TANGO Device Server hierarchy with the TANGO servers grouped within each of
the SAT.LMC applications.

Figure 3: SAT.LMC TANGO Device Server Hierarchy.
The TDS-CN application consists of the top-level
TANGO Device Servers that interface with TM. The
TDS-CLK, TDS-FRQ and TDS-UTC applications each,
have a 3 tier-hierarchy of TANGO Device Servers.
At the top-level within each of the TDS-CLK, TDSFRQ and TDS-UTC applications, the SAT subsystem
master device servers aggregate information with respect
to SAT subsystems (CLK, FRQ or UTC). At the secondlevel, the equipment-type master device servers aggregate
information based on the SAT equipment type that is
being monitored and controlled. At the lowest-level, de-
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vice servers monitor and control the actual SAT equipment.
For each telescope, there will be one SAT TANGO facility containing all the controllable SAT TANGO devices. There will be 4 TANGO Domains within the SAT
TANGO facility – three TANGO Domains consisting of
TANGO devices belonging to each of the three SAT subsystems and the fourth domain consisting of devices belonging to the SAT Master system.
SAT.LMC uses TANGO for all its communications
with TM (at northbound), the SAT subsystems (at southbound) and also within itself. It uses the data entities as
defined by the TANGO for all communications as shown
in Fig. 4 below.
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subsystem. The FRQ subsystem sends a 48 Byte byte
stream every second to SAT.LMC. This byte stream, containing information regarding the FRQ equipment, is then
parsed by the TDS-FRQ into attributes, analysed for
event/alarms/warnings and then forwarded to TM. The
TDS-UTC software sends Simple Network Management
Protocol (SNMP) commands to the WR equipment to
obtain the Object Identifier (OID) values from the WR
equipment. The values are then stored as attributes within
the TDS-UTC application.
At the northbound, the TDS-CN software application
interfaces with the TM Central Device Servers using the
publish-subscribe pattern. Though SAT.LMC generates
data, it relies on TM for all its storage requirements.

Technology Architecture
SAT.LMC is predominantly a software solution and uses the TANGO Control System Framework to achieve its
functionality. Along with TANGO, there are other technologies that SAT.LMC leverages to achieve its core
functions. Table 1 below lists the various software technologies used in the SAT.LMC solution.
Table 1: SAT.LMC Software Technologies

Figure 4: SAT.LMC Communications.
Control commands are passed using TANGO Commands and by setting TANGO Attributes from the topmost device servers to the lowest level device servers.
Monitoring uses TANGO Commands to query the equipment monitored and stores the results within TANGO
Attributes. SAT.LMC uses TANGO ARCHIVE_EVENTs
that are triggered when a TANGO CHANGE_EVENT is
detected. Both these TANGO Events flow bottom-up
from the lowest-level TANGO Device Servers to the TM
Central Device Servers. SAT.LMC relies on TM for all
data storage.
SAT.LMC uses TANGO Attributes – min_alarm,
min_warning, max_warning and max_alarm for setting
the quality factors – ATTR_ALARM, ATTR_WARNING
and ATTR_VALID. These attributes are initialized with
appropriate values across all TANGO devices that
SAT.LMC monitors. For alarms that are not based on
verifying ranges, business logic within TANGO Device
Server code is inserted to set the quality factors. All event
communications take place using the publish-subscribe
pattern.
SAT.LMC uses the TANGO Logging Service (TLS) to
log messages at different levels and the TANGO Log
Viewer utility to view TANGO Logs.
At southbound, the TDS-CLK software application interfaces with all the different Clocks equipment using
custom application protocols for differing equipment. In
80% of the cases, the mechanism is query-response. The
TDS-FRQ software application interfaces with the FRQ

Function
Implementation Language
Application Isolation
Operating System (OS)
OS Base Image
TANGO Database

Technology
Python
Dockers
Ubuntu Linux
Ubuntu, Debian or CentOS
MariaDB

The SAT.LMC technology stack is shown in Fig. 5 below.

Figure 5: SAT.LMC Technology Stack.
The SAT.LMC software applications run on a single industry-class server machine (one for each telescope)
housing the Linux OS at the Central Processing Facility
(CPF) of each telescope. The choice of Linux OS is a
result of the TANGO community support available for
Linux platform.
Docker [6] is chosen as the preferred containerization
platform. The Docker containerization platform forms an
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important supporting software application to achieve
isolation between the 4 application software products.
Each container houses one of the 4 software applications
and its associated dependencies and the fifth container
houses the TANGO Database. MariaDB [7] is the preferred choice for implementing the TANGO configuration
database. Containers is chosen due to the robust and simple application isolation it provides, light-weight nature
and faster deployments across environments (as opposed
to virtual machines). Each container contains the TANGO
Control System Framework (including the supporting
middleware libraries), the Python [8] interpreter and its
supporting libraries to interpret the device server code and
an OS base image consisting of the necessary OS libraries. While building a Docker container, Docker re-uses
the software that is used for building an earlier Docker
container. Thus the TANGO Control System Framework,
Python and the OS base image are re-used while creating
the other containers.
SAT.LMC uses a network of cables and switches provided by the Non-Science Data Network (NSDN), part of
SaDT consortium to communicate with TM and SAT
subsystems. Figure 6 below shows the logical connectivity of SAT.LMC solution with SAT and TM using NSDN.

Figure 6: SAT.LMC-NSDN-SAT Logical Connectivity.

PROTOTYPE
The prototype work for SAT.LMC [9] was undertaken
over a period of 1 year involving TANGO usability study
with respect to SAT.LMC functions, study of various
TANGO tools (JIVE, POGO and ASTOR) and integrations with representative equipment of the three SAT
subsystems (CLK, FRQ and UTC) / TM. Python was the
preferred language for prototyping due to ease of programming and TANGO support available. Along with
verifying the fitness of SAT.LMC solution with TANGO,
performance tests were also performed.
The TANGO Control system and its various concepts
were studied. The SAT.LMC hierarchical solution, consisting of the various device servers was coded in Python
language and verified. SAT equipment simulators were
written to help verify the SAT.LMC hierarchical solution,
data flow, events and alarm cascading. A TM simulator
was written to interface the SAT.LMC solution at the
northbound. Towards the end of in-house tests, TANGO
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was found to be conforming to the SAT.LMC design
requirements. In the process, feedback was shared with
representatives of LMCs and TANGO community with
regards to improvement of the TANGO documentation
and TANGO tools.
Subsequent to the successful in-house interface tests
with the SAT simulators, field interface tests were carried
out with representative SAT equipment - Hydrogen Masers belonging to National Physical Labs (NPL) UK,
Communication Control Module belonging to e-MERLIN
Telescope UK and WR Switch belonging to Joint Institute
for VLBI in Europe (JIVE) Netherlands. The results of
the field interface tests were positive with SAT.LMC
TANGO commands being successfully sent across long
distances and responses received as expected.
Alarm latency tests to verify the SKAO Level 1
requirement (SKA1-SYS_REQ-2312: Latency from the
time a measurement crosses an alarm setpoint until the
time it is signalled to the operator shall be no more than 1
second) were performed with the TDS-FRQ software
application interfacing with the Communication Control
Module simulator. It was verified that the difference
between the time at which the alarms were triggered and
the time at which alarms were available with the top-level
device server within TDS-FRQ were well within the
limits (approximately 1 ms) of the SKAO alarm latency
requirement of 1 s.
SAT.LMC TANGO solution was verified with Docker
containerization platform. As part of the verification,
SAT.LMC application products were containerized and
integrated with SAT and TM simulator. Events, warnings,
alarms were recorded and logs observed. The verifications
demonstrated that the SAT.LMC TANGO solution worked
as expected with Docker containers.
All in-house and field tests were carried out with the
SAT.LMC solution being developed and housed at National Centre for Radio Astrophysics (NCRA)/Giant Metrewave Radio Telescope (GMRT) [10] India, Jodrell
Bank Centre for Astrophysics - The University of Manchester (UMAN) UK, South African National Research
Network (SANReN) SA and Science and Technology
Facilities Council (STFC) UK.
The SAT.LMC technology stack is verified as a result
of the in-house and field tests.
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A TIME STAMPING TDC FOR SPEC AND ZEN PLATFORMS BASED ON
WHITE RABBIT
M. Brückner∗ , PSI, Villigen, Switzerland
R. Wischnewski, DESY, Zeuthen, Germany
Abstract
Sub-nsec precision time synchronization is requested for
data-acquisition components distributed over up to tens of
km2 in modern astroparticle experiments, like upcoming
Gamma-Ray and Cosmic-Ray detector arrays, to ensure optimal triggering, pattern recognition and background rejection. The White-Rabbit (WR) standard for precision time
and frequency transfer is well suited for this purpose.
We present two multi-channel general-purpose TDC units,
which are firmware-implemented on two widely used WRnodes: the SPEC (Spartan 6) and ZEN (Zynq) boards. Their
main features: TDCs with 1 nsec resolution (default), running deadtime-free and capable of local buffering and centralized level-2 trigger architectures. The TDC stamps pulses
are in absolute TAI. With off-the-shelve mezzanine boards
(5ChDIO-FMC-boards), up to 5 TDC channels are available per WR-node. A SPEC-TDC design with 0.25 nsec
resolution is currently in exploration. The TDC units are
under test for long-term performance in a harsh environment
application at TAIGA-HiSCORE/Siberia, for the Front-End
DAQ and the central GPSDO clock facility.

INTRODUCTION
Time measurement of sub-nsec precision is required in
modern astroparticle experiments like Cosmic Ray, GammaRay and High Energy Neutrino Telescopes, with sensor units
distributed over large area and operating under harsh conditions. The White Rabbit (WR) technology for precision
time and frequency transfer [1] offers technical performance
parameters, adequat for this task.
White Rabbit is in use in an astroparticle experiment since
2012 [2, 3]. This WR-installation in the TAIGA Gammaastronomy project [4, 5] aimed to supply precision timing to
the distributed Air-Cherenkov detectors, and also served as
a WR test-bed. In-situ nsec-performance-verification was
an essential part of the system design.
After very positive experience [6] we proposed White
Rabbit as the time-distribution system for the next generation Gamma-Ray Observatory, CTA [7, 8]. WR has numerous advantages compared to custom-made solutions, most
noticably avoiding the substantial design, verification and
maintenance effort for custom-made solutions.
Conceptually, WR offers a standard way to transport a
precision clock over a network of WR-devices, via WRswitches from a central time-master to distributed WR-nodes
(the ’WR endpoints’), see e.g. [1, 3]. These WR-nodes can
either be (1) standalone WR-devices, or (2) have the WRfunctionality integrated directly into the user-hardware.
∗
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In this paper we follow option (1), which implies an exchange of signals between the WR-node and the user hardware (e.g. DAQ-components of a Telescope, or a detector
station in a multi-component setup). It is convenient to rely
on standard off-the-shelf WR-devices, which only need to be
firmware-adapted for the specific functionalities (and eventually, equipped for with trivial signal-level adapters); since
this minimizes development of new hardware.
In this paper, we present the design of a new universal
multi-channel TDC for two types of popular commercial
WR-nodes - the SPEC [9, 10] and the ZEN card [9]. We
developed
• a deadtime-free 4-channel TDC with 1 nsec resolution
on the SPEC and ZEN, and
• a TDC designed for improved time resolution up to
0.25 nsec.
These TDCs are also useful for efficient and flexible monitoring of the timing system functionality, as will be discussed.

EXTENSION OF THE 1 NSEC TDC
In [2] we presented a TDC based on the open source WR
design for the SPEC in combination with the highly flexible
DIO card. In this setup, shown in Fig.1, one signal of the
DIO card is sampled with the in FPGA SERDES blocks
and timestamped if above a certain adjustable threshold (a
feature of the DIO card). We created for various applications
firmware to run a time-precision DAQ, including dedicated
IO-control [3]. A similar design has been implemented on
the ZEN, see Fig.2).

4-Channel TDC
Due to the high flexibility of the DIO card all ports can be
used as inputs. In our design we instantiated four TDC cores,
each connected to one of the DIO input signals Each of the
four TDCs is connected to a FIFO which keeps the timestamps until the CPU reads it and builds UDP packets. This
implementation is realized in the SPEC and the ZEN node,
(see e.g. Fig.3). While on the SPEC WR node the lm32
cpu is used to assemble the network packets the ZEN WR
node the embedded ARM core is doing this job. The ARM
core is connected to the WR core via an AXI-to-Wishbone
Bridge. Due to the more powerful ARM core the trigger rate
is by far higher than on the SPEC card. It is planned to use
the Fabric Interface of the White Rabbit core to generate the
packets without a CPU.
THPHA088
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High Resolution TDC
With the 4-channel TDC setup design, it is possible to
increase the sampling frequency for a single input signal.
This signal has to be split up into 4 with a simple fanout
board and fed into the 4 TDC input channels of the DIO card
(currently done by an external fanout; though a splitter can
easily be implemented on the 5ChDIO). The FPGA design
has been modified to delay the input signals in steps of 250ps,
as shown in Fig.4. We note, that the IDELAY blocks of the
Spartan 6 FPGA (on the WR SPEC node) are not temperature
compensated, we therefore plan to implement the design on
the Zynq based ZEN board as well.

A MULTI-CHANNEL
NSEC-MONITORING SYSTEM
Based on the above described 4-channel TDCs, a field
application at the TAIGA project was created. Figure 6
shows three SPEC boards (4-Chan-TDC) and one ZENboard, which make up the central-clock nsec-monitoring
facility, as part of the TAIGA DAQ [5]. Time-alignment of
the WRS-network components is monitored by their PPS
pulses (or WR-node derived), together with those from the
primary GPS’s and the GPSDO(Rb), as well as other TAIGA
reference signals, as sketched in Fig.5. The advantage of
the WR-based TDCs is their absolute time-scale (rather than
referenced to a local common trigger signal, like “CommonStop”), which allows to keep nsec precision for signals arriving at arbitrary times, on locations at large distances.

SPEC Board
SFP Slot

WR ZEN Board
Xilinx Zynq
Programmable Logic

White Rabbit core

SFP Slot

Precision clock

AXI-Wishbone
Bridge
AXI Bus
125MHz
WR Tstamp

5Ch Digital Input/
Ouput FMC card
1
2

Deserializer
(ISERDES2E)
1:8

Trigger In

3

Bit
Pattern to
Nsecs

Sub 8ns
Timestamp

4

Trigger /
FIFO Write enable

delay

5

FIFO

Dual Core ARM CPU
Linux

Ethernet
RJ45

Figure 2: Modified ZEN firmware using the 5ChDIO card
and the in-FPGA SerDes blocks. Timestamps are written
into a FIFO read out by the ARM CPU (Linux).
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Figure 3: 4-Channel-TDC on the WR-SPEC and 5ChDIO
card. Firmware schematics with TDC units to timestamp 4
input signals, with 1 nsec resolution each.
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Figure 1: Modified SPEC firmware using the 5ChDIO card
and the in-FPGA SerDes blocks. Timestamps are written
into a FIFO read out by the LM32 CPU. The basic 1 nsec
TDC design uses the ISERDES blocks of the FPGA and
the White Rabbit timing system. Implemented are 1 TDCchannel with 1 nsec resolution, and 4 I/O lines for DAQcontrol purposes [3, 12].

CONCLUSION
We are operating over several years a sub-nsec WhiteRabbit timing system at the TAIGA facility - a km2 scale Gamma-Ray facility with an Imaging Atmospheric
Cherenkov Telescope and a large area Non-Imaging
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Figure 4: SPEC-based TDC for improved time resolution.
FPGA IDELAYs with n×0.25nsec delay increase the resolution to 0.25 nsec (input split by an external fanout, implementation the 5ChDIO is possible).
Cherenkov timing array. Nanosecond time-stamping of distributed trigger signals is done with custom-modified WRnodes (SPECs) [3, 5]. Our experience confirms early expectations [6], that White Rabbit delivers the performance
and reliablity required for precision time synchronization
in large scale astroparticle projects like e.g CTA. Following
the 1-TDC-SPEC concept [2], the SPEC has recently been
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SPEC with 4 TDC firmware

Figure 5: A simple use-case for the 4-channel-TDC: monitoring the WRS-PPS phase alignment of a group of WRswitches.
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Figure 6: The 4-Channel TDC in application: nsecmonitoring of the TAIGA central timing system (GPS,
GPSDO, WRS-Master and -network) by three 4-channel
SPEC TDCs and a ZEN TDC.
adapted in [11] to fit formfactor and specific signal-level
required by CTA.
We present in this work a universal 4-channel TDC module, that is based on firmware modification of standard WRunits (SPEC or ZEN). It shows excellent time-stamping performance, and provides deadtime-free multi-hit operation.
Another SPEC-modificaton aiming at TDC performance
with time-resolution of up to 0.25 nsec is under longterm
study. Upgrade of the TDCs to larger channel density (8 or
16 TDC-chnnels per WR-node) is realistic, and only requires
an upgrade of the cheap 5ChDIO-card.
These 4-channel TDC units allow for a flexible and costefficient design of precision timing setups: both for interfacing to experimental DAQ-components (like time-stamping
of trigger signals issued by front-end DAQ units), as well
as for monitoring any test-signals with nsec resolution (e.g
to verify the performance of timing system itself). Routine
operation of an additional medium size monitoring system
started in fall 2017 at TAIGA, which also includes central
GPSDO-based timing.
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CHANNEL SELECTION SWITCH FOR THE REDUNDANT 1.3 GHz
MASTER OSCILLATOR OF THE EUROPEAN XFEL
B. Gasowski∗ , K. Czuba, L. Zembala, Institute of Electronic Systems,
Warsaw University of Technology, Warsaw, Poland
H. Schlarb, Deutsches Elektronen-Synchrotron, Hamburg, Germany
Abstract
The phase reference signal reliability is of utmost importance for continuous operation of the European XFEL
machine. Since even very short interruption or glitch in the
reference signal might break the precise synchronisation between subsystems, it is desirable to minimize probability of
such events. While master oscillators often have a hot-spare
to speed-up recovery after a failure, whether switched manually or electronically, it does not save from time-consuming
resynchronisation.
Our experience from testing and commissioning E-XFEL
1.3 GHz Master Oscillator (MO) shows that a struggle to
achieve demanding phase-noise requirements might negatively impact reliability of the system. In this paper we
present an approach which allows for quick switching between independent reference generation channels while
maintaining continuity of the output signal. This is a first
step towards autonomous redundancy solution for the EXFEL MO which will maintain continuous reference signal
even in case of a failure of one of the generation channels.

INTRODUCTION
In modern accelerators, very precise synchronisation is
required, especially in Free-Electron Laser (FEL) applications, often down to femtosecond levels. One of such facilities was recently put into operation: European X-ray FEL
(E-XFEL) [1], located at Deutches Elektronen-Synchrotron
(DESY) site in Hamburg, Germany. Whole facility spans
over 3.4 km, which makes achieving such precision especially challenging. General issue of correct synchronisation
can be split into two:
• short-term phase stability of reference signal (jitter or
phase noise)
• long-term drifts of electrical (or optical) lengths in the
distribution network
Such approach is of course a simplifiaction of many interconnected sub-issues, but allows for easier overview of system
structure.
E-XFEL’s Master Oscillator (MO) [2], a relatively complex system in itself, delivers 1.3 GHz signal with rms jitter
below 20 fs1 [3]. This signal is then distributed as a phase
reference signal by the distribution system whose task is
management and compenstation of drifts. E-XFEL utilises
a hybrid RF-optical distribution scheme: reference signal is
∗
1

bgasowsk@mion.elka.pw.edu.pl
integration bandwidth: 10 Hz–1 MHz

delivered to all users by low-drift and relatively low-cost RF
interferometric links and then further corrected at several
points using laser-based links for improved precision [4] [5].
It is also important to note that using provided reference
signal, with help of various frequency conversion techniques,
users derive other signals of different frequencies, such as
local-oscillator (LO) and clock signals. These derived signals are in a very specific time relation to the reference signal.
If the reference signal disappears, even for a brief moment,
all these precise relations between nodes and signals are
disrupted or even lost completely. Similar result may come
from other significant disturbances in the reference signal.
The following resynchronisation of whole facility will
usually take at least several hours, which means that it is
unavailable for the users for a significant period of time. It
is then obvious that reliability of the synchronisation system is very important and largely depends on continuity the
reference signal delivery.
While failures in the distribution network will also result
in, at least partial, loss of synchronism, this work focuses on
dealing with failures in the source of the reference signal—
Master Oscillator itself. Our experience from development,
tests, commissioning and operation of the part of E-XFEL’s
MO which is responsible for reference signal generation,
shows that reliability vs performance trade-off can be an
issue. Demanding requirements, especially for phase noise,
often call for novel solutions and constrain component selection. This can leave little space for reliability considerations.

CONCEPT OVERVIEW
It is customary to have a hot spare of the MO, which in
case of failure in the main MO allows for quick recovery of
the reference signal, without need for immediate repair of
the failed components. However, whether the switchover is
done manually or electronically, loss of signal has already
propagated downstream and, possibly, resulted in loss of
synchronism.
We found that in order to solve issue of inferior reliability
there is a need for a true redundancy solution which could
react automatically to a failure and avoid any interruptions in
the reference signal. In that case, there are two main issues
to be solved:
• How to switch between sources without propagating
loss of signal (or other large disturbances) downstream?
• How to detect a failure, quickly and reliably?

THPHA090
1590

Timing and Synchronization

Coherent Switching
Even without any failure in the signal sources, straightforward switchover to another source can already disturb output
signal enough to count it as a failure of whole system. In
order to make sure that such switching is safe, it is required
to maintain continuity of the signal. That is: minimise the
changes in the amplitude and phase in case of switching, and
make any transients smooth.
For this purpose, the sources are synchronised with each
other, so that difference in their phases is less than 1° (ca 2 ps)
at the switching point. Low-drift phase detectors are incorporated into the switch module to minimise influence of the
local drifts on synchronisation and offer better repeatability
than possible when using mechanical connectors.
Secondly, energy storage in a microwave filter with a high
quality factor value is applied. This filter is based on dielectric resonators, and has a Q-factor (loaded) of about 4000
and a bandwidth of about 300 kHz. Such a filter is able to
reasonably sustain output signal on its own for few hundred
nanoseconds and significantly suppresses short transients.
Thanks to this approach, in case of a failure happening there
is still reasonable time available for detection and reaction.

Failure Detection
Unfortunately, it is impractical to try to predict failures and
switch in advance, because in case of many failure modes it is
very hard or even impossible to do so reliably enough, even
with complex models and diagnostic circuits. Therefore,
it is necessary to detect failure when it already happened,
with low latency and good sensitivity, while avoiding false
positives. In order to achieve these goals, we decided to
focus on critical disturbances in the reference signal. By
critical disturbance we understand one that can potentially
disrupt synchronism in the facility. For example, sudden
drop in amplitude of the signal or large jumps in signal’s
phase. Performance degradation, however, like for example
increased jitter or small changes in output amplitude, are not
considered as such.
Critical disturbances in the reference signal can manifest
only as large changes of phase or/and amplitude. Therefore, the switch module incorporates fast amplitude and
phase detectors. Phase detectors are shared with channel
synchronisation function which was described in previous
subsection.
Detection of amplitude changes is straightforward, because it is measured as an absolute value. However, phase
can be only measured in relative manner—as a difference
between two signals. When only two signals are available,
it is impossible to determine whose phase has changed, i.e.
which source has failed. This is one of the main reasons
why we decided to implement triple modular redundancy
(TMR), with three equal and independent Generation Channels (GCs). Each GC is continously delivering a reference
signal of its own, and then in the switch module one of them
is chosen to be output to the distribution system. Phases
are measured differentially for each signal pair. With this
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Generation Channels
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High-Q filter
output
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A & φ det.

Controller

Figure 1: Simplified block diagram of the E-XFEL’s MO.
approach it is possible to identify the source that has failed
when the failure manifests in phase disturbances.

System Integration
Simplified block diagram of the redundant E-XFEL MO
is presented in Fig. 1. The switch module, presented in this
work, contains three-way microwave switch together with
amplitude and phase measurement circuits: high-directivity
couplers and amplitude/phase detectors. Signal processing,
control algorithms, and other tasks are handled by a separate
module: a dedicated real-time controller which is currently
in a development phase. Each GC has an internal phaseshifter which is used by the controller to align phases of all
three signals.
The MO is required to deliver reference signal of significant power, exceeding +35 dBm. Therefore, in order to
account for all losses (in switches, filter, cables, etc.), the
switch module has to be able to operate correctly with levels
of the input signals of at least +40 dBm.

MODULE DESIGN
The simplified block diagram of the switch module is
shown in Fig. 2. The manufactured device (installed in the
test setup) is shown in Fig. 3. The following subsections
discuss essential points of module design.

λ/4
INv1
TERMv1

λ/4

OUTPUT

INv2
TERMv2

λ/4
INv3
TERMv3

Drivers
Phasev&vamplitude
detectors

Controller
interface

Redundancy
controller

Figure 2: Simplified block diagram of the switch module.
THPHA090

Timing and Synchronization

1591

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA090

of dedicated driver circuits which convert LVCMOS signals
to required voltage levels of 0/-40 V while adding less than
20 ns of delay. The drivers are designed as small piggyback
modules with heatsinks, visible in Fig. 3.

Phase and Amplitude Measurement

Figure 3: Photo of the manufactured device (in test setup).

RF Switches
Many various solutions for switching RF signals are available on the market, however, quick switching (sub-100 ns)
and high power handling (+40 dBm) are requirements that
are often contradictory. High isolation (>60 dB) is important as well, because it is desirable to isolate a potentially
malfunctioning source from the output. Nevertheless, we
found that switches based on relatively new technology, galium nitride (GaN) material, can fulfil such requirements
simultaneously.
At the time of component selection, feasible switches
were available only in SPDT variant, but the system requires
a SP3T switch. Therefore, six SPDT switches were arranged
as to work as a single absorptive SP3T switch (Fig. 4). Such
topology offers acceptable losses, very good isolation and
symmetry. It also directs signals from unselected GCs to
external matched loads, in order to avoid dissipating large
power locally. On the other hand, such topology results
in significant cost and is narrowband due to presence of
quarter-wave transformers, but these are acceptable tradeoffs. Selected switch components are able to work with
signal power up to +43 dBm and in this arrangement provide
isolation of more than 80 dB, which exceeds requirements.
GaN technology offers very good parameters, but it requires relatively large negative control voltages (-40 V in
case of components used in this design). This led to design

Finite return loss in the switch module itself and further
downstream will cause a certain reflected wave to propagate
in the reverse direction. Aplitude and phase of this wave will
change when the state of the switch is changed, which will in
turn affect phase measurement through finite isolation in the
couplers. Therefore, accurate phase measurement requires
use of couplers with high directivity.
This design employs a variant of narrowband coupledmicrostrip couplers whose characteristic zigzag shape can
be clearly noticed in Fig. 3. Because parameters of such purelayout couplers are defined only by geometry and properties
of underlying dielectric, they are very robust and reliable,
and offer good repeatability. Low-power signals from couplers are then delivered by low-drift network to the amplitude
and phase detectors. The detectors are dedicated integrated
circuits that are freely available on the market.

Supporting Circuits
The module additionally contains simple logic which allows it to operate without the controller or when controller
fails, and also protects from setting the switches to an incorrect state. Since reliability of this module is critical for
whole system, the design includes taps for monitoring of
various internal signals and multi-point measurement of temperature, which can provide some insight in the health of
the hardware.

Form Factor
Because synchronisation of the channels is not affected
by absolute (or common-mode) drifts, the design exploits
use of symmetry to minimise relative (or differential) drifts
between channels. This is motivation behind the characteristic shape of the module, clearly visible in Fig. 3. Aluminium
blocks underneath the module (not visible in the photo) are
added in order to transfer excess heat into the thick base
plate, which can easily dissipate it to the environment.

EXPERIMENTAL VERIFICATION
OUTPUT

Setup and Data Processing
λ/4

λ/4

λ/4

IN 1

IN 2

IN 3

Figure 4: Used topology of microwave SP3T absorptive
switch constructed from six DPDT switches.

Block diagram of the test setup is presented in Fig. 5. As
an emulation of the Generation Channels, we used multichannel phase coherent synthesizer, which can control independently power, frequency, and phase of each channel. Two
high-power amplifiers were used to achieve signal powers
up to 42 dBm. Since we were limited to only two amplifiers,
one of them was connected to channel 1, while the other one
to channels 2 and 3 via a power splitter. Due to limitations
of the test setup, results presented in next subsection were
obtained with power reduced to about 37 dBm at each of the
switch module’s inputs. Output signal (from before and after
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PC

Oscilloscope

Figure 5: Block diagram of the test setup.
the filter) was probed with directional couplers and directed
to an oscilloscope with 4 GHz bandwidth and 8-bit ADCs,
which acted as a digitizer with a sample-rate set to 10 GS/s.
Recorded data was then processed on a regular PC. First
step was demodulation to I/Q signals and averaging with
sliding window of 100 samples (10 ns or 13 full periods
of 1.3 GHz signal). Amplitude and phase was then derived
from these averaged I/Q signals. Unfortunately, there is a
considerable amount of noise present in the obtained data.
Longer averaging window would reduce noise, but would
also significantly impair time resolution, so we decided to
keep short averaging window of 100 samples where possible.

Results

Phase change [deg]

In this subsection we present results that were obtained by
switching from channel 1 to channel 2 in various conditions.
The most basic case, switching in near-ideal conditions (minimal phase and amplitude unbalance between channels), is
presented in Fig. 6. This can be treated as intrinsic disturbances caused by the switching itself. It is clearly visible that
changes of phase and amplitude after the filter are smooth
and stretched in time to about 1 µs. Phase deviation from
ideal value does not exceed 1° at any point of time, and
amplitude fluctuates by about 0.25 dB.
For better insight into operation of the switch module
itself, the same case limited to the first 300 ns is shown in
Fig. 7. Beginning of the switching process is delayed by
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Figure 6: Phase and amplitude variations during switching
in near-ideal conditions.
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Figure 7: Phase and amplitude variations during switching
in near-ideal conditions (cropped to the first 300 ns).
about 20 ns after the trigger signal from the dummy controller and then effectively completes after following 30 ns.
In order to see the influence of the synchronisation error, i.e. difference in the phase between two channels when
switching from one to another, we artificially introduced
errors of up to ±5°. Selected cases are presented in Fig. 8.
Even for relatively large synchronisation errors, the phase
change is still smooth and only slightly longer, still about
1 µs. Change of the amplitude does not vary visibly. Any
differences start to be visible only with errors of several tens
of degrees (not shown), which is an unacceptable error.
Switching in case of a reaction to a real failure, however,
will not happen immediately. We tried to simulate such
an event by adding a delay between switching one channel
off and switching the other one on. Effectively, there is
an additional no-signal period at the output of the switch
module, whose duration equals the delay. Selected cases
are presented in Fig. 9. Influence of such additional delays
is clearly visible and is much stronger than than that of the
synchronisation error. In case of longer delays the tail of
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Figure 8: Influence of error in phase synchronisation.
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Figure 9: Influence of switching latency.
the disturbance ends after over 2 µs, but the most important
part fits within 1.5 µs. This result is in good agreement
with the expectations, and underlines an issue of low-latency
detection of the failures.
The last measurement was taken in simultaneous presence
of various nonidealities: synchronisation error set to 2°,
switching delay set to 200 ns, and amplitude unbalance of
about 0.5 dB. This case, simulating realistic failure response,
is presented in Fig. 10.

CONCLUSION AND FUTURE PLANS
We have shown that it is feasible to switch between independent sources of the reference signal without disrupting its
continuity, given appropriate methods are applied. Presented
switch module is a first step towards an autonomous redundancy solution for the European XFEL’s Master Oscillator.
The companion real-time controller is currently in development, and after appropriate testing procedure the complete
system is planned to be commissioned in the facility.
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Figure 10: Phase and amplitude variations during switching
in simulated failure response.
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Abstract
The Master Oscillator system of the European XFEL
was built using frequency synthesis techniques that were
found to have the best phase noise performance. This
includes low noise frequency multipliers and
non-multiplying phase lock loops, incorporated in the
system to shape its output phase noise spectrum. Jitter of
the output signal strongly depends on phase noise
transmittance of the PLL and suboptimal design can
worsen it by orders of magnitude. Taking into
consideration that the PLL open loop transmittance usually
can be shaped in multiple ways, and that the accurate phase
noise measurements can easily take more than 30 minutes,
designing an automated tool becomes a necessity. For this
purpose an approach to the tuning system construction was
chosen in order to make the phase noise optimisation
process simpler. This paper describes the optimisation of
PLL synthesizer phase noise, done to improve the
performance of the European XFEL MO. We present the
phase noise optimisation process and achieved results.

INTRODUCTION
Master Oscillator [1] is a low noise and high power
reference signal generator for the European XFEL [2] (XRay Free Electron Laser) which was built in the DESY
Institute in Hamburg [3]. System consists of three
structurally identical generation channels, and a
redundancy module designed to detect the failure of a
generation channel and optionally change the output signal
source. In this application, a very low phase noise of the
1.3 GHz reference signal is required to assure high
precision of the accelerating field control. Therefore single
MO channel incorporates a frequency synthesizers chain,
starting with a GPS Disciplined Rubidium Oscillator
(10 MHz), followed by a phase locked oscillators:
100 MHz OCXO (Oven Controlled XTAL Oscillator) and
a 1.3 GHz DRO (Dielectric Resonator Oscillator). Apart
from using high performance VCOs (Voltage Controlled
Oscillator), big effort was also put on choosing the
frequency conversion methods and a PLL (Phase Lock
Loop) synthesisers parameters.

PHASE NOISE AND A PHASE LOCK
LOOP
Phase noise is often one of the most important
parameters of a frequency generator [4]. Output signal of
an RF signal generator may be described as a pure sine
wave modulated by both amplitude and phase noise. In
case of RF oscillators, the phase noise usually dominates
over the amplitude noise, so all of the further presented
considerations will concern only the phase noise, which
actually represents the signal short-term phase/frequency
stability. The most common way of presenting the
oscillator’s phase noise is a ratio of the spectral power
density measured in 1 Hz band at a specified offset
frequency from the carrier to the total power of the carrier
signal [5]. An example of a real oscillator phase noise
characteristic is presented on Fig. 6 (yellow plot, “freerunning VCO”). Stability of the generated signal may be
also described using a jitter parameter – phase noise
integrated in specific bandwidth.
Phase Lock Loops [6] (Fig. 2) are used to synchronize
the VCO frequency and phase to the reference signal. PLL
consists of three main functional blocks: phase detector,
loop filter and the VCO. Phase detector output voltage is
proportional to the phase difference between reference and
VCO signal. In perfect case (without the noise) the signals
are synchronized and the filtered phase detector output
signal (VCO control signal, ܷை ) is a DC voltage. In real
system, where both signals are modulated by the phase
noise and each loop component adds its own residual noise,
it contains also an AC component – an incidental, noisecaused phase difference between both signal phases,
multiplied by the phase detector sensitivity and the loop
filter transmittance. VCO control signal is tuning the
oscillator in order to minimise the phase difference
detected by the phase detector, closing the negative
feedback loop.
PHASE
DETECTOR

LOOP FILTER

VCO

Figure 2: PLL block diagram.
GPS
DISCIPLINED
RUBIDIUM
OSCILLATOR

10MHz

100MHz
SYNTHESISER

100MHz

1.3GHz SYNTHESISER

1.3GHz

Figure 1: XFEL Master Oscillator block diagram. The
optimised synthesiser is highlighted.
The following article describes the process of 1.3GHz
PLL synthesiser tuning performed to improve the Master
Oscillator output signal phase noise performance.

The phase noise characteristic of the PLL output signal
can be shaped by adjusting the loop filter (low-pass filter)
transmittance. For low offset from carrier frequencies,
where the phase detector signal is not attenuated by the
PLL transfer function, the VCO phase is tracking the
reference signal phase – which means, that even if the freerunning oscillator output phase noise is high, inside the
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and capacitive load, three digitally controlled variable
resistance/capacitance tuners were installed.

loop bandwidth, the PLL output signal phase noise is
similar to the level of reference signal phase noise.
Similarly, for high offset frequencies, the PLL output phase
noise equals the free running VCO phase noise, and
between, close to the PLL cut-off frequency, it is a
combination of both phase noise sources.

Table 1: Pros and Cons of Different Approaches to the
Optimisation
Theoretical model
optimisation
+very fast – usually
below 10min
-each model is
custom, cannot be
re-used
-model construction
is difficult and long
process,
-model needs
actualisation after
every component
exchange

OPTIMISATION TECHNIQUES
COMPARISON
Two different ideas for design of a phase noise optimiser
were considered. First one was based on equations
describing the PLL open and closed loop transmittances. It
allowed to calculate the PLL’s output phase noise using the
measurements of loop components parameters. Required
parameters are at least the phase detector sensitivity, loop
filter transmittance, VCO tuning sensitivity or the free
running VCO and reference signal phase noise. In second
method an opposite approach was applied: replacing the
loop filter components with digitally controlled variable
resistors or capacitors. The main pros and cons of both
approaches are collected in the Table 1. Finally, physical
system optimisation approach was chosen as more
convenient in our application.

SYSTEM DESIGN

ETHERNET

PHASE NOISE ANALYSER

I2C
VARIABLE

OPTIMISING SYSTEM

VARIABLE

VARIABLE

RESISTANCE RESISTANCE CAPACITANCE

MASTER OSCILLATOR 1.3GHz SYNTHESISER

100MHz
signal input

+once designed optimising tool
can be universally used
-very slow – optimisation can
easily last few hours
-signal source analyser is
occupied all the time
-connection of additional
system into the signal path –
possible parasitic
capacitance/inductance and
EMI problems
-isolated environment required
– single distorted measurement
can misdirect the optimising
tool

The optimising system, consists of three main parts: the
system controller, tuners and a phase noise analyser.
Presented system structure was developed to possibly
minimise the error caused by impact of connecting external
equipment to the system. For that reason variable
resistance/capacitance tuners (Figures 4 and 5) consist of
discrete resistors/capacitors, switched with deeply
saturated MOS transistors. It was impossible to totally
avoid parasitics, therefore non-negligible values were
characterized. The last big concern was the EMI – signals
induced in the wires, observable in the phase noise as a
discrete (spurius) lines. They are easily identifiable,
because pure output signal values for neighbouring offset
frequencies are similar. Therefore in the performed
optimisation, spurius lines were removed.

The simplified block diagram of the 1.3 GHz synthesiser
with attached optimising system is presented in Fig. 3. The
optimised 1.3 GHz phase lock loop, installed as a last
frequency synthesiser in the chain, is used to lower the
synthesisers output phase noise by combining the close-tocarrier noise of the multiplied 100 MHz signal with low
far-from-carrier noise of the 1.3 GHz VCO. In this case
loop filter was implemented as an active integrator in order
to keep the DC phase error at zero. The filter transmittance
has two time constants - one pole and one zero, which
defines the loop bandwidth and damping factor. Generally,
in order to manipulate the two time constants it is enough
to vary two of three values of components. However,
because of the op-amp voltage and current noise (their
impact on the filter output noise depends on the resistor
values) and phase detector gain dependency on resistive

CONTROLLER

Physical system optimisation

PASSIVE &
FREQUENCY MULTIPLYING &
PHASE SHIFTING
COMPONENTS

VCO 1.3GHz

Amplifier

PHASE

DETECTOR

+

Generation
channel
output signal

Figure 3: Block diagram of the optimising system.
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Figure 4: Single variable resistance / capacitance tuner
block diagram.
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uncertainty of the phase noise analyser, very wide
integration bandwidth (because of higher close-to-carrier
phase noise this applies especially to integration start
frequency) means also increased random jitter
measurement uncertainty – the observed change of signal
random jitter caused by the loop filter transmittance
modification (wanted change) is more affected by the
measurement error, than when the integration bandwidth is
narrow. On the other hand the integration bandwidth had
to be wide enough to avoid the situation when modification
of the filter component values results in increased random
jitter outside the integration bandwidth. Finally, by way of
an experiment, it was set to range of 300 Hz — 1 MHz, and
resulted in the measurement accuracy of around 0.05 fs
(defined as 6σ estimated of 30 measurements). No random
jitter increase outside of the integration bandwidth was
observed. For the optimisation, the Nelder-Mead
algorithm, implemented in the Matlab function
fminsearch() [7] was used. The algorithm uses a derivativefree method and is recommended for solving problems
where goal function output value is affected by a
measurement uncertainty. Its main disadvantage is only
local region of search, therefore good selection of
optimiser start point was necessary. Two optimisation stop
conditions were set. The first, termination tolerance on the
function value, was satisfied when random jitter
improvement in an iteration was smaller than 0.35 fs, and
was necessary due to finite accuracy of the measurement
device. The second, termination tolerance on optimised
vector, when a change of optimised values in an iteration
was smaller than 20 Ω or 20 nF, was used to avoid situation
when step of the optimiser is smaller than resolution of the
variable resistance and capacitance tuners. The start value
was chosen experimentally.

OPTIMISATION RESULTS

Figure 5: Tuners connected to the Master Oscillator
1.3 GHz Synthesiser PLL.
For optimisation purposes, interface of the control and
measurement system was represented as a goal function
with loop filter parameters (R and C values) as arguments.
It was decided to set the PLL output signal’s random jitter
as a function’s output value, because it’s a single real
number that well describes the signal short-term phase
stability. One of the most important goal function
parameters was the integration bandwidth of the random
jitter, which could lead to suboptimal optimisation result,
if selected inappropriately. Because of measurement

The phase noise plots before and after the optimisation
are compared on Fig. 5. Optimiser improved the PLL
output signal random jitter measured in 300 Hz … 1 MHz
bandwidth from 2.21 fs to 1.98 fs, and has proofed its
usefulness in loop-filter optimisation of ultra-low phase
noise PLLs. Comparing to the free-running VCO, PLL
output signal phase noise contains few more spurious
components. Taking under consideration that the spurious
lines do not change their positions when the loop
transmittance is modified, they are expected to have their
origin in EMI problems introduced by connecting the
external tuners to sensitive nodes in the PLL. Although,
they do not distort the optimisation (the phase noise
analyser is able to measure the random and discrete jitter
separately, and the value that the optimiser read out of the
analyser is just the random jitter). Because of very
satisfying optimisation results, tests of dependencies
between the start vector values and the optimisation result
(searches for a better local minimum) were not performed.
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Figure 6: Compared phase noise measurements: reference signal, free-running VCO and PLL output signal for the
optimised vector start and end values.

CONCLUSIONS AND PLANS
During the optimiser design, two different ideas for
construction of the system were considered and one of
them, physical system optimisation, was chosen. The
optimising system construction process contained design
of the digitally controlled variable resistor/capacitor tuners,
selection of goal function and preparation of the software.
The tests prove the system usefulness in optimisation of
high performance PLL phase noise. In the future
experiments with different goal functions and optimising
algorithms will be conducted in order to shorten the
optimisation time and make the tool more accurate and
universal.
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ALBA EQUIPMENT PROTECTION SYSTEM, CURRENT STATUS
A. Rubio, G. Cuní, D. Fernandez-Carreiras, S. Rubio-Manrique, N. Serra, J. Villanueva
ALBA-CELLS Synchrotron, Cerdanyola del Vallès, Spain
Abstract
ALBA [1] is the name of Barcelona's 3 GeV Synchrotron Light source. In operation since 2012, it currently
hosts experiments 24/7 in its 8 beamlines with 3 more in
development. The aim of ALBA Equipment Protection
System is to avoid damage of hardware by managing sets
of permits and interlock signals. The EPS scope covers
not only ALBA accelerators and its beamlines but also the
other existing laboratories like Radiofrequency, Optics,
Vacuum, etc. It is built on B&R PLCs with CPUs installed in cabinets in ALBA service and experimental
areas and a network of remote I/O modules installed in
shielded boxes inside the tunnel and other irradiated
zones. CPU's and Remote models are interconnected by
the X2X field-bus. Signals managed by PLC's include
interlocks, temperature readouts, flow-meters, flowswitches, thermal switches, shutters, pneumatic actuators,
fluorescence screens, etc. This paper describes the design
and the architecture of the Equipment Protection System,
the current status, the tools used by the EPS team and the
recent improvements in terms of reaction time and interaction with other systems via Powerlink and fast interlock
system.

INTRODUCTION
The ALBA Equipment Protection Systems (EPS) [2] is
a distributed PLC-based system autonomous from the
TANGO Control System [3]. EPS is a homogeneous system based on B&R PLCs distributed along the facility. It
became a versatile system that has been adapted for interlock, diagnostic acquisition and motion control in both,
accelerators and beamlines.
EPS is being continuously improved and some changes
has been made in the last times, among others: differential
temperature Interlocks added, EPS Vacuum linked to the
fast Machine Protection System (MPS) [4], Powerlink V2
[5] upgrade and adding all storage ring temperatures as
interlocks. This last upgrade implied that no temperature
diagnostics is available in the storage ring. To cover this
need it’s been created a wireless diagnostics system [6].
Although other PLC based systems are used in ALBA
to control the Radio Frequency circulators, Linac control,
bake out controllers and water or air cooling systems; the
EPS is the most complex system managed by PLC's, using 59 B&R CPUs and 128 periphery cabinets to collect
more than 7300 signals. In addition to the main purpose
of protection, several hundreds of signals distributed
across the whole system are acquired for diagnostics and
control of pressures, temperatures and movable elements.

EPS installation in numbers:
● 35% cables installed
● Powerlink installation (only Service area)
○ 1 CPU B&R master Powerlink
○ 15 Network switches
○ 43 CPUs connected
● Vacuum
○ 512 thermocouples from storage ring
○ 172 Vacuum pneumatic valves (VAT)
○ 166 Ion Pump Controller (DUAL)
○ 112 Vacuum gauge controller (MKS)
● Magnets:
○ 698 Thermal Switches
○ 376 Flow Switches
● 8 Radiofrequency plants preconditions and interlock management
● 11 Front End
● 8 Insertion Devices
● Building facilities, Cooling Diagnostics:
○ 14 flow reading
○ 81 pressure transmitter
● Diagnostics:
○ 26 Fluorescence Screen (2 position)
○ 11 Fluorescence Screen with OTR (3
position)

SOFTWARE TOOLS FOR EPS
The integration of the management of an independent
system like EPS in the TANGO Control System required
several phases, starting from the collection of cables from
the Cabling Database to the final Auto-generation of UI's
for both EPS Expert GUI and operator users (Taurus).

ALBA Cabling and Controls Database
The CCDB python API [7] provides full access to the
Cabling Database from our control system tools. The API
methods allow searching for equipment and getting lists
of cables connections details.
Every cable and equipment installed in the ALBA Synchrotron is registered in our Cabling and Controls Database (CCDB). It was developed in 2007 by our Management and Information Software section (MIS) using
MySQL and web technologies. It was the main support
tool for the design and construction phase and now it is
still kept updated as the main repository of equipment and
configurations in our Accelerators and Beamlines (Fig. 1).
As of 2017 it lists 397 racks with 7594 equipment of
different 1057 equipment types. These equipments are
connected using 21010 cables of 638 different cable types
with a total length of 215.8 Km.
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spreadsheet map: script to read command and post
values under request from modbus comms.
spreadsheet TANGO vars: variable modbus mapping full list of the PLC variables with its matching PLC code structures. (EPS CSV)

Figure 1: Cable Data base.

Auto-generation Tool
The CCDB python API provides full access to the Cabling Database from our control system tools. The API
methods [8] allow to search for equipments and get lists
of connections, names and network information. These
links are used to enable our Auto-Generation coding tool
correlating the information of the equipments from the
CCDB with the logics defined for them in the EPS.

Figure 2: PLC Auto-generation tool.
For each CPU of the EPS, the PLC Auto-Generation
tool (Fig. 2) extracts exhaustive reports of all equipment
connected to the CPU and its remotes, parses the naming
of these equipment and its logics depending on the cable
and terminal connectors used in both sides (along with
notations introduced by the Controls EPS engineers).
The final output of the Auto-generation process consists
(Fig.3):
 spreadsheet VarDec: global variable declaration.
 spreadsheet Offset: Offset initialization to 0 (default)
 spreadsheet Refresh: Save/Load permanent values
 spreadsheet chekvars: Call variable suitable type
function
 spreadsheet Init type: Initialize EPS variables
 spreadsheet valvesct: basic position control and
command definition

Figure 3: Auto-generation tool output files.
These steps do not produce the complete final code of
the PLC (Fig. 4), but a detailed guide of the code and data
structures to be used in the software project tasks. The
control engineer then must coordinate logics of individual
variables and program the most specific logics of every
beamline or accelerators section, being capable of focusing in the most critical parts instead of the tedious, systematic and iterative variable naming task.

Figure 4: PLC project structure.
The final output of the Auto-generation process is the
modbus’ variable mapping spreadsheet, commonly
known as the EPS CSV. This file will be used later to
generate the EPS Expert GUI and the TANGO Attributes
used by User-Level GUI's.
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EPS_LIB Tool

PyPLC Device Attributes

The EPS_LIB runs in the different CPU's and provides
logic behaviour for managing each equipment type and
signal connected to the Equipment Protection System, all
the common elements have been standardized in our
EPS_LIBRARY. This Automation Studio Project library
also defines EPS variables types (Fig.5).

All Modbus-based PLC's are accessed using the PyPLC
TANGO Device Server. This python device server [10]
(in use since 2008) have been developed over the Modbus
C++ (Fig.3) device class to allow four different types of
access:
 Reading the whole Modbus address space into array attributes, method optimized to get maximum
update frequency, used by the Expert GUI.
 Exporting EPS variables as individual TANGO attributes, thus enabling TANGO features like ranges, alarms, archiving, labels, etc.
 Exporting EPS variables as individual TANGO devices, typically valves with its own Open/Close
commands.
 The PyPLC exports the most standard Modbus
commands (Read/Write Input/Holding Registers)
and PLC variable types (Coil / Flag / Int / Long /
Float / Ieee Float).
These dynamic generation of attributes boosted the initial prototyping of the devices, providing enough functionality for the most elementary systems (temperature
controllers, stand-alone PLC's) and allowing customizing
the attribute generation done by the EPS Auto-generation
tools.

Figure 5: EPS variable types.
These standard procedures include managing in/out
digital signals for valves, alarm/warning ranges for analogue values and updating each variable status word
(Fig.6)

TANGO Dynamic Attributes
PLC's at ALBA are accessed using two protocols:
Modbus (over TCP or RS485) for most of the systems
(EPS, PSS, RF Circulators, and Cooling Diagnostics) and
Fetch & Write for those Siemens PLC's (Linac Thales,
Cooling Systems) [11].
User-defined formulas allow to create meta variables
(e.g. BL_READY) or special commands to be used in
PANIC Alarms [12] or our Sardana Experimental
Framework to control pneumatic devices in the Beamline.

Taurus User Interfaces
Figure 6: EPS variable status word
Status Word codification where information and commands for each variable is stored; commands as disable,
forceTo,… and information as Value, Interlock, IsFirst,...
Value conversions for thermocouples, linear correlation
for 4-20 mA or 0-10 V transducers and standard conversion scales for flowmeters amongst others are done using
suitable conversion defined in the INT_TO_PHYSICAL
script.

The current application developed to interact with the
EPS system is the EPS Expert GUI (Fig. 7). This application loads all the modbus mapped variables from the PLC
and organizes the whole memory structure in several
tabbed panels, grouped by variable type.

TANGO INTERFACES FOR EPS
The integration of the management of an independent
system like EPS in the TANGO Control System [9] required several phases, starting from the collection of cables from the Cabling Database to the final Autogeneration of UI's for both EPS Expert GUI and operator
users (Taurus).

Figure 7: EPS expert GUI
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From the EPS GUI application we can manage, after
LDAP user validation, the Alarm/Warning levels of every
analogue signal, interlock status (active/latched/was_first)
for analogue and digital inputs, forced and disable states
both for interlocks and digital outputs. The status of the
PowerLink word, which is synchronized in all the EPS
CPUs to share interlock signals between them. The information regarding the several subsystems managed by
the EPS (vacuum, magnets, Radiofrequency, bpm's, frontends) is later summarized in 2 user-level applications: the
ALBA-EPS, that allows fast diagnose and acknowledge
of interlocks in the accelerators side, and the Machine
Protection System. Many analogue and digital signals in
ALBA beamlines have been exported to our Tango-based
[13] experiment control framework, Sardana [14].

CURRENT STATUS
EPS has integrated some new functionalities or improvements in cycle speed.

ALBA Thermocouples
All Storage Ring temperatures (512) are treated as interlock, it means that no temperature diagnostics in the
storage ring are available anymore. Since then, adding
diagnostics temperature readouts will be not possible
without upgrading the EPS system infrastructure which
would have huge cost in shutdown time. Other solutions
have to be evaluated

Incremental Interlock
Analog function has been upgraded with the new functionality incremental Temperature Interlock. Integration
time is fixed to 1 second and the operator sets the increment of temperature. Above this value the PLC will generate an Interlock.

Interlock Board
Each EPS Vacuum sector has been connected to Timing using Interlock Board (INTBO) in order to stop RF
plants using both systems Timing and EPS (MPS).

Powerlink V2
Powerlink is an open strict, deterministic real-time
protocol based on Fast Ethernet (100 MBit). Timeisochronous transfer of cyclic I/O and motion data is supported along with asynchronous communication between
network nodes; a part of network bandwidth is reserved
for this.
The Ethernet POWERLINK Standardization Group
(EPSG) is responsible for development and maintenance
of the protocol [3]. POWERLINK V2 (open IEC standard) is the expansion of POWERLINK V1 (B&R proprietary) to include a standardized application layer. In other
words:
POWERLINK V2 = POWERLINK V1 + CANopen.
For this reason, it is sometimes also referred to as
"CANopen over Ethernet".

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA096

Analog Value Filter
Interlock will be generated only if it remains out of limits during a certain time fixed by EPS programmer for
each variable.

Version Control
All EPS projects are stored using SVN to manage version control

FUTURE ROADMAP
The next targets for the project are:
 Time Stamp.
 Motion control.
 Version control (SVN->GIT?).
 PID control
 Safety functions

CONCLUSION
The design of the control system had as main premises
being functional and economic. From the beginning, special attention was paid to cost and effectiveness. Choices
done during the commissioning, like Ethernet as fieldbus
or using compact and economic PLC's instead of VME
(extremely popular in this type of installations), are working very well. The tendency is to reduce the number of
computers and rely even more on Ethernet.
Moreover, in order to make the installation and
maintenance easier, a central repository (so called cabling
database or “ccdb”) was created. It soon turned out into a
central repository for the Computing installation, kept upto date and from where important pieces of software were
automatically created. Some examples are the declaration
of variables in PLCs, files for configuration of network
services, dynamic attributes in device servers and components of graphical interfaces. This is a great tool for the
maintenance since the information related to the installation is only in one place.
PyPLC TANGO Device provides a common interface
to all PLC's at ALBA using the Modbus protocol. This
developer-friendly interface allowed dynamic and effortless integration of new PLC signals into our Archiving,
Alarm System and Beamlines SCADA (Sardana). This
work-flow enabled by PyPLC reduced the time needed to
upgrade or modify PLC systems in Beamlines.
Equipment Protection System is currently under continuous improvement adding new complete beamlines,
front ends, insertion devices and equipments to the existing facilities and adding new functionalities to the EPS
library.
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DEVELOPMENT OF A PXI BASED TEST STAND FOR
AUTOMATIZATION OF THE QUALITY ASSURANCE OF THE PATIENT
SAFETY SYSTEM IN A PROTON THERAPY CENTRE
P. Fernandez Carmona, M. Eichin, R. Van der Meer, F. Heimann, H. Regele, M. Grossmann,
D. Weber, Paul Scherrer Institut, 5232 Villigen PSI, Switzerland
Abstract
At the Centre for Proton Therapy at the Paul Scherrer
Institute, a cyclotron, two gantries and a fixed beamline
are being used to treat tumours. In order to prevent nonoptimal beam delivery, an interlock patient safety system
(PaSS) was implemented that interrupts the treatment if
any sub-system reports an error. To ensure correct
treatment, the PaSS needs to be thoroughly tested as part
of the regular quality assurance as well as after each
change. This typically required weeks of work, extensive
beam usage and could not always cover all possible
failure modes. With the opportunity of the installation of a
new gantry, an automated PaSS test stand was developed
that can emulate the rest of the facility. It consists of a NI
PXI chassis with virtually unlimited IOs that are
synchronously stimulated or sampled at 1MHz, a set of
adapters to connect each type of interfaced signal and a
runtime environment. We have also developed a VHDL
based formal language to describe stimuli, assertions and
specific measurements. We present the use of our test
stand in the verification and validation of the PaSS,
showing how its full quality assurance, including report
generation was reduced to minutes.

INTRODUCTION
At the Paul Scherrer Institut (PSI) cancer patients are
being treated using proton therapy for a number of
indications. The facility currently includes a fixed beam
line for eye cancer treatment, operating clinically since
2010, and Gantries 1 and 2 operating since 1996 and 2013
respectively [1, 2]. A dedicated 250 MeV cyclotron is
used to provide beam for all the treatment areas. Recently
a new Gantry 3 has been installed and is being
commissioned. Both the latter Gantry and the accelerator
are commercial products from the company Varian
Medical Systems [3]. The rest of the treatment areas were
designed in house.
Each for the treatment areas designed at PSI, as well as
the adapter used for the integration of Gantry 3 include a
Patient Safety System. PaSS is the system responsible to
monitor the status of the different elements involved in
the treatment and to stop the beam to avoid personal harm
whenever any potentially unsafe condition is detected.
The Patient Safety System needs to be thoroughly
tested in order to ensure correct treatment. The quality
assurance first includes testing the monitors and final
elements connected to it. This is typically part of the
commissioning process and regularly scheduled QA
tests [4]. Secondly the hardware undergoes unit testing.
This involves a preparation phase, when a risk analysis is

performed and a test specification based on the design
specifications are written, and an execution phase. The
execution is both performed as a simulation, and later
physically tested in the lab with a test stand that
stimulates all inputs and monitors all outputs and checks
that the response is as expected. Thirdly an integration
test in the facility is performed, when all supervision
functions and all final elements are checked for
correctness, and errors are injected to monitor the PaSS
response. It is important to note that being executed in a
clinical facility, not all cases can be covered in this last
step.

UNIT TESTING CONCEPT
The unit testing consists of a series of test steps applied
to the PaSS system to emulate real life conditions at the
interface level. Each of the unit tests are derived from
different aspects of the design specifications and specify
both a stimulus to be applied to the input signals and an
expected behaviour of the output signals. They are
described in a document that describes the test using and
timed signal diagrams.
With the introduction of Gantry 3, a new unit testing
methodology was introduced and it is now also being
gradually applied to the other treatment areas. The unit
tests are specified in a formal language that was
developed for this task and which will be detailed in the
following section. This reduces the amount of manual
work, removes the ambiguities of natural language and
therefore minimizes the possibility of errors. Also, thanks
to the technical progress of instrumentation hardware with
a high count of fast digital IOs, such as National
Instruments´ PXI crates, it is now possible to
synchronously all input signals and sample all output
signals instead of sequentially testing small subsets of
signals, as was the case in our former unit testing setup.
The three main aspects described in the unit tests are
the stimuli, expected reaction and time measurements.
Stimuli can be both realistic as well as physically
impossible in the real facility. The expected and forbidden
reactions are described as logic assertions. A number of
time measurements can be programmed to evaluate the
performance of the hardware and its logic.

UNIT TEST FORMAL DESCRIPTION
After an investigation of different existing languages to
describe tests and assertions, nothing was found that was
both compact and close enough to natural language as to
be able to replace the textual description in the unit test

THPHA098
1604

Functional Safety and Machine Protection

documentation. The best option for our needs was VHDL
syntax, which was extended to provide two missing
aspects: Macros and expansion loops.
An example code of sequential stimuli would be:
SENSOR_A
<= NOK;
wait for
t_Response;
ELEMENT_B <= OK;
Assertions are conditions that need to be true, otherwise
an error of a certain severity is thrown:
assert STATUS_C = NOK report " STATUS_C not as
expected" severity FAILURE;
Time measurements can be specified to evaluate the
performance of certain elements:
measure falling_edge(SIGNAL_1) to
rising_edge(SIGNAL_2) name “Example measurement";
The unit tests can be implemented in a single or
multiple files. Macros can be defined in files containing
typical time constants or reusable functions that can be
included and called from several unit tests.
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Table 1: Expanded Loops Execution
Execution

Conditions

#1

Experiment with beam

#2

Experiment without beam

#3

Therapy with beam

#4

Therapy without beam

SYSTEM ARCHITECTURE
In order to execute the unit tests, a test stand was
developed. As seen in Figure 1, it emulates every
subsystem of the facility to which PaSS is connected,
such as the control systems, sensors and actuators at the
interface level.

DefineMacro TYPICAL_TIME_CONSTANTS
constant t_Response : time := 50 us;
EndMacro
Expansion loops are a custom extension used to repeat
a same unit test under different conditions or variations. A
typical effort saving case would be to check a certain
function under experimental and therapy modes, in
combination with the allocation or non-allocation of
mastership.
Process Stimuli
Loop
Tag Condition_1
callMacro SET_EXPERIMENT
EndTag
Tag Condition_2
callMacro SET_THERAPY
EndTag
EndLoop
Loop
Tag Mode_A
callMacro SET_MODE_WITH_BEAM
EndTag
Tag Mode_B
callMacro SET_MODE_NO_BEAM
EndTag
EndLoop
... -- Code common for all 4 interations
EndProcess
The previous code would result in 4 individual test
stimuli executions, with small variations as seen below in
Table 1.

Figure 1: Patient Safety System test stand layout.

Hardware
The centre of the test stand is a National Instruments´
PXI crate with multiple IO cards. The signal lines are
driven using fast PXIe-6535 cards clocked at 1MHz.
Slower PXI-6509 cards were used for slow control, like
defining the direction of lines and reading temperature
sensors. An in-house designed 19 inch backplane board is
used to route the digital IO pins to the corresponding
PaSS signals. Attached to the backplane are modular
carrier boards with mounted plugins that convert the 5V
digital signals to and from the PXI crate into the
corresponding interface of each PaSS line, see Figure 2.
There are plugins for optical signals, 24 V digital lines,
5V TTL and three wire, redundant current loops in use
now. More plugins could be developed to interface other
types of signals.
Each PXI crate used is limited to 400 IO lines, which is
enough for the currently installed PaSS systems at our
facility. Should more lines be required in the future, the
PXI crates allow for a daisy chain synchronization of
several crates, therefore extending the available IOs to
whatever might be necessary.
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After the user loads all files and confirms the hardware
configuration, all tests are autonomously executed and a
final report is generated, ready to be checked and signed
by the unit tester.
In order to facilitate debugging, a logfile viewer tool is
also available, as seen in Figure 4. It has proved itself
useful when debugging logic, and includes a number of
filters to ease sorting the most relevant lines.

Figure 2: Backplane and several plugin types.

Software
The application running on the PXI crate is written in
LabView. It is modular and extendable, containing the
following parts: The configuration module parses an xml
file describing the name and type of each of the signals
configures accordingly the fast IO lines, backplane and
plugins. The unit test parser reads the test descriptions and
creates an internal executable data structure with stimuli,
assertions and time measurements. It also expands macros
and tests with loops into multiple simple tests to be
executed sequentially. The execution module uses the
internal data structure to drive the input signals to the
desired stimuli patterns and monitors the outputs. This is
done synchronously for all IOs. The report module creates
a final document with one section per unit test executed,
and generates summaries, tables and time diagrams to
facilitate the interpretation. Currently the report is written
in MS Doc format.
The user interface includes a test execution GUI, as
seen in Figure 3, which guides the user in loading the
different configuration and test files, giving feedback of
the internal structures created, syntax errors or hardware
configuration issues.

Figure 4: Logfile analysis and debug GUI.
As the application is modular, it would be possible to
easily extend it to generate different report formats, or to
support new unit test description languages.

REPORTING
After sequential execution of all unit tests, a report is
generated automatically. It includes a list of all tested
items and its success, information of failing assertions and
time measurement results including a generated diagram.
Figure 5 shows one section of the final report containing
the results for one item.

Figure 3: Sequential test execution GUI.
Figure 5: Extract of unit test report section.
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RESULTS

CONCLUSION

The report for our new Gantry 3 contains 287 pages. It
includes 278 different tests defined in 13 unit test
specifications. The execution of all unit tests plus the
report generation takes 4 minutes.
The experience of using the new test stand for the unit
testing of the PaSS of the new Gantry 3 is summarized in
Table 2 below.

At PSI, a test stand has been developed to automate
part of the QA of the Patient Safety System of our newly
installed Gantry 3. It is fast, precise and extendable. The
unit tests are described in a formal language and reports
are generated automatically upon execution of all test
cases.
By automating the unit testing of PaSS, an increased
level of safety has been achieved. It allows very complete
tests scenarios and the beam time available for patients
can be substantially increased, by reducing the
requirements for this QA. The development cycles in
upgrades and bug fixing have also been shortened,
therefore reducing costs.

Table 2: Work Effort with New Test Stand
System

Effort/Capabilities

Unit test specification

3 weeks(Test description
document, Formal
language)

Hardware setup

½ day

PaSS unit test execution

4 minutes

Signal stimuli

≤ 400 per PXI chassis.
Daisy chainable

Signal monitoring

≤ 400 per PXI chassis.
Daisy chainable

As a reference, work effort is compared in Table 3 to
the old testing procedure consisting of oscilloscope tests
and manipulation of monitors and actuators in the facility,
of the old test stand system in order to stimulate up to 40
signals at a time in the lab.
Table 3: Work Effort with Old Test Stand
System

Effort/Capabilities

Unit test specification

3 weeks(Test description
document including
timing diagrams)

Hardware setup

1 day

PaSS unit test execution

1 hour per test case
2 weeks in total

Signal stimuli

Manipulations in real
system or ≤ 40 signals in
lab

Signal monitoring

48 channels logic analyser
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It can be seen that the new test stand provides not only
a faster execution but also a more complete coverage of
test cases. Also it allows for precise time measurements,
not technically possible with the older setup.
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Abstract
The accelerator facilities at CERN span large areas and
the personnel protection systems consist of hundreds of
interlocked doors delimiting the accelerator zones. Entrance into the interlocked zones from the outside is
allowed only via a small number of access points. These
are no longer made of doors, which have left their place
to turnstiles and then to mantraps or Personnel Access
Devices (PAD). Originally meant for high security zones,
the commercially available PADs have a number of
CERN specific additions. This paper presents in detail the
purpose and characteristics of each piece of equipment
constituting the access devices and its integration within
the personnel protection system. Key concepts related to
personnel safety (e.g. interlocked safety tokens, patrols)
and to access control (e.g. access authorisation, biometric
identity verification, equipment checks) are introduced
and solutions discussed. Three generations of access
devices are presented, starting from the LHC model put in
service in 2008, continuing with the PS devices operational since 2014 and finally introducing the latest model
under development for the refurbishment of the SPS Personnel Protection System.

INTRODUCTION
In 2008, a modern LHC Access System [1] was put in
operation; this was followed by a complete refurbishment
of the PS Personnel Protection System [2]. Today, preparations are under way for the renovation of the SPS Personnel Protection System and a 3rd generation Personnel
Access Device (PAD) has just been ordered. A new design
was done, providing ease of installation, use and maintenance. At the same time, new functionalities were added
to the already long list of access control and safety requirements that the access devices at CERN have to meet.

ACCESS CONTROL KEY CONCEPTS
AND EQUIPMENT
Access control to the installations at CERN is based on
a principle of layers of protection, each one allowing only
a more restricted number of people to enter. On-site access is permitted to identified affiliated personnel, entering a surface building housing an accelerator or an experimental hall requires special authorisations, and finally
entering a beam facility is subject to the strictest control.

Identification
Entry into or exit from a beam facility is subject to prior identification of the person requesting access or egress.
A user-ID number is obtained from a special RFID chip
added to the personal dosimeter and not from the standard

badge read at the site entrance. Thus, anyone accessing a
beam facility is sure to be in possession of a valid personal dosimeter. The badge reader itself is a commercial-offthe-shelf device complying with the international standard
for contactless Smart Cards ISO 14443.

Access Control
Once a user’s identifier is read, it is checked against a
database table for a given access point. This is a simple
verification, but there is a lot going on behind the scenes.
In a big organisation, a number of services are involved in
validating a user’s access permit to a given location. At
CERN, these involve:
x

Authorisation granted by the facility responsible to
people recognized by the Organization and with a
professional need to access the facility;

x

Valid Safety Training - only people having successfully completed appropriate safety courses are allowed to enter the beam facilities;

x

Activity Approval - the activities requiring access to
the facilities are either planned or based on imminent
maintenance needs. The organisational unit in charge
of works coordination keeps a detailed list of planned
and approved activities together with the assigned
personnel as well as a nominative list of on-call personnel prone to intervene at short notice. Entry into
an interlocked area is subject to a prior authorization
by the works coordination unit.

Identity Confirmation
Entry into a beam facility is subject to positive identity
confirmation by means of biometrics verification. The
biometrics data of the user, acquired by the access control
system at the access point, is compared to the data kept in
an encoded format in a database. At CERN, iris recognition has been the biometric technology in use for the last
10 years, with very good user feedback.

Equipment Checks
Personal Protective Equipment is to be worn by users at
all times and in every facility, hence it is a well-developed
habit. However, some facilities may require additional
equipment, e.g. an operational dosimeter. This is enforced
by procedures, but an automatic check that the user requesting access is in possession of an operational dosimeter and that it is correctly set, is a new stage in access
control [3]. It will be added in the SPS access devices
and, at a later stage, in the rest of CERN’s accelerator
complex.
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Control Room Supervision
The access control system is able to function automatically and grant or deny access according to pre-set rules
and procedures. In some cases however, human supervision of the operation of the system may be required and in
particular, the decision to grant or deny access can be
entrusted to the operators in a control room. Moreover,
error situations may result in the user being blocked at
access point and requiring assistance. To this end, each
access device is always equipped with intercoms, varying
in number from two for a turnstile to three for a PAD
(outside on both sides and inside the device). In addition,
two cameras are placed allowing the control room to
observe an access point from outside and from inside the
access zone.

SAFETY OF THE PERSONNEL
Even the most sophisticated access control system delimiting a beam facility cannot eliminate situations potentially hazardous to the personnel; the lead cause being
human error. In the accelerator context, the main hazard is
prompt radiation. Two families of hazardous events can
be identified:
x intrusion into the facility when it is potentially operating with beams;
x human presence inside the facility when the accelerator is about to be operated with beam.
In order to cope with these safety aspects, the access
control system is complemented with its safety counterpart, which implements one or more safety instrumented
functions. The external envelope and most importantly,
the doors or other devices serving as access points into
the beam facility need to be correctly instrumented for the
safety system to ensure its mission.

Intrusion Detection
The consequences of an intrusion with circulating
beams can be fatal and this is why all the doors are systematically interlocked with beam safety elements. At
least two complementary sensors with a one-out-of-two
vote detect intrusion. They are installed on each door. In a
PAD device, both the inner and the outer doors are
equipped with a set of sensors, allowing more redundancy. Finally, since a PAD door can be forced open manually, with an emergency handle, the latter is also equipped
with complementary contacts triggering the same action
as a door opening.

Human Presence Verification
Ideally, prior to any operation with beam, the entire facility should be patrolled for presence of anyone that
might have stayed behind. This is indeed the case, at the
end of long period of access (e.g. a winter technical stop
for maintenance lasting a few months). However, a short
intervention of a few hours by one or two technicians in a
precise location is usually not followed by a long patrol
procedure. This would usually not be considered necessary, especially if the operators know that the intervening
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personnel has left the premises. In small machines, with
very limited number of personnel involved, the operators
do know, and the intervening personnel will in fact often
pass by the control room once the intervention finished.
In geographically spread installations, with a big number
of technical teams intervening, this is far more problematic and the operation team usually relies on the access
control system for information of the presence of personnel within the facility. Obviously, complementary protection is expected from the safety system. It is obtained
with the introduction of interlocked safety tokens and a
patrol-search mechanism.
Interlocked safety tokens offer individual protection
to personnel entering the beam facility. Absence of any
safety token interlocks the beam important safety elements; hence, the beam cannot restart until all tokens are
back in the distributors. In this respect, each token placeholder of a distributor is equipped like an interlocked door
with a minimum of two complementary position sensors.
The interlocked safety tokens represent a very good protection, but sometimes are not sufficient, e.g. when an
emergency exit door is forced open, anyone can enter
without having a token.
Patrol-search mechanism is used to complement the
interlocked safety tokens with collective protection
measures in case an intrusion or an entry without a safety
token takes place. Every interlocked zone of a beam facility is divided into smaller entities, called access sectors,
separated by doors. Should an intrusion (i.e. a detected
violation of a facility envelope) occur or an access without a safety token take place, the search memory of the
corresponding access sector is disarmed. A disarmed
search memory interlocks the beam safety elements and a
new patrol is required prior to beam operation.

FROM ACCESS DOORS TO ACCESS
DEVICES
Initially, the beam facilities at CERN were equipped
with doors. Through the years the doors used as access
points have been replaced by more sophisticated devices,
first turnstiles and today mostly mantraps or access
booths, known in the CERN jargon as Personnel Access
Devices. The fundamental reason for the introduction of
more complex devices is their capacity of allowing only
one person to enter at a time. In fact, both the access control and access safety mechanisms introduced in the previous sections are based on a fundamental hypothesis that
only one person can use the access point at a time. In the
absence of devices meeting this criterion, the mechanisms
only work if an operator supervises every entry and exit
cycle and assures that there is never more than one person
using a door. This is not impossible, in fact for small
machines it is probably very easy to achieve, but becomes
extremely complex in case of a big facility. E.g. in the
LHC, on peak technical stop days, one can observe more
than a 1000 people entering during the morning rush
hours [4].
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The turnstiles, installed today in the SPS have been in
wide use for decades, providing an easy way of counting
the number of people entering or leaving a site. They are
robust, integrating them with access control is easy and
they provide a reasonably satisfactory mechanism of
ensuring that only one person passes at a time. Introducing biometric identity confirmation of a user poses a problem, as it is very difficult to isolate an individual in a
turnstile. Furthermore, increasing the reliability of the
one-person-at-a-time passage can only be achieved by
reducing the size of a turnstile to a very uncomfortable
minimum.
Mantraps or security booths have recently seen an explosion in the numbers of units sold. The devices meant
for high security zones (banks, government offices, data
centres, airports) have smaller footprint than a turnstile.
Biometric identity confirmation is very easy to implement, as a person is actually trapped within the device
during the passage. Complex algorithms based on floor
pressure or weight distribution to detect piggybacking
coupled with infrared sensors make them the number one
device in terms of ensuring that only one person passes at
a time.

THE NEW SPS PERSONNEL ACCESS
DEVICE
The first PADs at CERN were installed in the LHC accelerator. They included all access safety and most of
access control features described in the previous sections.
When introducing the device for the PS accelerator the
activity approval was added at the access control level
and the base model of the device changed from Compact
Save by Gunnebo-Hammer to Ele 2000 manufactured by
Saima Sicurezza.
One of the inconveniences of using an access device is
the total time it takes to get a token and to pass the identification – access control verification – biometric confirmation process. Unexperienced users may make mistakes,
in which case the PAD passage procedure, known as
cycle, is usually aborted. In the LHC, the delivery of the
safety token is integrated with the PAD entry cycle and
thus a new token cannot be delivered until the previous
person has successfully entered. In the PS, the two actions
were decoupled, with the user first taking a token and
then badging again to enter the PAD. This was considered
a major improvement for experienced users, on the other
hand, in case of supervised access mode the operator was
usually busy delivering tokens and a user inside the PAD
could not be helped immediately, hence an unexperienced
user could still provoke congestion. In addition, the PS
safety token distributors were custom made electromechanical devices requiring considerable maintenance,
while the LHC ones are based on RFID token distributors
from Deister Electronics seamlessly integrating with
major access control systems.
In the SPS, the currently installed turnstiles will be replaced with new Personnel Access Devices during the
2019-2020 Long Shutdown period. This major project
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will complete the renovation process of the Personnel
Protection Systems, providing the same level of safety
across the CERN accelerator complex. Several PAD models available on the market have been compared and the
decision was taken to base the PAD on the same model as
for the PS system. Having a common pool of spare parts
and same maintenance procedures played an important
role in the decision.
Although it shares a common base with the PS, the SPS
Personnel Access Device has been completely redesigned
in terms of user ergonomics, ease of maintenance and
installation.

Single Cycle Controller
The PAD is a complex device equipped by the vendor
with its own controller and sensors to ensure that one
person passes at a time. In our context, a number of additional checks is added and, most importantly, the device is
part of the SPS Personnel Protection System, which
blocks access when beam operation is ongoing, or when
the radiation protection group measures that the level of
remnant radiation is too high to enter. Integration of the
PAD in the accelerator context is therefore twofold: on
the one hand, it implies the installation of several additional pieces of equipment (like safety token distributors,
intercoms, cameras etc.) and on the other hand the integration of the PAD controller with the rest of the system.
Installing additional equipment is within standard practice in the industry. Integrating the PAD controller with a
complex safety instrumented system is more specific to
our use of the devices. A physical separation between the
access control and access safety functionalities used in the
LHC meant that the PAD cycle was entirely managed by
the PAD controller which interfaced with other systems,
and the access safety PLC was in an independent manner
blocking/unblocking the use of the device by acting directly on the power supplies of its motors. The inconvenience of this approach is a possible race and hazard condition that may arise between signals sent by the two controllers, which results in the safety system reacting to a
spurious intrusion causing unnecessary accelerator downtime.
The SPS PAD will be equipped with an additional Access Point Controller, a Siemens Open Controller 1500F
model, on top of the vendor supplied PAD controller. The
Access Point Controller will run two distinct processes.
One standard process to interface between the user inputs
and the access control units on the one hand, and the PAD
controller on the other hand. In addition, it will run a
safety process permitting, or not, the PAD use. The Access Point Controller will be the unique conductor of the
PAD cycles. The interface with the PAD motors will remain the same; the Access Point Controller safety process
will cut the power supply to the motor in case of need, but
will not do it when a door is moving.
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Symmetrical Cycle
It was decided to keep the safety token distribution
coupled with the entry cycle. Moreover, the design strategy was to keep the user experience of the entry and exit
cycles as close as possible and to install the token distributors inside the PAD, as opposed to the previous designs,
where the distributors were placed in electronics racks
next to the PAD. The new location naturally solves all
problems with users leaving the facility and forgetting to
return the token to the distributor. In the new SPS PAD
this will no longer be possible. When entering, the inner
door will only open once a safety token is taken. When
exiting, the outer door will only open once a safety token
is returned. Similarly, the proposed solution fixes a weak
point of the LHC devices, where a token could be taken,
but lost before actually entering the facility, thus creating
a potentially hazardous situation.
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Figure 1 shows the entry cycle, where all steps of the
access control and token distribution are shown. Blue
colour depicts actions related to access control, whereas
the red one denotes safety critical actions. The exit cycle
is shown in Fig. 2. Although the user responses and actions are very similar in both the entry and exit cycles,
there is a smaller number of verifications and checks in
the exit one.

Figure 2: SPS PAD Exit Cycle.

Standalone Device

Figure 1: SPS PAD Entry Cycle.

The functional design involving placing the bulky token distributors inside the PAD as well as a need to house
the Access Point Controller have led to a physical design
where the electronics rack with additional equipment is
physically integrated with the PAD forming one object; it
is depicted in Fig. 3.
On the outer side, the device has a push button to start
an entry cycle, a 19” screen to display information to the
user plus a hardwired LED panel to show the state of the
accelerator operation modes, as well as an intercom module. All these devices are placed on a front panel of a
sliding cabinet, which houses the Access Point Controller
and its I/O modules, the terminal blocks, relays, as well as
a local treatment unit of the NEDAP access control suite.
The fact that the cabinet can slide out improves maintainability. Below the cabinet, a special sliding drawer allows
the user to pass medium size equipment (a tool case or a
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laptop), which could otherwise hinder his passage through
the device.
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the factory site. After shipment to CERN and on-site
installation there are far fewer signal cables and connections to test. A modest footprint of the ensemble (1050 x
1600 mm) allows the installation not only in the SPS
accelerator, but also in a number of North Hall experiments, should a need arise to replace the existing doors.

CONCLUSION
Building on the experience from the LHC and PS access systems, a third generation Personnel Access Device
for the SPS has been fully developed. Its design is more
ergonomic for both the end-user and the maintenance
team. The mechanical design, combining all elements into
one unit, should allow rapid installation of 16 access
points in a very dense Long Shutdown 2 period.
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INTEGRATION OF PERSONAL PROTECTIVE EQUIPMENT CHECKS IN
ACCESS CONTROL
P. Pok, F. Havart, T. Ladzinski, CERN, Geneva, Switzerland
Abstract
Access to the interlocked zones of the CERN accelerator
complex is allowed only for personnel wearing standard
personal protective equipment. This equipment is complemented by specialised personal protective devices in case
of specific hazards related to the remnant radiation or the
presence of cryogenic fluids. These complex devices monitor the environment in the vicinity of the user and warn the
user of the presence of hazards such as radiation or oxygen
deficiency. The use of the devices is mandatory, but currently only enforced by procedures. In order to improve the
safety of the personnel it has been proposed to verify that
users are carrying their devices switched on when entering.
This paper describes the development of a specialised
multi-protocol terminal, based on Texas Instruments digital
signal processor and integrated in the personnel protection
system. The device performs local checks of the presence
and status of operational dosimeter prior to allowing access
to the interlocked zones. The results of the first tests in the
Proton Synchrotron accelerator complex are presented.

INTRODUCTION
Several layers of protection help ensure the safety of personnel working in beam facilities at CERN. A number of
systems are deployed offering facility wide protection: the
access control and safety system, the fire detection and extinguishing systems, the gas detection and evacuation systems. In case of localised hazards, this systematic approach
is complemented with active personal protective equipment. It includes operational dosimeters and personal gas
level detectors. Conventional protective equipment like
self-rescue masks or safety helmets constitutes the last protection layer.
The devices providing active personal protection are
very specialised and their use is not common outside
CERN. Hands-on training is provided to the users and reminders posted on the obligation of wearing the equipment
at the access points and in the elevators. However, a systematic check to ensure in an automatic way that everyone
is in possession of the necessary active protective equipment when entering a beam facility has not been provided
so far.
The proposed solution is a terminal unit capable of tracking the protective equipment and communicating with the
access system. The terminal unit can be triggered by the
programmable logic controller (PLC) of the access booth,
once a person steps in. During the access control verification process, the terminal unit is commanded to execute
reading cycles to check the presence and the status of the
personal protective devices. If the equipment is not present
or not correctly set, the access system notifies the person
to wear it properly and refuses access into the given interlocked zone. In particular, the objective for the terminal

unit is to the check for the presence of operational dosimeters and oxygen detectors.
Operational dosimeters are provided by the Dosimetry
Service at CERN. They are mandatory for everyone working in Limited Stay, High Radiation and Controlled Radiation areas [1]. The dosimeter displays the amount of dose
and it has alarm functions when thresholds for dose or dose
rates are exceeded. Before entering a hazardous area, the
person has to read out and reset the dosimeter via a contactless reader terminal.
Oxygen level detectors are used in cryogenic facilities
to cover the risk of oxygen deficiency hazard (ODH). Their
use is mandatory in the Large Hadron Collider (LHC) tunnel areas. The device displays oxygen levels and sounds an
alarm when a threshold value is reached. There are no terminal readers provided and the device does not offer native
contactless communication mechanism.
After initial research, our team decided to design a multiprotocol terminal capable of communicating with a large
set of devices in a contactless manner. Two cases were
taken into consideration: the devices that natively communicate with their terminal units wirelessly, and the devices that do not provide any wireless interface. In the first
case, the objective was to use the existing communication
mechanism and in the second case to add an RFID tag to
the equipment. Furthermore, the multiprotocol terminal
had to meet every criterion of the access system both mechanically and electronically, and not hinder the access
process itself.

TRACKING EQUIPMENT WITH RFID
Low frequency (LF) systems are widely used in access
control, logistics or in implants for animal tracking. In low
frequency Radio Frequency IDentification (RFID) systems
the physical layer of the communication is realised through
magnetic coupling. It is more resistant to detuning in the
presence of metal objects than higher frequency solutions.
The antenna coils of the reader and the transponder act like
the coils of an air core transformer. The typical low frequency RFID transponders are passive devices, meaning
that the transponder is energised by the alternating magnetic field that the reader emits and communicates by modulating the magnetic field by changing the load on its antenna coil.
There are several public accessible communication protocols like the ISO11784/5, ISO14223 and ISO18000-2
standards [2-4]. Transponder chips in this RFID frequency
range include EM41000/2 or HITAG with publicly accessible protocol [5-6]. RFID labels with these chips can be
attached to the oxygen detectors in order to track their presence with the terminal unit.
Other devices like the Mirion Technologies DMC type
operational dosimeters [7-8] use active communication,
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meaning that the terminal unit does not have to emit a carrier signal when the other side responds.
We selected three target devices that our multi-protocol
terminal should be compatible with, namely the
EM41000/2, HITAG RFID passive transponders and the
Mirion Technologies DMC 2000/3000 type dosimeters
with an active transceiver.

DESIGN CONSIDERATIONS
AND REALISATION
The terminal unit was designed to be installed inside the
access booth known as Personnel Access Device (PAD).
Thus, it is powered from a common 24V DC supply voltage rail of the PAD and connected to its controller via Profibus [9] as a Decentralised Peripheral (DP) slave device
[10].
Another important restriction was the installation environment in the PAD, where the limited space is shared with
other components. This resulted in using custom design antennas and frontend circuit to reach the required sensitivity.
It was decided to use two antennas in a time division multiplexed way, i.e. only one reader antenna is active during
the transmission process. Thus, the maximal supply current
can be applied to one antenna, meaning greater transmitted
power. In our first design, we calculated the peak current
that goes through the antenna to be around 0.5A.
The functionalities of the device are based on a Texas
Instruments TMS320F28062 C2000 core Digital Signal
Controller (DSC) [11], which samples and processes the
filtered antenna signals, drives the reader antenna driver
circuit, and handles the Profibus interface chip. It communicates with the master PLC via the output and input
bytes that are assigned to the device according to its General Station Description (GSD) file [12].
Figure 1 shows a simplified block diagram of the terminal.

DSC

Analogue frontend

Reader
antenna

Profibus
DP slave
interface

Reader
antenna

DC/DC
converter
with
isolated
output

Figure 1: Architecture of the terminal device.

Powering Considerations
When designing the power converter of the device, the
main goal was to find a cost-effective solution capable of
providing sufficient current for the reader antennas during
transmission, efficient enough in idle states and meeting
the limitations provided by the given board space and the
production technology. Galvanic isolation to improve noise
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immunity and safety was also an important criterion because of the application environment.
The calculated maximal supply current of the device was
around 1A (during transmission). A flyback converter
would have been a good choice for the given power range.
However, there was a part of the circuit that could not be
isolated, namely the inputs and outputs of the optocouplers
and the transceiver chip that was connected to the Profibus.
The required voltage output levels on the board were 3.3V
and 5V on the isolated side and 3.3V on the non-isolated
side.
These requirements led us to use a dual output power
converter topology, which is a combination of a flyback
and a buck converter, called Fly-Buck topology at Texas
Instruments. This power supply is regulated using the feedback of the non-isolated side; the isolation comes from using a coupled coil. In our application we used a coupled
coil with 1:1 turn ratio, so the output voltages are almost
the same on both sides (5.1V nominal), the isolated output
being slightly lower due to the diode voltage drop.
The regulator and switching element of the circuit is a
Texas Instruments LM5161 regulator that is set to operate
at 750 kHz switching frequency.

Antenna and Frontend Design
We used a parallel plane antenna coil topology in the
reader antennas, a one-turn loop for transmission and a several turn loop for reception. The antennas are realised on
the same, four-layer Printed Circuit Board (PCB), with the
perimeter size of 95mm by 265mm. The antenna can be
placed on metal or plastic surfaces, which is an important
aspect of its reading range.
The one turn loop coil, that forms the transceiver antenna
circuit with a series capacitor and a current limiter resistor
is driven by an H-bridge MOSFET driver stage, switching
the 4.5V supply voltage in both directions. This results in
a 9V peak-to-peak voltage applied to the antenna circuit.
The receiver antenna is an 80-turn loop that is placed on
three layers of the PCB, two layers with 40 turns and one
for the connecting and pole wires. The receiver coil is connected to the frontend circuitry through capacitors in a balanced way. The parasitic capacitance of the antenna coil
and the coil itself result in the resonant frequency of 107
kHz, below the desired value. This is because when the antenna is placed on the metal (steel) walls of the PAD, the
eddy currents that appear in the steel plate decrease the inductance of the antenna coil, thus increasing the resonant
frequency. With a spacing of 30-35mm between the antenna and the metal surface, the resonant frequency reaches
the desired 125 kHz value. When placed on non-metallic
surface, a tuning coil is connected in parallel to the antenna
coil to get the desired resonant frequency.
The signal from the antenna is connected to the frontend
in a differential way, and then split into two signal routes.
One route for receiving the signals of active devices (the
dosimeters) and another route for receiving the signals of
load-modulation capable transponders, as shown in Fig. 2.
The former route consists of an instrumentation amplifier
with a gain of 20dB, a band-pass filter tuned to 125 kHz
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and ends in the ADC input of the DSC. The other signal
route is for decoupling the envelope of the amplitude-modulated signal of the load modulation. Thus, a simple fullwave rectifier, a capacitor tank and differential capacitive
coupling is applied to the signal, before passing it through
an instrumentation amplifier, a low-pass filter and ending
up at an ADC pin of the DSC.

Transmitter
coil

Modulator

Receiver
coil

ADC
ADC

Figure 2: Block diagram of the antenna and the frontend.

Functionalities
The latest version of the terminal is operating with two
antennas in a PAD and it is able to read the identifier and
the state of the operational dosimeters worn by the people
passing through the access booth.
A PLC controls the terminal via the Profibus DP-V1 protocol, with two output bytes that contain three individual
bits and two groups of command bits. With the help of
these command signals, the PLC can start and stop the
reading process, can assign a time interval for the scanning
process, reset the terminal, and index the table of the successfully read devices. Four input bytes serve for signalling
to the PLC, two bit signals to indicate faults and the state
of the reading process, three bits to indicate the number of
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successfully read devices and four bytes that contain the
identifier digits and parameters of the read devices. The
timing diagram of the signals described is shown in Fig. 3.

DSC Firmware
The firmware that is running on the controller of the
board has been developed using the development toolchain
provided by Texas Instruments.
The firmware was written with portability in mind.
There is a thin hardware abstraction layer between the application layer and the programming layer of the processor
(support libraries). The Texas Instruments SYS/BIOS operating system is used throughout the software layers to
support real-time scheduling and communication between
tasks.
The main tasks of the software are handling the data
transfer and implementing the functionalities of the Profibus interface, realising the RF reader device, providing a
basic user interface via serial communication line, indicator LEDs and push buttons.
The signal that drives the power stage of the transmitter
antenna is generated by the Pulse Width Modulator (PWM)
peripheral of the DSC. A simple driver module is used for
setting up the peripheral (period time and pulse width) and
enabling the signal generation in continuous or pulse
packet mode. The former mode is used for generating a
continuous carrier signal and the latter is used for generating precise amplitude modulated signals. A line encoder
software module uses the interfaces of the PWM driver to
generate the pulse position modulated signal that is used in
communication with the DMC type dosimeters. The line
encoder can take an array of bytes as an input and transmit
each byte of the array with the least significant bit first.

Figure 3: PLC output and input signal timing diagram.
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The signal receiver and processor part of the firmware
consists of several modules, starting from the driver that
controls the ADC peripheral. As the reader antennas are designed to be used in a time-multiplexed way, the ADC
driver can provide a single stream of a sampled signal from
one of the four ADC input pins. The sample rate of the
stream is configurable, as it is different for the signal routes
of the active and passive devices. In case of receiving signals from the active devices, the bandpass-filtered signal
on the ADC input pin is sampled at 500 kHz rate, then rectified and filtered digitally, and finally down sampled to
31.25 kHz. On the other signal route for the passive devices
(LF RFID transponders), the ADC input is sampled at
31.25 kHz rate. These signal streams are fed into the line
decoder module. As both the active and passive devices use
Manchester encoding for line coding, the same decoder
module is used to produce decoded bit stream from the input signal. The decoder module automatically adjusts the
threshold levels according to the dynamics of the signal
and the noise level.
The Profibus interface consists of an external chip to
handle the data link (FDS) and application (DP-V1) layers
of the protocol and software modules to configure the interface chip. The interface chip is connected to the DSC via
Serial Peripheral Interface (SPI) bus that operates at 2Mbps
rate. The Profibus slave address of the terminal is set with
an eight channel DIP switch in binary format.
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biometric scanner. Due to size restrictions, in the smaller
PAD model, the antennas have to be hidden behind the
sidewall, which requires small cut-out modifications, but
the antenna efficiency is very high. In bigger models, the
mechanical installation is easier, but due to steel surrounding, the efficiency of the antenna is slightly decreased.

Figure 5: Integration of the terminal unit inside a PAD.

CONCLUSION
A multiprotocol terminal device capable of detecting the
presence of personal protective equipment was designed
and developed. It was installed in the LHC and PS type of
PADs in a laboratory setup and successfully tested with the
operational dosimeters in use at CERN. On-site installation
in one of the PS accelerator access points is pending conclusive tests at the beginning of the next shutdown period,
where a large number of accesses will take place.
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REVIEW OF PERSONNEL SAFETY SYSTEMS AT DLS
M. C. Wilson, Diamond Light Source Ltd, Oxfordshire, UK

HISTORY
The Diamond accelerator was conceived by a team of
engineers and scientists at Daresbury Laboratory. Many of
the initial concepts were already established when DLS
was set up in 2002, to build and operate the research facility in Oxfordshire, England.
As the accelerator is capable of generating ionising radiation, DLS must comply with IRR99 [2], the statutory
instrument concerning the production of ionising radiation in the UK. Provision is made in the regulations for
facilities to operate accelerators under the “Prior Authorisation for the use of Accelerators” providing that the facility follows the “The Approved Code of Practice” [3]
(ACOP).
The original concepts for the PSS were that it should be
designed to EN61508 and use the Daresbury logic solver.
Hence Diamond Personnel Safety System has been
built with the following constraints:
 It conforms to IRR99.
 It conforms to the ACOP.
 It complies with EN61508.
 It uses the Daresbury Logic solver.
The Daresbury logic solver [4] is a dual guardline relay
system that is configured using “wire-wrap” to produce
AND and OR logic functions. The operation of the logic
solver can be monitored on the control system via a VME
interface and Ethernet connection.

The DLS PSS [5] has benefitted from the experience
and support of staff at Daresbury Laboratory and other
accelerators. Visiting other facilities enabled us to develop
an understanding of “best practice” and establish policies
of our own. This has enabled DLS to develop with confidence and without major incident.
In retrospect, there are always choices made and things
done that we may have done differently with the benefit
of hindsight. There have also been ideas that work better
than anticipated or had unexpected benefits.
The following sections contain some of our “lessons
learned”
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INTRODUCTION
The Diamond Light Source Ltd (DLS) is a scientific research facility providing intense beams of light to expose
samples in order to discover detail of structure or surface.
The “light” is a broad spectrum of electromagnetic radiation from visible through to X-ray but predominantly used
in the X-ray band. The light is generated by bending a
beam of 3GeV electrons in a synchrotron. There are significant hazards to personnel from the light itself and
from the consequences of accelerating electrons to high
energy. It is necessary to provide a robust protection system to ensure that the hazards are managed effectively.

LESSONS LEARNED

systems/people

Diamond Light Source is celebrating 10 years of “users” at its facility in Oxfordshire, England. Its safety systems have been designed to the standard EN61508 [1],
with the facility constructed in 3 phases, which are just
concluding. The final “phase 3” beamline Personnel Safety System (PSS) has been signed-off; hence it is timely to
review our experience of the journey with these systems.

The project was split into 3 phases:
1. 3 accelerators (14 zones) and 7 beamlines.
2. 14 beamlines.
3. 10 beamlines.
Each system has been designed, built, tested and become operational in turn, with the first beamlines now
celebrating 10 years of users in 2017.
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Figure 1: Development of DLS PSS.
Figure 1 above shows the development of DLS PSS
over time. As new systems are built there follows a cumulative growth in proof testing requirements. We undertake
proof tests on a 2 yearly programme which requires an
average of 5 or 6 systems per shutdown. Even at this
interval, this is a heavy burden and would require a larger
team if the proof test period was any less. Consideration
should be given to the level of diagnostic coverage in new
systems to keep proof testing at a manageable level for a
given team size and access periods for testing.

Architecture
DLS PSS functions with a “2 out of 2” (2oo2) architecture, or dual guardline system. This offers complete redundancy from a safety point of view but a single failure
may force the facility “off” until it can be resolved. This
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places pressure on the safety system to be supported
whenever the facility is operational. As a result the PSS
team provides 24 hour, 7 day days a week repair cover
during operational periods. It may have been prudent to
adopt a more forgiving architecture, such as 2oo3, where
the safety system is able to ignore a single fault.

Building a Big System
DLS PSS is a big system which has been developed in
stages. We have treated it as a lot of small, and mainly
independent, systems which are combined to make a large
system. This is achieved by dividing systems at “pinch
points” where the fewest interlocks and permits between
systems are required. This has allowed us to bring on
systems independently, as required, when each system is
ready. We have added the ability to “disconnect” a system
(beamline) individually by a system of keys. This disables
beamline operation but leaves the rest of the system safe
and available for operation. This has proven to be a powerful feature which allows beamlines to be reconfigured
without requiring extended facility downtime.

Setting Targets
A probabilistic approach to safety management requires
a target. DLS has set a general safety target for the facility
of a probability of death of an individual of 1x10-5 per
annum. This is a target which is agreed and understood by
Directors and the Chief Executive Officer (CEO) at DLS.
The target probability is shared equally between 5 hazard groups, giving radiation related hazards a target of
2x10-6 per annum, shared between approximately 100
enclosures.
Taking the DLS facility risk target, with 500 employees
and an expectation that the facility will be operational for
30 years, there is a 15% chance of a death at the facility at
some time due to a work related hazard. This is an important process as it causes consideration of risk in human
terms, which helps to establish a strong safety culture.

Documentation
DLS has over 2000 Personnel Safety documents. Some
of these are general project documentation such as
minutes of meetings, design briefs and PSS policy but a
large proportion relates to EN61508 implementation.
It had been determined that DLS would conform to
EN61508 in the preliminary design study for the facility.
Consultants were engaged to help set up a process and
safety management plans were developed.
The safety management plan was split into 2 areas, one
for the accelerators and the other for beamlines. In practice this was unnecessary and the 2 plans are nearly identical. It would have been better to have spent more time at
this stage to have developed a common safety management plan and reduced the documentation.
Similarly the plan is followed for each of the beamlines, generating sets of documents which look very similar in which lots of EN61508 explanation is duplicated.
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Many of the test procedures are common to all systems,
as the systems are made up of common modules. The use
of common test procedures saves a lot of duplication.
In many cases, the specific system detail is added to
generic documents forming longer system specific documents. With a little more planning it would have been
possible to use generic documents and add shorter system
specific documents.
Change control is an important element of EN61508.
DLS has a rigorous change control system which requires
appropriate levels of authorisation for changes. Change
request are assessed to 1 of 4 levels from trivial to a
change to the functional safety, requiring engineer
through to Directorial approval.
DLS has also developed a non-conformance system
where a concession is allowed for a finite period before
being amended. This often applies to systems under development where, for example, some equipment may not
be available but operations can safely proceed meanwhile.
Non-Conformance Reports are time-bound and are reviewed at monthly progress meetings.

Hazard Identification
EN61508 is a quality standard relating to the design of
safety related systems. It is concerned with the process of
generating safety systems. However the safety system can
only protect against hazards that have been identified. As
a consequence hazard identification is potentially the
most important and fundamental part of the process.
At DLS our initial hazard identification sessions were
concerned with identifying PSS managed hazards. There
were primarily radiation hazards but also included hazards that required “access control” as a primary defence,
such as machines and robots. Our initial concept was that
we could treat all beamlines under a generic model. It
soon became apparent that:
 Each system was sufficiently different that a generic
model wasn’t adequate.
 We should include all hazards.
Having identified “all hazards” they can be subsequently
allocated to be managed by the PSS or by other means.
DLS uses a Hazard Identification (HazID) process with
a panel of “experts” with a broad range of skills and experience. It is the job of the chairman to promote discussion
and encourage “stupid” questions. Most new members of
the panel are reluctant at first but typically by the end of
the session they can see benefit and recognise the process
has generated additional thought.
There is a danger that, when evaluating similar systems,
the analysis overlooks subtle difference between systems.
This may allow an assumption to be made that the risks
are the same. However it is important to explore the consequences of the differences, as this may give rise to the
requirement for additional safety functions.

Frequency of Opportunity and Consequence
A common outcome from assessment of the risks on
systems is that the worst case frequency is combined with
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the worst case consequence. This is seldom realistic and
this is corrected in modelling the system, using more
sophisticated models and frequency modifiers. In less
formal modelling it may be necessary to consider the
cases separately with analysis for each consequence and
the appropriate frequency of opportunity.

Searching
Searching enclosures is an integral part of the DLS
PSS. Areas that are to be subjected to radiation must be
searched by trained personnel prior to enabling beam.
This ensures that no-one is left in the enclosure however
analysis shows this to be the “weak link” in the PSS. DLS
uses a card reader as a recognition tool for the searcher.
Only trained searchers have their identity card enabled
and therefore we are able to restrict searching to trained
personnel. The card reader is a “stand alone” system with
each card reader accepting new cards when preceded by a
“trainer card” authorisation. Cards automatically expire
after a predefined period of inactivity. The system has
been effective and requires little management however in
retrospect networking the readers from the outset would
have provided easier management and the ability to record and preserve card numbers enabled on each card
reader.
To ensure that searching can be undertaken efficiently,
recognising the reduction of abilities of tired operatives,
the following policies are followed:
 Search paths are designed to cause the searcher to
walk through all areas that personnel can access.
 The search route is enforced by the sequential operation of search buttons.
 Inaccessible areas are viewed, with the searcher encouraged to view the area by the placement of the
search confirmation button.
 “Chase arounds” are avoided by the use of fences
and gates
 The final search button is external to the area and
must be operated after the area is secured.
 Good housekeeping is encouraged, to avoid clutter
and preserve access and visibility.

Key Exchange Systems
DLS PSS must comply with IRR99 and its ACOP. The
ACOP encourages the use of key exchange systems so
DLS uses them widely. The keys are primarily used to
disable systems and are routinely used in conjunction
with a Permit-To-Work (PTW) process, often raised when
other systems need to prevent operation for safety reasons. DLS also uses them to provide access to “user labyrinths”, removable shielding and some areas of fencing.
This gives the operator the ability to undertake tasks
which would otherwise need to be controlled under an
administrative process. This is particularly beneficial
where access may be required frequently or out-of-hours.
The keys are large and heavy and often operate in mechanical mechanisms which have a reassuring robust feel.
Due to their size it is unlikely that anyone will walk away
with the keys. The keys are often used in exchange appli-
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cations where the key is removed from one barrel to be
operated in a different location.

Failsafe Indicators
To comply with the ACOP, visual displays should be
“fail-safe”. At DLS we have interpreted this as meaning
that if a sign is not showing its warning message properly
then the associated hazardous operation is inhibited. To
prevent this from becoming restrictive, all DLS active
indicators operate using Light Emitting Diode (LED)
systems with redundant circuits. A warning is provided if
one of the redundant circuits fails. If both circuits fail the
permit to operate the equipment is removed. The LED
function is checked by measuring the current that flows
through the LED. The current must fall between the minimum and maximum required for normal operation, to
detect open or short circuit failures.
Each indicator has redundant power supplies, capable
of operating the complete indicator. Similarly each power
supply is monitored.
The design has proven to be successful however there
are some shortcomings:
The control should be “active OFF” in that if there is no
signal from the PSS the light should come ON. Indicators
in radiation environment have suffered radiation damage
in some locations. The radiation damage to power supplies has reduced the current capacity of the power supplies with time. In some cases the power supplies have
become unable to supply sufficient current to operate the
indicators in the event of a failure of its partner. The serial
operation of the indicators means that a single “A” channel failure with a single “B” channel failure on a different
indicator appear as if a single indicator has completely
failed. The LED indicator modules consist of many LED
in series. An open circuit causes all LED on that module
to go off which is interpreted as multiple failures.
LED now show signs of aging – after 10 years there is
evidence of heat damage close to the semiconductor junctions, which now appear golden.
We have undertaken a programme of replacing all power supplies in the indicator units and are considering if a
routine replacement of LED modules is due.

Shutters and Press Safety Valves
DLS PSS implements redundant and diverse systems
where possible. We have implemented a system which
exhibits these qualities but in an unconventional way with
our shutter system. Shutters can be large and expensive
devices so duplicating their function is not an attractive
option. Where exposure is controlled by shutters, we have
2 shutters between the source of radiation and personnel
however only one shutter is required to be closed. We
operate a “cascade” system. If a shutter fails to operate
then an upstream shutter will be forced to close. If a shutter is not closed when it is required to be closed, e.g.
when a door is opened, then the beam in the accelerator is
dropped. This is the quickest way to prevent exposure, as
shutters take about 2 s in transit. Shutters are design and
operated with additional safety considerations:
THPHA101
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Shutters use positive pneumatic pressure to
close, as well as open.
Shutters will close under gravity in the absence
of pneumatic pressure.
Shutter closure is assisted by vacuum.
Beamline and Accelerator-side shutters are operated from separate pneumatic air supplies.
Each shutter has its own isolated air reservoir.

Each shutter has a pneumatic circuit that has a robust
operating scheme. Actuation is controlled via a Press
Safety Valve (PSV). This is a safety rated 5 port valve,
operated by 2 separate coils and incorporating cross coupling pilots. Both pneumatic circuits must operate together or the PSV with close the shutter. Each pneumatic
circuit has a pressure switch so that if the pressure is falling then the shutter will be closed before the air is depleted. The pneumatic circuit also featured a pneumatic low
pressure change over so that the shutter would be closed
without any external intervention. This circuit has since
proven to be problematic with some components suffering
radiation damage and has been removed.

Door Pulling
Beamlines with shielded enclosures have heavy lead
lined doors. The doors are fitted with 2 electric locks via
independent mounting brackets. Each lock provides status
signals of the door being closed and locked. There is also
a coded magnetic switch mounted on the inside of the
door which provides an indication of the door being
closed. This arrangement provides protection against the
door being forced open and the lock arrangements breaking away from the door or the door frame. On early beamlines the magnetic switch was set to be sensitive to force
being applied to the door. When force is applied the locks
will tension and the door will flex, providing some
movement at the magnetic switch. However because the
doors are heavy, personnel become used to having to pull
the door quite hard to open it. This lead to a spate of beam
trips caused by personnel pulling on a locked door. It
became necessary to tighten the magnetic switches so that
“obvious” force is required to cause the beam to be
dumped.

Logic Tests
The DLS PSS uses relay logic in a hardware logic solver. The logic is defined by wire wrap connections made
on the backplane of the logic solver. The logic is defined
by a circuit diagram, produced on a proprietary Computer
Aided Design (CAD) package which is then used to produce a “net list” of connections. A post-processor produces a test pattern by which the logic solver is tested on an
automatic test rig. Whilst connected to the test rig it is
possible to verify the control system screens, providing
confirmation of the operation of the system with the minimum of risk of human error. This has proven to be most
effective.
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Portable Radiation Monitors
During the initial risk assessments of beamlines it was
identified that ionising radiation posed a significant risk
to personnel, caused by exposure to an invisible hazard.
Personnel are dependent the PSS to protect them. The
reliance on shutters to provide absolute protection when
appearing to be closed has been identified as a concern.
“Burning through a shutter” could cause the PSS to appear safe when it was not. Whilst the probability of burning through a shutter is small and there may be warning
signs available to the control system, it was thought prudent to offer an additional independent protection. DLS
requires all beamline operators to carry a hand held radiation monitor with them when they first enter a hutch.
Carrying a radiation meter is an independent safety measure and allows the operator to be confident that they are
not being exposed to radiation at their specific location.
Unfortunately this is a safety measure that is dependent of
the actions of the operator. The operator is unlikely to
ever measure anything above background and there is a
temptation for them to conclude that it is pointless exercise. Some meters are difficult to switch on and off or
become discharged, contributing to a reluctance to bother
with carrying a hand held meter. A resent meeting of the
Technical Design Review committee concluded that this
was a necessary function and its use is required. Consideration should be given to measures to encourage adherence to “best practice” and methods of reinforcing the use
of radiation monitors should be investigated.

SUMMARY
DLS has built a successful PSS based on “best practice” established at other facilities.
Some lessons that can be learned from DLS PSS are:
1. Identify safety targets early, get sign-up from the
organisation’s senior management and nurture a
safety culture.
2. Visit other facilities and learn from their experience. Follow examples of “best practice”.
3. Spend good time optimising your safety management in order to optimise the level of documentation you will need to produce.
4. Identify an architecture that supports the operational requirements of the facility, not just the
safety requirements.
5. Keep systems independent so that they can be
added and removed with the minimum of interference between systems.
6. Concentrate on thorough hazard identification at
the onset.
7. Implement good diagnostics coverage to minimise the risk of unidentified faults and the requirement to proof test.
8. Use supporting risk reduction techniques to reduce the reliance on safety systems and help
minimise Safety Integrity Level (SIL) requirements.
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Recognise the importance of and vulnerability to
“searching”.
Beware of the operational consequences of introducing failsafe elements.
Analyse designs for adequate safety margins and
avoid adding unnecessary safety measures that
impact on uptime.
Invent automatic processes to avoid human error.
Use keys as physical permits to avoid reliance on
administrative controls.
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ESS TARGET SAFETY SYSTEM DESIGN
A. Sadeghzadeh†, M. Olsson, O. Ingemansson, L. Coney, M. Mansouri
European Spallation Source ERIC, Lund, Sweden
Abstract

The purpose of the Target Safety System (TSS) is to
protect the public from exposure to unsafe levels of radiation, prevent the release of radioactive material beyond
permissible limits, and bring the neutron spallation function into a safe state. In order to fulfill the necessary safety functions, the TSS continually monitors critical parameters within target station systems. If any parameter exceeds an acceptable level, the TSS actuates contactors to
cut power to components at the front end of the accelerator and prevent the beam from reaching the target. The
TSS is classified as a safety structure, system and component, relevant for the safety of the public and the environment. As such, it requires the highest level of rigor in
design and quality for interlock systems at the ESS.
Standards are applied to provide a guideline for building
the TSS architecture and designing in resistance to single
failures and common cause failures. This paper describes
the system architecture and design of the TSS, including
interfaces with target station and accelerator systems, and
explains how the design complies with authority conditions and requirements imposed by development standards.

TSS SAFETY FUNCTIONS
The ESS target radiation safety functions were derived
from the hazard and accidents analyses of target station
systems and areas. A qualitative hazard analysis was performed to identify and evaluate potential radiological
accidents, from which a collection of bounding events
was selected for further analysis. The accident analysis
detailed the identified accidents to determine the related
level of risk. This involves quantification of severity, as
measured by the dose consequences to both workers and
the public, and definition of appropriate control actions to
enable an acceptable level of risk.
To mitigate consequences of the accidents, different
functions were identified in different levels of defence in
depth (DiD) for systems in the target station. Functions to
be fulfilled by the TSS were identified in DiD level three.
Depending on the level, different constraints shall be
applied on the design in terms of conditions from SSM
(Swedish Nuclear Safety Authority) and design guidance
from applicable standards.
Since the target contains a high inventory, many of the
accident analyses address scenarios that could affect the
target material or the helium cooling system. The most
critical hazards tend to be related to increased temperature
of the target wheel tungsten, which, if accompanied by
___________________________________________
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oxidation of the tungsten and a loss of confinement, might
have consequences of radiological releases. The following
accident scenarios require TSS functions in order to prevent or mitigate the unacceptable consequences:
AA1: Target wheel rotation stop during beam on target
AA2: Proton beam events on target and proton beam
window (non-rastered & focused beam)
AA3: Loss of target wheel cooling during beam on target wheel
In these accident scenarios, the increase of temperature
in the target material leads to unacceptable radioactive
material releases. Since the target is designed so that the
decay heat can be dissipated by passive means, removing
the beam removes the source of heat and puts the spallation process into the safe-state.
The following safety functions are dedicated to the
TSS. The TSS shall monitor process variables in the
wheel, helium cooling, and monolith systems to identify
if the:
 Target helium cooling outlet velocity is below
a certain limit
 Target helium cooling outlet pressure is below
a certain limit
 Target helium cooling inlet temperature is
above a certain limit
 Target wheel rotational speed is below a certain limit
 Monolith atmosphere pressure is above a certain limit
If any of the above conditions occur, the TSS shall
bring the ESS spallation process to a safe-state (in terms
of radioactive releases) by turning off the proton beam to
prevent escalation of the situation. Figure 1 illustrates the
location of the process variable monitored for radiation
safety function.

Figure 1: TSS process variables for safety functions.
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REQUIREMENTS AND SOLUTIONS
TSS is identified as a safety SSC (Structure, System,
Component) [1] in which requires TSS to survive
 Single failure
 Common cause failure
 Internal and external initiating events and condition
As respond to these requirements ESS safety systems
shall include redundancy, diversity, independence, and
physical separation to the extent that it can meet the SSM
conditions for single failures and common cause failures.

Redundancy
Redundancy in TSS will be realized as:
• Two-train architecture: TSS is designed as a
two-train interlock system. Either of the TSS
trains can execute the expected safety functions.
• Redundant trip devices (contactors) to shut down
proton beam production. The contactors will be
placed in series on the relevant accelerator power
circuits.
• Redundant sensors with a 2oo3 voting functionality in the target helium cooling system, the target wheel rotation system, and monolith system

Diversification
For TSS, diversity will be implemented to prevent internal failure of two independent components at the same
time. Diversity will be realized as:





Diverse technology for platforms (PLC vs. relays)
Diverse trip mechanisms: Ion source vs. RFQ
Diverse vendors for sensors and trip devices
Functional diversity: diverse measurements to
identify the same event

Independence
In order to fulfil functional separation, which is a condition from SSM to the safety systems, TSS shall be independent from other systems. Independence will be fulfilled by:



TSS acts independently of other systems. There
will only be one-way communication of monitoring data to other control systems.
TSS trains act independently of each other with
no inter-train safety-credited communication.

Physical Separation
The physical separation will be implemented to maintain functionality in case of an external event, such as fire,
that could cause failures in both trains or in redundant
components within one train. Realization of physical
separation for TSS will be:
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TSS physically separated from other control systems
o TSS dedicated sensors, logic and trip
devices
o TSS dedicated room for logic
o TSS
dedicated
closed
trunks/pipes/conduits for cables
TSS trains physically separated from each other
o Separate locations for logic devices
o Separate locations of trip devices
o Separate racks or cabinets in combined
areas
o Separate closed trunks/pipes/conduits
for cables

ARCHITECTURE
The TSS consists of two diverse and independent
trains; one train is based on hardwired relays technology
and one train is based on distributed PLC technology.
Each train consists of three redundant and physically
separated channels (A, B and C) and performs all the
safety functions independently on the other train.
Each process variable is measured by three sensors (A, B
and C). All A-sensors are merged to channel A, B-sensors
to channel B and C-sensors to channel C.
The 2oo3 voting in each train is performed on the three
channels (see Figure 2).
The beam is tripped by two diverse, independent and
separated mechanisms; power shut-down to the Ion
source and power shut-down to the RFQ. Each train acts
on both trip mechanisms.
The system architecture is built on fail-safe concept.
Any loss of power, sensor signal or communication will
be interpreted as an indication for trip (i.e. shut down of
the proton beam).
TSS is physically separate and independent of other
control systems such as BPCS and MPS.
The three redundant and physically separated channels
(A, B and C) consist of sensor measurements. The separation is valid from the sensors, via the A/B/C cabinets in
the utility room, and the cable paths to the 2oo3 voting
functions.
The two diverse trains consist of diverse 2oo3 voting
functions (PLC and relay). Each train acts on separate
actuators. The 2oo3 voting functions are placed in physically separated areas; the PLC is placed in Target building
and the relay is placed close to the actuators in the Accelerator building.
A Gateway PLC is used in parallel with the channels
and the trains for non-safety functions such as monitoring,
operator interface and data archiving. The channels and
the trains are independent on, and do not share any component with, the Gateway PLC.
The Gateway PLC shares cable paths with the three
channels (A, B and C).
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Figure 2: TSS architecture.

2OO3 VOTING LOGIC
Upon receive of work order, the safety functions in
each train can be temporarily muted by assuring that the
proton beam is directed towards the beam dump instead
of the target wheel. The procedure to mute the safety
functions is restricted by both manual settings and position feedback signals (see Figure 3). The functionality is
foreseen for the situations where target station is not
ready to receive beam (e.g. during maintenance) but the
accelerator shall tune/test functionality.

CONCLUSION
TSS is a robust independent safety interlock system. It
has dedicated equipment for monitoring, evaluation and
actuation. The system architecture is built on fail-safe
concept and the actuation of the safety functions are performed by passive means. Any loss of power, sensor signal or communication will be interpreted as an indication
for trip (i.e. shut down of the proton beam). TSS is physically separate and independent of other control systems
such as BPCS (Basic Process Control System) and MPS
(Machine Protection System).
The TSS design includes redundancy and diversity to
fulfill SSM conditions for resistance to single failure and
common cause failure.
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Figure 3: Logic for 2oo3 voting of the channels.
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COMMISSIONING OF A NEW DOSE RATE MONITORING SYSTEM AT
THE S-DALINAC∗
J. Birkhan† , M. Arnold, U. Bonnes, J. Conrad, M. Hess, L. Marc, N. Pietralla, L. Stobbe,
P. v. Neumann-Cosel, Institute for Nuclear Physics, Darmstadt, Germany
Abstract
Recently a new radiation protection interlock system has
been established at the Darmstadt superconducting linear
electron accelerator S-DALINAC. It prevents the staff from
entering radiation protection areas during operation and allows a systematic scanning of these areas for workers before
running the accelerator. As an extension of the new interlock,
a new dose rate monitoring system has been developed using
PIN-diode arrays and self-made ion chambers. These detectors will be used to perfom online dose rate measurements
in order to switch automtically the status of illuminated radiation protection panels, which show the current level of
protection area.

limit of a supervised area. At the S-DALINAC, this has
been done so far by manual measurements only. To prevent
the radiation protection officer from potential exposure situation and to save time an online measurement system has
been designed which will be permanantly installed inside the
radiation areas. It will also allow to perform long term monitoring while operating the S-DALINAC. Furthermore, such
a detector setup can be used to improve the beam diagnostics
as well.

INTRODUCTION
Operating a charged-particle accelerator results in the
production of ionizing radiation and the irradiation of its
environment. The S-DALINAC is a superconducting recirculating electron accelerator that is operated in an energy
range of 10 MeV (@ 60 µA) to 130 MeV (@ 20 µA). When
the beam transport has been optimized the primary ionizing radiation is dominated by synchrotron radiation and, for
example in the case of nuclear resonance fluorescence experiments, by bremsstrahlung. At beam energies larger than
the neutron separation threshold one has to expect neutron
fluxes as well. These neutron fluxes, but also the bremstrahlung, produce radioactive isotopes in the environment
of the accelerator, for example Co-60 in steel or Na-22 in
aluminum [1, 2]. The dose rates during operation and afterwards due to activation products can reach levels that
the national radiation protection regulation has to be applied [3, 4]. Therefore, the accelerator and experimental hall
as well as closely related technical rooms are declared as
radiation areas to protect the workers against unreasonable
exposure situations. While nuclear structure experiments
are performed at the S-DALINAC the accelerator and experimental halls are restricted areas (potential local dose rate:
HÛ > 3 mSv/h). Then, the closely related technical rooms
are controlled areas (potential effective dose per 2000 h/a:
E > 6 mSv). When no beam is prepared and no high
frequency signal is fed to the cavities these halls and technical rooms are supervised areas (potential effective dose
per 2000 h/a: E > 1 mSv). The current status of a radiation
area is shown by an illuminated three-level panel in front of
the doorways of that area, see Fig. 1. When beam and high
frequency signals have been switched off the licensee has
to validate that the dose rates do not exceed the regulatory
∗
†
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Figure 1: Radiation protection panel distinguishing the different radiation protection levels.

ARCHITECTURE
The new dose rate monitoring system consists of radiation
detectors which are read out by micro controller boards (µC).
Two boards have been used: the Nucleo-F767ZI [5] and the
Arduino-UNO with ethernet shield [6]. If the measured
signal exceeds a certain threshold the µC switches a relay
which is connected to the personal interlock system (PIS)
[7], see Fig. 2. The PIS is also responsible for controlling
the illuminated radiation panels and to switch between the
three levels. The new detector systems allow to measure the
local dose rates before the level of radiation area is set from
restricted or controlled to supervised. Furtherore, the online
measured data can be accessed via the µC ethernet interface.
The µC are device servers wich can easily be integrated into
the EPICS-based control system using the EPICS stream
device support [8, 9].

TESTED DETECTOR TYPES AND
ELECTRONICS
Dosimetry has a long standing history of using geiger-tube
counters and ion chambers [10–12], especially for examining environmental radiation-exposure situations [13]. Today,
small semiconductor detectors are also capable of measuring
THPHA106
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and is soldered to the first one. A small hole is drilled into
the top shielding in oder to let the signal cable come out.

Figure 2: Layout of the new dose rate monitoring system at
the S-DALINAC, (PIS = Personal Interlock System, PLC =
Programmable Logic Controller).

low dose rates due to sufficient sensitive and low-noise readout electronics. Semiconductor detectors are already in use
as beam-loss monitors at the S-DALINAC [14]. Low-cost
geiger tubes suffer from the disintegration of the organic
quenching gas as well as from a too large dead time, if they
are used in high photon- or particle-flux environments. Semiconductor detectors, like the beam-loss monitors from above,
suffer from low photon efficiencies. They need to measure
for a longer period of time to provide a count rate with a
certain precision. If dose rates need to be measured only, an
air-filled ion chamber overcomes these problems. If the ion
chamber is read out with a suitable operational amplifier as
part of charge-sensitive amplifier circuit [15], then the measurand is a continuous voltage as function of the electron-ion
pairs produced by the incident radiation. Furthermore, the
physics of ion chambers is well understood and they are
proven to run stable [13,16]. Inspired by projects that favour
homemade ion chambers [12, 17] and that use PIN-diode
array detectors [18], the decision was made to build ion
chambers and use RD3024 detectors from TEVISO [19].

Homemade Ion Chamber
For simplicity a first prototype was built from cylindrical
tin cans. The ion-chamber setup consists of an inner zinced
can, the ion chamber (height = 75 mm, diameter = 80 mm),
and an outer can (height = 115 mm, diameter = 100 mm).
The outer can covers the inner ion chamber and shields it
against high frequency signals. The bottom of the inner can
is covered by an aluminum foil, the bottom of the outer can
by a steel grid (mesh size = 1 mm x 1 mm). The inner can is
mounted and isolated against the outer can by using teflon
and polystyrene spacer, see Fig. 3 on the left. The anode
wire of the ion chamber is made of copper (length = 65 mm,
diameter 0.5 mm). It is mounted on the top of the outer can
by the inner pin of a BNC connector. The inner pin of a
second BNC connector pulls the inner can down to ground.
The chamber is driven by a voltage of 30 V (10 x 3 V button
cells). The charge-sensitive amplifier circuit is shown in
detail in Fig. 4. The maximum voltage, that can be measured,
is limited by the support voltage of the operational amplifier.
The amplifier setup was mounted on the top of the shielding
can. An additional shielding can covers the amplifier setup

Figure 3: Ion chamber made from cylindrical cans. The outer
can provides a shielding against high frequency signals, for
further details see text.

Figure 4: Charge-sensitive amplifier for the read-out of the
hommade ion chamber.

Semiconductor Detector
The semiconductor detector RD3024 is based on an array
of PIN diodes. The integrated pulse discriminator provides
TTL signals which can be counted by a counter input of one
of the previous described µC boards. The sensor is capable
of detecting electrons and gamma radiation. It is designed
for dose rates between 0.1 µSv/h and 100 mSv/h, assuming
an energy range of 50 keV to 1.3 MeV. This fits to the photon
energies of most of the acitvated radioisotopes. The detector
needs a small RC-filter circuit that allows to increase the
resistivity againts high frequency signals. Measurements
very close to the cryostats of the S-DALINAC have shown
that an additional shielding improves the resistivity further.
Therefore, the whole setup was mounted in an aluminum
box with a few small holes for venting.

MEASUREMENTS
Test measurements have been performed with both detector types:
1. All detectors were placed very closely together at a
certain point in the accelerator hall. It was expected to
have a nearly homogeneous radiation flux at this point.
Additionally a calibrated dose meter was measuring
the dose rate at the same point. In order to enlarge the

THPHA106
1626

Functional Safety and Machine Protection

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA106

dose rates the beam current was increased stepwise at
a beam energy of 2.5 MeV. The detectors were exposed
against dose rates from 10 µSv/h to 64 µSv/h.
2. A calibration source (Co-60) was placed in front of
the ion chamber. The distance between each detector
and source was modified in order to produce different
dose rates. The dose rates were calculated from the
known activity of the source and the distance. The ion
chamber was exposed against dose rates from 0.3 µSv/h
to 1.4 µSv/h. A similiar calibration has been done for
the RD3024 but using Am-241 and Cs-137 as well at
three different distances. The dose rates ranged from
0.5 µSv/h to 2.0 µSv/h.

Homemade Ion Chamber
The calibration measurement of the ion chamber according to item 1 shows a clear structure related to the stepwise
increase of the radiation flux, see Fig. 5. The largest uncertainty of the voltages at each plateau is smaller than 4 %,
including beam-current instabilities. Assuming a linear response function the largest detectable dose rate is about
310 µSv/h (≈ 3 V).

Figure 5: Calibration measurement of the homemade ion
chamber. Beam current and dose rate are shown for every
plateau. The beam energy was 2.5 MeV.
The calibration measurement of the ion chamber according to item 2 is shown in Fig. 6. The asymmetric uncertainties immediately attract ones attention. They result from
nuisance signals which are well seperated from the very stable base-line signal caused by the calibration source, see Fig.
7. These nuisance signals are always positive. Therefore,
the frequency distribution of the measured voltages is asymmetric. If the reason for them can be found, for example
cosmics, they can be removed from the data sets. Under
this assumption all pairs of measured voltages would be
significantly different from each other and from the environmental radiation background. Then, the detection limit
would amount 30 nSv/h which fits the radiation background
in many offices of the institute.

Figure 6: Calibration measurement of a RD3024 detector. A
Co-60 source was placed in front of the detector at different
distances. The dose rates were calculated from the distances
and the activity of the source.

Figure 7: On the top of the signal-base line some nuisance
signals occur. The amplitudes of these signals form a relatively narrow gaussian distribution. The repetition rate of
the nuisance signals is indipendent of the incident radiation
flux.

Semiconductor Detector
The calibration measurement of the RD3024 according
to item 1 is shown in Fig. 8. If the number of counting
events is recorded per second it becomes obvious that large
fluctuations occur which make it impossible to identify the
stepwise increase of the beam current. A larger amount
of events needs to be accumulated before the dose rate is
calculated. This can be done by extending the measurement
time per dose rate value. It could be shown that this problem
will be significantly smaller at higher radiation fluxes. The
calibration measurement of the RD3024 according to item
2 was used to evaluate the parameters of a linear response
function. After that a radioactive source was measured. The
source was known to expose the detector against a dose
rate of (1.2 ± 0.3) µSv/h. The measurement result was
(1.2 ± 0.1) µSv/h.
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[2] L. Marc, “Strahlenschutzrelevante Charakterisierung der
Beschleunigerhalle des S-DALINACS”, B.Sc. thesis unpublished, Institute for Nuclear Physics, TU Darmstadt, Germany,
2017.
[3] ICRP (International Commission on Radiological Protection),
“2007 Recommendations of the International Commission on
Radiological Protection (Users Edition)”, ICRP Publication
103, Ann. ICRP 37 (2–4), 2007.
[4] H.M. Veith, ”Strahlenschutzverordnung: Textausgabe mit
einer erläuternden Einführung”, Bundesanzeiger Verlag,
2016.
[5] ST, http://www.st.com
[6] Arduino, http://www.arduino.cc

Figure 8: Calibration measurement of a RD3024 detector.
Beam current and dose rate are shown for the first and last
plateau. The beam energy was 2.5 MeV.

CONCLUSION AND SUMMARY
The measurements have shown that the handmade ion
chamber is capable of measuring background-radiation levels as well as dose rates up to 64 µSv/h. Assuming a linear
response function it is expected that the chamber will be able
to operate up to 310 µSv/h. If the problem of the nuisance
signals can be solved the ion chamber is the favoured detector for the dose rate monitoring system. The ion-chamber
setup is simple and the continuous output voltage can easily
be measured with a sufficient high precision. This setup can
operate as beam-loss monitor if an amplifier with a larger
operating range is used. Additionally the efficiency of the
chamber can be reduced by building a smaller one. The
RD3024 detectors can be used as well for the monitoring
system as far as it is acceptable to wait about 3 min to 10 min
for an reliable measurement result. They could also serve als
beam-loss monitors in a S-DALINAC like environment. Currently two RD3024 are permanently in operation to measure
dose rates at different locations inside the accelerator hall.
These measurements allow to create a dose rate map. The
map will be used to find out the locations where to mount
detectors permamently for switching the illumination of the
radiation panels.
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SAFETY CONTROL OF THE SPIRAL2 RADIOACTIVE GAS STORAGE
SYSTEM
Q. Tura †, Grand Accélérateur Nat. d’Ions Lourds (GANIL), Caen, France
C. Berthe, O. Danna, M. Faye, A. Savalle, J. Suadeau, GANIL, Caen, France
Abstract
The phase 1 of the SPIRAL2 facility, extension project
of the GANIL laboratory, is under construction and the
commissioning has started. During the run phases, radioactive gas, mainly composed of hydrogen, will be extracted from the vacuum chambers. The radioactive gas storage system function is to prevent any uncontrolled release
of activated gas by storing it in gas tank during the radioactive decay, while monitoring the hydrogen rate in the
tank under a threshold. The confinement of radioactive
materials is a safety function. The filling and the discharge of the tanks are processed with monostable valves,
making the storage a passive safety system. Two separate
redundant control subsystems, based on electrical hardware technologies, allow the opening of the redundant
safety valves, according to redundant pressure captors,
redundant di-hydrogen rate analyzers and limit switches
of the valves. The redundancy of the design of the control
system meets the single failure criterion. The monitoring
of the consistency of the two redundant safety subsystem,
and the non-safety control functions of the storage process, are then managed by a Programmable Logic Controller.

INTRODUCTION
The SPIRAL2 facility, in the GANIL laboratory, will
produce high-intensity ion beams for experimental nuclear physics. The accelerated ions will go from hydrogen to
heavier ions such as carbon, argon or nickel. During the
Phase 1, the ion beams are accelerated in the LINAC and
sent to experiment rooms, S3 (Super Separator Spectrometer) and NFS (Neutrons For Science), through the highenergy lines vacuum chambers. The extracted gas, coming
from the impact of the beam on the beam stop, or from
the degassing of the vacuum chambers, are radioactivated
and have to be stored and monitored. This extracted gas is
expected to be mainly composed of dihydrogen, as shown
in Table 1.
Table 1: Extracted Gas Composition
Component

Dihydrogen
Water
Nitrogen
Carbon dioxyde

Rate at the start
of the irradiation
17 %
69 %
4%
10 %

Rate at the end
of the
irradiation
52 %
43 %
4%
1%

____________________________________________

† quentin.tura@ganil.fr

Table 2: Expected Gas Volumes
Origin
LINAC
NFS
S3

Volume (litre/5
days)
9.6
1.4
7.2

H2 volume (litre/5 days)
7.8
1.2
5.8

After a predefined length of time, estimated at two to
five days, the radioactive decay is checked and the gas is
released into the environment.

MAIN FUNCTIONS OF THE STORAGE
CONTROL SYSTEM
Protection Functions
The tanks of the radioactive gas storage system are the
first containment barrier. To prevent any risk of dissemination, the system fulfills two protection functions, regarding two accidental events [2]:
 The uncontrolled release of activated gas towards the
chimney of the nuclear ventilation system.
 The leak of a tank or a pipe, or the burst of a tank because of an excess of hydrogen rate in the tank.
The storage system is made of two tanks which will be
filled one at a time, while the other one is isolated for its
radioactive decay. The system is designed to add a third
tank if needed. The dimension of their volume, 1.6 m3,
was calculated to allow an uninterrupted filling of one
tank during the decay of the other one, while diluting the
gas being stored to prevent any risk of burst caused by the
hydrogen.
To prevent risks of leaks, the whole storage system,
tanks and pipes, is working under low pressure. The tanks
are jacketed, and the space between the two layers is
maintained under slightly high pressure to prevent gas
leaks towards the outside of the tanks. In the same way,
the hydrogen rate analyzer systems are set up in low pressure ventilated boxes. A pump and a flow controller
maintain an adequate flow into the hydrogen analyzers.

The Storage Control Phases
The process cycle of each tank is composed of several
phases, illustrated in Figs. 1, 2 and 3. Only one phase is
running at a time on each tank.
 The filling stage: The tanks are empty at first, at a
pressure of 1mbar. The input valves of the tanks
are opened to allow the gas in, until a maximal
pressure of 0.95 bars. The tank is then considered
full. During the filling phase, a hydrogen rate anaTHPHA107
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lyzer system measures the hydrogen rate in the
tank. The gas is diluted with air to keep the hydrogen rate under 1%, this threshold being 25% of the
flammability limit. If the hydrogen rate still goes
over 2%, the filling is interrupted.

Figure 1: Filling phase.


The isolation phase: the input and the output valves
of the tank are closed during the length of time of
the radioactive decay, estimated to a few days.
During this phase all the safety valves are closed,
making it a safe situation.
The sampling phase: the output valves of the tank
are opened, as well as the sampling valves at the
input of a 10L sample bottle. The test sample will
be analyzed by the Radiation Protection team of
the GANIL. They will determine whether the decay is adequate to allow the release of the stored
gas into the environment, or if the decay needs
more time.
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ARCHITECTURE OF THE SAFETY
CONTROL SYSTEM
The FMEA with Single Failure Criterion
The radioactive gas storage system being a safety system, its control system is a safety system as well.
A Failure Mode and Effects Analysis (FMEA) was
made to eliminate dangerous failure [1]. The single failure
criterion was selected as reliability criterion. The FMEA
shows the necessity of the redundancy of the safety items
and of the safety control, so that a single failure does not
harm the global protection function of the safety system.
The whole control chain is doubled, from the sensor to the
actuator. The two subsystems, called A and B, are segregated and dissimilar to avoid common-mode failure risks.
The safety control system is based on electrical hardware
technologies, such as relays with forcibly guided contacts
respecting the EN50205 standard, making it a robust and
dependable control system. This design also makes the
FMEA clear and determinist. The system, thanks to its
monostable valves and its relays, is designed to be a passive safety system.
During the life of the facility, the system will be periodically inspected to avoid any multiple failures.

Two Hardware Redundant Safety Subsystems
and a PLC
On top of the safety control system based on hardware
technologies, a PLC (Programmable Logic Controller)
fulfills the non-safety control, and is also necessary to
open the safety valves [3]. Both the safety control system
and the PLC have to be consistent for the safety valves to
open, otherwise, they stay closed, as shown in Fig. 4.

Figure 2: Sampling phase.


The emptying phase: the output valves of the tanks
are opened, as well as the valves of the nuclear ventilation chimney. A pump is started to transfer the gas
into the environment, emptying the tanks to a low
pressure of 1mbar. This phase must be specifically allowed by the Radiation Protection team of the GANIL, and by the operations supervisor of the SPIRAL2
facility.

Figure 3: Emptying phase.

Figure 4: Electrical command of the safety valves.
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The PLC is composed of two CPUs (Central Processing
Unit): one is dedicated to the monitoring of the consistency of the two redundant safety subsystems, and the other
one manages non-safety functions of the storage process
(see Fig. 5). Those two CPUs communicate with each
other through a dedicated network, independent from the
global network of the facility.
For maintenance purpose, and to make a potential evolution of the non-safety process easier, the non-safety
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control system is separated from the two safety control
subsystems, which are settled in protected electrical control boxes.
The PLC can also be used during the test of the safety
control subsystems. The outputs of the PLC are connected
to the inputs of the safety control system, and positioned
at will from a HCI screen to simulate the state of the storage system. It allows checking the safety control system
response to any commands and any failure.

Figure 5: Safety control and non-safety control architecture.

DISTRIBUTION OF THE FUNCTIONS
Safety Electrical Control Boxes
The safety controls are distributed among different
electrical control boxes, called A, B, C, D, and G (see Fig.
6).
A and B The safety electrical control boxes A and B
forbid:
 The simultaneous opening of the output and input
valves of each tank.
 The simultaneous opening of the input valves of
two different tanks.
 The simultaneous opening of the output valves of
two different tanks.
A and B monitor the pressure level and the hydrogen
rate in each tank. If those measures are over a threshold,
or if a sensor is defective or unavailable, the tanks are
withdrawn to a safe situation: the current phase is interrupted and all the valves of the faulty tank are closed.
C and D The safety electrical control boxes C and D,
located in a different place than A, B, and the tanks, forbid the simultaneous opening of the sampling valves and

of the valves of the nuclear ventilation chimney. They
also check the adequate position of the test sample bottle
and the authorization of release given by the Radiation
Protection team and the operation supervisor.
G The phases controls are given from a safety control
panel, in box G, with keyed switches and luminous hardware indicators.

PLC Electrical Control Box
The PLC is contained in the electrical control box F,
segregated in two parts, one for the safety function monitoring CPU, and the other part for the non-safety control
CPU. This CPU manages the non-safety control such as
the dilution of the stored gas, the monitoring of the flow
through the hydrogen analyzers, the displaying of analog
measures. It also communicates with other systems of the
facility, which need to know whether the storage system is
ready or not: the vacuum system to allow the vacuum
chambers pumps to work, and the general accelerator
Interlock to allow the beam in the LINAC and the experiment rooms. The PLC also reports events to the Alarm
Reporting System, when a phase has ended or when a
failure appears.
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Figure 6: Layout of the control of one storage tank.
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CONCLUSION
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VERSATILE SERVICE FOR THE PROTECTION OF EXPERIMENTAL
AREAS AT CERN
F. Valentini, M. Munoz Codoceo, P. Ninin CERN, Geneva, Switzerland
Abstract
CERN hosts a number of other experimental areas with
a rich research program ranging from fundamental physics to medical applications. The risk assessments have
shown a large palette of potential hazards (radiological,
electrical, chemical, laser, etc.) that need to be properly
mitigated in order to ensure the safety of personnel working inside these areas. A Personnel Protection System,
typically, accomplishes this goal by implementing a certain number of heterogeneous functionalities as interlocks
of critical elements, management of a local HMI, data
monitoring and interfacing with RFID badge readers.
Given those requirements, reducing system complexity
and costs are key parameters to be optimized in the solution. This paper is aimed at summarizing the findings, in
terms of costs, complexity and maintenance reduction,
offered by a technology from National Instruments®
based on cRIO controllers and a new series of SIL-3 certified safety I/O modules. A use case based on a service for
the protection of Class 4 laser laboratories will be described in detail.

INTRODUCTION
The safety management of CERN has brought to light
the need to mitigate the risks in a large number of different experimental areas of different configurations ranging
from large caverns to small bunkers of a few square meters. These experiments are often the outcome of collaborations between CERN and worldwide research institutes
and, therefore, access to these areas is granted to a potentially large and heterogeneous population of users.
Considering the large number of facilities we are requested to secure and the fact that the budget for safety is,
in most of the cases, funded by the different home institutes, there is a strong need to look for solutions being:
simple, in terms of architecture and number of devices to
be installed; compact, in terms of space occupied inside
the facility (a huge rack 2m high cannot fit in most of the
cases); easy to operate and maintain and cost effective,
especially considering that they might be used only during the short lifetime of the research activity.
Another key aspect to take into account is that, behind
the purely safety interlock, a wide range of access control
functionalities [1] are necessary in order to operate these
facilities, such as: RFID identification of users, verification of required access rights, count of users in a zone,
implementation of dedicated graphical display of relevant
information for local users, and remote control/monitoring capabilities for control room operators.

___________________________________________

1 Anti-Hydrogen Trap

In this paper we investigate the possibility to employ
the NI cRIO 9030 controller [2] in conjunction with the
new Functional Safety modules from National Instruments® in order to increase the global reliability and to
make it suitable for safety related applications. The 903X
generation of cRIO controllers are particularly interesting
due to the fact that NI replaced their proprietary OS with
a new version based on Real-Time Linux. This adds much
more flexibility to the controller, on one hand offering the
possibility to interface the cRIO with a wide palette of
devices such as: USB key-board, USB mouse, video monitors, smart cameras, etc. In addition, thanks to the LabVIEW programming environment, it offers the possibility
to easily implement IT tasks, such as big file management, database connections, OPC communications, image
processing, complex vector/matrix manipulation, mathematical analysis, etc.
Another interesting aspect of the LabVIEW environment is the possibility to fully validate the entire user
software even if the real hardware is not connected thanks
to the emulation capabilities and testing tools of the programming environment. This allows to spot all logical
bugs before the site commissioning tests.

CASE STUDY
The specific case study considered to demonstrate our
technical proposal is the ATRAP1 experiment [3] is has
been used to apply our technical solution. ATRAP is a
collaboration between CERN and Harvard University,
with the intent to produce anti-hydrogen atoms and investigate their properties against their matter equivalents. To
perform these measurements, a wide set of powerful class
4 lasers are employed for spectrography and for cooling
the anti-electron particles down to an energy compatible
with the formation of anti-hydrogen.
The ATRAP operational modes foresee to run these laser beams inside specific interlocked containment boxes
that can be either closed or open. In the latter case no-one
can access to the room with the exception of a restricted
number of experts, who can only gain access by entering
a personal pin code into a keypad.
The securing strategy for ATRAP experiment consist of
a combination of two types of functionalities: access
control and safety interlocks. The access control functionalities being the following:
 RFID CERN badge identification in addition to the
keypad code in order to log and track all entries in
the room. For this, an RFID reader has to be controlled and the access card data has to be checked
against a central database storing all authorization
models.
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A local HMI to provide detailed information to the
laser operators on the powering state of all lasers
and on the safety conditions of the room.
 Remote monitoring of all system I/O signals and
other internal variables related to the safety conditions. The SCADA system used is a CERN inhouse software system largely employed for supervision and maintenance purposes.
The Interlock Functions (IF) were identified in accordance with the risk assessment prescriptions that recommended a factor 100 (SIL 2) of risk reduction for ATRAP
and are the following:
 IF-1: to detect important operational errors and
dangerous situations as the opening of a door
when lasers are powered on.
 IF-2: to manage transitions between different operational modes allowing to safely operate the lasers.
 IF-3: to handle all warning signs and the evacuation sirens of the room.
 IF-4: to cut off power to every laser individually if
all safety conditions are not met.
 IF-5: to maintain in closed position the two access
doors by controlling a locking magnet.
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NI TECHNOLOGY
The CompactRIO Controller
The main component of the proposed architecture is on
the cRIO 9030 controller. It is made up of a real-time
Linux OS running on a Dual-Core Intel Atom processor,
an Ethernet connection embedded card, an FPGA reconfigurable chip and a wide series of modules for the I/O
tasks.

Figure 2: Architecture of the CompactRIO controller.
The real-time part of the controller includes a microprocessor for implementing network communication, data
logging, control algorithms, and supporting deterministic
controls thanks to the presence of a real-time OS.
The FPGA user-programmable module is completely
independent from the microprocessor and it is typically
used to implement high-speed controls, inline data processing, or complex timing and triggering operations.

The Functional Safety Modules
The other core component of the architecture is the new
NI 9035 SIL-3 Functional Safety modules. These add a
safety integrity level (according to IEC 61508) to the
cRIO controller and make it suitable to operate in safety
critical applications.

Figure 1: Interlock Functions dependence schema.
The safety objective of the system is ensured against
single point of failure by an overlap of the interlock functions. For instance, when lasers are powered and their
containment boxes are opened, the access doors are kept
locked by two electromagnets (IF5) but, in case of failure,
other functions of the system can ensure the complementary mitigating actions: interruption of laser power (IF4),
activation of an evacuation alarm (IF3), maintaining of
light on all laser warning signs (IF3).
It is an evidence that this interlock logic coupled with
access control functionalities appears too complex to be
constructed with a hardwired system, based only on relays
or electronic components. For this reason we moved towards a solution based on a programmable controller.
After analysing and prototyping different market proposals, such as the Allan-Bradley® Guard Master and
Siemens PLC 1215F, we pursue our investigation on the
cRIO 9030 that offers automation and IT capabilities.

Figure 3: Safety Module NI 9350.
The NI 9350 are not simply a SIL rated I/O device, it
features a self-contai8ned logic solver that can be used to
implement safety functions independently from the main
cRIO controller’s chassis where it can be mounted. While
these modules can provide the status of the inputs to the
cRIO, the safety logic inside the NI 9350 continues to run
regardless of the state and condition of the controller.
The logic in each safety module can be programmed
with the Functional Safety Editor, an easy-to-use standalone tool that incorporates a graphical programming
technique based on state machine formalism.
THPHA108
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In total, each module incorporates 8 digital (sink) inputs and 8 digital (source) outputs that make them very
suitable in most of the cases but that require some workarounds when the safety logic is more complex.

PROTOTYPING OF THE SOLUTION
The first approach followed in our prototype was based
on a clear separation between access control functionalities, all implemented in the real-time cRIO Linux part,
and the interlock functions, directly coded inside the NI
9350 safety modules. However, due to the I/O limitations
mentioned in the previous chapter, this approach appeared
quite inefficient to be put in place, both in terms of number of modules needed to cope with the whole I/O space
of our use case (5 modules were required to pilot the 10
lasers individually), and in terms of programming effort
to distribute our complex safety logic among the 5 safety
modules.
For this reasons, the solution we propose consists in using the NI safety modules to perform highly reliable diagnostic checks of the health state of the standard I/O modules and the cRIO controller, this in order to reveal dangerous hardware faults during the operational phases. The
diagnostic checks constitute, then, the Safety Instrumented Functions of the system. This choice allows to drastically reduce the number of safety modules (only one is
then required) and to overcome the limitations of the
programming tasks. Furthermore it can be a very interesting technique to make existing cRIO based control systems more reliable with minimal development efforts.

General Architecture
The main building blocks of our system architecture are
the following:
Laser Veto Relays (x10). Every relay is used in failsafe manner to allow the powering of the 10 lasers independently via normally open contacts of the relays (make
contact = powering allowed).
General Veto Relay (x1). This relay is used in failsafe
manner to switch off the main power feeding all other
veto relays. This is done via normally open contact of the
relay (make contact) that, when opened, causes an immediate shutdown of all lasers.
Input modules NI 9425 (x2): sink digital input modules used to acquire the state of the door positions (two in
ATRAP), the feedback of the door locking magnets, the
emergency stops, the laser powering modes and the position of the 10 laser covers. The different input signals are
distributed between the two input modules in a way to
minimize the impact on safety objectives of a failure in a
single acquisition channel.
Output module NI 9475 (x1): source digital output
module used to pilot independently the 10 laser powering
relays, the door locking magnets, the evacuation siren and
the laser ON warning signs.
The Controller cRIO 9030 (Real-Time part): the real-time Linux part of the controller is used to implement
all non-safety functionalities, including RFID badge read-
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er, management of a local HMI and dispatching of monitoring data to the CERN SCADA system (TIM).
The Controller cRIO 9030 (FPGA part): the FPGA
integrated chip is used to implement all interlock functions described above. The FPGA controls directly the
three I/O standard modules and, via the internal bus of the
cRIO backplane, it dispatches the states of all I/Os and all
the internal variables to the real-time part for monitoring
purposes.
Safety SIL Module NI 9350 (x1): digital I/O module
SIL-3 rated used to perform diagnostic checks on the
cRIO controller and on the three I/O modules and to pilot
the General Veto Relay.

Implementation of the Safety Functions
The FPGA part of the cRIO controller is used to compute all interlock functions while a single NI 9350 safety
module is employed to perform a set of four Safety Instrumented Functions (SIF) consisting in a series of periodic diagnostic checks to ensure the correct behaviour of
the FPGA chip and all the I/O modules. This, as we will
show in the next paragraph, allows to increase the global
system reliability without the need to translate the whole
set of interlock functions, easily and intuitively implementable in LabVIEW, into the language of the safety
modules.
The safety instrumented functions can be summarized
as follows (see figure 4):
 SIF-1: Diagnostic of Input Module 1. It sends a check
signal (DO0) to the NI 9425 Input module 1, which
has to be acknowledged (on DI0 channel) within a
given time otherwise a general stop (DO2) of the laser
room is performed.
 SIF-2: Diagnostic of Input Module 2. It sends a check
signal (DO1) to the NI 9425 Input module 2, which
has to be acknowledged on DI1 within a certain time
otherwise a general stop (DO2) of the laser room is
performed.
 SIF-3: Alive Watchdog Check. DI2 awaits for a periodic alive message certifying the correct execution
state of the FPGA’s program main cycle. The nonarrival of this signal implies a general stop (DO2) of
the laser room.
 SIF-4: Software Fault Check. The SW fault signal is
computed by the FPGA user program and expected on
DI3. It is built by a specific LabVIEW routine running
inside the main program cycle; it periodically verifies
the most relevant internal variable values against a
specific set of invariant properties or logical assertions
[4] that must be always TRUE during each loop. In the
opposite case a general stop (DO2) of the laser room
is performed.
The above safety functions perform four periodic diagnostic checks capable of revealing the most common
dangerous failures that can affect the standard I/O modules or the FPGA chip and automatically act on the General Veto Relay to set the entire laser facility into a safe
controlled state.
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Figure 4: NI 9350 Cabling Interface.

RELIABILITY CALCULATION
In order to evaluate the increase in reliability that can
be obtained with the integration of a SIL module NI 9350
into a non-safety cRIO chassis, we performed a FMEA on
the system (Table 1). The following assumptions were
taken for the implementation of the statistical model:
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1. Hp-1: the failure rates (λ) for dangerous failures of
the different components are derived from the general
National Instruments official MTBFs and we assume
that all different failure modes of the components are
uniformly distributed.
2. Hp-2: this study does not take into account the final
elements of the studied architecture, as relays, door
position sensors, etc. It is mainly focused on contributions to dangerous failures given by all NI devices
in the system.
3. HP-3: the failure rate of the NI 9030 controller is assimilated to the failure of its FPGA (Xilinx Kintex-7)
where the interlock functions are performed. The reliability data are taken from the Xilinx reliability manual [4] that explain how to estimate the FIT (Failure
in Time per billion of hours) in function of the model
of chip and the size of embedded RAM for the most
redoubtable failure on an FPGA: the single event upset (SEU) [5]. The value used is then relative to this
particular failure event and calculated on the base of
our model of FPGA, hosting 5MB of RAM.
4. Hp-04: according to NI technical specifications the
failure rate (λ) per hour applicable for the SIL-3
module is 1E-08.

Table 1: Failure Mode and Effect Analysis (FMEA) for the non-SIL rated part of the system
I
D

ITEM

MTBF

NI 9425 Digital Input
Module.
24V, 32 channel,
sink.
1.25E06 h

1

NI 9476 Digital
Output Module.
24V, 32 channel,
source.
1.09E06 h

2

3

Xilinx FPGA Kintex7 7K70T.

2.7E06 h

FAILURE MODES

TYPE

λD

DETECTION

FM.1: general electrical failure in any of the powering elements of the module. As consequence all
inputs are seen LOW.

SAFE

0

FM.2: failure in any component used for the serial
bus communication between the module and the
cRIO controller. As consequence all input channels
are seen HIGH.

UNSAFE

1.98E-07

FM.3: failure of a voltage comparator of an input
channel. The corresponding input is seen as LOW.

SAFE

0

FM.4: failure of a voltage comparator for an input
channel. The corresponding input is seen as HIGH.

UNSAFE

1.98E-07

FM.5: general electrical failure in any of the powering elements of the module. As consequence all
outputs are set LOW.

SAFE

0

FM.6: failure in any component used for the serial
bus communication between the module and the
cRIO controller. As consequence all outputs remain
blocked to HIGH.

UNSAFE

2.29E-07

FM.7: failure of an output channel controller setting
the output to a constant LOW value.

SAFE

0

FM.8: failure of an output channel controller setting
the output to a constant HIGH value.

UNSAFE

2.29E-07

None

FM.9: soft errors caused by single event upset (SEU)
affecting memory cells for configuration and routing.
Possible errors in interlock functions calculation,

UNSAFE

3.7E-07

SIF-3, SIF-4

SIF-1, SIF-2

None

SIF-1, SIF-2
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On the base of these reliability data we can easily compute via a Fault Tree Analysis (FTA) the probability of
dangerous system failure (PFH) assuming to have a mission time (proof testing interval) of 1 year and 30s time of
diagnostic interval performed by the 9350 SIL module.
The probability of a system failure, potentially leading
to the loss of safety mission, during 1 year time can then
be estimated by the formula:

(1)
is the probability of dangerous failure givWere
en by the NI 9350 module where the four safety functions
for 1 year of mission time is
are performed. Every
then given by the following exponential probability distribution:
1

∗

(2)

From above we can conclude that the usage of diagnostic functions basically zeroed the contribution of failure
rates FM.2, FM.6 and FM.9 lowering down the global
system probability of failure from 0.0107 to 0.0037 events
per year (corresponding to a failure every 270 years)
which is compatible with a SIL-2 grade.
The employment of the safety module allows to spot a
wide series of failures and to react in a safe/deterministic
manner.
The main advantage of this approach is that it is possible to reach a high SIL level in a cRIO based architecture
with a minimum development effort; it allows to maintain
the interlock logic inside the FPGA part of the controller
and it makes the development of safety related applications much more easy (take maximum advantage from the
LabVIEW environment) and cost effective (one SIL rated
module is necessary).

CONCLUSION
The current market offers a large range of controllers
and devices suitable for safety applications from many
vendors and they strongly compete with the traditional
PLC technologies. Several requests to secure small experimental facilities have led us to investigate the most suitable technology in terms of: low-cost, simplicity, maintainability, availability; and also to overcome the limitations we experienced with the safety-PLCs. As reported in
[6]: “PLC programs do not deal with graphical interfaces, large data structures; they do not create files, do not
perform complex operations”. This is a limiting factor for
the implementation of access control functionalities and it
is typically resolved by integration of different COTS
products [1]; which may cause an unpredictable increase
in complexity of the final system.
Our investigation highlighted that a high level of Safety
Integrity (SIL-2) is achievable using technologies that
offer a wide connectivity and bring new solutions to control serial devices, to communicate with external databases and to implement local HMIs. Our work was con-
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ducted in accordance to the IEC 61511 standard according
to which the SIL level of a component can be increased
by adding diagnostics functionalities.
In the domain of Functional Safety, the main driving
principle of all systems is: keep it simple. The reason is
that a Safety Instrumented System is intended to perform
really simple but critical actions for which failures due to
logical bugs are unacceptable. We believe in fact that the
massive usage of software for implementing safety instrumented functions may present several potentially
serious problems [7], evident when the user’s software, in
absence of strict and clear development guidelines, becomes difficult to fully test and to maintain. It is largely
recognized that in any system the failures caused by software dominate those caused by hardware.
For the above reasons we are also investigating other
kinds of technologies, mainly based on hardware, in order
to minimize the impact of software on the global system
reliability. Even though at the moment we do not have a
complete and satisfactory simple hardware solution fitting
all our requirements, we believe that our approach goes in
the direction of this simplicity. The LabVIEW tool offers
an ideal environment for the safety functions programming. Furthermore, it features powerful testing functionalities (as the tool TestStand [8]) that allow to increase
significantly the quality of user’s software and to save
time during the system commission phase.
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Abstract
The CMS ECAL Detector Control System (DCS) features several monitoring mechanisms able to react and perform automatic actions based on pre-defined action matrices. The DCS is capable of early detection of anomalies
inside the ECAL and on its off-detector support systems,
triggering automatic actions to mitigate the impact of these
events and preventing them from escalating to the safety
system. The treatment of such events by the DCS allows
for a faster recovery process, better understanding of the
development of issues, and in most cases, actions with
higher granularity than the safety system. This paper presents the details of the DCS automatic action mechanisms,
as well as their evolution based on several years of CMS
ECAL operations.

INTRODUCTION
During the first LHC long shutdown, the CMS ECAL
DCS experienced a major upgrade [1, 2] to improve the
control system. After this upgrade, the computing hardware was optimized from fifteen standalone to only three
more powerful redundant servers. The software was
adapted accordingly, to monitor and control the ECAL Barrel (EB), ECAL Endcaps (EE) and Preshower (ES) partitions in a redundant and distributed environment.
The CMS ECAL DCS software was originally written
by developers with distinct programming styles, not following a common strategy for several mechanisms, including the automatic protective actions. When an automatic
action is executed, experts are requested to investigate the
cause and, once the problem is solved, to certify the detector readiness for data taking. The traceability of the automatic actions depends on the implementation of each
mechanism, requiring sometimes considerable efforts to
reach a complete understanding of its cause.
Different methods to perform DCS automatic actions are
compared in the following paragraphs, highlighting the
strengths and weakness of each model.

What is a DCS Automatic Action?
A DCS automatic action is a software mechanism to
judge events in the DCS context and eventually to perform
control operations in an automated way. These automatic
actions consist of the following stages:
 Evaluation of conditions.
 Execution of actions.
 Notification.

CMS ECAL DCS Automatic actions are safety preventive actions for switching off detector subsystems with fine
granularity at the partitions level. The report of these actions also help operators and experts to analyse large
amounts of data in a short time. In this aspect, the DCS
automatic actions can be compared to an expert system.
The successful execution of the automatic actions depends
on the availability of the underlying technology and cannot
be always guaranteed due to the complex technology stack.
For this reason, they should not be considered as a substitute for the CMS ECAL Detector Safety System (DSS).

Evaluation of Conditions
The CMS ECAL DCS monitors thousands of input parameters (process variables) from different hardware devices. Multiple signals are sampled at a certain rate and
stored in the control system as discrete-time parameters.
The signals registered by the control system are subject to
a certain information loss due to the discretization and manipulation by different processes. Once the signals are
stored in the control system as process variables, they can
be analysed, combined and shaped into Boolean expressions. Boolean expressions can be combined to build triggering conditions, resulting in a true or false statement to
execute the automatic actions.

Execution of Automatic Actions
The DCS automatic actions are software operations that
aim to mitigate problems in a controlled way. These actions
are translated into control commands to switch off one or
more hardware devices, helping to guarantee the detector
and related off-detector hardware integrity.

Notifications
The notification of automatic actions makes the experts
aware of a problematic situation in real time. Summary
messages are sent via e-mail and SMS to provide a starting
point for the failure assessment.

CURRENT IMPLEMENTATIONS
Two different models of automatic actions can be found
in the current implementation: the Barrel and Endcaps use
Finite State Machines (FSM) while the Preshower uses
control scripts.
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Automatic Actions in the ECAL Barrel and
Endcaps using the Finite State Machine
The CMS ECAL DCS implements part of the detector’s
control using the CERN FSM toolkit [3, 4].
The CMS ECAL FSM is organized in 40 partitions following the detector physical layout (36 supermodules [SM]
and 4 half endcaps [Dee]). The FSM partitions are sub-divided in the following components: low voltage node (LV),
high voltage node (HV), cooling node (C), Safety node (S)
and a support mechanism known as distinguisher (D). The
distinguisher mechanism allows the FSM to break down
complex commands into specific sequences of hardware
instructions as shown in Fig. 1. Each FSM partition computes information about several components to determine
its overall status. The FSM commands are available to the
operators for controlling the detector subsystems. Some of
these commands are also used internally by the FSM to execute automatic actions.
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 Two different operational features are mixed in one
place: manual control from the user interface and automatic control in form of automatic actions. Commands sent by a user can interfere with the automatic
actions, and lead on to a wrong execution;
 DCS applications are divided in software components,
each of them responsible for its part of the FSM.
When any of these components is reinstalled, the automatic actions in the FSM are temporarily unavailable.

Automatic Actions in the Preshower Detector
Using Control Scripts
The ES is partitioned in Control Rings (CR). The DCS
implements automatic actions, using control scripts, to
power off individual CRs. Dedicated control scripts monitor the detector environment sensors and the status of the
powering subsystems, reacting to failures detected by the
DCS. The ES automatic actions target individual power
channels, boards and converters to protect the electrical
equipment against possible damages.
Control scripts have direct access to all the process variables in the WinCC OA run-time database, including some
data from the distributed systems. Compared to other models, CTRL scripts are not limited to a specific scope in the
WinCC OA platform. Data from various contexts and applications can be easily combined to produce automatic actions.

DATA FILTERING FOR AUTOMATIC
ACTIONS
Figure 1: FSM automatic actions for EB/EE partitions.
Figure 1 shows the sequence of internal FSM commands
when a low voltage channel trips. The automatic action begins with the detection of a problem in one of the low voltage power supplies. When a low voltage channel trips, the
LV FSM node computes an error. The LV error is transferred to its parent node SM and then it is forwarded to the
distinguisher D. The SM node sends the off command to
the HV power supplies and waits until all the high voltage
elements are powered off. The distinguisher node remembers the reasons for switching off and influence the behaviour of the SM node to trigger the next command. Only after powering off the HV, the off command can be sent to
the LV power supplies.
This implementation covers all the stages for an automatic action: the FSM is able to detect and compute a problem in the hardware, the automatic action is executed using
the FSM commands and the notification is delegated to the
CMS notification system.
The current tree-like organization of the FSM facilitates
the tracing of problems when an automatic action is executed. On the other hand, this model presents the following
disadvantages:

The data from multiple sensors can be used to trigger an
automatic action. The sensor signals are sampled, packed
and transported across electronic equipment and systems
which can be temporarily unavailable. The sensors data can
be affected by a loss of precision and by a temporary failure
of the sensor itself (bad readings). The loss of precision is
sometimes unavoidable and intrinsic to the acquisition process. However, a filtering stage is introduced to ignore bad
readings and to handle other problems related to the acquisition process.
In order to illustrate the impact of data quality in the execution of the automatic actions, let’s consider the following example: The function h(t) describes the evolution of a
sensor value over the time. Values above the threshold indicate a problem that should be handled by the DCS automatic actions (E.g. over temperature inside one of the CMS
ECAL partitions). The sensor value crosses the threshold
at t1, and goes below the threshold at t2. The sensor value
crosses again the threshold at t3, and stays above it until t7.
The first over-threshold event (t1) can be caused by a bad
sensor readout. The second event (t3) last longer and the
automatic action must be triggered after 3 time units (t6).

Data Filtering using Control Script (CTRL)
A CTRL script can be programmed to monitor hardware
parameters and to execute actions when certain conditions

THPHA109
1640

Functional Safety and Machine Protection

are reached. In the WinCC OA platform, the data is received by a certain driver (D), processed by the WinCC OA
event manager (EV) and stored in the runtime database
(DB). The CTRL script can retrieve new data only after the
event manager process it (see Fig. 2) and the two processes
operate at different rates. For certain driver configurations,
the CTRL scripts could be under-sampling and missing
values that could have been relevant for executing an action.
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Figure 4: Data filtering using statistical function.
Using this method, the triggering conditions are updated
at the same rate as the event manager. The usage of this
mechanism increases the accuracy of the triggering conditions and simplifies the design of the automatic actions.

AUTOMATIC ACTIONS ON REMOTE
SYSTEMS
Figure 2: Standard WinCC Open Architecture (OA).
In the Figure 3, a CTRL script polls data every 3 time
units. If the polling process begins at t1, then the values at
t2 and t3 are ignored. A second value is retrieved at t4. At
this point, two consecutive values are registered above the
threshold and the conditions for triggering the automatic
action apply without considering the intermediate values.

The CMS ECAL DCS software runs on three machines
which are part of a larger distributed system (CMS DCS).
Some of the resources of the CMS ECAL detector are monitored and controlled by external applications in the CMS
DCS environment. The automatic actions on external systems require a communication channel between the triggering system and the system hosting the remote resources.
The CMS ECAL DCS team is currently evaluating a new
type of automatic actions across remote systems.

Remote Automatic Actions using the WinCC OA
Distributed Connection

Figure 3: Under-sampling issue in CTRL scripts.

Data Filtering using Statistical Functions
Statistical functions can be configured directly in the
data structures of the WinCC OA applications. This type of
function is computed by the EV and automatically evaluated when new data is available.
The function f(t) [Eq. (1)] calculates if a set of consecutive values of h(t) are above or below the threshold for a
given time interval, as shown in Fig. 4.
The sensor values are flatted into a binary signal using
the function g(t) [Eq. (2)]. The function g(t) calculates if
the sensor value is above or below a threshold. The area
described by the function g(t) represents the duration of the
sensor value above the threshold.

The CMS DCS is based on a centralized network of servers using the WinCC OA distribution mechanism. The distribution mechanism is a standard WinCC OA feature that
enables the access to the internal data structures across
WinCC OA systems. Distributed connections are very reliable and widely used in large control systems. On the other
hand, the usage of distributed connections has a strong impact on the software design. Distributed connections forces
the applications to be aware of each other internal structures, making the systems highly interdependent and less
easy to adapt to changes.

Remote Automatic Actions using FSM Commands
The CMS ECAL is operated though a FSM. Multiple
sub-detectors FSM trees are connected, forming a complete CMS tree structure with top nodes at the CMS DCS
level. FSM commands are offered at various levels of the
FSM and transferred down to the CMS ECAL FSM. In this
sense, the FSM mechanism is used as an abstraction layer
to communicate between sub-systems. Commands across
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multiple FSM trees can be transferred in a descendant direction to execute remote automatic actions. Commands in
ascendant direction are not possible. The FSM toolkit permits the creation of links between scattered FSM trees (see
Fig. 5). The usage of this feature impacts the spanning tree
design of the FSM. The introduction of cycles in the tree
can alter to the original behaviour FSM, resulting in indefinite loops in the status calculation and a possible misleading execution of commands [5].
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The CMS ECAL DCS team is currently evaluating the
usage of this protocol to implement remote automatic actions on some of the CMS DCS centralized resources.

CONCLUSION
The experience gained during previous years of operation has been a valuable resource to improve the CMS
ECAL DCS software. Motivations for new automatic actions are eventually identified and implemented to ease operations and improve the detector safety. In addition, the
extension of automatic actions presents an opportunity to
define common strategies and consequently, allows for further integration between applications. Therefore, the implementation of a common framework for automatic actions can make the CMS DCS and the CMS ECAL DCS
more powerful, flexible, and easier to maintain.
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Figure 5: FSM commands across scattered FSM trees.

Remote Procedure Calls using Web Services
The DCS automatic actions performed out of the subdetector’s context reveal the need for a service-oriented architecture in the DCS applications. Some of the CMS DCS
applications were designed as standalone control applications and are not fully ready to share functionality. Since
2016, a new DCS communication mechanism known as the
CMS XML-RPC system was introduced. The CMS XMLRPC system is an implementation of the standard Remote
Procedure Call (RPC) protocol using the Extensible Markup Language (XML) to model, encode and expose a certain
set of operations using HTTP as transport protocol (Fig. 6).
The CMS XML-RPC permits to organize the DCS software as services and to expose its functionality to other applications using the XML-RPC protocol.
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Figure 6: DCS actions using XML-RPC communication.
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MACHINE PROTECTION SYSTEM RESEARCH AND DEVELOPMENT
FOR THE FERMILAB PIP-II PROTON LINAC*
A. Warner#, L. Carmichael, N. Liu, R. Neswold, A. Saewert, B. Harrison, J. Wu
Fermilab, Batavia, IL 60510, U.S. A
Abstract
The Fermilab Proton Improvement Plan (PIP-II)
includes a high intensity proton linac being designed to
support a world-leading physics program at Fermilab [1].
Initially it will provide high intensity beams for
Fermilab's neutrino program with a future extension to
other applications requiring an upgrade to CW linac
operation (e.g. muon experiments). The machine is
conceived to be 2 mA CW, 800 MeV H- linac capable of
working initially in a pulse (0.54 ms, 20 Hz) mode for
injection into the existing Booster. The planned upgrade
to CW operation implies that the total beam current and
damage potential will be greater than in any present HEP
hadron linac. To mitigate the primary technical risk and
challenges associated with PIP-II, an integrated system
test for the PIP-II front-end technology is being
developed. As part of the R&D a robust Machine
Protection System (MPS) is being designed and tested.
This paper describes the progress and challenges
associated with the MPS.

INTRODUCTION
PIP-II is being designed and constructed to be a CWcompatible, pulsed H- SRF linac. It is an essential part of
the planned program of upgrades to the existing Fermilab
accelerator injection complex. To mitigate some risk and
to validate the concept of the front-end associated with
the PIP-II machine, a test accelerator (Figure 1) is under
construction. The test machine is known as the PIP-II
Injector Test (PIP2IT) [2]. It includes a 10 mA DC, 30
keV H- ion source, a 2 m-long Low Energy Beam
Transport (LEBT), a 2.1 MeV CW RFQ, along with a
Medium Energy Beam Transport (MEBT) that feeds the
first of 2 cryomodules. This increases the beam energy to
about 25 MeV.

Figure 1: Schematic of PIP2IT facility.
A high Energy Beam Transport section (HEBT) takes
the beam to a dump. The length of beam pulses in the
machine is dictated by a chopper located between the last
two solenoids in the LEBT. The chopper can provide 1
µsec - 16 msec pulses with a frequency that ranges from
single shots to 60 Hz. The ion source, LEBT, RFQ, and
initial version of the MEBT have been built, installed, and
commissioned. Part of the ongoing R&D program

associated with this setup includes the development and
integration of a Machine Protection System into the
complex capable of protecting the machine from beam
induced damage while monitoring the chopper operation.
An upgrade to quasi-CW operation is planned as a future
mode of operation for the machine to deliver beam
simultaneously to multiple users. This planned upgrade to
CW operation implies that the total beam current and
damage potential will be greater than in any present HEP
hadron linac.
The MPS will ultimately be integrated as part of the
entire Fermilab complex MPS responsible for protection
of equipment in PIP-II and associated downstream
machines from beam induced damage and excessive
radiation damage. The system will therefore be integrated
with legacy hardware and systems already operational and
specific in scope. This integration process with the
existing capabilities of the Fermilab facilities is part of the
challenge associated with the design (see Figure 2). Since
the main goal of the MPS is to protect the machines from
beam induced damage; the system must inhibit the beam
in case of excessive beam loss, equipment failures, or
operator request. While achieving that objective, the
system must also provide the ability to operate in a failsafe manner with high availability. It must also manage
beam intensity and permit limits as well as provide linac
beam status to the accelerator complex control system.

Figure 2: MPS integrated overview diagram.
The design will consider the redundant implementation
of critical MPS components where possible to reduce
probability of costly damage and corresponding
downtime.

MPS PRIMARY DEVICES AND PERMITS
The PIP-II MPS will comprise of a logic system that

___________________________________________
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takes in signals from various sub-systems and drives
permits to beam enabling devices. These devices
interacting with the MPS will be divided into primary and
secondary categories based on how critical they are to
mitigating beam damage as illustrated in Figure 3.
Primary devices are main actuators for beam and should
guarantee that, when they function properly, no dramatic
damage can be caused by the beam even if protection
through secondary devices fail. Both categories include
sensing and beam-inhibiting devices. The primary beaminhibiting devices are located at the Ion Source and in the
LEBT section. They will include the LEBT chopper, the
LEBT dipole, the Ion Source modulator and the Ion
Source bias power supply.
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sensing devices includes: the system providing the beam
request sequence from the accelerator complex, status
signals from the Linac subsystems, e.g. RF amplifiers,
magnet power supplies, quench detection system,
cryogenic system, LCW, the control system etc. In
addition, these also include malfunctioning subsystems
which can affect the beam delivery (e.g. RF amplifier)
thereby dropping the Linac beam permit. Devices and
systems that are beam loss indicators (like radiation
monitors, current signals induced on scrapers by the
beam), vacuum gauges, valves and positions of insertion
devices will also be capable to inhibit the beam.
Examples of beam-inhibiting secondary devices are the
MEBT chopper, switching magnets, separators, and beam
stops that can prevent the beam entering an alarmed area.

RING PICKUP TRANSMISSION LOSS
PROTECTION SYSTEM
A critical, primary device and component of the MPS is
the Ring Pickup Unit (RPU). The ring pickup is similar to
a single button BPM and will utilize rectifying electronics
to generate a measure of the PIP-II beam pulse.

Figure 4: Ring pickup unit and response.
Figure 3: Primary and secondary device diagram.
The Primary devices shall not be masked for normal
operations. However, there will be situations, such as
MPS commissioning, when masking some of these
devices will likely be required. In such cases, one can
only mask these devices after receiving permission from
the machine leader, MPS coordinator, and Operations
Department, a form of administrative configuration
control. Special instrumentation and diagnostics
specifically developed for MPS use are included as
primary devices. These will include a beam transmission
loss system which compares beam current at various
locations along the linac as well as permit signals from
users indicating their readiness to receive beam from the
PIP-II linac.

MPS SECONDARY DEVICES
The secondary beam inhibiting devices are those
devices whose malfunctioning will not create dramatic
damage; either because the effects can be detected and
mitigated by the primary devices, or because the inclusion
of the devices into the MPS is for the protection of the
device itself (e.g. insertion devices). The secondary
devices further decrease the probability of damage and
possible irradiation of components. The list of secondary

These units (Figure 4) are strategically placed both
upstream and downstream and serve to measure the beam
pulse width and the beam intensity. Two of these units in
conjunction with a Faraday cup placed at the dump are
used to measure the transmission loss across the PIP2IT
machine. The readback from these units are routed
through amplifiers and digitized (Figure 5.). The result is
sent to PPC5500 sitting in a VME crate. This processor
utilizes these measurements and calculate the percent loss
between any two units. This loss value is compared to
user defined loss thresholds and a permit is removed if the
measured losses exceed these limits. The loss protection
system is capable of detecting losses of the order of 2
percent. The present scheme was developed to test the
operational principles and runs at 4 KHz as a Front-end
process. However, the final scheme is planned to be
implemented in FPGA logic on Fermilab 125 MHz
digitisers.

Figure 5: Ring pickup signal processing.
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ELECTRODE LOSS PROTECTION
Several ring pickups will be dedicated to monitor the
LEBT chopper performance, monitor beam intensity and
provide transmission loss information to the MPS. In
addition, electronics designed to monitor both the MEBT
kicker electrodes and machine scraper currents will
provide fast comparative analysis of beam-induced
current signals. It is planned to provide both digital and
analog integration methods for monitoring excessive
beam loss of these devices. Figure 6 is a schematic
diagram of the integration process that will be
implemented. The integration criterion will be based on
the characteristic time constant required to prevent
damage to a given device. Ideally the total interruption
time interval will limit the beam power to which the given
device can be exposed below its damage potential limits.
The MEBT kickers have electronically isolated electrodes
on both sides of the kickers. Loss measurement at these
electrodes can serve as a good measure of potential beam
damage to the kickers.

Figure 6: Electrode loss protection.
The protection scheme currently under development
will compare the losses detected at these electrodes to
some user defined thresholds. A 30 MHz (arbitrarily
chosen) MPS permit signal will be pulled upon when
losses exceeding the thresholds. Figure 6 provides a
description.

MPS USER INTERFACE
The user interface is an essential component of the
MPS. Once a trip is detected and the permit removed, it is
necessary to able to drill down to find the source of this
trip and then to be able to reconfigure your system to
handle future trips.
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This functionality can be termed trip visualization,
post-mortem analysis and configuration control.
Synoptic pages are used as one of the main interfaces to
the MPS. These pages provide operators with hierarchical
system views which can be drilled down to find the
source of a trip. Figure 7 illustrates the Synoptic page
used to view the transmission losses measures by the RPU
devices. Additionally, these pages provide one way of
reconfiguring the protection systems. Constraints, like
loss percentage, can be easily adjusted on these displays.
The MPS also utilizes several autonomous tasks (Finite
State Machines) to monitor trips and changes in critical
registers. This information is time stamped and logged
and by generating causal relationships; it serves as a
critical component of the post-mortem analysis.

CONCLUSION
A MPS for the PIP-II machine is being developed at the
PIP2IT test facility. In addition to studying various
schemes to protect the machine in the LEBT and MEBT
where the damage potential is at its minimum, several
diagnostics and signal processing techniques are being
implemented. These diagnostics and techniques are a part
of the R&D required to address several challenges
associated with low energy beam loss in the warm
sections of the machine prior to injection to cryomodules.
Its critical components include a Permit system capable of
monitoring critical channels and removing the permit
within several microseconds and a transmission loss
system which can detect transmission losses and react
with 250 microseconds. An electrode protection Scheme
is also under development. The MPS has also been
successfully integrated into the control system and
configuration control, trip visualization and post mortem
analysis tools are being added.

REFERENCES
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Figure 7: Transmission loss synoptic display.
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CLARA GUN TEMPERATURE CONTROL USING OMRON PLC
A. Oates†, STFC Daresbury Laboratory, Warrington, UK.
Abstract
STFC Daresbury Laboratory is currently commissioning
Phase I of CLARA (Compact Linear Accelerator for
Research and Applications), a novel FEL (Free Electron
Laser) test facility focused on the generation of ultra-short
photon pulses of coherent light with high levels of stability
and synchronization. In order to maintain phase stability
the CLARA gun requires a precision water temperature
control system to maintain a gun cavity temperature within
0.028°C. This is achieved by mixing two water circuits
with temperatures close to the desired set point. Two
temperature measurement systems were evaluated for
precision and reliability, the resultant system uses a single
Omron PLC which provides all the precision read back and
control loops. High resolution input modules and
averaging achieve precision temperature monitoring while
two PID loops control the coarse and fine temperature
control. EPICS control is achieved using the FINS protocol
communicating with a Linux IOC. This paper gives details
of the system requirements and implementation and also
describes initial results.

CLARA
CLARA [1] is a 250 MeV, 100-400 nm FEL test facility
at Daresbury Laboratory. The purpose of CLARA is to test
and validate new FEL schemes in areas such as ultra-short
pulse generation, temporal coherence and pulse-tailoring.
Some of the schemes that can be tested at CLARA depend
on a manipulating the electron beam properties with
characteristic scales shorter than the electron beam and
require a 30 - 50 μm modulation of the beam energy
acquired via the interaction with an infrared laser beam in
a short undulator.

CLARA GUN
Seeded FEL experiments which require interaction
between a short laser pulse and the electron bunch place
extremely high demands on the RF gun stability (Figure 1).
For example, the jitter of the launching phase of the beam
in the magnetic bunch compression mode should be less
than 300 fs, which, in terms of the S-band RF phase, is
0.32°. To provide such a phase stability the required cavity
peak to peak temperature stability should be better than
0.028°C. This is still below the current start-of-the-art

performance of thermal stabilisation systems which is
0.04°C [2].

Figure 1: Overview of the gun cavity design.

GUN WATER SYSTEM OVERVIEW
Figure 2 shows a simplified EDM operator display. The
process heater is a commercial unit which has its own
internal control loop this is set to produce a temperature
above the desired temperature, the control valve VP01 then
mixes this with chilled water to produces a temperature a
few degrees above the control point. Manual valves are set
to mix chilled and heated water to a temperature just below
the control point. The final stage is where VP02 mixes the
two water temperatures close to the set point.
The gun flow and return are via a 12 way manifold with
pressure flow and temperature measurements. The
manifold also has remote controlled valves feeding the 12
water circuits within the gun. There are 21 temperature
measurements in the system 17 having 0.1°C resolution
and 4 have 0.001°C resolution. To prevent operation when
the water flow or temperature is out of specification the
system provides a hard wired interlock to the RF
Modulator.
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Figure 2: Simplified EDM Overview of the Gun Water System.

TEMPERATURE AQUSITION

ADC EVALUATION

To control temperature to high resolution requires
feedback to a still higher resolution therefore it was
decided to evaluate temperature read back devices.
Two temperature devices were selected for evaluation
(figure 3).
 Gantner Q.bloxx A105 a high precision four
channel Pt100 measurement ADC. This used in
conjunction with the Q.gate IP provides
Ethernet communication.
 Omron PH41U CJ series high precision four
channel ADC PLC module.
To Communicate with EPICS the Q.gate IP can be
used to allow Ethernet communication to the Q.bloxx
A105. A Stream Device protocol was then written to
complete the process.
To communicate with the PH41U requires a CJ2M
PLC processor which then communicates with an
EPICS IOC using the Omron FINS protocol.

Both devices use similar 24 bit Sigma Delta converters
the Gantner unit uses a Burr Brown ADS1552 [3] and
the Omron unit uses Analogue Devices AD7794[4] ,
They also both use one converter per channel.
Each device has four channels. For evaluation they
were both configured as follows:
CH1 – Pt100 sensors for both devices next to each other
inside thermal insulation.
CH2 – In air ambient temperature.
CH3 - Precision Resistors simulating a Pt100 at 27°C.
CH4 - Precision Resistors simulating a Pt100 at 96°C.
The EPICS Channel Archiver then recorded the
readings form both devices for 6 weeks.
The results form CH1 showed very little difference
between the devices both could produce a resolution of
0.001°C and tracked each other throughout the test.
Data form CH2 could be used to track the ambient
temperature changes which correlated with CH3 and
CH4, both displaying a small drift due to changing
ambient temperatures, but again both devices produced
the same results indicating that the drift was largely due
to the precision resistors (figure 4). Should this test be
repeated then the precision resistors could be placed in
a temperature stabilised environment.

Blue-Ambient

Figure 3: Omron and Gantner ADC’s.

Red-PH41U Green- A105

Figure 4: Temperature stability vs ambient over 3 days.
THPHA114

Feedback Control and Process Tuning

1647

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA114

Figure 5: EPICS EDM PID Display.
.

HARDWARE SELECTION
The Omron CJ2 PLC is the preferred system for low
level plant interface. A distinct reliability advantage can
be gained if the temperature read back can be fed
directly into the PLC. Due to the evaluation results being
so close it allowed a decision to be made based on
compatibility with existing systems, therefore it was
decided to use the Omron ADC unit. If the control loops
are also executed via the same PLC then the temperature
control system becomes a standalone system immune to
network disturbances and IOC reboots.

PID
There are two function blocks available one with auto
tune and one without. The extra feature to auto tune does
not have any disadvantage therefore this option was
selected.

The PID operates with a resolution of 16 bits, but the
temperature read back is 24 bits. The read back is scaled
to produce a range of 0 to 100°C in the 16 bit range.
The 16 bit output from the PIDAT is scaled down to
12bits for a 12bit DAC module producing 4-20mA to
operate the mixing valves. The water temperatures to be
mixed are close allowing 12bits to provide control down
to 0.001°C.

CONCLUSION
There has generally been a limitation to the use of
PLC’s for high resolution data acquisition and control
because of the lack of suitable of high resolution
modules especially in mid-range PLC’s. This is no
longer the case; PLC’s can be used to provide precision
measurement and control.
We have used CJ2 PLCs for several years with an
excellent reliability record. Initially they were used for
digital control and interlocking but the potential to
provide a complete control solution is now being
utilised. Communication via the EPICS FINS interface
is also very robust. The CLARA gun is awaiting
commissioned but this control method is also being used
for the CLARA Linac temperature control which has
been successfully RF conditioned while under
temperature control.

REFERENCES
Figure 6: PIDAT Function Block.
The function block appears to only have three
parameters (Figure 6) but memory space has to be
reserved for setting all the other parameters and also for
working memory internal to the routine.
All the control addresses are then mapped back to
EPICS read and writes. Figure 5 shows the functionality
that can be achieved using this function block.
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A NEW TRANSVERSE AND LONGITUDINAL BUNCH BY BUNCH
FEEDBACK PROCESSOR
M.G. Abbott, G. Rehm, Diamond Light Source, UK
I.S. Uzun, STFC, UK
Abstract
We describe the development of firmware to support
Longitudinal Bunch by Bunch Feedback at Diamond Light
source. As well as feedback, the system supports complex
experiments and the capture of detailed electron beam
diagnostics. In this paper we describe the firmware
development and some details of the processing chain. We
focus on some of the challenges of FPGA development from
the perspective of a software engineer.

INTRODUCTION
At Diamond Light Source (DLS) we have been working
on multi-bunch feedback for more than a decade [1–7],
this work being originally based on developments at the
ESRF [8]. Up to now our work has been based on the Libera
bunch-by-bunch platform [9], which is now obsolete and has
limited capacity for further developments — at the time of
writing the Virtex-II Pro FPGA at the heart of the Libera
processor is 15 years old. With this platform we have focused
on stabilising and measuring only transverse instabilities.
More recently we have been asked to provide support for
measurement and stabilisation of longitudinal multi-bunch
instabilities as part of an ongoing project to install normal
conducting RF cavities [10]. It is anticipated that these may
introduce longitudinal resonances and instabilities which
will need to be managed.
We have therefore been working on a project to
upgrade our TMBF (Transverse Multi-Bunch Feedback)
system to run on more modern hardware and to add
longitudinal capabilities to the system, so creating an LMBF
(Longitudinal Multi-Bunch Feedback) processor. We have
already reported [11] on our preliminary work on the new
system and on the choice of hardware; we’ll discuss this
further below.
In this paper we will describe the architecture of the
new LMBF (Longitudinal Multi-Bunch Feedback) processor
based on our chosen hardware, and discuss some of the
lessons learned during this development. From a software
engineering perspective, development of a complex FPGA
system presents some remarkable challenges, which we’ll
also discuss.

HARDWARE PLATFORM
The development of our new LMBF processor was driven
by two motivations: to ensure that we are ready for any new
longitudinal instabilities, and to increase the capabilities of
our existing system [10, 11]. We also wanted to improve
our knowledge and understanding of high speed processing
hardware relevant to synchrotron diagnostics.

Figure 1: Photo of assembly of FMC-500 and Digital IO
FMC on the AMC525 carrier, with FMC-500 at top right.

We started with an investigation to determine the
appropriate hardware platform for this kind of development.
Early on it was decided that we would need a powerful
FPGA with FMC (FPGA Mezzanine Card) support. Initially
we looked at self contained FPGA platforms, and even
briefly considered creating our own, but in the end we
converged on MicroTCA [12]. This platform provides us
with a wide choice of crates and AMC (ATCA Mezzanine
Card) processing modules with high speed interconnect. The
same platform is being used for a joint development with
ALBA of digital low level RF [13].
Having selected MicroTCA as our platform we then
selected the following hardware. Figure 1 shows the digital
processing hardware assembled ready for insertion in the
MicroTCA crate.
FMC-500M (HPC) High Pin Count FMC providing dual
channel 500 MS/s 14-bit ADC and dual channel
1230 MS/s 16-bit DAC [14]. This will support bunchby-bunch operation at our machine RF frequency of
500 MHz, and can be driven by our machine clock.
FmcDIO5chTTLa Five port digital IO FMC [15]. This is
used for miscellaneous triggering and other signals.
AMC525 Double width AMC card with two HPC FMC
slots, 2 GB of fast on board DRAM and 128 MB of
slower DRAM connected to a Virtex-7 690 FPGA,
supporting an 8 lane gen3 PCIe connection over the
MicroTCA backplane [16]. This is where all the FPGA
firmware will run, and the fast backplane connection
will allow us to do a lot of data processing in the
associated CPU.
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Figure 2: Overview of LMBF signal processing chain. Key: OVF ADC input overflow detection; FIR I/O compensation
filter; MMS bunch position and motion measurement; ÷N bunch by bunch decimation; BB FIR bunch by bunch filter;
×N bunch by bunch interpolation; G gain control; DLY output alignment delay; ∼ controllable oscillator (NCO).
AMC720 This is an AMC card with an Intel Xeon processor
with ample memory and sufficient local storage. We
install Red Hat Enterprise Linux 7 on this, and run our
control system and any associated signal processing.
VT814 This is a 2U MicroTCA chassis with 6 AMC slots
and dual redundant power supplies.

FUNCTIONALITY AND DESIGN
Functionality
The bunch-by-bunch processor has two functions: to
stabilise coupled bunch oscillations of the electron beam,
and to provide diagnostics functions for measuring beam
behaviour and detailed parameters.
Bunch oscillation is stabilised by a feedback filter applied
to each bunch to generate feedback at around 180° out of
phase.
For diagnostics our processor provides the following
features:
• Capture of up to 2 GB of two channels of 500 MS/s
data, selectable from different processing stages. This
allows the capture of bunch by bunch behaviour and
feedback channels.
• Multiple Numerically Controlled Oscillators (NCOs)
for driving excitation onto the beam. This is used for
tune measurement and grow damp experiments.
• Detectors for capturing IQ data by mixing an NCO
with the beam response. Outputs from the detectors
are written to slow memory and can be used for tune
measurement and other experiments.
• Programmable sequencer for programming a sequence
of NCO frequencies and controlling the behaviour of
the detectors.
• Individual bunch controls. For each bunch a different
excitation and different feedback filter can be selected.
This allows us to perform tune measurement on a

chosen set of bunches, and to have a different feedback
filter for a hybrid bunch.
Diagnostics experiments are performed by programming
the bunch controls, the available filters and the sequencer,
and then the sequencer is triggered. Measurements are then
written to slow memory and then read out and processed by
the control system.

System Design
Figure 2 shows the signal processing chain as implemented in the current design. This is similar to the existing
TMBF as reported earlier [1]. The main enhancements so far
(work is still in progress) are the improved bunch by bunch
motion measurement, longer FIR filters throughout, and rate
change to support longitudinal processing.
There are two memory capture targets, MEM0 used
for dual channel full data rate capture, configured as a
2 GB circular buffer, and MEM1 used for detector capture,
configured as two separate 64 MB blocks.
As both the ADC and DAC on the FMC-500 are
dual channel, one FPGA image supports two channels of
operation. In transverse mode of operation the two channels
operate independently on X and Y.

Bunch-by-Bunch Min/Max/Sum
In the earlier design the motion of each bunch is captured
by capturing the minimum and maximum position of each
bunch over a 200 ms interval and displaying the difference
as the beam motion. In the current design this data has been
extended by accumulating both sum and sum of squares for
each bunch over the sampling interval.
After processing in the control system, this now allows us
to display the mean bunch position and the standard deviation
of beam motion. This provides a more sensitive view of
bunch behaviour.
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Dataflows through the interconnect
int
PCIe
DSP
DMA
DSP
DRAM
DRAM
DMA
PCIe

Longitudinal Processing Features
There is not too much difference in the processing required
for longitudinal vs transverse bunch by bunch feedback —
the biggest differences is in the output drive chain after the
DAC, as described in [11]. However, there are three signal
processing differences that are important to our system.
Operating on beam phase. The input signal to LMBF
comes from the sum signal from a set of electron beam
position monitor (EBPM) buttons, processed by a front end
to generate two signals with 90° phase separation, processed
as channels I and Q of input. The front end phase will be
controlled to drive the overall signal level of Q as close to
zero as possible.
After this preparation, the signal I should measure the fill
pattern, and Q will measure the phase relative to RF of each
bunch (scaled by signal level, but that’s a feature common
to all bunch-by-bunch processors). Longitudinal feedback
is performed on the Q signal alone.
Generating single side-band IQ. In longitudinal mode
the output signal will be used to drive a mixer. To reduce out
of band power demands we will operate with an IQ mixer
and will generate a single side-band feedback signal.
This is done by duplicating the Q input signal onto both
processing chains immediately before bunch-by-bunch FIR
processing, and programming the FIRs in the two channels
to generate phase shifts of the synchrotron tune separated by
90°. The resulting two DAC outputs will drive the IQ mixer.

Schematic interconnect implementation
>
register
interface

MGT

PCIe

DMA
>

DSP

interrupt
control
DRAM

DSP
Figure 3: Interconnect between PCI Express core (PCIe),
memory (DRAM), and the LMBF data processor (DSP).
>
indicates an AXI crossbar, arrows point from master
to slave. Data flows are shown at the top of the figure.
• The NCO outputs are configured to drive the same
signal with 90° phase shift into the two outputs, and
again only once set of NCOs is active.

IMPLEMENTATION
Interconnect

Bunch-by-bunch frequency shift. The synchrotron
tune (longitudinal oscillation frequency) is a low fraction
of the machine revolution frequency, in our case typically
around 0.004. This will require a substantial frequency shift,
which is done by decimation and interpolation.
Each bunch is averaged for a programmable number of
turns before being fed to the bunch-by-bunch FIR. The output
from the filter is then held stationary for the same number
of turns to generate the up sampled output.

Longitudinal vs Transverse Processing
It is helpful to be able to use the same firmware and
software for both longitudinal and transverse processing.
Switching between these two modes is done by configuring
the decimation and configuring inter-channel operation.
The bunch-by-bunch FIR decimation and interpolation
stage is disabled by setting the decimation count to 1.
There are three inter-channel cross-bars, configured for
straight-through operation in transverse mode, and with the
following special settings for longitudinal operation:
• The second ADC input channel Q is duplicated onto
both processing channels immediately before FIR
processing. This allows capture of ADC for I, but
supports operation on the beam phase.
• Only one sequencer is active and is configured to
control both channels simultaneously.

After the “Hello World” step of getting flashing LEDs,
the very first development was of what we’ve called the
“Interconnect”. This part of the system glues together all
of the core resources provided by the FPGA carrier card to
provide a basic environment for the development of the rest
of the system.
Figure 3 illustrates the basic structure of the interconnect.
The register interface is used by the control system to
manage the rest of the processing chain (referred to as DSP
here), a simple interrupt controller, and a DMA engine for
transferring data from DRAM to processor memory.
This part of the FPGA design was constructed using the
Vivado Block Design editor, which is a graphical tool for
configuring and linking Xilinx components into a complete
design. The AXI bus is used to connect all of the components.
The rest of the system is written in VHDL.

Kernel Driver
A dedicated kernel driver manages the interface from the
processor to this part of the core FPGA system. The DSP
registers are available to be mapped into memory, whereas
the DMA and interrupt control registers are managed by the
driver only. This allows for separation between the constantly
evolving system interface, running in user space, and the
fixed interrupt and memory management. Also, it is helpful
to separate out the memory and interrupt management,
THPHA115

Feedback Control and Process Tuning

1651

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

as this part of the system is able to crash or otherwise
compromise the behaviour of the control processor.
The kernel driver presents three device nodes to userspace,
one for mapping registers into memory and receiving
interrupt events, and two for memory readout from the two
banks of DRAM provided by the AMC525. The design and
implementation of this driver has remained unchanged since
the start of the project.

Top Level System Design
The FPGA design is structured into the interconnect
described above (Fig. 3), interfaces to the two FMC cards,
two channels of feedback processing (DSP), and a shared
register control interface. Four banks of registers provide
control over:
• System level registers for clock management and FMC500 control and setup.
• Control registers for resources shared between the two
DSP channels including triggering and fast capture to
memory.
• Two banks of registers, one dedicated to each DSP
channel.
A custom software tool is used to manage the list of
register assignments. From a central list of registers
and fields, VHDL definitions, C struct definitions, and
documentation are automatically generated. This makes it
straightforward to add, remove, or rearrange registers, which
is otherwise laborious and error prone.

FMC-500 Configuration
An initial challenge to getting the FMC-500 up and
running was that the documentation for the card [14] was
lacking in important detail; we understand that the normal
application for this component is as part of a vendor supplied
system. However, the manufacturer was very helpful in
answering our questions and providing the missing pieces.
The FMC-500 is built from three key devices, a PLL clock
controller (LMK04828), a dual channel ADC (AD9684), and
a dual channel DAC (AD9122), each of which is controlled
by a dedicated SPI interface. The ADC and DAC are
straightforward to configure (the DAC is somewhat more
complex), but the PLL controller is very complex.
A Python script captures the complex register interface to
the LMK04828 and is run on the processor during system
startup.

Signal Processing Chain
Most of the LMBF signal processing chain was taken
from our last TMBF design [1], but nevertheless there has
been a lot of rework. The most important changes to the
original design include the following:
• Beam motion measurement now also measures mean
beam position and standard deviation of motion.
• Bunch by bunch down and up sampling is now part of
the bunch-by-bunch FIR. This is needed for LMBF to
support the very low synchrotron tune number.
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• There are now multiple tune measurement detectors
with individual bunch enables on each detector.
• Cross-bars are provided at key points in the signal
processing chain to support IQ processing for LMBF
feedback and excitation.

Pipelines and Delay Compensation
For any complex FPGA design it is necessary to pay a
lot of attention to pipelines in the data flow. Inevitably
these introduce delays, and unless compensated for, there
can be data skews between different parts of the system.
In our firmware we have handled these delays and skews
by a process of automated measurement and software
compensation.
The skews of interest are those that affect which bunch
appears as “bunch zero” in the various readouts and controls,
such as the various min/max/sum waveforms, capture to
DRAM, bunch-by-bunch configuration control, and detector
configuration.
We have created a Python script which works through
all the relevant configuration options and automatically
measures all the skews. At the time of writing the delays
cover a range of over 100 RF clock ticks! The EPICS
driver then uses these measurements to compensate all the
waveforms it delivers to users.

EPICS Driver
The control system runs on the dedicated processor card
and provides an EPICS interface to all aspects of the system.
User interface screens are built using EDM.

DEVELOPMENT CHALLENGES
FPGA Culture Shock
Coming to FPGA development as a software engineer is a
real culture shock. The huge differences in semantic model
are interesting, but really this is the smallest issue. The main
challenges are two fold.
Firstly, the state of the art in Hardware Definition
Languages (HDLs) is very weak. The mainstream languages
(VHDL, Verilog, SystemVerilog) all suffer from very poor
abstraction, mismatch between language and target, and
excessive verbosity (VHDL especially). There does seem to
be some work on alternatives, but unfortunately we come to
the second challenge.
All FPGA development is strongly and inextricably tied
to vendor tools. The general philosophy is that everything is
licensed. All components are referred to as “IP” (Intellectual
Property), and encryption is widespread. The whole
environment is inimical to open source development and
sharing.
In the Accelerator and Large Experimental Physics
community we rely on intellectual sharing for reuse and
shared development. From a management perspective,
sharing is important to help manage the risks associated with
the mismatch between the relatively brief lifetime of modern
technology, and the extended lifetime of large facilities.
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Development Cycle
Three challenges stand out in the development cycle:
source control, build times, and debugging.
For source control it is important to separate built from
edited files, and it is desirable to store source files in a format
which is friendly to diff. Although this can be done with the
Xilinx Vivado development tool, this process goes against
the grain of the tool. Scripted development is supported, but
the process is surprisingly fragile.
The build process is extraordinarily slow, particularly
in comparison with compiling a software language. The
process is certainly more complex, and in particular the
placement and routing of resources on the FPGA is difficult.
Debugging FPGA code is more laborious than debugging
software, in particular it is much more difficult to inspect
what is going on inside the device, and the slow build process
makes debugging by instrumentation not very practical.
Instead, debugging is mostly done through simulation, and
there are some very sophisticated and complex simulation
tools available to complement the development process.

Running at 500 MHz
In the previous TMBF design we operated with 4 lanes
of digital processing with an FPGA clock of 125 MHz.
Implementing this makes for some clumsy complications
in the firmware, so when we discovered that the our new
FPGA supports 500 MHz operation it was very tempting to
simplify the code by reworking the design for single lane
operation. This might have been unwise.
According to Xilinx documentation, any 7-series FPGA
of speed grade 2 supports 500 MHz operation of the key
components, block memory, and DSP units. However, there
are two main challenges.
The first obstacle was rather unexpected: when allowing
Vivado to infer block memory assignment (the normal way
of using this resource), it turns out that the tool automatically
configures the memory in a slower mode of operation which
is not compatible with full speed operation. This was fixed
with an explicit mode overwrite in the FPGA constraints.
The second obstacle is that achieving timing closure is
very hard, and is very brittle against any changes in the
code. It seems that the component placement state of
the development tool is not well optimised for 500 MHz
placement, and it needs a lot of manual guidance. So far this
has been done using “pblocks” which are used to restrict
where certain parts of the design are placed on the device.

CONCLUSIONS
Development of the new TMBF and LMBF system
has been very instructive, and will provide DLS and
other projects with enhanced bunch-by-bunch feedback
and diagnostics capabilities. We are looking to share this
development, and are actively exploring collaborations with
a number of laboratories.
Work is in progess in progress to sort out licensing issues
so that we can share our work freely with other facilities.

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA115

We will be extending the diagnostic capabilities of
the system described here with further filtering, with
more excitation and detection options, and with other
improvements to be determined.
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EMITTANCE MEASUREMENT AND OPTICS MATCHING AT THE
EUROPEAN XFEL
Sascha Meykopff*, Bolko Beutner, DESY, Hamburg, Germany
Abstract
Electron beam quality described by the emittance or
phase space moments are important for the operation of
FEL facilities like the European XFEL [1]. For the
operation these parameters need to be routinely measured.
Based on such measurements machine setup can be
optimized to match beam requirements. The beam
parameters depend on parameters like quadrupole magnet
strength or RF settings. While manual tuning is possible,
we aim for highly automatized procedures to obtain such
optimizations. In this paper we will present and discuss an
overview of the different subsystems which are involved.
These include image acquisition, analysis, and optics
calculations as well as machine control user interfaces.

user operations. With the off-axis screens we can use
individual bunches out of the full 2700 bunch train. In this
measurement mode user operation is, in general, not
interrupted.

INTRODUCTION
An important measure of beam quality required for a
FEL driver linac is the beam emittance. The machine
settings, especially of the injector, needs to be tuned to
optimize this parameter. In order to achieve this fast,
efficient and reproducible measurement procedures are
required. Related to emittance measurements is the
determination of the beam optics. This optics is
“matched” to the design based on such measurements
using a set of upstream quadrupole magnets. These
phase-space parameters are determined from beam spotsize measurements in different optics conditions, either at
multiple positions or varying the magnet lattice, as
described in [2]. Phase-space studies are done in a
diagnostic section, which includes four-screen stations, a
spectrometer arm, and a transverse deflecting RF structure
(TDS) for longitudinal resolved studies. A unique feature
of this diagnostics layout are fast kicker systems to kick
individual bunches on off-axis screens (see Fig. 1). In this
configuration individual bunches out of the train can be
analysed while the remaining bunches continue eventually
to the SASE user stations.

Figure 1: Overview of a diagnostic section of the
European XFEL.

MEASUREMENT METHODS
There are several methods established to measure the
emittance. Using the on-axis screens the full beam is
intercepted by the screens and therefore prevent normal
______________________________________________

Figure 2: Example output of 4 on-axis screens.

Multi-Position Measurement
While an on-axis measurement four screens or wire
scanners will be inserted into the beam one by one. In the
case of screens the background noise has to be
determined. After screen insertion the production of
bunches will be stopped by turning off the injector laser
and background images are acquired. An average of these
background images are subtracted from subsequently
acquired beam images. From a set of these processed
images an average of beam parameters like the Gaussian
width or RMS spot-size are calculated. After the
successful acquisition, the screen will be moved out of the
beam. This step will be done for all four screens. An
example output for a measurement with four screens can
be found in (Fig. 2). If wire scanners are used, each wire
scanner will be moved through the beam one by one. Out
of the profile of the wire scanner the beam parameters like
the Gaussian width will be calculated. With the calculated
beam parameters and the transport matrices from the
optics model, the beam emittance at the reference point
can be estimated. The outcome of this method is the
machine operation is limited to one bunch due to radiation
safety. While the measurement no other machine
operation is possible. This methods take some time to
move the screens. An overview about the screens at the
European XFEL can be found in [3].
In order to speed-up the multi-position measurements
the fast kicker system is used. In this configuration offaxis screens are used. These screens are installed with
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about 7mm distance to the regular beam trajectory. Four
fast kicker magnets push single bunches from the bunch
train onto these screens. At the European XFEL a bunch
train consist of up to 2700 bunches with a 4.5MHz rate on
the 600 microsecond RF pulse. While most bunches are
used for the FEL user stations individual bunches are used
for semi-parasitic emittance measurements. This method
can be used while a user run and doesn't disturb the
normal operation. Changing the time-delay of the kicker
trigger each bunch of the 2700 bunch train can be selected
individually. Therefore dynamics along the train can be
studied, which allows for the optimization of the full train
FEL performance.
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interface could easily adapt to the changes on the server
side (Fig. 4). To speed up the development the datagui3
library was used [7]. A server based version of the
emittance measurement tool will be developed to improve
the automation of the measurement and for a better
integration into the standard operation interface.

Multi-Quadrupole Measurements
The measurement with multiple quadrupoles is also
known as multi-quadrupole scan. This method uses a
single screen as measurement device. Upstream of this
screen the strength of the quadrupoles magnets will be
changed according to pre-calculated tables to keep the
beta functions about constant while scanning the phase
advance. The beam spot-sizes are determined as discussed
before. An optics model is used together with the precalculated quadrupole tables to determine the phase space
beam moments e.g. the emittance at a reference point
upstream of the first quadrupole. Due to hysteresis effects
such modifications of the quadrupole current influences
the beam even if the measurement is finished. To mitigate
this influence the quadrupoles needs to be cycled in a
time-consuming procedure.

Longitudinal Resolved Emittance Measurements
A combination of the previously discussed
measurement methods with a transverse deflecting
structure (TDS) enables longitudinal resolved phase-space
analysis [4]. The transverse deflecting field in the TDS
varies linearly along the bunch, which converts the
longitudinal information on a transverse coordinate
downstream of a drift. After image processing for each
longitudinal slice the local spot-size is determined and the
emittance is determined.

Figure 3: A rough overview of the involved servers.

Handling the Screens
The image taking part of an emittance measurement is
done by the camera servers. Every screen is handled by a
camera server. The server was developed for the FLASH
facility and enhanced to handle the camera hardware of
the European XFEL. The servers run on the racks nearby
the cameras in the tunnel. The movement of the screens
are done by a PLC. To integrate them a screen mover
middle layer server was developed. The processing of the
images is a complex process. To avoid a reimplementation
in each client an image analysis server can handle the
workload with machine frequency [8]. The server also
runs in the tunnel to decrease the bandwidth on the
network.

THE CONTROL SYSTEM COMPONENTS
The control system at the European XFEL uses the
client-server model. In general the client side consist of
several hundreds of panels who are designed and run by
jddd [5]. Additionally there are some tools written in
Matlab or Python. The servers are DOOCS based and
written in C++ [6]. An overview is shown in (Fig. 3).

Client Interface
The client interface for emittance measurements is
designed and written in Matlab. The European XFEL
consists of thousands of hardware devices. While the
commissioning phase of the European XFEL the server
interfaces of many hardware elements were improved to
proper handle the large number of elements. To reduce the
load of the back-end servers a lot of new middle layer
server were developed. Choosing Matlab the client

Figure 4: Current client interface of the emittance
measurement tool.

Handling the Beam Production
While an emittance measurement the beam production
must be prevented. Handling of the injector laser shutter
is not reasonable because other software or the operator
can also close or open it. The alternative is the reduction
of the bunch pattern to zero in the timing interface.
Modifying the bunch pattern is delicate and should be
avoided by client software. To solve the problem a beam
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permission server was installed. Each client can get a
ticket with a precise description of the beam parameters at
a position in the accelerator. The server takes care to meet
the conditions. For example to handle a wirescanner in the
SASE3 section of the accelerator the number of bunches
have to be reduced. But it is still possible to use the
maximum number of bunches in a different arm of the
facility.

Setting up the Fast Kickers and the TDS
The setup and timing of the fast kickers and the
transverse deflecting structure is a complex procedure.
The client can not directly setup the correct timing values
in the front end servers. A middle layer server is handling
the triggering of kicker and TDS systems and is
configured by the Matlab clients. This special bunch
server is in operation in the Injector of the European
XFEL and under development/commissioning for the
downstream diagnostics sections.

The Optics Model
To calculate the emittance one need the transfer
matrices between the active devices. An optics calculation
server provides these for the current machine setup and
for the design setup [9]. Additionally the server offer
matching routines. To specify the design optics model an
optics design server was developed. These server can
provide the special optics model with is needed if one is
working with the TDS.

Figure 5: DESY Electronic Logbook output.

The Magnet Currents
While a quadrupoles scan the power-supply currents of
the quadrupoles have to be modified. The power-supplies
are behind several servers who handle the currents. At the
European XFEL we always handle with kicks. A magnet
middle layer takes on responsibility for the conversion
between kicks and currents. The necessary coefficients
are located in an Oracle database. The database also hold
the complete machine layout which is used by the optics
calculation server.

The Calculated Results
The calculated results were stored on the filesystem.
We designed a common result structure for all our
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emittance measurements. The results are stored in a
Matlab file format with a unique timestamp. To analyse
the output we plan to store the data in our Oracle database
because of the powerful report possibilities. At the
European XFEL it is always a good agreement to
document all important operations in the electronic
logbook [10]. The common output to the logbook is a
printer spooler. For the advanced formatting of the output
we implemented a Matlab function which directly uses
the web-server interface to create new entries in the
logbook. An example output of a quadupoles scan can be
found in (Fig. 5).

CONCLUSION
The emittance measurement and matching is a complex
procedure which is necessary for the successful setup of
the SASE process. A lot of different devices and servers
are involved. Even if the European XFEL consists of such
a huge number of elements we managed a successful
commissioning and first user run. We gained a lot of
experiences and feedback from the operators. Now we
will improve the operation to get a higher level of
automation.

REFERENCES
[1] The European XFEL, Technical Design Report,
DESY 2006-097, July 2006.
[2] M. Minty and F. Zimmermann, “Measurements and Control
of Charged Particle Beams”, Springer, Berlin, Heidelberg,
New York, 2003.
[3] A. A. Zavadtsev, “Three Transverse Deflecting Systems For
Electron Beam Diagnostics In The European Free-Electron
Laser XFEL”, in Proc. of RuPAC2016, St. Petersburg,
Russia, paper THXSH02.
[4] Ch. Wiebers, M. Holz, et. al. , “Scintillating Screen
Monitors For Transverse Electron Beam Profile Diagnostics
At The European XFEL”, .Proceedings of IBIC2013,
Oxford, UK,paper WEPF03.
[5] E. Sombrowski, et. al., “jddd: A Tool for Operators and
Experts to Design Control System Panels“ , Proceedings of
ICALEPCS2013, San Francisco, CA, USA, paper
TUMIB09.
[6] P. Duval, A. Aghababyan, et. Al, “Control System
Interoperability,, An Extreme Case: Merging DOOCS and
TINE”, Proceedings of PCaPAC2012, Kolkata, India, paper
THIB04.
[7] S. Meykopff, “Advanced Matlab GUI Development With
The DataGUI Library”, Proceedings of ICALEPCS2015,
Melbourne, Australia, paper WEPGF142.
[8] J.Wilgen, “Fast Image Analysis for Beam Profile
Measurement at the European XFEL”, presented at
ICALEPCS 2017, THPHA031, this conference.
[9] S. Meykopff, “An Optics-Suite And -Server for the
European XFEL” ,Proceedings of PCaPAC2014, Karlsruhe,
Germany, paper WPO009.
[10] R. Kammering, et. al., “E-Logbook Reloaded Or The
Renovation Of DESY’S Electronic Logbook” ,Proceedings
of ICALEPCS2009, Kobe, Japan, paper FRA004.

THPHA116
Feedback Control and Process Tuning

1657

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA120

COMPENSATION CONTROLS FOR AN ELLIPTICALLY POLARISING
UNDULATOR
J. Willard∗ , T. Wilson, W. Wurtz
Canadian Light Source, Saskatoon, Saskatchewan, Canada
Abstract
At the Canadian Light Source (CLS) synchrotron, the
addition of the Quantum Materials Spectroscopy Centre
(QMSC) beamline requires the addition of an Elliptically
Polarizing Undulator (EPU) insertion device to produce photons from the stored electron beam. Unlike the majority
of such insertion devices, this EPU requires the production
of photons of simultaneous arbitrary elliptical and linear
phases, in addition to a range of energies. This EPU is
also capable of creating perturbations of the stored electron beam suﬃcient to cause an interruption of an injection.
In order to prevent this, compensation controls have been
developed. These controls are accomplished with a combination of Experimental Physics and Industrial Control System
(EPICS), mathematical models, and algorithms written in C
and MATLAB.

INTRODUCTION
The Canadian Light Source (CLS) is a synchrotron
radiation facility with an electron beam storage ring of
2.9 GeV. For the new Quantum Materials Spectroscopy Centre (QMSC) beamline, the Insertion Device (ID) is of the
type Elliptically Polarizing Undulator (EPU) of an APPLE
II manner, which uses four girders Q1 − Q4 as the frame for
the magnetics as in Fig. 1. APPLE II EPUs are capable of
creating photons both with elliptical polarization ΦE and
linear polarization Φ L . However, in operation, generally
only one of ΦE and Φ L are non-zero. This, combined with
undulator gap, creates a system with two degrees of freedom.
Q2

z
y

Q1
e−

x

Q3

Q4

Figure 1: EPU Conﬁguration.

The Dual-EPU for QMSC possesses two magnet arrays
for producing photons of diﬀering energies—eﬀectively creating two EPUs which are shifted laterally, and must be used
in a mutually exclusive manner—as depicted in Fig. 2. The
high-energy array (EPU55) is not anticipated to pose signiﬁcant issues. However, the low-energy array (EPU180)
is capable of producing photons below 100 eV, for which
beam optics can create distortions1 . In order to compensate
for this, EPU180 must be capable of generating photons of
∗
1

juniper.willard@lightsource.ca
The period of EPU55 is 55 mm, while the period of EPU180 is 180 mm.

arbitrary superpositon of ΦE and Φ L , known as Universal
Mode [1]. This results in a system with three degrees of
freedom and additonal complexities.
z
y
x

Q2

Q1

Q2

Q1

Q3

Q4

e−

Q3

Q4
EPU55

EPU180

Figure 2: QMSC EPU Conﬁguration.

In addition, the long spatial period of EPU180 also creates
issues for the electron beam which may not be ignored. Tune
shifts and a reduction in dynamic aperature would greatly
reduce the ability of injected beams to join the stored beam.
Current strips of the BESSY manner will be used in order
to compensate for these eﬀects [2].

Control Components
The QMSC EPU possesses twenty-four current strips for
dynamic focusing, and four correction coils for compensation of the ﬁrst and second ﬁeld integrals. The compensation
controls require the ability to set the current to each strip
and coil individually. The diﬀering compensations are:
• Universal Mode (Current Strips)
• Residual Focusing (Lattice Quadrupoles)2
• Skew Quadrupole (Current Strips)
• Normal Quadrupole (Current Strips)
• Multipole (Current Strips)
• Direct Entry (Current Strips)
• Field Integrals (Correction Coils)
The values that will be sent to each correction coil or current
strip will then consist of a superposition of values from these
diﬀering compensations.

UNIVERSAL MODE
The Universal Mode is the most computationally taxing
portion of the compensation controls, and it is anticipated
that it will dominate the response time of the compensation
controls. This software comprises two portions: software
written in MATLAB to create a mathematical model of the
magnetics of EPU180, and Universal Mode compensation
2

The Residual Focusing is not yet implemented, and will be necessary to
correct the vertical tune shifting which the current strips are incapable of
accomplishing.
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software written in C—with the models generated by the
former being used by the latter [3].
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which produces the integrals as seen in Table 1
Table 1: Integrated Kickmap Integral Terms

Overview
The purpose of the compensation software for Universal
Mode is to calculate the necessary currents for the current
strips throughout the use of EPU180. This is done via the
calculation of a kickmap based upon the present position
of the EPU and the mathematical model calculated earlier.
The dominant equations for the kickmap with continuous
variables are
∫
Φ(x, y, z) ≡

y

−∞
y

∫

−∞



Bx (x, y , z)dy



Bz (x, y , z)dy 

∫
α2 ∞
Kx (x, z) = −
2 −∞
∫
α2 ∞
Kz (x, z) = −
2 −∞

Horizontal Terms
Ix (xi, y j , 0)
Iz (xi, y j , 0)

and may be squared and summed as (1) to produce
Φ(xi, y j , δz ) = Ix (xi, y j , δz )2 + Iz (xi, y j , δz )2

2

Φ(xi, y j , 0) = Ix (xi, y j , 0)2 + Iz (xi, y j , 0)2

+

2

∂Φ
(x, y, z)dy
∂x
∂Φ
(x, y, z)dy
∂z

(1)

(2)

Iterator
D
D
D

In the calculation of Kx of (2), the plane of z = 0 is used,
while Kz is calculated upon the z = ±δz planes. For the
latter, the superposition of the integrated ﬁeld on the −δk
plane would be

D

(3)

where each of the I terms represents an integral, each of
the Q parameters represents the position of a girder along
the y-axis, h12 represents the height of the Q1 -Q2 girder
pair, and h34 represents the height of the Q3 -Q4 girder pair.
Similar treatments are aﬀorded to the z = −δz and the z = 0
planes. While the x co-ordinates remain on the xi grid, the
y and z co-ordinates are oﬀ the y j and zk grid—requiring
two-dimensional interpolation of the form
f (a, b) = (1 − a)(1 − b) f (0, 0) + a(1 − b) f (1, 0)+
b(1 − a) f (0, 1) + ab f (1, 1)
3

(4)

The Φ of (1) is unrelated to either the Φ E or Φ L of the overal system.

2

Parallelisation Proﬁling of the initial revision of the
software illustrated that ≈ 90% of the time elapsed in the
calculation of the kickmap occured in the function for the
above interpolation4 . The independent nature of both the
input and output of this function allow for this problem to
be considered embarrassingly parallel. Due to the brevity of
this function, the approaches of OpenMP and threadpooling
were eschewed for independent iterators. Each iterator calls
the interpolation function F four times in succession—where
each call references a distinct and consecutive set of input
data D from an array—and sums the results to an array
element R as seen in Fig. 3.

Superposition & Interpolation

IQ3, x (xi, y j − Q3, δz + h34 )+
IQ4, x (xi, y j − Q4, δz + h34 )

(5)

Φ(xi, y j , −δz ) = Ix (xi, y j , −δz ) + Iz (xi, y j , −δz )
2

where Φ is the focusing potential3 , and K is the kickmap as
illustrated in [4]. The MATLAB Modeling Software furnishes
the necessary integrated ﬁelds for each girder with discrete
sampling along the axies of xi , y j , & zk —at intervals of δx ,
δy , & δz respectively. A linear superposition of these four
integrals will yield the ﬁeld terms necessary for (1) with
interpolation to the present EPU girder conﬁguration. The
resulting kickmap potential must then be integrated and derived to satisfy (2). These calculations must be recalculated
continually.

Ix (xi, y j , δz ) = IQ1, x (xi, y j − Q1, δz − h12 )+
IQ2, x (xi, y j − Q2, δz − h12 )+

Vertical Terms
Ix (xi, y j , ±δz )
Iz (xi, y j , ±δz )

1

2

3

4

F
F

Σ

R

F
F

Figure 3: Kickmap Interpolation Independent Iterator.
Figure 4 illustrates each of the six iterators5 I—executed
on independent hardware threads—referencing the initial six
sets of four data components D and the initial six results R.
Due to the Hyper-Threading Architecture of Intel—which
shares resources between Hyper-Threads on the same core—
it is impossible for all independent iterators to conclude
execution simultaneously [5].
Subsequently, if for example iterators 1, 4, & 6 complete
prior to iterators 2, 3, & 5, they may then commence calculations on the subsequent datasets associated with them
without delay as depicted in Fig. 5. In this manner, each of
the six independent iterators may access the appropriate data
to produce the appropriate results without conjoinment with
any other iterators. Thus only one thread join is required
once all interpolations have completed. This methodology
4
5

Using gprof with gcc of -O3 on an Intel Core i7-3770 at 3.40 GHz with
four cores each containing two hardware threads.
The parameters of the six iterators are found Table 1 and (5).
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which are functions solely of x. The kickmaps may be calculated from (6) using the Centre-Point Method of diﬀerentiation, thus providing
∫ ∞
1
Kx (xi ) = −
Φ(xi+1, y, 0)dy−
4δx
−∞

∫ ∞
Φ(xi−1, y, 0)dy
−∞
∫ ∞
(7)
1
Kz (xi ) = −
Φ(xi, y, δz )dy−
4δx
−∞

∫ ∞
Φ(xi, y, −δz )dy

R
I
1
2
3
4
5
6

−∞

For the special cases of K(x0 ) and K(xn x −1 ), the less desired
Side-Biased Method of diﬀerentiation must be used.

Current Strip Currents

Figure 4: Initial Independent Iterators.

The general equations for the current strip responses are
∫ ∞
1
Jm, x (x, z) =
Bm, x (x, y, z)dy
Im −∞
∫ ∞
(8)
1
Bm,z (x, y, z)dy
Jm,z (x, z) =
Im −∞

D

R
I

for an individual current strip at index m, and Im —the current of said strip7 . Im may be calculated from (7, 8) with a
linear series of equations

1
2
3
4
5



6

 
J1,z (xi, 0)
αKx (xi )
=
αKz (xi )
−J1, x (xi, 0)

···
···

 ⎡⎢ I1 ⎤⎥
J24,z (xi, 0) ⎢ . ⎥
⎢ . ⎥ (9)
−J24, x (xi, 0) ⎢ . ⎥
⎢ I24 ⎥
⎣ ⎦

8
where α[1/T m] = 0.299792458
E[GeV ] is the magnetic rigidity . The
pseudo-inverse of the J matrix from (9) has been previously
calculated using MATLAB, and thus Im may be obtained by
simple matrix multiplication.

Figure 5: Subsequent Independent Iterators.

CALIBRATION TABLES
improved kickmap calculation by greater than 400% while
testing the calculation time of 1000 kickmaps6 .

Integration & Diﬀerentiation
The kickmap potentials (5) may be integrated via Simpson’s Method—with Trapezoidal Integration upon the ultimate point in the event of an even number of points—to
produce the integrated kickmaps potentials
∫

∞

∫−∞
∞
∫−∞
∞
−∞
6

Φ(xi, y, δz )dy
Φ(xi, y, 0)dy
Φ(xi, y, −δz )dy

In comparison to a single-threaded application

(6)

In addition to Universal Mode, there is the requirement
for calibration tables for both the correction coils and the
current strips. These tables are created with MATLAB scripts
from measurements of the EPU behaviour. During operation, interpolation is done for the desired point from those
points where measurements occured during calibration. The
previous ﬁle storage of these calibration tables was that
of space-delineated values. While this functioned well for
two-dimensional tables, the three degrees of freedom for
EPU180 necessitates three-dimensional tables—while the
EPU55 will only require two-dimensional tables. An XML
format was selected for these ﬁles, which allowed for expandable meta-data and inconsistent point spacing. The
schema shown in Fig. 6 allows for diﬀering values of rows
7
8

The indices commence with the upper-inboard strip, and conclude with
the lower-outbound strip.
The storage ring energy at the CLS is 2.9GeV. It is not anticipated that a
time-correlated value of this will be used.
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and columns—and thus allowing for regions of interest to
possess smaller quantisation. The two-dimensional tables
for EPU55 are ﬁtted into the three-dimensional paradigm
with placeholder values for the unused positions.
< QMSC_Table version = " 0.2 " >
< table_info >
< filename > output . xml </ filename >
< date >28 - Jun -2017 14 :09:38 </ date >
</ table_info >
< table >
< phi_l_page table_date = " 05 -1 -2015 11 :11 " table_name = " t est1 " value = " 1 " >
< gap_row value = " 1 " >
< phi_e_col value = " 1 " > 1.11 </ phi_e_col >
< phi_e_col value = " 2 " > 1.12 </ phi_e_col >
< phi_e_col value = " 3 " > 1.13 </ phi_e_col >
</ gap_row >
< gap_row value = " 2 " >
< phi_e_col value = " 1 " > 1.21 </ phi_e_col >
< phi_e_col value = " 2 " > 1.22 </ phi_e_col >
< phi_e_col value = " 3 " > 1.23 </ phi_e_col >
</ gap_row >
</ phi_l_page >
< phi_l_page table_date = " 05 -1 -2015. 11 :11 " table_name = " t est2 " value = " 2 " >
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polygon. In the event that the sum is even, the point is exterior to the polygon—as depicted in Fig. 8. The Point in
Polygon algorithm also identiﬁes opposing edges required
for interpolation. With Point in Polygon, a projection of the
point upon each of the six polygon sides of the polyhedron
contained in Fig. 7 will demonstrate if the point is contained
within the polyhedron.

Odd
In
Even
Out

Figure 8: Point-in-Polygon.

.
.

</ phi_l_page >
</ QMSC_Table >

Figure 6: XML Schema.
To reduce disruptions of the calibration routines, it was
decided that the calibration MATLAB scripts would continue
to create the space-delineated ﬁles, and another MATLAB
script would splice these together to create the required XML
ﬁles.
XML Parsing To parse these XML ﬁles, a library was
written in C using libxml2. The XML data is parsed into a
tree and traversed for the relevant information, while some
sanity and relevancy checking is perfomed. Once parsed, the
relevant information is stored as a three-dimensional array in
memory—of Φ L pages, Gap rows, and ΦE columns—with
associated meta-data stored in a structure.
In use, the vertices encompassing the desired point P are
sought using binary searching for adjacent pages—forming
planes V1 − V4 and V5 − V8 —and subsequently for adjacent
rows and columns within said pages. The result of this is
eight points which surround the desired point as illustrated
in Fig. 7.

Interpolation Once the points surrounding the desired
point are located, interpolation for the value at the desired
point P may commence. Due to the potential for enclosures
to fail to be orthogonal, a weighted average method of interpolation was discarded in favour of trilinear interpolation.
Successive interpolations are enacted to accomplish bilinear
interpolation on two oposing faces, while linear interpolation is conducted on the results as demonstrated in Fig. 9.
In each of these interpolations, it is not only the three dimensions which must be interpolated, but the associated
values must also be. Initially, point C12 is interpolated from
V1 and V2 —likewise C34 is interpolated from V3 and V4 . Subsequently, C1 may be interpolated from C12 and C34 . In a
similar manner, C2 is arrived upon from V5 - V8 via C56 and
C78 . Finally, the desired point P may be interpolated from
C1 and C2 .
V7

C78

C56
P
V5

V7

V8
V6

V3

C34
C1

ΦL

V2
ΦE

P

V8

C2

V6

V4

C12
V1

V3

Gap

V5

Figure 9: Trilinear Interpolation.

ΦL

V2

V4

ΦE
V1
Gap

Figure 7: XML Search for Point.

COMPONENT INTEGRATION

Search Validation In order to validate search results,
the Point in Polygon method is used. Ray casting is accomplished along the ﬁrst dimension, and edge crossings are
summed using successive application of boolean XOR. In
the event that the sum is odd, the point is contained in the

In order to integrate the various values from diﬀering
compensation paradigms of the correction coils and current
strips, matrices are used, with one matrix for the correction
coils, and another for the current strips of each of the EPU arrays. This is accomplished within Experimental Physics and
Industrial Control System (EPICS) which provides Process
Variables (PVs) with which other systems may interact [6].
THPHA120
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Within the EPICS application, each element of the compensation controls is controlled by a State Notation Language
(SNL) program which provides a state machine of predictable
and repeatable behaviour. As each SNL program compiles to
C, functions and libraries written in C are easily integrated.
The aforemented Universal Mode and Calibration Table Software are integrated in such a manner. Once the values are
produced by these software, a superposition of these values
is required prior to directing currents to individual correction
coils and current strips.

Correction Coils
The correction coil superposition takes the form of
⎡K up ⎤
⎢ H ⎥
⎡1 0 1 0 0 0 ⎤ ⎢K dn ⎥ ⎡ I up ⎤
⎥ ⎢ H ⎥ ⎢ H ⎥
⎢
⎢0 1 −1 0 0 0 ⎥ ⎢ O H ⎥ ⎢ I dn ⎥
⎥ ⎢
⎥ ⎢ H ⎥
⎢
(10)
⎢0 0 0 1 0 1 ⎥ · ⎢K up ⎥ = ⎢ I up ⎥
⎥ ⎢ V ⎥ ⎢V ⎥
⎢
⎢0 0 0 0 1 −1⎥ ⎢K dn ⎥ ⎢ I dn ⎥
⎦ ⎢ V ⎥ ⎣V ⎦
⎣
⎢ OV ⎥
⎣
⎦
where the elements for both the upstream and downstream
correction coils are found in Table 2.
Table 2: Correction Coil Superposition Elements
Horizontal
Up Down
up
dn
KH
KH
OH
up
dn
IH
IH

Element
Kick Value
Oﬀset
Current
up

Vertical
Up Down
up
KV
KVdn
OV
up
IV
IVdn

up

dn , I , and I dn are sent to the corresponding
Each of IH , IH
V
V
power supplies for the correction coils [7].

Current Strips
For the current strips, several diﬀering quantities are inputs:
• Quadrupole Normal
• Quadrupole Skew
• Multipole Arbitrary
• Universal
• Direct
The Quadrupole Normal is the ﬁeld required for locating
the centre of the current strips. Since the correction coils
for the QMSC EPU are unable to apply a Skew Quadrupole
ﬁeld, the current strips are required for this purpose [8]. The
Multipole Arbitrary Field will allow for an arbitrary ﬁeld to
be enacted for physics studies, an example of which would
be an octopole magnetic ﬁeld. The Direct Field will allow an
operator to input arbitrary values manually. If each V were
a coeﬃcient that an operator may deﬁne, U represented the
currents calculated for Universal Mode, M were the values
for Multipole Mode, D were entered by the operator, and
I were the currents for each of the current strips—and assuming an array of current strips of ideal charactaristics and
allignment—the superposition for the current strip currents
would be [9]

⎡ U1
⎢
⎢ U2
⎢
⎢ U3
⎢
⎢ U4
⎢
⎢ U5
⎢
⎢ U6
⎢
⎢ U7
⎢
⎢ U8
⎢
⎢ U9
⎢
⎢U10
⎢
⎢U11
⎢
⎢U12
⎢
⎢U13
⎢
⎢U14
⎢
⎢U
⎢ 15
⎢U
⎢ 16
⎢U
⎢ 17
⎢U
⎢ 18
⎢U
⎢ 19
⎢U
⎢ 20
⎢U
⎢ 21
⎢U
⎢ 22
⎢U
⎢ 23
⎢
⎣U24
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−1.00
−0.31
−0.32
−0.19
−0.13
−0.04
0.04
0.13
0.19
0.32
0.31
1.00
1.00
0.31
0.32
0.19
0.13
0.04
−0.04
−0.13
−0.19
−0.32
−0.31
−1.00

0.815
0.824
0.900
0.951
0.984
1.000
1.000
0.984
0.951
0.900
0.824
0.815
0.815
0.824
0.900
0.951
0.984
1.000
1.000
0.984
0.951
0.900
0.824
0.815

M1
M2
M3
M4
M5
M6
M7
M8
M9
M10
M11
M12
M13
M14
M15
M16
M17
M18
M19
M20
M21
M22
M23
M24

D1 ⎤
⎥
D2 ⎥
⎥
D3 ⎥
⎥
D4 ⎥
⎥
D5 ⎥
⎥
D6 ⎥⎥
D7 ⎥⎥
D8 ⎥⎥
D9 ⎥⎥
D10 ⎥⎥
D11 ⎥⎥
D12 ⎥⎥
D13 ⎥⎥
D14 ⎥⎥
D15 ⎥⎥
D16 ⎥⎥
D17 ⎥⎥
D18 ⎥⎥
D19 ⎥⎥
D20 ⎥⎥
D21 ⎥⎥
D22 ⎥⎥
D23 ⎥⎥
⎥
D24 ⎦

⎡ Istrip1 ⎤
⎢
⎥
⎢ Istrip2 ⎥
⎢
⎥
⎢ Istrip3 ⎥
⎥
⎢
⎢ Istrip4 ⎥
⎥
⎢
⎢ Istrip5 ⎥
⎥
⎢
⎢ Istrip6 ⎥
⎥
⎢
⎢ Istrip7 ⎥
⎥
⎢
⎢ Istrip8 ⎥
⎥
⎢
⎢ Istrip9 ⎥
⎥
⎢
⎥
⎢
⎡ 1 ⎤ ⎢ Istrip10 ⎥
⎢
⎥ ⎢ Istrip11 ⎥
⎢Vskew ⎥ ⎢
⎥
⎢
⎥
⎥ ⎢I
· ⎢⎢Vnor m ⎥⎥ = ⎢⎢ strip12 ⎥⎥
I
⎢Vmulti ⎥ ⎢ strip13 ⎥
⎢
⎥
⎥ ⎢
⎢ 1 ⎥ ⎢ Istrip14 ⎥
⎣
⎥
⎦ ⎢I
⎢ strip15 ⎥
⎥
⎢I
⎢ strip16 ⎥
⎥
⎢I
⎢ strip17 ⎥
⎥
⎢I
⎢ strip18 ⎥
⎥
⎢I
⎢ strip19 ⎥
⎥
⎢I
⎢ strip20 ⎥
⎥
⎢I
⎢ strip21 ⎥
⎥
⎢I
⎢ strip22 ⎥
⎥
⎢I
⎢ strip23 ⎥
⎥
⎢
⎣ Istrip24 ⎦
(11)
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OPTIMIZATION AND UPGRADE OF SLOW EXTRACTION CONTROL
SYSTEM FOR HIRFL CSR MAIN RING*
Y. C. Chen†, Y. C. Feng, R. S. Mao, J. Shi, T. C. Zhao, M. Li, J. M. Dong, W. L. Li, S. P. Li
Institution of Modern Physics, Chinese Academy of Sciences, Lanzhou 730000, China
Abstract
The heavy ion beam from Heavy Ion Research Facility
in Lanzhou (HIRFL) CSR Main Ring (CSRm) is slowly
extracted by using a third-order resonance driven by sextupole magnets and delivered to various experimental
facilities. The slow extraction is driven by the transverse
radio frequency knockout (RF-KO) exciter. Many physics
and radiation medicine experiments require high-quality
spill-structure. In other words, the extracted spill should
have flat structure and low ripple noise [1]. Therefore, a
novel RF-KO exciter and spill feedback control system
has been implemented and tested in CSRm.

after upgrading. Fig. 3 shows the block diagram of the
new spill control system. In the RF-KO method, the beam
is partially moved into resonance by transverse excitation.
The suitable parameters of the RF-KO exciter dose improve efficiency and spill quality reasonably. In the feedback unit, the spill signal is used to calculate the exciting
signal for FQ magnets which is used to suppress the spill
ripple noise and make rectangular-shaped spill structure.

INTRODUCTION
The HIRFL accelerator complex is illustrated in Fig. 1.
The particles accelerated by CSRm are slowly extracted
to external experimental terminals, or extracted in fast
extraction mode to CSR Experiment Ring (CSRe). In
slow extraction mode, many physical, material, biological, and medical experiments require high-quality spill
that has flat structure and low ripple noise. For CSRm, the
resonant slow extraction is driven by RF-KO exciter. In
the new spill control system of CSRm, the host machines
are employed to calculate amplitude modulation curve
and spill duty factor, publish the control variables, and
manage the various parameters that are often stored in the
database. In addition, two FPGA boards are dedicated to
control RF power amplifier and a pair of fast quadrupole
(FQ) magnets.

Figure 2: Typical spill shapes archived by RF-KO extraction without feedback control at CSRm. Here: Carbon
beam, energy E = 190, 260, 330, and 400 MeV/u.

Host Machine
Database

RF-KO exciter
and feedback
parameters

(Industry PC)

Accelerator Timing
system

Parameters
AM function

Frequency and
amplitude signals

FPGA Target
FPGA Target
Control signal

Spill signal

FQ Magnets

Ionization
chamber

Figure 1: HIRFL accelerator complex.

SPILL CONTROL
In the HIRFL, the particles are extracted slowly out of
the CSRm by using RF-KO exciter. The two FQ magnets
are additionally used to achieve better spill quality. As
shown in Fig. 2, the typical shapes of spill are achieved
by RF-KO extraction without feedback unit at CSRm
___________________________________________

* Work supported by the CAS Key Technology Talent Program and the
Youth Innovation Promotion Association CAS.
† chenyc@impcas.ac.cn

RF Power
Amplifier

Figure 3: Block diagram of the spill control system.
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RF-KO Exciter Unit
Figure 4 shows the block diagram of RF-KO exciter
unit. The host machine (Industrial PC) is used to manage
parameters and database access, calculate amplitude
modulation (AM) function, and publish the control variables to the network-based accelerator control system. The
FPGA target is dedicated to control the amplitude and
frequency of the output voltage for RF power amplifier,
generate the white noise, and parse the event sequence
number. The database stores the all relevant parameters of
the RF-KO exciter.
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5. The host machine updates the current parameters for
RF-KO exciter depending on the query result.
6. The host machine calculates the AM function curve
using the latest updated parameters.
7. The host machine updates the FPGA memory area,
which is used for storing the current AM function
curve.

Feedback Unit
Figure 6 shows the block diagram of feedback unit. It
consists of the host machine to manage parameters and
database access, to calculate the spill duty factor, and to
publish the control variables that can be accessed by the
other network devices, the FPGA target to handle the spill
signals and to calculate the exciting current pattern for FQ
magnets by using a digital PID controller, and the database for storing feedback parameters proportional gain
(Kc), integral time (Ti, min), derivative time (Td, min),
and PID loop rate.
Host Machine
parameter
database

Data publiser

Parameters
Manager

Duty factor
Calculator

Database
Manager

Query database using
event sequence
number

Figure 4: Block diagram of the RF-KO exciter unit.

Feedback
signals

Parameters

Event
sequence
number

FPGA target

Control
signal
Output
feedback
FQ Magnets PS

PID controller

Spill signal
sampler

Beam abort
controller

Sequence parser

Accelerator timing
system

Event
sequence
number

Spill
signals
Ion chamber

Figure 6: Block diagram of the feedback unit.

Figure 5: The best AM function curve for RF-KO exciter.
Indeed, to improve the slow extraction efficiency and
beam time structure, frequency modulation (FM) based
on white noise and amplitude modulation based on the
best AM function curve, as shown in the Fig.5, had been
introduced into RF-KO exciter control unit in the course
of designing. The flow of updating the AM function curve
is as follows:
1. The experimental terminal control system sends a
beam request to the accelerator control system.
2. The accelerator control system notifies the timing
system to generate the corresponding event sequence
number.
3. The sequence parser in the FPGA target delivers the
event sequence number to the host machine.
4. The host machine queries the database using the
event sequence number.
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And besides, a couple of FQ magnets were symmetrically installed in CSRm, however, they make only a small
contribution to the change of the lattice. Though, the
excitation of the FQ magnets will change the horizontal
and vertical tune values simultaneously, the effects of the
vertical tune value change is often negligible[2, 3]. The
beam intensity is monitored by ionization chamber in
external-target experimental terminals, and a Q/f convector, which generate TTL pulse signal, is used for connecting the FPGA target and the ionization chamber.

Figure 7: The spill feedback processing.

Feedback Control and Process Tuning

To achieve the best beam time structure, the suitable
RF-KO exciter and feedback parameters vary with beam
parameter, e.g. ion species, energy and intensity. Once a
beam switch is identified by the sequence parser, the host
machine will immediately query the database with the
specified event sequence number, which is generated by
the accelerator timing system to uniquely identify the
beam, and update the current parameters based on the
query results.

EXPERIMENTAL RESULTS
The effectiveness of RF-KO exciter and feedback units
had been verified by beam commissioning in HIRFL
CSRm. We evaluate the beam time structure by spill duty
factor.
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Figure 8: Beam structure before upgrading. Here: Carbon
beam, energy E = 190 MeV/u.
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structure. Fig. 8 shows the time structure of slow beamextraction before upgrading. The spill duty factor is just
35.98%, so the flatness of beam structure needs to be
further optimized by improving excitation and feedback
methods. Fig. 9 shows the time structure of slow beamextraction without feedback unit after upgrading. The
spill duty factor is improved to 89.19%, but particles are
not evenly distributed in phase space, thus it is very hard
to achieve a smooth and flat spill by the RF-KO exciter
unit alone [5]. Fig. 10 shows the time structure of slowextraction with feedback unit after upgrading. The spill
duty factor is further improved to 92.13%, and spill quality is much better.

CONCLUSION
We have finished the design and development of the
new RF-KO exciter and spill feedback control system,
which consist of host machine, database, and FPGA
board, and carried out beam test in HIRFL CSRm. The
effectiveness of our new design is verified by experimental results. The RF-KO exciter and feedback units do
effectively improve the beam characteristics. The spill
duty factor is improved from 35.98% to 92.13%. We
expect the further improvement in beam time structure by
optimizing the parameters of the RF-KO exciter and
feedback units.
The old control devices will be soon replaced by new
solution via FPGA-PC-Databse. This makes the slow
extraction system more effective.
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CONCEPT OF CAVITY SIMULATOR FOR EUROPEAN SPALLATION
SOURCE∗
M. Grzegrzółka† , K. Czuba, I. Rutkowski, ISE, Warsaw University of Technology, Poland
Abstract
At the European Spallation Source it is foreseen to use
around 120 superconducting cavities operating at 704.42
MHz. Each cavity will require an individual LLRF control
system, that needs to be tested before the installation inside
the accelerator.
Testing of all systems using the real superconducting cavities would be very expensive and in case of a failure can
lead to serious damages. To lower the testing cost and avoid
potential risks it is planned to design and build a device that
simulates the behavior of a superconducting cavity.
The cavity simulator will utilize fast data converters
equipped with an RF front-end and a digital signal processing unit based on a high performance FPGA. In this
paper conceptual design of hardware and ﬁrmware will be
presented.

INTRODUCTION
Polish Electronics Group is a consortium of 3 Polish scientiﬁc institutes: National Centre for Nuclear Research, Warsaw University of Technology and Łódź University of Technology. It was established in order to contribute to the European Spallation Source project as an in-kind partner. PEG
is responsible for assembly and installation of the LLRF
control systems for superconducting elliptical cavities used
in medium and high beta sections of the ESS linac. The
consortium will also design and manufacture the following
components of the systems: LO RTM, Piezo Driver, RTM
Carrier and Cavity Simulator. [1].
The Cavity simulator is a device foreseen to test the LLRF
control systems before they are commissioned in the accelerator. It simulates a behavior of a superconducting cavity
together with a klystron/IOT RF power ampliﬁer. The block
diagram of the system simulated by the device is presented
in Fig. 1 [2].
Basing on the input signals (RF drive and piezos’ drive),
the Cavity Simulator generates the following output signals:
•
•
•
•
•
•
•
•

ampliﬁer input,
ampliﬁer forward,
ampliﬁer reﬂected,
cavity forward,
cavity reﬂected,
cavity probe,
ampliﬁer power supply modulator,
piezo sensor.

The model of the cavity is implemented in a digital signal
processing unit. Among others, the device simulates the
∗
†

Work supported by Polish Ministry of Science and Higher Education,
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Figure 1: The block diagram of the system simulated by the
Cavity Simulator
following phenomena: cavity detuning, piezo compensation,
Lorentz force detuning, beam current and inﬂuence of the
ampliﬁers power supply modulator.
To operate with analog signals a set of data converters with
a dedicated front-end is provided. The device is controlled
remotely by a PC. The simpliﬁed concept of the Cavity
Simulator is presented in Fig. 3.

Figure 2: The simpliﬁed block diagram of the Cavity Simulator.

REQUIREMENTS
Based on the presented architecture and the speciﬁcation
of ESS LLRF control system a set of requirements for the
Cavity Simulator was prepared.
The device shall operate at 704.42 MHz, the same reference frequency as the ESS LLRF control systems for medium
and high beta cavities.
Three analog inputs are required: one for the RF drive signal and two for high voltage piezo actuator signals. The
RF input must accept the maximum output power of a
vector modulator module used in the ESS LLRF (Struck
DWC8VM1 RTM). The maximum level of piezo driver input shall be ±100V. To simulate the impedance of the piezo
actuator, each high voltage input shall have 2.2 uF input
capacitance.
The Cavity Simulator shall have eight analog outputs: six
RF outputs for the ampliﬁer and the cavity signals, one for
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the ampliﬁer power supply modulator and one for the piezo
sensor. Each RF output shall have the maximum output
power of +15 dBm, matching the input levels of the downconverter channels of the Struck DWC8VM1. The maximum
output level of the power supply modulator output shall be
±1V. The piezo sensor output shall deliver ±10V signal and
must be protected against the ±100V voltage.
The device shall be controlled remotely by a PC computer.
The communication shall be realized using USB interface
or Ethernet network.
The expected latency introduced by the cabling between
the RF drive and the cavity probe in the real system is 350
ns [3]. This signal processing time of the Cavity Simulator
shall be not greater than this value.

HARDWARE
The Cavity Simulator digitizes the RF drive and piezo
signals coming from the LLRF control system. The signals
are then processed by a DSP unit. The output signals are
then converted to the analog format and they are fed back to
the control system.
There are several ways to digitize the RF signals. Most
common approaches are:
• direct sampling,
• analog IQ demodulation (Zero IF),
• down-conversion.
Each of this solutions require a dedicated analog frontend. The simplest circuit is needed for the direct sampling
scheme, but it is also the most sensitive to the clock signal
phase noise. Analog IQ demodulation needs two ADCs and
is subject to a DC oﬀset error. The down-conversion scheme
requires the most complex analog frontend and generation
of additional heterodyne (LO) signal, but oﬀers the best
performance, so it will be used in the design. Apart from the
RF drive signal, the reference signal also must be digitized
in order to be used as a phase reference for the ﬁrmware.
The simplest way to generate an RF signal is to use a DAC
with a sampling frequency at least twice higher than output
signal. For this application it means using data converter
with sampling rate higher than 1500 MSPS. Such devices
are available on the market and have integrated numerically
controlled oscillators, that limit the required input data rate.
Unfortunately, their digital latency is too high and they are
not suitable for this application.
The other way to generate an RF signal is to modulate
the reference signal with a vector modulator. This circuit
requires two DACs to generate the base-band signals and
a reference signal. In this solution converters with lower
overall latency can be used.
The piezo and modulator signals can be generated and
digitized directly by standard data converters. The piezo
input, due to high voltage, requires additional protection
circuit.
Based on the device requirements and the approach presented above, the block diagram of the Cavity Simulator
hardware was prepared. It is presented in Fig. 3.

Figure 3: The block diagram of the Cavity Simulator Hardware
The Cavity Simulator is build from 7 diﬀerent modules.
Functionality and roles of the main components are presented below.

FPGA Processing Module
The FPGA Processing Module gathers the data from the
ADCs, performs digital signal processing and feds the data
to the DACs that generate the analog output signals. The
module is also responsible for the control over the Cavity
Simulator and communication with a PC.
To reduce the development time and cost it was decided
to use an oﬀ-the-shelf FPGA module. KCU105 board from
Xilinx was selected. Among others, it is equipped with
a high performance Kintex Ultrascale FPGA, 2GB DDR4
RAM and 2 FMC connectors, which are used to connect
with the Data Conversion Module.

Data Conversion Module
The Data Conversion Module is used to digitize and generate analog signals. All data converters used in the Cavity
Simulator are integrated into this module. It is also used as
a communication bridge between FPGA Processing Module
and all other modules.
The RF drive and the reference signals require two channel
down-converter circuit. It is included in the separate module, because it was decided to design the Data Conversion
Module as wide-band as possible and the down-converters
typically operate in very limited frequency range. The output signals from the down-converter are digitized by a dual
channel, 16 bit 250 MSPS ADC.
Unlike the down-converter, it is relatively simple to design a wide bandwidth vector modulator. Therefore, it can
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be integrated into the Data Conversion Module. Another
reason for integration of the vector modulator circuit and
base-band DACs in a single board, is that any mismatch
between the analog I and Q signals paths will highly aﬀect
the intermodulation performance. Six vector modulators are
needed for the Cavity Simulator project, but additional 7th
channel was added. It can be used for design debugging or
generation of another, not yet speciﬁed, signal.
In order to reduce the risk of damaging the cavity simulator by a high voltage coming from the piezo driver, it was
decided to build the piezo front-end as a separate module.
Two 5 MSPS ADCs are used to digitize the piezo driver
signal. Piezo sensor and modulator signals are generated
using two 16 bit 125 MSPS DACs.
To control all circutis in the module a low cost FPGA
is used. It communicates with all other devices through
I2C and SPI buses and buﬀers the data between the FPGA
Processing Module and the data converters used for piezo
and modulator signals.
The block diagram of the Data Conversion Module is
presented in Fig. 4.
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evaluation board. The phase noise spectrum of the output
reference signal is presented in Fig. 5. The jitter integrated
in the 10 Hz to 1 MHz band equals 264 fs. This phase noise
level should be suﬃcient for the functional tests of the LLRF
control systems.

Figure 5: The expected phase noise spectrum of the signal
generated by the Reference Generation Module.

FIRMWARE

Figure 4: The Block Diagram of the Data Converters Module

LO Generation Module
The LO Generation Module is responsible for the generation of the LO and clock signals used across the device.
The planned clock frequency is 117.4 MHz. Two possible
IF frequencies are considered: 23.48 and 29.35 MHz.
This module utilizes the same direct analog generation
scheme as the one used in the LO RTM designed by PEG. It
is described further in [4].

Reference Generation Module
The Reference Generation Module distributes the reference signal. It can operate in two modes, either external
signal can be distributed or the reference signal can be generated locally by an integrated PLL.
The performance of the PLL circuit, which is based on
Texas Instruments LMX2592 chip, was measured using an

The main part of the ﬁrmware is the simulation model.
The input signals comes from the ADCs on the Data Conversion Module. The data processing is performed on the
data in the vector format, so the ﬁrst stage is the digital IQ
demodulation. Depending on the IF frequency IQ or nonIQ sampling schemes can be used. The non-IQ scheme is
preferred, because of the reduced eﬀect of the higher order
harmonics [5]. However, due to more complex calculations
it adds additional latency to the signal processing path.
The ﬁrst modeled element is the ampliﬁer. It generates
the ampliﬁer’s forward and reﬂected signals. It requires additional power supply modulator signal, which is generated
inside the ﬁrmware, based on the user predeﬁned sample
table. This signal is also send to the DAC, that generates the
analog output signal.
The next element is the cavity model. It is fed with the
ampliﬁer forward, beam current and detuning calculation
signals. Based on those signals, cavity probe, forward and
reﬂected signals are calculated. Basing on the information
from the cavity and a piezo models the detuning value is
calculated and the piezo sensor signal is produced.
The beam signal is generated as a custom waveform, so
diﬀerent currents can be simulated. The phase of the beam
is related to the phase of the reference signal, so it remains
constant with the changes of the RF drive signal.
To synchronize the Cavity Simulator with LLRF control
system a synchronization signal is required. External signal
can be used or it can be generated locally from the reference
signal. It is fed to the blocks that generate the modulator and
beam signals.
For the purpose of testing the Cavity Simulator, a simple
LLRF controller, arbitrary waveform generators and data
acquisition system are provided. This tools can be used to
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Figure 6: The block diagram of the Cavity Simulator ﬁrmware.
verify the proper operation of the device and will simplify
the development.
To control the device Xilinx MicroBlaze softcore processor is used. It is responsible for the interpretation of
the control commands sent to the device, setting the model
parameters and transmission of acquired data.
A simpliﬁed block diagram of the Cavity Simulator
ﬁrmware is presented in Fig. 6.

SUMMARY
In this paper the concept of the Cavity Simulator design
was presented. The overview of the hardware, together
with the description of the most critical components and
the planned ﬁrmware were shown.
The device is currently in the hardware development stage.
It is planned to ﬁnnish this part of the project by the end of
2017.
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STATUS OF FAST ORBIT FEEDBACK SYSTEM IN TPS
P. C. Chiu, K. H. Hu, C. H. Huang,Y. S. Cheng, K. T. Hsu,
NSRRC, Hsinchu 30076, Taiwan
Abstract
TPS has provided its user service since 2016. To
ensure stable beam can be delivered to users, the fast orbit
feedback system were deployed to ensure the stable
electron orbit. The system have been commissioning in
the second quarter of 2016. Later, rf frequency
adjustments are also included to compensate the path
length changes due to ambient temperature variations,
earth tides and etc. Improvement of the system has
continued to solve various unexpected problems. This
report will summarize the system configuration of the fast
orbit feedback.

INTRODUCTION
The TPS is a state-of-the-art synchrotron radiation
facility which consists of a 150 MeV S-band linac, linac
to booster transfer line (LTB), 0.15–3 GeV booster
synchrotron, booster to storage ring transfer line (BTS),
and 3 GeV storage ring. This synchrotron machine
featuring ultra-high photon brightness with low emittance
[1] requires beam position stability less than 1/10 beam
size. FOFB is therefore implemented to achieve submicron orbit stability and it has been tested together with
beamline commissioning since 2015. The orbit stability
had been effectively improved with FOFB and it showed
that the suppression bandwidth could achieve 250 Hz in
both horizontal and vertical plane. Later, closed orbit
correction methods by RF frequency correction have been
developed to compensate for orbit path length changes.
FOFB together with RF frequency corrections have been
in routine operation since September 2016. The orbit
stability has been effectively improved and can achieve
sub-micron stability in both horizontal and vertical planes.

avoid saturation of the fast correctors as well as provide
capability to suppress orbit disturbance.

Figure 1: One cell of 24 double-bend cells for TPS lattice
layout.
The overall infrastructure of FOFB is as Fig. 2. It is
mainly implemented by three parts: BPM, feedback
computation unit and corrector power supply control
interface. TPS BPM electrical system will adopt the latest
I-tech product: Brilliance+ [2]. It also offers a large
playground for custom- written applications with
VirtexTM 5, Virtex 6 in the gigabit data exchange module
(GDX) to be used as orbit feedback computation. The
corrector power-supply controller (CPSC) is designed for
FOFB corrector control interface. This module is
embedded with Intel XScale IOP and Xilinx Spartan-6
FPGA which will interface the fast setting from feedback
engines. It was contracted to D-TACQ [3].

FOFB INFRASTRUCTURE
The design of the TPS storage ring has 24 cells, each
cell is equipped with 7 BPMs and 7 horizontal/vertical
correctors winding on the sexupoles as Fig. 1 shown.
These kinds of slow correctors could provide about 500
μrad kick while their bandwidth could be limited only
several tens of Hertz due to the eddy effect of the alumina
vacuum chamber. This bandwidth is not sufficient to
eliminate perturbation with frequency above several
hundreds
of
hertz.
Therefore,
extra
four
horizontal/vertical correctors per cell are installed on the
bellows site to obtain higher correction bandwidth. These
horizontal/vertical correctors have fast response but
smaller kick strength around 100/50 μrad. Thus the orbit
feedback system would adopt two kinds of correctors
simultaneously. The DC component of the fast correctors
will transfer from fast to slow correctors smoothly and

Figure 2: FOFB infrastructure.

BPM and GDX Interface
The TPS BPM electronics had commission with TPS
beam commissioning in 2014 [4][5]. It consists of four
kinds of modules: The timing module for clock locking
and trigger; up to four BPM modules for receiving button
pick-ups and signal processing, the inter-connection board
(ICB) module for SW and HW interface; the GDX
(Gigabit data exchange) module for FA data grouping and
FOFB computation which could support at most 256
BPMs and 128 correctors feedback computation. The
magnet correction output is transmitted to CPSC
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BPMs and eigenmodes selected and PI coefficient
weighting adjustment would be based on beam condition.
The performance and reliability should be both
considered.
Hor. Attenuation

(corrector power supply controller) based on AURORA
protocol of Xilinx. It also provides 10 kHz BPM grouping
data through Gigabit Ethernet to support the angle
interlock functionalities of TPS. The functional block of
FOFB is shown as Fig. 3.
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Corrector Power Supply Controller Interface
To support diverse functionalities of fast orbit feedback
[6], booster ramping, compensations for insertion device
and skew quadrupoles, the CPSC for TPS corrector power
supply is proposed. CPSC is installed into the center slot
of power supply rack It was contracted to D-TACQ and
consists of four mouldes of boards: IOP, ADC unit, DAC
unit and FPGA for summing of FOFB fast setting and
EPICS slow setting as Fig. 4. It is embedded with EPICS
IOC for slow access of the EPICS clients and its FPGA
supports fast settings from GDX modules via fibre link
based on Aurora protocol.
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Figure 3: Functional block of FOFB computation module.
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Figure 5: The measured bandwidth of FOFB. Horizontal
is around 250Hz and vertical around 300 Hz.

FAST ORBIT FEEDBACK WITH SLOW
CORRECTOR COMPENSATION
Since the slow correctors’ bandwidth would be limited
much less than 100 Hz due to the TPS alumni vacuum
chamber, the fast corrector would be used only for
feedback correction to suppress various disturbance form
DC to 300 Hz [6,7]. A process which flow chart is shown
as Fig. 6 would check the fast corrector output current
periodically and transfer DC part correction to the nearby
slow correctors when accumulating greater than
acceptable value to avoid saturation. According the
experience, FOFB operation would cause maximum 2~3
Amp accumulating value of the fast correctors since beam
current injection from 30 mA to 500 mA. And after
thermal equilibrium reached at top-up mode, the drift
could be controlled below 0.5 Amp with RF feedback but
could be over 4 mA without RF feedback.

Figure 4: There are four major modules inside Corrector
Power Supply Controller (CPSC): IOP, ADC unit, DAC
unit and FPGA for FOFB fast setting.
The estimated bandwidth of FOFB is around 250 Hz
for horizontal plane and 300 Hz for vertical plane as Fig.
5 shown. It could suppress ten times of noise around 50
Hz which is the major noise source of TPS. FOFB would
also amplify noise around 400~700Hz while the beamline
experiments would not be concerned about these
frequency range. The parameter optimization of which

Figure 6: FOFB with slow corrector compensation to
avoid fast corrector saturation.
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RF FREQUENCY CORRECTION FOR
PATH LENGTH COMPENSATION
RF frequency correction is used to minimize path
length changes caused mainly by temperature drifts and
earth tides. Although the FOFB system could compensate
some of these path length changes, residual differences up
to several tens of microns remain after some 24-hour
operation. Furthermore, this error would be amplified ten
times as observed at the end of beamline XBPM which
was unacceptable. Thus, RF correction was soon
implemented and applied after FOFB commissioning. As
a result, the orbit drift can be controlled and limited to
less than 1 um from day to day.
The FOFB is applied to suppress horizontal orbit
disturbances or drifts. The RF correction process polls all
fast horizontal corrector currents, ΔI, at 1 Hz and converts
them to corresponding orbit deviations with the response
matrix R. Then, the dispersion function D is used to
calculate the required RF frequency change Δfrf to be
applied to the RF cavities. The RF frequency correction is
a slow process and restricted to less than 1 Hz change per
step to prevent overshooting the frequency change given
by
Δfrf=D+ *RM*ΔI,
where D+ is the pseudo-inverse of D. Figure 7 shows the
block diagram for RF compensation.

30

FOFB & RF correction off
FOFB on & RF correction off
FOFB & RF correction on

20
BPM025 Hor. pos. (μm)

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

10
0
-10
-20
-30
-40

0

1

2

3
4
Time (hour)

5

6

7

Figure 8: Orbit stability comparison with/without FOFB
and RF path length compensation. The spikes are due to
regular injection when FOFB and RF frequency
correction is temporarily inactive.

CONCLUSION
Fast orbit feedback system for TPS are summarized.
The measured bandwidth for noise suppression is around
250 Hz for the horizontal plane and 300 Hz for the
vertical one. There are 173 BPMs and 96 fast correctors
used in FOFB loop. RF frequency correction is also
included for path length compensation. With FOFB and
RF frequency correction, orbit variations can be kept
below one micron during routine TPS operations.
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APPLICATIONS OF KALMAN STATE ESTIMATION IN CURRENT
MONITOR DIAGNOSTIC SYSTEMS*
J. Hill, LANL/LANSCE, Los Alamos, U.S.A
Abstract
Traditionally, designers of transformer-based beam current monitor diagnostic systems are constrained by fundamental trade-offs when reducing distortion in timedomain beam-pulse facsimile waveforms while also attempting to preserve information in the frequencydomain. When modelling the sensor system with a network of linear time-invariant passive components, and a
state-based representation based on first-order differential
equations, we identify two internal dynamical states isolated from each other by the parasitic resistance in the
transformer windings. They are the parasitic capacitance
voltage across the transformer's windings, and the transformer inductor current. These states are typically imperfectly observed due to noise, component value variance,
and sensor component network topology. We will discuss
how feedback-based Kalman State Estimation implemented within digital signal-processing might be employed to reduce negative impacts of noise along with
component variance, and how Kalman Estimation might
also optimize the conflicting goals of beam-pulse facsimile waveform fidelity together with preservation of frequency domain information.

CONTROL THEORY BACKGROUND
Any linear time-invariant multi-input multi-output system might be represented in a so-called state-space representation [1], see equations 1 and 2.
(1)
(2)
Where:
 x(t) is a vector of dynamical system states
 u(t) is a vector of system inputs
 d(t) is a vector of system disturbances
 y(t) is a vector of system outputs








∶
A is a system dynamics matrix
B is an input scaling matrix
C is an output scaling matrix
D is an input feedthrough scaling matrix
E is a disturbance scaling matrix
is a disturbance feedthrough scaling matrix

The A matrix determines the systems dynamical behaviour while the B, C, D, and E time-invariant matrices
determine how the system interacts with its external environment. A canonical form of the state-based representation has the main diagonal elements of the time-invariant
A matrix populated with the system’s Eigenvectors and
___________________________________________

* Supported by US Depart of Energy contract DE-AC52-06NA25396.

other elements zero.
In control-theory a state-estimator is an auxiliary system providing approximate values for internal variables
of the target system using only measurements of inputs to,
and outputs from, the target system. It is often possible to
provide optimized system diagnostics, and also optimized
system control, when enhanced estimates of the, often not
directly measurable, internal states of the system are
available. Equations (3) and (4) show the typical statespace representation for an axillary model-based state
estimator. The emphasis with state estimator design is to
formulate matrix K for stable feedback minimizing error
in equation (5), which must satisfy differential equation
(6).
(3)
(4)
(5)
(6)
A system is said to be state-observable if estimates for
all internal states as time progresses can be provided
contingent on knowledge of a model for the linear timeinvariant system, initial conditions for its states, history of
system inputs, and history of system outputs. In controltheory a necessary and sufficient condition for successful
state-estimator design is that the rank of O in equation (7)
based on the state-space representation of the target system must be the same as the rank N of A.
(7)
⋮
The so-called Kalman Filter [2] is a famous modelbased state-estimator feedback algorithm providing optimized iterative estimates of system states in the presence
of noise, and in the presence of other uncertainties such as
imprecise target system model identification. Its algorithm is proven to provide mathematically optimal state
estimates when errors have known Gaussian stochastic
distribution. The filter is implemented in two steps; first it
produces current system state estimates along with their
uncertainties, and second it updates iterative system state
estimates using weighted averaging. The optimized K
matrix for the Kalman filter is designed when solving the
Algebraic Riccati Equation [3].

SIMPLIFIED CIRCUIT MODEL
A passive pulsed-beam current transformer has a parallel RLC simplified equivalent circuit with a band-pass
behaviour transfer function [4]. In figure 1 we consider
some additional details with Csp, Rscp, and Rslp modelling
the parasitic elements of transformer secondary Inductor
Ls[5]. The resistor Rt is added across the sensor’s voltage
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output leads potentially matching impedance with the
transmission line path to signal amplification. The beam
current input is modelled in figure 1 as an AC ideal current source.

1
0

(13)
(14)
(15)

1

(16)

CHALLENGES

Figure 1: Simplified Passive Current Transformer
Modelling this system in SPICE, we can confirm that
this type of two pole parallel RLC circuit behaves fundamentally like a bandpass filter, see figure 2 where the
solid line is amplitude and the dotted line phase in the
circuit’s frequency response.

Initially this type of simple RLC sensor actually appears to be problematic. Current transformer diagnostics
systems are challenged by pervasive noise physically coresident with the sensor in the typical accelerator
transport environments [6]. System component value
identification is also substantially complicated due to the
sensor’s sensitivity to parasitic elements in the transformer’s secondary windings which typically vary over several
identically procured transformers. A secondary issue is
that the transformer coupled sensor results in some undesirable droop distortion in response to pulsed input.
Furthermore, when evaluating options for using a stateestimator with this type of sensor, we are circumspectly
aware that this is a system with two internal states, but
there is only one output port for a state-estimator to utilize
when observing them. A more substantial concern is that
in this application the beam-current is the sole driving
input, but it must be modelled for state-estimation purposes as a disturbance d(t) because it isn’t directly available to an auxiliary state-estimator, as is typically required
for inputs to systems characterized as sufficiently stateobservable.

KALMAN ESTIMATION APPLICABILITY

Figure 2: Bandpass Response in SPICE
Two dynamical states can be identified in this simplified model; they are the voltage across Csp and the current
through Ls. Our state-space representation for the current
transformer sensor system in figure 1 is in equations (8)
is the voltage across
through (16). In these equations
is the current flowing
Csp referenced to ground, and
towards ground. The circuit input d(t) is the
through
current source Ibeam in figure 1, and the output y(t) is
measured across Rt referenced to ground.
(8)
(9)
(10)

(11)
0
0

(12)

Initially, the Kalman Estimator’s optimal noise reduction and system component variability error reduction
appear to be quite promising for addressing at least two of
the previously identified challenges, associated with current transformer sensors. Recall however that, in this
context, the beam-current is the sole driving input to the
target system must be modelled as a disturbance d(t), only
indirectly measurable by an external state-estimator for a
beam current transformer sensor target system. With conventional Kalman filter design the necessary and sufficient condition for state-observability, calculated in (7), is
also contingent upon driving d(t) input history being
known to the state-estimator. Therefore, application of
conventional Kalman state-estimation algorithms in current monitor sensor systems will not be successful. Instead, a specialized state-estimator formulation, the socalled Unknown Input Observer (UIO) with associated
theory investigated since the 1970’s [7][8][9][10][11] is
required. To remain consistent in this paper we will use
the name unknown input estimator (UIE) for this algorithm.

SENSOR SYSTEM OBSERVABILITY
Initially we assume that the external state-estimator
does have explicit knowledge of all forcing inputs and
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focus instead on the more antecedent issue of obtaining
observability of all internal states of the target sensor
system using only its single output port. Recall that we
must obtain necessary and sufficient state-observability as
calculated in equation (7). Commonly employed models
for a non-ideal inductor omits component Rscp possibly
because it has minimal impact on the inductor’s circuit
behaviour when operating at lower frequencies. However,
when attempting to estimate both
and
we must
does not
model also parasitic component Rscp so that
become the only internal state variable algorithmically
linked with the circuit’s output voltage. Furthermore,
parasitic component Rslp must also be modelled so that
does not become the only internal state variable algorithmically linked with the circuit’s output voltage y(t), based
on the first derivative of its current. Finally, we expect
from a practical perspective that a model-based state
estimator’s capacity to remove noise from its estimates
will be enhanced if the two state variables are influenced
to be mutually out of phase based on parasitic component
values in our selected current transformer sensor.

UNKNOWN INPUT ESTIMATOR DESIGN
To obtain a model of the unknown input system we
modify state-space equations (1) and (2), eliminating u(t)
leaving additive disturbance d(t) as the sole system input,
to obtain equations (17) and (18).
(17)
(18)
The state-space equations for the auxiliary UIE system
with only disturbance inputs are shown in equations (19)
and (20). In this estimator z(t) maintains the state estimate
internally, y(t) is the output from the target system, and
the
provides the output estimated variables. The
time-invariant auxiliary estimator matrices F, K, and H
need to be designed.
(19)
(20)
A fundamental assertion of UIE design is that the error
e(t) in equation (5) is defined to approach zero asymptotically independent of the presence of an unknown input
d(t), and that the estimation process can be decoupled
from the disturbance. The estimation error can be solved
for algebraically using (5), (17), (18), (19), and (20).
Based on the dual conditions that the error approaches
zero asymptotically, and the estimator structure requires
, then a solution can be derived for an estimator. This class of estimator is described theoretically in
the literature [7][8][9][10][11], in a textbook chapter [12],
and as stepwise design in [13]. The tuple 〈 , 〉 must be
observable in equation (7) as a necessary condition for
UIE existence. In the beam current transformer context
this observability criteria was satisfied without additional
effort, but there are additional options decomposing the
tuple 〈 , 〉 into observer canonical form obtaining observability whenever a stable UIE exists. Next some of
the UIE time-invariant matrices can be calculated in equations (21) and (22).
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(21)
(22)
Feedback stability of the UIE requires stable eigenvalues of F in equation (23). This is easily accomplished
using an Octave control system package library functions
such as place or lqr to calculate feedback gain K1 passing
and
for the function’s A and B matrix parameters. Both methods were tried with the lqr based pole
placement appearing to be more efficient for arriving at
an estimator with good performance removing noise
while also faithfully tracking the sensor voltage out, but
this of course will be highly dependent on the skills of the
system designer. With either approach we can adjust the
estimator performance for various metrics, but in contrast
to the famous Kalman algorithm, we expect that mathematical optimal error reduction for noise and or system
errors with known Guassian statistics is no-longer guaranteed.
Finally, we can finish the UIE design calculating matrix
K in equation (24).
(23)
1
2
1
(24)
Once we have created a stable feedback UIE then it is
useful also to calculate the disturbance value, in this situation the beam-current, given the UIE’s estimate of the
sensor’s internal states. This must be approached carefully so that we obtain a meaningful and accurate result. The
proper approach can be derived by taking of the output
in equation (18), and next substituting (17) to obtain
equation (25) [10].
)
(25)
From (25) an estimate for d(t) can then be obtained algebraically in (26). Initially there are concerns about increased noise coupling due to summation with a derivate term. However in practice positive results are obtained, perhaps because the derivative of the state estimate and not the derivative of the sensor output voltage
y is the basis for our result.
(26)
To obtain simulated estimates for and it is necessary to add some additional estimator states to the UIO in
Octave.

SIMULATION RESULTS
In figure 3 results from simulating the target beam current transformer sensor system along with the auxiliary
unknown input estimator can be seen. First, a simulated
beam current source was created by removing the negative excursions of a sine function, next imposing a
LANSCE mini-pulse time structure, and finally adding
Gaussian distribution noise. Second, the target beam current transformer sensor system was simulated, using the
simulated beam current source as its input, and capturing
its output. Third, Gaussian distribution noise was added
also to the target beam current transformer sensor system
simulated output. Fourth, the UIE system was simulated,
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Figure 3: Octave Simulation Results
using the simulated sensor system output plus added noise tion’s knowledge of sensor components has not been
as its input, and capturing its output.
tried. This would require some substantial modifications
Initial simulation results are positive with the estimator to the simulation script.
appearing to exhibit good performance removing sensor
Modern tools exist for converting Octave (MATLAB)
and process noise as anticipated. When running the simu- models into a physical FPGA-based signal processing
lation it is observed that the UIE performance is sensitive system, and the next step would be to test the algorithm
to the RLC bandpass high frequency cut-off of the sensor. on a physical system.
If we open up the high frequency bandwidth of the sensor
For steady-state beam droop distortion perhaps isn’t nosufficiently so that the LANSCE RF micro pulses pass ticed because the sensor’s transformer coupled output and
through the sensor then the UIE does not perform as well the UIE’s estimate of it will settle to a quiescent offset. In
removing noise. Otherwise, the UIE appears to perform contrast, for pulsed beam structure droop distortion might
well for a range of different sensor component value se- become problematic depending on sensor component
lections that were tried.
values. However, it is expected that, with an FPGA implementation, additional logic could be added resetting
FUTURE WORK
UIE initial conditions whenever measured beam current
At this time, mismatching the UIE’s knowledge of the drops below a certain threshold, and consequently droop
target sensor components and the target sensor simula- distortion might be significantly reduced, at least for
THPHA128
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some modes of beam pulse time structure at LANSCE.
Also, potential for eliminating this type of distortion with
enhanced estimations of d(t) needs further investigation.

CONCLUSION
The current transformer sensor was characterized in
SPICE considering additional parasitic component values.
A novel approach for beam current transformer data acquisition was designed and simulated. The specific Kalman algorithm was found to be incompatible with this
context and instead a related estimator algorithm, the socalled the Unknown Input Estimator, was evaluated, for
beam current transformer sensor systems. Initial Octave
simulation results are positive with this estimator appearing to exhibit good performance reducing sensor and
process noise. We hope to test the UIE based data acquisition on a physical system in the near future. The UIE
implementation also appears to have potential for reducing droop distortion.
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AUTOMATED CONTOLS FOR THE HARD X-RAY SPLIT &
DELAY SYSTEM AT THE LINAC COHERENT LIGHT
SOURCE
A.P. Rashed Ahmed, M.C. Browne, D.L. Flath, K.L. Gumerlock, T.K. Johnson, L. Lee, Z. Lentz,
T.H. Rendahl, H. Shi, H.H. Slepicka, Y. Sun, T.A. Wallace, D. Zhu
SYSTEM DESIGN AND HARDWARE

Abstract
The hard x-ray split and delay (HXRSnD) system at the
Linear Coherent Light Source (LCLS) was designed to allow for experiments requiring two-pulse based x-ray photon
correlation spectroscopy. The system consists of eight silicon crystals split between two optical branches, with over
30 degrees of freedom. To maintain system stability and
safety while easing system operation, we expand the LCLS
Skywalker software suite to provide a python-based automation scheme that handles alignment, operations and engineer
notification. Core safety systems such as collision avoidance
are processed at the controller and Experimental Physics
and Industrial Control System (EPICS) layer. Higher level
functionality is implemented using a stack of open-source
python packages (ophyd, bluesky, transitions) which provide a comprehensive and robust operational environment
consisting of virtual motors, plans and finite state machines
(FSM).

The HXRSnD system is divided into the towers, diagnostics, and pneumatics. There are four towers in the system
labeled 1 through 4, with 1 and 4 being the farthest upstream
and downstream towers respectively. Diagnostics are present
before and after the enclosure, and between each of the silicon (Si) crystals. A system of pneumatics handles the flow
and temperature of nitrogen (N2 ) and helium (He) into the
system.
After the beam has been split at the start of the enclosure,
each half will travel through one of two paths: the delay,
or channel cut branch. The delay branch is comprised of
towers 1 and 4, along with the diagnostics between the tower
crystals, and is capable of producing a delay range of -30
ps to 500 ps at 8 keV. The channel cut branch is comprised
of towers 2 and 3, along with the diagnostics between them
and remains at a fixed delay for a given energy.

Tower System
INTRODUCTION
Between the various operational modes of the hard xray free electron laser (FEL) at the Linac Coherent Light
Source (LCLS), delays in the 1 ps to 1 ns regime have been
unattainable using multi-bunch techniques[1]. To help fill
this gap, x-ray optics which split the beam while adding a
predefined delay must be used. The hard x-ray split and delay
(HXRSnD) system at LCLS fulfills this role by splitting the
beam using Si(220) crystals, passing both halves through
variable and static delay branches, then recombining them
at the end of the enclosure.
The new HXRSnD system consists of almost 30 axes of
motion and eight diagnostics for alignment and poses a significant challenge for basic operations since the most desired
parameters such as energy and delay require coordinated
motion between multiple motors in the system. Additionally,
exposing the system in its entirety rather than in discrete
states makes it prone to failure by permitting access to previously untested system states.
The HXRSnD system requires a fully automated controls
system including the alignment, operations, and engineer
notification. Introducing automation is especially prudent
when considering projects such as the systems for LCLS-II,
the future laboratory upgrade which will result in three new
experimental soft x-ray hutches. To adequately prepare for
LCLS-II, investing in automation opportunities such as the
HXRSnD system proves invaluable as a test-bed for new
controls frameworks that allow for full automation.

The towers require a high level of performance and are
composed of a combination of servo motors and piezo stages
(see Fig 1). Each delay arm is built on top of an Aerotech
ANT180 linear stage for insertion/removal of the arm from
the beam, with an Aerotech APR150DR-135 positioning
the arm on the granite table. The Si crystals rest on top of
two Aerotech ANT95-180-R stages which adjust the crystal
angles with respect to each other. One of the ANT95-180-R
stages is placed on a custom stage built using an Aerotech
BMS35 motor, while the other is static, allowing for the time
delay between the two branches to be adjusted. Each of the
crystals is mounted on top of an Attocube ECGt5050 goniometer and Attocube ECSz5050 vertical translation stage.
An Attocube ECSx5050 linear translation stage is used for
insertion of a Hamamatsu S3590-19 PIN diode for measuring the beam intensity at the delay crystal. The channel
cut branch towers are built using Aerotech ANT95-100-L
linear stages for insertion and removal of the crystals from
the beam, and ANT95-180-R rotation stages for angular
adjustment.

Diagnostics
In addition to the servo motors and piezo stages making
up the delay and channel cut branches, beam diagnostics can
be inserted and removed along each branch, as well as at
the input and output of the system. Hamamatsu S3590-19
PIN diodes are used for beam intensity measurements, while
Mako G192B PoE CCD detectors are used for beam profile
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Figure 1: Detailed overview of the HXRSnD motion system for the towers and diagnostics.
measurements. These diagnostic stages do not require the
same high level of performance the delay towers do, and as
such are positioned using stepper motors. These diagnostics
are mounted on top of Micronix VT-50L stages of varying
lengths, allowing for horizontal and vertical positioning.

Pneumatics
N2 is required to move the large theta motor and linear
delay stage on the delay towers. More specifically, the N2
is used to float the towers 5 µm above the table and open a
U-channel aluminum casing on the delay stage, permitting
linear motion. The granite table has a vacuum system that
produces a suction force on the towers, holding them in
position. SMC digital solenoid valves are present on the N2
lines and the vacuum lines for flow control as well as SMC
ISE30A and ZSE30A digital pressure switches for feedback.
Additionally, there are gas heaters for the N2 and He along
with resistance temperature detectors (RTDs) to temperature
control the system.

SOFTWARE ARCHITECTURE
The software stack designed for the HXRSnD is comprised of the Aerotech controllers, Experimental Physics and
Industrial Control System (EPICS), ophyd[2], bluesky[3],
and transitions[4]. The stack hierarchy has the Aerotech
controller at the lowest level, EPICS, providing the transport layer, then ophyd, bluesky, and transitions providing
the python device, procedure, and state interface. User-level
operation is done using an IPython shell, a Jupyter notebook,
or PyDM[5], a Python-based graphical user interface (GUI)
developed at LCLS.

Aerotech Ensemble
Each Aerotech controller is loaded with several programs,
called Tasks, which can be used to automate motion routines,
collect and output data, or monitor the various axes on the
controller. Due to the small working space of the HXRSnD
system and the large number of axes involved, collisions are
possible. Additionally, the air bearings the delay arms glide
on can run off of the granite table at certain stage position
combinations. To mitigate these issues Aerobasic tasks were
added to each Aerotech controller to monitor the positions
of the relevant axes and keep them within defined safe zones.

EPICS
For our hardware communication layer, we used EPICS,
a distributed control system providing supervisory control
and data acquisition (SCADA) capabilities, and implements
client communication using the channel access (CA) network
protocol. Safety systems were implemented at the IOC level
using soft and operating limits which were set to be just
within limits set at the Aerotech controller. Additionally,
interlocking between the motors and pneumatics were also
added to prevent motion while the system is in the parked
state. IOCs were also used to host process variables (PVs)
outputted by the higher-level python interface.

Ophyd
A python package called Ophyd was used to provide a
python interface to the hardware exposed in EPICS. Ophyd
provides a framework to implement hardware as controlsystem agnostic classes with a uniform high-level API. Additionally, their hierarchical nature allows lower level components to be seamlessly combined into aggregate devices.
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Thus, all the lower-level devices such as the motors, diagnostics, and pneumatics were implemented using Ophyd, along
with the towers, virtual motors, and the HXRSnD system as
a whole.

Bluesky
State-transitions and scans required by the system were all
written in python using a package called Bluesky. The package provides a library for control and data collection using
AsyncIO - the python module which implements coroutines
for writing single-threaded concurrent code. Under this
framework, sequences of instructions (for example, a scan)
are implemented as plans that are executed by a Bluesky
run-engine.

Transitions
At the highest level, the system is controlled using finite
state machines (FSMs) written using the transitions package
in python. Transitions provides the necessary utilities needed
to implement state machines with defined states and allowed
or conditional transitions. The FSM was used to minimize
the number of different system configurations available to the
operator, simplifying usage while elucidating the debugging
process.

PRIMARY FSM

User level control of the HXRSnD system is done using
the primary FSM which handles state transitions between
all the system states. In the FSM, there are four main states:
“normal operation,” “online calibration,” “parked,” and “error latch” (see fig. 2). Each of these states has secondary
states that are only accessed by being in its corresponding
primary state. Transitions between states are implemented
as bluesky plans that carry out all the necessary changes to
the system required by the destination state, transitioning to
the “error latch” state in the event of a transition error.

Figure 2: Primary FSM overview with secondary states and
allowed transitions.

Normal Operation

The expected operational model is that under most circumstances, the only necessary function is the ability to change
the overall energies and delay. For the HXRSnD system, the
“normal operation” state is characterized by towers 1 and 4
being in the “flying” state, restricted low-level motion, full
access to the high-level virtual motors (E1, E2 and Delay),
enclosure state being “sealed”, x-ray permission being in
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the “permitted” state, referenced, and the system be either
manually or automatically aligned. From “normal operation,” access to the two other states is permitted and all plans
for transitioning into “normal operation” must ensure the
conditions above are met.

Parked System
When the HXRSnD system needs to be placed in a configuration meant to stay static, the “parked system” state is
used to guarantee immobility. In this state, the air flowing
through the air bearing is shut off, and the granite vacuum
is turned on, anchoring the bearings of the tower, and linear
delay stage and all motors are disabled. Other characteristics
include the system alignment, referenced, in a sealed state,
and in a permitted x-ray state.
Secondary states are present to physically or programmatically give access to the system as necessary. Transitioning
into the “access mode” state prohibits -rays and all motors
remain immobile. If access and motor motion are required,
then transitioning to the “motion access” state grants permission to do so.
For experiments where the HXRSnD is not needed, all
components must be placed into the retracted position to
allow the beam to bypass the system. The “bypass mode”
state indicates that the system is fully removed from the
beam path, and drift-tube has been installed in its place.
Transitioning into or out of this state initiates the retraction
or insertion procedure.

Online Calibration
If the system needs to be recalibrated or loses its alignment
or reference, the “online calibration” state gives access to
the manual and auto-alignment, referencing plans or lower
level motors for operator use. The only restriction for this
mode is that towers 1 and 4 must be in the “flying” state.
Secondary modes for this state are “manual alignment,”
“auto-alignment,” and “low-level motion.” In the “manual
alignment” state, only the alignment motors such as the crystal rotations are permitted for user motion. From this state,
the user will have access to the rocking-curve procedure
taking the individual crystals and diagnostics as inputs. The
user then specifies the alignment has completed and the
system alignment will change to “manually aligned.”
Transitioning to the “auto-alignment” begins execution of
the alignment procedure, returning to the “online calibration”
state upon completion. For control of individual motors,
“low-level motion” provides this functionality, in addition to
allowing the air bearings to transition into the “locked” and
“landed” state.

Error Latch
In the event an error is encountered, the “error latch”
state ensures system safety by preventing any further interaction without acknowledgment and notifies the relevant
engineers using the LCLS Easiest Alarm System Ever[6]
(EASE) EPICS monitoring tool. EASE is a utility for monitoring EPICS PVs and sends notifications via email to the
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Figure 3: Outline of alignment components. Delay line in red, channel cut line in blue.
specified personnel depending on the alarm values configured for a particular PV.

Auxiliary FSMs
Within the HXRSnD system, there are some auxiliary
FSMs the primary FSM depends on. Notable auxiliary
FSMs are the referenced and air bearing FSMs, which determine if the system needs to be referenced, and how to
transition the towers between pneumatic states. For all of
the axes of motion throughout the HXRSnD system, to reliably perform any motion all the involved motors must be
referenced or homed.
Each of the delay towers has a separate internal state machine that ensures the proper air-flow procedure is followed
when attempting to transition between locked and flying
states. The FSM consists of four states with two alternating
parameters: the N2 air supply and table vacuum.

VIRTUAL MOTORS
Within the “normal operations” state, the primary requirement is tuning the system energies or delay. Each branch
was combined to form virtual motors representing the delay branch energy, channel cut branch energy, and system
delay to remove low-level interaction. Tuning any of these
system parameters involves at least three motors, with the
delay branch energy requiring eight but with Ophyd, these
motors are abstracted as a single device with motor-like
functionality such as relative motion, scanning, and waiting.

System Delay
Setting the system delay (Delay) first requires a conversion
from the inputted delay in time to a linear stage position, L,
where Ł is defined in Eq 1 as:



ct dG (1 − cos(2θ 2 ))
1
+
(1)
L=
(1 − cos(2θ 1 )) 2
sin(θ 2 )
Where t is the desired delay, c is the speed of light in
vacuum, dG is the gap between channel cut crystals, θ 1 is
the delay branch Bragg angle, and θ 2 is the channel cut
branch Bragg angle. The delay stages t1.L and t4.L are then
moved to position Ł . To maintain beam position on the dd
diagnostic, dd.x must be moved to ddL , which is defined in
Eq 2:
(2)

ddL = Lsin(2θ 1 )

Delay Branch Energy
Tuning the energy of the delay branch (E1) requires motion of all the crystals and middle diagnostic on the line
(see fig 3). After calculating the Bragg angle, θ 1 using the
desired delay branch energy, the static crystals t1.th1, t1.th2,
t4.th1, and t4.th2 are moved to theta1, while t1.tth and t4.tth
are moved to 2θ 1 . The dd diagnostic is then moved to the
position calculated using Eq 2.

Channel Cut Branch Energy
The channel cut branch energy (E2) requires motion on
both branch crystals as well as the dcc diagnostic. After calculating the Bragg angle, θ 2 for the desired energy, crystals
t2.th and t3.th are moved to θ 2 . The diagnostic dcc.x is then
moved to dccL , which is defined in Eq 3:
dccL = 2dG cos(θ 2 )

(3)

AUTOMATIC ALIGNMENT
Performing an automated alignment of the system requires
the coordination of all the motors in the delay and channel
cut branches in addition to all the diagnostic motors. Figure
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3 outlines the position and orientation of the motors relevant
to system alignment.

Rocking-Curve Intensity Maximization
The rocking curve intensity maximization is the procedure used to fine tune the angles of the crystals to find the
angle that best satisfies the Bragg condition. The scheme
involves a reflecting surface (Si crystals), an upstream and a
downstream diagnostic. The basic procedure is as follows:
• Set up a linear scan around a target position.
• Perform a linear scan using the reflecting surface, recording the beam intensity at the downstream and upstream
diagnostic.
• Fit a Lorentzian curve to the ratio of downstream beam
intensity to upstream beam intensity.
• Move the reflecting surface to the position that maximizes
the fit.
• Repeat as necessary using a finer scan.

Alignment Procedure
Aligning the system for operation can be broken into two
independent sections: alignment of the delay line, and alignment of the channel cut line. Below is the procedure for
aligning both in series.
• Move t1.x, t4.x, dd.x, t2.x, t3.x, dci.x, dcc.x, and dco.x to
their inserted positions.
• Align the beam to the HXRSnD enclosure at di using the
Skywalker[7] beam alignment suite.
• Adjust t1.y1 by finding the position where the static crystal
cuts the beam intensity in half between di and dci
• Move t1.y2, t4.y1, t4.y2, and dd.y to the position found
for t1.y1.
• As a rough alignment, move virtual-motors E1 and Delay
to the desired delay line energy and system delay. Verify
that the beam is traveling through the system.
• Perform a rocking-curve procedure using t1.th1 and t1.chi1
measuring the beam intensity at t1.dh and di.
• Perform a rocking-curve procedure using t1.th2 and
t1.chi2 measuring the beam intensity at dd and t1.dh.
• Perform a rocking-curve procedure using t4.th2 and
t4.chi2 measuring the beam intensity at t4.dh and dd.
• Ensure the beam is correctly aligned to t4.th1 using t4.cam,
adjusting the t4.y1 accordingly.
• Perform a rocking-curve procedure using t4.th1 and t1.chi1
measuring the beam intensity at do and t4.dh.
• As a rough alignment, move virtual-motor E2 to the desired channel cut energy. Verify that the beam is traveling
through the system.
• Perform a rocking-curve procedure using t2.th measuring
the beam intensity at dcc and dci.
• Perform a rocking-curve procedure using t3.th measuring
the beam intensity at dc and dcc.
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CURRENT PROGRESS
The HXRSnD system is currently in the process of fully
implementing the automation architecture put forth in this
paper. The system has the motor safety systems completed in
both the Aerotech controller and the EPICS layer, in addition
to the ophyd high and low-level devices including the virtual
motors. Additionally, the rocking curve procedure has been
fully implemented in bluesky, leaving the finite state machines, transitions, and alignment and homing procedures to
be completed. In the upcoming fall beam-times we expect
the system to reach complete implementation, resulting in
full automation.

CONCLUSIONS
Extending the Skywalker framework to include FSMs allowed for more comprehensive system control and represents
a significant step on the path to automation at LCLS. Using a software stack consisting of controller logic for safety,
ophyd for low and high-level device abstractions, bluesky
for procedures and state transitions and transitions to create
the state topology, we demonstrated an automation scheme
for the HXRSnD. And while the system has not been fully
implemented, the upcoming beam-times will allow for the
completion of the full software architecture.
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CONTROL AND INTERLOCK SYSTEMS FOR THE LIGHT PROTOTYPE
R. Moser, M. Cerv, S. Magnoni, H. Pavetits, P. Paz Neira K. Stachyra, ADAM S.A., Geneva,
Switzerland
Abstract
LIGHT (Linac Image Guided Hadron Technology) is a
particle therapy system1 developed by Advanced
Oncotherapy plc. Accelerator, control and interlock
systems are developed by its subsidiary A.D.A.M. SA, a
CERN spin-off. The system is being designed to accelerate
protons up to 230 MeV using a modular and compact 25meter-long linear accelerator. It is being designed to
operate in pulsed mode where beam properties (energy,
pulse charge and spot size) can be changed at 200 Hz.
A proof-of-concept accelerator is being assembled and
tested at CERN (Geneva, Switzerland). Control and
interlock systems are developed using an exploratory
prototyping approach and COTS hardware. Requirements
for the final LIGHT control and interlock systems are
iteratively clarified through creation and refinement of
these prototypes. We will continue to support the proof-ofconcept accelerator activities while starting to design the
final LIGHT control and interlock systems in parallel,
building upon the knowledge acquired with the proof-ofconcept accelerator. The matured final LIGHT control and
interlock systems will gradually replace the prototypes to
automate procedures and test the system before
deployment.

INTRODUCTION
ADAM S.A. is a CERN spin-off founded in 2007 in
Geneva (Switzerland) developing applications of detectors
and accelerators to medicine and is a subsidiary of Londonbased Advanced Oncotherapy PLC. ADAM S.A. is
developing the linear accelerator to be used in the Linac for
Image Guided Hadron Therapy (LIGHT) project of
Advanced Oncotherapy PLC [1].
Current proton therapy solutions mostly rely on
synchrotron and synchrocyclotron accelerators for
accelerating protons. Driven by the recent advancements in
linear accelerator technology, ADAM S.A. has designed a
new linear proton accelerator.
The LIGHT prototype is situated in Geneva, Switzerland
(building 2250, Point 2, CERN), which hosts a control
room, a mechanical and electronic workshop, a rack room
and a shielded space for the accelerator referred to as a
bunker, as depicted in Figure 1. The complete LIGHT
prototype is anticipated to produce beam up to 90 MeV.
The rack room placed at the bunker wall hosts 18 racks for
electronic equipment.
The control and interlock systems for the LIGHT bunker
support conditioning and beam commissioning activities
for the accelerator. Additionally, CERN rules and

Figure 1: Building layout for the LIGHT Prototype in Geneva, Switzerland (building 2250, Point 2, CERN).
_____________________________________________

1

The LIGHT Proton Therapy System is still subject to conformity
assessment by AVO's Notified Body as well as clearance by the USAFDA
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Figure 2: Prototype Control System layout and connections.

Figure 3: Example user interfaces in WinCC OA.
regulations had to be considered during design and
implementation. Thus, the needs differ from the final
LIGHT system [2]. Nevertheless, the aim was to keep the
architecture close to the final layout to reuse hardware and
software in the LIGHT system.

PROTOTYPE CONTROL SYSTEM
The Prototype Control System (PCS) requirements and
differences to the final system can be summarized as
follows:
• Remote monitoring to allow for beam
commissioning and interaction through a single
interface without the need to enter the bunker.
• Remote archiving of essential monitoring
information for further analysis in dedicated
standalone expert applications.
• Local control systems for equipment without
dedicated control such as vacuum and cooling.
• Standalone test systems to execute 200Hz pulse
tests on individual accelerator devices. Operating
while changing settings concurrently on different
devices at 200Hz is not anticipated.
• No unified interfaces are required as the system
is operated by system experts.

Architecture
The PCS controls the accelerator to generate beam and
monitor beam parameters. It relies on Siemens/ETM

WinCC OA at its core as outlined in Figure 2 providing the
following functionality:
• User Interfaces to the connected equipment as
shown in Figure 3.
• Integration of equipment for control, monitoring
and archiving through existing or custom protocol
drivers.
• Archiving of monitored information to a central
Oracle database for further processing by external
standalone applications.
• Reporting of reduced safety related information
through a dedicated web server (page 1) to the
CERN Control Centre.
Accelerator and auxiliary systems have been integrated
through:
• COTS Drivers where the local control systems
are connected through an existing standard
protocol driver such as Modbus/TCP. Only a
simple mapping is performed between the
memory map of the system and WinCC OA, for
example modulators, Inductive Output Tubes
(IOT), steerers and proton source control.
• Custom Drivers where the local control system
did not provide any standard driver, for example
the Low-level radio-frequency (LLRF) system.
• Front-End Controller (FEC) where either no
local control system was available (i.e. vacuum
and cooling) or where direct connection to
WinCC OA was not feasible due to low level
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Figure 4: Custom Driver Integration: LLRF.
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Figure 6: Cooling System Software Layout.

Figure 5: General hardware layout of the BD Test Stand.

•

interfaces (e.g. power converters and temperature
sensors).
Standalone where no integration with WinCC
OA was initially needed, for example beam
diagnostics.

Custom Driver: LLRF
The current LLRF system only provides a custom slow
control interface. In this case the user interface (LLRF
panel) interacts with the WinCC OA database through
dpGet, dpSet and dpConnect. The LLRF driver is
implemented as a library which in turn connects to the
WinCC OA database through the same mechanism and
translates changes to the data point element into custom
request messages sent to the LLRF systems over TCP/IP
connections as depicted in Figure 4. Furthermore, the
LLRF driver periodically polls the LLRF system and
publishes them to the internal WinCC OA database.

Standalone: Beam Diagnostics
The Beam Diagnostics (BD) Test Stand provides
multiple front-end controllers following the principal
layout in Figure 5 consisting of two parts:
• Slow control software is implemented in
LabVIEW and connects the NI PXIe hardware

•

through Ethernet with the services in the
processing tier, i.e. SCADA (OPC UA) and
configuration servers (http). An actor-based
approach [3] together with hardware abstraction
layer ensures the modularity and flexibility of the
system. This allows the number of hardware cards
to be changed upon application start-up,
depending on the current physical configuration
of the accelerator. For instance, the number of
PXIe-4357 cards for temperature readout is
changing frequently.
Real-time control and monitoring is
implemented on a FlexRIO platform with
embedded FPGAs to ensure deterministic
behaviour of time-critical systems. Synchronised
with the other systems through a central trigger
box, FlexRIO cards trigger the accelerator
hardware and monitor incoming signals at a
frequency of up to 200 Hz. A plethora of adapter
cards available for this platform makes it possible
to interface with various types of devices. In
particular, the NI 5751B multi-channel ADC
cards are used extensively for triggered signal
readout of beam diagnostics devices such as beam
current transformers and beam profile monitors.
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Front-end Controller: Cooling System
The cooling control system also follows a layered
approach as outlined in Figure 6:
• Device Layer provides function blocks for
each device type that implement the devicespecific communication logic and map them
to an internal memory map for the Circuit
Layer.
• Circuit Layer implements the cooling logic
including PID regulation loops. It provides a
unified circuit control interface through a
memory map connected to the central
WinCC OA server in the processing tier.
A dedicated remote user interface is implemented as
WinCC OA panel interacting through WinCC OA with
the circuit memory map. This modular approach
decouples device and cooling circuit logic and allows
for a seamless migration to a different supplier or newer
equipment with minimal impact on the overall cooling
control system logic.

Trigger Generator
The purpose of the Trigger Generator is to generate
triggers on 16 outputs via the IO board connected to the
MicroResearch Finland EVR 300I card [4]. All triggers
are generated periodically from an internal trigger,
configurable between 1 and 200 Hz. Trigger output
specific configuration includes:
• Enable/Disable trigger output.
• Delay in steps of 100 nanoseconds from the
internal trigger.
• Pulse length in steps of 100 nanoseconds.
• Divider indicating upon which internal
triggers, the output shall be triggered. For
example, 5 indicates that only every fifth
internal trigger shall generate a trigger pulse on
the output.

LASS
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PROTOTYPE INTERLOCK SYSTEMS
The Prototype Interlock Systems (PIS) reduce the risk
of harm to the personnel and the machine caused by
erroneous situations or conflicting commands [5]. The
general layout and connections of the PIS are depicted
in Figure 7.
The general design of the PfIS had to be adapted to
CERN specific systems and requests. However, the
main requirements are the same as for the LIGHT
Interlock System [2]:
• Mode independency is required for the
interlock systems to react the same way in all
accelerator modes.
• Uniform interlock interfaces for the
compatibility of all devices to the interlock
system.
• Failsafe interface design assures the safe state
of the connected equipment upon a
disconnected wire or a wire break.
• Manual acknowledgement of the interlocks
by an operator is required to reset the interlocks
upon a resolved interlock condition.

LIGHT Access Safety and Access System
The scope of the LIGHT Access Safety System
(LASS) is the access control to the bunker and to assist
in the patrol to make sure that no person is accidentally
left in the bunker. It reduces the risk of harm to
personnel by interlocking
• Beam Generation through the proton source
• RF generation/High Voltage through
modulator and inductive output tubes.
The RF/HV equipment is connected to the LIGHTAccess PLC which distributes the interlocks and, upon
feedback from the devices, generates a sum feedback for
the LASS. The source is connected directly to the LASS
to have redundancy in case the LIGHT-Access PLC
fails.

WinCC OA

EIS interface

SIMATIC S7 Protocol

Access System

Machine Protection System

Interlock Interface

Proton
Source

Modulator

IOT

Cooling
CS

Vacuum
CS

Temp
Switches

SF6
Sensors

Figure 7: Prototype Interlock System layout and connections.
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Both systems are considered Element Important for
Safety and as such need to be tested and certified by the
CERN Departmental Safety Officer after every change.

Machine Protection System
The Machine Protection System (MPS) in the
prototype accelerator is based on a SIMATIC S7 PLC.
Since the personnel protection functionality is part of the
LASS and access system, the MPS is not subject to test
by CERN safety. As anticipated in the final system, the
MPS collects inputs from a number of sub-systems and
ancillary systems and upon evaluation of the internal
interlock chains it re-generates interlock signals for
distribution to all the affected subsystems/devices that
are connected. To avoid hazardous situations each
device/subsystem is responsible for the generation of
status information for the MPS and to react on the
interlock signals received from the MPS. The definition
of facility-wide safety mechanisms for risk reduction
purposes using interlock signals is defined at the MPS
level. In the prototype accelerator, the devices are
equipped with more interlock inputs and outputs than in
the final LIGHT interlock system. The purpose is the
collection of data and the evaluation of the behaviour of
the individual subsystems/devices. Upon evaluation, the
specific
interlock
requirements
of
the
subsystems/devices will be derived.

CONCLUSION
Most of the initial development of the accelerator
subsystems has been carried out using the LIGHT
prototype accelerator installed on the CERN premises.
All groups performing commissioning and test activities
with the LIGHT prototype have been using the provided
control systems extensively (Figure 8).
Current activities for the Prototype Control and
Interlock systems include (a) porting to LIGHT software
and hardware stack, (b) development of additional test
procedures and (c) development of standalone
commissioning systems.
Software reuse remains a concern, partly due to
changing requirements and changing suppliers that
result from the commissioning and test activities on the
LIGHT prototype.
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Everything considered, hardware reuse for control
and interlock systems look very promising with more
than 90 percent anticipation for the LIGHT system. So
far, National Instruments PXIe and Siemens SIMATIC
S7 hardware and software stacks provided all the means
to implement requested functionality without reverting
to custom electronics development.
An early involvement of the control system group is
essential to keep the additional work load for developing
test and commissioning systems for prototypes to a
minimum. Suppliers must provide remote user
interfaces and test equipment covering all requirements
upon delivery. Working on the LIGHT prototype has
shown to be a good learning experience for software and
electronics developers new to accelerator control system
development. The control system group will continue to
provide support for the accelerator prototype, but has
started to work on the final LIGHT system in parallel,
building upon the knowledge acquired with the
prototype accelerator.
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Figure 8: Vacuum Control (left), slow control touchscreen (middle) and beam diagnostics with BD Test Stand (right).
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PRELIMINARY SCANNING INTEGRATION AT MAX IV BEAMLINES
J. J. Jamroz, P. J. Bell, J. Lidon-Simon, P. Sjöblom, D. P. Spruce, MAX IV, Lund, Sweden
Abstract

Motion Controllers

The MAX IV Laboratory is in a stage where beamlines are
starting to welcome users that will collect data utilizing various scanning methods. This paper focuses on the different
motion and synchronization techniques, hardware integration, software solutions, data acquisition and experiment
supervision at MAX IV beamlines.

Beyond 75% of the axes in MAX IV Laboratory are stepper motors. IcePAP [1] has been chosen as our standard
motion controller. This motion controller offers multi-axes
synchronization for a wide range of steppers allowing at the
same time for seamless control of external drivers of other
motor technologies (e.g. Digitax ST servo drivers etc.) in a
single electronic card, simplifying installation and maintenance. The driver can output its position reference or any
encoder input to synchronize with other motion controllers
or to capture position data. Furthermore, a set of digital I/O
enables to both, output internal states in the driver to external
hardware and to trigger internally generated movements.
The scenario for piezoelectric actuators is a bit more fractioned as there are different techniques under this term. The
different piezo electric linear stacks, slip-stick motors, walkers and the incompatibilities between drivers, that vendors
offer for them, create a slowly growing set of different controllers that often are not thought with integration in a complex data acquisition setup like a synchrotron beamline in
mind and that furthermore increase required support from
the different teams involved.
To mention a few, Physik Instrumente (E-625, E-725 series), Smaract MCS, Attocube ECC are already present in
some of the MAX IV Laboratory setups. The diversity in
communication buses, I/O-s, internal resources, features implementation, calibration requirements and heterogeneous
offer of available actuators forces to study carefully the current requirements and their possible future evolution before
purchasing.

INTRODUCTION
The objective of a scan is to vary certain physical parameters of a machinery while acquiring sample images/data
together with other relevant attributes for metadata purposes
and eventual result adjustments/corrections. Step and continuous scans plus their variations (hybrid scans) are the most
common.
Step scans are mostly position based. A scan macro defines a group of motors with their position set points, group
of acquisition devices, step period and amount of steps. Once
the scan is launched, motors follow the defined trajectory and
the group of detectors/acquisition devices collect data for
each set point. Step scans are generally software based, e.g.
a program manages each step’s transitions and acquisitions.
Continuous scans are a bit more complex. The data acquisition is carried out as, at least, one of the motors is moving
continuously along a predefined stroke. That implies the
need of hardware to associate the data points to the position
of the motors where that data was collected.
If the scheme is time based, that hardware will take not
only the role of triggering the acquisition devices in the scan,
but also to sample the positions of the motors at each point.
If, on the other hand, a position based scheme is used, that
hardware will have to monitor the position of the moving
motor and generate triggers as target positions along the
stroke are reached.
The selection of the scheme to be used, either time or position, will be done by the availability of suitable electronics,
scan timing performance, error budgets and the nature of
the experiment itself.

HARDWARE
A variety of hardware elements are present in the data
acquisition setups in synchrotron beamlines. Motion controllers steering actuators like steppers or piezoceramic
stacks in closed loop against encoders based on optic, magnetic, interferometric and other effects run across a predefined trajectory, while different detectors like CCDs, electrometers, ADCs, counter cards and other electronics acquire
data gated by some hardware unit that at the same time can
distribute other digital signals to open shutters and valves.

Encoders
Encoders are not only used in setups to close the different
actuators position loops but also as a source of data that is
captured together with that of the rest of detectors. That
set specific requirements on the motion controllers or on
external electronics used to capture that data.
A number of different technologies are used in synchrotron beamlines to measure position, optical and magnetic encoders, strain gauges and interferometers. For scanning purposes, the nature of the transducer itself is as important as the signal scheme used to bring the data into the
control system. Incremental and absolute (SSI, BISS-C, EnDat) encoders are the most common and are compatible with
most motion controllers but other schemes based on simple
analog voltages or currents can appear and require additional
solutions.

Other Hardware
Industrial PC cards like counters and ADCs are used for
a number of purposes within the measurement setups as the
examples below describe. Among others, acquiring analog
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signals from position sensors, counting pulses from photon
sensing detectors or from voltage-to-frequency converters
attached to current amplifiers or generating gates and other
triggering signals during the measurements are the most
typical. These cards have normally many features and have
proved to be more than enough for the current applications.
Despite that, they lack full access to the internal resources
that other systems based on FPGAs can offer and that may
be necessary in future and more complex applications.

STEP SCANS
A classical example of step scans are energy scans. The
aim is to move the optics in the monochromator to a new
position in a way that light with another energy is available
through the exit slit and then stand still until the measurement
is done. Many times the insertion device and the rest of the
mirrors in the beamline stays in their positions during the
entire step scan but if they move, the measurement will not
start until all objects reach their final destination.
The angles of a monochromator need to position its optics
in order to reach a certain energy can be calculated by first
starting with the basic grating equation for diffraction and
then introduce a fixed focus condition, c f f , defined by c2f f =
cos2 (β)/cos2 (α), originally described by [2] and others. The
angles on the mirror and the grating are, for a given energy
then set by the quadratic equation
m2 λ 2
mλ
sin(β) + c2f f − 1 − 2 c2f f = 0
d
d
(1)
where m is the diffraction order, d is the ruling spacing
of the grating, λ is the wavelength of the light, and α is the
normal incident light on mirror.
The users at MAX IV have several options to make a scan
as we are using Tango [3] and Sardana [4] as our control system components. A simple scan is set in Taurus [5] by start,
stop, step, time variables through GUIs accessed through
synoptics [6]. Then, the selected item to be scanned, often
a pseudomotor incorporating (1) will move the mirror and
grating from energy to energy as requested, pause motion
and trigger devices to allow measurements and then continue
until the end.
The sampling time varies from fractions of seconds to
hours depending on the experiment and during this time
the optics should be as free of vibrations as possible. Short
term vibration is best avoided already in the design phase
of the individual systems by pushing the self resonance frequency to high values. At MAX IV, a design request is to
stay above 50 Hz. Other sources of noise are turbulence in
cooling water in optics, which should be reduced to a minimum as seen in Fig. 1 where noise is measured on Veritas
monochromator mirror first with maximum water flow and
then completely turned off. The noise is reduced by a factor
of five between those extremes. Vibrations from pumps are
yet another important source, which makes ion pump an
attractive solution.
(1 − c2f f ) sin2 (β) + 2c2f f

Figure 1: Noise in the monochromator mirror is reduced by
a factor of five when the two valves controlling the flow are
closed.

Measurement examples on Veritas beamline for a step
scan on the monochromator mirror is shown in Fig. 2, where
the ten individual steps up and down are reduced to barely
be separated from the noise in the system as a test of the
resolving power. In this test, the closed loop is turned off
as can be seen as the steps are not exactly equally long due
to drift. Each step is ten seconds long and the water flow is
turned off. The target resolution on Veritas is 100.000 E/dE
which means that at 1000 eV the mirror should be able to
take less than 220 nanoradians per step, while for the grating
it is enough with less than 300 nanoradians per step for the
1221 lines/mm grating, which is reached as the steps are
roughly 50 nanoradians high. As seen in Fig. 1, this margin
is easily erased by e.g. uncontrolled cooling water flow.

Figure 2: Veriats monochromator mirror during a step scan
of 10 up and down steps, with 10 seconds of sampling time
in open loop.
For the longer measurements, the ability to stay in the
same position over time is crucial. In Fig. 3 the angle of
Veritas monochromator mirror is recorded over two weeks
operating in closed loop. The closed loop prevents the mirror
of drifting away from its position.
THPHA132
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The drift could be caused by vacuum forces, relaxing
tension in gearboxes and other sources of forces. Another
source is temperature drift that causes mechanical drift,
which puts demand on temperature controlled environment.
In MAX IV, optical hutches are temperature controlled to
0.1 degrees.

Figure 4: Position based scan.

Figure 3: Monochromator optics controlled by stepper motors operating in closed loop have the ability to hold a steady
position for long measurements.
One can also note in Fig. 3 that the best performance of
the system is during weekends and night, as the ongoing
construction on the facility (MAX IV was, at the time of the
measurement, still a construction site) introduce additional
noise from 7.30 every morning.

CONTINUOUS SCANS
Initially, MAX IV has utilized two types: position and
time based with maximal acquisition (discretization) frequency below 1 kHz.
In case of position based scan (see Fig. 4), a main motion
controller acts as a scan master and has to be programmed
with a certain trajectory movement of its axises. A predefined table trigger=f(position) defines a synchronization trigger occurrence for the scan acquisition group (DAQ devices,
detectors etc.). The main advantage is that this solution does
not require any extra timing electronics in general.
In case of time based scan (Fig. 5), a main motion controller acts as a "semi-master", it contains predefined trajectory position=f(time) (generally V[m/s] = const) and generates the start − stop gate signal (based on the min/max
position threshold) which is fed to a beamline timing. Once
the gate is received, the timing takes the role of the master and discretizes the gate pulse into a frequency, feeding
acquisition devices and motion position recorders as well.
An initial evaluation has been done at Nanomax beamline
and the time based solution has been selected as acquired
images (detector data) had a better performance in terms
of accuracy and noise. The reason is related to noises of
axis encoders as mechanics has higher jitters than electronic
oscillators, synchronous and asynchronous processing electronics (below nano seconds).

Figure 5: Min/max time based scan.

Nanomax Beamline
At Nanomax [7], the scanning process is based on two
piezo motors (x and y, controlled by PI E-727 with 100 µm
range), where one moves continuously (x) for a range of
steps in the other (y). The scan may typically be 100x100
points. At each point a detector (Dectris Pilatus 100K or 1M)
is triggered, with an exposure time which can be as short
as few ms, thus giving 0.5 s for one "line" (one scan of 100
points in x) and 1 minute for a single complete 2d scan (100
points in x for 100 lines in y). The actual achieved image
accuracy is around 50 nm but targeted is around 10 nm.
The Fig. 6 presents a graphical process of the Nanomax
scan where the piezo controller acts as a scan master.
The principle is as follows:
• The user requests a 2d scan, which is hardwarecontinuous in x and software-stepped in y (Sardana [4]
ascan [8] in y). This implementation involves step and
continuous scan methods together, making a hybrid
scheme.
• Input scan parameters are start position, end position,
number of intervals in y (in the usual way), number of
intervals in x and the integration time.
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Figure 6: Time-based scan structure at Nanomax.
• The y dimension works like a usual step scan. For the x
dimension, the piezo controller will repeatedly follow
a preprogrammed waveform (a ramp).
• The piezo controller generates a trigger output gate
during the x motion (see Fig. 5). This gate is sent to a
data acquisition card (DAQ-2005 by Adlink) and during
this time the card sends trigger pulses. The frequency
is such that the n pulses fit into the time window of the
linear motion.
• The trigger pulses are sent to the detector, other acquisition group (diode detectors with a gated/integrated
acquisition etc.) and to the acquisition card. Here the
card reads the analogue voltage output from the piezo
controller, giving the positions of the piezo (x). The
acquired data is buffered, thus the readout is time synchronized.
• At the end of one line, before moving the step in y, Sardana reads the buffered data from the card and detector
records.
The min/max threshold (see Fig. 5) implementation removes the undefined acceleration time related to a motor
type and its mechanics. Basically, a motor has time to reach
to its working velocity before min position threshold and
slow down after the max. In close future, a beam shutter
will be synchronized with the trigger output gate as well,
so the X-ray will be applied to the sample/experiment only
during the x movement.

CONCLUSIONS
Nowadays, software solutions are very versatile and therefore may be adapted daily to meet new user requirements
in a beamline environment. If a required scan performance
is not outside the software capabilities, the preference is to
skip adding extra hardware, decreasing maintenance and
flexibility difficulties.
MAX IV utilizes standard acquisition electronics: NI6602 (by National Instruments), DAQ-2005 and DAQ-9114
(by Adlink) which support open source (GPLv3 license [9])
libraries (APIs) and Tango [3] devices.
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The choice of IcePAP [1] as standard motion controller
has also proven to be a success, since it covers 75% of MAX
IV needs and can interface to some drivers for actuators not
directly supported like piezos or servos.
The acquisition devices make another big group: Dectris Pilatus detectors, ionization chambers, X-ray position
monitors (XBPMs) and electrometers. EM# by Alba [10]
synchrotron: [11, 12] has been selected as a general purpose
electrometer at MAX IV.
If the existing hardware becomes not sufficient for new
scan requirements, a future intention is to evaluate other
synchronization devices like MUSST [13], Zebra [14],
PandA [15], PiLC [16].
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MicroTCA.4 INTEGRATION AT ESS: FROM THE FRONT-END
ELECTRONICS TO THE EPICS OPI
J.P.S. Martins, S. Farina, J.H. Lee, D. Piso, European Spallation Source, Lund, Sweden
Abstract
The European Spallation Source (ESS) is a
collaboration of 17 European countries that is building a
leading neutron research center in Lund, Sweden. The
ESS facility will have the most powerful neutron source
in the world, providing 5 MW of beam power. The
Integrated Control Systems Division (ICS) is responsible
for all the control systems for the whole facility. For the
accelerator control, ICS will provide different hardware
platforms according to the requirements of each specific
system. For high performance systems, demanding high
data throughput, the hardware platform is the
MicroTCA.4 standard. This work presents the software
stack that makes the integration of a high-end MicroTCA
hardware into the ESS Control System, with the
implementation details of the FPGA firmware framework,
kernel and userspace drivers, EPICS driver and finally the
EPICS IOC that integrates the MicroTCA boards.

(DC coupled) using a 16-bit ADC up to 5 Msps and also
has two analog outputs driven by a 16-bit DAC with a
range of ± 10V.

FRONT-END TO USERSPACE
For the ESS Control System, MicroTCA platform has
been chosen as standard hardware for systems that
demand fast acquisition rate and online processing. With
the flexibility provided by Advanced Mezzanine Cards
(AMC) carriers and a selection of mezzanine boards, this
platform can meet the most user requirements at the
facility. ICS plan is to provide a reduced standard set of
hardware in order to optimize the long term support and
maintenance of the software and hardware that comprises
the MicroTCA ecosystem.

Data Acquisition Hardware
The main board of this set of hardware [1] is the AMC
carrier IFC1410, equipped with a Xilinx Kintex
Ultrascale FPGA and a QorIQ T2081 CPU, manufactured
by IOxOS Technologies. The IFC1410 also has two HPC
VITA 57.1 slots for FPGA Mezzanine Card (FMC) units.
The combination of FMC cards and Rear Transition
Modules (RTM) to the AMC board gives the flexibility to
configure an acquisition system. The on-board T2081
CPU allows a user to run an EPICS IOC directly on the
board, thus increasing the modularity of the hardware
platform in the sense of control system integration and
distribution. The Figure 1 shows the IFC1410 board,
without any FMC attached to it.
For analog signals the main FMC boards supported by
ICS are ADC3110, ADC3111 and ADC3117, from
IOxOS Technologies. The ADC3110 implements eight
analog inputs using 16-bit ADC up to 250 MSPS with AC
coupled input stages. The ADC3111 has the same
characteristics as the ADC3110 but with DC coupled
input stage. The ADC3117 implements 20 analog inputs

Figure 1: IOxOS IFC1410 MicroTCA board.
The IFC1420 AMC is designed for applications that
require analog signal conditioning that is not possible to
implement in an FMC card, due to the reduced area
available, but can be achieved using a Rear Transition
Module (RTM). The IFC1420 has the same FPGA and
CPU model of the IFC1410 but with a special mezzanine
card that occupies one of the FMC slots and has 10
analog input channels routed to the RTM interface.
Currently ESS has been using the SIS8300 digitizer
board, from Struck [2]. This board is a MicroTCA AMC
carrier with on-board 10-channel ADC (16-bit @ 125
MSPS) and two 16-bit DAC for fast-feedback
implementations, also routed to the RTM interface.

FPGA Firmware Application
The basic firmware application that is available for the
IFC1410 FPGA is a waveform digitizer that acquires
analog signals from the FMCs attached to the board. This
application can be used for standard data acquisition on
the CPU side and can be modified to add user-specific
digital processing blocks and functions. The main features
of the basic application are:
 Waveform digitizer with data buffering using the
FPGA memory blocks.
 Waveform digitizer with storage in external DDR3
memory.
 Independent trigger function for both FMCs.
 Parallel acquisition for all channels.
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Interface between CPU and FPGA
The data transfer between CPU and FPGA in data
acquisition systems is generally done using PCIe
interface, which enables high throughput rates and
distributed architecture. On the IFC1410 the embedded
CPU has a PCIe x4 Gen3 link connected to the FPGA.
The FPGA design kit provided by IOxOS uses a
proprietary framework [3]. The main feature of its
architecture is a high-speed interconnection among all the
entities that interface to the FPGA: FMC slots, on-board
DDR3 SDRAM, AMC backplane and the PCIe endpoint
linked to the CPU.
This framework implements a memory mapped model
with segregated I/O space (IO_Bus) and memory space
(TMEM) that enables the CPU of the IFC1410
communicate with the FPGA application using the PCIe
link:
 The IO_Bus mechanism acts as a register mapped
structure on the PCI BAR and can be used for basic
32-bits read/write transactions.
 The TMEM memory space transactions are used by
the DMA operations to transfer bulky data from the
DDR3 connected to the FPGA up to the CPU kernel
space.

Kernel and Userspace Drivers
The basic software layer provided by IOxOS as part of
the support package for its MicroTCA boards is a kernel
module and a userspace API. The kernel module
implements the facilities of a device driver for data
acquisition systems: register read/write operations; buffer
allocation; DMA transfers and access to communication
buses inside the FPGA infrastructure. The userspace API
encapsulates the system calls, providing a higher-level
interface for the clients of the library.
On the top of those software layers, ICS is developing a
library to provide generic data acquisition interface to the
firmware application running on the FPGA. This library
abstracts away the differences between the FMC cards
providing a unified set of common functions for arming
the device for analog conversion, wait for acquisition to
complete and reading out the acquired samples. By
keeping this standard interface, the support development
of new FMC modules is optimized, as they can be quickly
deployed for the high layers applications.

BOOT ENVIRONMENT
ESS Control System is based on ESS EPICS
Environment (EEE) [4], which implements dynamic
linking of compiled EPICS modules at runtime. On the
MicroTCA crates, the CPUs that run the IOC process
should be a diskless device that gets its root filesystem
and mounts the EEE pool of files using NFS service.
For the IFC1410/20 cards the boot procedure is the
standard Linux embedded system approach. As these
boards have both CPU and FPGA, they need support for
managing the FPGA bitstreams that will be flashed on the
FPGA in addition to the kernel image and root filesystem
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for the CPU. The boot process is configured using U-Boot
bootloader scripts. The U-Boot script is retrieved from the
server using TFTP and sourced on the bootloader
environment, instructing the board on where it should
find the necessary files to start-up the system. The
bootloader will use TFTP to fetch the FPGA bitstream
from the server, flash it on the chip, get the kernel image,
mount the root filesystem and start Linux. This
architecture provides good flexibility to bring up new
boards and test different FPGA bitstreams.

EPICS INTEGRATION
ESS Control System [5] will be based on EPICS
middleware, thus all the MicroTCA-based systems will
export its high level functionalities to the EPICS
infrastructure. The use of new electronics like MicroTCA
boards recently released on the market requires the
development of new EPICS drivers to integrate those
devices.

Early Implementation
Currently, the EPICS drivers for the MicroTCA boards
at ESS were developed using the NDS3 [6] framework,
developed by Cosylab as a C++ set of classes. NDS is
built on top of Asyn [7] thus offering direct compatibility
with EPICS device support layer.
Drivers for EPICS based on NDS3 implements the
device as a hierarchical tree structure, automating the
creation of objects associated to EPICS records, with
specific read and write functions.

AreaDetector for Digitizers
The collaboration with EPICS community is one of the
main goals of the ICS strategy for the ESS Control
System. Following this premise, the use of widely used
EPICS modules is encouraged, so we can benefit from the
support of the community and contribute to it.
AreaDetector [8] is the standard for 2D detectors and its
facilities can be easily used to develop driver support for
digitizer cards. Therefore, AreaDetector was chosen as
the standard framework for the digitizer cards at ESS
Control System. AreaDetector is also built on top of
Asyn, which is also widely used in EPICS community.
The architecture of AreaDetector allows the creation of
C++ classes that can implement the basic controls of the
hardware and can be inherited by new class definitions
for specific applications on the construction of the EPICS
IOCs. AreaDetector also provides out of the box plugins
for statistics, conversion and other data processing
operations on the acquired arrays from the hardware.
Currently, ESS has developed support for the Struck
SIS8300 using AreaDetector for some beam
instrumentation applications, showing the viability of the
framework. The EPICS support for the IFC1410/20
boards will be redesigned and also developed using
AreaDetector. A layered diagram of the complete
software stack is depicted in Figure 2.
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Figure 2: Software stacks of MicroTCA integration at
ESS.

User Interfaces
ESS will use Control System Studio (CSS) [9] as main
tool to create and execute user interfaces for the facility
control system. ESS uses a site-specific version of CSS
but also participates on the development of CSS project
for the EPICS community. The latest releases of CSS
include the Display Builder plugin, a new framework that
replaces OPI Builder (BOY) and adds new features to
CSS, while still keeping compatibility with BOY
displays. The Figure 3 shows a standard user interface in
CSS plotting the analog signals acquired with an IFC1410
and ADC3110 FMC.
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processing requires careful design of all the layers that
comprises the full system.
ICS will provide a reduced set of hardware with
flexible configuration possibilities, to fulfill the
requirements of applications demanding fast acquisition
and processing for ESS facility. The IFC1410 and
IFC1420 AMC carrier boards are the main components of
this hardware set. These cards have both embedded CPU
and FPGA, enabling this platform to be highly
distributed. The EPICS driver support for these boards
will be based on AreaDetector framework, to benefit from
the EPICS community support and the plugins for data
processing already available.
The main goal of the integration strategy for
MicroTCA systems at ESS is to enable the use of this
cutting edge technology along the entire facility while
offering good support and long term maintenance with the
available resources of ICS Division. There are already
MicroTCA crates fully integrated with EPICS IOCs
running and timing receivers triggering acquisitions, but it
is still a under development project that will receive
improvements and new features.
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SUMMARY AND OUTLOOK
A description of the current status for integration of
MicroTCA hardware into ESS Control System was
presented. MicroTCA standard provides a powerful
electronic platform for digital and analog signal
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GROUND VIBRATION MONITORING AT CERN AS PART OF THE INTERNATIONAL SEISMIC NETWORK
C. Charrondière, K. Develle, M. Guinchard, M. Cabon, CERN, Geneva, Switzerland
Abstract
The civil engineering activities in the framework of the
High Luminosity LHC project, the Geneva Geothermie
2020 [1] and the continuous monitoring of the LHC civil
infrastructures triggered the need for the installation of a
seismic network at CERN. A data acquisition system has
been deployed in 3 places at CERN: ATLAS, CMS and the
Prévessin site. The system is sending all the raw data to the
Swiss Seismological Service (SED) [2] and performs FFT
on the fly to be stored in the LHC database.

CERN, more low magnitude seismic events should be recorded with a better spatial resolution. As an example, the
LHC beam orbit oscillations on 13th November 2016 between 5am and 7pm GMT (UTC+1) are shown in Figure
1. The beam position is influenced by the moon gravity and
by a series of earthquake waves which propagated through
the Earth’s crust from New Zealand. (with a maximum
magnitude of Mw 7.9 at 12:03am GMT).

INTRODUCTION
In the future decades, the mechanical stability of high
energy accelerator components, in particular of magnetic
elements guiding and focusing the beam, will become crucial: high luminosity [3] typically requests smaller beam
sizes, thus requiring an improved vibration stability of the
structures and a better knowledge of the environmental mechanical noise to determine any detrimental effect on the
accelerator performances and eventually correct for that.
The vibration stability of the structures is linked to the dynamic behavior of the structure itself and the environmental conditions where the structure is installed. A seismic
wave striking the LHC will induce beam position (orbit)
changes all along the circumference. If the position change
is too large and too fast, the resulting beam loss could lead
to a beam abort. For small earthquakes (that do not induce
mechanical damage to accelerator components) the LHC
protection system is able to safely abort the beams without
any risk of damaging the accelerator components. However, the repetition of beam aborts will affect the integrated
luminosity, i.e. the availability for production of physics
data, of the accelerator and generate extra operation costs.
In view of future sensitive projects such as the HL-LHC
[3] civil engineering operation and the geo-thermal exploitation in the Geneva canton, CERN in collaboration with
the Swiss Authorities decided to deploy a seismic network
to evaluate their impact on the LHC machine operation.
The goal of the network is to collect the seismic activity
background level in 2017 as reference before the main activities described previously start and will continue over
the next decade. A study mandated by the Geneva canton
to evaluate the impact of the possible micro seismicity induced by geothermal exploitation on the CERN installation
gave the following result; there is a probability of local
earthquakes: Monthly, magnitudes may reach up to ~3, but
most earthquakes are expected to be limited to magnitude
~2 with a weekly frequency. In the geothermal exploitation
framework and following the Resonance SA study, the Service Industriel de Genève (SIG) [4] has decided to densify
the local seismic network in the Geneva canton to optimize
the predictive model and localize the best site for geothermal exploitation. Thanks to the new stations installed at

Figure 1: LHC beam horizontal orbit oscillations.
This paper presents the requirements, the design, the validation tests and the installation of the LHC seismic network deployed at CERN beginning of 2017 in collaboration with the Swiss Seismological Service (SED).

REQUIREMENTS
Seismic Wave on LHC
The impact of a ground wave travelling across the LHC
depends on the wave amplitude and wavelength and its orientation in relation to the ring. The consequence of the passage of a seismic wave across the LHC while it is in operation may be divided into 3 categories:
‐ The amplitude is very small (< 0.1μm), the passage may
not even be detected.
‐ The amplitude is large enough to temporarily disturb
the beam during the passage of the wave and will lead
to a small loss of data for the experiments
‐ The combination of amplitude and wavelengths are
strong enough for the beam movements to cause large
particle losses, leading eventually to a beam abort by
the Machine Protection System (MPS) [5]. In that case
it will take a few hours to restore a quality of beam to a
level suitable for the data acquisition for the LHC experiments. Such events should be extremely rare in order not to affect the LHC uptime and the data acquisition periods. A rate of one per week can already be considered to have a significant impact.
Frequency-amplitude Impact on LHC
The CERN seismic network should measure both the
low amplitude vibrations of the LHC during its normal operation and the high amplitude vibrations due to, for example, HL-LHC related excavation works, near source earthquakes triggered by the geothermal project or teleseismic
earthquakes. One has to decide the boundaries inside which
ground motion will be measured. The upper limit was fixed
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to an acceleration of 2 g, which corresponds to a near
source earthquake of magnitude M7.5. In terms of frequencies, the LHC is subject to industrial vibrations (frequencies >10 Hz), mainly due to the tunnel ventilations and cryogenic lines. To monitor such vibrations, the seismic sensors should be able to measure vibrations up to 100 Hz. On
the other hand, the frequencies excited by regional earthquakes are comprised in between 30 s (0.033 Hz) and 10
Hz: a sensor measuring frequencies down to 30 s is a minimum requirement for monitoring earthquakes. Figure 2
shows the Power Spectral Density (PSD) of ground motion
vibration as measured in point 1 and 5 of LHC tunnel. Because the LHC tunnel is at a depth of at least 80 meters
underground, the vibration due to human activity is
strongly attenuated.
Figure 3: Swiss Seismic Network.

SEISMIC STATIONS OVERVIEW

Figure 2: Ground motion measurements in different LHC
tunnel locations.
Global Seismographic Network Connections
The Global Seismographic Network (GSN) (Figure 3) is
composed of more than several thousand stations, globally
distributed, with state-of-the-art digital seismic equipment
that provides free, real-time, open access data. The Swiss
Seismological Service at the ETH Zurich is the federal
agency for earthquakes in Switzerland. Its activities are integrated in the federal action plan for earthquake precaution. The raw data must arrive to SED within 10 seconds,
with a 1 ms accuracy. Switzerland needs a seismic network
to monitor background seismicity and to understand the effects of rare, large-scale earthquakes that cause extensive
damage. This is important even in a country such as Switzerland with a moderate seismic hazard. A dense, state-ofthe-art network that monitors seismic activity in real time
fulfils this role: it rapidly notifies the authorities, the media
and the public about earthquakes in the wake of significant
seismic events and provides high-quality data for hazard
studies and fundamental earthquake research.
According to the geothermal exploitation project, and
the consequent densification of the local seismic network
around Geneva and the CERN needs, it was decided to connect the CERN seismic network to the Swiss and Worldwide seismic network.

Sensors
Due to the dynamic range of the data-loggers and the
sensors’ characteristics, it is not possible to cover the range
of vibrations required for CERN seismic stations with only
one sensor.
A high noise is inherent to strong motion sensors and do
not permit to measure low amplitude vibrations, but they
can measure high ranges and for example the 2 g accelerations needed for this network.
A broadband seismometer will be used for low amplitude
vibrations. Broadband seismometers measuring at low frequencies (<30 s) are not necessarily designed to measure
up to 100 Hz. A pre-selection of the sensors able to measure up to 100 Hz was performed. Moreover, the signal of
broadband seismometers can be very sensitive to magnetic
fields, so a selection of the most suitable references was
performed.
In order to fulfil the requirements in terms of measured
amplitudes, two sensors were chosen: a broadband seismometer and a strong motion sensor. The chosen broadband
seismometers are the 6T series [6] from Guralp™ for the
underground stations and the 40T series [7] at the surface,
with a bandwidth extension up to 100 Hz. The strong motion sensor is the Episensor ES-T [8] from Kinemetrics™.
They are supplied by a 12V switching mode power supply
outputting 2 A with less than 50 mVpp ripple.

Stations Locations
It has been decided to start with three seismic stations.
Two stations are installed underground, as close as possible
to experiment points ATLAS and CMS. These locations
have been chosen in order to measure the impact of the
drilling of shaft for HL-LHC upgrade. During LHC run,
these two stations are installed in a very quiet environment
so every small vibration can be detected. However due to
human activities during technical stop, long LHC shutdown in winter or civil engineering activities for HL-LHC
these stations can have a lot of background noise during
these periods. For that reason, it has been decided to have
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a third station on the surface, at the center of the LHC ring,
as far as possible from any human activities in order to
have a very good reference station (see figure 4).

Figure 5: Acquisition system architecture.
Figure 4: seismic stations locations.
SEED Format
Seismic data-loggers give the possibility to send data in
the SEED format [9], used worldwide by seismologists.
SED is adding directly on its server the additional metadata
information and integrate CERN into the international seismic network. A real-time miniSEED data package contains
512 bytes divided in two parts: a header and the recorded
data and should be delivered with a 10 seconds latency. The
header is composed of a Network Code, a Channel Identifier, a Location Identifier, a Station Identifier, a Data Quality Indicator, a Sequence Number, a timestamp, the size of
the record, the frequency of the record and some additional
separators in the header. After the header, the record is
composed of concatenated binary data. The time stamp and
sequence number allow the server to discard data if they
arrive in a non-coherent order.
Ground Vibration Acquisition System
The data acquisition system (DAQ) should be easy to implement in the LHC tunnel and robust to the harsh environment. The data should be easy to analyze and stored in the
LHC logging database, so the DAQ has to able to communicate with the CERN infrastructure. There was no existing system fully satisfying the needs of measuring natural ground motion (broadband seismometer) and industrial
vibration (strong motion sensor) related to HL-LHC civil
engineering activities.
To satisfy the different requirements, the NI™ CompactRIO 9035 [10] has been chosen with two NI 9239 Cseries modules [11]. A LabVIEW Real-Time application
has been developed making use of the embedded FPGA.
(see Figure 5).
Raw data is acquired, processed and shared in real time
by the CompactRIO. It is sent to SED which redirects it
towards the worldwide seismic databases. The Power spectral densities are available for CERN users and a more
complete version of the data is only available for CERN
experts. Each of these data is post-processed independently
to fulfill the requirements of the users. If one module fails,
the other modules can continue streaming. (see Figure 6)

Figure 6: Software architecture.
Different communications protocols are used depending
on the destination of the data. WebDAV protocol [12],
which is natively supported in LabVIEW, is used to transfer data to the CERN file storage system. HTTPS [13] has
been chosen as agreed with CERN and SED IT security
service to stream miniSEED data. To communicate with
the LHC database, an internal protocol, CMW [14], has
been used. One of the challenge for this application was to
fit the time accuracy required (1ms). The internal clock of
a CompactRIO has an accuracy of 40 ppm at 25 degrees
Celsius, which can lead to 3 s of drift per day: as for any
seismic data-logger, an external synchronization is required. Although it is possible to use GPS synchronization
with a CompactRIO, it requires an additional GPS module,
an antenna, and to get the GPS signal underground for the
sensors located close to the LHC. As NTP service [15] at
CERN provides a time accuracy below 1 ms and does not
require external hardware, this reference was chosen to develop the CERN seismic stations.
To be integrated in the international seismic network, it
was also critical to have a very robust system and be notified in case of faults. In case of network failure with a station, data will be stored locally and resend later. Two independent Linux machines are also present to monitor the
three DAQ systems and send a warning in case of problem.
Two power supplies will be installed to have redundancy
in case of failure. They will be monitored through the Cseries modules and a warning will be sent if one fails. In
case of a complete power failure, an independent machine
will send a warning and the DAQ will restart automatically
once power comes back again.
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CONCLUSION
The deployment of 3 seismic stations at CERN have
been successfully performed and earthquakes have been
caught from different places around the world (Figure 7).

Figure 7: Recorded earthquake close to Chamonix.
The network was designed to be compatible with the
LHC harsh environment and to track the ground motions in
between 30 s and 100 Hz, with amplitudes ranging from
LHC ground motion up to 2 g. This wide range of measurements allows to get an accurate feedback on the ground stability in the LHC tunnel.
Thanks to the valuable collaboration between CERN and
SED, the data, made available at CERN and for worldwide
seismic organizations, will be used for very diverse applications. The study of the impact of earthquakes on the LHC
will be a guidance for the “Géothermie 2020” project, aiming at developing the use of geothermal energy in the Geneva canton without impacting CERN. The data is planned
to be used in the HL-LHC framework, a project to upgrade
the LHC. The vibration levels will be of particular interest
during the excavation of the new LHC shafts. Finally, the
network will be used as a valuable reference to monitor vibration levels in the LHC on a long-term basis.
The systems have been running 24/7 for several months
and show to fulfill all requirements.
Future development may be done to get data at SED
within 2 seconds instead to the actual 10 seconds and
maybe more stations will be added later to increase the spatial accuracy.
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WALL CURRENT MONITOR USING PXI AND LABVIEW AT CERN
C. Charrondière, R. Limpens, M. Delrieux, CERN, Geneva, Switzerland
Abstract
The new data acquisition system for the PS ring wall current monitors installed in the PS is able to perform high
frequency measurements of a beam bunch up to a frequency of 2.7 GHz. This is an important improvement,
since the oscillating signal within the bandwidth 500-700
MHz, is related to losses of a beam bunch. The losses could
be eventually reduced by measuring the frequency and
classifying the cause of the oscillations. The PXI-5661 is
used to carry out spectral analysis of this signal. The acquisition is performed on a PXI running LabVIEW Real-Time
and synchronized using a trigger from the accelerator timing system.

beam current. In the PS at CERN three kind of Wall Current Monitors are present, which measure the following
signals: vertical, horizontal and sum pick up voltages. Each
signal could be used to identify beam oscillations, thus a
different instability.

INTRODUCTION
A wall current monitor (WCM) [1] is a device to measure
the instantaneous value of the beam current (Figure 1 together with its working principle). As the beam travels
through the vacuum pipe, it is accompanied by a current
flowing along the inside of the pipe’s wall, in the opposite
direction of the beam current, which can be measured.
A new acquisition system for the CERN Proton Synchrotron (PS) ring wall current monitors has been installed to
be able to perform higher frequency measurements of
beam bunch transverse and longitudinal oscillations. The
losses and instabilities can be understood and eventually
mitigated by measuring the frequency and classify the impedance sources exciting the oscillations.

REQUIREMENTS
The main goal of this project is to acquire and view the
wall current monitor data in time and frequency domains
and to be able to identify different type of beam instabilities. A LabVIEW application running on a PXI real-time
target is used to perform continuous and triggered data acquisition of a beam bunch and display the data on a viewer
for the users.

Figure 1: A schematic overview of a WCM. The green arrow represents the beam current, which is accompanied by
its own image current (yellow arrows). A set of resistors
(the red cylinders) generates a measured voltage. Ferrites,
which are electrically insulators, (light brown section)
forces the image current to flow through the resistors.

WALL CURRENT MONITOR OVERVIEW
The WCM application is deployed on a PXI system,
which can be triggered by using a Control Timing Receiver
(CTR) [4] card and the timing library ported to LabVIEW
RADE [5] (Figure 2). The Target application is integrated
in the CERN accelerators control system to profit of services such as the CERN accelerator logging [6] or to
simply give the possibility to other applications in the Cern
Control Center (CCC) to access the data published by the
target application. The HOST application has been developed in LabVIEW using the RADE framework.

Longitudinal Instabilities
The main limitations to the brightness of the beam of the
PS for the future HL-LHC [2] beams are in general related
to the longitudinal coupled bunch instabilities [3]. These
oscillations occur in the relative low frequency domain, 020 MHz, and are related to the ten 10 MHz RF cavities impedance. Note that the purpose of these RF cavities is to
accelerate the beam, which means that they are indispensable and their number cannot be reduced to mitigate the instability.

Principle of the Wall Current Monitor
The wall current monitor can measure the instantaneous
voltage within a bandwidth of 100 kHz to 4 GHz of the

Figure 2: System overview.
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Hardware Description
A PXI chassis (PXI 1042Q) is an 8-slot holder for the
PXI cards, PXI 5142, 5600 and 8250. Where the PXI 8250
is a system monitoring module that will monitor the health
of the PXI system. To control these different cards a PXI
controller is required, in this case a PXI 8108 is used.
The PXI-5661 is a modular 2.7 GHz RF vector signal
analyser (VSA) with a wide bandwidth and digital downconverter. To be able to analyse the data in real time by the
PXI-5142 the device uses intermediate frequencies (IF).
High frequency signals are down-converted to the IF by the
5600 RF downconverter. Using self-calibration, the NI5142 IF digitizer is able to adjust to frequencies other than
those which it was externally calibrated for. The self-calibration adjusts the digitizer with respect to an on-board,
high-precision voltage source, which means high accuracy
acquisition can be maintained.

CERN General Machine Timing (GMT) on
PXI(e) Systems
The CERN PS proton beams are produced at typically
1.2 second intervals and then delivered to different experimental setups within the accelerator complex or to the
SPS. This process is called Pulse-to-Pulse Modulation
(PPM) [7], which ensures a dynamically allocatable and reconfigurable distribution of the proton beams. Each CERN
accelerator (Machine) has its dedicated timing network
which broadcasts a constant Event Stream and a data channel (Machine Telegram) which provides UTC-synchronous
and machine information to synchronize the PPM operations throughout the accelerator complex. A CERN-developed Control Timing Receiver (CTR) hardware module is
installed into computer systems requiring precise synchronization with GMT events and the telegram information.
The timing library of the RADE framework enables LabVIEW users at CERN to configure a CTR module installed
in a PXI(e) system [8] in order to trigger hardware from
General Machine Timing (GMT) events and to generate
UTC synchronous absolute timestamps (Figure 3).
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Power Spectrum data consists of a data structure (in
LabVIEW terms: cluster) containing a start frequency f0,
the size of each linear step ∆f and an array of the power
squared data. The power spectrum of the signal describes
the distribution of power into frequency components. The
advantage of using the predefined spectrum analysis RF
Vector Signal Analyser (RFSA) blocks is that they are optimized for the LabVIEW environment and hardware.
In-Phase and Quadrature (I/Q) data is merely a translation of amplitude and phase data from a polar coordinate
system to a Cartesian (X,Y) coordinate system. The disadvantage of I/Q data is that it produces many orders of magnitude more data compared to the power spectrum mode.
This could be an issue for the network, regarding speed. In
addition, transporting and acquiring I/Q data requires more
RAM and CPU resources.

THE APPLICATION
The application acquires Radio Frequency (RF) signals
and performs spectrum analysis. To accomplish this the application running on the Target system (PXI) requires to be
optimized for performance. Therefore, the data acquisition
(DAQ) LabVIEW application must be designed in a way
that it requires minimal CPU resources. The second goal of
the application is to present the acquired data and analysed
data to its users. For this purpose, a display module has
been developed, which focuses on user interaction called
’Host’ (Figure 4).

Figure 4: Simplified WCM application layers.

Communication
The Host’s communication layers (Figure 5) contain
various asynchronously called VIs (functions) that are
dependent on the user input. These functions are divided
in submodules and processes.
Figure 3: Timing library of the RADE framework.

Data Acquisition Modes
The wall current monitor application can fetch the data
in two ways. Directly as power spectrum data or as I/Q
data, which is basically raw data.
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Figure 5: Host communication layers.
The Target operates by executing five main modules
in parallel, where the top module is a master of the lower
next slave module, as illustrated in Figure 6. In this way
the topmost module “target:receiver” is the master of the
“target:data-handler” and is the module “target:logger”
the slave of “target:sender”. Any module of the target,
except the module itself, can enqueue messages to the
“target:message-sender” module, which will publish the
messages to the host. Therefore, this module is the slave
of all target modules.

Figure 7: Main panel user interface.

Accuracy and Reproducibility
For absolute amplitude, the typical accuracy is ±0.6 dB
for f < 2 GHz and ±1 dB for f > 2 GHz. Frequency limits
are also applicable to the hardware, a range of 9 kHz to 2.7
GHz with a resolution bandwidth of 1 Hz to 10 MHz.
Reproducibility can be validated by performing a reference measurement over an extended period of time. The
illustration (Figure 7) shows that the expected 7 MHz peak
is stable over multiple measurements.

Dead Time
The WCM application uses looping to continuously perform triggered and continuous acquisition, see Figure 8,
where the dead time is the difference between t0 and t1.
Note that this timing issue is only valid for power spectrum
read mode, since I/Q mode fetches the data from memory
of the card PXI-5661. The dead time varies from 50 us to
400 us depending on the number of point the retrieve.
Figure 6: Target communication layers.

Graphical User Interface
The main user interface is modular and can load several
panels. In the image shown the main user interface components (Figure 7) are marked by numbers: 1 is the “host:status-bar” module, 2 the “host:display-spectrum”, 3
“host:power-spectrum-controls” and 4 the “host:centralcontrols” module.
Figure 8: Illustration that indicates the dead time from t0 to
t1 by iterating for the next power spectrum read.

CONCLUSION
The main goal of this project, to perform continuous and
triggered spectral acquisition of a PS beam bunch and to
provide a data visualization and analysis tool, has been accomplished by developing a LabVIEW application on a
Real-Time PXI system with a Vector Signal Analyser. The
THPHA135
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acceleration of the beam has been visualized as seen in Figure 9.
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complex”, IEEE, Vol NS-28, N 3, June 1981.
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Proc. of ICALEPCS2015, Melbourne, Australia.

Figure 9: Example of a continuous power spectrum acquisition for an accelerating beam acquired by the WCM application.
With a typical setting (bandwidth 20 MHz) the signal can
be acquired and the FFT calculated every 5 ms.
The communication between the two separated applications, RT target and visualization, was realized by using
CERN’s Controls MiddleWare (CMW), which provides a
common software communication infrastructure for the accelerator complex.
During the development phase, the software and hardware functionalities were validated by performing a reference measurements with a high accuracy input signal and
low harmonic distortion.
In addition to this first system, the users have requested
two additional systems to cover the transversal pick-up signal instabilities in the same manner. These additional systems will have to be integrated into the visualization user
interface.
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DISTRIBUTING NEAR REAL TIME MONITORING AND SCHEDULING
DATA FOR INTEGRATION WITH OTHER SYSTEMS AT SCALE
F.J. Joubert∗ , M.J. Slabber,
SKA SA, Cape Town, South Africa
Abstract
The MeerKAT radio telescope control system generates
monitoring and scheduling data that internal and external
systems require to operate. Distributing this data in near real
time requires a scalable messaging strategy to ensure optimal
performance regardless of the number of systems connected.
Internal systems include the MeerKAT Graphical User Interface (GUI), the MeerKAT Science Data Processing (SDP)
subsystem and the MeerKAT Correlator and Beamformer
(CBF) subsystem. External systems include Pulsar Timing User Supplied Equipment (PTUSE), MeerLICHT and
the Search for Extraterrestrial Intelligence (SETI). Many
more external systems are expected to join MeerKAT in the
future. This paper describes the strategy adopted by the
Control And Monitoring (CAM) team to distribute near realtime monitoring and scheduling data at scale. This strategy
is implemented using standard web technologies and the
publish-subscribe design pattern.

INTRODUCTION
MeerKAT [1] is a mid-frequency "pathfinder" radio telescope and precursor to building the world’s largest and most
sensitive radio telescope, the Square Kilometer Array (SKA).
MeerKAT builds upon its own precursor namely KAT-7, a
seven-dish array currently being used as an engineering and
science prototype.
MeerKAT CAM [2] has a number of systems connected
which require a constant stream of near real time sensor
data updates in order to operate. There are internal systems
including the GUI, the SDP subsystem and the CBF subsystem. There are also external systems including PTUSE,
MeerLICHT and SETI. Many more systems are scheduled
to be connected to CAM in the coming months and years.
As the demand for live sensor data increases, CAM must be
able to distribute sensor data to all of the interested systems
without negatively impacting the performance of the running
CAM system.
In the existing implementation, users would connect to
CAM webservers using a Python client [3] and subscribe to
sensor data that they were interested in. For each such connection, a Karoo Array Telescope Communication Protocol
(KATCP) [4] connection is created to each component of
interest between the CAM webservers and the CAM system.
This design puts a high load on the CAM webservers as well
as the CAM system.
In order to fix this bottleneck, the CAM software engineering team decided to combine our current monitoring
∗

fjoubert@ska.ac.za

messaging system with an existing high performance messaging system that allows for the use of a publish-subscribe
pattern to enable a scalable distribution of near real time
sensor data.
Several messaging platforms were evaluated. NATS [5]
was found to be the most suitable to our needs. CAM is
also using NATS as a messaging system to archive historical
sensor data [6]. We will not be discussing the archiving of
historical sensor data in this paper.

DATA DISTRIBUTION
The CAM system is distributed over multiple virtualized
machines [7], referred to as CAM nodes. Each CAM node
has a local NATS instance which is connected to all other
NATS instances in the CAM system to form a messaging
cluster. All the CAM components, which run on CAM nodes,
publish messages to the local NATS instance and the NATS
cluster routes the messages to the appropriate subscribers.
A group of webservers runs on one of the CAM nodes,
this node is named the portal node and is collectively known
as Katportal. Katportal acts as the main interface for all
subscriptions by exposing websocket endpoints. Interested
parties connect to the websocket interfaces and execute Remote Procedure Call (RPC) methods to subscribe and unsubscribe to subjects on the NATS messaging system. When the
websocket closes all subscriptions are automatically pruned,
therefore, connecting clients need to re-subscribe to subjects
after a disconnect has occurred. Subjects can be individual
sensor names, aggregated subjects that logically combine
numerous individual subjects or application specific subjects.
Additionally, Katportal publishes to application specific
subjects on NATS. These subjects include live observation
scheduling data, current date and time (including local sidereal time and the current Julian date), alarms, user authentication and aggregated sensor subjects. Application specific
subjects makes it more efficient for systems interested in a
logical subsection of CAM to subscribe to certain types of
data, which could be published as various different subjects.
For example; the MeerKAT GUI [8], the operator control
interface known as Katgui, will only subscribe to the observation scheduling subject in order to receive messages for
all scheduling related updates. An example of an external
system that requires observation scheduling data updates,
is the MeerLICHT optical telescope. MeerLICHT aims to
provide a simultaneous, real-time optical view of the radio
(transient) sky as observed by MeerKAT.
Aggregated subjects are created specifically for use by
Katgui. These subjects typically serve to update one specific
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Figure 2: Publish-Subscribe Patter.

Figure 1: Message Bus.

display. For example, the operator control interface will subscribe to a single aggregated subject for all receptor pointing
sensors in order to update the pointing display.
Each CAM component exposes a RPC method to list
sensor values and attributes by subscribing to a unique subject. The RPC method is called by a system via Katportal.
Katportal executes the RPC method by publishing a message
to a specific RPC subject. The message payload contains
a filter string and a unique reply subject (that Katportal
subscribed to before requesting the sensor list). When the
component receives this message, the component compares
the filter string to its own list of sensors and publishes the
current values and attributes for all sensors that matches the
filter string.
This allows for an extremely fast sensor value listing directly from CAM components, without the overhead of creating a direct connection to the component and requesting
its current sensor values for each websocket connection to
Katportal.

NATS Message Bus
NATS provides a lightweight server that is written in the
Go programming language [9]. NATS server provides a
publish-subscribe message distribution model, server clustering, scalability, auto-pruning of subscribers and Transmission Control Protocol (TCP) level reliability for message
delivery. NATS server is a simple, high performance open
source messaging system for cloud native applications, Internet of Things (IoT) messaging, and microservices architectures.
Figure 1 illustrate how NATS acts as message bus to transport messages between NATS client applications. Figure 2
illustrate how a publisher sends a message on a subject and
all active subscribers listening on that subject receives the
message.
The NATS messaging system allows for wildcard subscriptions, which makes it possible to subscribe to multiple
subjects with a single subscription command. NATS is a

fire-and-forget messaging system, if there are no subscribers
listening to a subject, the message is not received.
NATS provides a lightweight Hypertext Transfer Protocol
(HTTP) server on a dedicated port that allows for the monitoring of the NATS cluster. This HTTP server provides
various general statistics, detailed information on current
connections, information on active routes for the cluster and
detailed information about the current subscriptions and the
routing data structure.
NATS supports running each server in clustered mode.
NATS clustered servers have a forwarding limit of one hop.
Therefore a full mesh cluster is recommended for optimal
performance.
To support resiliency and high availability, NATS provides
built-in mechanisms to automatically prune the registered
listener interest graph, which is used to keep track of subscribers. NATS automatically handles a slow consumer and
lazy listeners. If a client is not processing messages quickly
enough, the NATS server cuts it off (disconnected). To
support scaling, NATS provides auto-pruning of client connections. If a subscriber does not respond to ping requests
from the server within a specified ping-pong interval, the
client is cut off. CAM NATS clients have reconnection logic
built in.
NATS benchmarking has shown that a single publishing
client and subscribing client can reach over 1 million messages per second. The completed MeerKAT CAM system is
not expected to ever reach or exceed 50 000 messages per
second.

Portal Webservers
The portal node hosts various webservers to facilitate the
control and monitoring of the MeerKAT telescope via the
operator control interface, known as Katgui. The various
webservers are collectively known as Katportal. In this paper
we will only discuss the monitoring webserver.
There is no direct interface to the NATS messaging system from outside the CAM nodes for internal and external
systems. The monitor webserver exposes websocket endpoints that allows systems to subscribe, unsubscribe and to
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Table 1: Example sensor sample
{
"name": "wx_station_wind_speed",
"time": 1506430493.4778199196,
"status": "nominal",
"value_ts": 1506430493.4774999619,
"value": 10.3
}
list current sensor values and attributes of CAM components
via RPC methods.
When a websocket connection is opened to the monitor
webserver, a NATS client is created in the context of the
websocket connection. The system that created the websocket then subscribes to subjects that it is interested in by
executing RPC methods on the monitor webserver. When
components publishes to these subjects, the NATS client
receives the messages and sends them back to the subscriber
over the websocket.
The system that created the websocket connection can
request a listing of current sensor values and attributes. This
is done by executing a RPC method over the websocket that
is defined on the monitor webserver. This RPC method then
publishes a message to NATS, which requests components
to publish their sensor listings to a specified, unique subject.
The monitor webserver can be horizontally scaled over
many nodes by creating multiple monitor webservers that are
utilised in a round-robin fashion. This can be implemented
by using a reverse HTTP proxy like NGINX [10].

Sensor Samples
Within CAM components, sensor values are continuously
updating, the updates are dependent on the function and
internal implementation of the components. These updates
are handed to the message bus broker instance within the
component. The message bus broker decides if the update
should be further propagated (published) and to which subject. These decisions are based on the current system configuration. When a sensor update is to be published, additional
information along with the value and timestamps are packed
into a sample. The typical sample in MeerKAT CAM contains the attributes: value, status, value_ts, time [11].
Before the sample is published to the subject on the message bus, the normalised sensor name is added to the sample.
This sample with the sensor name is then encoded into a
JavaScript Object Notation (JSON) [12] object and used as
the message. Refer to Table 1 for an example of a sensor
sample message.
In the sample, the time attribute is a floating point representation of Unix time, the seconds since 1 January 1970 in
Coordinated Universal Time (UTC).

Sensor Sample Subject
For each sensor two subjects are created on the message
bus, one subject is for sending messages at the archive rate
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and a second subject to fill in samples for Katportal, which
requires a faster rate of samples per second. NATS allows
for wildcard subscriptions and Katportal always subscribes
to both subjects using a wild card. Katstore [13], the archive
system, only subscribes to the archive subjects and receives
samples at the lower archive rate, while Katportal subscribes
to both subjects per sensor and receives the samples from
both subjects. The fill-in subject is called the normal subject.
The component that sends the sample onto the message
bus will only send a sample to either the normal or archive
subject. Care has been taken in the implementation to ensure
that messages are not unnecessarily duplicated.
The composition of subjects takes advantage of the wild
card capabilities of NATS. We found that wildcard support was lacking in many message bus implementations
and even though the implementation in NATS is limited, it
still provides sufficient flexibility and has a low-performance
impact. NATS uses the . (dot) as token delimiter, * (asterisk) as the wildcard for one token at any level, and > (greater
than) for any number of tokens at the end of the subject.
All sensor sample subjects have the word sensor as
the first token, then normal or archive followed by the
component and sensor name. To illustrate this we
will use an example weather station, the component
name is wx_station, with a wind speed (wind_speed)
sensor. This component will publish samples to the
subjects sensor.normal.wx_station.wind_speed and
sensor.archive.wx_station.wind_speed. Katstore
is interested in all the archive messages and subscribes
to sensor.archive.>. Katportal has different displays
and depending on the display the user is currently using it could subscribe to all the sensors on a component sensor.*.wx_station.> or to a single sensor
sensor.*.wx_station.wind_speed.

Sensor Attributes
Associated with each sensor are several attributes. A
sensor always has a description and a type with optional
unit and parameters attributes. Katstore stores these sensor
attributes in the database and long-term archive.
The message bus is also used to relay the sensor attribute
information to Katstore. The attributes are static and only
change with software updates, thus the attributes are sent
infrequently and contribute very little to the overall traffic
of the system.
Attributes are sent to a subject per component. The first
token is always "attributes" and the second token is the component name. Using the weather station example again, the
component (wx_station) will send the attributes of all its
sensors onto the subject attributes.wx_station. Katstore subscribes to all the attribute subjects with the wildcard
subscription attributes.>.
All the attributes of a sensor along with component name,
the sensor’s KATCP [4] name and the normalised sensor
name are packed into a JSON object before it is sent out
onto the message bus. Katstore is flexible in the storage of
attributes and only require the name field (normalised sensor
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Table 2: Example sensor attributes
{
"name": "wx_station_wind_speed",
"katcp_name": "wx_station.wind_speed",
"component": "wx_station",
"type": "float",
"unit": "m/s",
"description": "Runway anemometer"
}
name). Refer to Table 2 for an example of a sensor attributes
message.
Since attributes are static it is not needed to send out
the attributes at the same rate as that of sensor samples.
Attributes are sent out the first time the component creates a
sensor object and thereafter at 1 hour intervals.

Rate Limiting - Throttle
At present we have only implemented a throttling mechanism to ensure that samples are not sent out to the subjects
faster that what Katstore or Katportal requires. This trivial
implementation keeps an archive and normal backoff interval
and will only send messages out on the respective subjects
if the last message was sent more than the backoff interval
seconds ago.
Future work will look at value change and only send out
the sample if the value has changed and the throttle allows.

Internal and External Systems Use Case
Various internal and external systems require live updates
from CAM in order to operate. Internal clients, like Katgui,
requires live sensor updates in order to facilitate effective
monitoring and controlling of the telescope.
CAM provides a Python client, named Katportalclient,
which other systems use in order to operate. The Python
client creates websockets to Katportal and subscribes to
subjects in the same manner as Katgui.

CONCLUSION
A scalable data distribution system can be created with
relative ease. CAM uses an existing high performance open
source messaging system called NATS. With the messaging
system in place, CAM components publish directly to the
appropriate subjects without the need for an intermediate
monitoring processes, thus greatly reducing the overall system load and improving the system responsiveness. CAM
now scales quickly and efficiently to support many connected systems. NATS is also used to distribute data to the
CAM sensor data archiving system.
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YCPSWASYN: EPICS DRIVER FOR FPGA REGISTER ACCESS AND
ASYNCHRONOUS MESSAGING
J. Vasquez†, E. Williams, J. D'Ewart, K. Kim, T. Straumann, SLAC National Accelerator
Laboratory, Menlo Park, California, USA
Abstract
The Linac Coherent Light Source II (LCLS-II) is a major upgrade of the LCLS facility at SLAC, scheduled to
start operations in 2020. The High Performance Systems
(HPS) defines a set of LCLS-II controls sub-systems
which are directly impacted by its 1 MHz operation. It is
formed around a few key concepts: ATCA based packaging, digital and analog application boards, and 10G
Ethernet based interconnections for controls. The Common Platform provides the common parts of the HPS in
term of hardware, firmware, and software. The Common
Platform Software (CPSW) provides a standardized interface to the common platform's FPGA for all high-level
software. YAML is used to define the hardware topology
and all necessary parameters. YCPSWASYN is an asynPortDriver based EPICS module for FPGA register access
and asynchronous messaging using CPSW. YCPSWSYN
has two operation modes: an automatic mode where PVs
are automatically created for all registers and the record's
fields are populated with information found in YAML;
and a manual mode where the engineer can choose which
register to expose via PVs and freely choose the record's
filed information.

The HPS Comon Platorm
As all sub-system using the HPS will have a set of similar requirements, the Common Platform encompasses all
the common areas: Intelligent Platform Management
Interface (IPMI), Timing Network, Machine Protection
System (MPS) network, and EPICS network.
The HPS common platform is based om Advanced Telecommunication Computing Architecture (ATCA). Each
sub-system will use an ATCA Advanced Mezzanine Card
(AMC) carrier board which contains all the common
platform blocks. The AMC carrier supports two doublewide, full height AMC mezzanine cards. An AMC
card is where the application specific hardware exists for
a given HPS sub-system. Figure 1 shows a block diagram
of the HPS ATCA carrier and AMC card.

INTRODUCCION
The high repetition rate (1 Mhz) of the next generation
Linac Coherent Light Source II (LCLS-II) has brought
requirements that can be achievable only with FPGAbased solutions. In that sense, the High Performance
System (HPS) was born [1]. As parts of the HPS, the
common platform contains all the common hardware,
firmware and software that are common to all applications.
YCPSWASYN is a general-purpose EPICS module for
register access and asynchronous messaging with the
FPGA. The module is based on asynPortDriver, and uses
the Common Platform Software (CPSW) as communication layer with the hardware, which is described using
YAML files.

THE HIGH PERFORMNCE SYSTEM
The 1MHz operation rate of LCLS-II has set new requirements for controls that are no longer achievable by
software application, as was done for LCLS-I. The adopted solution was to implement the control systems with
real-time requirements into FPGA-based system. This
FPGA-based solution is called the High Performance
System (HPS).

Figure 1: The HPS hardware block diagram.
The help minimize cabling, the ATCA back plane is
highly utilized. We are using a dual-star back plane. In
slot#1 (1st star connection), we use a Commercial Off
The Self (COTS) Ethernet switch to connect Ethernet to
all the AMC carriers via the back plane's zone2 interface.
In slot#2 (2nd star connection), we use an AMC carrier to
connect all the other AMC carriers to the timing and MPS
networks via the back plane's zone2 interface as well. The
slot#2 AMC carrier's external connection to the timing
and MPS networks is via a Rear Transition Module
(RTM). The ATCA Zone1 back place interface provides
the AMC carriers with -48VDC power (up to 300W) and
an IPMI network interface. Figure 2 shows a block diagram of the crate network connections.
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Figure 2: Crate network block diagram.

THE COMMON PLATFORM SOFTWARE
The Common Platform Software (CPSW) provides a
common interface to the FPGA for all high-level software.

YAML to Describe the Hardware
CPSW provides a way of describing the hardware by
using YAML files. The YAML files are provided by the
firmware build system and include all relevant parameters
(protocol stack details, register offset and sizes, etc.). A
CPSW YAML interpreter automatically construct the
system from these files.

Accessing the Entities
Once the hardware has been described using YAML,
the user can navigate the hierarchy via Path object which
identify an entity using names (string), similar to file
system paths. The most basic operation is the lookup,
which allows the user to find a specific entity.
Once that the desired entity has been found, an object
which instantiates the desired user interface of the entity
can be created. Subsequently, the property may be accessed via the instantiated interface.

THE YCPSWASYN EPICS MODULE
YCPSWASYN is an EPICS module based on asynPortDriver. It uses CPSW for accessing the hardware,
which is describe using YAML.
YCPSWASYN is a general-purpose driver, doesn’t
have any application specific functions. It gives access to
registers and asynchronous messages. It has two operations mode: auto and manual generation of PVs.

Auto-generation of PVs
In this mode, the module navigates the entire hierarchy
defined in YAML and generates PVs for all elements
found. This feature is very useful during testing and prototyping phases, enabling the engineers to create an IOC
for an application board with minimal effort and time.
Based on the type of register and its properties, records
of appropriated type are generated based on Table 1. The
record fields are populated with the register properties
defined in YAML. Currently, the supported fields are:
SCAN, DESC, and Bx/MBBx state names.
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The PV names are calculated based on the register path,
following the mapping defined in an external text file.
Each device name, from right to left, in the path is substitute by its map value. A device can be defined as the top
of the PV name. If the device is not found on the maps,
the device name is truncated to 3 chars. The register name
at the tip of the path is left unmodified. A post-fix is added to the PV name based on the type of register:
 ":Rd" for RO registers,
 ":St" for RW registers,
 ":Ex" for Command registers
Table 1: Margin Specifications
Register
class

Register information
Encoding
N. elements

Enum
No

IntFiled

1

>1
Sequence
Command
IntField
(stream)

None
Yes
IEEE_754
None

No

EPICS PV
Record
type
longin,
longout
bi, bo, mbbi,
mbbo
ai, ao
waveform
bo

N/A
waveform

A prefix macro ${P} is place at the beginning of the
name. This macro can be defined in the IOC startup
script.
For example, the PV for the RO register located at
/mmio/DigFpga/AmcCarrierCore/AxiVersion/BuildStamp
could be ${P}:C:AV:BuildStamp:Rd.
A RW register will generate 2 record, one for writing
and one for read back.

Manual Generation of PVs
The module gives the possibility to disable the autogeneration and define PV manually for specific registers.
This gives the possibility to freely choose PV name and
field properties, necessary when strict naming conventions must be followed.
The manual generation of PVs requires two steps:
 Map a register to an asyn parameter using a dictionary file, which is an external text file with two columns, one for the register’s path, and the other one
for the desired asyn parameter name,
 Create an appropriate record for the register, and use
the parameter name in the INP/OUT filed in the
standard way asynPortDriver does it.

CONCLUSION
YCPSWASYN is an EPICS module used to create EPICS IOCs for the SLAC HPS application boards. The
module can automatically create PVs for all the FPGA’s
registers defined in YAML with minimum effort from the
engineer. It also provides a manual mode, given more
control to the engineer necessary, for example, to follow
pre-defined naming conventions.
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DESIGN OF THE FRONT-END DETECTOR CONTROL SYSTEM OF THE
ATLAS NEW SMALL WHEELS*
P. Moschovakos, A. Koulouris, National Technical University of Athens, Greece
also at Brookhaven National Laboratory, Upton, NY, USA
Abstract
The ATLAS experiment will be upgraded during the
next LHC Long Shutdown (LS2). The flagship upgrade is
the New Small Wheel (NSW) [1], which consists of 2
disks of Muon Gas detectors. The detector technologies
used are Micromegas (MM) and sTGC, providing a total
of 16 layers of tracking and trigger. The Slow Control
Adapter (SCA) is part of the Gigabit Transceiver (GBT) “Radiation Hard Optical Link Project” family of chips
designed at CERN, EP-ESE department [2,3], which will
be used at the NSW upgrade. The SCA offers several
interfaces to read analogue and digital inputs, and configure front-end Readout ASICs, FPGAs, or other chips. The
design of the NSW Detector Control System (DCS) takes
advantage of this functionality, as described in this paper.

THE NEW SMALL WHEEL UPGRADE OF
THE ATLAS MUON SPECTROMETER
The ATLAS experiment will be upgraded during the
next LHC Long Shutdown (LS2). The flagship upgrade is
the New Small Wheels (NSW), which consists of 2 disks
of Muon Gas detectors. The detector technologies used
are Micromegas (MM) and sTGC, providing a total of 16
layers of tracking and triggering. Shown in Fig.1 is an
expanded view of the NSW.

SCA FUNCTIONALITY
The SCA ASIC offers several interfaces to read & control analogue/digital levels, and configure front-end
Readout ASICs, FPGAs, or other chips.
The interfaces offered by the SCA are:
-

1 ADC channel, providing 31 input lines and one onchip temperature sensor

-

1 JTAG serial bus master channel, with programmable transaction length and frequency

-

1 Digital I/O pin interface, which gives access to 32
general purpose pins (can be individually set as input
or output and can generate interrupt requests)

-

16 independent I2C master serial bus channels
(transfer rates 100kHz-1MHz)

-

1 SPI serial bus master with 8 individual slave select
lines (programmable transaction length and frequency)

-

1 DAC interface, giving access to 4 converters with
8-bit resolution and with input range 0..1V
As described in the next sections, the above interfaces
prove extremely useful for the detector control.

THE GBT-SCA IN THE NEW SMALL
WHEEL
There is a big number of SCAs in the NSW ecosystem
(almost 7000), each of which will be placed on a separate
PCB. Given the embedded nature of this functionality, the
control data needs to follow the main path like the signal
and timing data.
Concerning SCA downstream connections, there will
be many cases that the SCA connects to 8 front-end chips.
This creates complexity at the level of the software development since parallelization of the data upload becomes a
necessity but not a given.
Figure 1: An exploded view of the NSW. From left to
right: The detector sector envelopes, the alignment system, the structure and the New JD (shielding and support).
___________________________________________

* For the ATLAS Muon Collaboration

COMMUNICATION PATH
The communication chain starts in the control room
with an OPC-UA client, which talks to a quasar-based [4]
OPC-UA server in the service cavern. The server, in turn,
communicates the data through a front-end link exchange
and a fiber cable to arrive to the on-detector electronics
(Fig. 2). Some details are given in the following subsections.
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32-bit chunks, which then is sent in 128-bit chunks to the
FPGA, the complete upload requires a lot of optimization.
Identification and elimination of the bottlenecks is done
in cooperation with all systems in the communication
path.
Figure 2: The NSW data path.

On-Detector Electronics
The SCA is hosted at the on-detector electronics, the
front-end. Through the use of the GBTx chip, the various
links are routed through the fiber to the service cavern
(USA15). These links carry data for slow control, signal
information (DAQ) and timing & trigger.

Front-End Link Exchange (FELIX)
The FELIX [5] PC machines are responsible for gathering the e-link data from all the front-end electronics,
through optical fiber. These machines are situated in the
service cavern, which is safe from radiation.
On the FELIX machines, the data arrives first on a
“FELIX-card” where the first unpacking is done, and then
a software application, “FELIXCore”, is handling the data
and forwarding to other machines or applications.

USE CASES IN THE DCS
The detector control system (DCS) of the detector participates in the monitoring, configuration and calibration
of the detector.

Monitoring
It is required to monitor certain voltage levels on the
front-end electronics; either ASIC pins that are used to
monitor or test the output, or temperature sensors.
For this purpose, the Analog to Digital Converter
(ADC) interface of the SCA is used. It offers 32 channels,
1 of which is an SCA-internal temperature sensor.

Configuration
The NSW includes more than 40k front-end ASICs and
a few tens of FPGAs, which need to be configured before
every run of the experiment. This process needs to be
efficient and quick, since it needs to happen a few times
per day.
The main ASIC to be configured is the VMM, the
front-end signal pre-processing chip which can read-out
64 channels. A few kbytes of configuration data include
thresholds for each channel, but also global registers to
define the gain, time-to-amplitude conversion and many
others. For this procedure we need to use the SPI master
to communicate with the 8 SPI slaves in the VMMs. Also
the GPIO interface is required, to act as an enable signal.
Moreover, a similar scheme is used for configuration of
the TDS chip, which is used for timing and trigger. This is
done with the I2C interface.
Another challenging task is the upload of a bit-stream
to the FPGAs, through the same data path. The bitstreams in use can go as high as 14MB. Due to the protocol limitations, this data needs to be sent to the SCA in

Calibration
A less frequent but equally important task is the calibration of the front-end electronics. The main part is the
timing and charge calibration of the front-end electronics.
Various calibrations are needed:
- Gain calibration is done by varying the signal input
using the internal pulser of the chip. A specific configuration file needs to be loaded on the VMM chips,
which is done with the SCA.
- Calibration of a time-to-amplitude converter is done
by skewing the input clock, which again happens
with adapting the configuration of a specific onboard.
- Baseline and noise level is defined by reading out
each channel output with the ADC when no collisions are happening.

CONCLUSION
The SCA chip will be used for the configuration and
monitoring of the on-detector electronics at the New
Small Wheel upgrade of the ATLAS experiment, at the
LHC. The use and integration of this ASIC in the NSW
electronics ecosystem was presented and summarized.
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THE SKA DISH SPF AND LMC INTERACTION DESIGN: INTERFACES,
SIMULATION, TESTING AND INTEGRATION
A. Marassi† , INAF-Astronomical Observatory of Trieste, Trieste, Italy
S. Riggi, F. Schillirò, INAF-Catania Astrophysical Observatory, Catania, Italy
C. van Niekerk, T. Steyn, J. Kotze, EMSS Antennas, Stellenbosch, South Africa
G. Smit, SKA South Africa, Cape Town, South Africa
Abstract
The Square Kilometre Array (SKA) project [1] is
responsible for developing the SKA Observatory, the
world's largest radio telescope ever built: eventually two
arrays of radio antennas - SKA1-Mid and SKA1-Low will be installed in the South Africa's Karoo region and
Western Australia's Murchison Shire respectively, each
covering a different range of radio frequencies. In
particular, the SKA1-Mid array will comprise of 133 15m
diameter dish antennas observing in the 350 MHz-14
GHz range, each locally managed by a Local Monitoring
and Control (LMC) system and remotely orchestrated by
the SKA Telescope Manager (TM) system. All control
system functionality run on the Tango Controls platform.
The Dish Single Pixel Feed (SPF) work element will
design the combination of feed elements, orthomode
transducers (OMTs), and low noise amplifiers (LNAs)
that receive the astronomical radio signals. Some SPFs
have cryogenically cooled chambers to obtain the
sensitivity requirements.
This paper gives a status update of the SKA Dish SPF
and LMC interaction design, focusing on SPF, LMC
simulators and engineering/operational user interfaces,
prototypes being developed and technological choices.

the appropriate feed into position, a pedestal providing a
RFI shielded cabinet for housing digital electronics and
computing equipment hosting other sub-elements’
controllers, hardware for antenna movement control and
monitoring (Antenna Control Unit or ACU), power
distribution to all sub-elements, networking equipment,
lightning protection and earthing, cooling ventilation for
all the equipment mounted in the RFI shielded
compartment itself.

SKA DISH

Figure 1: SKA DISH overview.

SKA-MID1 Dish array is composed of 15-m Gregorian
offset antennas (Dish element)[2] with a feed-down
configuration equipped with wide-band single pixel feeds
(SPFs) for the bands 1 (0.35-1.05 GHz), 2 (0.95-1.76
GHz) and 5 (4.6-13.8 GHz) of SKA frequency. The array
will consist of 133 dishes plus the 64 MeerKAT dishes,
arranged in a dense core with quasi-random distribution,
and spiral arms going out to create the long baselines that
go up to 200km.

The Receiver (Rx) includes the following components:
RF over fibre transport to the antenna pedestal where the
digitisers are located, Digitizers performing some RF
conditioning (filtering and level control), digitisation,
packetizing and transmission to SKA Central Signal
Processor (CSP), the Master Clock timer which receives
time and frequency reference inputs externally and
generates timing and frequency references and a Central
controller that acts as single point of control and
monitoring to the LMC sub-element.

Four sub-elements can be identified in the SKA-Mid1
dish element (see Figure 1): the Dish Structure (DS), the
Single Pixel Feed (SPF), the Receiver (Rx) and the Local
Monitoring and Control (LMC).
The Dish structure features the following components:
an offset Gregorian reflector system with a feed-down
configuration to optimise system noise performance, a
fan-type feed indexer at the focal position which allows
for changing between the 5 frequency bands by moving
------------------------------------------------------

†

marassi@oats.inaf.it

Dish Local Monitor and Control (LMC) is the subsystem
for each dish antenna that deals with the management,
monitoring and control of the operation as orchestrated by
the Telescope Manager (TM). It consists of a commercial
off the shelf controller that serves as a single point of
entry for all control and monitoring messages to the
outside. Besides configuring the static configurations of
the various sub-elements, it also relays the real-time
pointing control and applies local pointing corrections.
For the monitoring, it aggregates and filters monitoring
data as set up from the external (central) controller. The
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LMC allows for a drill-down capability for maintainers to
access detailed diagnostic information of sub-elements on
request. The LMC implements also a circular buffer of
detailed monitoring information that can be downloaded
remotely for diagnostics purposes after a system failure.
Single Pixel Feed (SPF) sub-element is primarily
responsible for converting the electromagnetic (EM)
signals focussed by the reflectors to radio frequency (RF)
signals that can be digitised. It must amplify these
signals while adding minimal additional noise or radio
frequency interference (RFI), and allow injecting
calibration noise signal.
SPF receivers include feed packages for the bands 1
(0.35-1.05 GHz), 2 (0.95-1.76 GHz) and 5 (4.6-13.8 GHz)
of SKA frequency, three cryostat assemblies (respectively
for band 1, band 2 and band 3,4,5) housing each a Gifford
McMahon (GM) cryogenic cooler to cool the LNAs at a
set point of approximately 20K, a second amplification
stage and a calibration noise source, both temperature
stabilised inside the vacuum, a common shared Helium
System, a Vacuum System and a SPF Controller (SPFC),
i.e. a single controller located in the pedestal which
controls and monitors (see Figure 2) all three feed
packages, helium system and vacuum system.

Figure 2: SPFC context diagram.
It monitors the health status of each SPF cryostat, of the
receiver electronics and also controls the active
components inside each receiver cryostat. All monitored
parameters are independently logged per receiver feed
package (FP) and sent to the end user when requested.
SPFC interfaces with the Dish LMC for external control
and monitoring and communicates with it via the Tango
protocol over an optic fibre Ethernet interface. ON/OFF
control of the low noise amplifiers (LNAs), temperature
control set points, and the cool down and vacuum
procedures are accomplished via the network interface.
Secure shell (SSH) connections to the SPFC are possible
in order to change initialization files and update software,
while internal log files can be downloaded with an SSH
file transfer protocol (SFTP) connection.
Once initialised, the SPFC shall automatically control
each connected FP to enter into the user defined default
start-up-mode. The SPFC shall control the states and
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modes of the FPs, SPFHe and SPFVac based on the
commands received from the LMC.

Dish Interfaces
Systems interoperate using interfaces. Interfaces are
used to support both system to system communication as
well as supporting the complete set of enterprise goals.
Monitoring and Control (M&C) operations will be
performed on a local network enabling communication
between the LMC software system and Dish sub-element
controllers. An array fibre network will enable
communication between TM and LMC. The
communication is physically realized by means of an
Ethernet optical fibre link with a network switch.
The functional monitoring and control interfaces with
DS, SPFRx and SPF are described in the LMC-subelement Interface Control Documents (ICDs) ([3], [4], [5]
respectively), including communication protocol,
exchanged message/data types and format (e.g.
commands
and
responses,
monitoring
points,
alarms and notifications). It was agreed that the
application layer shall be in accordance with TANGO
(CORBA + ZeroMQ) [6] for LMC-SPF and LMC-SPFRx
communication. A custom protocol, with raw TCP
sockets as transport layer, is instead adopted for
communication between LMC and DS sub-element
[3].
LMC, SPFRx, SPF are built upon TANGO device
servers as defined in [6]. Control and configuration
operations requested by TM in the Dish are performed via
a single Tango device server acting as a dish
master/interface device.
The interfaces between LMC and other sub-elements,
except for DS, are defined in terms of Tango commands
and attributes exposed by each device server.
LMC-SPF ICD details interface requirements (as regards
configuration and setup, states and modes, sub-element
control, fault reporting, diagnostics, alarms and events
reporting, remote support) implementation (interaction
model, naming conventions, facility context, control
model, configuration parameters, commands as regards
control and configuration, logging and maintenance,
Tango device attributes monitoring as regards states and
modes, control and setup, fault and diagnostics, alarms
and events handling, archiving, remote support interfacing
for software update and engineering GUI) and different
use cases views (startup, shutdown, power cut and power
restore events, SPF mode control, SPF errors handling,
engineering GUI).
Figure 3 shows the identified interfaces (depicted as
green boxes) together with the SPF components realizing
them (depicted as boxes connected to interface blocks by
connectors shown with red dashed lines). Interface users
in different systems/subsystems (Dish, Dish LMC,
Telescope Manager (TM)) are represented by component
boxes or actors connected to the corresponding interface
blocks with black dashed lines.
The functional monitoring and control interface with
SPF is described in the ICD document [5] which has been
THPHA142
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revised, modified and integrated several times according
to continuous requirements refining and to the adopted
TANGO control framework specifications.

Figure 3: Identified LMC-SPF interfaces, components and
users.

SPFC Software Emulators
The use of sub-elements emulators to perform the final
integration of devices oriented to the functionalities of the
overall DISH.LMC system has been proposed in [7] for
LMC integration and standalone qualification (see Figure
4).
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Tango Systems Interfacing
Several tests have been carried out in order to try and
interface remote Tango systems located behind firewalls.
Tango service running on a host uses a specific port
chosen during installation, typically 10000 but, except for
the database, Tango uses dynamic allocated port numbers
for communicating between clients and servers. This
means it is very difficult to know which ports to open in a
firewall unless you can open all ports to and from certain
hosts. Different solutions have been proposed to this such
as the use of the REST API to communicate through the
firewall (this is http based and uses only one port), or a
proxy which crosses firewall but the latter solution does
not seem mature enough. If you use the REST API you
cannot use the other APIs (Python, C++ and Java)
through the firewall.
Several tests have been carried out in order to try and
interface remote Tango systems by setting different
firewall ports configurations, both via SSH port
forwarding and VPN between Tango VMs located in
Trieste (Italy), Catania (Italy) and Stellenbosch (South
Africa). SSH port forwarding proved to be awkward and
limited (we noticed ZMQ issues), while VPN seemed to
solve the problem, apart from some additional latency
issues.

Early-Integration Activities
Early tests of the LMC-SPF interface were carried out in
June 2017 during a face-to-face meeting between LMC
and SPFC teams, using software emulators based on
LMC/SPFC ICD. The testing infrastructure (see Figure 5)
was based upon a switched network which connected
three PCs running VMs simulating respectively SPFC,
DISH.LMC and an LMC engineering GUI to be used for
maintenance, debugging and integration purposes. It is to
tunnel also other DISH sub-elements engineering
interfaces.
This first prototype basic GUI to monitor and control
SPF parameters, organized according LMC-SPF ICD was
built with Taurusform tool, after having been simulated
via throw-away mock-ups implemented as an interactive
PDF and used to get feedback from end users and
stakeholders .

Figure 4: A possible DISH.LMC Test Infrastructure.
Software emulators may be used also to refine interface
requirements and to test interaction in simulated real
operating conditions.
A basic SPFC sofware emulator, based on LMC-SPF
ICD has been developed and deployed on a Tango virtual
machine (VM), built with VirtualBox, located in Catania
(Italy); it has been interfaced and tested from another
Tango virtual machine located in Trieste (Italy) first via
simple python scripts and then via a simple prototype
GUI, implemented with Taurus tools (Taurusdesigner,
Taurusform).

Figure 5:LMC-SPFC pre-integration testing infrastructure.
The performed early-integration activities have greatly
contributed to dish LMC-SPF interface update.
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They are to be considered as an important effort in subelements interface definition and verification towards
Dish integration as defined in [7] and [8].
The same approach will be soon adopted with the other
two Dish sub-elements: DS and SPFRx.

DISH INTEGRATION, VERIFICATION
AND QUALIFICATION
During the systems integration process, you take the
independently developed subsystems and put them
together to make up a complete system. Integration can be
done using a 'big bang' approach, where all the subsystems are integrated at the same time. However, for
both technical and managerial purposes, an incremental
integration process where sub-systems are integrated one
at a time is the best approach, for the impossibility to
schedule the development of all the sub-systems so that
they are all finished at the same time and also because
incremental integration reduces the cost of errors location
in case many sub-systems are to be integrated [9].
Once the components have been integrated, an extensive
programme of system testing takes place, both aimed at
testing the interfaces between components and the
behaviour of the system as a whole.
Introducing some SKA.DISH terminology [8]:
Verification may be defined as the confirmation, through
the provision of objective evidence, that specified
requirements are fulfilled.
Qualification is the process of verifying that a specific
design definition (part number) fulfils its requirements,
typically by testing a pre-production model. Qualification
is required before commencing with production to ensure
that the risk of producing non-compliant items is
sufficiently low. A qualification program is of particular
importance if a large amount of units will be produced
with a long expected service capability. Qualification
testing is typically a comprehensive test of all
specifications, including environmental testing.
Acceptance verification is performed on all production
items to ensure that they meet all requirements, and that
the quality of the production process is under control.
Because the design is already qualified, the acceptance
testing is typically a subset of the qualification tests.
Integration is the process of successfully combining
hardware and software components, sub-systems, and
systems into a complete and functioning whole.
Integration is an iterative process:
• taking hardware and software components
• forming them into complete sub-system elements
• combining the sub-system elements into larger
combined sub-systems
• combining all sub-systems into the final system
The main activities on the Dish element level and subelement level teams relating to integration and
verification are: Sub-element Detail design based on the
sub-element requirements, whose maturity has to be
accessed by a detailed design review. A sub-element
qualification plan is prepared as well, that spells out the
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qualification events, activities and procedures for the subelement. Sub-element Qualification in which the subelement work group starts the process of constructing the
qualification model (QM). The QM is then integrated at
sub-element level and subjected to a rigorous set of
qualification testing to verify that the design meets all the
sub-element requirements. Dish Element Qualification:
once sub-elements are qualified, they are integrated to
form a complete Dish system (Dish structure, feeds,
receiver, LMC, etc.). The integrated dish is then tested to
verify that it meets all the Dish system requirements.

SUMMARY
The SKA project has recently entered Critical Design
Review stage of pre-construction in which final software
design and qualification are expected in mid 2018 before
proceeding to construction phase.
Considerable efforts have been dedicated to LMC
software and dish interfaces update also to ensure a highdegree of compliancy with the still-evolving SKA
standards and with the SKA adopted Tango controls
framework. Connection tests have been carried out
between remote Tango systems located behind firewalls
by setting different firewall port configurations, and by
using SSH port forwarding or VPN.
Prototype GUIs to monitor and control SPF parameters,
organized according LMC-SPF ICD were built using
different Taurus tools after having been simulated via
throw-away mock-ups implemented as an interactive PDF
and used to get feedback from end users and stakeholders.
Software implementation is in advanced status for some
components of Dish sub-elements while others are
awaiting for progresses in design and interface
consolidation. In order to overcome different components
maturity, for interface definition and testing purposes
device emulators have been developed for SPF subelement and early tests of the LMC-SPF interface were
carried out in June 2017. The same approach will soon be
adopted with the other two Dish sub-elements: DS and
SPFRx and possibly with TM element.
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SYNCHRONOUS MOTION WITH S7-1500 PLCS IN NEUTRON
INSTRUMENTS
H. Kleines, JCNS-2, Forschungszentrum Jülich, Jülich, Germany
Abstract
Control systems of neutron instruments are responsible
for the movement of a variety of mechanical axes. In the
TANGO based control systems developed by Forschungszentrum Jülich for neutron instruments, Siemens
S7-300 PLCs with single axis stepper motor controllers
from Siemens or Phytron have been used for this purpose
in the past. Synchronous coordinated movement of several axes has been implemented with the FM357-2, a dedicated multi-axis modules for the S7-300 with NC functionality.
In future, the recent S7-1500 PLC family shall be used
for motion tasks. With the S7-1500, stepper motor control
is possible with low-cost fast digital outputs, so called
PTOs (pulse trade outputs). The integrated motion functions of the S7-1500 directly support synchronous movement. The function block interface defined by PLCopen
serves as a homogenous programming interface which is
independent of a specific motion controller.
For the single crystal diffractometer HEiDi at the research reactor FRM-II a prototype for the replacement of
a S7-300 with FM357-2 has been implemented based on a
S7-1500 PLC and a PTO module.

INTRODUCTION
Stepper motor and servo controllers are typically implemented as dedicated hardware modules. Due to the
increase in computing power, these functionalities also
can be implemented by PLC CPUs based on low cost fast
digital (so called PTOs: pulse trade outputs) and analogue
outputs, requiring external stepper or servo drivers. The
hot single crystal diffractometer HEiDi [1], which is operated by the Institute of Crystallography, RWTH Aachen
University, and JCNS, Forschungszentrum Jülich, has
been equipped with the multi-axis function module
FM357-2 for the synchronous movement of the 4-axesdiffractometer unit during measurement. It is intended to
replace the old S7-300 with the FM357-2 module at HEiDi by an S7-1500 System with the technology module
TM PTO 4 (with 8 pulse trade outputs). The next sections
give an overview the instrument HEiDi as well as the socalled “Jülich-Munich Standard”, since the overall control
system software and hardware architecture of HEiDi
conforms to this standard. After an introduction into the
S7-1500 motion functionality the implementation of a test
system for the coordinated movement of axes is described
and first measurement results are presented.

THE “JÜLICH-MUNICH STANDARD”
The “Jülich-Munich standard” [2] is a framework for
the selection of technologies and components at each
level of the control system. The definition of this frame-

work was motivated by synergy effects and the reduction
of spare parts on the shelf. A guiding principle for the
framework was to minimize the development efforts and
to acquire as much from the market as possible. A key
component of the framework is the consistent use of industrial technologies like PLCs, fieldbus systems or decentral periphery in the front end. Main motivations are:
 low prices induced by mass market
 inherent robustness
 long term availability and support from manufacturer
 powerful development tools
A control system according to the Jülich-Munich
Standard is organized hierarchically into the following
levels:
Field level: The field level is the lowest level, at which
devices that are not freely programmable reside, like
motor controllers, SSI controllers, PID controllers, analogue and digital I/O modules, or measurement equipment. For all industrial type of I/O modules PROFIBUS
DP or PROFINET based decentral periphery is recommended. Siemens ET200S is the preferred one. The
ET200S modules 1STEP and 1STEP-DRIVE are the
predominantly used stepper motor controllers.
Control level: The control level resides on top of the
process level. Devices at the control level are freely programmable. They must meet real time requirements and
guarantee robust operation in a harsh environment. At the
control level Siemens S7 PLCs are used, because they
dominate the European market.
Process communication: Process communication covers the communication of devices at the field and control
level with supervisory controllers or computers. For lab
equipment GPIB and proprietary RS232/RS485 connections are unavoidable. For industrial automation equipment PROFIBUS DP and PROFINET are the recommended choices. They are the dominating fieldbus systems in Europe and naturally supported by S7 PLCs and
many other devices. A major reason for their success is
the technological and functional scalability based on a
common core as well as the programming model, which
easily maps to PLC operation.
Experiment Computer: For economic reasons, all experiment computers should be PCs. Linux, being well
established in the scientific community, is the only supported operating system. CentOS is the preferred distribution at JCNS. Direct device access is typically implemented on industrial PCs, mainly CompactPCI systems.
CompactPCI allows deploying a variety of existing software in a mechanically more robust platform that fits into
19” racks.
Middleware: Since the framework aims at an inherently distributed system, software support for the transparent
distribution of services between systems is required. For
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this purpose TACO [3] originally has been selected as the
middleware system. TACO is a client-server framework
developed for beam line control at the ESRF in Grenoble.
In a TACO environment each device or hardware module
is controlled by a TACO server. The server offers a set of
device-specific functions, which can be accessed by TACO clients via a RPC-based mechanism over a TCP/IP
network. To make its functions available to clients, the
device server registers itself with the so called manager
process and the data base server. The manager in combination with the data base server operates as a name server,
which is consulted by clients to get the actual location of
a device server. TACO includes a simple database for
sharing of configuration data and operational variables
between clients and servers. During the last few years,
TACO has been replaced by TANGO [4] at most JCNS
instruments. TANGO is a successor of TACO based on
CORBA and ZeroMQ. Contrary to TACO, it is consistently object-oriented and removes many of the deficits
TACO had. As an example, it provides generic multithreading, data caching and proper event handling. Additionally, it comes with many standard tools not available
in TACO, e.g. alarm system, logging system, code generators for device servers, process data base, graphical editor for the configuration data base, start up tool,
Application level: On the client side originally a high
degree of freedom was allowed ranging from python
based pure scripting applications to more static GUIapplications in C++. At most JCNS instruments these
applications have been replaced by the standardized
measurement program NICOS [5] during the last few
years. NICOS offers scripting in python and in a simpler
command language as well as a configurable GUI for
graphical user operation. Functionalities comprise electronic logbook, history plots, detector data plots,…..

THE HOT SINGLE CRYSTAL
DIFFRACTOMETER HEIDI
The instrument HEiDi, located at the reactor hall of the
reactor FRM II in Garching, is designed for detailed studies on structural and magnetic properties of single crystals
using thermal and epithermal neutrons [6]. As shown in
Fig. 1, HEiDi has a classical setup with monochromator,
analyser and a 3He detector tube. Core of the instrument is
the 4-circle diffractometer, consisting of an Eulerian cradle for the sample and the detector arm. Additional motion axes comprise several apertures and filters.
Over the span of about 15 years RWTH Aachen, Technical University Munich and Forschungszentum Jülich
have implemented subsystems of HEiDi. As a consequence its control architecture is not as consistent as it
could be and in future some efforts to improve this are
required. E.g. at the moment some HEiDi components are
controlled by TACO and some are controlled by TANGO.
The measurement program is dif4n, a dedicated software
for single crystal crystallography. Some motors are controlled via Phytron MCC-2 devices, connected via serial
interface to the computer with the TACO-Servers.
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Figure 1: Photo of the HEiDi instrument.
Other motors are controlled by 1STEP-DRIVE devices,
connected to a S7-300 PLC. An additional S7-300 PLC
equipped with an FM357-2 function module controls the
four axes of the 4-circle diffractometer. The FM357 is a
multi-axis module for up to 4 servo and stepper drives
(with SSI or incremental encoders) supporting complex
traversing profiles with high-precision interpolation and
synchronization of axis combinations. Via the
pulse/direction interface it is connected to Phytron CCD
stepper drivers.
It had been selected for the implementation of a synchronous movement during measurement and the generation of signals for the synchronisation with the detector.
Since it was phased out by Siemens in 2015, a midterm
replacement is required. It is intended to use a S7-1500
PLC with integrated motion control for this purpose and
use this PLC also for the overall unification of motor
control at HEiDi.

S7-1500 MOTION CONTROL
The motion product portfolio of Siemens is very complex ranging from decentral drive based motion (e.g.
SINAMICS) to high end SIMOTION systems and dedicated systems like SNUMERIK NC controllers.
Since Siemens motion products are mainly directed to
high-end servo applications whereas neutron scattering
applications predominantly employ stepper motors, JCNS
implemented its own motion software on S7-300 PLCs
connected to central or decentral motor controllers from
Siemens or other companies. The motion software directly accesses the register interfaces of these controllers,
which is always very specific. With the recent PLC lines
S7-1200 and S7-1500, the situation has changed since
both come with a homogenous motion control functionality implemented in software due to the increased CPU
speed, which offers also a good support for stepper motors [7, 8]. The variant S7-1500T provides additional
hardware support for motion. Motion functionality and
number of supported axes depends on the type (and price)
of the PLC CPU. As an example, the S7-1200 cannot do
any axis synchronisation, whereas the S7-1500 can do
only electronic gearing and the S7-1500T support full
CAM functionality with up to 128 synchronous positioning axes. Interfacing to drives can be done via fast digital
THPHA143
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IOs (pulse train outputs), analogue IOs, dedicated technology modules or decentral PROFIdrive devices.
Configuration, programming and testing is independent
of the type of drive or interface since it is based on software technology objects, like “speed axis”, “positioning
axis”, “synchronous axis” or “cam”. Synchronous position measurements by activating an input are implemented with the help of the technology object “measuring
input” and the technology object “cam track” allows the
definition of a track of positions that activate an output in
a synchronous way.
Programming is done in a standardized and homogenous way on base of the function blocks for motion control defined by PLCopen [9].
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was possible, which complicated the cabling a lot due to
the required resistors. A fully functional version of the
module with RS422 is announced for October 2018. The
CPU 1516-3 PN/DP was selected for the PLC and the
electronics for the lab test system was assembled in a
contact isolated box, as shown in Fig. 3.

IMPLEMENTATION OF THE TEST
SYSTEM
For the implementation and the examination of the motion capabilities of the S7-1500 with regard to synchronous movement, a 3-axis table based on linear actuators
form ISEL was used as test mechanics, as shown in Fig.
2. The linear actuators do not have any position encoders.
Instead they are equipped with reference points.

Figure 3: Electronics of test system.
The implemented software relies on gearing with the
MC_GearIn function block, which means that the speed
for the synchronous axis x and y is proportional to the
lead axis z:
vx = kx * vz ; kx rational number e/d
with e,d integer and 1< e, d < 2**31
For each positioning a new kx has to be computed according to the simple equation
kx:= (xtarget - xreal) / (ztarget - zreal)
and MC_GearIn has to be called in order to sychnronize
the axes again (analogous for axis y; the indices target
and real describe the destination and the actual positon of
the corresponding axis).

Figure 2: Triple axis test mechanics.
For the interfacing existing to the Phytron CCD stepper
drivers the S7-1500 technology module TM PTO 4 has
been selected. It is a pulse train output module with 8
RS422 outputs that can be used for the step/direction
interface of 4 stepper axes with a frequency up to 1 MHz,
and additional digital IOs for reference points, drive ready
signals, etc. Unfortunately, the RS422 interface did not
work in the first version of TM PTO 4. Only HTL (24V)

Figure 4. Oscilloscope picture of the step signals of all
axes. The middle graph corresponds to the lead axis. The
top and bottom graphs correspond to synchronous axes
with identical and half speed, respectively.
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Some optimization can be done by the selection of lead
axis (always the one with the biggest distance) and by
upscaling e and d in order to reduce truncation and rounding errors. But during the tests no rounding errors could
be observed.
The standardized communication protocol developed
by JCNS based on PROFIBUS and PROFINET defines
an abstract controller/axis model, which allows the
movement of individual axes or the synchronous movement of several axis grouped to a controller.
In order to examine the quality of the synchronization,
the step signals of all axes were measured with an oscilloscope. Fig. 4 shows that these signals have a constant
phase delay during movement, proving that the axes are
moving synchronously.
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[4] Official TANGO homepage,

http://www.tango-

controls.org

[5] T. Unruh, “Instrument Control at the FRM-II using
TACO and NICOS”, Proceedings of the Nobugs
2002, Gaithersburg, 2002.
[6] M. Meven, G. Heger, HEIDI, new single-crystal
diffractometer at the hot source of FRM II, Acta
crystallographica / A 60, s113 (2004-00-).
[7] S7-1200 Motion Control V6.0 im TIA Portal V14
Funktionshandbuch, 09/2016, A5E03790550-AE
[8] S7-1500 Motion Control V3.0 im TIA Portal V14
Funktionshandbuch, 09/2016, A5E03879255-AD
[9] Technical Specification, PLCopen - Technical
Committee 2 - Task Force, Function blocks for motion control (Formerly Part 1 and Part 2), Version
2.0, März 2011, PLCopen Organisation

CONCLUSION AND OUTLOOK
A test system has been successfully implemented showing that synchronous movement of several axes is easily
possible with the integrated motion control functionality
of the Siemens S7-1500 PLC family. As a next step, the
system will be integrated into the HEiDi instrument at the
FRMII by emulating the existing software interfaces.
In a second step, the existing TACO solution at HEiDi
will be replaced by a TANGO implementation and a synchronisation mechanism with the detector based on cam
tracks will be implemented.
The PLCopen programming interface in combination
with a homogenous parametrization and test tool allows
access to different types of stepper motor controllers, DC
motor controllers, servo motor controllers and frequency
converters in a consistent, device-independent and efficient way. Therefore future motion implementations of
JCNS at FRM-II will be based on S7-1500 motion. The
new TM-StepDrive module announced by the company
Phytron for the ET 200SP decentral periphery system will
be used as standard stepper motor solution with integrated
stepper driver. This module will be supported by S7-1500
motion via the PROFIdrive interface.

REFERENCES
[1] Heinz Maier-Leibnitz Zentrum. (2015). HEiDi: Single crystal diffractometer at hot source. Journal of
large-scale
research
facilities,
1,
A7.
http://dx.doi.org/10.17815/jlsrf-1-20

[2] H. Kleines et al., Implementation of the Control and
Data Acquisition Systems for Neutron Scattering
Experiments at the new “Jülich Center for Neutron
Science” according to the “Jülich-Munich Standard”, Proceedings of the ICALEPCS 2005, Geneva,
2005.
[3] A.Götz, W.-D. Klotz, E. Taurel, J. Meyer, J.-L.
Pons, M.C. Dominguez (ESRF),TACO manual version
2.1,
http://heanet.dl.sourceforge.net/project/tac
o/manual/2.1/TACO-2.1.pdf

THPHA143
Integrating Diverse Systems

1719

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA144

INDUSTRIAL STEPPING MOTORS INTEGRATION IN THE UNICOS-CPC
FRAMEWORK
J. Fernandez Cortes, E. Blanco Vinuela, L. Gonzalez Gomez, CERN, Geneva, Switzerland
Abstract
A large number of movable devices are present in the
field of accelerators and must often be integrated in a
control system. Typical examples of these systems are
phase shifters and magnetic dipoles among others. The
standard industrial control system UNICOS-CPC (UNified Industrial COntrol System for Continuous Process
Control) provides a set of generic device types which
matches the majority of the industrial equipment employed in process control. This new development extends
it with additional device types for precise positioning
equipment based on stepping motors.
The paper focuses on how the integration on UNICOS
was fulfilled, the potential use of the solution and the
automatic integration with the CERN real-time FESA
(FrontEnd Software Architecture) framework. Finally, it
illustrates a couple of use cases that already incorporate
the solution: the CTF3 facility, the two-beam acceleration
scheme envisioned for CLIC (Compact Linear Collider)
and the EuroCirCol project for the measurements of the
beam screen prototype for the FCC-hh (Future Circular
Collider proton-proton).

HARDWARE ARQUITECTURE
The selected solution is based on PLC hardware architecture with Siemens components. A distributed station
ET200S is connected to a S7-300 series Siemens PLC.
The specific controller 1STEP-5V, placed in the ET200S,
is an electronics card with its own custom logic and is in
charge of producing the signals to control the motor. It
has a dedicated input where a reference switch is connected. As this input has a faster scan cycle than the normal
digital inputs of the PLC, this enables increased precision
in the detection of the reference position. In some installations, the end switches limiting the movement of the device are also connected to this same input. Pulses emitted
by the card and signals indicating the turning direction are
sent to the power module, which decodes them and gives
the motor the electrical power to turn.

INTRODUCTION
A stepping motor is an electric device capable of positioning objects in discrete regular steps with great accuracy and reliability. It can be controlled from several types
of hardware including: industrial computers, specific
electronics or, as in this publication proposed case, PLCs.
A large number of movable devices are present in the
field of accelerators and must often be integrated in a
control system. This paper proposes integration through a
standard device within the UNICOS-CPC (UNified Industrial COntrol System for Continuous Process Control)
framework [1].
At CERN there were several legacy installations which
were using control solutions based on standard PLCs with
a wide variety of technical approaches. Our engineers
were frequently called for support on those installations
and thus a standard for stepping-motor integration in the
UNICOS framework was proposed.
Another requirement was the integration of such devices to the standard accelerator control systems at CERN
which are based on the FESA (Front-End Software Architecture) framework [2].
In this paper, we will go through the steps needed to include the stepping motor device as a new field device
type in the UNICOS framework, its integration on the
control systems and its application in real installations.

Figure 1: Hardware scheme of a typical installation.
The wiring of the setup depends on the desired mode
of operation and the instrumentation installed. The recommended and fundamental configuration is based on
using two end switches and a reference switch in between. The end switches are connected to digital inputs of
the PLC I/O card. The reference switch is connected to
the specific input of the controller card. Another possible
configuration uses only two end switches, taking one of
them as reference and connecting both of them to the
controller card. In this configuration there is no need for
digital input cards, making the final set simpler, but this is
only possible with the second generation of controller
cards.

INTEGRATION IN THE UNICOS-CPC
FRAMEWORK
The first step to integrate the object in to the UNICOSCPC framework was designing the device according to
the UNICOS device model. This needs a device type
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classification, a definition of its interface and, finally, the
internal logic specification. The device was classified as a
field object within the generic device types of UNICOSCPC [1]
To satisfy the generic field device type requirements,
the new stepping motor device type must have:
1. Auto requests coming from the control logic implemented on the PLC, typically from a higher hierarchy device.
2. Manual requests coming from an operator through
the HMI (Human Machine Interface) of the SCADA
(Supervisory Control and Data Acquisition).
3. Local requests coming from field placed equipment
(i.e. industrial touch panels)
4. Parametrizations to customize the behaviour of the
instantiated device with the user configuration.
5. Interlocks to put the object in an inoperable state.
6. Input and output signals from the lower levels of the
automation pyramid, as digital or analog inputs.
7. State feedback of the motor to be sent to the SCADA
or the others devices in the project.
8. Commands or orders to devices on lower hierarchical
levels.
This device type interface is defined in the Type Constructor Tool (TCT), which is a component of the suite of
offline tools of the UNICOS framework.
The exchange of information with the specific Siemens
hardware module is realised through four double words,
two for reading the status of the motor (Figure. 2). FbByte
1 and FbByte2 are bit patterns contain information about
the state of the card and CtrlByte1 and CtrlByte2, also bit
patters, to send the commands to the motor
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The device type internal behaviour has been designed
as a Harel state machine [3] which reduces the numer of
transitions to represent a system by using the cocept of
hierarchy (Fig. 3). This state machine deals with all the
transitions between UNICOS working states and the set
of intrinsic modes in which device could be. Figure 3
shows the simplified state machine for the stepping motor
device type.

Figure 3: Simplified state machine.
Note that behind the state named “Reference search”
there are 19 different sub-states. This led to a strict conversion of the code from the state machine to SCL (Structure Code Language) a high-level PLC programming
language particularly suitable for programming complex
algorithms. SCL corresponds to the textual high-level
language ST (Structured Text) defined in the standard
IEC 61131-3
Figure 4 shows an example with the structure of code
created when translating the chart to SCL code.
For each macro-state, a case sentence is defined, constants for each state were defined to make the code easier
to understand. There is also a Boolean variable for each
state indicating if it is the first cycle on it to properly
execute its initialisation. Then the possible transitions are
evaluated ordered by their priority and if any of them is
validated, the new state is set and the exit actions executed.

Figure 2: Interface with the 1STEP module.
The card offers several working modes, but in the designed device type only two are available:
1. Reference Search. In this mode the controller performs an algorithm aimed to search for the reference
switch. Initially the position of the movable part is unknown, the controller will slowly move it until the reference switch is detetected. The reference switch is a
lever placed in a known position.
2. Positioning. This is the normal operational mode in
which the motor executes positioning duties. It works
with relative positions, so the logic of the object calculates the number of steps needed to go from the current position to the required one.

Figure 4: SCL code generated from the chart.
The integration in the UNICOS-CPC framework also
requrires: (1) definition of default parameters and creation
of the specification templates that allow the control engineers to instantiate stepping motors in new projects, (2)
THPHA144
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modification of the generation tool and the Siemens S7
plugin in UAB (Unicos Application Builder) to include
the new field object [4], (3) definition and design of the
exchange data from the PLC and the SCADA, (4) TIA
portal touch panel counterpart device type and (5) WinCC
OA SCADA counterpart device type.
When including a new UNICOS compliant device on a
WinCC OA SCADA, all the visualization logic and operator command options must be designed. The visualization includes a faceplate, a full representation of the device status and the means to interact with the device (Fig.
5).
Figure 6: Front-end PLC interface.
After defining the interface, SILECS generates the
source code to insert in the PLC. These blocks contain the
shared database allowing the exchange of information
between the PLC and the FEC. In this kind of communication, the PLC maintains a passive role, with the FEC in
charge of reading and writing the data. A template for
UNICOS-CPC was included in the generation tool (UAB)
to automatically generate the PLC code to connect the
inputs and outputs of the objects with the shared database.

USE CASE 1: CTF3 AND CLEX FACILTY
Figure 5: Faceplate of a stepping motor in WinCC OA.
Also a minimal, but meaningful, graphical representation of the device is required: the ‘widget’. This is included in general views of the process or synoptics. Last, but
not least, all scripts for the automatic importation and
exportation of the devices are required. With these features, project engineers do not need to develop anything
when deploying applications but just import their devices
instances in the SCADA.

INTEGRATION WITH FESA
As already mentioned, many facilities where stepping
motors are deployed have a control system based on the
CERN standard for the accelerator controls. A FESA
device is the way that the current CERN accelerator control system models a physical device, providing a software interface to control and monitor the hardware behind. SILECS (Software Infrastructure for Low-level
Equipment Controllers) is an offline tool which procude
the binding between the FESA device and the physical
device, in this case the stepping motor instance deployed
in the PLC.

The objective of the CTF3 (Clic Test Facility) experiment at CERN is to demonstrate the feasibility of a linear
collider positron-electron of CLIC type at the level of the
multi TeV [5]. For this purpose, part of the LEP (Large
Electron-Positron Collider) preinjector was reused to
create a test-bench for a deeper study of the possible difficulties to overcome in the construction of such a machine.
Several stepping motors were used in this facility to position different hardware, like phase shifters, attenuators or
collimators.
The operators in the control room of the experiment interact with the motors through what is known as a “Knob”
(Fig. 7), which is a standardized component available in
the HMI of the supervisory applications and which can be
linked to any device property of a FESA-based device.
Integrating the UNICOS device within the accelerator
controls environment provides coherence to the control
system and allows the operator smooth operation with a
logical abstraction of the way the stepping motor is designed.
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system based also on UNICOS-CPC. The system requirements included the ability to create a square gap in a
defined position of a given size and place the beamscreen
in the correct angle to be irradiated. New parameters were
defined for the vertical and the horizontal axis of the
collimator and for the displacement of the beamscreen.
These specific parameters are independently provided
through the SCADA system. Also, during the design
phase, the zero position of the slits was unknown, therefore a configurable offset was also required. These were
new features to be introduced in the stepping motor device type.

Figure 7: Knob to Control a stepping motor through
FESA.
Currently, two distinct projects run in the experiment.
One controls 4 attenuators and 3 phase-shifters in the
CTF3 and the other controls 2 platforms for the positioning of part of the beam-pipe and its quadrupoles.
The wiring of the motors and associated sensors in these
projects was quite heterogeneous, therefore additional
requirements were taken into account to adapt the baseline of the device type to support all the cases. The motors
of the platform positioners did not have reference switches, so the complete algorithm of the reference search was
emulated with the end switches and a digital output of the
PLC.
The phase-shifters constitutes a very special case They
have mechanical encoders providing a continuous positional feedback. This obviates the requirement for a reference search. Another specific associated object for the
UNICOS-CPC framework was developed to model this
device: the encoder.

USE CASE 2: EUROCIRCOL PROJECT AT
THE ANKA FACILITES
Eurcircol is a conceptual design study for a post-LHC
research infrastructure based on an energy-frontier 100
TeV circular Hadron Collider [6]. For the validation of
several parameters in a prototype of its beam screen a
setup was installed in the ANKA (Angströmquelle Karlsruhe) synchrotron ring.
The beam screen will be irradiated with synchrotron radiation comparable to that expected at the future collider.
To modulate the amount of radiation applied to the beamscreen, a collimator system consisting of four slits, two in
the vertical axis and two in the horizontal, was placed in
one of the front-ends of the ANKA accelerator (Fig. 8).
These four slits are controlled by four independent stepping-motors. The platform, housing a beamscreen, is also
movable with two motors to test different angles of incidence of the photon beam.
The availability of the device in UNICOS-CPC allowed
rapid prototyping and commissioning of the control system which already included a PLC for the vacuum control

Figure 8: Representation with the four slits forming the
collimator.
A set of alarms was configured to prevent the motors
from moving if the reference was lost, if the gap size and
position are out of bounds or if slits are about to collide.
The positions and speeds of each motor are logged in the
SCADA database to be analysed offline with the additional data gathered by other systems in the experiment.

CONCLUSIONS
The development of the stepping motor in the UNICOSCPC framework extends the functionality of the framework to control movable devices in the motion domain.
Supporting various architectures and configurations increased the complexity of the development of the new
device type, but provided the flexibility required to adapt
to different installations. This new device constitutes a
UNICOS standardized solution which uses off-the-shelf
simple PLC-based hardware. The integration with the
CERN accelerator controls is ensured and all the components are generated automatically from an offline specification.
Most of the installations using stepping motors controlled by PLCs represented a high cost in terms of
maintenance and operation. Revamping many of these
installations, as the CTF3, allowed the team to better
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maintain those projects and extend the capabilities of the
projects in terms of usability and diagnostics, both provided by the UNICOS standard.
The solution allows the engineering of new projects with
a minimal cost. No further development is needed when
deploying the projects as developers need only to instantiate their physical assets (stepping motors) in the form of
new device instances. Only basic knowledge in automation is required to follow the procedure to add new devices. This was proven in the ANKA project, where PLC
developers with limited experience in the field of motion
were able to integrate the majority of the existing motors
and make corrections in the specification of the devices
with no development effort.
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INTEGRATION OF PLC AND PXI CONTROL SYSTEMS
A. Antoine*, C. Boucly, T. Gharsa, CERN, Geneva, Switzerland
Abstract
Engineers are often challenged with the need to integrate
several technologies to find optimal solutions when designing new control architectures. Generally, the technical solutions chosen require the combination of various industrial products such as PXI systems for applications requiring fast acquisition, analysis and reaction times, while
PLCs are commonly used for their reliability and their ability to withstand industrial environments. The needs to exchange information between these different technologies
can today be solved by using industrial fieldbuses such as
Profibus DP or Profinet IO. This paper describes the technical aspects of the two options, focussing on their advantages and constraints. The experience gained with integrating PXI and PLC systems as part of the 2016 consolidation project of the control of the kicker systems of the
Antiproton Decelerator (AD) at CERN will be presented.

INTRODUCTION
In the late 1980s, the PLC-based automation systems became increasingly popular in the manufacturing industry
aiming to improve their productivity. The need to reduce
costs and downtime while ensuring a high level of flexibility has led to the search for innovative decentralized solutions. Some automation manufacturers decided to join their
efforts on a “fieldbus” project to find out a homogenous
common solution. The Profibus standard was born. Today,
the PI Organisation (Profibus and Profinet International)
count over 1400 member companies worldwide [1]. Subsequently, a protocol based on the Ethernet, the Profinet,
was designed with a first version available from 2001 onwards [2]. Meanwhile, National Instrument (NI) developed
the PXI technology (PCI eXtensions for Instrumentation)
for fast measurement applications as electronic testing
equipment. The need to add fast measurement devices to a
manufacturing plant is today essential and a communication channel between the two is therefore mandatory. Because PLCs have already their own industrial communication solutions and are generally the core of plant processes,
the PXI based solutions have to become compatible and
adapt to the industrial communication standards.

CONTEXT
The Accelerator Beam Transfer group (TE-ABT) at
CERN, which is responsible for all beam injection and extraction systems across the accelerator complex, has a control architecture based on a slow control, fast control and
timing control. With the introduction of PXI based solutions to replace old electronics for the fast control, a study
___________________________________________
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1
The Profibus and Profinet fieldbuses exist in several variants. This paper
will consider only the Profibus DP and the Profinet IO versions without
safety frames.

of industrial communication solutions based on fieldbuses
was carried out in order to ensure a homogeneous exchange
of data between the slow control and the fast control. However, the modernisation of the slow control with off-theshelf components had already been done using Siemens
PLCs, leading to Profibus DP and Profinet IO as possible
choices.
The Control group (BE-CO) at CERN provides a communication solution that could also be consider to build a
communication channel between a PLC and a PXI through
their Front-End Software Architecture (FESA). Unfortunately, the choice of such a solution would lead to additional software layers, more complexity and dependence
on external services, which would not allow the exchange
of critical data such as interlocks.

FIELDBUS
Definition
A fieldbus is a digital, serial, multidrop, data bus for communication with industrial control and instrumentation devices such as -– but not limited to - transducers, actuators
and local controllers [3].

Profibus DP1
Profibus DP, for Process Field Bus Decentralized Periphery, is a fast and deterministic master-slave fieldbus
standardized in IEC 61158 and compliant with the OSI
model (Open Systems Interconnection) standard, which
make uses of only three separate layers of the OSI model
[4]. The physical layer defines the data transmission technique, the three main ones being: the RS485, the opticalfibre and Manchester Bus Powered. The data link layer
specifies the communication functions. Today, three version exists, DP-V0 that ensure the basic functions with cyclic data and diagnostics transmission, DP-V1 adding acyclic data transmission for process oriented services (configuration, alarms), and, DP-V2 for isochronous needs (Direct slave communication, motion applications). Finally,
the application layer is specific to the manufacturer.
In Profibus terminology, a device profile defines functionalities and services a device has to be able to deliver
and perform. A profile is always encapsulated in a standardized General Station Device (GSD) file, which allows
the user to integrate any device into its automation project.

Profinet IO
Profinet IO, for Process Field Net, is a full duplex network for industrial automation applications build on standard Ethernet technology and compliant with CEI 61158 and
CEI 61784 [5].
The communication networks used in the industry must
ensure data transfer between different devices in real time
in order to guarantee the response time of the processes.
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Thus, three different communication channels are defined
in the Profinet IO standard:
 the TCP/IP channel for parametrization and
acyclic read/write operations,
 the Real Time (RT) channel for cyclic data
transfer,
 the Isochronous Real Time (IRT) channel for
specific applications.
The devices are divided in three classes: the IO-Controllers, which are similar to Profibus Masters, the IO-Devices,
similar to Profibus Slaves and the IO-Supervisors, similar
to the Human Machine Interfaces (HMI) [6].
As for Profibus DP, each device has a unique description
that is specified in a General Station Device Mark-up Language (GSDML) file, GSD written in XML format, including a description of the device and its network characteristics.

Profibus DP vs. Profinet IO
Profibus DP and Profinet IO share the same aim of allowing decentralized architecture in control systems in order
to optimize the global costs and have many similarities in
their engineering concept as the use of a standardized language to define each device. Indeed, Profinet IO is the natural successor of Profibus DP and is often referred to as
Profibus over Ethernet.
Today, most of the control engineers tend to design new
installations based on Profinet IO, taking benefit of the
Ethernet technology allowing a consistent communication
approach across the plant. Additionally, the choice of
Profinet IO also means a high transmission rate and a data
transfer capacity six times that of Profibus DP. However,
Profibus is still widely used in industry and lots of technician are already qualified. Its ease of implementation is
also to be consider when designing an upgrade of an existing facility or a new automated system.
Table 1 shows a comparison of the main technical features between Profibus DP and Profinet IO [7].
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Table 1: Profibus vs. Profinet
Profibus DP

Profinet IO

Device description

GSD file
(ASCII)

GSDML file
(XML)

Topology

Line

Line
Tree
Ring
Star

Speed

12 Mbit/s

100 Mbit/s

Max. number of Devices

126

Unlimited
(manufacturer limitations)

Telegram

244 Bytes

1440 Bytes

Technology

Master/Slave

Provider/consumer

Wireless

Possible

IEEE802.11

Motion

32 axes

150 axes

Openness

No

Yes

In the Siemens PLC environment, a wide range of communication modules exist and the choice is only dependent
on the PLC series used. The TE-ABT studies has been done
using S7-300 series and consequently IM153-1 DP interface was chosen for the PROFIBUS DP configuration
while Simatic NET CP343-1 communication processor
was chosen for PROFINET IO communication. Figure 1
shows some Siemens communication processors available
on the market.

PLC AND PXI INTEGRATION
The original study initiated by the TE-ABT group considers three communication solutions: the Profibus DP, the
Profinet IO and the S7-TCP [8]. This last option was
quickly excluded as a viable operational solution as it requires separate configuration/settings routers, higher programming technique and is only usable in homogeneous
SIMATIC1 environment [9].

Hardware

Figure 1: Siemens communication processors.
On the PXI side, less options exist to connect them to a
fieldbus architecture. Hardware communication modules
from Kunbus Industrial Communication, formerly Comsoft, have been used to connect PXI system either to Profibus DP (DF PROFI II module) or to Profinet IO (DF
PROFINET IO module), i.e. Fig 2.

A PLC is a set of specific modules, which always includes a power supply and a CPU. The same concept applies for a PXI system. Hence, dedicated communication
modules have to be added to the configurations to be able
to establish a PLC/PXI communication.

___________________________________________

2

SIMATIC is the Siemens software suite for automation environment.

Figure 2: PXI/Profibus interface module (left) and
PXI/Profinet interface module (right) from Kunbus Industrial Communication.
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No additional devices are then needed to establish the
link between a PLC with a PXI.

Configuration
The power of Profibus DP and Profinet IO fieldbuses is
their standardization and openness leading to certified interchangeable products from a wide range of suppliers.
Thus, all control system manufacturers can easily make
their devices compatible with the standard by integrating
the device configuration directly into their user application
suite.
Siemens provides the SIMATIC suite for their PLC programming, Step 7 and more recently TIA-portal, which is
dedicated to the newest products. The integrated hardware
configurator of these suites has a GSD/GSDML interpreter
that simplifies the configuration of any Profibus DP or
Profinet IO device into an automation project.
In contrast, PXI systems can be programmed from different software suite as LabView or LabWindows/CVI from
National Instrument or C++ on LINUX. As a result, the
Kunbus company provides a third-party software, the
“Configurator III”, which is required to configure and integrate its fieldbus products into PXI systems and to obtain
their function libraries compatible with programming
suites.
Both Profibus DP and Profinet IO fieldbuses are masterslave oriented, which means that the master has the unidirectional control over all slaves. If Profibus DP allows only
one master per bus, Profinet IO doesn’t have this limitation. Considering the communication between a PLC and
a PXI system, it’s important to note that the Kunbus
Profinet IO module is only configurable as a master, while
the Profibus DP module can be configured as master or
slave.

AD KICKER EXPERIENCE
In June 2011, CERN approved the ELENA project, the
Extra Low ENergy Antiproton ring, with the aim of building a new synchrotron to further decelerate anti-protons
from 5.3 MeV down to 100 keV [10]. As the proposed location for the ELENA ring was occupied by the AD injection and extraction kickers, a relocation of these systems
has taken place and the more than 30 years old electronics
and controls of these systems has been fully consolidated
and refurbished at this occasion.
The new control architecture had to take advantage of the
solutions developed for the LHC and had to use the latest
technologies. Therefore, the last generation of Siemens
PLC family, S7-1500, was chosen for the slow control,
while a PXI based solution has been used for the fast control. The two systems contribute in the proper functioning
of the kickers and interact in real time to guarantee a safe
operation. Formerly made with wiring, few data were exchanged and implementing a fieldbus would allow transmitting more data for diagnostic purposes with the advantage of being less expensive.
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The slow control is the centre of the control architecture
and links all sub-systems together (Electrical distribution,
Safety, Timing, Fast control, diagnostics, HMI, SCADA).
This leading responsibility requires assigning it to the master of the fieldbus and therefore only the Profibus DP
fieldbus can be used, i.e. Fig 3.

Figure 3: fragment of the AD control architecture showing
the Profibus link (purple) between the PLC master and all
PXIs slave, the Profinet link (green) for PLC slaves and the
AS-i link (yellow) for safety slaves.
Due to the preliminary studies, which resulted in a detailed configuration procedure [8], the AD control design
included the implementation of the communication
fieldbus without many difficulties. The new AD control
kicker system with 10 PXI slaves connected to the Siemens
master S7-1516F CPU is in service for 2 years and no major failures have been reported during operation.

CONCLUSION
The needs for different types of technologies to exchange data is a challenge that found solutions in the use
of standard fieldbuses. The use of Profibus DP and/or
Profinet IO standards are solutions to integrate heterogeneous hardware. These standards are supported by 1400 manufacturers guarantying the openness of the technology used
for data collection and for process control. The success of
the consolidation of the AD kickers with the integration of
Siemens PLC and PXI hardware highlights the efficiency
of using such solution and has proven its robustness with
no major failure since its commissioning in 2015.
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LCLS-II CRYOMODULE AND CRYOGENIC DISTRIBUTION CONTROL*
K. Mattison†, M. Boyes, M. Cyterski, D. Fairley, B. Lam,
SLAC National Accelerator Laboratory, Menlo Park, CA 94025 USA
C. Hovater, Thomas Jefferson National Accelerator Facility, Newport News, VA 23606 USA
J. Kaluzny, A. Martinez, Fermi National Accelerator Laboratory, Batavia, IL 60510 USA
Abstract
LCLS-II is a superconducting upgrade to the existing
Linear Coherent Light Source (LCLS) at the SLAC National Accelerator Laboratory. Construction is underway
with a planned continuous wave beam rate of up to 1 MHz.
Two cryogenic plants, a distribution system, and 37 cryomodules with superconducting cavities will operate with
liquid helium at 2.2K. The process is controlled with networked Programmable Logic Controllers (PLC) and the
Experimental Physics and Industrial Control System (EPICS) as an integrated system that work in concert for controlling valves, pressure, flow, and temperature. Interlocks
and critical process information are communicated with the
low level radio frequency (LLRF), vacuum, and magnet
systems. Engaging the controls community proved vital in
advancing the controls architecture from a conventional
design to a centralized, reliable, and cost-effective distributed platform. The date for first light is in 2020.

INTRODUCTION
Two cryogenic plants, designed by the Thomas Jefferson
National Accelerator Facility, supply helium to the LCLSII linear accelerator (LINAC) cryogenic control system.
SLAC is responsible for the LINAC control system and the
EPICS integration to the plant [1]. The controls design includes:
 EPICS Supervisory Control of the cryogenic
plant, distribution system, and cryomodules.
 2 sets of centralized, redundant PLC processors
and EtherNet/IP modules for cryomodule and
distribution system.
 PLC 1 GB/s interface to EPICS.
 Device-level Ring (DLR) communication with
Distributed I/O and LLRF Input/Output Controller (IOC) Servers.
 Profibus Decentralised Peripherals (DP) communication to temperature monitors.
 Profibus Process Automation (PA) communication to valve positioners.
 Over 100 devices distributed over 4 rings.
 Interfaced systems: LLRF, Magnet, Vacuum.
 Interfacing and controlling: cryogenic valves,
pressure transducers, liquid level monitors,
temperature monitors, and heaters.

CONTROLS ARCHITECTURE
The system controls and monitors instrumentation in
the cryomodule and distribution system; the instrumentation quantities are shown in table 1 below [2].
Table 1: Instrumentation Signal Count
Instrument

Quantity

Pressure
Temperature (sensor)
Liquid level
Valves
Heaters
Voltage Taps (conditioned)

106
1500
74
84
520
315

Collaborative feedback from fellow laboratories helped
build the architecture for controlling the LCLS-II cryomodule and distribution system. This lead to the adoption of centralized processing and commercially available
off-the-shelf hardware.

Centralized Redundant Processing
The cryogenic plant supplies helium through two distribution boxes. One distribution box supplies the upstream
17 cryomodules and one distribution box supplies the
downstream 20 cryomodules. The controls architecture
mirrors this mechanical design by having the PLC processing located in two centralized locations. These centralized processing locations have the complete PLC programs
that support the control functions for the instrumentation
described in this document. Figure 1 shows one of the two
sets of redundant chassis architecture. Two chassis contain
the same Rockwell ControlLogix hardware: PLC 1756L83E processor, Ethernet modules, and redundancy control
modules are located near both distribution boxes. The primary chassis fails over to the secondary chassis when a
fault occurs in one of the modules located in the chassis.
The EtherNet/IP modules support communications to the
DLR and the PLC’s in the cryogenic plant. The 1 GB/s interface on the PLC CPU supports communication to the
EPICS IOC.
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Cavity Heaters

Figure 1: Centralized, redundant, PLC chassis.

Device-level Ring Communications
The DLR offers many benefits. In a largely accessible
network, many accidental changes in the system can cause
communication outages or interruptions in the network,
such as:
 Adding a device with a conflicting IP
 Adding a device that broadcasts data in an unmanaged area of the network
 Reconfiguring part of the network that adversely
affects communication with other subsystems
To reduce the likelihood of these occurring, the DLR I/O
network is the choice, isolated from outside network influence in order to maintain reliability. A DLR is a fault-tolerant network, but multiple failures may isolate devices contained between multiple failed communication links. The
mitigation for this is immediate personnel response to troubleshoot and resolve an initial failed link on the network.
Each DLR does not exceed manufacturer design recommendations [3].
Figure 2 below shows the typical device architecture on
a cryomodule rack. This diagram shows the integration of
the DLR to Profibus DP and Profibus PA.

The cavity heaters are 46.3 Ohm (nominal) polyimide
strip heaters affixed to the bottom of the vessel bath. There
are a total of 8 cavity heaters per cryomodule. The heaters
are driven by a fan-less, programmable, regulated (0-50
VDC) linear power supply. The maximum voltage is below
50 VDC to reduce the hazardous voltage in the tunnel. The
PLC analog output is a 0-10 VDC linear to the 0-50 VDC
output of the power supply. To monitor the current draw of
each heater, current shunts are placed in series with the
power supply to the heaters. As current fluctuates, the
shunt produces 0-50 mV which is amplified by a signal
conditioner to the PLC analog input.
The LLRF EPICS server sends the gradient of each cavity to the cryo control PLC. Each server is located at one
set of racks per crymodule and communicates to the PLC
over the DLR. The PLC uses the gradient as part of the
calculation to vary the power to the heaters.
The PLC controls the AC source to the DC supplies in
sets of four. This allows sets of 4 at a time to be powered
on during startup to reduce the risk of tripping circuit
breakers. It also allows the PLC to remove sourced AC
power to the power supplies of the feedback from the
power supply does not match the command after a defined
amount of time.

End Can Heaters
Two cartridge heaters are located in each cryomodule.
Regulated 0-50 VDC, programmable, switched-mode
power supplies power each of these heaters. These supplies
have an internal Current Transducer (CT) that provides a
current reading to the PLC with a 0-10 VDC feedback.

Valves
The pneumatic valves in the tunnel require a positioner
to regulate the air to the actuator. By working through FermiLab engineering and the valve manufacturer, we learned
of hardware used in similar applications at LHC. Based on
the feedback received from LHC, we chose the same positioner design used for a number of years in the tunnel at
CERN [4]. Each rack-mount positioner chassis contains 15
positioners. There are 6 chassis located above ground,
away from damaging radiation; the piezos and feedback
potentiometers reside in an enclosure on the valve body.
Each chassis communicates via Profibus PA [5].

Profibus DP to
PA Coupler

Pressure
EtherNet/IP to
Profibus DP
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Figure 2: Typical networked controls hardware per cryomodule rack.

Each cryomodule has 2 pressure transducers in the tunnel; one ranged from 0-100 PSIA and one ranged from 0100 Torr. These transducers are expected to be affected by
radiation over time. The placement of these sensors are in
areas that have less radiation exposure than other locations
around the cryomodule.
Additional pressure sensors for diagnostics on the end
caps are strain gauges, a recommendation from the cryogenic controls team at Oak Ridge National Laboratory.
These gauges, without microprocessors, are more resistant
to damaging radiation.
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Liquid Level
The liquid level probe connects to a monitor customized
by the manufacturer (AMI) to limit the excitation voltage
to less than 50 VDC, reducing the electrical hazard in the
tunnel. The monitor sends a 4-20 mA signal to the PLC to
indicate the liquid level. One probe is located in the upstream portion of the cryomodule and the other is on the
downstream. The 0.5% slope (Figure 3) in the SLAC tunnel creates a challenge for managing the liquid helium level
in the cryomodule to bathe all cavities without overfilling
into the Helium gas return pipe [6].
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all multi-conductor with the following properties: shielded,
twisted-pair, low smoke zero halogen, cross-linked Polyolefin (XLPE) insulated.
Connectors on the cryomodule are pins and the interface
plug connectors utilize cups. This makes the connectors
touch-safe to reduce the risk of a person experiencing an
electric shock.
For the cryo control subsystem, the design of nearly
every device generating voltage is below 50 VDC, with the
exception of vacuum monitoring.

OUTLOOK
Having one PLC program for each set of cryomodules is
expected to simplify programming techniques and decrease the time required to make programming enhancements. Centralized control loops for heaters and liquid
level control in two PLC locations should ease programming.
An isolated I/O network utilizing the DLR topology is
expected to reduce issues commonly experienced with star
networks.

Figure 3: Liquid level for single LCLS-II cryomodule [6].

Temperature
Initial research on Resistance Temperature Detector
(RTD) monitors proved challenging in processing overhead and cost when integrated in centralized control. Ethernet enabled devices were available at reasonable scale, but
centralized processing with the number of monitors needed
proved to cause communication overhead concerns.
DESY engineers developed their own cryogenic RTD
and level monitoring hardware to bridge this gap and integrate with the control system by using Profibus DP [7].
This innovative design reduces the communications footprint by reducing the number of Ethernet devices. Implementing this monitor requires calculating the RTD value
by solving polynomials. This was the chosen device type
until Lakeshore recently released the 240-8P, a Profibus DP
temperature monitor that runs the polynomials and holds
the configuration files in the temperature monitor on-board
memory. This removes the overhead required for polynomial calculations in the PLC processor.

Cable Plant and Connectors
Cable plant for an accelerator requires a tremendous
amount of coordination efforts by working closely with all
subsystem design engineers and supporting departments.
Cables in the cryogenic control system design that run from
the gallery through penetrations into the tunnel are nearly
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CONCEPTUAL DESIGN OF VACUUM CONTROL SYSTEM FOR ILSF*
A. Khalilzadeh†, M. Akbari, M. Jafarzadeh, J. Rahighi, Iranian light source Facility, ILSF, Institute
for Research in Fundamental Siences, Tehran, P.O. Box 19395-5746, IRAN
Abstract

Many The Iranian Light Source Facility (ILSF) is a new
3 GeV third generation synchrotron light source facility
with circumference of 528 m, which is in the design stage.
In this paper conceptual design of vacuum control systems
presented. The control system architecture, Software
toolkit and controller in device layer are discussed in this
paper [1].

INTRODUCTION

Emittance
Current

Length of straight section
Number of straight section
RF frequency

Unit
GeV

m
nm.rad

Devices
Ion Pomp controller
Roughing pump controller
NEG pump controller
Cold cathode gauges controller

Pirani gauge controller

The Iranian Light Source Facility Project (ILSF) is a 3
GeV third generation light source with a current of 400 mA
which will be built on a land of 50 hectares area in the city
of Qazvin, located 150 km West of Tehran. The ILSF storage ring has been designed to be competitive in the future
operation years. Iranian Light source facility vacuum control system, contain of controller for Pumps specially ion
pump and gauges to read pressure. To implement a successful and reliable system to obtain pressure about
� ��
and keep it in storage ring, the vacuum system must be
based on distributed intelligence with proper process variable update rate. This paper explain conceptual design of
vacuum control system. A summary of ILSF major parameters are listed in the Table 1 [1].
Table 1: Main Parameters of the ILSF Storage Ring
Parameter
Energy
Circumference

The interface of each vacuum controller is in the Table 2.
Table 2: Controlling Interface for Vacuum Sub System

Value
3
528

0.27

mA

400

m
MHz

7
20
100

For current machine design, the concept of antechamber
has been chosen. The vacuum chambers will be made of
stainless steel and will be baked out before installation. 580
ion pumps, 180 TPS and 100 NEG pump have been foreseen for the storage ring. Different computational methods
have been developed to help designers to achieve the necessary low pressure throughout small aperture magnet vessels. Several methods have been employed to calculate
pressure profile in different working modes of storage ring.
Calculations have shown that the maximum pressure in
storage ring will be lower than 1.8×10-9 mbar during operation time.

Valve controller

Thermometer controller
Residual gas controller

Interface
Ethernet
PLC
PLC

Ethernet
Ethernet
PLC
PLC
Ethernet

NETWORK CONTROLLER AND
TOOLKIT
All devices and vacuum components in control level
should support Ethernet protocol to send data to control
room and receive operational commands through the network. However, using well-known protocols increases the
risk of penetration into the system.
Controller should designed in such a way to have a minimum latency in send and receive commands from control
room.
Since Ethernet protocol is main network line, the mentioned devices must support this protocol or in case of devices which are provided by companies outside of ILSF
and do not support main protocols, taking advantage of a
converter could be a solution.
Open source and wide usage are the two main factors
which have led us to choosing EPICS as a control system
toolkit for ILSF.

VACUUM CONTROLLER DESIGN
In order to increase respond time and system reliability,
and also to reduce network control traffic, the vacuum system is designed on the basis of distributed control system
in which the process of control take place in each controller
individually and the results of events or sensitive process
variables are being sent to man-machine interface.
Since vacuum system is not majorly involved in data
analysis, the main concern in designing the system is focused on its maintenance and prolonging its life time. This
clearly indicates the significance of establishing a vacuum
control system in favor of layer approach. In other words,
the priority is to establish the vacuum control system based
on the hardware layer instead of the software layer.
In this system the vacuum equipment is located in the
field level and connected to the controllers which lays in
safe area and control level and are hart of control by cables.
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chamber and send interlock signal in case of detect any abnormal increase rate chamber pressure.
Due to vacuum pressure break speed and the length of
each section the rate of monitoring pressure must be less
than 17 ms. However, the rate of reading pressure by
gauges, which is pressure dependent, plays the main role in
the calculations.
The result of simulation for part of vacuum chamber
with a small hole on it by Comsol Multi Physics for different times is in the Figure 2. Each line is correspond to
� seconds.

Figure 1: Block diagram of vacuum component and related
controller.
A PLC in associate with control network is used to stablish a complete controllable system for vacuum. The main
duty of vacuum PLC is control rough pump, the gate valve
which work pneumatically and proper reaction against interlocks from controller by digital input output and large
number of temperature sensors by analog modules and finally send pressure to control room at the lower rate.
Another important character of vacuum control system
is the implementation of object oriented concept in vacuum
PLC’s. In this approach, equipment lays behind of virtual
graphs which describe the dynamic behavior of the system.
This character helps us to remove or add different components from and to the vacuum system easily and reduce the
consequences of the required programming.
Controllers must be equipped with internal memory to
store the values of the setting point and enough Ram for
calculation. Also all controllable devices must have an extra communication port for local services and maintenance
process.
Connecting an external signal from controller which is
in corporate with internal pressure in vacuum chamber to
the PLC decrease response time of protection action to prevent vacuum break generally and increase reliability of
vacuum system [2].

ION PUMP CONTROLLER
To reach faster to the desired vacuum, increase accuracy of measurement and reduce material consumption, ion
pump controller must have an intelligence behavior, i.e. it
should set the voltage value of the ion pump based on its
current which is related to the pressure on the local ion
pump. In other words, voltage has a wave form with respect
to local pressure.
Using distributed power supply to control ion pumps
has many advantages like control large number of ion
pump and as a result reduce costs, number of equipment
and occupied space which is considered in the design of
vacuum control system.

Figure 2: Distribution of pressure in a sample cell by time.
Although pressure monitoring must done in high rate at
field level, since vacuum is a slow process it is not necessary to update it with this rate in side of control room.
In order to facilitate the vacuum upgrade process in any
time, develop and maintenance, it is necessary to keep this
concept open and use a standard, high bandwidth and noise
safe protocol to connect different component of vacuum
network to each other and control room.
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GAUGES CONTROLLER
Controllers which drive pressure gauges must calculate
the rate of pressure change to detect any leak in vacuum
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CONCEPTUAL DESIGN OF POWER SUPPLY CONTROL SYSTEM FOR
ILSF
A. Bayramiyan†, A. Khalilzadeh, E. Yousefi, M. Akbari, M. Jafarzadeh, J. Rahighi, Iranian
light source Facility, ILSF, Institute for Research in Fundamental Siences, Tehran, P.O. Box
19395-5746, IRAN
Abstract
The Iranian Light Source Facility (ILSF) project is a first
large scale accelerator facility which is currently under
planning in Iran. On the basis of the present design,
circumference of the 3 GeV storage ring is 528 m. Beam
current and natural beam emittance are 400 mA and 0.27
nm.rad respectively. The facility will be built on a plot of
land the size of 100 hectares in the city of Qazvin, located
150 km West of Tehran. In this paper the conceptual design
of power supply control system is presented.

INTRODUCTION
Synchrotron radiation, as a versatile research tool, has
experienced an unprecedented expansion. Nowadays, a
large and continuously growing community of researchers
representing a variety of disciplines depends on light
sources as an essential part of their research programs. In
spite of innumerable applications of synchrotron radiation,
a large portion of the world namely Middle East is
unfortunately poor on modern synchrotron light source
facility.
Following SESAME project which was dedicated by
UNESCO to the Middle East countries [1], several
countries of the region such as Armenia [2] and Turkey [3]
have planned to have their own synchrotron radiation
facility.
The Iranian Light Source Facility (ILSF) project [4] was
initiated in 2003 and formally approved by the Iranian
government in 2008 [5-6].
At the end of 2009, Institute for Research in
Fundamental Sciences (IPM) was selected to plan,
construct, equip, and exploit the facility.
The ILSF is conceived as a national synchrotron light
source to provide a powerful source of x-ray for the users
and cover requirements of the experimental science in
several fields.
The figure of merit of the ILSF storage ring follows
modern synchrotron light sources design trend. To have a
competitive leading position in the future, the ILSF is
designed to emphasize small emittance electron beam
(below than 0.27 nm.rad), high photon flux density,
brightness, stability and reliability.

OVERVIEW OF ILSF P.S.
This section is presented to check out the ILSF booster
Table 1 and storage ring Table 2 power supply specifications.
Table 1: ILSF Booster Ring Power Supplies
Booster Ring
P.S.

Dipole

Quadrupole

Sextupole

Output current

484A

202.4 A

22.82 A

Output voltage

1135.41V

401.45 V

101 V

No. of Power
Supplies

1

1

1

Table 2: ILSF Storage Ring Power Supplies
Storage Ring
P.S.

Dipole

Output Current

Quadrupole

Sextupole(S4)

364.3A

132.3A

125 A

Output Voltage

640V

15 V

1108.8 V

No. of Power
Supplies

2

240

6

OVERVIEW OF POWER SUPPLY
CONTROL SYSTEM
The P.S. control system consists of three parts:
 Internal Control Module
 Analog to Digital Converter
 Digital to Analog Converter or High Resolution
PWM
Figure 1 proposes an architecture of digital current
regulator intended to be used to control the power supplies
of the Iranian Light Source Facility. It is based on a highprecision Digital to Analog Converter and a high
performance digital control system. This control structure
will be used to control the current of the most types of
power supplies either in Storage or Booster Ring.
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ADC-/DAC Module
The ADC’s are the key parts for the necessary precision
of the entire controller. Especially for the current
measurement (the output property of the power supply) a
final resolution of less than 10 ppm is required, asking for
17 bits plus sign. The DAC is more relax than the ADC,
because the control system can compensate its thermal drift
and resolution, but still we need a perfect DAC for control
system.[7]

CONCLUSION
Figure 1: Power supply control system.

CONTROL CONCEPT
The goal was to find a simple but robust control structure
that fulfils the high demands. This resulted in a nonlinear
PI-structure of the well known form of Figure 2 For the
suppression of the dc-link ripple a nonlinear feed forward
is implemented. In addition, a limiter for the du/dt was
necessary to protect the output filters of the P.S. d/dtlimiters and filters for the reference value, as well as for the
measured properties, are needed. Last but not least, an anti
wind up feed back is implemented.

The Control System is based on a High-precision Digital
to Analog Converter and a high performance digital control
system. This control structure will be used to control the
current of the most types of ILSF Power Supplies.
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PI-Controller
The coefficients of the PI-Controller are determined in a
proven way: Of the entire P.S. a linear model is derived.
From this model the open loop frequency response is
simulated. According to the rules of Bode the P- and Icoefficients are determined for various points of operation.
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SOFTWARE AND GATEWARE DEVELOPMENT FOR SIRIUS BPM
ELECTRONICS USING A SERVICE-ORIENTED ARCHITECTURE
L. M. Russo∗ , LNLS, Campinas, SP, Brazil
Abstract
The Brazilian Synchrotron Light Laboratory (LNLS) is
in the ﬁnal stages of developing an open-source BPM system for Sirius, a 4th-generation synchrotron light source
under construction in Brazil. The system is based on the
MicroTCA.4 standard comprising AMC FPGA boards carrying FMC digitizers and a CPU module. The software is
built with the HALCS framework [1] and employs a serviceoriented architecture (SOA) to export a ﬂexible interface
between the gateware modules and its clients, providing
a set of loosely-coupled components favoring reusability,
extensibility and maintainability. In this paper, the BPM
system will be discussed in detail focusing on how speciﬁc
functionalities of the system are integrated and developed
in the framework to provide SOA services. In particular,
two domains will be covered: (i) gateware modules, such
as the ADC interface, acquisition engine and digital signal
processing; (ii) software services counterparts, showing how
these modules can interact with each other in a uniform way,
easing integration with control systems.

INTRODUCTION
Many particle accelerators and high-energy physics experiments are based on a distributed industrial control system,
such as: EPICS [2], Tango [3], DOOCS [4]. In order to
fulﬁll the requirements of such demanding installations in
terms of scalability, decoupling, reliability and evolution,
their foundation lies on a two or three-tier architecture, eﬀectively decoupling the so called Front-End Controller (FEC)
layer, Client Application layer and, in the case of a three-tier
architecture, Middle-Layer Services layer.
Hence, to accomplish these goals, two concepts are generally employed: (i) an entity that abstracts a given functionality, being either an actual equipment or an abstract
computing service; (ii) a contract, specifying how to communicate with this entity in order to explore that exported
functionality.
Examples of the entity concept are clear by looking at
the existing control system toolkits, such as: Input-Output
Controller (IOC) for EPICS and Device Server for Tango
and DOOCS. As for the contract concept, EPICS deﬁnes
the Channel Access protocol for EPICSv3 and the PVAccess
protocol for EPICSv4, Tango establishes the contract on
top of existing Message-based middleware technologies like
ZeroMQ [5] and CORBA [6], and lastly, DOOCS uses the
ONC/RPC protocol [7].
As a natural advancement of the underlying modern control system architecture, many applications have been developed by following what is called Service-Oriented Archi∗

lucas.russo@lnls.br

tecture (SOA) principles [8] [9], such as: loose-coupling
between parts of the system, a standard contract between
the parts, reusability, service abstraction, service autonomy,
among others. Examples of this can be seen in [10–15].
By using the same SOA principles over which high-level
applications have been successfully employed over the years,
development and integration of systems using modular platforms like MicroTCA [16], can be leveraged by the use of
the same approach. Speciﬁcally, but not limited to, applications that make use of FPGA chips can beneﬁt a lot from
this approach, so that even micro-modules can be abstracted
as an entity and controlled by a common contract, favoring
reusability and maintainability.
In the next sections, the tools that provide this abstraction, as well as the beneﬁts and challenges, are going to be
discussed.

SOA ARCHITECTURE FOR LOW-LEVEL
SYSTEMS
Traditional SOA principles are based on ideas that favor
independent design and evolution of each part of a system.
In many cases, however, low-level systems controlling an
embedded or external hardware device lack these features,
even though they tend to follow a modular design philosophy.
The reason behind this might be due to the intrinsic tightlycoupled characteristic of these systems and the diﬃculties
in achieving the end metrics, namely: latency of operations,
number of operations per second and system scalability.
Taking full advantage of the SOA principles in this case
is harder, but not intangible, as the key idea is to dissociate
the performance-driven part of the system, in which a more
tightly-coupled design might be inevitable, from the actual
architecture of the system, in which the actual properties and
the interrelationships between the system’s entities are described. The former generally needs to use a more complex
protocol and abstractions, while the latter has the freedom to
use SOA principles to increase modularity, maintainability
and reuse.

Topology for Low-Level Systems
In a generic way, low-level systems, particularly FPGAbased with a CPU attached to it (either via PCIe, Ethernet
or an internal bus), can be described in two parts. The ﬁrst
one is composed by the speciﬁc hardware to perform the end
application, along with its peripherals, FPGA, ADCs, DACs
and others. The second part is denoted by a controlling agent
(typically a software composing a FEC) interacting with the
hardware and providing an abstraction to other systems.
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Figure 1 shows a generic hierarchical description of the
hardware part and Fig. 2 depicts the corresponding SOAbased software for controlling that hardware.

Figure 1: Generic Hardware Architecture.
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exchange data/controls, the project itself must support this
degree of decoupling. Without it, maintaining a SOA architecture might become too diﬃcult and hard to coordinate
operations among diﬀerent components.
A desirable feature is to make available the information
about the internal components of a certain hardware, as a
means to describe each one of its independent parts, capabilities and topology. With such a feature, the knowledge
about which hardware device is being controlled and what
capabilities it oﬀers can be moved to upper layers of the
FEC. The advantage of this is having a more uniform and
generic abstraction layer and the possibility to use automatic
detection of known components, so to have an out-of-thebox controllable device. This can be achieved by the use
of a self-describing bus (SDB) [18], which describes all of
the design components, in terms of a unique identiﬁcation,
name, address range, version and capabilities. The SDB acts
as an addressable memory from the software point of view
and has a ﬁxed layout, making it easy to parse and to extract
all of the components’ properties.

Software Prerequisites

Figure 2: SOA-based Software Architecture.
The ability to structure the application by means of small
abstract components and a stable protocol between them also
favors the evolution of the software and can ease new design
developments. As shown in Fig. 1, the hardware architecture
is generally composed of a communication interface, by
which the software can interact with it, a protocol conversion
layer, to translate between the interface and an internal bus
protocol, and a set of peripherals.
By having each small peripheral in hardware matching
one service unit in software, as shown in Fig. 2, it can be
thought as a composable abstraction layer, in which the
individual services provide a speciﬁc functionality and can
be aggregated to form more complex services.
Oftentimes, some inter-service dependencies occur in the
design. To solve this, an Intra-Controller protocol can be
used to enable communication between the services, so its
actions can be coordinated to achieve the end functionalities.

Hardware Prerequisites
In order to achieve this, the hardware needs to be designed
such that its internal components are functionally isolated,
with minimal coupling between its parts and independently
controlled. This is especially important to allow the software to abstract the hardware in terms of SOA services.
Apart from the use of a standard bus protocol, such as Wishbone [17] and the employment of consistent interfaces for

In the software domain, it needs to provide all of the infrastructure regarding: (i) module isolation; (ii) communication
protocols to allow the interaction between the modules in
a system and external entities (i.e., other software) running
outside of the system; (iii) easiness of adding, removing or
altering a module without aﬀecting either the other modules
or the existing software infrastructure, typically following
the inversion of control design logic.

BPM PROJECT MODELED USING SOA
PRINCIPLES
The Beam Position Monitor (BPM) project was modeled
according to the SOA principles following the topology depicted in Fig. 1 and Fig. 2. The next sections will describe
how the gateware and software parts of the BPM system were
designed, outlining the perceived advantages over more traditional approaches and possible limitations.

Gateware
The BPM gateware was developed by modularizing the
design in two sets of reusable cores and a project-speciﬁc
repository, based on the open-source computer bus Wishbone. The ﬁrst one is composed of acquisition modules, trigger interfaces, PCIe, DDR, FMC ADC interfaces, among
others [19]. The second one is composed of DSP cores,
adders, multipliers, DDS, ﬁlters, and speciﬁc modules composing the BPM algorithms [20]. The last repository contains the top-level design ﬁles and project-speciﬁc cores [21]
and its structure can be seen in Fig. 3.
The design follows a hierarchical design written in VHDL
/ Verilog. At the top of the hierarchy, there is a PCIe interface and a Serial RS232 interface. They both pass through
a protocol conversion to support Wishbone master transactions.
THPHA149
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Figure 3: BPM Gateware Architecture.
As a core infrastructure module, there is a Wishbone
Crossbar, implementing independent many-to-many connections between an arbitrary number of masters and slaves.
Attached to it, the SDB, usually located at address 0x0 and
implemented as a ROM, stores meta-information about the
whole system, including all of the addressable components.
At the bottom of the hierarchy are the peripheral components, which could in turn include other Wishbone crossbars
and peripherals, composing a nested architecture. The ﬁrst
component after the external FMC ADC Board is the FMC
ADC interface itself. It is responsible for ADC data capture
from 4 ADCs, data alignment, clock buﬀering and for controlling the FMC ADC Board peripherals, such as: Si57x
programmable crystal oscillator, AD9510 clock distribution
and PLL, ISLA216P ADC and 24AA64 EEPROM.
In the sequence, data from all 4 ADCs goes to a deswapping stage, in which signals from ADC channels 1 and 3 are
swapped with signals from channels 2 and 4, respectively,
at a frequency of ≈100 kHz. This implements the digital
part of the switching scheme adopted by the BPM and has a
crucial role in guaranteeing low-frequency (up to half the
swapping frequency) noise suppression [22].
Afterwards, the signal is demodulated via an envelope
detector to extract the amplitude of the 4 signals, which is
then used to calculate the position of the beam by means of
the delta-over-sum method.
The last stage of the BPM signal chain is composed of
a multi-channel acquisition engine capable of acquiring all
of the intermediate steps in the DSP chain, triggered either
by an external signal, a data-driven trigger or a software
trigger. It also supports an arbitrary number of pre- and

post-trigger samples, up to the size of the external SDRAM
memory. Additionally, a trigger multiplexer module selects a
single trigger from its sources and outputs it to the respective
acquisition channel, whereas the trigger interface module
acts as a bridge between the external MLVDS pins available
in the MicroTCA.4 backplane.
There is also some support modules included in the gateware, namely: Diagnostics and Heartbeat & LEDs. The
ﬁrst one is used to gather some information about the MicroTCA.4 sensors, such as slot number and I2C address. The
second one is a simple 1 Hz heartbeat and basic LED control
for visual feedback purposes.

Software
As for the software part a framework, called Hardware
Abstraction Layer for Control Systems (HALCS) [23], was
developed to take advantage of SOA principles. In a simpliﬁed description the framework provides:
1. Module design interface
2. Inter-module protocol
3. External RPC protocol
4. Communication interfaces (e.g., PCIe and TCP/IP)
5. Composable chip interfaces (e.g., I2C, SPI, GPIO)
6. Automatic module detection (SDB parsing)
In this sense, HALCS provides a set of services (or modules) controlled by a common RPC protocol, so that upperlevel or client software (e.g., Control System or CLI programs) can perform its functions. So, in eﬀect, the actual
BPM software architecture is only known at runtime when
the actual group of services, that are discovered by parsing the SDB, are spawned and their communication and
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relationships are set up. Figure 4 shows the BPM software
architecture for the previous BPM gateware of Fig. 3.
On software startup, the Hardware Abstraction Layer
(HAL) (called LLIO in HALCS) is instantiated along with
its hardware interface (PCIe, in the case of the BPM). The
next step taken by HALCS is to try to ﬁnd and parse the
SDB structure within the device (if the SDB is not found,
no module is spawned and the user needs to perform a manual instantiation). This is performed by the Dispatch Engine (called DEVIO in HALCS) and is responsible, among
other things, to register/unregister modules (called SMIO in
HALCS), send/receive control messages to/from SMIOs and
to serialize external protocol messages coming from SMIOs
for dispatching them to HAL.
The External protocol, implemented as an inter-thread
communication protocol, used between SMIOs and DEVIO,
is generally enough to completely abstract a functionality
and the ability to control it in its entirety. This is used in most
of the modules developed so far, as they are self-contained
units that perform very speciﬁc functions, such as: Heartbeat
& LEDs, Trigger Mux, Trigger Interface, DAQ, Diagnostics, FMC Misc and DSP. They don’t rely on some intrinsic
startup order or coordination from other modules to correctly operate. These services, therefore, ideally match the
isolation and composability SOA principles.
However, some more complex modules, such as the FMC
ADC Clock, FMC ADC and Deswap, need additional coordination. The reason for this is that FMC ADC Clock is responsible for conﬁguring the FMC PLL and FMC clock oscillator,
which drives all of logic in the ADC domain, particularly
the ADCs and the deswap logic to the RFFE [22]. Hence,
these modules cannot start or proceed beyond a certain point
without extra conﬁrmation. If done so, the modules might
not start in a known state and can operate erratically.
For this reason, the FMC ADC Clock module, after completing the conﬁguration of all of its components, communicates with the other two modules to inform them a stable
clock is available and ready for use. On receiving this, the
modules can proceed to its functions and perform the necessary actions, such as resetting some parts of the gateware,
recalibrate some components or forcing a rewrite on some
registers. If the clock or PLL needs to be reconﬁgured, following a request from a client for instance, the same actions
can occur to satisfy this requirement.
This extra coordination is available by means of the IntraController protocol, implemented in the same way as the
External protocol, but through a diﬀerent ZeroMQ socket,
and can be used for generic message-passing among the
modules. So far, only control messages were needed, but
other use cases (e.g., periodic status messages) are certainly
possible.
In order to communicate with its clients, the SMIOs are
registered into a Broker, called Malamute [24], and its exported functionalities are made available. The Broker provides three important features: reliability, discoverability
and an eﬃcient low-level protocol between clients and services. The ﬁrst one is accomplished by means of heartbeats,
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message conﬁrmation, store-and-forward message mechanisms and automatic reconnection. Discoverability is important as the clients don’t need to know the endpoints of each
of the services, increasing client-service decoupling. Instead
it can rely on a uniform string identiﬁer and the broker will
dispatch the message to the correct service. The last feature
corresponds to a diﬀerent protocol from the External protocol, and is suitable for eﬃcient message-passing between
nodes in a system, implementing many common patterns
in distributed systems (i.e., mailbox, stream and publishsubscribe). Of particular interest is the mailbox pattern as
it’s particularly suitable for direct messaging between clients
and services and is used for that matter.
Lastly, the clients communicate with the services using
an RPC protocol on top of the low-level broker protocol.
Two of the most important clients worth mentioning: (i) a
set of command-line programs to interact with respective
services, usually used to debug the system or to perform
simple interactions with the services; (ii) the BPM EPICS
driver [25], implemented by mapping the RPC functions to
a set of associated EPICS database records.

BENEFITS OF USING SOA PRINCIPLES
The modularization of the design with these principles,
and in particular by using a framework with characteristics
such as those of HALCS, brings many advantages over more
traditional approaches.
Usually, in order to support a new FPGA design or hardware, the software must be adapted to the new modules,
addresses, protocols and communication interfaces. This incurs work on the low-level part of the software, which takes
care of abstracting some FPGA module details. Moreover,
the software clients or applications generally needs rework
as they are either embedded in the same code as the low-level
software or has a non-generic interface unsuitable for reuse.
Even designs that take a more modular approach suﬀers from
similar drawbacks, rendering the low-level software diﬃcult
to reuse, as it usually controls or abstracts more than just
one component.
The abstraction of FPGA as a set of self-contained components and its corresponding software module services (or
SMIOs) works in a way to provide clients with a suitable
abstraction of the component, while not establishing policies.
In this way, the services in HALCS could be thought as a
user-space driver with an RPC interface and the actual application pushed over to the client layer, above the Malamute
Broker.
Hence, the establishment of internal framework protocols,
such as the External protocol and Intra-Controller protocol,
provides clean and eﬃcient interfaces to the modules, by
using the fast ZeroMQ inter-thread message-passing, and encourages the module developer to design it in a reusable fashion. Coordination between modules can be accomplished
by using the Intra-Controller protocol, adhering to the SOA
principles.
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Figure 4: BPM Software Architecture.
Together with these beneﬁts, the usage of SDB is of much
convenience when developing new gateware designs, as the
already supported software services (e.g., DAQ, Diagnostics,
Trigger, LEDs) will be automatically spawned if a gateware
component matches a known SDB ID and, in turn, its services will be exported to the clients with the same interface.
The current development of a new Sirius Timing Receiver
gateware [26] for MicroTCA.4 platform is one example of
these features. By using the same DAQ, Trigger and Diagnostics gateware components, it was possible to immediately
use these functionalities and start testing the system without
software modiﬁcations.

FUTURE WORK
In order to increase modularity of the HALCS framework
and to allow a faster and easier integration of new SMIOs, a
way to dynamically load new SMIOs without having to recompile the software is needed. Currently, this is necessary
as the framework needs to know, at compile time, the SDB
ID of all known components to build the known components’
table. This is, of course, not ideal and requires new developers to modify the internal build system to include the new
service. To achieve this, a simple approach might be to use
the dlopen()/dlsym()/dlclose() family of functions.
With them, it is possible to dynamically load new services
by building them as a shared library that’s independent of
the HALCS sources.
As for the protocol communication interface both External protocol and Intra-Controller protocol used within
HALCS are based on inter-thread communication. This is
not completely adhering to the SOA principles as it partly
violates the loose-coupling principle, in the sense that entities related to the same physical hardware device are not
physically independent. To tackle this problem, an option
would be to switch both protocols to the same RPC protocol

already in use for communication with external clients, but
this would incur a longer protocol processing latency and
decreased bandwidth.

CONCLUSION
The principles and beneﬁts of using a SOA approach to a
low-level software/hardware domain were presented, with a
special focus on the main project using it called Sirius BPM
project, as well as a framework for achieving and endorsing
these same principles, named HALCS. New projects, such
as the upcoming MicroTCA.4 timing receiver gateware, can
use the developed infrastructure and gathered knowledge to
save time and design eﬀort.
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INTRODUCING FAST INTERLOCKS IN THE UNICOS-CPC
FRAMEWORK
M. Vázquez Muñiz, J. Ortolá Vidal, E. Blanco Viñuela, CERN, Geneva, Switzerland
Abstract
The CERN UNiﬁed Industrial COntrol System framework
(UNICOS) with its Continuous Control Package (UNICOSCPC) is the CERN standard solution for the design and
implementation of continuous industrial process control applications. The need of adapting the framework capabilities
to the diﬀerent processes at CERN has brought new challenges. Reacting as fast as possible to an interlock situation
to protect equipment is a new requirement which has been
introduced in UNICOS-CPC.
This paper presents the challenges, design and test results
of the seamless integration of fast interlocks capabilities in
the current UNICOS-CPC package based on conventional
PLCs (Programmable Logic Controllers), with a heightened
level of ﬂexibility and maturity. The ﬁrst implementation is
employing SIEMENS PLCs but the underlying technique is
extensible to the other UNICOS-CPC compliant platforms.

INTRODUCTION
UNICOS is a CERN framework to develop industrial
control applications and UNICOS-CPC is the framework
package devoted to continuous process control. It provides
developers with means to design and develop full control
applications and operators with ways to interact with all
items of the process. In addition UNICOS-CPC oﬀers a
suite of tools at the supervision level to diagnose the process
and the control system itself. [1]
The methodology to develop process control applications
proposed by UNICOS-CPC is based on the model provided
by the ISA-88 standard for batch control systems. The basis of these standards embraces the methodology known as
"Modular Functions", which supports multi-use instances
to minimize and simplify the coding. The standard deﬁnes
a hierarchy of objects that standardize the interaction between the layers, thus simplifying the overall system. These
objects are classiﬁed according their functionality (i.e. Input/Output, Interface, Field and Control Objects) and are
used as a common language by process engineers and control
system programmers to deﬁne the functional speciﬁcation
of the process control.
In addition to the method, oﬄine tools have been produced to automate the instantiation of the objects in both
supervision and process control layers, and generate the
Programmable Logic Controller (PLC) programs.
The UNICOS-CPC package can be deployed to diﬀerent
platforms. For the control layer, Siemens and Schneider
PLCs are supported together with controllers compatible
with Codesys development environment. At the supervision layer, the Siemens Supervisory And Data Acquisition

(SCADA) WinCCOA is used and it also includes a full library for Siemens and Schneider local operator panels.

Fast Interlocks
Fast interlocks are deﬁned as critical events in the process
that require detection, evaluation and a response by the control system in a time window that cannot be achieved by a
standard PLC application. They are used to set the equipment under control in a safe state in response to an abnormal
situation. In addition to evaluating and responding to those
events, it is necessary to provide an accurate time stamp of
the event which will be used to diagnose the root cause.

TSPP
The Time Stamp Push Protocol (TSPP) is an event driven
communication protocol for process control. TSPP provides
both, optimized data transfer from the PLC to the SCADA
and time-stamped data at source.
The protocol detects data changes, associates the time
stamp and then sends it in a single telegram. The time stamp
allows better diagnostic capabilities than classic polling data.
TSPP is designed to send three distinct types of time
stamped data: Events (Boolean changes in the state of the
UNICOS-CPC objects), Status (analogue changes of the
objects) and Watchdog (connection alive message). The
three types of TSPP data buﬀers are managed in parallel but
only one send-channel is used. To manage this mechanism,
a ﬁrst in – ﬁrst out (FIFO) queue has been designed.
Events are individually time-stamped, buﬀered and then
sent to the SCADA, which allows a comprehensive event
analysis in case of failure. However, statuses are timestamped in blocks and sent to the data server without buﬀering, therefore only the most recent status values are ensured.
On Siemens PLCs the protocol is implemented using a
standard S7 communication function, BSEND, which sends
large amounts of data to the SCADA layer (WinCC OA).

CRITICAL EVENT DETECTION
The UNICOS-CPC standard application time granularity
is the one imposed by the PLC sampling time, which depends
mostly on the application size. In general, the PLC sampling
time does not comply with the fast interlocks time requirements. Two implementation solutions for the detection of
critical events have been evaluated.

Hardware Interrupts
The hardware catalog of Siemens provides a set of input
modules with hardware interrupt capabilities, a program
which is adapted to suit the event can be called in real time.
If an alarm-triggering event occurs during the main PLC
program processing, the operating system calls the alarm
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OB 40, interrupting the processing of the program cycle or
lower-priority program blocks. The alarm-triggering event
is speciﬁed more precisely via the alarm OB 40 temporary
local data which can be evaluated by the user program in the
alarm OB. This functioning principle is shown in Fig. 1.

Figure 2: Cyclic Interrupt execution.

Figure 1: Hardware Interrupt execution.

Cyclic Interrupts
Siemens CPUs provide cyclic interrupt OBs that interrupt
the cyclic program processing at certain intervals. Each of
the available cyclic interrupt OBs has a default interval that
becomes eﬀective when the cyclic interrupt OB assigned
to it is loaded into the CPU. The equidistant start times of
the cyclic interrupt OBs are determined by the interval and
the phase oﬀset. The user must make sure that the run time
of each cyclic interrupt OB is signiﬁcantly shorter than its
interval otherwise in case a cyclic interrupt OB has not been
completely executed before it is due for execution again, a
time error OB will be started.
This implementation relies on a periphery update during
the execution of the cyclic interruption in order to achieve
the detection of the critical events. As opposed to the previous implementation based on hardware interrupts, the cyclic
interrupts cannot ensure a ﬁxed time window for the event
detection but a maximum time window based on the cyclic
interrupt interval set by the user. The event will be detected
at the next cyclic interruption execution. In general the minimum interruption interval available is 1 ms. The functioning
workﬂow is shown in Fig. 2.
If the input (I) and output (Q) address areas are accessed
in the user program, the program does not scan the signal
states on the digital signal modules but accesses a memory
area in the system memory of the CPU and distributed I/Os.
This memory area is known as the process image. One of
the internal tasks of the operating system (OS) is to read

the status of inputs into the process image input table (PII).
Once this step is complete, the user program is executed
with all blocks that are called in it. The cycle ends with
writing the process image output table (PIQ) to the outputs
for the modules. Reading in the process image input table
and writing the process image output table to the outputs for
the modules is all independently controlled by the operating
system.
For either of the two solutions (hardware or cyclic interrupts) introduced in this paragraph, the inputs and outputs
readout update corresponding to the signals related to the
event detection (inputs) and the control system response
(outputs) need to be treated during the execution of the interruption. A mechanism to update ﬁrst the inputs at the
interruption execution and then the outputs after the evaluation of the event is necessary in order to minimize the overall
reaction time applied to the execution chain: inputs readout,
evaluation and output to the process. In order to achieve
this purpose, three implementations have been studied and
identiﬁed for Siemens PLCs.

Process Image Update
Using the system functions SFC 26 "UPDAT_PI" (update
inputs process image) and SFC 27 "UPDAT_PO" (update
outputs process image) it is possible to update the OB1 process input/output image or a process input/output image
partition previously deﬁned. Time needed for the process
image transfer depends on the CPU used. The updating of
the OB1 process image input table and the process image
input sections that are assigned to an interrupt OB is not
inﬂuenced by SFC 26 calls. In Fig. 3 the time needed for
the CPU 31x is shown.
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Figure 3: Process image transfer time for CPU 31x. [2].

Process Image Partition
As an alternative to having the process image (processimage input table, PII, and process-image output table, PIQ)
automatically updated by the operating system, inputs and
output addresses can be assigned to a partial process images
(PIP). Each PIP can contain multiple IO addresses or module
assignments although it can only be assigned to a unique OB.
Input and output addresses, which have been assigned to a
process image partition, no longer belong to the OB1 process
image of the inputs and outputs. All the input and output
addresses can only be assigned once for the OB1 process
image and for all the process image partitions. The behavior
described applies to the S7-400 and to some S7-300 CPU
modules like CPU317 and CPU319. The CPU modules S7317 and S7-319 support the process image partition only
with the OB61 and not with the other alarm OBs. The
number of process image partitions available depends on the
CPU used.

Peripheral Addressing
If access is made to the inputs and outputs via the operands
"I" or "Q" in the user program, then there is no direct access to the input-output modules. In this case, access is
made to the process image of the inputs (PII) and the process image of the outputs (PIQ). The contents of PII and
PIQ do not reﬂect the actual values of the inputs/outputs,
but the values at the time the process image was updated.
Whenever more recent values at the interruption execution
are required, direct peripheral addressing is also possible.
In addition I/O addresses outside the process image to the
inputs and outputs of I/O modules can be assigned and must
be accessed via "Peripheral addressing" and therefore it is
always ensured that the actual value is read immediately or
an output is implemented immediately. To represent this in
the user program a "P" in front of the area of the address to
be addressed shall be set. An important drawback to note is,
direct access to a peripheral address involves a much higher
access time than access to the process image, as shown in
Fig. 4. In addition, access is restricted to byte, word and
double word data types, thus addressing of any individual
peripheral bits is not possible.

Figure 4: Typical execution time in μs for a byte load instruction using process image or peripheral addressing in CPU
31x. [3].
streamlined event detection mechanism although it requires
a speciﬁc set of hardware modules, whereas the cyclic interrupt performance is lower. The process image update
required at the interrupt execution has been implemented
using the peripheral addressing due to its better performance
compared to the alternative solutions studied.

UNICOS-CPC Integration
The integration of fast interlocks functionality into the
UNICOS-CPC framework is based on the execution in the
interrupt OB (cyclic or hardware interrupt) of the UNICOSCPC objects instances involved in the interlock chain (detection, evaluation and reaction). This chapter describes the
object types than can be part of the interlock chain, together
with the issues found at the implementation phase.

UNICOS-CPC Objects
Among the objects composing the UNICOS-CPC object
types library, those shown in Figure 5 have been deﬁned as
conforming with a fast interlock execution chain according
to the UNICOS-CPC model. The user must build the chain
composed by a minimum of one instance of each object type
in the list.
• DI: The Digital Input object type connects the input
periphery to the PLC application.
• DO: The Digital Output object type connects the PLC
application to the output periphery.
• DA: The Digital Alarm object type indicates the interlock and propagates the alarm to the OnOﬀ object
type.
• OnOﬀ: The OnOﬀ object type evaluates the interlock
logic conditions and connects the interlock to the output.

IMPLEMENTATION
In regards to the critical event detection solutions depicted
in the previous chapter, both solutions are based on interrupts (hardware or cyclic). Hardware interrupts present a

Figure 5: Fast interlock chain of UNICOS-CPC objects.
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Consistency
One of the typical issues to be handled when using interrupts is the inconsistency of the data used at the main
program execution and the interrupt execution. The data
shared by both programs (main and interrupt) need to be
identiﬁed and measures have to be considered to avoid inconsistencies that could jeopardize the functionality of the
system. Peripheral addressing is a good example of this
issue.
The peripheral addressing of inputs and outputs is restricted to bytes as the minimum unit of information. In
order to avoid data consistency issues when updating the
periphery image, only the input bits involved in the fast
interlock chain corresponding to the Digital Input Objects
must be updated. To serve this purpose a mechanism has
been implemented for which the input byte corresponding
to the relevant input bits of the interlock chain is stored in
an internal variable. The fast interlock input bits are then
identiﬁed in the periphery byte and copied back to the initial
input image byte. In this way, the input image bytes updates
only the relevant bits related to the fast interlock Digital
Inputs involved in the fast interlock chain. The mechanism
implemented is shown in Figure 6.
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• SFC 41 "DIS_AIRT" and SFC 42 "EN_AIRT"
With these system functions it is possible to disable
(until the end of OB execution or until re-enabling the
interrupts) and enable respectively the interrupts, such
as hardware or cyclic interrupts. Unlike SFC 39 and
SFC 40, interrupts triggered during interrupt disabled
period will be queued and executed once the interrupts
are enabled again.

UNICOS-CPC Objects Interactions
In general terms, as detailed in the previous paragraph,
the connection between objects instances used in the fast
interlock chain and the other objects instances may rise potential concurrency and consistency issues. Thus, the ﬁnal
object architecture of the control system for fast interlock
applications has been limited to the connections shown in
Figure 7.

Figure 7: Connection schema among the fast interlock objects chain and other objects.

Figure 6: Peripheral input byte treatment.

Concurrency
The treatment of the fast interlocks implies the execution
of object instances and additional shared resources during
the interrupt execution, which generally occur during the
execution of the main program OB (OB 1). In this context
and considering that interrupts can be executed at any time
during the OB1 execution, the access to those shared resources must be handled to prevent unexpected misbehavior
of the program, thus a mechanism to synchronize the access
to those resources has been implemented.
The mechanism is based on the use of two system functions which allow the disabling of processing of new interrupts of both synchronous and asynchronous interrupts
in such a way that the interrupts are only permitted in the
execution of the OB1 whenever concurrency issues are not
possible.
• SFC 39 "DIS_IRT" and SFC 40 "EN_IRT".
With these system functions it is possible to disable and
enable respectively the interrupts, such as hardware or
cyclic interrupts. While the interrupts are disabled, no
OB is triggered by an interrupt trigger occurrence.

In order to be able to evaluate a fast interlock alarm in the
standard execution processing of the program, the connection between the Digital Alarm object and the PCO (Process
Control Object) is allowed. On enabling this feature, some
parts of the instance execution are prevented against interrupts using the aforementioned system functions, however,
after a deep analysis of the execution steps, consistency issues may remain in the particular case of two or more PCO
instances connected to the same fast interlock digital alarm.
As a result, the connection between a Fast Interlock Digital
Alarm and a PCO is not advised even if it has not been disabled for functionality purposes. If necessary it is advised to
use only one connection to a PCO. Several semantic check
rules have been included in the generation process to prevent
the user from misconﬁguring the application.

TEST RESULTS
A test bench containing a standard UNICOS-CPC application with a deﬁned fast interlock chain has been established.
The code is executed by a Siemens S7 317-2 PN/DP CPU
(typical CPU processing times for: bit operations 0.025
μs, word operations 0.03 μs, ﬁxed point arithmetic 0.04 μs,
ﬂoating point arithmetic 0.16 μs). The response time measurements have been performed with an oscilloscope.
THPHA150
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Reaction time measurements have been taken for diﬀerent PLC cycle times. The CPU cycle time was modiﬁed
dynamically with a dedicated routine.

Standard Application
In general, the response time for an event (non-fast interlock) should be observed to be between the PLC cycle time
and twice that value. In Figure 8, the theoretical response
time range is highlighted in grey and the results from the
test performed in a standard application are represented with
dots. As expected, the overall response time depends on
the cycle time of the PLC and does not exceed two cycles
execution time.

Figure 9: Response time for hardware and cyclic interrupts.

when the cyclic interval is signiﬁcant compared to the total
cycle time, the impact of the cyclic interruption is negligible. Low cyclic interrupt intervals (e.g. 1 ms) ensure a fast
interlock response penalizing the system run-time performance. As opposed to this, high cyclic interrupt intervals
(11 ms) reduce to the minimum the impact of the interrupt
on the system run-time performance, increasing the fast interlock chain response times accordingly. The results are
represented in Figure 10.
Figure 8: Response time for the standard object execution
(theoretical range in grey).

Hardware vs. Cyclic Interrupts
As designed, the response time for fast interlock is independent of the PLC cycle time, due to the fact that the
interrupt is always executed irrespective of the PLC run-time
status. For the hardware interrupt implementation, most tests
performed show an average response time of around 3 ms.
For the cyclic interrupt implementation, the results conﬁrm
the expectations; the ﬁnal response time is longer as the
interval of the cyclic interrupt (1 ms) must be added, obtaining a response time that represents the values achieved for
the hardware interrupt plus the interval time of the cyclic
interrupt. In the Figure 9, maximum, minimum and average
response times of hardware interrupts and cyclic interrupts
vs PLC cycle time are represented.

Impact on PLC Cycle Time
The use of interrupts in general, and cyclic interrupts in
particular, has an impact on the overall execution performance and therefore may cause an increase of the PLC cycle
time. In order to evaluate the impact of the cyclic interrupt
interval deﬁned by the user, comprehensive tests have been
performed with multiple input bytes. The results show a
correlation between the increase of the total cycle time and
the reduction of the cyclic interrupt interval. In addition,

Figure 10: Cycle time increase vs cyclic interval decrease.
Another interesting eﬀect detected during the test phase
is the impact of the amount of fast interlock input bytes
readout processed by the interrupt routine, based on the
delays provoked by the periphery access. The overall PLC
cycle time increases due to the impact of the interrupt routine
which holds the periphery access. As a consequence, the fast
interlock response time is aﬀected, increasing as expected
with the increase of input bytes readout. Figure 11 shows
the relation between cycle time increase and amount of fast
interlocks input bytes readout.
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PLC cycle time are achieved based on hardware interrupts,
using appropriate hardware input modules and conﬁguring
the hardware interrupts accordingly. An additional solution
based on cyclic interrupts provides a heightened level of
ﬂexibility and a satisfactory compromise between response
performance and the simplicity of installation and conﬁguration. With this feature, it is now possible to treat fast
interlock events in the UNICOS-CPC framework without
additional development by the end user. New control systems with demanding constraints on response time (typically
equipment protection control systems) can beneﬁt from the
features provided by UNICOS-CPC in terms of programming principle and methods, automatic code generation and
visualization capabilities at the supervision layer.
Figure 11: Cycle time extension vs fast interlock bytes readout.
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MARS: EASING MAINTENANCE AND INTERVENTIONS FOR CERN
CONTROLS
F. Varela, U. Epting, M. Gonzalez, E. Mandilara, S. Podgorski, CERN, Geneva, Switzerland
Abstract
Industrial control systems for the CERN technical infrastructure and accelerator complex consist of a myriad
of devices and components geographically distributed
around the CERN facilities. In the event of an intervention in such systems, the on-call engineer or the system
expert needs detailed information about the nature of the
problem, e.g. what device, what problem, intervention
procedures, and contextual data like the location of the
device, current access conditions to this place, the list of
access rights required and whether he/she is granted with
these rights. This is of special relevance when the person
responsible for the intervention has only limited
knowledge of the control system as it is the case for some
on-call services. At CERN, this information is scattered
over a number of data sources. This paper presents MARS
(Maintenance and Assets for contRolS), a web-based tool
designed to federate data from heterogeneous sources
with the aim of providing support for interventions and
maintenance activities. The information can be displayed
in a single web page or be accessed through a REST API.

INTRODUCTION
The Industrial Controls and Safety systems group of the
Beams Department (BE-ICS) at CERN provides turn-key
solutions for controls, as well as safety and access controls systems for the experiments, accelerator complex
and technical infrastructure. In the domain of industrial
controls, BE-ICS develops full controls systems ranging
from PLCs or front-end computers executing real time
tasks, to supervisory applications using the commercial
SCADA package WinCC Open Architecture (OA) [1]
from Siemens/ETM. All these controls applications are
made using common building blocks from the two industrial controls frameworks developed on top of WinCC
OA, JCOP (Joint COntrols Project) [2] and UNICOS [3].
Although all these applications are built from standard
components, they can be very different depending on the
functionality required and the domain where they are
deployed. This also applies to the technologies chosen
from the BE-ICS catalogue to implement the applications,
e.g. Siemens vs. Schneider PLCs, Modbus vs. OPC Unified Architecture, Oracle Archiving vs. file archive, etc.
Typically, specialists in different technologies or layers of
the control system, e.g. PLC and SCADA developers,
work together in the development of these applications.
Most of these applications have a very long lifetime,
typically the LHC lifetime, which given the large turnover
of people at CERN, in some cases, it may represent a
challenge to ensure that the detailed knowledge about the
application is preserved.

BE-ICS is currently responsible for the development
and maintenance of more than 200 SCADA applications
running on around 100 Linux servers. These applications
comprise more than 400 PLCs from both Siemens and
Schneider and around 40 front-end computers. These
controls devices are geographically distributed around the
CERN premises.
The large number of applications, the variety of technologies used, as well their geographical distribution
represent a major challenge for on-call services that have
to provide coverage to all these applications and control
devices. The industrial controls standby service is formed
by members of BE-ICS who are specialized in a particular
set of technologies and who participate in the development of a number of applications. Having the knowledge
about every single application provided by BE-ICS and
all technologies involved in their development would be
impossible. Moreover, besides the technical knowledge, a
lot of contextual information is also required in order to
perform interventions in the controls applications. The
following are some of the most common questions to be
addressed prior to an intervention:
 What is the device affected and what problem is?
 What are the procedures to follow? Where to
find them?
 Where is the device located? How can I access
this location? Do I have all necessary access
rights?
 What are the dependencies with other systems?
 What software runs on this device? What version
of the program? Where do I get a copy from?
 What is the device made of? Where do I get
spare parts from?
However, the information required to reply to these
questions is scattered over multiple sources with no clear
relations between them as it will be described in the next
section.

ASSET INFORMATION MANAGEMENT
CERN’s technical infrastructure is maintained by many
specialists and experts in different domains like cooling
and ventilation, electricity, cryogenics and computing
infrastructure. Each expert group is responsible for the
documentation, configuration and handling of their
equipment. Different systems and databases are used for
specific tasks, thus leading to have information about
assets, their functionality and use scattered in different
data sources. Each data source is used to describe a specific aspect of an asset in detail, but only the combination
of all data will give a complete picture for an equipment.

THPHA151
1748

Integrating Diverse Systems

The following list gives a brief overview of the most
important data sources and the information they contain:


LANDB - database containing all equipment that
can be connected to the CERN network.
 InforEAM - asset management and maintenance
database (functional positions, assets, spare
parts, maintenance plans, etc.)
 EDMS - electronic document management system (documentation, pictures, technical drawings, etc.)
 ICESAS - industrial controls equipment configuration database (Applications layout, software
configuration, etc.)
 Layout - database containing data about physical
composition of equipment (Physical installation
data, location hierarchy, etc.)
 GIS - geographic information system (geographical coordinates, maps).
 IMPACT - Intervention Management Planning &
Activity Coordination Tool (work planning and
authorizations)
 ADAMS - Access Distribution and Management
System (access authorizations, safety training requirements, etc/)
 LASER/PHOENIX - alarm console service for
the CERN Control Centre (live and historical
alarm data).
 HelpAlarm - additional information and documentation for alarms (Intervention procedures)
 MOON - monitoring of industrial control systems (detailed alarms for control systems equipment).
These data sources are independent instances and only
few of them use common key fields to link data between
them. In addition, naming conventions and implementation constraints prevent from direct linking between data
sources. However, with some experience and data mining,
it is possible to find correlations which can be used to find
useful data for display in MARS.

MARS
The BE-ICS group has developed a tool called MARS
to assist members of the standby services and equipment
responsible groups during interventions. MARS accesses
all data sources mentioned in the previous section to present users with a comprehensive view of the problem with
a device, its location, current access conditions, as well as
all information necessary to replace a device, for instance,
the current PLC composition, where to get spare parts and
pointers to the software repository hosting the version of
the program required by the device.
MARS allows querying the different data sources by
using the functional position of a device (name bound to a
physical location and purpose) or by the asset code (ID
bound to an actual physical device). Functional position
remains unchanged even if the asset is replaced. In most
cases, queries will use the functional position, however,
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there are special cases where users will only have access
to the asset code, e.g. in many cases, only the asset name
is printed on the physical devices and encoded in a barcode. For this reason, a proof-of-concept mobile application also allows scanning device barcodes to access the
information gathered by MARS. This functionality is
important for users to verify the identity of the equipment
prior to starting the intervention.
In the following sections, the architecture and technologies used for the implementation of MARS, as well as its
main functionality are described.

Architecture
MARS is designed as a modern application compliant
with Backend-As-A-Service approach, where the frontend
and the user interface are separated from the business
logic part. The business logic can be accessed as if it was
an external service, via REST API. This enables multiple
independent frontends to connect to the backend and
third-party tools to use MARS as a data source. Figure 1
shows the architecture of MARS as well as the different
data sources accessed.

Figure 1: MARS architecture showing the main data
sources accessed by the tool.
The backend federates all data coming from the different sources and acts as a proxy to these systems. MARS
does not store any data resulting from the queries to the
data sources. Moreover, MARS does not communicate
directly with any operational equipment. The downside of
this approach is a strong dependency on the availability of
the external data sources.
The front-end of MARS is based on modern Web technologies like Angular JS [4] and Bootstrap [5].

Implementation
The application is being developed as a multi-module
project with Maven [6] as underlying build technology to
provide a clear separation of different functions and to
simplify concurrent development.
The separation of business logic into modules is based
on the data sources - each data source has its own dedicated module. Modules are self-contained and their structure follows the same pattern:
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Data Transfer Objects definitions - POJO classes
which are mapped to JSON as outputs from
MARS backend, and input data definitions received from external systems.
 Domain logic - all domain data processing, correlating information and collecting data from external sources.
 REST endpoint definition - implementation of
Spring Model View Controller REST Controllers, matching URLs with appropriate service
calls.
Although currently all modules are deployed within a
single web container, the design follows a microservices
approach, where each module can be deployed separately.
Although there is a certain level of dependence between
the modules, these dependencies are tracked and resolved
by Maven when packaging the module to include all necessary libraries.
The start-up of the application is handled by Spring
Boot, which allows creating a standalone build, requiring
only Java 8 to run, without any additional application
server or external web container required. The Spring IoC
container handles the initial application setup and via Java
CDI annotations, it sets up all of the server side services.
REST endpoints are created using Spring MVC for simplicity and to avoid introducing dependencies with other
packages.

Backend-Frontend Interplay
The response time of MARS, as well as its availability
and provided functionality depends on the availability of
the external data sources. This is especially relevant when
the connection from MARS onto the remote source gets
stuck with no response at all, e.g. if the remote service is
under heavy load and will only respond after some delay.
This issue is mitigated both on backend and on frontend
side. The backend calls to external services are performed
with a predefined timeout and the connection is automatically broken if no data is received after the timeout is
reached. However, this is still not enough to provide a
good user experience, because the service response might
be too long if several timeouts are reached. Shortening the
timeouts could limit the amount of collected data if the
services take longer than expected to respond. To avoid
this, data is accessed separately for each of the sources. In
this way, the frontend is loaded instantly while the queries
are sent via AJAX calls to each of the endpoints, and once
responses come the data is placed in respective placeholders. In this way, the data is incrementally presented to
the user as soon as received.

Communication Protocols
The data sources and services accessed by MARS were
developed at different times, by different teams and using
different technologies. This imposes the utilization of
multiple protocols to communicate with them, as shown
in Figure 1. In some cases, there is no API to access the
data sources or the API is quite limited and does not expose the data relevant for interventions. In these cases, the

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA151

information is directly queried from the underlying databases using JDBC. For those data sources exposing data
via a REST API, Spring REST Template is used for the
data exchange. Finally, some sources expose data using
SOAP web services but even here, they use different
versions of the SOAP standard and therefore the clients
use both Apache Axis and Apache CXF. As output the
MARS backend provides standard REST API endpoints
with cross-origin access enabled, so that any authenticated user can access the data.

User Interface
Since MARS can also be accessed mobile devices (i.e.
in case of interventions, to scan PLC barcodes), the user
interface was designed to be responsive, as well as simple
as possible, providing the important information in a
thrifty way. Some fragments of the MARS user interface
are in Figures 2-5. Opening MARS causes the dispatch of
multiple AJAX requests to the respective REST endpoints
in the backend.
The main web User Interface of MARS follows the
same organization of the information as backend services.
If information for the queried equipment is found in a
data source, its data is placed inside the respective modules. Each module corresponds to an AngularJS directive.
In the following, we will assume the case of user having to intervene on a PLC to describe the information
displayed in the user interface of MARS.
Network information Every piece of equipment connected to the CERN network is registered in the Network
Database. These database holds information like the device type, manufacturer and model, geographical location
of IT outlet as well as person responsible for the equipment. Figure 2 shows the information gathered from the
CERN network database by MARS.

Figure 2: Fragment of the MARS UI showing device
information from the CERN network database.
Structure of the controls applications PLCs are typically connected to a data server hosting the SCADA application. The structure of these applications is stored in
the System Configuration Database of the JCOP Framework [7]. From this data source, MARS retrieves the
physical links of the PLC, as well as the name of the supervisory application and the versions of the components
used to generate the application. Figure 3 shows the data
server as well as the WinCC OA application a PLC is
connected to as well as the different versions of the packages used to engineer the application.
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device. Figure 5 shows the exact rack location in a GIS
map where a PLC is located.

Figure 3: Fragment of the MARS UI showing the links
between a PLC and the Supervisory application, as well
as the different version of the packaged used for its automatic generation.
Equipment composition The list of hardware elements
composing a device and its hierarchical dependencies are
retrieved from InforEAM. For PLCs, the MARS web
interface displays I/O, memory and communication cards
and its power supplies.
Monitoring and diagnostics the BE-ICS group provides a service to monitor controls applications using
MOON [ref]. In particular, for PLCs, the state of the different alarms configured, as well as the contents of diagnostic buffers of the device are shown. This information
gives a first indication of the type of problem experienced
by the PLC. Figure 4 shows the diagnostic information in
MARS for a PLC.
Figure 5: Fragment of the MARS UI showing the rack
location housing a PLC in a GIS map.
Access control Most of the equipment is located in restricted areas. areas that are not accessible without the
right permissions. MARS uses the access control database
at CERN, ADAMS, to display the different access points
to the location of the equipment, as well as the current
access conditions and if access granted to the user. In
case, access is not granted, MARS also tries to resolve the
reasons, e.g. a special access request is still pending to be
approved.

OUTLOOK

Figure 4: Fragment of the MARS UI showing the diagnostics information for a PLC.
Work orders Past interventions on equipment are
traced in InforEAM by means of work orders. MARS
displays the list of last 10 work orders for the device. This
permits users to understand the nature of the last interventions on the devices, as well as it serves to spot recurring
failures.
Equipment location The CERN layout database is used
to resolve the rack where the equipment is hosted. Using
the CERN GIS maps, the user interface of MARS shows
the exact location of this rack. When the rack information
is not available in the layout database, e.g. this information has not yet been entered in the database, the GIS
map will show the location of the network outlet of the

Today the MARS tool can be used to display information about a well-defined equipment types, such as
PLCs and their hardware modules. The existing data from
the different data sources would also allow to extend this
information to show the status of related systems or
equipment located higher in the installation hierarchy, e.g.
the cooling systems affected in the event of a PLC crash.
Further plans comprise establishing links to the CERN
Electronics Document Management System [8] and software repositories like Gitlab [9] or VersionDog [10], a
PLC software repository run by BE-ICS. This would
enable to present users with links to the technical documentation for a particular device, as well as with direct
pointers to download the exact version of a program running on a faulty device.
Another extension envisaged is the integration of the
help alarm procedures used by the operators in the CERN
Control Centre. These procedures are associated describe
the steps to take, e.g. whom to call, possible cause of the
problem, how to troubleshoot the problem when an alarm
is raised. It is also foreseen to interface MARS to the
catalogue of spare parts to inform users about the availaTHPHA151
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bility and location of replacement modules and devices.
In addition, MARS will also profit from the ongoing
improvements to the CERN maps, e.g. by adding photos
of the access points and the underground facilities. Finally, as many different services add online functionality to
their systems, direct links with prefilled data fields could
be provided to enable data correction and to document
interventions directly from MARS. An example of this
could be the upload of photos taken during an intervention to EDMS directly using the MARS mobile application.
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RENOVATION AND EXTENSION OF SUPERVISION SOFTWARE
LEVERAGING REACTIVE STREAMS
M.-A. Galilée, J.-C. Garnier, K. Krol, T. Ribeiro, M. Osinski, A. Stanisz, M. Pocwierz, J. Do,
A. Calia, K. Fuchsberger, M. Zerlauth, CERN, Geneva, Switzerland
Abstract

Asynchronous streams

Inspired by the recent developments of reactive programming and the ubiquity of the concept of streams in modern software industry, we assess the relevance of a reactive
streams solution in the context of accelerator controls. The
promise of reactive streams, to govern the exchange of data
across asynchronous boundaries at a rate sustainable for both
the sender and the receiver, is alluring to most data-centric
processes of CERN’s accelerators. Taking advantage of the
renovation of one key software piece of our supervision layer,
the Beam Interlock System GUI, we look at the architecture,
design and implementation of a reactive streams based solution. Additionally, we see how this model allows us to re-use
components and contributes naturally to the extension of
our tool set. Lastly, we detail what hindered our progression
and how our solution can be taken further.

The stream concept matches well our base use-case: unbounded flows of data, acquired asynchronously, which must
then be processed and delivered to client layers. This abstraction is powerful, as it makes very little assumption: any
kind and amount of data can be transmitted, at any rate, any
process can be applied to it, it can come from any source,
etc. It only matters that we can consider data as originating
from a source and emitted in sequence. Streams can then be
used to model everything in between the acquisition layer
and the delivery and fit accordingly.
Further, streams are defined with simple yet expressive
semantics. This basic language allows to accurately describe
what processing is applied to the data, and how the different
streams relate to one another. A very useful tool to visualize streams and their semantics is the marble diagrams [2].
Figure 1 shows an advanced example of marble diagrams,
modeling the combination of two streams in order to analyze
together the data from both sources, on specific events.

INTRODUCTION
A common issue with software systems for which maintenance and evolution stretched over years and multiple core
developers is the emergence of a cluttered architecture. It
occurs even in seemingly simple cases such as supervision
software, where the base use-case is the acquisition, processing and exposition of data from operational devices.
The Beam Interlock System supervision GUI is one such
example and as part of its renovation, a particular attention
was paid to render its architecture more robust both in the
short and longer terms. Reactive streams appeared as a
promising solution to this endeavor:

Figure 1: Complex case, modeled visually.

• They provide an adequate model to the primary supervision software need, the transformation and consolidation of acquired data, which is then delivered to tailored
user interfaces

When implementing complex use cases, involving timing
considerations or multiple streams, this kind of representation became essential. It served first as a design tool to
frame the problems, then as a visual documentation.

• They can allow for flexible designs, which nevertheless
promote coherent maintenance actions in the longer
term.

Staying Reactive

• They can be combined into re-usable blocks, which
can easily be built upon, even outside of the initial
supervision scope.

THE REACTIVE STREAMS PARADIGM
“Reactive Streams is an initiative to provide a standard
for asynchronous stream processing with non-blocking back
pressure.” [1]

Backpressure is what happens when the consumer of a
stream is slower than the data sources. Unhandled backpressure can have various and likely harmful consequences,
depending on the actual data sources and implementations
involved. These range from permanent data loss, to software failure or even to frozen obstructed real-time controls
devices.
Reactive streams as a concept only make the backpressure
explicit to handle and do not magically solve it, but prevent
ignoring. Thankfully, reactive streams libraries are provided
with built-in strategies to deal with backpressure, and highlevel ways to selectively apply these strategies.
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This flexibility is a key-feature when different consumers
are involved, each with different requirements, and yet we
cannot have the system integrity impacted by the supervision
software’s backpressure.

ARCHITECTURE & DESIGN
While the reactive streams paradigm is flexible in what
it can express, it forces to describe our data processing in
specific and finite ways. With this constraint, the processing emerges as a pipelining structure, representative of the
complexity and nature of the operations applied to the data.
Nevertheless, each step of the processing can be arbitrarily simple (or complex...). Being a composition of single
steps, the overall pipelining architecture can be elaborate,
still flexible and transparent to scrutiny.
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Clarity
The streams hierarchy reflects what processing the application does, and how. If all the processing is done through
streams, then the hierarchy becomes an accurate map of the
processing layer, making clear what components are relevant
to the publication of each processed data type.

Modularity
The modularity property arises at two levels.
Within the processing layer, it becomes more natural to
have fine granularity processing steps, instead of massive
steps doing all the work in one-go. On top the aforementioned clarity, this brings the ability to fork off an existing
processing chain, and avoid rebuilding the same processing
steps from scratch.

Figure 3: A single stream definition reused to build numerous higher level streams.
Then at the application scale, by having a clean separation
between the acquisition, processing and user interface layers,
these layers can be reused in different contexts. This is
especially true of the processing layer, designed as a library
from the beginning, and effectively reusable across multiple
software pieces.

Flexibility

Figure 2: A sample of the streams hierarchy within the
renovated BIS software.
Instrumental to this type of architecture is the Streamingpool framework [3, 4]. By fully decoupling the streams definition and materialization stages, one can reuse and compose
streams definitions freely and materialize high-level streams
without having to burden with the lower-level streams at all.
Some notable properties of the resulting architecture:

Our renovation effort is an iterative process, and this implies preserving backward compatibility to some degree,
at least for some time. Such circumstances lead to having
the architecture and code bent out of their original shape to
accommodate for legacy, namely code warts. While unavoidable, these warts should not leak throughout the code base,
neither inadvertently grow and hinder further maintenance
and evolution.
As can be seen in Figures 2 and 3, our streams architecture
is flexible enough to permit these legacy warts, yet keeps
them contained. The “legacy devices specific intermediate”
is used in practice in the same way as the “WartStreamId”
showcased in Figure 4. By leaving warts clearly visible but
unbound the rest of the code, we have an easy way to revisit
the streams hierarchy and eventually cut out the legacy paths.

TAKEAWAYS
Cognitive Focus Transfer
Over the course of the renovation, our cognitive focus
shifted significantly.
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public StreamId < MyData > d e c o d e d D a t a S t r e a m ( Device
dev ) {
StreamId < MyData > dataStreamId =
DerivedStrea mI d . derive (
RawStreamH el pe r . rawDataStream ( dev ) ,
D a t a C o n v e r s i o n F a c t o r y . g e t C o n v e r s i o n M e t h o d ( dev
)
);
// code wart
if ( dev . isLegacy () ) {
return new WartStreamId ( dataStreamId ) ;
}
// = > tightly c o n t a i n e d
return dataStreamId ;
}

Figure 4: wart containment procedure.
At first, the reactive streams paradigm presents a steep
learning curve. Coming from a foremost object-oriented
background, thinking in terms of streams and taking a
slightly more functional approach to programming required
some time of adaptation and our focus was first drawn to
the conceptual aspects of reactive streams. Luckily, helpful
material on the subject is readily available [5, 6].
Quickly we switched from the concepts to the semantics
of streams. We chose RxJava [7] out of the many existing
streaming libraries ( [8–10] to name a few others), for being
the reference implementation and its continued development.
Nevertheless, the same semantics are shared across the different libraries, so this particular effort can be expected to be
roughly similar for any of them. As stated previously, marble
diagrams [2] turned out to be an essential tool to effectively
think and design with streams. Still, it took numerous tiny
demos and proofs of concept to become comfortable with
reactive streams in practice.
Past the conceptual and technical learning stages, we could
focus more and more on the problems we meant to solve with
streams. In practice, the question became “what” should our
processing pipeline do, in terms of operations, rather than
“how” it should be implemented. And from then on, for any
further piece of processing, the “how” stayed solved: with
streams, following the same composition patterns.
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Failure also becomes an explicit aspect of programming.
Multiple strategies to adequately handle errors are supplied
by the different reactive streams libraries. Yet they must
be carefully evaluated and chosen to match the context of
the application: should the error be logged? propagated
forward? can we let the stream collapse? if not, should it
replay already published values or try to pick up from where
it failed?
While dealing with this complexity upfront has a cost, it
brings valuable insights on what our software can do and
its limits. And when handled well, it also makes the software more robust and reliable. This contrasts with less strict
programming approaches, where edge and failure cases risk
being discovered much later in the software development
cycle, typically during validation, or worse, during operation. The cost of dealing with them is then expectedly much
higher.

Software Outreach
As we mentioned earlier, modularity is a key property
of the structure of the renovated BIS GUI. In practice, it
means we can effectively reuse the stream definitions from
one application to another. The same code runs unchanged,
plugged into different consumers. In this way we avoid the
pervasive issue of having the same logic implemented over
and over again, as less modular architectures tend to cause.
Furthermore, it brings homogeneity to the software stack
—all software pieces share the same capabilities— and to the
data layer —if high-level data is delivered to one client, it
can be delivered as well to another client. Figure 5 shows
how the processing layer we defined as part of the BIS GUI
in the first place is reused across various other applications.

Figure 5: BIS permit stream definition reuse across applications.

Complexity Revealed
When introducing a new paradigm and technology into a
project, a crucial point is the assessment of the overhead it
brings along. As mentioned, once the conceptual and technical aspects were addressed, streams actually reduced the
overall complexity of the processing layer. More interestingly, modeling our problems within this paradigm brought
up real issues we could have overlooked otherwise.
Working in an truly asynchronous context, we were forced
to consider not only of the nominal cases, but edge cases
as well. As these cases grow quickly in number, especially
when data coming in from multiple streams must be put together, it is critical to assess both their impact and prevalence.
Typically, acceptance tests should provide a reasonable coverage for these cases but cannot cover their full extent.

Impediments
Implementing a streams design uncovered some drawbacks. Most notably:
• As we mentioned previously, paradigm shift has an
upfront cost. While we expect this cost to be balanced
with simpler maintenance in the longer term, reaching
decent proficiency in the reactive streams paradigm
required more time and focus than initially estimated.
• RxJava [7] is the reference streams library and seemed
the most mature at the time we selected it. Still, it has
not as polished as we expected. The implementation of
less common cases —long-living streams being one—
revealed few gaps in the documentation and sometimes
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bugs and partially implemented features. As well, other
frameworks grew along and retrospectively could have
been fitter choices. Project Reactor [9] integration into
Spring 5 and Spring 5 serving of reactive streams over
the network are recent advances very relevant to our
developments.
• Streams promote modularity and flexible design. However, they do not prevent the leaking of implementation
details to other layerse. It remains easy to entangle
processing and acquisition, or client and processing, if
no adequate data abstraction is established in advance.
• Behavior leaks from parent streams to their children
streams and so on. In particular, it is important to understand, along the hierarchy of streams, how backpressure is handled. Different strategies produce different
behaviors (memory growth, discarding of data items,
slowing down of parent stream, etc.) and should be
applied with care to ensure re-usability across different
contexts and applications. If possible, allowing the end
consumers to define the strategy themselves leads to
greater flexibility.

PERSPECTIVES
The wider adoption of reactive streams in the Java ecosystem culminated with the recent integration of Flow [11] into
Java 9. This considerably strengthens the position of reactive streams as a standard software solution and dependable
technology.
Our own renovation effort continues, in order to extend
our solution both in terms of functional and non-functional
features.

Performance & Backpressure Optimization
A more delicate part of the processing layer is the tuning of the backpressure mechanisms, in order to balance
the flexibility and re-usability of the solution with its performance. A particular case that remains to be solved is
the design of a stream accommodating concurrently slow
and fast consumers, while minimizing the adverse impact of
these consumers on one another. This would greatly alleviate
the behavior leak issue mentioned earlier.

Crossing the Copper Border
Having reactive streams functioning over the network will
be the next step toward further software re-usability and
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homogenization. Streams would then be available as a service, potentially discharging the client layers not just from
the complexity but from the processing load. Multiple efforts are already bringing reactive streams over the network:
for instance, Spring 5 with Project Reactor [9] in the Java
ecosystem, or the Reactive Sockets [12] community effort,
at the protocol level.

Reaching the Hardware Front-end
The Java layer is one part of our software stack. Interoperability with lower-level supervision software, deployed to
the hardware front ends, would be a natural extension of this
effort. This could be brought in different manners, whether
by re-using the same Java technologies directly on the devices [13] or through compatible, native technologies [12].
Still, such enterprise has a much wider scope than supervision software renovation and the availability of reactive
streams technology fit for front end computers is only one
concern among many.
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REAL-TIME JAVA TO SUPPORT THE DEVICE PROPERTY MODEL
C. Cardin, M.-A. Galilee, J.-C. Garnier, K. Krol, M. Osinski, A. Stanisz, M. Zerlauth
CERN, Geneva, Switzerland
Abstract
Today’s front-end controllers, which are widely used in
CERNs controls environment, feature CPUs with high clock
frequencies and extensive memory storage. Their speciﬁcations are comparable to low-end servers, or even smartphones. The Java Virtual Machine (JVM) has been running
on similar conﬁgurations for years now and it seems natural to evaluate the behaviour of JVMs on this environment
to characterize if Firm or Soft real-time constraints can be
addressed eﬃciently. Using Java at this low-level oﬀers the
opportunity to refactor CERNs current implementation of
the device/property model and to evolve from a monolithic
architecture to a promising and scalable separation of the
area of concerns, where the front-end may publish raw data
that other layers would decode and re-publish. This paper
presents ﬁrst the evaluation of Machine Protection control
system requirements in terms of real-time constraints and a
comparison of the respective performance of diﬀerent JVMs.
In a second part, we will detail the eﬀorts towards a ﬁrst
prototype of a minimal RT Java supervision layer to provide
access to the hardware layer.

INTRODUCTION
The device property model has been used at CERN since
the exploitation of the Proton Synchrotron (PS) in the early
1960s and the subsequent Super Proton Synchrotron (SPS).
In this model, users are aware about devices. A device is
uniquely named, and represents a physical device such as
a Beam Interlock System, or a software service such as an
abstraction layer to a group of systems. Each device belongs
to a Class. The Class deﬁnes the Properties that can be used
to access the device. A property can support 3 types of
operations: get, set, subscribe.
A set operation allows the user to send a value to the
property. The device will then handle the values in the appropriate way, typically in case of a hardware device, writing
it into a register. A get operation allows the user to read a
value from the property. Typically in case of a hardware
device, this actions reads a value from a register. A subscribe operation allows the user to receive notiﬁcations from
the property. Typically reading the value from a register
following the refresh frequency of the hardware device.
The device property model is supported at CERN by the
Controls Middleware (CMW [1]) for the communication.
The control software for any equipment consists basically
in a software server exposing the devices along with their
properties using CMW.
The Machine Protection interlock systems, like the Beam
Interlock System (BIS [2]), are designed in a highly dependable way: The entire critical functionality is implemented in
a hardware layer, while the software layer brings only mon-

itoring and control features. If the software is unavailable,
the system safety is not compromised and it will continue to
be able to perform the most critical safety functions and put
the machine into a fail-safe state, if required. However, controlling and e.g. re-arming the system will not be possible
anymore without a fully operational software layer, hence
the availability of the accelerator could be reduced.
The software layer for the interlock system is therefore
not safety critical. Simply put, it provides monitoring and
control operations to:
• get all the board registers
• get the history buﬀer
• set a register value
The clients of this API are multifold. Operation crews
and interlock experts are using Graphical User Interfaces
(GUIs) to control the interlock systems, to perform operations on them and to know their state. As interlock systems are a crucial component of accelerators handling large
amounts of stored energies, they are also used by automated
sequences [3], and by online and oﬄine analysis tools.
The interlock software layer also handles some repetitive
procedures. They send values to users that subscribed to
properties or verify some states in the hardware. In addition, the software layer reacts upon asynchronous events
such as a Post Mortem [4] dump request in order to send its
internal states and history buﬀer to the Post Mortem service
for diagnostic. The handling of repetitive procedures and
asynchronous events as well as synchronizing the accesses
to the hardware buses are the most relevant use cases for the
required real-time behavior.
The Machine Protection use cases for the interlock controls supervision software is to acquire data from the hardware registers and rolling buﬀers at a frequency of 1 Hz.
Only a few routines are executed periodically. Measurements
have shown that the longest execution time was 130 ms. This
leaves a large portion of the one second period to handle
asynchronous requests from users and other tasks.
The Machine Protection software layers also involve a few
virtual devices backed by Java servers, in order to provide
a better level of abstractions to its clients, and to perform
more advanced functionalities, e.g. to decode on the ﬂy all
boolean signals published by the interlock devices.
The Front-End Controllers (FEC) on which the supervision layer is executed are becoming more powerful. The
current architecture has 2 cores and 1 GB of RAM, while
the minimum setup of the next generation osf FEC is 4 cores
and 4 GB of RAM. These ressources are more than enough
to run a Java Virtual Machine. The FEC runs Real Time
Linux.
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The growing FEC computing capabilities, the available
processing time in the period, and the experience developing
with the Device Property model hardware classes backed
by C++ servers and virtual classes backed by Java servers
triggered the deeper investigation of a possible real-time Java
implementation of the Machine Protection control software.
Real-time software means that it should be deterministic
and reliable in providing an answer to a request, according
to conﬁgured deadlines. The consequences of missing a
deadline helps categorizing real-time software:

benchmarking exercise starts with a warm-up phase that ensures that all the code paths are used and that all the classes
are properly loaded, so that the measurements are not performed while the JVM is still spending time on initializing
its runtime environment.
The collected evaluation metrics are the following:

• Hard: Missing a deadline results in a total system failure. Ex: automotive

• response time: delay between the execution request and
the response of the system.

• Firm: If the deadline is overdue, the data is invalidated
and thereby the quality of the service is degraded. The
system integrity is not at risk. Ex: Weather forecast.

• iteration: basically the load of the system, each iteration
doubles the load of the previous iteration.

• Soft: The more the deadline is overdue, the more the
data is useless. This is tolerated as long as the delay is
recoverable. Ex: video streaming.
In case of the Beam Interlock System control software and
other Machine Protection systems, the control layer implements a simple data access to read and write data. Actually,
no use case requires hard real time constraints at the moment.
Missed deadlines in the data access use case will not cause
a system failure.
Most of the use cases require soft real time, except for
the sending of Post Mortem data that requires ﬁrm real time.
There will be a few challenges to address: the way Java
manages memory, the fact that the program will need to
perform native calls to use resources out of the JVM, and
the use of third party libraries that were not necessarily
developed having Real-Time in mind. The hypothesis is that
the garbage collector operations may ﬁt within the spare time
available at each iteration, and that the overhead of native
calls and third party libraries will be under control.
This contribution is based on a preliminary research [5]
performed in 2015. It presents in a ﬁrst section the benchmarking tool. The second section presents an overview of
the Java environment and the conﬁrmation of the initial
benchmarking results. The third and fourth sections then respectively present the real-time performance of native calls
and message loggers. The ﬁfth section summarizes the evaluation of the BIS real-time procedures implemented in Java.

BENCHMARKING TOOL
The evaluations were performed based on a synthetic
workload which was designed to be as close as possible to
reality. It however means, that more accurate metrics must
be collected from a real test-bed later on.
The benchmarking software runs many iterations of a single task. A task corresponds to a synthetic use case from
the original study, or to a use case involving native calls, or
logging, or the execution of BIS real time procedures. The
software was designed to avoid having benchmarking code
removed during the optimization of the JVM at runtime. A

• period: the time between each task iteration.
• deadline: the time-limit for a task to be considered
successfully executed.

A required deadline and period are provided as parameters
to the benchmark, as well as the number of iterations and the
time to spend on an iteration. Benchmarks were executed
on a front-end controller with 2 cores and 1 GB RAM, and
on a desktop machine with 8 cores and 16 GB RAM.
The same benchmarking tool has been used for all the
evaluations that follow, the diﬀerence being the operation
under study.

JAVA VIRTUAL MACHINES AND
GARBAGE COLLECTORS
Based on our experience developing supervision layers
in C++, we consider that two kinds of objects will live in
the Java Virtual Machine of our supervision layer: short
life-cycle objects that will be created in order to handle communication requests, e.g. domain objects that encapsulate
the data to be sent to properties getters or subscribers, or
domain objects that encapsulate the data received from properties setters, or instances related to a single execution of
a real-time procedure. These objects will be stored in the
Eden Memory [6] and will be collected from there, never
making it to a longer term memory storage.
Long life-cycle objects of the supervision software are
service components that will never be collected: typically
a scheduling service, an API controller, etc. There are also
long-term domain objects and data structures that are typically used by the real-time monitoring layer. All these
objects will end up in the Old Generation memory and will
actually be active throughout the entire lifetime of the running JVM.
Garbage Collector operations on the Eden space are called
Minor GC and are usually very light and fast. Operations
on the old generation storage is more ressource intensive.
The Java Garbage Collector operation is famous for its Stop
the World Event where all the threads are stopped until a
garbage collection operation is completed. In a Real-Time
Java context, these events should be avoided, or minimized.
Depending on the garbage collector implementation, Stop
the World Events are more or less frequent and triggered
under certain conditions.
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The original study analyzed the Hotspot [7] JVM from
Oracle. This JVM provides diﬀerent garbage collector implementations. The original study focused on Garbage-First
(G1) [8]. Parallel (or Throughput) GC [9] has been used as
a reference as it is the default GC for Hotspot. Surprisingly,
it was also the solution that showed the most interesting
results. Both are included in this study. Shenandoah [10]
was added in our study as it promises to be an ultra-low
pause time garbage collector, trying to collect the garbage in
parallel to the program execution. Concurrent Mark Sweep
(CMS) GC [11] was omitted in the original study and was
not included in this one, as it is very comparable to G1 and
more likely to perform extensive pauses in the program execution. In addition to Hotspot, other JVMs were studied
in the original study: Azul Zing [12] and JamaicaVM [13].
In this evaluation only Zing has been considered, because
JamaicaVM did not address properly some of our requirements and its results were already poor in the original study.
Zing’s garbage collector algorithm is almost pause free for
the running program.
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Considering memory operations it seems that any solution
could be a match for our use case, with Throughtput GC
being the most interesting at the moment, keeping an eye on
G1 and Shenandoah that are still under development and may
improve in the future. It was clear however that more tests
had to be performed on the real use cases of the interlock
supervision.

NATIVE CALLS
The supervision program running in the JVM must access
with read and write operations to the hardware devices. This
is typically performed by using a standard CERN library
that encapsulates calls to the actual driver which takes the
form of a Linux kernel module. It is therefore necessary for
a Java program that wants to access the hardware devices
to perform native calls. Native calls are also necessary for
the supervision software to use the CERN accelerator timing [14]. The timing library is a crucial component of the
supervision: it provides access to local and central timing
information. The supervision software needs this to know
the accurate time of the system, or to learn about timing
events like the start of a new accelerator cycle or a beam
extraction. This library is only provided in C/C++, therefore
native calls are necessary. An important feature is that the
supervision software must be able to listen to certain events
in order to start certain procedures.
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Figure 1: Performance of intensive memory operations of
diﬀerent JVMs and GCs regarding the deadline. Zing and
G1 are completely overlapping on the graph. Discussions
with the Zing development team helped us clarifying that
Zing’s garbage collector and the G1 are actually very similar.
Figure 1 shows that Hotspot with Throughput GC is performing surprisingly well, much better than the other combinations for the iteration 8192, though the deadline limit
is missed after the 0.4 percentile. At iteration 512, all solutions were roughly equal, except Shenandoah which goes
beyond the deadline limit. If the response time is considered,
Shenandoah becomes more interesting, performing much
better than the other solutions at iteration 8192.
The main observation is that the deadline and response
times are acceptable, with the upper boundary being 160 ms.

Figure 2: The evaluation of the deadline for the native calls
at iteration 250.
Some solution focus on performance, such as JNI [15],
SWIG [16] and JavaCPP [17], whereas other solutions make
the implementation easier, this is for example the case of
JNA [18]. JNA was omitted from the study while the other
three were considered. The tests for the native call libraries
relied on reading and writing a variable in a C memory
space. Figure 2 shows that JavaCPP and SWIG are roughly
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equivalent. Our preference went to JavaCPP because of its
ease of use.

MESSAGE LOGGERS

A message logger is a key component of the software supervision. It is very important to record and persist properly
“who did what and when” on a system. It means any action
from a user on a property must be recorded: subscribing,
un-subscribing, getting or setting. In case of a set, the data
a user sent needs to be recorded, in order to know what was
the user’s intent on the system. Depending on the level of
diagnostic information required during certain periods of operation, multiple logs could be written. This must not impact
the real-time behavior of the software supervision. There are
various ways to send logs remotely. The research focused on
the well spread and documented libraries logback and log4j2.
The focus was given to remote logging, as the front-end controllers do not have local drives where to store logs. Logging
to syslog-ng via UDP [19] and TCP [20], and pushing directly to logstash [21] via TCP were studied. The aim is to
persist the log messages in an Elasticsearch [22] instance.
All log messages that are emitted must be properly persisted
and indexed, so that investigations can be performed when
an issue occurs. The benchmarking of logging technologies
consisted in writing a certain number of logs to a diﬀerent
support.
Figure 3 illustrates that logback seems the most suitable
to log a large number of messages to a remote service, outperforming the other implementations by far. It was veriﬁed
that no messages were dropped, an unwanted behavior that
could have explained this good performance.

REAL-TIME PROCEDURES FOR THE
BEAM INTERLOCK SYSTEM
The last and most important step was to study the currently
existing real-time procedures of the BIS. As they only existed
in C++, they had to be rewritten in Java. This review was the
opportunity to bring a few corrections and optimizations to
their behavior. The way to measure the execution time was
not exactly the same for Java and C++. We had all the control
necessary for the Java benchmarking as we were reusing the
benchmark tool used for the other evaluations. The C++
measurements are coming from the real control software
running on real hardware devices. Therefore the following
comparison shown in Table 1 is not entirely representative of
a Java/C++ comparison, but it gives some perspective about
the Java implementations. In addition, the Java Post Mortem
procedures are not comparable with their C++ counter part
as they were entirely refactored to improve their behavior.
One can see that the performance of the Java procedures
is acceptable and this fosters further studies of the use of
real-time Java for hardware supervision.

OUTLOOK
The benchmarking results are very encouraging regarding a Java implementation of the BIS supervision software.

Figure 3: The performance of log4j2 and logback logging
remotely a parameterized number of messages.

No blockeing issues were encountered, but on the contrary
it seems that all operations can be performed in ﬁrm and
soft real-time within the 1 second period the BIS software
supervision is following.
It was therefore decided to implement a ﬁrst proof of concept of a simple Java supervision for BIS hardware devices.
The Spring framework [23] has been used for two main reasons: its dependency injection mechanism and its scheduler.
Once the JVM and the garbage collectors had been evaluated
for real-time performance, the aim was to produce a proof
of concept of a complete supervision software for the BIS.
The dependency injection is a very convenient feature to decouple the user code from a potential general framework. It
improves the testability of the code, and features like component scan ease the integration of user code in the framework
instance: adding a real time procedure can consist in just creating one new class. The scheduler is obviously responsible
for triggering the recurrent real-time procedures.
The minimal Java framework is therefore able to trigger real-time procedures based on timing events originating
from the Central Timing, schedule recurrent real-time procedures at 1 Hz, and provide control properties via CMW. The
program has been running on a FEC in a testbed for several
weeks. The next steps are to:
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Table 1: Evaluation of the Real-Time Procedures for the BIS Supervision
Procedure

Update register values
Notify Logging Service
Post Mortem Acquisition
Post Mortem Dump
Timing Correction
Perform Software Permit
Write Register Value

Mean Execution
Time (ms)

Standard
Deviation (ms)

Conﬁdence
Interval 99% (ms)

C++ Mean
Execution Time (ms)

6.65
3.64
10.84
142
0.230
0.195
0.187

2.65
1.70
2.90
19.0
0.759
0.762
0.798

[6.63, 6.68]
[3.61, 3.64]
[10.81, 10.87]
[140, 143]
[0.169, 0.292]
[0.168, 0.223]
[0.158, 0.216]

25
25
N/A
N/A
130
0.150
0.150

• Perform evaluations with a real load, with real hardware
devices and an environment similar to the accelerator
operation to provide meaningful metrics.
• Monitor the garbage collector performance accurately,
and study the lifetime of the generated objects thoroughly.
• Follow up on the latest developments of the Java environment, e.g. the Java 9 release on 21st September
2017.
In case hard real-time constraints appear in the future, nonstandard solutions like Javolution [24] could be considered.

ACKNOWLEDGMENTS
The authors would like to thank Jens Egholm Pedersen
for the valuable work he performed when carrying out his
bachelor thesis “Predictable ﬁrm real-time Java”. His work
served as a basis to further explore the feasibility of real-time
Java.

[7] http://www.oracle.com/technetwork/
articles/javase/index-jsp-136373.html
[8] https://docs.oracle.com/javase/8/docs/
technotes/guides/vm/gctuning/g1_gc.html
[9] https://docs.oracle.com/javase/8/docs/
technotes/guides/vm/gctuning/parallel.
html
[10] https://wiki.openjdk.java.net/display/
shenandoah/Main
[11] https://docs.oracle.com/javase/8/docs/
technotes/guides/vm/gctuning/cms.html
[12] https://www.azul.com/products/zing
[13] https://www.aicas.com/cms/en/JamaicaVM
[14] J. Lewis et al., “The CERN LHC Central Timing, A Vertical
Slice”, ICALEPCS07, Knoxville, Tennessee, USA (2007).
[15] http://docs.oracle.com/javase/8/docs/
technotes/guides/jni
[16] http://www.swig.org
[17] https://github.com/bytedeco/javacpp

REFERENCES
[1] A. Dworak et al., “The new CERN Controls Middleware”,
CHEP2012, New York, USA (2012).
[2] B. Puccio et al., “The CERN Beam Interlock System: Principle and Operational Experience”, IPAC’10, Kyoto, Japan
(2010).
[3] R. Alemany-Fernandez et al., “The LHC Sequencer”,
ICALEPCS2011, Grenoble, France (2011).
[4] O. Andreassen et al., The LHC Post Mortem Analysis Framework, ICALEPCS2009, Kobe, Japan (2009).
[5] J. Pedersen, “Predictable ﬁrm real-time Java”, unpublished.
[6] http://www.oracle.com/technetwork/
articles/javase/index-jsp-136373.html

[18] https://github.com/java-native-access/
jna
[19] https://tools.ietf.org/html/rfc768
[20] W. Richard Stevens, TCP/IP illustrated, Vol. 1: the protocols,
Addison-Wesley Longman Publishing Co., Inc., Boston, MA,
1993.
[21] https://www.elastic.co/products/
logstash
[22] https://www.elastic.co/products/
elasticsearch
[23] https://projects.spring.io/
spring-framework
[24] javolution.org

THPHA153
Software Technology Evolution

1761

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA154

EXPERIMENT CONTROL WITH EPICS7 AND SYMMETRIC
MULTIPROCESSING ON RTEMS
H. Junkes ∗ , H.-J. Freund, L. Gura, M. Heyde, P. Marschalik, Z. Yang
Fritz-Haber-Institute of the Max-Planck-Society, Berlin, Germany
Abstract
We are in the process of setting up a high-speed scanning
tunneling microscope (STM) to study the dynamics of the
crystal-glass transition. While so far Experimental Physics
and Industrial Control System (EPICS)v3 [1] had been sufficient for our conventional experimental STM studies, a new
project to study dynamics needs considerably higher data
throughput than possible using EPICSv3. For this reason,
we control the high-speed-STM with the new EPICS7, using the protocol pvAccess. The development version 3.16
of EPICSv3 and bundleCPP of the EPICSv4-suite are in
use. Both of them will be the base components of the new
EPICS7 framework. We expect a data rate of 4 Gbit/s for
up to 5 hours in order to address dynamic processes in oxide networks structures in real space over a wide range of
temperatures.

SCIENTIFIC MOTIVATION
In this project we focus on crystalline and vitreous silica
films and their interconversion. Silica is the prototype glass
network former and the basis of many glasses. As it is one
of the most abundant materials on earth, it is relevant in
various branches of modern technologies. While the atomic
structure of crystalline materials in general is well understood due to the application of diffraction techniques, the
structure of amorphous or vitreous materials such as silica
glass is still an open field in research [2]. In fact, diffraction
techniques have only been able to deliver pair correlation
functions, which reveal the density of a material around a
given atom, but do not allow a detailed reconstruction of the
atomic structure as in the case of crystalline materials. For
the first time, a real space image of a silica glass with atomic
resolution was recorded with scanning probe microscopy
(SPM) techniques applied to a thin silica film grown atomically flat on a metal substrate [3]. This film has verified
the early predictions from 1932 by Zachariasen [4]. Density
Functional Theory (DFT) calculations have been performed
to look into the energetical differences between crystalline
and the simplest model of a vitreous film by exchanging four
6-membered rings into two 5- and two 7-membered rings.
The spatial transition from the crystalline to the vitreous
phase has already been studied in our group [5]. Under the
impact of a probing electron beam structural changes in the
the silica film have been observed during transmission electron microscope (TEM) measurements [6]. By monitoring
the temperature induced phase transition in real space, we
want to shed some light on the dynamics in glasses - especially on the processes occurring during the conversion via
∗

junkes@fhi-berlin.mpg.de

a liquid phase during the glass-crystal transition. For this
purpose, an SPM is developed that allows the study of the
atomic structure over a wide range of temperatures including
the two extremes: cryogenic temperatures and the dewetting
temperature of the silica film [7]. This instrument may also
be used to address a number of other scientific problems in
the field of surface science. The achievable scan rate with
our SPM seems to be the most critical point in this project.

TIME RESOLUTION
Inspired by pump-probe techniques [8], time resolution
ranging from nanoseconds to subpicoseconds has been
achieved in STM experiments by incorporating voltage [9],
laser [10] or terahertz pulses [11, 12] into the tunneling junction. Such experiments have allowed to study the dynamics
of spins, charge carriers and quasiparticles upon excitation
in nanostructures. However, these concepts do not allow for
imaging in real space at such time scales.
In order to directly resolve dynamic processes of atom
diffusion [13,14], film growth [15,16] and chemical reaction
[17, 18], a lot of effort has been made to construct an STM
that can scan following such processes at time scales ranging
from a few seconds down to milliseconds [19, 20].
Here, one bottleneck for fast scanning is the bandwidth of the
mechanical loop of the scanner unit. In order to minimize the
noise originating from the piezo movement, it is crucial to
use piezo elements with a resonance frequency higher than
the waveform frequency driving the fast scan of the piezo.
Another challenge is the high speed electronics for hardware
controlling and data acquisition. Feedback electronics with
a bandwidth of 1 MHz and preamplifier with a bandwidth
of 600 kHz were developed by Frenken et al. [19], which
allow frame rates up to 200 images/s with 256 × 32 pixels
per image scanning with hybrid mode between the constantheight and constant-current modes. Our aim is to build an
STM with comparable or even higher frame rates. For this
purpose, we designed a hybrid scanner including a large
scanner and a small scanner as the STM head (Fig. 1). Both
of them are made from segmented tube piezos. The large
scanner is controlled by the Nanonis SPM Control System
from Specs GmbH [21] and used for large area and slow scan
in constant current mode. After a good place is observed in
the slow scan, we can start the fast scan in a small area by
using the small scanner. The small scanner has a resonance
frequency above 1 MHz and is controlled by the FHI High
Speed Controller. The fast scan is performed in constant
height mode and the tunneling current is measured by a
preamplifier with a bandwidth up to 200 MHz from FEMTO
Messtechnik GmbH [22], so that no feedback loop is needed
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and the frame rate is mainly limited by the shot noise in the
tunneling current measurement [20]. In addition to the high
scan speed, being able to heat the sample to high temperature
during scanning is necessary to active the phase transition
from crystalline to vitreous [7]. Here, the STM head is
designed to have an overall cylindrical shape to minimize
the thermal drift during heating. Moreover, the microscope
is located in a continuous-flow cryostat to keep the piezos
below its Curie temperature while the sample can be heated
to the desired temperatures.
SPM Head

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA154

setup our own control system to run the small scanner unit.
Since we have very good long-term experiences with our
VMEbus systems, we had selected them for this project too.
VMEbus system - the computer control system for the fast
scanner unit consists of:
• Wiener Mini Crate 395 with a CML00.Shelf Manager,
• MVME6100, single board computer for control,
• MVME2500, single board computer for communication,
• HIGHLAND V375, 4-channel arbitrary waveform generator,

Nanonis SPM Control System

hybrid tube scanner

• Struck SIS3316, 250 MSPS 14bit digitizer.
Out of the box STM systems scan the sample by applying
two triangular signals to the piezos (see Fig. 2).

large
scanner

Traditional Scan Signals

100
80

FHI High Speed Controller

60

Amplitude (V)

small
scanner
tip

40
20
0
20
40
60

Figure 1: Schematic of the scanner unit combined with two
SPM control systems.
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Figure 2: Visualization of the x- (red) and y-signals (blue)
for typical STM scanner motion.

CONTROL SYSTEM
EPICS is the software backbone for most of our complex
experiments. It comprises a set of tools, network protocols
and hardware drivers centered around a highly flexible distributed database of process variables [1]. Even for this
project we use EPICS to control the standard (moderate
data rate) devices needed to run such an experiment. This
includes lock-in amplifiers, oscilloscopes, Versa Module
Eurocard-bus (VMEbus) shelf manager, different vacuum
equipment (vacuum gauges, turbo and ion pumps), for the
sample surface preparation devices such as e-beam-heater,
sputter-gun, evaporators, and mass spectrometer with the
potential for further additions. Some of these devices were
connected to dedicated MOXA terminal [23] servers with
RS485 or RS232 conversion interfaces others were connected to a linux based EPICS Input Output Controller (IOC)
via a foundry network switch. To communicate with these
we are using the well defined EPICS modules ASYN and
StreamDevices [24, 25]. The communication for control
with the slow-scan vendor lock-in microscope Nanonis from
SPECS [21], is realized by using the CA Lab [26] software.
Nanonis provides a LabVIEW [27] programming environment for its SPM Control System. This interface allows to
programmatically control all Nanonis modules and allows
the user to add customized Virtual Instruments (VI). Any VI
can use caLabGet.vi to read or caLabPut.vi to write EPICS
variables. The Nanonis SPM control system controls the
large scanner as shown in Fig. 1. To address the transition
from a crystalline to a vitreous phase in real space we had to

In Fig. 3 an atomically resolved vitreous silica film is
shown probed with an SPM at low temperature and in ultra
high vacuum (UHV). The recording of the 5 x 5 nm2 image
takes more than 10 min with a traditional scan mode. The
image shown in Fig. 3 a) is used later on as an input structure
for image simulation.

(a)

(b)

O
Si

Figure 3: Atomically resolved SPM images of the vitreous silica film. a) shows the atomically resolved contrast
obtained with a triangular scan. b) this image has been
overlayed with marked positions of the topmost Si (green
balls) and O atoms (red balls). Reproduced with permission
from [28].
Since at high speeds the reverse movements leads to distortion, this scanning method is not suitable for higher scan
rates. In order to achieve higher frame rates we use the capabilities of the waveform generator shown in Fig. 5 [29].
THPHA154
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It enables a smooth variation of the output frequency and
amplitude in real time (see Fig. 4) [30].
Spiral Scan Signals
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Figure 4: Plotted signals for the spiral scan.

Figure 5: Waveform generator Highland V375 [29].
The waveform generator Highland V375 has the following
specifications:
• 4 independent direct digital synthesizer (DDS) frequency sources allow smooth variation of waveform
scan rates,
• 4 versatile, memory-table-driven waveform generators
scan up to 65,536 discrete points per waveform at up
to 15 MHz point step rate,
• 16-bit amplitude and 32-bit frequency resolution,
• Output frequency, amplitude, phase, and DC offset are
smoothly variable in real time,
• Versatile wave memory partitioning allows waveform
read/write operations concurrent with wave generation,
so multiple waveforms can be loaded and selected in
real time.
In order to generate the wanted constant linear velocity
(CLV) spirals the radius and angular velocity need to be varied simultaneously in a way that the linear velocity of small
scanner is kept constant at all times. This can be achieved
by varying the frequency of the sinusoidal set points. By
varying the amplitude of the sinusoidal set points a spiral
trajectory is being traced. A property of this spiral is that its
pitch P, which is the distance between two consecutive intersections of the spiral curve with any line passing through
the origin, is constant [30].
The equation that generates the spiral with a constant
linear velocity v can be derived from the differential equation
dr
Pv
=
dt
2πr

(1)

as shown in [30]. Here r and t denote the radius and time,
respectively. The pitch is the constant distance between two
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neighbouring intersections of x-axis and spiral and can be
calculated as
2R
P=
(2)
n−1
( [30], eq. (4)), where R denotes the total spiral radius and n
the number of times the spiral curve intersects the x-axis. By
varying the sampling frequency of the used struck digitizer
(up to 250 MSPS) [31] we can control the number of points
we want to acquire. In order to achieve the highest possible
image refresh rate, we apply mathematical interpolation to
the image data to minimize the number of pixels required
(see Fig. 6).
Given the data points at some spiral points it is necessary
to interpolate these values on a regular grid. For this the
scipy.interpolate.griddata is used. For 2D data the griddata
method supports three different methods “nearest”, “linear”,
and “cubic”. For the nearest method a k-d tree is built using
the scipy.spatial.cKDTree method in order to find the nearest
neighbour. The linear method constructs a triangulation
of the input data using the Qhull-library [32] and then
performing barycentric interpolation on each triangle.
In contrast, the cubic interpolation method performs a
piecewise cubic interpolating Bezier polynomial on each
triangle after the triangulation, see also [33]. These images
have been taken with the inner (highest) frequency of 1
MHz and a outer (lowest) frequency of ∼1 kHz. The used
waveform generator allows an output frequency of up to 15
MHz. Each data point is represented by four float values
(X,Y,X,V).With this setup we can easily achieve a frame
rate up to 45 frames/s with a data rate of about 41 Mbit/s.
Since this is not yet fast enough to follow the transitions
from the crystalline to the vitreous phase in real space, we
do not start with the recording in the center of the spiral
but a little further outside (about 10% of the radius). This
allows us to speed up the scanning by a factor of 100. With
this modification we could scan with about 4500 frames/s
and would end up with a data rate of about 4.1 Gbit/s.
RTEMS 4.12 - a real-time operating system is necessary
to use the system within the intended scope. As operating
system RTEMS was selected since we were no longer willing to pay the license costs for VxWorks. The new EPICS
pvAccess protocol is used to meet the high data transfer
requirements [34]. This efficient protocol makes intensive
use of the shared pointers from the C++ TR1 Library Extension. Therefore, with the help of Sebastian Huber (embedded brains) [35] RTEMS 4.12 was successfully ported
to the MVME6100 (beatnik) and to the MVME2500 board.
Both ports are public available through den RTEMS source
builder system [36]. EPICS (epics-base and epicsv4 modules) has been expanded to fully support RTEMS 4.12 and
is fully supported from EPICS7 onwards. The RTEMS C
Expression Shell is not yet implemented. This is to be done
next. In the system, two single board systems are initially
provided. The MVME6100 is responsible for the control
of the hardware (waveform generator, digitizer), while the
MVME2500 is dedicated to the communication with other
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systems like storage, archiver and user interface. Communication between the two CPUs takes place via the VMEbus
(up to 320 Mbyte/s). In the first version, we use 2 Gbit/s
network interface on the VME2500 to transfer the obtained
images. As the RTEMS 4.12 supports Symmetric Multiprocessing (SMP) both interfaces can run in parallel at full
speed. With current hardware combination we can transfer
up to about 1000 frames/s. If necessary, the system can be
expanded with additional MVME2500 boards to increase
the frame rate.

(a)

pitch: 250 pm
freq: 2e5
time: 29 ms
points: 5713

pitch: 125 pm
6
freq: 2e
time: 57 ms
points: 114370

pitch: 25 pm
4
freq: 2e
time: 285 ms
points: 5713

(b)

nearest neighbour method
(c)

linear interpolation
(d)

cubic interpolation
Figure 6: Spiral scans and interpolation results
A python-based software is developed to monitor the data
stream (pvAccess) from the VMEbus system to the archiver
and to present the operator almost every second a live image.
The implementation p4p of Michael Davidsaver is used as a
basis [37]. This makes it possible to intervene and to follow
the measurement. In order to give the experimenters the
opportunity to use Low energy electron diffraction (LEED),
the system will also be equipped with a CCD camera AVT
Mako-125 [38]. To read out and control this GigE camera
the EPICS areadetector framework is used. The aravis lib is
used and the camera interface follows the GenICam standard.
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Shankar at SLAC to support archiving of structured PVs by
the pvAccess protocol [39]. We run two server systems in a
cluster configuration. These systems are equipped with 128
GByte main memory, 4 SSDs and two 10 Gbit/s ethernet interfaces. The ArchiverAppliance can use multiple stages of
storage. For the short term storage (STS) we use 64 GByte of
the main memory (ramdisk) with the granularity of an hour.
The mid term storage (MTS) with the granularity of one day
is realized with SSD storage. These two storage areas are
local to the server systems. For the long term storage (LTS)
both systems are using our central storage pool (NetApp)
with the granularity “forever”. The connection to the storage
pool is realized with four 10 Gbit/s ethernets, NFS is used to
mount the LTS. The data obtained from the experiments are
monitored by the archiverAppliance and if changes happen
the data set will be archived.
Every user who is involved in the project should have the
possibility to monitor the state of the experiment independently of the computer system and operating system used.
To control the CRYVISIL [40] experiment an IP-network
was implemented. This CRYVISIL-LAN is isolated from
the standard FHI-LAN by a gateway system. Through the
use of EPICS based on the channel-access protocol (CA)
and pvAccess (PVA) for communication all machine states
(represented by so-called Process Variables (PVs)) can be
monitored and controlled within the CRYVISIL-LAN by every connected system. The access from the FHI-LAN to the
PVs is realized by a Channel- Access- and a pva2pva-proxy
running on the gateway system. The PVs can be accessed
from almost any software (Control System Studio (CSS),
Matlab, LabVIEW, Python, Perl, C, C++, Web-Browser,. . . )
The operator interface is based on CSS [41]. As most
of these applications deal with process variables and connections to control systems, the CSS Core provides the necessary APIs for dealing with them. Taking advantage of
modern graphical editor software technology, Operator Interface (OPI) editor and runtime - Best OPI, Yet (BOY) have been developed by the CSS collaboration. The Operator Interface is one of the basic components of the standard
control system model. It provides scientists and engineers a
rich graphical interfaces to view or operate the microscope
locally or remotely.
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PLC INTEGRATION IN EPICS ENVIRONMENT: COMPARISON
BETWEEN OPC SERVER AND DIRECT DRIVER SOLUTIONS
L. Antoniazzi, A. Baldo, M. Giacchini, M. Montis, INFN-LNL, Legnaro, Italy
Abstract
In the IFMIF EVEDA project [1], INFN-LNL Laboratory has been involved in the design and construction of a
normal conducting Radio Frequency Quadrupole (RFQ)
used to bunch and accelerate a 125 mA steady beam to 5
MeV. The EPICS based control system [2] has been entirely developed in house using different hardware solutions: PLC for tasks where security is the most critical
feature, VME system where the acquisition speed rate is
crucial, common hardware when only integration is required without any particular feature in terms of security.
Integration of PLCs into EPICS environment was originally accomplished through OPC DA server [3, 4] hosted
in a Windows embedded industrial PC. Due to the issues
analyzed in injector LCS, LNL proposed to migrate to the
usage of EPICS Direct Driver solution based on s7plc [5].
The driver itself is suitable for direct communication
between EPICS and PLCs, but it doesn’t take care of data
update and synchronization in case of communication
failure. As consequence LNL team designed a dedicated
method based on state machine language to manage and
verify data integrity between the two environments, also
in case of connection lost or failure.

INTRODUCTION
The main objective for IFMIF (International Fusion
Materials Irradiation Facility) is the construction of a
linear accelerator for neutron irradiation effects on materials that will be used to realize future fusion reactors.
The IFMIF facility will provide an accelerator-based
neutron source that produces, using deuterium-lithium
nuclear reactions, a large neutron flux with a spectrum
similar to that expected at the first wall of a fusion reactor
(Fig.1). The main components of the apparatus for the
neutron beam production are therefore the following:
• the generation system of deuterons, consisting of two
linear accelerators in parallel each producing a current of
125mA beam and made up of an ion source (INJ), a low
energy beam transport (LEBT), a radio frequency quadrupole (RFQ), a medium energy beam transport (MEBT),
superconducting cavities and high energy beam transport
(HEBT);
• the lithium target and the associated circuit for the
evacuation of the produced power;
• test cell where are arranged the samples of the materials to be tested.
Because of the complexity of the project, its implementation requires a preliminary step related to the validation
of the prototypes. For this reason, IFMIF-EVEDA (Engineering Validation Engineering Design Activities) involves the construction of prototypes of each of the components mentioned above. Prototype of the accelerator
facility named LIPAc (Linear IFMIF Prototype Accelera-

tor) is currently being commissioned at QST site, Rokkasho, Japan [6]. In this scenario the Italian contribution
is related to the construction of the RFQ system in charge
of INFN-LNL.
During 2016 and the first half of 2017 the RFQ and its
ancillaries, including Local Control System (LCS), were
assembled at the Rokkasho site in Japan, currently the
hole apparatus are in use for the RF conditioning [7].

Figure 1: Schematics of IFMIF facility [1]

IFMIF EVEDA RFQ LCS
The RFQ Local Control System (LCS) architecture is
designed to optimize the reliability, robustness, availability, safety and performance minimizing the costs related
to its purchase and maintenance. Following this philosophy and the IFMIF-EVEDA guidelines, the control system network is composed by two different kinds of hosts:
• physical hosts for critical control system tasks;
• virtual hosts where no particular functional tasks or
hardware is required.
The architecture realizes the 3-layer structure and each
layer defines a proper hosts group (equipment directly
connected to the apparatus, control devices, HumanMachine Interface) while the EPICS framework provides
the interface between them (Fig. 2). In the final stage LCS
is integrated in the LIPAc Central Control System (CCS).
The upper software layer of the CCS realizes the common
layer where all the different LCS will communicate and
share information without any additional effort [8].
The RFQ system is a complex apparatus composed by
many kinds of subsystems (radio frequency, vacuum,
water cooling, etc.) developed using different hardware
solutions. As a consequence, every part of this structure
must be properly integrated to obtain the desired degree
of control. Following these criteria, the system was designed and realized using these assumptions:
• PLC hardware is chosen in tasks where security is
the most critical feature;
• VME system is used where the acquisition speed rate
is crucial;
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Figure 2: IFMIF EVEDA RFQ LCS architecture.
The main functionalities of LCS are:
• Fast acquisition system for the RFQ cavity power;
• Vacuum system;
• Cooling system;
• Machine Protection System (MPS)
The fast acquisition is based on VxWorks real time OS
which run over a VME architecture. The most important
signals about RF power are sampled with a maximum rate
of 1MEvents/s.
Vacuum, Cooling and MPS functionalities are entirely
realized by SIEMENS® S7-300 PLCs and modular safety
system (MSS). The integration of these PLCs into the
EPICS control network was originally accomplished by
an OPC (OLE [Object Linking and Embedding] for Process Control [3]) DA (Data Access) server hosted by a
dedicated Windows embedded industrial PC, as foreseen
by the project guidelines. The entire system architecture
and functionalities were verified during the RFQ high
power test executed at LNL in the middle of 2015.
In a next stage, due to reliability and maintainability issues detected both in the injector and RFQ LCS, LNL and
project coordination agreed to adopt the S7plc EPICS
driver, originally developed by SLS (Swiss Light
Source) [5]. Migration from the already developed systems, to a so different communication method, required
several changes on both sides as well as the introduction
of common rules to manage the variable exchange on the
communication channel.

OPC DA USING EXPERIENCE
Use of OPC DA server as communication layer between S7 protocol and EPICS is a common and convenient solution, simply to implement, which provides several benefit in particular for PLC code development. In fact,
the complete memory addressing leaves the developer
free to organize the code in the most convenient way, on
the other hand the identification of the exchanged variables could be quite complicated due to the possibly spread
of them in PLC code. Other advantages are related to the
configurable variable access rights provided by OPC
(read, write and read/write), bidirectional read/writes
access and multiclient architecture applicable at different
layer (PLC, OPC server or EPICS) permits a easy integraTHPHA155
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tion without any effort on variable sharing. Thanks to this
features each change in variable values is automatically
transmitted to the rest of the system, the drawback of this
feature is the possible overwriting of the PLC data in case
of IOC reboot. Under the network aspect, the OPC performs a convenient separation between PLC sub-network
and the rest of control network.
During the RFQ power test at LNL a Windows embedded
industrial PC (Siemens IPC427) hosted the Simatic Net
OPC server, IOC application and device support for the
OPC server itself to monitor and control about 1100 PVs
(760 related to vacuum system and 340 related to cooling
system) organized as one unique group with a refresh rate
of 1s. The device support module used is the one developed at Helmutz Zentrum in Berlin (HZB) [4]. Even
though OPC DA solution was used during RFQ power
test, we had several issues related to variable overwriting
during IOC reboot; in particular cases we observed a
mismatch in data communication and information update
between the IOC and the PLC: while the Graphical User
Interface (GUI) at EPICS level provided a normal behaviour (no data disconnections), at IOC level the PVs were
freezed. In this condition we found an irregular CPU
working load (with spike of 100%) on the OPC server.

APPROACH TO S7PLC DRIVER
The S7plc driver is based on send receive over TCP/IP
communication which essentially connect EPICS output
PVs with PLC receive buffer and PLC output buffer with
EPICS input PVs; by this, it is evident that bidirectional
access to the variables is no more possible, as for example
a RESET command set true by EPICS which is executed
and set back to false by PLC. This aspect implies several
changes on both sides to modify the logics which required
bidirectional access.
For these reasons moving from OPC DA server to a
TCP/IP send/receive based communication several issues
were considered for PLC implementation:
 convenient variable naming and organization became
crucial to identify the variables to be exchanged;
 link the variable to the send receive buffer in accordance to the connection status;
 definition of common policies on data writing access
right between PLC and upper layer.
 support bidirectional write access at list for particular
set of variables.
The already adopted standardization of the PLC code of
RFQ LCS, derived by [9], simplified the first 2 point and
it will be discussed in detail later, while the main assumption adopted for variables writing access right was that
PLC process control data must contain at each moment
the correct values. In particular, during connection establishment, PLC reboot or IOC reboot the values in PLC
memory have to be maintained and updated into the IOC
variables; only after the execution of this stage command
and configuration variables could be transferred from the
EPICS IOC to the correspondent variables in the PLC
memory.
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Figure 3: Data exchange between EPICS and PLC.
Maintaining the possibility of modify configuration parameters on both sides gave us several benefits:
 reduced modification to the PLC code already developed,
 allows maintenance operation both by PLC or EPICS
experts;
 match the cooling system particular requirements
needed for its operations.
From network point of view, in order to maintain the
separation between PLC and EPICS network a firewall
was introduced.

PLC CODE ORGANIZATION

manage the writing rights on CIConf and CICmd variables. Note that bold arrows in Fig. 3 are related to the set
of three variable groups. For the PLC part a specific FB
was developed to manage the data between send and
receive buffers and the process data in a consistent way,
in accordance to the write access rules, taking into account the connection status. Process data DB was organized using structures which collect the homonymous
UDTs directly linked to the application FB or FC. The
PLC’s operator or the automatic routine in the PLC can
use the instruments provided by the developed communication function to take the writing right on CICmd and
CIConf variables when needed.

The PLC code standardization adopted by the RFQ
LCS [9], based on ITER standard, widely use UDT (User
Data Type) to organize the input/output data of the PLC
functions and function blocks (FC and FB) in 5 main
groups:
1. PIIn (Peripheral Interface Input);
2. PIOut (Peripheral Interface Output);
3. CIConf (Control Interface Configuration);
4. CICmd (Control Interface Commands);
5. CIStates (Control Interface States).

Communication Set-up

While Peripheral I/O concern physical I/O, control interface UDTs are dedicated to data exchange between
functions in the same PLC, between different PLCs or
with third party control systems; configuration and commands are typically inputs for PLC while states are output
provided to the upper layer. The UDT organization uniforms the naming and aggregates variables with similar
scope giving evident advantages to link them with the
memory Data Block (DB) dedicated for the send/receive
communication.
Figure 3 shows how the variables are transferred between PLC and EPICS, highlighting the conditions which

As anticipated, in our configuration, EPICS application
is in charge of initialize the communication channel and
manage sent receive timing. To administrate the initialization procedure and further commands, which allow to
modify online the variables writing access right, the developed IOC includes a specific integrity check procedure. As showed in Fig. 3. In particular, while CIStates
PVs provided by the S7plc driver are directly the ones
shared with the rest of EPICS environment, the CIConf
and CICmd PVs are copied into the correspondent PVs
connected to the process control only if permitted by the
integrity check procedure. The integrity check procedure

PLC communication set up is executed as in [5], but in
our case data channel initialization and timing for send
receive are in charge of the EPICS IOC, while PLC sent
data only after the receiving. When there is no connection, connection time-out or in case of connection initialization, PLC has writing rights on CIConf and CICmd
variables.

EPICS ALGORITHM FOR S7PLC DRIVER
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is based on a state machine running on the IOC (Fig. 4).
Transitions between the various status depend by communication state, timer and principally by a subset of PVs
dedicated to communication management, located at the
header of the send/receive buffer exchanged between IOC
and PLC, to coordinate each other.
For the RFQ LCS one IOC for each subsystem (vacuum and cooling) was developed. The shared variables
were further organized in different connection sockets,
this to allow the set up different refresh rate, or switch
on/off a variable group if needed. Moreover, generation of
the substitution file has been automated with a python
script which extract information from PLC send/receive
buffer DBs, avoiding as much as possible errors in this
task.
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Table 1: PLC-EPICS Shared Variables
PLC
Vacuum

Cooling

Sockets
Fast
Slow
Total
Fast
Slow
Skid Fast
Skid Slow
Total

Variables
1361
770
2131
657
380
363
623
2023

Buffer Size
2260 Byte
2122 Byte
4382 Byte
2032 Byte
998 Byte
1388 Byte
1592Byte
6010 Byte

CONCLUSIONS
The migration from OPC DA to s7plc required several
efforts on both side (EPICS and PLC), especially to keep
bidirectional variable access, but it pays back us with:
 consistent data transfer and initialization procedure;
 well organized communication method on PLC side;
 possibility of define several connections respect the
exchanged data functionality or scan rate;
 easy export of send/receive buffer DB to EPICS data
base.
As report in Tab. 1, now in RFQ LCS the PVs exchanged each second via S7plc driver are: 2131 (4,3kB)
on 2 connections for vacuum PLC and 2023 (6 kB) on 4
connections for cooling PLC, so we largely exceed the
limit of 1800PVs suggested for the OPC DA driver.
Grown up of exchanged PVs is partially due to progress
of the system, but the main cause is the new communication strategy adopted, which require more memory and
execution time to the PLC respect to OPC solution.
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IFMIF EVEDA RFQ LOCAL CONTROL SYSTEM INTEGRATION INTO
MAIN CONTROL SYSTEM
M. Montis, L. Antoniazzi, A. Baldo, M. Giacchini, INFN-LNL, Legnaro, Italy
A. Jokenin, F4E, Barcelona, Spain
A. Marqueta, IFMIF-EVEDA, Rokkasho, Japan
Abstract
The RFQ apparatus Local Control System built for
IFMIF EVEDA Project[1] has been designed and realized
for being both a standalone architecture and part of a
more complex control system composed by different subsystems. This approach lets RFQ's engineers and scientists have a degree of freedom during power tests in
Legnaro and during the RFQ integration in IFMIFEVEDA facility in Rokkasho. In this paper we will describe the different aspects observed when the LCS was
converted from the standalone configuration to the final
integrated one.

INTRODUCTION
The required acceleration in continuous wave (CW) of
125 mA of deuterons up to 5 MeV poses IFMIF RFQ at
the forefront frontier of high intensity injectors[2].
This RFQ is indeed meant to be the injector of a 5 MW
deuteron linac (40 MeV final energy) for fusion material
irradiation tests. The International Fusion Materials Irradiation Facility project aims at producing an intense
(about 1017s-1) neutron source facility, with spectrum
up to about 14 MeV, in order to test the materials to be
employed in the future fusion reactors.
The IFMIF-EVEDA project was funded at the time of
the approval of ITER construction (2007); the task is to
validate the IFMIF design by the realization of a number
of prototypes, including a high-intensity CW deuteron
accelerator (called LIPAc, Linear IFMIF Prototype Accelerator) for a beam power exceeding 1 MW. LIPAc is
being installed at the QST site in Rokkasho (Japan). Accelerating structures of the prototype linac, operating at
175 MHz, are the RFQ and the first Half Wave Resonator
cryomodule. LIPAc realization is a strict collaboration
between Japan and Europe.
Technically the RFQ cavity is divided into three structures, named super-modules. Each super-module is divided into 6 modules for a total of 18modules for the overall
structure. Before the construction of the entire RFQ prototype, the final three modules had to be tested at high power to verify and validate the most critical RF components
of RFQ cavity and, on the other hand, to test performances of the main ancillaries that will be used for the IFMIFEVEDA project (vacuum manifold system, tuning system
and control system). The choice of the last three modules
is due to the fact that they will operate in the most demanding conditions in terms of power density (100
kW/m) and surface electric field(1.8*Ekp). After the
power test performed at Legnaro National Laboratories

[3] and using the results obtained from it, the RFQ design
(including the control system) has been finalized and
prepared for the final installation in Japan.

GENERAL ASSUMPTION FOR THE
CONTROL SYSTEM DESIGN
The RFQ Local Control System (LCS) Architecture
approved by the IFMIF-EVEDA Collaboration is
designed to optimize reliability, robustness, availability,
safety and performance minimizing all the costs related to
it (purchase and maintenance). Following this philosophy
and the IFMIF-EVEDA Guidelines, it has been realized a
control system network composed by two different kinds
of hosts:
Physical machines for critical control system tasks.
Virtual hosts in machines where no particular functional task or hardware is required.
The architecture realizes the 3-layer structure described
in the Guidelines and each layer defines a proper hosts
group: equipment directly connected to the apparatus,
control devices, Human-Machine Interface.
The Experimental Physics and Industrial Control System (EPICS) environment [4] has been chosen as framework standard for realizing the distributed control system
required in facilities such as the one in construction in
IFMIF-EVEDA project: the framework will be used to
monitor and supervise any equipment composed the low
level layer in the control system architecture, implement
the algorithmic and provide to the higher layer (client
services and operator interfaces) the information required
to operate with the apparatus.
Because of the different conditions required by the
power test and the final installation, the RFQ control
system architecture has been designed to work as
standalone environment and as part of the LIPAc control
system environment. In addition, because of the RFQ
power test executed in Italy was also a test bench for the
entire control system, different solutions and changes in
the architecture have been realized based on the results
obtained.

Technical Assumption during Design Stage
The RFQ system is complex apparatus composed by
several subsystems (radio frequency, vacuum, water cooling, etc.) developed using different hardware solutions.
As consequence, every part of this structure must be
properly integrated to obtain the desired degree of control.
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Following this criteria, the system has been designed
using these assumptions:
 PLC hardware is chosen in tasks where security is
the most critical feature.
 VME system is used where the acquisition speed rate
is crucial.
 Common hardware (such as embedded systems) or
virtual host (when possible)have been chosen when
only integration is required.

THE RFQ LOCAL CONTROL SYSTEM –
STAND ALONE CONFIGURATION FOR
POWER TEST
As previously mentioned, the RFQ control system architecture has been designed to work as standalone environment and as part of the LIPAc control system environment. These two configurations are different in terms
of purpose: while in the final installation hosts and devices are part of a more extended control network where
high level services are provided by the Central Control
System (CCS), in the power test configuration all the
network control system services (such as archiving system, alarms, etc.) must be provided by the RFQ control
system itself.
The architecture designed and realized for the power
test is shown in Figure 1, where it is possible to observe
the 3-layer structure mentioned before.
The LCS could be resumed by the following functionalities:
• RF signal generator;
• Fast acquisition system for the RFQ cavity power;
• Surface Temperature Monitor (STM) system;
• Bunch length monitor system;
• Vacuum system;
• Cooling system;
• Machine Protection System (MPS)
• Personal Protection System (PPS)
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of 1MEvents/s. To perform the automatic calibration of
the acquisition channels, a useful tool based on EPICS
was developed. Vacuum, Cooling, MPS and PPS functionalities are realized by SIEMENS® PLCs; in particular
the PPS, for area access management and the slowest part
of MPS, are in charge of a SIEMENS® Modular Safety
System (MSS) which is SIL3compliant.Integration between PLC and EPICS environments has been performed
through a dedicated Input/Output Controller (IOC) OPC
Server and, to preserve PLC sub-system security, a firewall has been interposed between the OPC Server and the
main EPICS network.
In Table 1 it is possible to analyse the principal parameters useful to understand the size of the installation.
Table 1: Control System for the Power Test: Details
Object
IOCs
Databases
Process Variables (PVs)
PVs archived
Control Panels

Numbers
6
17
1153
970
17

.
In this configuration the RFQ power test has been performed with good results: according to the test requirements, the experiment was considered successfully
closed in February 27th 2015, after continuous operation
at nominal voltage for more than4 hours (Fig. 2).

Figure 2: Result achieved during the RFQ power test with
the control system in standalone configuration. Data is
provided by the EPICS Archiver.

THE RFQ LOCAL CONTROL SYSTEM –
CONFIGURATION FOR THE FINAL
STAGE

Figure 1: RFQ LCS architecture.
The fast acquisition is based on VxWorks real time OS
which run over a VME architecture. The most important
signals about RF power are sampled with a maximum rate

According to the experience gained, different aspects
have been taken in account during the migration from the
architecture realized for the power test and the final control system:
 Explosion of PVs managed due to the fact the power
test was performed only using a subset of modules
composing the RFQ. As consequence an increment
of the complexity at software and network layers has
been taken in account.

THPHA157
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 Cubicle redesign for the final installation.
 Hardware-side interface installation (MPS, PPS and
other LCS).
 Network and software migration and integration procedure required to reach the final stage.
In order to optimize costs and time for the final installation in Rokkasho, different operations has been performed; in addition different solution has been adopted in
the RFQ LCS architecture in order to improve efficiency
and maintenance.
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From the final RFQ LCS architecture realized (Fig. 3),
it is possible to observe the presence of several virtual
machines hosted in the main server hypervisor: these
machines represent the set of services used during the
power tests at LNL that won’t be used at regime (after the
integration).In order to optimize the integration stage and
let us an additional degree of freedom, we decided to
leave the virtual hosts available in the hypervisor and use
them during the migration stage: this approach let us to
perform different tasks and operation in parallel.

LCS Hardware Implementation and Preliminary
Electrical Tests at LNL

Figure 3: RFQ LCS Architecture for the final stage.

Local Control System – Final Design
The RFQ power test performed gave us the opportunity
to verify the LCS in order to find weak points and provide
alternatives accordingly to the directives imposed by the
project.
One of the most critical aspect observed has been the
PLC system integration into the main EPICS environment: the solution based on OPC Server was inefficient
due to the limitation in term of PVs managed and freezing
behaviours during our tests[5]; this aspect has been observed also during the injector installation stage in Rokkasho. As consequence we proposed and obtained by the
project collaboration the migration from this approach to
a new one based on the usage of the EPICS s7plc direct
driver[6]: this new solution resolved the issues met and, at
the same time, reduce the architecture’s hardware complexity due to the fact the communication between EPICS
and PLC system can be executed in a general software
IOC (softIOC) running on a virtual machine. On the other
hand, through this solution data update and synchronization in case of network failure is not well managed: at
LNL we defined a state machine based method to verify
data integrity [7].
Trying to further simplify the LCS architecture, it has
been decided to substitute the PLC firewall hardware with
a virtualized host which performs the same task: a virtual
machine equipped with Endian Firewall has been installed
and configured in order to have the EPICS IOC Server
virtual machine as the only host enabled to communicate
into the PLC sub-network.

Due to the different configuration required for the power test and the final stage, LCS hardware has been recabled and extended in size (because of the increasing
number of devices and sensors required for the entire
RFQ apparatus): cubicles have been reassembled to perform preliminary electrical checks before the shipment.
In the implementation stage, different solutions have
been adopted to minimize installation time and optimize
maintenance:
 The adoption of Junction Boxes placed along the
RFQ apparatus used to centralize wired connections (visible in Fig. 4).
 The usage of connectorized cables for all the linkage among the different LCS parts (cubicles, junction boxes and terminal devices).
 The installation of a Uninterruptible Power Supply (UPS) inside the cubicles let the LCS be partially ready before the final electrical installation in
Japan.
An important part of the checkout test performed before the shipment was executed to verify the congruency
between the diagrams and the hardware, the correct design and execution of the cabling according to electrical
standards and regulations.

Figure 4: RFQ LCS junction boxes (on the left) and cubicles (on the right).
THPHA157
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During this phase, all the cables (included the once between junction boxes and final devices) were tested and
checked for electrical continuity, lengths and labelling. At
final verification stage, all the LCS apparatus were connected and powered to verify the correspondence of about
500 I/O connections (PLC inputs and outputs). Only few
minor adjustments were necessary to correct the hardware
and the electrical schemes.
At the end of the test a certificate of compliance was
released by an external contractor for the cubicles, while
junction boxes were already certified by the producer.
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dedicated engine configurations have been set and
used for the baking operation. These configurations
won’t be used for the final stage.
 A fully integrated solution has been used for the
RFQ conditioning and the final operational setup:
because of the requirements of connectivity among
the different LCSs and the CCS in order to operate
with the machine, the EPICS software must be fully
operative. As consequence all the network services
must be ready and all the software must be fully integrated in the CCS architecture.

RFQ LCS INTEGRATION
Basically the RFQ LCS integration is made up of two
main tasks:
 Hardware integration, composed by the hardware installation (device, cubicles and ancillaries) and the
connection to the different sub-systems composing
the accelerator (injector LCS, low level RF LCS,
MPS, PPS, etc.).
 Software integration, composed by the reconfiguration of all the hosts forming the RFQ LCS from both
the network point of view and control system services (NFS, archiver, alarm, etc.).
These two aspects have to be performed in parallel but,
because of several preliminary steps required to operate
with the RFQ apparatus and the IFMIF-EVEDA project
schedule among the different subsystems involved, the
RFQ LCS installation and integration has been made in
different stages and following different configurations:
 For the RFQ baking operation, a partially integration
is required in order to operate only with the vacuum
subsystem. In this configuration the Human Machine
Interface (HMI) machine must be already available;
in addition the archiver service is required.
 For the RFQ conditioning, cooling and RF acquisition subsystems must be installed and the LCS must
be integrated with the MPS, PPS and the different
LCSs involved in this step.
 For the final operational setup, the entire LCS will be
fully integrated in the CSS.
While the hardware installation is a quite straight procedure (different subsystems are required in different
stages), the software integration has required a different
approach: formally the network migration requires a permanent modification on the LCS topology in function of
services and permissions. Because of the requirement in
the different stages of the installation, it has been decided
to adopt:
 A hybrid solution during the RFQ baking operation,
where the LCS works as a standalone network using
the final CCS IP. Particular attention has been done
in order to avoid network bridges between the two
systems. In this stage every single host has been configured with the final IP and the main services required has been provided by the LCS itself through
the virtual machines realized and used during the
RFQ power test at LNL. For the archiver system,

Figure 5: RFQ LCS Human Machine Interface installed in
the control room.

Figure 6: RFQ apparatus and automatic RF calibration
operation.
As previously mentioned, the integration process occurred before the conditioning operation required reconfiguration of all the machines (physical and virtual) connected to the LCS network, also in case of temporally
solution such as the archiver system. Furthermore each
machine and the relative EPICS communication was
reconfigured ad hoc and fully integrated in order to be in
accordance with the standards adopted by the IFMIFEVEDA project and ready to finalize the final acceptance
test required by the collaboration.
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In particular:
 Reconfiguration of principal information related to
network service (hosts allowed and denied, IP, etc.),
time service and EPICS environmental variables.
 For the PLC Firewall virtual machine, the LAN network part has been left unaltered and only connectivity tests have been executed.
 Reconfiguration of the VME boot parameters, including network, boot image and EPICS application
source, which are provided by a dedicated server in
the CCS.
 Reconfiguration of the HMI and RFQ IOCserver
machines related to NFS service required by the CSS
in order to mount the shared folder containing the
EPICS environment and the RFQ EPICS applications.
 For the first part of the conditioning stage, the RFQ
LCS archiver system has been left running in parallel
to the one provided by the CCS. In this occasion further engine configurations have been performed in
order to store the set of EPICS PVs used during the
conditioning.
 Configuration of the EPICS software with the data
information acquired during the installation process.
In particular,the information related to the RF line
calibration is necessary for execute calculation related to the principal RF parameters, such as power involved and field flatness. In order to optimize the
time required for the calibration, an automatic tool
based on EPICS framework has been used for the entire process (Fig. 6).
 Integration of EPICS PVs required for the data exchanged with other LCSs: PV names have been set
into the software and minor configuration to the RFQ
EPICS software was required in order to use the EPICS-PLC communication method defined by the
LNL team and based on s7plc EPICS driver. In addition the information has been added to the RFQ control panel interface (Fig. 7).
Among the integration process, several minor bug fixes
have been performed to the control system software (both
EPICS and PLC side) in order to adjust eventual issues
discovered during the integration.
The actual size of the RFQ LCS is visible in Table 2:
considering the power test has involved only part of the
entire RFQ, for the final installation the number of database decreased due to the simplification on the number of
device control used (for example the surface temperature
monitor has been removed in the final design).At the
same time the number of databases and PVs increased due
to the effect of the usage of the new communication
method based on s7plc EPICS driver defined at LNL,
which requires additional records for every single data
exchanged between the two environments.
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Figure 7: Control panels developed for the RFQ LCS.
The number of PVs archived is related is decreased because the archiver service has been used as part of the
debug system during the RFQ power test and several data
stores were related to control check purpose.
Table 2: Control System Comparison Between the Power
Test and the Final Installation in Rokkasho
Object
IOCs
Databases
Process Variables
(PVs)
PVs archived
Control Panels

Power Test
6
17
1153

Final Stage
4
25
8852

970
17

450
21

CONCLUSION
Technical solutions adopted during the design stage let
us reduce time and effort during the installation and give
us the degree of freedom of working as standalone system
and as part of the entire IFMIF control system when required. Actually the system is fully integrated into the
CCS and it is performing the first stage of the RFQ conditioning, and the results obtained by the formal acceptance
tests and baking stage let us be confident in the good
prosecution of the RFQ operations until the end of the
commissioning.
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Abstract

Over the ppast years, SO
OLEIL [1] usees SIEMENS PLC
as a standardd for signal monitoring
m
and
d security. SO
OLEIL
is today thinnking about a major upgrad
de of the faci llities,
and has to aadapt its organnization to faace efficient ooperation and R&
&D. In this context,
c
autom
mation expertts are
now merged in a s ingle group.
g
In a middle
m
term, m
migraX series PLCss to the new 115XX
tion from thee existing 3XX
series will bee necessary. As
A the new 15X
XX series PLC
Cs do
not support F
Fetch/Write protocol
p
anym
more, a first sttep is
the upgrade of TANGO [2] PLCServ
ver. This soft
ftware
h
with su
upervisory appplicadevice ensurres data exc hange
tions using TANGO inffrastructure. It
I opens muultiple
TCP/IP connnections to thee PLC hardwaare, manages asynchronous com
mmunication to read/writee PLC Data bblocks
(DB) and actts as a server for
f other clien
nts. The upgraade of
PLCServer iis based on Snap7
S
[3] opeen source Ethhernet
communicatiion suite for interfacing with
w Siemens P
PLCs
using the S7 native protoccol. This paperr details the eevolumances and liimitations of this
t new versiion of
tions, perform
the PLCServver.

CUR
RRENT SIITUATION
N
TAN
NGO Devicee Server Cooncept
Th
he TANGO sy
ystem works aaround the concept of "De-vice Server ". A device serveer is a prograam that deal s
ver") with thee
specifically with permanent diialogue ("serv
appaaratus ("device"). The PLC
CServer is a DS
D (written i n
C + +) based on a PLC device.

Usee of Client/S
Server Modeel
Th
he PLCServerr is the core oof the data excchange mech-anism
m between t he
h SIEMENS 3XX series PLCs
P
and thee
TAN
NGO softwaree bus. This D
DS is r esponssible for per-form
ming readings and writes froom/to PLC daata blocks viaa
a ded
dicated protoccol over TCP//IP and for disstributing thiss
data to its clients (see
( Fig 1).
g
DSS. They repreesent physicall
Cllients are hi gher-level
equip
pment such as valves, ppumps, gaugees, etc. Theyy
comm
municate with
h the PLCSerrver via TAN
NGO's internall
proto
ocol.

INTRO
ODUCTION
N
When it w
was created in 2003, the SO
OLEIL synchrrotron
chose the TA
ANGO softwaare bus as thee only intermeediate
layer betweeen the devices intended to be
b read or rem
motely
controlled annd the supervvision applicaations. In TAN
NGO,
the concept oof Device Servver (DS) is paaramount.
Within thee support grouups, the use of
o a DS PLCS
Server
has been st aandardized, as
a well as th e SIEMENS PLC
models. How
wever, the program
p
arch
hitectures andd the
structure of tthe DBs evolvved differentlly according tto the
people in chaarge of prograamming PLCss in each groupps. In
2017, follow
wing SOLEIIL reorganization, autom
mation
experts weree grouped in the accelerato
or and engineeering
division to ooffer homogenneous practicees and t ools tto all
support grouups for their automation-b
based controll systems. Approoximately 2500 configuratio
ons are conceerned
for Machine Protection Syystem, vacuum
m control, Perrsonal
m diagnosticss and
Safety Systeems, Radio frrequency, beam
magnet poweer supplies.
In order too push the peerformance lim
mits of the cuurrent
PLCServer, bbut also to make
m
it compatible with thee new
generations oof SIEMENS PLC, it was decided to puublish
a new versionn of this DS.
____________________________________________
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Figu
ure 1: Commu
unication moddel between Tango
T
devicess
and PLC
P
using PL
LCServer.
CServer, clien
nts cyclicallyy
After registering with a PL C
addrress the PLCS
Server via a polling mech
hanism to re-triev
ve a data area present
p
in a D
DB of the targeet PLC.
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The DB number, offset and size of the data area, as well
as the polling period are defined in the properties of the
client. At each request, the PLCServer synchronously
retrieves the requested data via the SIEMENS Fetch protocol and transmits it to the requesting client. The writes
use the same type of request, via the Write protocol, except that they are not cyclical.

THE NEED TO EVOLUATE
Limits of the Current Model
The current PLCServer suffers from a performance loss
problem when a significant number (typically a few dozen) of clients registers and makes cyclical rea d requests.
The slow execution of Fetch communication sessions
(which are serialized by the PLCServer) delays the refresh of the data in the client DS and even causes timeout
if the reading frequency imposed by the client cannot be
respected.
Several workarounds have been applied in recent years to
push back the number of clients accepted by a PLCServer:
 Increase the polling period of clients to decrease the
number of read requests per unit of time.
 Start multiple PLCServers communicating with the
same physical PLC, but via different Fetch/Write
links declared on separate TCP ports.
 Allow the main program of the PLC (named OB1) to
run several empty cycles. Empirically, it was found
that the CPU time released thus freed allowed the
Ethernet communication to be more efficient.
However, all of these solutions generate operating or
configuration constraints. They are un able to cope with
the natural increase in the number of physical equipment,
and therefore client DS which are linked to PLCs in production at SOLEIL.

Incompatibility with the New PLC SIEMENS
Series
Since the mid-2010, SIEMENS has been marketing
new PLC series (12XX, 15XX, LOGO) that do not support the Fetch/Write communication protocol. With the
announcement of th e end of th e 3XX series PLCs' co mmercialization by 2022, SOLEIL must adapt its PLCServer if it wish es to be able to use the new PLC series v ia
TANGO.
The reasons described above led SOLE IL to decide to
provide a new, more efficient and perennial DS: the
PLCServerV3.

Constraints of Evolution
The development of the PLCServerV3 is subj ect to
several operational constraints. They are due to the fact
that all th e PLC configurations of SOLEIL (several hundred) cannot be modified in a time short enough to last
within the duration of a machine shutdown and that some
PLC must be kept in operational conditions almost all the
time.
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The PLCServerV3 was designed with these constraints in
mind:
 No need to change client DS binaries or their properties.
 Requires only little change in the properties of
PLCServer.
 No need to change the configuration of the cu rrent
PLCs communication links.
The goal was to make the PLCServer version change
almost transparent for programmers and PLC users whose
applications, sometimes old, almost never evolve (and
often do not need more communication performance).
For all these reasons, the development efforts of the
PLCServerV3 almost exclusively focused the PLCServer/PLC communication layer, without affecting the methods of dialogue between the PLCServer and the clients.

Snap7, the S7 Communication Library for
Ethernet
After a study phase of the different software solutions,
the Snap7[3] library was chosen. The main characteristics
that led to its selection are:
 It bases its communication on the S7 protocol, which
is the native and fastest communication protocol
available on all SIEMENS PLCs. S7 connections do
not require PLC-side configuration. In ad dition, S7
links can coexist with existing Fetch/Write links, allowing Snap7 to be used without interfering with the
PLC's network configuration and leaving programmers with the choice of when to remove the obsolete
Fetch/Write links.
 It is available as a C++ library that ca n be easily
interfaced and reco mpiled with code already developed for the DS.
 It respects the PLCServ er data request template.
Snap7 is naturally able to read/write data as th e
PLCServer does, based on information such as DB
number, offset and l ength of data requested by the
clients.
 It is open source, distributed under Lesser General
Public License version 3.0 (LGPLv3).
 It is very well documented and kept up to date by its
author.

WHAT’S NEW IN PLCSERVERV3
Benefits of Snap7
Data aggregation
Snap7 has a function of aggregating data in the same
exchange frame. To reduce the num ber of frames exchanged, the use of this function is preferred. The new
PLCServer, known as PLCServerV3, implements an algorithm that groups together the data area to be in order to
efficiently fill th e frames (see Fig 2). It determines the
number of user data area ('UsefulData') encapsulated in
S7 telegrams (themselves encapsulated in ISO teleg rams
and the TCP) according to the PDU parameter PDU (ProTHPHA158
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tocol Data unnit - 240 to 960
9 bytes depeending on thee type
of PLC) whicch is negotiateed during the connection.
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writiings from the clients (less ffrequent and non-periodic))
are transmitted syn
nchronously vvia a third link
k (see Fig 3).

Figure 2: Prootocol encapsulation and PDU
P
filling opptimization.
d system info functions
Communicaation test and
Snap7 embedds a simple ping
p
troublesh
hoot function, used
to perform baasic communiication test.
Snap7 also pproposes functtions to get CP
PU or commuunication module name, state, serial numbeer and other iinfora system innfo is
mation. Retrrieving of pinng response and
done by PLC
CServerV3 att very low frequency (typiically
every 10 secoonds).

Other Enhaancements of
o the PLCS
ServerV3
Asynchronissm and categgorization of clients
c
In order too minimize thee increase in network
n
load w
when
adding cliennts, an i nternaal threading mechanism
m
deecouples exchangges with the PL
LC from exch
hanges with cllients.
The PLCSerrverV3 transmits data assynchronouslyy between PLC aand clients.
Clients whho register with PLCServeerV3 are classsified
according to their polling period
p
into tw
wo categories:



ure 3: Commu
unication moddel between Tango
T
devicess
Figu
and PLC
P
using PL
LCServerV3.
A cache mechanism allow
ws the PLCServerV3 to re-spon
nd to the clieents between two S7 read
dings withoutt
causing timeout even
e
in cas e oof high demaand. If the S77
data cannot be acq
quired with thhe FPP and SP
PP periods, ann
exceeption is sen t to clients to alert them of overload orr
comm
munication lo
oss.
Other attributtes, such as thhe rates of thee data transit-ing the
t PLCServerV3, have beeen added to easily estimatee
the operating
o
statee (see Fig 4).

OW category if their pollin
ng period is grreater
The SLO
than a ' S
SlowPollingPeeriod' (SPP) variable
v
definned in
the PLC
CServerV3 prooperties.
AST categoryy otherwise, combined w
with a
The FA
'FastPolllingPeriod' (FPP).

In operatioon, clients queery the PLCServerV3 withh their
polling periood, but the daata is only reead from the PLC
with the FPP
P and SPP periiods.
When the PLCServer sttarts up, two S7 links are eestabo per catego
ory of clients . The
lished for thhe readings, one

Figu
ure 4: State, status, commaands and attrib
butes view off
PLC
CServerV3 in operation.
o
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Table 1: Summary of PLCServers features
Item
Link type

Number of
links
Data reading
polling

PLCServer
Fetch/Write
Must be
declared

PLCServerV3
S7
No configuration
needed

2 or 4

3 minimum

Synchronous.
Period is
client dependent

Suitable for
3XX PLC
series

Yes

Asynchronous
Clients are classified according to
their polling period into two categories.
Yes

Suitable for
15XX PLC
series

No

Yes

Performances
The main performance sought is that which allows the
PLCServerV3 to read data DBs at a frequency equal to or
greater than that of data recovery by clients.
Table 2 shows the data rates reached for different DB
numbers and sizes, after maximum reduction of the
PLCServer reading periods (FPP and/or SPP). These tests
were performed in real conditions (i .e. the t arget PLC is
executing a real program and t he communication is performed through on a switched network shared with other
devices).
Table 2: Performances

Data Rate for a
single DB
Data Rate for
large number
of DBs
(Between 10
and 40 Bytes)

Limitations
SPP and FPP limits values
The sum of the read ing times of the clients DBs of the
same category limits the minimum size of FPP and SPP
because the readings are serialized by t he PLCServer.
This will be improved by spreading the readings over a
larger number of S7 links (applicable only to new PLC
series).
Optimized block incompatibility for 15XX PLC series
SIEMENS new PLC series o ffers the possibility to use
DB with optimized access. These DB do not have a specifically defined structure. The data elements receive only
one symbolic name in the declaration and no fixed address in the block. Since Snap7's data request model requires explicitly offset and data length information, it is
mandatory to turn off the optimized block access feature
in new PLC series.

Known Bugs

PERFORMANCES, LIMITATIONS AND
BUGS

Criteria
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CPU315-2DP
+ CP343
12.1 KB/s for
2000 32-bit
reals with
FPP=660 ms
2.6 KB/s for
73 clients with
FPP=1700 ms
plus 40 clients
with
SPP=5000 ms

CPU1516-3
PN/DP
630 KB/s for
15900 reals with
FPP=100 ms

Not tested

A random bug still interferes with the long-term stability of the PLCServerV3. It is infrequent (every 5 hours or
so). It m anifests itself b y a d ata reception error, then
timeout and unrecoverable TCP error. While the search
for the cause continues, a workaround is applied. It consists in restarting the connection automatically if this bug
occurs.

CONCLUSION
With the PLCServerV3, SOLEIL has a replacement for
its current software. It is more efficient and it perm its an
easy deployment which does not require intervention on
PLCs or clients DS in production (see Table 1). It is likely
to be installed on a wi despread basis in 2018. It is co mpatible with the n ew PLC SI EMENS series which could
serve as th e standard in the future, for SOLEIL and for
other institutes using TANGO.
The first stage of the roadmap is fu lfilled.
This will be followed by the defin ition of a strateg y to
address Operational Readiness (progressive replacement
of the existing install base or maintenance of production
configurations up to a long shutdown of the accelerators
for major upgrade) as well as the adaptation of the operational organization to the new equipment.
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WHAT IS SPECIAL ABOUT PLC SOFTWARE MODEL CHECKING?
D. Darvas∗ , E. Blanco Viñuela, CERN, Geneva, Switzerland
I. Majzik, Budapest University of Technology and Economics (BME), Budapest, Hungary
Abstract
Model checking is a formal verification technique to check
given properties of models, designs or programs with mathematical precision. Due to its high knowledge and resource
demand, the use of model checking is restricted mainly to
core parts of highly critical systems. However, we and many
other authors have argued that automated model checking of
PLC programs is feasible and beneficial in practice. In this
paper we aim to explain why model checking is applicable
to PLC programs even though its use for software in general
is too difficult. We present an overview of the particularities
of PLC programs which influence the feasibility and complexity of their model checking. Furthermore, we list the
main challenges in this domain and the solutions proposed
in previous works.

INTRODUCTION AND MOTIVATION
The promise of model checking is to provide precise,
mathematically sound means to check the satisfaction of
given requirements on models, representing for example
software. Although some tools are available (e.g. CBMC1
[1], BLAST2 , Bandera3 [2], DIVINE4 [3]), it is still difficult
to use model checking on real-sized software in practice.
One of the bottlenecks is the verification performance, the
excessive need of resources for the successful verification.
Besides checking software written in general-purpose programming languages (e.g. C, C++, Java), active research can
be observed focusing on PLC (Programmable Logic Controller) programs specifically. It has been studied by dozens
of research groups over the last 20 years [4]. However, model
checking is still far away from being easy-to-use or part of
the state of the practice of PLC program development.
The reader may ask the question: what is the reason for
targeting PLC model checking specifically? What makes
this domain special and why there is a need for specific
tools? What makes PLC model checking different from verifying general-purpose programs? This paper is dedicated
to the specificities of PLC programs, which facilitate their
verification, or contrarily, make the model checking more
difficult. Our aim is to summarise our experience with PLC
software model checking that we have acquired during the
development of PLCverif [5], and to help formal verification
researchers to specialise in this field, or to make their model
checker tools applicable to the PLC program verification
domain too.
∗
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The paper first overviews the difficulties and advantages
arising from the domain specificities. Then the syntactic
and semantic particularities of PLC programs are discussed.
Finally, the need for environment modelling is mentioned.
An extended version [6] of this paper is also available
which contains more details and example programs.

DOMAIN SPECIFICITIES
Many of the differences between the general-purpose and
PLC programming languages, but also between the available verification methods originate from the differences in
the respective domains. Therefore, we start by overviewing the most important properties and specificities of the
PLC domain which influence the formal verification of PLC
programs.

Medium Criticality
Except for trivial programs, it is difficult to imagine and
prove absolute correctness or safety, just as absolute security. Instead of pursuing those ideals, a more pragmatic
approach is needed: the verification costs and the risks of
failure should be in balance. Formal verification is already
often used where the cost of failure is exceptionally high:
in case of highly critical systems (e.g. nuclear, railway or
avionics systems) or systems produced in high quantities
(e.g. microprocessors). Even the methods requiring special
knowledge and lots of resources may be affordable in those
cases. Contrarily, in case of systems with low criticality,
deep analysis may not be required.
PLC systems are in the middle of this criticality scale:
their criticality is often not high enough to afford an independent, specially skilled verification team. However, a potential failure or outage may cause significant economic losses,
motivating a sound and detailed verification approach.
Consequence PLC model checking approaches should
be easily accessible, specifically targeting the PLC domain,
without requiring unaffordable resources or having an excessive cost compared to the level of criticality.

Advantage: Simple Operations and Data Structure
In general, the functionality of PLC programs is simpler
than most programs written in C or Java. PLC programs do
not deal with graphical interfaces, large data structures; they
do not create files, do not perform complex operations. All
these features may complicate the software model checking.
Consequence The simplicity of the programs makes
model checking more feasible computationally. This makes
the PLC domain a good target for formal verification.
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Difficulty: Variety of PLC Languages
PLCs use special languages, not used outside this domain.
Furthermore, there is a wide variety of PLC programming
languages. IEC 61131, the relevant standard [7] defines
five different languages: Structured Text (ST), Instruction
List (IL), Function Block Diagram (FBD), Ladder Diagram
(LD) and Sequential Function Chart (SFC). Furthermore,
each vendor provides their own flavour, with minor or major
differences compared to the standard. Siemens PLCs typically support Structured Control Language (SCL), Statement
List (STL), Function Block Diagram (FBD), Ladder Logic
(LAD), and S7-GRAPH, which correspond to the previously
listed standard languages, respectively. The difference between some of them is minor (e.g. between LAD and LD),
but in other cases it is very significant (e.g. between STL
and IL or SCL and ST).
Consequence As PLC programs can mix these languages (e.g. a function written in FBD can call a function
written in SCL), each language should be supported by a
PLC program verification tool. Furthermore, as there are
common parts in those languages (e.g. variable declarations), the language infrastructure of the verification tool
(parser and program representation) should be generic and
reusable.

Difficulty: Different Background Knowledge of
Developers
General purpose programming languages, their development environments and verification tools are typically developed “inside the community”: by software engineers,
for software engineers. PLC programs, however, are often
written by people with different skills and background knowledge: automation engineers, technicians, etc. The theory
and practice of formal verification is often not part of the
general curriculum of software engineers, making the application of model checking hard. This knowledge gap is
even bigger and more severe in case of the PLC program
developers.
Consequence Special attention should be paid to bridge
the semantic gap between the user and the verification tool.
The tools should use inputs and outputs which are close
to the users’ domain. For example, the PLCverif tool [5]
uses the PLC programs and requirement patterns based on
English sentences as inputs, and the outputs are provided in
an easy-to-understand, self-contained form, using concepts
directly from the PLC domain.

SYNTAX OF PLC LANGUAGES
As mentioned earlier, PLC programs are written using a
wide variety of programming languages. Since—according
to their claims—Siemens is a market leader in the field of
automation, we mainly focus on the languages supported
by Siemens S7 PLCs, especially the high-level Structured
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Control Language (SCL), which is a variant of the Structured
Text (ST) language defined in IEC 61131 [7].
In this section, we show that although the PLC programs
are simpler, their syntax may actually be more complex than
that of general-purpose programs.

Difficulty: Complex Syntax
PLC programming languages—especially their Siemens
variants—often have richer and more complex syntax than
general-purpose programming languages supported by software model checkers. For example, C (the C99 version)
contains 6 basic data types with built-in support5 , Java contains 9, but SCL contains 16 base types, which was extended
to 30 in the new version of the language supported by the
new development environment (TIA Portal) and the new
hardware (e.g. S7-1500).
Consequence Development of the language infrastructure for PLC software model checking needs a lot of effort.
As there is no good, reusable language infrastructure available, the entry cost of PLC program verification is high.

Difficulty: No Precise Syntax Definition
The well-established general-purpose languages typically
have precisely, often formally defined syntax. For example, the syntax of C is standardized by ANSI, ISO and IEC
(ISO/IEC 9899), C# is defined by the ECMA-334 standard.
The Java syntax is not standard, but a detailed specification
is provided by Oracle. The syntax of standard PLC programming languages are defined in IEC 61131 (with some
ambiguities [8, 9]). However, having a precise definition for
the vendors’ flavours is not always easy. Siemens provided
syntax definition for SCL version 5.3 [10] and for STL [11],
which cover most, but not all aspects. The authors are not
aware of any precise syntax description of the new version
of SCL, supported by the new development environment,
TIA Portal.
Consequence As the available syntax definitions are
partial or too vague, the only way to determine the precise
syntax is through systematic trials with the compilers. Creating precise descriptions for the most commonly used PLC
programming languages and open source, generic parser
implementations could facilitate new researchers to focus
on the PLC domain and also to focus the research efforts on
the verification challenges.

Difficulty: Absolute and Symbolic Addressing
Each Siemens PLC program contains an editable symbol
table, which assigns names (“symbols”) to memory locations
or program units. This allows to use symbolic addressing, i.e.
using names instead of absolute addresses. However it is possible (although considered as bad practice) to mix absolute
5

Here we not only consider the basic numeric types of C, but also
strings. Even though a C string is simply a character array, there
is dedicated language-level support for string constants (e.g. “var =
"teststring";”).
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and symbolic addresses. For example, “var1 := TRUE;”,
“"var1" := TRUE;”6 and “M4.1 := TRUE;” can have the
same meaning if there is a symbol var1 defined for the
memory location M4.1.
Consequence In order to support real PLC applications,
besides supporting the five languages, the symbol tables shall
be supported too. The verification tools should be able to
handle the mix of absolute and symbolic addresses, or at
least warn the user when an object is referred to using several
names.

Difficulty: Permissive Grammars
An additional challenge to be faced when developing the
PLC language infrastructure is the permissivity of the grammars. For example, there are at least six syntactic ways to
refer to a given bit in the bit memory area: absolute access
(e.g. M4.1, %MX4.1; the % and X are optional) and indexed
access (e.g. M[4,1]). Furthermore, symbolic access is also
possible, as mentioned before.
Consequence The language infrastructure should have
a uniform internal representation to hide these redundant
details and simplify the verification task.

Difficulty: Context-dependent Grammar
Another challenge in PLC software model checking arises
from the context dependent nature of the programming languages. For example, in the STL language “A A;” is a valid
statement, where the first “A” stands for “AND operation”,
and the second “A” denotes a Boolean variable with name
“A”.
Consequence These features of the language have to be
taken into account when choosing the technology for the language infrastructures. For example, a parser that identifies
the keywords first—independently from the context—cannot
successfully parse a program written in STL due to the mentioned ambiguities, or certain workarounds are required7 . It
also poses a challenge to provide a single, unified parser for
SCL and STL.

SEMANTICS OF PLC LANGUAGES
Not only the syntax of PLC programs is rich, their semantics (i.e. the description how the programs behave during
execution) may also impose additional challenges compared
to formal verification of general-purpose programs.

PLC Execution Semantics
To provide verification for PLC programs, first the key
semantic differences between general-purpose programs and
PLC programs have to be understood.
6
7

The quotation marks denote that var1 is a symbol, however in SCL v5.3
they can be omitted if it does not cause any confusion.
Such workaround for Xtext is in https://blogs.itemis.com/en/
xtext-hint-identifiers-conflicting-with-keywords.
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PLC programs are typically executed cyclically. A cycle
(so-called scan cycle or PLC cycle) consists of (1) sampling
the physical inputs (and keeping their values stable in the
memory), (2) executing the user code, (3) assigning the
computed outputs to the physical outputs. This allows to
have consistent input and output signals.
In Siemens PLCs, the scan cycle can be interrupted.
Cyclic interrupts ensure the periodic execution of a certain
piece of code. Diagnostic and error handling interrupts can
also be defined. The interrupts and various operating system
tasks (e.g. communication) can alter the length of the scan
cycle. If the scan cycle exceeds the predefined length, an
error-handling block will be executed.
There is a difference in the programming concepts too.
Even though the latest IEC 61131 standard introduced objectoriented programming for PLCs, most programs still use
functions and function blocks. A function block is a stateful
function, the values of its variables (except for the temporary
variables) are kept even after the execution of the block. The
semantics of a function block is similar to a class that has a
single member method in object-oriented languages.

Advantage: Simple Memory Handling
The formal verification of PLC programs is greatly facilitated by its simple memory handling. PLC programs use
static typing: variables are declared explicitly, with a given
type. Variables are strongly typed: except for some safe
cases, explicit type conversions are required between the
different data types. However, it has to be noted that SCL
permits the use of the special data type ANY which can store
a reference to any data type.
There is no dynamic memory allocation in PLC programs, all variables and data blocks are allocated statically,
at compile-time.
Furthermore, in high-level PLC programming languages
(e.g. SCL) pointers are rarely used. In lower-level languages
(e.g. STL) pointer usage is sometimes unavoidable. However, even without using pointers explicitly, semantically
equivalent constructs may be present. For example, IB[10]
denotes the value of byte 10 in the input memory area. If the
IB array is indexed with a variable (IB[var1]), then var1
practically behaves as a pointer.
Consequence Due to simple control structures and the
lack of dynamic memory allocation, many popular model
checkers, e.g. NuSMV or UPPAAL can efficiently be used
to verify most of the PLC programs. To support all PLC
programs, pointer support is required on the verification
side.

Difficulty: Imprecise Semantics Definition
Having a precise, formal semantics for the input models is
an obvious requirement for model checking. Unfortunately,
there is no mathematically sound semantics definition neither
for the IEC 61131 languages, nor for the Siemens PLC languages. Some reference manuals are available for SCL [10]
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and STL [11], but they are in some places ambiguous, imprecise or incorrect. For example, the SCL description does
not define precisely the semantics of CASE statements, or
the STL description incompletely and sometimes incorrectly
defines the behaviour of the nesting stack used for complex
Boolean operations.
PLC programs depend on a library of basic functions and
function blocks, such as timers, data transmission blocks,
special memory operations. Precise description (either formal definition or source code) is required for these program
units too for the verification, but it is often not available.
Consequence Developers of PLC verification tools cannot fully rely on the provided language descriptions and documentation. Systematic, rigorous experiments have to be
conducted in order to explore the precise semantics of the
different PLC program structures.

No Short Circuit Evaluation
The IEC 61131 standard permits the short-circuit evaluation for logic expressions, i.e. the evaluation can be interrupted as soon as the result can be determined. However, our experiments showed that Siemens PLC programs
do not use short circuit evaluation. For example, in case
of the “func1() OR func2()” expression the function
func2 will be called even if the return value of func1 is
true (thus the expression will be evaluated to true independently from func2).
Consequence This may facilitate the representation of
PLC programs as control flow graphs.

Difficulty: Timed Behaviour
PLC programs often involve time-related behaviour, typically by using the timers defined in [7] (TP, TON, TOF).
Accurate modelling and verification requires precise representation of time, which might make the verification task
extremely difficult. In reality, PLC timers rely on the PLC’s
real time representation. The elapsed time between two
timer calls depends on the cycle time, which in turn relies on
the executed methods, the precise type of the hardware, the
communication between the PLC and other systems, etc.
Consequence The verification tool should use an appropriate time representation, i.e. an appropriate trade-off
between precision of modelling and needed resources. One
possibility is to simplify the physical time handling and
assuming that each PLC cycle takes a non-deterministic
amount of time, and the global time is incremented by this
value at the end of the cycle at once. Then effectively the
time does not elapse during a PLC cycle, which may alter the
behaviour of the timer blocks, but this was often found to be
an acceptable trade-off. This representation may lead to false
negatives, i.e. omitted faults. Other time representations
could cause false positives (false error reports). The consequences of the chosen time representation shall be clearly
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described for the user, using the terminology of the PLC
domain.

Difficulty: Semantics Depending on the Compiler
and Hardware Version
The precise semantics of PLC programs may depend on
various compiler settings, the used compiler and the hardware.
• Certain data types and languages are available only
using certain hardware.
• The precise semantics of the programming languages
depend on the development environment.
Example. Let D be a variable of type DINT (32 bit
signed integer). Using the STEP 7 V5.5 development
environment, the execution of the SCL assignment “D
:= INT#1 + 50000” will result in D =50001 (where
“INT#1” denotes a 16 bit signed integer). However,
the same code compiled using the TIA Portal development environment will result in D =–15535 on the
same hardware due to the differences in typing rules.
• The behaviour depends also on the semantic settings.
For example, some details of the SFC execution can be
modified.
• The hardware configuration and the interrupt configuration can also influence the precise semantics of a
given PLC program. Furthermore, this information is
not included in the source code.
Consequence Different semantic variants of PLC languages shall be supported, and the user shall be able to
choose the appropriate one for each program under verification.

Difficulty: Bit-level Memory Manipulation
PLC programs allow various low-level memory manipulations.
• Integer variables can also be treated as bit arrays by
using explicit type conversion operators. The same
behaviour is also possible by defining so-called views,
practically declaring multiple variables mapped to the
same memory location using the keyword AT in SCL.
• It is also possible to directly address a specific area in
the memory (absolute addressing), independently from
the variable borders. For example, DB1.DW3 refers
to the WORD starting at byte 2 in the data block DB1.
However, this memory location may represent several
variables, or parts of different variables.
Consequence The verification tool should either provide accurate, low-level representation of the PLC memory
model (causing a high overhead), or at least provide static
analysis methods to check situations where such advanced
memory representation is required to check the PLC program
under verification.
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ENVIRONMENT
Challenge: Environment Model
PLCs are mainly used for process control tasks, therefore they inherently interact with their environment. It is
reasonable to check certain safety properties (i.e. a given
property is always satisfied, no matter what are the input
sequences) without considering the environment during verification. However for other types of requirements having
no assumption on the environment may lead to many false
positives, i.e. non-satisfied requirements where the violation
is practically impossible.
Consequence To get practical, usable verification results, the model of the environment needs to be incorporated.
This can exclude cases where for example only a physically
impossible change in the controlled process could cause the
signalled violation. In our opinion, there are three main
challenges related to the environment models, as follows.
• It is difficult to find appropriate formalisms and to describe the environment (e.g. the controlled process)
precisely.
• Including the environment model may significantly increase the computation resources required for model
checking.
• An imprecise environment or process model may lead
to false negative results, i.e. it can lead to the omission
of real problems.
There are various attempts to precisely describe environment or process models and include them in various verification procedures [12–14], however, we think that this
still remains one of the greatest challenge in PLC model
checking.

Challenge: Fault Assumptions
It is important to keep in mind that the input variables
of the PLC programs often represent physical inputs. It is
unrealistic to assume that all inputs are always correct. In
other words, the “no failure” assumption in the environment
model during verification may hide potential problems. The
other extreme—assuming that everything can fail at the same
time—may be unrealistic too, leading to useless counterexamples which undermines the usability of the method.
Consequence The environment models shall be able
to incorporate various assumptions. For example, a single
failure hypothesis may be rational in some cases, but in other
cases including the simultaneous failure of certain dependent
signals in the verification may be desired too.

OUR RESPONSE: PLCverif
To overcome most of these challenges and to provide
feasible, easy-to-use formal verification for PLC programs,
CERN started the development of PLCverif [5]. With the ongoing development of PLCverif we aim to provide a generic
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tool and language infrastructure that can make the development or integration of new verification methods to the PLC
domain significantly easier.
PLCverif hides the formal verification-related details from
the user. Also, as it relies on a control flow graph-based
intermediate representation that is independent from the
PLC programming languages, this tool can hide many of
the syntactic and semantic peculiarities of the PLC domain
from the (formal) verification solutions.
Recognizing that the listed particularities make the development of any verification method challenging for PLC
programs, PLCverif is opening towards supporting other
verification techniques besides model checking, for example
static code analysis and unit testing.
Although we have overcame many syntactic and semantic problems—except the ones which would have required
unreasonable amount of resources compared to their pertinence, such as properly supporting pointers—, the lack
of proper environment modelling limit the use of PLCverif
to well-defined, isolated parts of PLC applications, such as
individual function blocks or safety logic implementations.

CONCLUSION
In this paper many of the specific challenges of model
checking PLC programs have been presented, as well as the
features of those programs which can facilitate their formal
verification. We believe that PLC model checking is still
a research field with a lot of industrial attention and with
many unsolved challenges.
On one hand, PLC program verification is an ideal target
for model checking due to the medium criticality and the
relatively simple programs.
On the other hand, syntax and semantics of PLC programs
are complex, which makes it difficult for non-PLC experts
to contribute to verification, as the knowledge and development effort required for PLC program verification is high.
Open source, reusable language infrastructures could leverage this challenge, allowing to focus on the challenges of
performance and clarity of results. We need a bridge not only
between formal verification and the PLC developer community, but also between the formal verification researchers
and the industrial control systems domain. Furthermore,
environment modelling is still a big challenge to be solved,
which could significantly improve the practical applicability
of model checking for PLC programs.
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EXPERIENCE WITH STATIC PLC CODE ANALYSIS AT CERN
C. Tsiplaki∗ , B. Fernández, E. Blanco, CERN, Geneva, Switzerland
Abstract
The large number of industrial control systems based on
PLCs (Programmable Logic Controllers) available at CERN
implies a huge number of programs and lines of code. The
software quality assurance becomes a key point to ensure
the reliability of the control systems. Static code analysis is
a relatively easy-to-use, simple way to ﬁnd potential faults
or error-prone parts in the source code. While static code
analysis is widely used for general purpose programming
languages (e.g. Java, C), this is not the case for PLC program
languages. We have analysed the possibilities and the gains
to be expected from applying static analysis to the PLC code
used at CERN, based on the UNICOS framework. This
paper reports on our experience with the method and the
available tools and sketches an outline for future work to
make this analysis method practically applicable.

INTRODUCTION
Programmable Logic Controllers (PLCs) are the most
popular control devices for industrial control systems due
mainly to their robustness and the simplicity of building
control systems with them. In terms of software, one of the
main obstacles that automation engineers have to face in
order to improve the quality of PLC programs is the lack of
proper testing or veriﬁcation tools. This problem does not
exist in other programming languages, which have a signiﬁcant number of tools to apply unit testing, static analysis and
even software model checking. However in the industrial
domain, the use of these techniques with PLCs is still far
from being a common practice
At CERN, PLC programs are developed using the UNICOS framework [1]. These programs are tested during the
development phase and the commissioning on the real installation. In addition to the traditional testing methods, a
methodology to apply model checking to PLC programs
was designed at CERN. A tool was created based on this
methodology: the PLCverif tool [2]. This technique is not
extensively used at CERN yet but it has been successfully
applied to several PLC programs at CERN [3], [4] and [5].
The goal of these techniques is to minimize the number of
bugs in the control logic of the PLC programs and the discrepancies between the code and the speciﬁcations. Static
analysis of PLC programs is certainly a good complement
to these techniques and it has never been applied before to
CERN UNICOS PLC programs.

Static Analysis
The basic idea of static code analysis is to examine a
program without actually executing it [6]. It is performed
by automated tools and is similar to code review or program
∗
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comprehension. The main beneﬁt of this method is the
early detection of potential bugs in the development process.
Another beneﬁt is the future maintenance of the code as it
can impose the code guidelines of the organization. While it
can often be diﬃcult to analyze whole programs due to the
size of software projects, static analysis tools can be used
to examine the on-going projects for violations as they are
being created [7].
Some of the problems that static analysis can detect are:
naming conventions violations, bad code smells (e.g. dead or
duplicated code), overcomplicated expressions, multitasking
problems, etc. There are several methods for static analysis
depending on the kind of violations they are meant to detect.
Some of the most popular ones are rule-based AST (Abstract
Syntax Tree) analysis, control-ﬂow analysis and Data-ﬂow
analysis.
The availability and use of static analysis tools for PLC
programs is still limited, however researchers and companies
are advancing on this ﬁeld to bring static analysis techniques
to the PLC domain [8].

Motivation
Our goal is to explore the potential of static analysis for
the UNICOS PLC programs and complement our testing
and veriﬁcation techniques in order to improve the quality
of our programs. This paper presents an analysis of the
characteristics of these programs and a basic review of some
relevant static analysis tools for PLC programs.
The existing CERN methodology to perform model
checking of PLC programs has the necessary modularity
and ﬂexibility to be extended in order to apply static analysis.
Reusing some of the modules would allow us to integrate
rule-based AST analysis techniques with a relatively small
eﬀort. This paper also presents a ﬁrst attempt to develop
basic static analysis rules in the PLCverif environment.

UNICOS PLC PROGRAMS
This section describes the characteristics of the UNICOS
PLC programs in order to identify the potential violations
that static analysis can detect in the source code. The UNICOS framework [1] is based on a well-deﬁned set of standard
device types or objects, which represent physical control
equipment (i.e. sensors and actuators) and functional units
of the whole process (e.g. refrigerator unit in a cryogenics
plant) as stated in the ISA-88 standard. UNICOS control
systems are built by connecting the instances of these objects
and adding the speciﬁc control logic to maintain the process
at the desired setpoints.
Automation engineers can develop UNICOS control systems using Siemens or Schneider PLCs. UNICOS supports
several IEC 61131-3 languages but SCL from Siemens and
ST from Schneider are the most common ones. In addition,
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parts of the speciﬁc process logic can be implemented using
GRAPH from Siemens and SFC from Schneider. The rest
of the paper focuses on SCL programs as the majority of
UNICOS control systems at CERN use Siemens PLCs.
At the PLC program level, this library of device types is
implemented as FBs (Function Blocks). Each FB contains
the generic logic to control the real device or subsystem that
represents. For example, the so-called OnOff FB contains
the generic logic to control two-state or on-oﬀ actuators, like
an on-oﬀ valve or a pump depending of the parametrization
of the object. The size of these FBs ranges from 100 lines
of SCL code for the most simple objects, for example the
DI (Digital Input) FB in charge of representing digital signals, to 600 lines of SCL code for the most complex ones,
for example the PCO (Process Control Object) FB, which
represents a functional unit of the whole process.
The fact that one single UNICOS object can represent
diﬀerent physical devices makes the FB logic more complex. In addition, the evolution of the code over the years,
by adding new functionality or modifying certain behaviors,
emphasizes this problem. Many input conditions, long expressions, nested If statements and similar problems can be
found in the SCL code. Figure 1 shows an example of the
UNICOS PCO SCL code.
(∗ AUTO REQUEST / SELECT ∗)
IF AuMoSt THEN
(∗Avoid the starting of PCO with a start Interlock ∗)
IF NOT (StartISt AND NOT RunOSt) THEN
RunOSt := AuRunOrder;
MOnRSt := AuRunOrder;
END_IF;
AuDepOSt := AuAuDepR;
IF (0.0 < AuOpMoR) AND (AuOpMoR < 9.0) THEN
IF OffSt THEN
OpMoSt := AuOpMoR;
ELSE
IF POpMoTab[REAL_TO_INT(OpMoSt-1),REAL_TO_INT(8AuOpMoR)] THEN
OpMoSt := AuOpMoR;
END_IF;
END_IF;
END_IF;
(∗ MANUAL REQUEST / SELECT ∗)
ELSIF MMoSt OR FoMoSt OR SoftLDSt THEN
...
END_IF;
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In UNICOS SCL programs, the main program (OB1) is
interrupted by cyclic interrupts (OB35) and by error and
start-up interrupts (OB100, OB102, OB82, etc.). If diﬀerent
Organization Blocks (OBs) use the same memory, potential
concurrency problems are present in these programs.
In summary, some of the most obvious potential problems
in UNICOS SCL programs are: complex expressions, naming conventions, dead code, code repetition, unused variables, concurrency problems, assignment of output variables
more than once in the code, lack of comments in the code,
etc.
Most of these problems can be detected by rule-based AST
analysis, for example naming conventions, the detection of
nested If statements, etc. However concurrency problems
may need to be addressed by a diﬀerent method (i.e. Call
Graph analysis [9]).
Another important fact is that the UNICOS framework
lacks formal and complete speciﬁcations for the PLC programs. The speciﬁcation is based on a word document with
natural language where the process and control engineers states the control requirements. Contrary to testing and model
checking, static analysis does not require any speciﬁcation
to be applied.
The ﬁrst goal is to apply static analysis to the library of
UNICOS device types. In a second step, the speciﬁc process
logic and complete UNICOS programs will be addressed.

RELATED WORK
As mentioned before, static analysis of PLC programs is
not a common practice in industry yet. Several researchers
are working in this domain, some examples are [10], [11]
and [12]. This section presents an overview of three of the
most relevant static analysis tools for PLC programs. These
tools are: PLC Checker, developed by Itris Automation [13];
the tool co-developed by the Johannes Kepler University, the
Software Competence Center of Hagenberg and the ENGEL
Austria GmbH [9] (JKU tool for future references); and
Arcade.PLC, a research project developed in RWTH Aachen
University [14]. As part of the analysis, the three tools were
applied to one of the UNICOS objects, the Analog device
type SCL code.

Figure 1: Extract of the PCO SCL code.
In general, UNICOS produces medium or large PLC programs. Even to control small processes, UNICOS PLC
programs may have several thousands of lines of SCL code.
A large part of this program is generated automatically by the
UNICOS code generation tool from a high level speciﬁcation
ﬁle, which contains the parametrization and relations between the object instances. The rest of the code is the speciﬁc
logic, manually written by the PLC program developer.
In UNICOS, a speciﬁc naming convention for the PLC
program variables is imposed. Respecting this code convention is vital for the readability of the programs due to their
size and the large number of variables. The variables from
the SCL example in Figure 1 follow this convention.

PLC Checker. This tool analyzes PLC programs written in
Schneider (Unity Pro), Siemens (Simatic Step7), Rockwell
Automation (RSLogix5000) and OMRON (Sysmac Studio)
platforms. The tool contains a set of predeﬁned static analysis rules. The user, through the tool, has the possibility to
exclude errors from the analysis report, reducing the number
of false positives. Rules are based on their own Itris Automation Standard (coding guidelines). There are six categories
of static analysis rules: naming rules, commenting rules,
writing rules, structure rules, information utilities and options. The current version of PLC Checker is meant to analyze
complete Step7 projects. Despite this fact, we were able to
perform an experiment only providing the individual FB of
the Analog in SCL. In this experiment, several violations
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related to the following categories were detected: writing
rules, structure rules and information utilities. For example,
unused variables and cyclomatic complexity problems were
detected. Cyclomatic complexity refers to the number of
diﬀerent paths that can be executed in a routine. The higher
this number is, the more diﬃcult it is to validate the correct
behavior of the routine.
JKU. This tool uses several analysis methods, such as AST
analysis, control and data ﬂow analysis as well as call graph
and pointer analysis techniques. It supports static analysis of
PLC programs written in ST and SFC from the IEC 61131-3
standard plus some extensions of the Kemro language developed by KEBA AG. The current version of the tool aims to
detect eight diﬀerent categories of violations: code metrics,
naming conventions, program complexity and possible performance problems, bad code smells, architectural issues,
incompatible conﬁguration settings, multitasking problems
and dynamic statement dependencies. Forty six rules were
implemented to detect these eight families. Many of these
rules target the speciﬁc features of the Kemro language. Due
to this fact, a precise experiment with our Analog device
type SCL code was not performed. However, a partial transformation from SCL was given to the tool and violations
addressing unused variables and expression complexity were
detected.
Arcade.PLC. This tool applies model checking and static
analysis to PLC programs. It is based on abstract interpretation to compute sound value ranges for variables and the
warnings that are generated in the code analysis are derived
from these value-range results. Arcade.PLC does a semantic
analysis of the code rather than matching diﬀerent patterns
(rules). The tool supports PLC programs written in ST and
IL (Instruction List) languages from the IEC 61131-3 standard and the AWL(STL) languages from Siemens. For the
performed experiment, the SCL code was translated into
ST. Arcade.PLC provided the following types of violations:
loss of precision in expressions, assignments required on
speciﬁc cast, unused variables and output variables that were
assigned more than once in the source code.

STATIC ANALYSIS IN PLCVERIF
Despite the good features of the tools in the market, our
already available framework allows easy integration of static analysis. The PLCverif methodology was designed to
apply model checking to PLC programs. Due to the modular architecture of the tool, some of the components can
be reused and adapted to apply static analysis. This section
brieﬂy describes the architecture of PLCverif and presents
the possibilities of adding static analysis rules with two simple examples.

PLCverif
The workﬂow of PLCverif is presented in Figure 2. SCL
programs are translated into an intermediate representation
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(IM), based on control ﬂow graphs (CFG). This intermediate
representation – together with the requirements formalized
using the patterns – can then be used to generate the necessary inputs for the formal veriﬁcation tools, like nuXmv or
CBMC.
In order to generate the IM, the SCL program is parsed
using Xtext, a widely-known domain-speciﬁc language framework. Based on the description of the language to be
parsed (the grammar), Xtext generates editor, parser and an
Eclipse Modeling Framework (EMF) metamodel of the AST.
An AST is the object representation of a parsed program.
A high-level overview of the AST metamodel is shown in
Figure 3.
Each parsed SCL program is represented as a
PlcCode object, which contains block declarations
(FunctionDecl that can represent FCs, FBs and OBs),
data block declarations (DataBlockDecl) and userdeﬁned type declarations (UdtDecl). In the ﬁgure,
only the FunctionDecl is presented in detail. It has
a declaration body (DeclarationBody), consisting
of variable declaration blocks (VariableDeclBlock),
constant declaration blocks (ConstantDeclBlock) and
a statement list (StatementList). A statement list is a
collection of various statements, such as assignment statements (AssignmentStatement), conditional statements
(IfStatement) and call statements (CallStatement).
Many more statement types exist in PLCverif that are not
shown in this ﬁgure, such as loops, case statements, etc.
The details of the declared variables, their types and the
diﬀerent expressions are also not detailed for simplicity.
Static analysis rules can be implemented extracting the
information from the AST.

Example of Static Analysis Rules in PLCverif
In the PLCverif environment, nineteen basic rules for
AST analysis were implemented in Java. These rules mostly concern potential code smells (for example dead code)
and the speciﬁc naming conventions for the UNICOS PLC
programs.
PLCverif provides some predeﬁned methods to access
the AST which simplify the logic of the static analysis rules.
These methods target diﬀerent parts of the program (function
declaration, function block names, etc.). Two examples of
convention rules are presented in the following paragraphs.
UNICOS naming convention rule: the idea of this rule is
quite simple. it stores in a temporal variable the variable
name that is processing and tries to match it with the UNICOS abbreviations which are stored in a string list. Table 1
shows a small subset of the UNICOS allowed abbreviations.
In the example shown in Figure 4 from the Analog
object, this rule returns three violations: The variables
fullNotAcknowledged, PenRstartSt and E_FuStopI
do not follow the UNICOS naming convention.
Nested conditional if statements rule: this rule is meant
to detect a bad coding practice, the nested IF clauses. As
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CBMC input
(Annotated C code)

CBMC execution
Veriﬁcation result
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pattern

Temporal logic
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nuXmv model

Model checking

Figure 2: PLCverif workﬂow including static analysis.
PLC program AST
PlcCode

*
FunctionDecl

1

-String name
-Type returntype

«enum»
BlockType

*

*

DataBlockDecl

OB
FB
FC

UdtDecl

1
DeclarationBody

*
VariableDeclBlock

*

1

ConstantDeclBlock

(∗ Interlocks ∗)
IF E_FuStopI THEN
fullNotAcknowledged:=TRUE;
IF NOT AuMoSt THEN
IF NOT(PFsPosOn) THEN
MPosRSt:=PAnalog.PMinRan;
ELSE
MPosRSt:=PAnalog.PMaxRan;
END_IF;
END_IF;
IF PEnRstart THEN
EnRstartSt:= FALSE;
END_IF;
END_IF;

StatementList

-VarDeclType type

Figure 4: Extract of the Analog SCL code.
*

*

VariableDecl

NamedConst

-String name
-Type type

-String name
-String value

*
Statement

IfStatement

AssignmentStatement
-VariableDecl leftValue
-Expression rightValue

-Expression condition
-StatementList thenStatements
-StatementList elseStatements

CallStatement
-FunctionDecl calledFunc

parameters
*
CallParameter
-VariableDecl parameter
-Expression rightValue

Figure 3: PLCverif AST.
Table 1: Extract of the UNICOS Naming Convention
Abbreviation
E
Pos
R
Mo
St
M
Ran
P
Fs
Ack
Un
Au

Keyword
Enable
Position
Request
Mode
Status
Manual
Range
Parameter
FailSafe
Acknowledgement
unacknowledgement
Auto

mentioned before, the UNICOS object FBs have complex
logic (see Figure 4). Moreover, nested IFs can lead to unreachable code if one of the conditions is never satisﬁed.
The implemented rule allows the UNICOS team to establish

the maximum depth of the nested IF statements and when a
bigger depth is detected, it reports a warning to the user (see
Figure 5). By navigating in the statement list of the AST
and by using the predeﬁned method caseIfStatement, all the
conditional IF statements were gathered. The high-level
idea of this rule is to check if the targeted IF statement is
placed in the bodies of another IF conditions; if this is the
case and if the depth is higher than the predeﬁned value then
the warning is reported.
Rule-based AST analysis in PLCverif will allow us to
address many of the violations that we want to identify in
the UNICOS programs but obviously not all of them. Concurrency problems for example may require the use of other
static analysis methods, like call graph techniques.

CONCLUSIONS
In order to increase the quality of the UNICOS PLC programs, our group started to integrate static analysis techniques to complement the existing testing and veriﬁcation
techniques applied at CERN. This paper presents an analysis
of the characteristics of the UNICOS PLC programs and a
review of some relevant PLC static analysis tools. The aim
was to see the potential of their application to the UNICOS
based control systems and to have a base for a decision of
how static analysis could be optimally introduced in our
environment.
The existing CERN methodology to apply model checking
of PLC programs is a perfect host for rule-based AST analysis. This paper also presented two examples of static analysis
rules developed inside the PLCverif environment.
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public AnalysisResultItem caseIfStatement ( f i n a l IfStatement e ) {
f i n a l Stream < E O b j e c t > a l l D e s c e n d a n t s =
StreamSupport . stream ( Helper . i t e r a b l e ( e . eAllContents ( ) ) . s p l i t e r a t o r ( ) , f a l s e ) ;
f i n a l long d e s c e n d a n t I f s = a l l D e s c e n d a n t s . f i l t e r (
x −> x i n s t a n c e o f I f S t a t e m e n t ) . c o u n t ( ) ;
i f ( d e s c e n d a n t I f s > 0) {
return null ;
}
f i n a l l o n g a n c e s t o r I f s = EmfHelper . g e t A l l A n c e s t o r s ( e ) . s t r e a m ( ) . f i l t e r (
x −> x i n s t a n c e o f I f S t a t e m e n t ) . c o u n t ( ) ;
i f ( a n c e s t o r I f s >= MAX_IF_DEPTH ) {
return p a r a m e t e r i z e d A n a l y s i s R e s u l t I t e m ( e ,
P l c v e r i f S e v e r i t y . Warning , " Too␣ d e e p ␣ I F ␣ s t r u c t u r e ␣ ( d e p t h : ␣%s ) " , a n c e s t o r I f s + 1 ) ;
}
return null ;
}

Figure 5: Deeply nested conditional if statements rule.

Future work
In the near future, we will continue the activities to improve the quality of our programs, both with model checking
and static analysis using the PLCverif environment. For static analysis, we will continue advancing in the AST-based
analysis by adding new and more complex rules and we will
evaluate the possibilities of adding diﬀerent static analysis
techniques to PLCverif.
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Abstract
The development of critical systems requires the application of veriﬁcation techniques in order to guarantee that
the requirements are met in the system. Standards like
IEC 61508 provide guidelines and recommend the use of
formal methods for that purpose. The ITER Interlock Control System has been designed to protect the tokamak and
its auxiliary systems from failures of the components or incorrect machine operation. ITER has developed a method
to assure that some critical operator commands have been
correctly received and executed in the PLC (Programmable
Logic Controller). The implementation of the method in a
PLC program is a critical part of the interlock system. A
methodology designed at CERN has been applied to verify
this PLC program. The methodology is the result of 5 years
of research in the applicability of model checking to PLC
programs. A proof-of-concept tool called PLCverif implements this methodology. This paper presents the challenges
and results of the ongoing collaboration between CERN and
ITER on formal veriﬁcation of critical PLC programs.

INTRODUCTION
ITER aims to be the ﬁrst fusion device that produces net
energy. To achieve this goal, thousands of engineers work on
building the world’s largest tokamak to prove the feasibility
and pave the path to commercial production of fusion-based
electricity. This unique installation has many associated
safety risks and the Interlock Control System is in charge
of the supervision and control of all the ITER components
involved in the instrumented protection of the tokamak and
its auxiliary systems. This system implements the interlock
functions to protect ITER from incorrect operation and other
hazards. The architecture of the Interlock Control System
is based on Programmable Logic Controllers (PLCs) on the
control layer and WinCC OA SCADA (Supervisory Control
and Data Acquisition) on the supervision layer..
Under certain exceptional situations, like commissioning
or maintenance, the interlock functions have to be disabled
or some interlock signals shall be masked or forced in the
interlock control system. This has to be performed remotely,
via the SCADA system. The SCADA system also ensures
that the operator will always be aware of the presence of
any active masked interlock function. The ITER developers
∗

Corresponding author. E-mail: borja.fernandez.adiego@cern.ch

have designed and implemented the HIOC (High Integrity
Operator Commands) protocol to ensure that these critical
commands sent from SCADA are properly received by the
PLCs.
The PLC code that implements the HIOC mechanism is a
critical part of the system. For this reason, in addition to the
traditional testing techniques, model checking has been applied to verify the behaviour of the program according to the
given speciﬁcations. Model checking is a formal veriﬁcation
method that takes the model of a system and a formalised
requirement, and checks whether the requirement is satisﬁed
by the modelled system with mathematical precision.

Motivation
The ultimate goal of the presented work is to verify the
PLC program implementing the HIOC protocol, to prove that
it satisﬁes its speciﬁcation. The veriﬁcation project is still in
progress, however, we can already report on our experience
about how formal veriﬁcation can reveal implementation
faults, ﬂaws in the protocol, or to help understanding the
precise requirements.
The goal of this CERN-ITER collaboration is to apply
the novel veriﬁcation technologies developed at CERN to
improve the reliability of the HIOC protocol’s PLC implementation to be used by ITER.

Related Work
The IEC 61508 standard on functional safety provides
guidance for developing an application and communication between the components. The protocols available in
WinCC OA for communication with the PLCs do not provide the required level of integrity. The standards, such as
IEC 61784, discuss the use of “black channels” for critical
applications, i.e. providing a safe communication channel by
adding various countermeasures without depending on the
reliability of the underlying (non-safe) channel. The HIOC
protocol follows this philosophy.
Formal veriﬁcation of PLC programs is not part of the
industrial state-of-the-practice yet. However, more and more
projects aim to support and improve the development of
industrial control software by complementing the traditional
methods with formal veriﬁcation [1, 2]. CERN is committed
to push the aﬀordable formal veriﬁcation of PLC programs
forward, which lead already to successful veriﬁcation case
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SCADA

PLC
(1) CTRL_ID, flag=STEP1, message=OVR1

HIGH-INTEGRITY
COMMUNICATION PROTOCOL
The goal of the HIOC communication protocol is to provide a safe, reliable communication between the WinCC OA
SCADA and the Siemens PLCs for overriding certain signals
or interlocks. In general terms, this protocol transfers the
information whether a given signal shall be masked or not.
In the design of the protocol, the communication medium is
regarded as a black channel (according to the IEC 61508-2
standard), meaning that no guarantee can be provided for
the communication channel, moving the responsibility for
the safety integrity to the PLC and the operator. The latter
is responsible to manually verify the codes presented on the
SCADA screens based on written operation procedures.
Mechanism. Each PLC is responsible for one Boolean signal (e.g. an interlock or the position request of a valve) that
can be overridden, i.e. a pre-deﬁned value can be forced
instead of the value computed by the logic. The PLCs are
identiﬁed by their unique controller IDs.
The HIOC protocol is a three-step communication protocol between the PLCs and the SCADA, meaning that a
successful communication sequence consists of three messaging steps. In each step, ﬁrst, the SCADA sends a message
to the PLC, then the PLC responds to the SCADA. The different steps of the communication are identiﬁed by a number,
called ﬂag, included in the messages.
A message between the SCADA and the PLC (independently from the direction) consists of three numbers:
• The controller ID, identifying the PLC targeted by the
action,
• A flag, identifying the step of the communication sequence, and
• A message ID, identifying the signal to be overridden
(or released).
Each override command has three identiﬁers deﬁned.
These identiﬁers shall be sent in the correct order (each
of them corresponds to one of the steps) to successfully
override a signal. These identiﬁers are included in the message ID ﬁeld of the message. Similarly, three identiﬁers are
deﬁned to release an override. The PLC will successfully
override a signal if the following conditions are satisﬁed:
• The controller ID matches the controller ID of the current PLC in all three messages,
• The ﬂags correspond to the successive steps of the
protocol, in the correct order (denoted in this paper by
STEP1, STEP2, STEP3), and
• The message IDs match the three deﬁned identiﬁers for
overriding (releasing), matching the step described by

(2) CTRL_ID, flag=STEP1-ACK, message=OVR1

(3) CTRL_ID, flag=STEP2, message=OVR2
(4) CTRL_ID, flag=STEP2-ACK, message=OVR2

(5) CTRL_ID, flag=STEP3, message=OVR3
(6) CTRL_ID, flag=STEP3-ACK, message=SUCCESS

Figure 1: Communication sequence successfully overriding
a signal

the ﬂag (denoted in this paper by OVR1, OVR2, OVR3
for overriding).
Furthermore, a timer is also included in the PLC program
to ensure that the veriﬁcation process is only successful if it
is completed within a predeﬁned time window.
This communication sequence is illustrated in Figure 1.
If a message received by a PLC contains a wrong controller ID, the message is discarded. If the ﬂag or the message
identiﬁer does not match the expected next value, the current communication sequence is aborted and the SCADA is
notiﬁed about this.

Specification. The requirements and high-level architecture of the HIOC protocol is deﬁned in a textual format, with
ﬂowcharts and detailed examples for the key parts of the
protocol. This informal speciﬁcation was the main source of
the requirements to be veriﬁed. However, due to the inherent
ambiguity of natural text and also because the speciﬁcation
does not discuss the low-level PLC-speciﬁc implementation
details, an intensive discussion between the designers of the
protocol, speciﬁers and veriﬁers was required.

Implementation. The target of this veriﬁcation is the PLC
program of the HIOC protocol, thus we introduce this part
in more detail. Due to various constraints, the HIOC was designed as an interconnection of two blocks: a fail-safe function block (HIOC_SFT) written in Siemens CFC (Continuous
Function Chart), and a standard function block (HIOC_STD)
written in Siemens SCL. The HIOC_STD block is responsible
for handling the messages received from the SCADA and
to send the appropriate responses. The fail-safe HIOC_SFT
block performs the comparison of the expected and received
values, and computes whether the signal shall be masked or
not, based on the communication in the past.
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SYSTEM MODELLING AND
REQUIREMENTS FORMALISATION
This section overviews the workﬂow and toolchain used
for the formal veriﬁcation of the HIOC protocol, and the
details of modelling and requirement formalisation.

PLCverif: Model Checking Methodology for PLC
Programs
PLCverif is a tool for formal veriﬁcation of PLC programs [5]. The methodology implemented by PLCverif is
designed to be general so several PLC languages and veriﬁcation tools can be included in it. The veriﬁcation workﬂow
(shown in Figure 2) is based on the source code of PLC
programs. Currently, the Siemens SCL and STL languages
are supported by PLCverif. Using the export capabilities of
the Siemens development environments, programs written
in CFC, LAD and FBD languages can also be checked.
The requirements are described either using requirement
patterns or assertions. A requirement pattern is a ﬁxed
English sentence with certain placeholders to be ﬁlled by the
user. An assertion in this context is a Boolean expression
included in the source code as a special comment. This
expression shall be true every time the given part of the
program is executed.
The source code of the PLC program is translated into an
intermediate representation, based on control ﬂow graphs
(CFG). This intermediate representation – together with the
requirements formalised using the patterns – can then be
used to generate automaton-based representation of the PLC
program for various general-purpose model checkers, such
as nuXmv. Alternatively, the intermediate representation
can be the source for generating structured programs for
software model checkers [6], such as CBMC that works
on annotated C code and checks whether all assertions are
always satisﬁed in the code. This alternative was recently
added to the methodology to evaluate the performance of
software model checkers for PLC programs.
Based on the PLC code and the requirements provided by
the user, PLCverif will automatically generate and reduce the
necessary intermediate models, execute the chosen external
veriﬁcation tools, and provide a veriﬁcation report. This veriﬁcation result will describe whether the given requirement
is satisﬁed by the checked program, and if not, an understandable counterexample is also provided, exemplifying a
violation of the requirement.

PLC Program Modelling
As previously discussed, the HIOC protocol’s PLC implementation consists of two interconnected blocks: HIOC_SFT
and HIOC_STD. Both were given in SCL format for veriﬁcation. Parsing HIOC_STD in PLCverif did not pose any major
challenge, however the HIOC_SFT block, originally written
in CFC relies on many external function blocks, such as
logic operation blocks (e.g. AND4), comparison blocks (e.g.
F_CMP_R), data conversion blocks (e.g. F_R_FR), ﬂip-ﬂops
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(e.g. F_RS_FF), etc. These blocks (or their simpliﬁed version in some cases) had to be re-implemented in SCL based
on the documentation available from Siemens [7].
After having the complete implementation parsed, the
whole program is automatically translated either to an
automaton-based intermediate format that is later suitable for
general-purpose model checking (e.g. by using the nuXmv
tool), or a veriﬁcation-oriented C representation can also be
generated that can be checked by specialised software model
checker tools (such as CBMC).
Depending on the requirements, the user may want to
analyse only the HIOC_SFT block, or only the HIOC_STD
block independently. In other cases, the two blocks shall
be analysed together, as they are connected in the real implementation. As both the HIOC_SFT and HIOC_STD blocks
have many inputs and outputs to connect to the other block,
checking the two blocks together as a system may be easier
due to the reduced number of requirements. In addition, as
the speciﬁcation is written for the two blocks together, specifying their joint behaviour is more feasible, thus most of
the veriﬁcations were performed on the two interconnected
blocks.
The SCL representation of the two blocks and their interconnections is about 1,500 lines long, containing more
than 150 variables, out of which about 50 are non-Boolean
variables.

Requirement Formalisation
To formalise the requirements, we have used both assertions and requirement patterns. Assertions can be regarded
as special, simple requirement patterns. The main practical
diﬀerence is that as the requirement patterns have a higher
expressive power, certain model checkers (e.g. CBMC) can
only be used to check assertions, not requirement patterns.
In some cases, we have formalised non-existent requirements to gain more knowledge about the implementation
via the provided counterexamples. For example, the requirement “It is impossible to successfully override a given function.” is obviously not expected to be satisﬁed. However,
the violation described by the counterexample is an example
(so-called witness) of a successful interlock masking.

VERIFICATION RESULTS
This section presents two representative veriﬁcation cases
to illustrate how model checking helped to improve the quality of the HIOC implementation and the understanding of
its speciﬁcation.
Pattern-based verification. The ﬁrst representative veriﬁcation case is meant to check that a given step of the HIOC protocol is executed correctly. In this case the checked property
expressed that the response to a message with flag=STEP1
shall be flag=STEP1-ACK, provided that the received message is the expected message=OVR1, as shown in Figure 1.
Obviously, similar veriﬁcation cases can check the correct
behaviour in case of receiving incorrect messages (when
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Temporal logic
requirement

nuXmv model
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Figure 2: Formal veriﬁcation workﬂow of PLCverif
Table 1: Counterexample
Variable
Inputs
CTRL_ID (SCADA to PLC)
FLAG (SCADA to PLC)
MESSAGE (SCADA to PLC)
fault1
fault2
enabled
parameter1
parameter2
parameter3
Outputs
FLAG (PLC to SCADA)

PLC Cycle 1

PLC Cycle 2

IDLE
IDLE
IDLE
FALSE
FALSE
FALSE
FALSE
FALSE
TRUE

ID1
STEP1
OVR1
FALSE
FALSE
TRUE
FALSE
TRUE
TRUE

IDLE

IDLE

the communication sequence shall be aborted), or to check
behaviour in later steps.
This requirement was formalised using the veriﬁcation
patterns provided by PLCverif, and the veriﬁcation was done
using the nuXmv tool. The ﬁrst veriﬁcation results were
obtained in only 29 seconds. However, this needed both the
automated reductions built in PLCverif, and some manual
simpliﬁcations of the code under veriﬁcation (e.g. reducing
the size of integer data types).
Even though the requirement was expected to be satisﬁed by the developers, the veriﬁcation report provided by
PLCverif clearly showed that the PLC program was not complaint with the speciﬁcation. We have quickly realised that
the requirement did not consider the case when the PLC
receives – and discards – a message that targets another PLC.
We have also found out that this expected, general behaviour
can be altered by various communication fault signals. Also,
the override protocol can be disabled, in which case the requirement does not have to be satisﬁed. While so far this did
not reveal any implementation faults, it helped the speciﬁers
and veriﬁers to understand more deeply the requirements
and the various corner cases of the protocol.
After excluding all these special behaviours, the veriﬁcation of the formalised requirement still showed a potential
violation. The counterexample for this violation is illustrated
in Table 1. The values in italic are symbolic values for illustration purposes. The real variable names were altered to
facilitate the understanding. The root cause of this deviation
is currently under evaluation by the domain experts. If it
reveals a new special behaviour that needs to be excluded,
the veriﬁcation will continue with a more precise formal
requirement.

Using similar approach, we were able to identify various
discrepancies between the implementation and the speciﬁcation in earlier stages of the HIOC protocol development,
which were consequently ﬁxed.
Assertion-based verification and witness generation. The
other main group of veriﬁcation cases used simpler requirements (formalised using assertions), however more precise,
unreduced representation of the PLC program. Some of the
included assertions were expressing real requirements, such
as the signal can only be overwritten if a “successful overriding” message was sent before by the PLC. Other assertions
were only used to generate witnesses of the key functionality,
as discussed earlier.
The assertions were included in the SCL code, then
PLCverif generated an annotated C code representation.
This was fed into the CBMC veriﬁcation tool, which was
able to generate counterexamples in a couple of seconds,
even though no reductions were performed on the PLC program or the intermediate representation in this case. The
counterexamples produced in this case are similar to the
one presented in Table 1, however they typically involve
several consecutive PLC cycles, thus the table contains more
columns with diﬀerent variable values.
These counterexamples demonstrated the possibility of
various unexpected execution traces. Some of them showed
the possibility of overriding the critical signals even if the
some of the SCADA to PLC messages were not received in
correct order, or if they were overlapped by other, potentially
erroneous messages. Other counterexamples indicated the
possibility of ignoring an abort requested on the SCADA
side, and still perform the initiated operation.
It has to be noted that the SCADA implementation of
the HIOC protocol was not part of the veriﬁcation, thus the
various checks implemented in the SCADA layer are not
considered. However, this is consistent with the black channel assumption. Now it is up to the speciﬁcation owners
and developers to analyse the counterexamples and to decide whether they are (1) manifestations of real development
faults, (2) caused by incorrect or incomplete requirements
and/or speciﬁcation, or (3) due to imprecisions in the veriﬁcation workﬂow.
In case of non-trivial protocols, such as HIOC, veriﬁcation of correctness using only assertions does not seem to
be feasible. To describe the complete set of requirements,
the larger expressiveness of requirement patterns looks necessary. However, this method is an easy-to-use, inexpensive
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way to generate interesting execution traces that can reveal
unintended behaviours.

CONCLUSIONS
Although the complete formal veriﬁcation of the HIOC
protocol is still in progress, model checking has shown that
it can be a valuable contribution to the general toolset of
industrial controls engineers and PLC developers. This is
especially true for safety-critical uses, where the correct
behaviour is extremely important.
Formal veriﬁcation aids the development process in various ways:
• First of all, a formal proof of correctness ensures the
lack of development faults. It is typically diﬃcult to
achieve that level due to various reasons. As we are relying on various external tools (model checkers, compilers, development frameworks, etc.), also due to the potential mistakes in understanding the requirements, the
absolute certainty of correctness is very rarely achievable. In case of the HIOC protocol, we are not claiming
yet complete absence of development faults, however
we plan to continue this work until all our formalised
requirements become satisﬁed.
• Model checking can help to better understand the program under development. Even if a requirement does
not express some behaviour that must be satisﬁed, the
counterexample given to it may help to explore interesting behaviours. For example, checking that the HIOC
protocol cannot override a signal successfully (that is
obviously not a real requirement), the counterexamples
will show evidences how the signal can be masked. By
constraining the counterexample (i.e. changing the requirement such that the trivial violations are excluded)
interesting, peculiar behaviours can be found.
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• Last, the need to formally express the requirements
inherently helps to understand the requirements precisely. Very often model checking necessitates a long
discussion between the speciﬁer, developer and veriﬁer. Model checking can reveal that a requirement that
sounds sensible may exclude many of the corner cases,
and these have to be gradually understood by all parties
involved.
The veriﬁcation of the HIOC protocol revealed suspicious
corner cases where the implementation does not match the
speciﬁcation. Now it is the duty of the domain experts and
developers to understand the implications and to improve the
implementation or to make the speciﬁcation more precise.
We are going to continue this work until the results are
convincingly demonstrating the good quality and correct
behaviour of the HIOC protocol.
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MONITORING OF CERN’S DATA INTERCHANGE PROTOCOL (DIP)
SYSTEM
B. Copy, E. Mandilara, I. Prieto Barreiro, F. Varela Rodriguez
CERN, Geneva, Switzerland
Abstract
CERN's Data Interchange Protocol (DIP) [1] is a
publish-subscribe middleware infrastructure developed at
CERN to allow lightweight communications between
distinct industrial control systems (such as detector
control systems or gas control systems).
DIP is a rudimentary data exchange protocol with a
very flat and short learning curve and a stable
specification. It also lacks support for access control,
smoothing or data archiving.
This paper presents a mechanism which has been
implemented to keep track of every single publisher or
subscriber node active in the DIP infrastructure, along
with the DIP name servers supporting it. Since DIP
supports more than 55,000 publications, regrouping
hundreds of industrial control processes, keeping track of
the system activity requires advanced visualization
mechanisms (e.g. connectivity maps, live historical
charts) and a scalable web-based interface to render this
information is essential.

DATA INTERCHANGE PROTOCOL (DIP)
DIP [1] is a communication system which allows
relatively small amounts of soft real-time data to be
exchanged between very loosely coupled heterogeneous
systems. These systems do not need very low latency. The
data is assumed to be mostly summarised data rather than
low-level parameters from the individual systems, i.e.
cooling plant status rather than the opening level of a
particular valve.
DIP publications contain :
· a key-value map supporting standard basic data types

(such as string, integer etc..) or their array-based
variants (string array, integer array etc..),
· a publication timestamp indicating when the
publication data was issued,
· a quality flag indicating over two logical bits the
confidence the data publisher places in the issued
publication update
· an optional quality string, giving further details about
the reason for a lack of confidence in the issued
publication update (e.g. sensor out of range).
DIP is a peer-based data exchange protocol : peers
(publisher and subscriber) locate each other via a naming
directory (hereby referred to as a DIP Name Server, or

DIPNS), then establish a direct TCP communication
based on the DIM protocol [2].
DIP publisher and subscriber processes locate each
other on the network via a so-called DIP Name Server
(DIPNS), which acts as a directory and prevents
publication naming collisions. Among many usages, DIP
is employed for essential, non-critical communication
such as the Large Hadron Collider (LHC) Handshake
sequence that allows the LHC machine and LHC
experiments (via the JCOP framework) to initiate data
acquisition sequences.
This paper presents the last two web-based DIP
services recently introduced at CERN: the DIP Contract
Monitoring System and the DIP Web Tools.

DIP CONTRACT MONITORING SYSTEM
DIP is an open and permissive data exchange protocol:
it does not provide any access control on data, allows data
to be pushed at any supported rate without support for
smoothing or filtering, and does not provide any history
of its participants' activity. Such a permissive approach to
data exchanges requires however a good understanding of
the current state of the entire system: DIP data providers
must be able to know which other computers and
processes are currently consuming their data; DIP data
consumers must be able to understand simply why the
data they are relying on might be missing from the
infrastructure, and for how long it has gone missing; all
DIP users must be able to see the level of availability of
the DIP name servers.
The DIP Contract Monitoring (DIPCM) is an
application that fulfils two main objectives:
· to provide a widely accessible interface to DIP

publications,
· and to help specify and enforce quality constraints on

DIP publications for monitoring purposes.
Quality constraints placed on DIP publications are
gathered into a DIP contract.
In order to implement these objectives, it was decided
to adopt the CERN Monitoring Data Entry System for
Technical Infrastructure (MoDESTI) [3] as the system to
gather the quality constraint specifications from endusers, and run said specifications through an approval and
signature workflow, thereby ensuring that all involved
parties are in agreement over the contract.
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Figure 1 : DIP Contract registration workflow.
Another important part of the system is the CERN
Control and Monitoring Platform (C2MON) [4] engine.
C2MON specialises in acquiring data from industrial
control systems present at CERN, including DIP, and, in
addition to repropagating this data in a robust and scalable
manner, also maintains availability and data quality
statistics, which are at the heart of our DIP contract
monitor.

User Interface & Functionality
The DIP Contract Monitoring system presents itself to
end users as a web application. It offers two basic
functionalities:
· The registration of a new publication contract.
· The consultation and modification of all active

publication contracts.
By definition, a contract is a list of publications a
service provider pledge to publish. An example is LHC
experiments subscribing to publications provided by the
CERN accelerator infrastructure can be captured in a
contract. As illustrated in figure 1, in order to register a
new contract, a CERN user has to go through a three step
workflow (the OBSOLETE phase being only used by
administrators to retire the contract), where they are asked
to submit the essential information and metadata of their
contract, i.e. :
· name and description,
· starting and expiry date of the contract,
· the list of desired publications to subscribe to as well

as their complete data type specification.
Upon successful completion of the wizard, when all
fields and user selections are valid, the contract to be
registered is pushed to MoDESTI. From this point on,
MoDESTI's workflow engine (based on the open—source
business process management engine Activiti [5]) takes
care of the authorization and propagation of the contract
registration.
To view all contracts which a given user or groups of
users has created and update one, a second user interface
is provided, which displays all contracts in a table,
containing meta-data such as the name of the creator, the
date of its creation, its publishers and subscribers and its
status. Any modification to the contract will invoke the
DIP Contract Monitoring System workflow, notifying

contract stakeholders that their approval is once again
requested.

Backend Architecture
DIP Contract Monitoring System is a Spring Boot [6]
application. It is based on the concept of a simple
workflow that backs the application's front-end user
interface through the same aforementioned three basic
stages: registration, approval, and insertion into a
C2MON configuration database.
The first stage is the preparation of a contract, which is
done as evoked earlier by visiting the DIP Contract
Monitoring System web application and filling all the
required fields of the wizard. At the end of this procedure,
the second stage, approval, is triggered.
At the beginning of this approval step, a notification is
dispatched to the stakeholders that are responsible for the
individual publications included to a contract. These
stakeholders are invited to review the contract details in
MoDESTI and approve or reject the requested contract. If
the contract is rejected, its creator needs to edit the
information they provided as per the approver's
comments. If the request is approved, it progresses in the
workflow to the final stage, which is the configuration of
the contract into C2MON [4], which will allow it to be
actively monitored.

Implementation in MoDESTI and C2MON
To address different use cases, MoDESTI supports
modular plug-ins. Each MoDESTI plug-in contains a
schema describing the data domain and its constraints,
and also provides a Business Process Model and Notation
(BPMN) workflow specification.
In the case of DIPCM, a dedicated plug-in was created
in order to cover the application's workflow as described
earlier.
C2MON has a persistent storage mechanism
implemented with Elasticsearch, that is used to store
alarms or other data that are wanted to be monitored,
under the interface of a data tag. The data tag is a
C2MON Tag coming from an external data source, while
a C2MON Tag is an object destined to be updated,
logged, published to clients and used in data views. It
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corresponds to a single external data point, represented by
a Java primitive type (String, Float, Integer, etc.). Every
data tag has to provide a so-called "hardware address",
which contains the information needed for subscribing to
this data point. After this subscription, and with the
necessary Data Acquisition (DAQ) module in function,
updates about data changes can be coming in and stored
into Elasticsearch.

DIP WEB TOOLS
Since DIP enables the real-time communication
between heterogeneous systems, it is being widely used
and the demand for more data exchange is continuously
growing. At the same time, the state and flow of
information is often ignored while they are not negligible.
Information exchanges therefore need to be monitored so
that, for instance, invalid publications can be detected,
invalid name formats can be reported upon and in general,
to keep track of what information is being published.
For this reason,
implemented:
·
·
·
·

four

web-based

tools

were

DIP Web Browser
DIP Publishers Monitor
Connectivity Maps
DIPNS Monitor

DIP Web Browser
The DIP Web Browser simplifies the access to DIP data
from anywhere (inside the CERN network); through a
high-performance rendering tree featuring all the existing
DIP publications, users can select the publications they
are interested in, and display the online data as well as
their quality status and last update timestamp.
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DIP Publishers Monitor
The DIP Publishers Monitor is a tool that aggregates
information about publishers in DIP (publisher name,
process id, current state, host, total number of services &
DIM version), and also visualizes all the connections of
each publisher as well as its availability history.

Connectivity Maps
The Connectivity Maps provide a visualization of all
ongoing connections in a subset of DIP publishers and
subscribers. They also provide detailed information about
each of these publishers (publisher name, process id,
current state, host, total number of services & DIM
version), as well as the publisher’s availability history.

DIPNS Monitor
The DIP Central Name Server (DIPNS) Monitor
provides visualizations about the CPU and memory usage,
the number of publications, clients and servers of DIP
Central Name Server.

Common Implementation Details
The front ends of all these tools were created making
use of Polymer Web Components [7], which allows to
create reusable widgets or components, and very simply
reuse them in multiple web pages. Components for the
data exchange (for the LHC broadcast [8] and AJAX
requests), as well as the connectivity maps, charts etc.
were encapsulated throughout all the tools, while they
interoperate via standard JavaScript DOM events.
Powerful JavaScript libraries were also used for the
implementation of the components: Data-Driven
Documents (D3.js) [9], Highcharts, jQuery, Packery, and
the Atmosphere framework [10].
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Figure 2 : Connectivity map and dynamic data table web componentexamples.
Figure 2 presents examples of a D3 connectivity map
visualization, as well as a dynamic data table.
WebSockets and WebRTC enable the distribution of
industrial controls data (such as coming from devices or
SCADA software) in a scalable and event-based manner.
A web component that encapsulates the LHC broadcast
mechanism [8] was implemented with objective to
connect to a broadcasting server and by subscribing to the
interesting publications to receive real-time updates and
direct them to the frontend.
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A MODEL-DRIVEN GENERATOR TO AUTOMATE THE CREATION OF
HMIS FOR THE CERN GAS CONTROL SYSTEMS
T.Bato, G.Thomas, F.Varela CERN, Geneva, Switzerland
Abstract
A total of 33 gas control applications are currently in
production in the LHC Experiments and the CERN
accelerator complex. Each application contains around
fifty synoptic views and hundreds of plots. In this paper,
the entirely model-driven approach followed to generate all
these HMIs is presented. The procedure implemented
simplifies the creation of these graphical interfaces;
allowing the propagation of changes to all visualizations at
once in a coherent manner, thus reducing the long-term
maintenance effort. The generation tool enables the
creation of files of similar content based on templates,
specific logic (rules) and variables written in simple userdefined XML files. This paper also presents the software
design and the major evolution challenges currently faced,
how the functions performed by the tool, as well as the
technologies used in its implementation, have evolved
while ensuring compatibility with the existing models.

HOW THE MODEL DRIVEN
APPROACH WORKS
All layers of the gas control systems were designed with
a modelling approach and use standard and homogenous
building blocks. The architecture of the LHC's gas systems
is modular. Every element that can be inserted into the gas
control system is previously modelled. Models, templates
and generation tools are created to build the systems.
A gas control system is hierarchically organized, as
shown in Figure 1. A plant is always made of gas systems
(i.e. sub-detector of an Experiment) which are in turn made
of gas modules like Mixers, Pumps, Purifiers, etc. .

INTRODUCTION
The gas systems are essential for the LHC Experiments
and accelerator complex, as they have to provide their
corresponding chambers with the appropriate proportion
and correct gas mixture, hence a software control layer is
mandatory for their monitoring and control. Since 2005 the
requests for new gas systems and upgrades of existing ones
are increasing.
Thanks to the model driven approach [1] and common
standards adopted in 2005, the development, support and
maintenance of the software control layers can be achieved
with minimal manpower and costs.
These gas control systems are independent application
instances, which consist of a supervision layer based on a
SCADA System (SIEMENS WinCC Open Architecture
(OA) [2]), a process control layer (based on Schneider and
SIEMENS PLCs) and standard middleware protocols.
Although both layers are built following the same
approach, only the supervision layer is addressed in this
paper. The supervision layer provides the gas expert central
team and Experiment end-users with a homogeneous look
& feel and standard control for the monitoring and
operation of their gas systems. Each of these supervision
instances are based on the UNICOS [3] and JCOP [4]
frameworks and are composed of several user interfaces,
means for navigation between views and trending plots,
which are all generated automatically.
The next sections describe the methodology behind the
adopted model driven approach, the limitations that the
current generation tool reached with time and the
challenges of the design of a new tool to achieve the same
functionalities and beyond.

Figure 1 ALICE gas systems hierarchy.
A gas module is composed, in turn, of graphical objects
or devices, which may or may not be present in the gas
system. All gas control applications are organized
following this model. The specificity (such as the required
gas modules, and the optional elements) of each gas control
system is then captured in so-called variable files, as shown
in Figures 2 and 3, and described in the next section.
The gas systems are described with system templates.
These templates specify the architecture of the plants, the
modules used, the building blocks used and their
configuration. The templates can refer to variables and use
their values to configure the resulting generated gas
system, as will be described in the next sections.

Specifying the Diversity, the Variables
This paragraph will introduce the concept of variables,
and how these variables can define the architecture of the
systems and the modules used.
All gas systems (sub-detectors) have a variable file,
which specifies all the modules a plant is composed of. The
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next figures show a part of the variables of the ATLAS
experiment in a graphical representation.
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THE HMI GENERATOR TOOL
The HMI of each gas control system instance consists of
panels (views), trending pages and explorer trees for
navigation between views and trending pages.

Figure 2 Variables of the ATLAS experiment.
The ATLAS experiment has seven sub-detectors. In
Figure 2, they are displayed as seven columns in the table.
Each row represents the variables specified within the files.
The "has_" lines specify if a module is part of the system
or not. All installed modules within a sub-detector, have in
turn, another variable file. In this example, the gas systems
of five sub-detectors contain a mixer module. Each of these
five sub-detectors has a variable file for their mixer module
with the values of the variables specifying the composition
of the mixer itself, as shown in Figure 3.

Figure 4: Generated Panel, Window and Trend trees.
The HMI of the 30 LHC gas control instances are
generated by an application that was developed at CERN
in early 2005. This generator processes the variables,
system and panel templates to generate the output files. The
generated application is defined by the system template
files, which contain the generation rules. The generator
uses these rules and previously created XML panel
templates to generate the desired HMIs. In the
Functionality of the tool section these rules will be
described.

Trend
Tree

Figure 3 Variable values for a Mixer module.

use

The XML Format
The tools, like the HMI generator, used to generate and
maintain the plants use an XML file format to describe the
variables.
The root of the variable file is a ns2:variable tag. It can
contain multiple description tags with the name, type,
value and comment information. One description tag
describes one variable. An example of such a file is shown
below:
<ns2:variable>
<description>
<name>has_Mixer</name>
<type>Integer</type>
<value>1</value>
<comment>standard module optional
(option valid? 1=yes, 0=no)</comment>
</description>
</ns2:variable>

Variable
XML
HMI
GENERATOR

Template
XML

reference

Panel
Template
XML

Window
Tree

PANEL
XML

Figure 5: Inputs and outputs of the generator.
Today, almost 400 input files (208 variable files, 33
system templates and 146 WinCC OA template) are used
to develop and maintain the HMIs of the 30 LHC gas
control systems. These files include system templates with
generation rules, variables to define the different system
specificities and pre-created panel templates with control
scripts.
For instance, the HMI of a medium-size gas control
system of an experiment is composed of a total of ~500
files, whereas large systems, like ATLAS, are composed of
more than 700 files.
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PROJECT GOALS
During more than ten years of usage, the HMI generator
became more and more complex. Although the extensions
done to the generators serve the current needs well, its
current implementation became an obstacle for the
integration of some very specific projects into the model
driven approach and could not be covered by the tool.
Moreover, some generator implementations were too
function and view specific with hardcoded elements and
variables.
For these reasons, it was necessary to re-engineer the
HMI generator tool. The focus was to eliminate these
barriers in order to have a more generic tool that could be
used for other WinCC OA control based applications with
a similar device hierarchy.
The project aimed at re-engineering the generator tool
while keeping compatibility with the generation templates
and avoiding application specific developments. Given the
large number of existing templates, compatibility was of
prior importance. Even small modifications to the
templates would require many working hours.

TECHNICAL SPECIFICATION
The new tool is written in Java 1.8 whereas the previous
application was implemented in C#. The reason for the
change was to achieve platform independency and to
rationalize the number of programming languages used by
the Industrial Controls and Safety (ICS) group.
To make the generation process traceable, the new tool
uses SLF4J (Simple Logging Facade for Java) [5] with the
Log4J2 [6] logging framework with different logger
managers for the generators. In this way, the logging levels
are easily adjustable depending on the needs while the
solution is independent of the logging framework, such that
in the future, it would be easily replaceable. The output
logs can be written to a file or to the console, depending on
the log messages and the configuration of the framework.
The detailed log messages can help to debug errors during
the generation process and assist developers to
troubleshoot the templates or variable files.
Another angle of the re-engineering was the possibility
to test new releases of the tool easily. The tool is tested
using JUnit [7] tests. In case of code changes, the tests can
highlight the impact on the generation process. If the
output of the modified generator is different from the
expected one, the tests will fail.

FUNCTIONALITY OF THE TOOL
Besides the operational panels of the gas control system,
the HMI generator is also used to create the corresponding
trends and arrange them in a navigation tree, as well as the
so-called window tree that allows navigation among the
different operational views.
To ensure the independency of the tool on the different
control domains, all application specific parts of the code
were moved to the template files; both the panel and system
templates. This required to introduce new rules and to
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modify the panel templates. The new generator
implementation processes the information received from
the template and injects it into the prepared user interface
templates. The tool itself has no knowledge about the
resulting plant and it makes no assumptions.
For example, Figure 6 shows a panel generation template
where the coordinates of the elements are calculated by the
rules and not hardcoded in the tool like in the precedent
version. Wherever this solution was not possible, the panel
templates were modified to add control scripts that
dynamically attach the graphical elements to the view.
WinCC OA user interfaces are defined in XML format.
This format is readable and modifiable using the
generation tool. The trend tree and window tree outputs are
exported to text files in the custom format of the UNICOS
WinCC OA Tree component. These tree files can be
imported into the gas control application without any
further transformation or modification.
For large gas systems where the number of plots to be
created is large, the import of the trend tree into the gas
control application can take a long time; in some cases,
more than an hour. Hence for upgrade purposes it was
decided to implement a new functionality to handle partial
trend tree generation. The partially generated trend tree can
then be imported into a given position on the application's
trend tree.

Concept of the Tool
This paragraph introduces the basic concept of the
generation process, i.e. how the processing of the input
elements happens to create the output files.
The generation process contains three major steps. The
first one is a preprocessing step where all input files are
interpreted. In the second stage, the HMI and files used by
other tools are created. In the final step, the trends, and
trend and window tree files are generated in the format of
the UNICOS framework.
The generation process requires two input files. One is a
system template file, which describes the generation rules,
the other is an instance file, which contains the main
system variables.
The template file can contain "generate" tags. In this
case, a new generation process is started. The template
structure can have infinite generation levels and a tree-like
structure. Each branch of the tree is processed in turn. At
each level of the branch the processing can also read one
new variable file. The newly read variables are available to
all sub-tree below but its scope is limited to this sub-tree,
i.e. does not cause variables with the same name used in
upper levels to be overwritten.
To create a complex system without unnecessary
duplication of tags, the template can contain "for" loops,
"if" expressions, and allows defining local "variable"-s.
The generator processes these kinds of instructions first.
The generation itself happens on the resulting template,
which only contains the element generation rules (user
interfaces, windows tree, trend tree, trends) and IO
operations (merge, delete file).
THPHA163
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Example of a Panel Template
Figure 6 shows an example of a panel generation
template. It shows a complex rule structure used to
generate the user interface illustrated in Figure 4. The
following subsections describe the generation rules with
the help of this example.
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parent expression. The nesting level of the expressions is
not limited, i.e. a subexpression can be inserted into any
other expression.

Variable Substitution
To generate the HMIs it is necessary to inject variables
into the generation templates. The HMI generator has two
sources of variables. The variable files described above and
variable tags within the templates. The variables are
accessed by their names. The variable names inserted into
curly brackets, shown in Figure 6, are replaced in the
template with the value of the variable. It is also possible
to use multiple embedded variable substitutions in the
templates.

Variable Expressions
It is possible to use expressions as value of a variable.
The next example shows the assignment of a new value to
a variable.
<variable name="xPos"> {xPos}+420 </variable>

In the example above, the value of the variable is not a
number, but an expression (the current value of the variable
itself increased by 420). The tool interprets all the basic
numeric operations and keeps the operator precedence in
variable expressions too.

Implementation

Figure 6: Panel generation in rules.

Rule Abilities
The strength of the generator tool lays in the flexibility
of the template rules. The new tool can process complex
logical expressions. Figure 6 shows how the generation
rules look like in the template. This example demonstrates
that two kinds of if expression can be used. A basic
implementation, which is based on a value check, and a
complex expression interpreter, like
<if expr="(!(!test3 == !Y ) == Y ) or
(test2 == N) and test1 == ICALEPCS">.

The tool can process complex boolean expressions. The
"variable operator value" type expressions is processed
according to the variable. For example, on strings only the
equality (==) and inequality (!=) operators can be used,
while on integers a wide range of operators ( <, >, <=, >=,
==, !=) are possible.
Operators, such as 'and', 'or' and '!' can be used in
expressions. During the evaluation of the expression, the
operator precedence is mathematically handled.
It is possible to create subexpressions with brackets,
which are evaluated and their result is substituted into the

After the preprocessing step, the for and if expressions
are executed. The remaining elements are then processed.
The generator reads through the resulting XML DOM.
Every child of the generate tag is processed by a new
generator instance. The tool reads the tag, gets the
registered generator to handle the generation and hands the
element over to the generator.
The tool is designed to be easily extendible. All
generators implement the same EntityGenerator abstract
class and overload the generate function. This abstract
class implements every step to process a tag except the
generation process itself, which must be overwritten in the
specific implementation, i.e. in the derived class.
The multiple instances of the generator used to process a
file, are loaded into a map. This map stores the constructor
of the generators as a functional interface to the name of
the element to be generated.

PERFORMANCE IN APPLICATION
UPGRADE AND CREATION
The model driven approach is currently used to produce
the supervision layer of the four main Experiments of the
LHC. Over the years, many gas systems have been
upgraded (i.e. new gas modules have been added to
existing gas systems), new gas systems have been
integrated into Experiment plants and new versions of
WinCC OA have been introduced.
These change requests are easily managed with the
model driven solution presented here. A modification of a
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template or a variable file is a onetime process, and the time
required to re-generate all HMIs of a large experiment is
half a minute.

CONCLUSION
The experience confirmed that the effort required for the
maintenance of this model driven design and generation
system is much lower than a manual approach. The
modification and update processes are easier and faster,
and less error prone than systems maintained by human
intervention. The possibility of human error is low, due to
the minimal amount of interaction required and to the
easily reproducible output results.
The maintenance and support of the new tool take less
effort, thanks to the commonly used technologies and high
level of Java knowledge of the ICS group.
Beyond that, the new tool is Experiment independent, as
it does not contain experiment or any user interface specific
code. Its flexibility allows to integrate and create any
WinCC OA based application following a model based
approach.
In the context of the gas control system; other plants are
planned to be integrated into the model-generated
approach, and the generator tool is now ready to support
this process.
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AUTOMATED SOFTWARE TESTING FOR CONTROL AND
MONITORING A RADIO TELESCOPE
B. Xaia, T. Gatsi , O J. Mokone†, SKA SA, Cape Town, South Africa
CAM DEVELOPMENT PLAN

Abstract

The 64-dish MeerKAT radio telescope, under
construction in South Africa, will become the largest and
most sensitive radio telescope in the Southern
Hemisphere until integrated with the Square Kilometre
Array (SKA). Software testing is an integral part of
software development that is aimed at evaluating software
quality; verifying and validating that the given
requirements are met. This poster will present the
approach, techniques and tools used to automate the
testing of the software that controls and monitors the
telescope. Jenkins continuous integration system is the
server used to run the automated tests together with Git
and Docker as the supporting tools to the process. In
addition to the aforementioned tools we also use an
Automated Qualification Framework (AQF) which is an
in-house developed software that automates as much as
possible of the functional testing of the Control and
Monitoring (CAM) software. The AQF is invoked from
Jenkins by launching a fully simulated CAM system and
executing the Integrated CAM Tests against this
simulated system as CAM Regression Testing. The
advantages and limitations of the automated testing will
be elaborated in the paper in detail.

INTRODUCTION
Nowadays any software functionality is required to be
delivered faster and with minimum cost while
maintaining the quality expected. This applies to any
software and also to process automation applications.
These critical applications need to be extensively tested to
validate the requirements and ensure a smooth operation
of the targetted instrument. It is generally accepted to
divide tests according to their level of specificity into:
unit testing, where a specific section of code is tested
separately, and integration testing, where all individual
units are put together to be checked globally. The paper
describes the software environment where testing
procedures, techniques and the test methods employed
focusing basically in automated tests mechanisms as they
are applied within the CAM team. Among the tools and
techniques used in CAM for automated testing include
Jenkins, Github,
slack, vitech core, *Automated
Qualification Testing Framework and Docker. Finally the
paper summarises the results and analysis of the
positives and drawbacks of applying these automated
testing techniques as compared to manual testing.

MeerKAT CAM software is developed through agile
iterative implementation cycles with simple basic
solutions being put in place first, which are then
enhanced during subsequent development cycles, with
close input from the system engineers and commissioners
as the understanding of requirements matures [1]. This is
managed through the MeerKAT CAM project plan.
Various integration levels will allow verification
against a sequence of progressively more complete
system element configurations, including Unit testing,
Component testing, Integrated CAM testing, CAM
Qualification Testing, Lab Integration Testing and CAM
Acceptance Testing.
The CAM qualification stage for each cycle/timescale
will include unit testing, Component testing, a continuous
build server for Regression testing, Integrated CAM
Testing against CAM verification requirements producing
an automated Qualification Test Plan (QTP) and
Qualification Test Report (QTR).
Qualification testing is performed to functionally prove
the CAM design and implementation against the CAM
requirements. Qualification testing of CAM software is
performed on representative CAM hardware in the lab in
Cape Town with all external subsystem/devices
simulated. To ensure timely integration, the suppliers of
subsystems that the CAM interfaces to provide Karoo
Array Telescope Communication Protocol (KATCP) [2]
simulators that represent their subsystem’s external CAM
interface. In cases where the suppliers do not provide a
KATCP simulator for the subsystem, the CAM team will
develop such a subsystem simulator. The CAM
application software is released for deployment to site
after successful CAM qualification testing.
Acceptance testing is performed to accept the deployed
CAM subsystem on site. It will reuse a predefined set of
the CAM qualification tests that are non-intrusive and
benign and can therefore be executed on the real
hardware and on site. Figure 1 show the integrations,
qualification and acceptance testing in the cycle forms.

_________________________________________
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Figure 1: CAM development plan showing incremental software development and testing.

CORE MODEL
CAM requirements are captured in the MeerKAT
project in the Vitech CORE systems engineering
modelling database after the initial MeerKAT CAM
Requirements Review (RR).
CAM verification requirements are captured in CORE
and linked to requirements. Requirements for each cycle
are then allocated to CAM functions and the CAM
traceability matrix included in the CAM Requirement
Specification (RS) [3] are generated from CORE.
Requirements for each cycle are allocated to CAM
components in a traceability matrix for the CAM design
at each phase.

TESTING ENVIRONMENT
It is possible to run a configuration including only
simulated KATCP devices [2], or any combination of real
and simulated devices combined. This allows full
software development, unit testing and integration testing,
and CAM subsystem qualification testing without
dependency on the availability of hardware.
Although the full KATCP interface for each device is
implemented in the simulators, the actual functionality of
all the hardware components are not fully implemented;
each simulator implements behaviour to the level required
by CAM integration testing. However, antenna pointing
and modes are simulated with realistic timing, and a
representative simulation of the data output of the
correlator will be implemented.

While the CAM team is responsible for developing
most of the simulators, some of these device simulators
are contractually delivered by the subsystem contractor to
ensure that, given their knowledge of the device, the
behaviour of the device is reflected with sufficient
accuracy by the device simulator. Having a fully
simulated system available is critical to automated
testing.

UNIT TESTS
Unit tests validate the smallest components of the
system, ensuring they handle known input and output
correctly. Unit tests test individual classes in an
application to verify that they work under expected
boundary and negative cases.
There is a common myth among developers, that of
being overscheduled and therefore one has no time for
unit test with the hope that integrated tests will manage to
catch one’s bugs. That myth leads to the below vicious
cycle (Figure 2) where a developer will postpone unit
testing but end up with a less stable code with more bugs.
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increase the volume of jobs run, enable flexibility in
language stacks and improve overall infrastructure
utilization.

AUTOMATED QUALIFICATION
FRAMEWORK (AQF)

Figure 2: Vicious cycle of postponing unit testing.
Each CAM component is sufficiently covered by Unit
Tests to ensure the units within the component are ready
for component testing. Unit Testing is actually considered
an output of test driven development. CAM has a
continuous build server that executes all unit tests on
standalone components/packages on a continuous basis.
Figure 3 gives a workflow of the software from when
the developer pushes a commit to GitHub where GitHub
uses a webhook to notify Jenkins of the update [4].
Jenkins then pulls the GitHub repository, including the
Dockerfile describing the image, as well as the
application and test code. Jenkins builds a Docker image
on the Jenkins slave node and instantiates the Docker
container on the slave node, and executes the appropriate
tests. After tests have been run, a report is sent to Jenkins
with test results and consecutively notifies the developer
via Slack.

The AQF is a developed software item (a nosetests
plugin called nosekatreport) supported by decorators in
the Integrated CAM Tests that provide a framework for
automated testing of the CAM Software and generating
test procedure and test report documentation.
This software item is a test equipment, used to test the
MeerKAT CAM, and is not part of the mission
performing equipment of either MeerKAT. The intention
of the qualification framework is to automate as much as
possible of the functional testing of the CAM software,
such that the largest portion of the Qualification Test
Report (QTR) for each timeframe is automatically
generated by the AQF when executing the Integrated
CAM Tests. This is achieved by developing a set of
integrated CAM tests with each test documented in-line
so that the AQF generates the appropriate qualification
documents from the tests. This generated document i.e.
AQF specification record specifies the requirements for
each Integrated CAM Test to support the AQF to extract
relevant information from each of the tests. The
documentation requirements will be for example,
tags/decorators against each test to identify the
requirements/verification requirements it implements,
docstring requirements to describe the test, the format to
identify/specify each test step, the type of test it is, etc.
In addition to the AQF being used for CAM
qualification testing in the lab, the intention is also to use
it for integrated CAM regression testing. In this context
the AQF will be invoked from a build server (Jenkins) by
launching a fully simulated CAM system once a week
and executing the integrated CAM tests daily (overnight)
against this simulated system as CAM regression testing.
Integration tests exercise an entire subsystem and
ensure that a set of components play nicely together.

INTEGRATION TESTS

Figure 3: Unit testing workflow.
The CAM team utilises Docker to unify tests build and
test environments across machines, and to provide an
efficient mechanism for deploying applications.
Integrating Docker into the Continuous Integration
pipeline [5] has helped the CAM team to reduce job time,

As mentioned in the AQF section the automated
integrated CAM Tests are performed daily running
against a fully simulated system to cover CAM
functionality across multiple components and exercise the
full CAM subsystem in a “true-to-life” framework.
During the acceptance testing of a specific CAM
component for integration, all requirements allocated to
that component are covered by integrated tests.
Verification requirements that require an integration tests
are derived from system requirements in order to develop
the automated integration tests. Each automated
integrated CAM test is logged against the set of CAM
verification requirements it implements. Of importance
to note here is the fact that these tests are only run on the
master branch which is the branch where development is
happening. When all the integration tests pass we get a
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stable branch that is automatically created and this branch
can be used to create release branch which is tagged with
a specific software version number during software
deployment for production. Failing tests will require
developers to fix the bug and the solution is merged to the
master branch. The next automatically triggered tests will
show the results of the fixed tests. These tests are invoked
automatically at a time configured on the Jenkins server
usually at midnight to verify and validate the whole CAM
application software functionality. The Integrated CAM
Tests are developed as nose tests that are invoked and
decorated for the AQF. Once the Integrated Tests are run,
a report with the results is produced with all the
verification requirements covered. This test report forms
the bulk of the QTR.
Figure 4 depicts the Jenkins platform displaying the
results of a previously run CAM set of integrated tests
showing the last successful and last failed runs as well as
the duration of the tests. Within this platform one can
navigate to tests results to view how individual tests ran
and the failures which is then useful for fault finding and
bug fixing.

CONCLUSION
Most of the automated tests precisely perform the
similar operations every time they run; hence human
errors are very much limited and almost eliminated.
Automation streamlines software processes by following
the same steps for a given test case to reproduce a defect.
While automation tools can be expensive in the shortterm, they save you money in the long-term. They not
only do more than a human can in a given amount of
time, they also find defects quicker. This allows the team
to react more quickly, saving you both precious time and
money. There is also a wider test coverage when running
tests automatically as a lot of tests can be bundled
together on one platform to execute all at once and the
results at one glance on the Jenkins dashboard. Also on
the Jenkins build server every developer can sign into the
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Jenkins testing system and see the results at any point in
time. This allows for greater team collaboration and a
better final product.
While the initial setup of test cases may take a while,
once you’ve automated your tests, you’re good to go.
You won’t have to continuously fill out the same
information or remember to run certain tests. Everything
is done for you automatically. Filling out the same forms
time after time can be frustrating, and not to mention
boring. Test automation solves this problem.
The process of setting up automated test cases takes
coding and thought, which keeps your best technical
minds involved and committed to the process. The QTP
and QTR generation functionality of the AQF framework
is a very useful component and output of the whole
automated testing process. It allows for the analysis,
investigation and interpretation of the test results. Figure
5 shows the QTR displaying the test results. While the
automation process cuts down on the time it takes to test
everything by hand, automated testing is still a time
intensive process. A considerable amount of time goes
into developing the automated tests and letting them run.
While automated tests will detect most bugs in your
system, there are limitations that involve visual
considerations. Changes in these aspects can only be
detected by manual testing, which means that not all
testing can be done with automatic tools.

Figure 5: QTR report produced by CORE with test
results.

Figure 4: Continuous integration tests on Jenkins platform.
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Abstract
The superconducting linear electron accelerator ELBE
at Helmholtz-Zentrum Dresden-Rossendorf is a versatile
light source. It operates in continuous wave (CW) mode
to provide a high average beam current. In order to meet
the requirements for future high resolution experiments
the analogue low level radio frequency control (LLRF) is
currently replaced by a digital MicroTCA.4 [1] LLRF
system based on a development at DESY, Hamburg.
Operation and parametrization is realized by a server
application implemented by DESY using the ChimeraTK
software framework. To interface the WinCC 7.3 based
ELBE control system an OPC UA adapter for ChimeraTK
has been developed in cooperation of DESY, Technische
Universität Dresden (TUD) and HZDR. The contribution
gives an overview of the collaborating parties, the variable mapping scheme used to represent LLRF data in the
OPC UA server address space and integration experiences
with different industrial OPC UA Clients like WinCC 7.3
and LabVIEW.

INTRODUCTION
The ELBE accelerator has been operated with an analogue LLRF system since more than 15 years. To meet
increasing demands on beam quality (jitter and energy
stability) it has been decided to migrate to a digital FPGA
based LLRF system developed by DESY for the European XFEL. Thus allowing for the implementation of advanced control methods and beam based feedback loops.
The adaption of the MicroTCA.4 LLRF system required:
- hard- and software revision the for CW operation
- interfacing the ELBE control system
The latter topic is in the main scope of this paper.

SYSTEM DESCRIPTON
Digital LLRF
The MicroTCA.4 based LLRF is a multi-layer system:
the FPGA-Firmware is parametrized, diagnosed and operated by a server application running on a controller board
inside the MicroTCA.4 chassis. This controller is a full
featured single board computer running Ubuntu server
16.04.3 LTS. It is connected via PCI express bus (PCIe)
to all LLRF FPGA cards (Fig 1).
A single LLRF server application provides access to
about 500 process variables (PV) over Ethernet. The vari-

ables are mainly scalars and 16384 element arrays of 32
bit integer and double data types. Dependent on the accelerator operation mode they are updated at a rate of around
10 Hz.

ELBE accelerator
The ELBE LLRF controls phase and amplitude for seven cavities in total. Two of them are normal conducting
buncher cavities the other are super conducting TESLAtype cavities.
At ELBE industrial control hard- and software is used,
namely Siemens S7-300/400 programmable automation
controllers (PLCs) on the field level and WinCC 7.3
SCADA on the human-machine interface (HMI) level.
WinCC is not especially suitable to process and display
large data arrays with decent update rates. For such tasks
usually LabVIEW is used at ELBE.
In summary integrating the digital LLRF into the ELBE
control system requires suppling data to 3 types of clients
(see Fig. 1):
 an expert GUI for system commissioning, configuration and diagnosis;
 WinCC 7.3 HMI for general operation;
 ELBE S7 PLCs for exchanging status and control
data.

INTEGRATION SCHEME
The LLRF server application is developed at DESY,
Hamburg using ChimeraTK [2]. A major feature of this
tool kit is the abstraction of device server development
from middle layer control system communication by
defining an adapter mechanism [3]. A device server for a
specific control system is generated by compiling it with
the respective control system adapter.
A middle layer (Ethernet) protocol had to be selected,
that is supported by all commercial products used at the
ELBE accelerator (Siemens PLCs, WinCC SCADA,
LabVIEW). At the same time an open source stack of the
protocol had to be available to be license compatible with
ChimeraTK. OPC UA as an open, cross-platform communication standard has been identified as the most appropriate interface solution. The chair of distributed control engineering of Technical University Dresden supported the LLRF integration by development of an according
adapter using the open source OPC UA stack Open62541
[4].
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Figure 1: Digital LLRF ELBE control system integration scheme.
The variable mapping, schematically shown in Figure
REALISATION
2, provides renaming, restructuring and the introduction
of aliases to adapt the PV naming for the needs of differOPC UA Adapter
ent client applications. Additionally it is possible to add
Part of the OPC UA Adapter is the variable mapping. It nodes with static information that is only available to
translates the process variables (PV) defined in the Chi- system integrators. All variables are represented in a tree
meraTK application into the OPC UA server address structure. The mapping and server configuration is conspace. According to the ChimeaTK data model, in addi- trolled by an XML file that is read during server start-up.
tion to the value each PV holds further meta data ele- Hence there is one mapping configuration file for each
ments: description, engineering unit, name and type.
server instance.

Figure 2: ChimeraTK OPC UA adapter - variable mapping scheme.
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LabVIEW Client Application
Whereas the Datalogging and Supervisory Control
(DSC) Module of LabVIEW 2015 SP1 incorporates an
OPC UA client and server API, no further functionality
like an OPC UA server browser or the possibility to bind
front panel controls of LabVIEW virtual instruments (VI)
to OPC UA nodes is integrated in the LabVIEW IDE.
Therefore creation and maintenance of HMI VIs with
many I/O variables is time-consuming. Additionally the
OPC UA communication leaves a big footprint in the
block diagram of the VI.
Therefore a binding functionality was realized and a
HMI tool was created using the LabVIEW Shortcut Menu
Plug-In feature. The tool allows browsing OPC UA servers, selecting data nodes and inserting front panel controls
with according OPC UA binding annotation at VI edit
time (see Fig. 3). This binding information is read during
panel start-up and used to establish the connection to the
OPC UA variables.
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used to write the new values into the corresponding controls.
The list of monitored items is dynamically adjusted to
only receive updates of controls that are currently visible,
thereby reducing network and application load.

Figure 4: LLRF GUI start-up panel.
In the other direction value change events of front panel
controls are used to write user input data into bound OPC
UA nodes.
During commissioning of the digital LLRF with two
ELBE cavities (one normal and one super conducting) in
September 2017 this implementation was successfully
tested. More than 10 graphs of arrays with 16384 elements each, were simultaneously updated with around 10
Hz. Figure 5 shows an example screenshot of the running
application.

Figure 3: OPC UA HMI VI Tool.
For better code maintainability and reusability the implementation followed an object oriented design approach
with the use of NI Actor Framework. All HMI panels are
actors that can be called dynamically and run asynchronously as parallel processes.
Binding paths are relative to a selectable device root
folder. Thus a designed panel can be used directly for all
devices of the same type. The HMI actor simply has to be
called with the correct server connection and device root
path (see Fig 4).
Updates of indicators from OPC UA nodes and vice
versa, is event triggered. The client application subscribes
to the OPC UA server and registers variables as monitored items. The OPC UA server informs the client about
data changes by raising data change events. These are
Figure 5: LLRF expert panel.
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LLRF operation panel
emedded in ELBE HMI

Figure 6: LLRF operation panel embedded in ELBE WinCC HMI.
Client channel. Therefore WinCC variables can easily be
PLC Data Connection
connected to OPC UA nodes. In Figure 6 the operator
For several reasons a direct communication between HMI for one of the ELBE bunchers is displayed.
the LLRF servers and the ELBE PLCs is necessary. First
CONCLUSION AND OUTLOOK
the machine protection system (MPS) has to be informed
about the current LLRF operation mode. At the same time
Within the scope of a commissioning in September
the MPS must be able to constrain LLRF operation mode 2017, all hard and software layers of the new digital
changes. Another reason is the use of rotary controllers at LLRF for ELBE have been tested in conjunction for the
ELBE. These devices allow for smooth setpoint adjust- first time. The system is now prepared for parallel operaments by turning a controller wheel with a rotary encoder. tion with analogue LLRF. All components will be further
They are directly connected to the PLCs.
refined on the basis of long-term operation experience.
Siemens S7-300/400 PLCs do not inherently support
the OPC UA protocol. While there are OPC UA commuREFERENCES
nication modules available for the S7-400 series, there are
[1]
MicroTCA.4,
http://mtca.desy.de/
none for the S7 300 PLCs. The compact OPC UA gateway IBH Link UA by IBHsoftec [5] is a versatile solution [2] M. Hierholzer et al., “A facility-independent low-level RF
server for MicroTCA.4-based systems”, ICALEPCS’17,
for this problem. It is symbolically parametrized by
Barcelona, Spain, Oct. 2017, poster THPHA136, this conmeans of the STEP7 PLC project and can act as OPC UA
ference
client and server. Once configured, it transfers data be- [3] M. Killenberg et al., “Abstracted Hardware and Middleware
tween OPC UA devices and S7 PLCs transparently.
Access in Control Applications”, ICALEPCS’17, Barce-

WinCC 7.3 Operation Panel
The usual LLRF operation requires only a reduced set
of variables. WinCC 7.3 natively includes an OPC UA

lona,Spain, Oct. 2017, poster TUPHA178, this conference
[4] Open62541, https://open62541.org/
[5] IBH Link UA, https://www.ibhsoftec.com
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EPICS DATA STREAMING AND HDF FILE WRITING FOR ESS
BENCHMARKED USING THE VIRTUAL AMOR INSTRUMENT ∗
D. Werder† , M. Brambilla, M. Könnecke, Paul Scherrer Institut, Villigen, Switzerland
M. Jones, Tessella, Abingdon, United Kingdom
T. Richter, ESS ERIC, Lund, Sweden
A. Mukai, J. Nilsson, ESS ERIC, Copenhagen, Denmark
M. J. Clarke, F. A. Akeroyd, Science and Technology Facilities Council, Didcot, United Kingdom
Abstract
As a contribution to the European Spallation Source as
part of BrightnESS, the Paul Scherrer Institut is involved
in the streaming of EPICS data and the writing of NeXus
compliant HDF5 files. We combine this development with
the transition of the AMOR instrument at the Paul Scherrer
Institut to EPICS and a streaming based data architecture.
To guide our development before ESS has operational equipment, we use a detailed simulation of the instrument AMOR
at SINQ to test and integrate our data streaming components.
We convert EPICS data sources to Google FlatBuffers as our
message format and distribute them using Apache Kafka.
On the file writing side, we combine the messages from
EPICS data sources as well as from neutron events to write
HDF5 files at rates up to 4.8 GiB/s using Parallel HDF. This
platform will also be used for testing the experiment control
software on top of EPICS.

INTRODUCTION
The European Spallation Source (ESS) [1] will offer
higher brightness and higher data rates than previous neutron
sources. This demands a capable infrastructure to handle
the produced data. As part of the BrightnESS [2] project,
the Paul Scherrer Institut (PSI) [3] contributes to the development of the data streaming layer and to the writing of
NeXus-compliant [4] HDF [5] files.
Instruments at ESS use among others the Experimental
Physics and Industrial Control System (EPICS) [6] for control, to expose status information and to publish measured
values. We incorporate EPICS data sources into the data
streaming layer by converting EPICS data to a common serialization format and streaming them to a unified messaging
layer.
Experimental data is also made available to the users in
the form of NeXus-compliant HDF files. We present the
ongoing development of the HDF File Writer which reads
the selected data streams from the common messaging layer
and creates the HDF file as configured by the user. The
architecture is modular and extensible. General purpose
writer modules are available which can handle the common
types of data streams, while specialized writer modules can
be easily added. This allows handling of new types of data
∗
†

This work is funded by the European Union Framework Programme for
Research and Innovation Horizon 2020, under grant agreement 676548.
dominik.werder@psi.ch

streams or exploiting possible invariants of a data stream for
more aggressive optimizations.
During development, we also use a simulation of the
AMOR [7–9] instrument at PSI which contains a range of
virtual devices modelled after the real instrument, and in
addition some extensions specific to ESS.
In this conference note, we present the current status of
the streaming of EPICS data to the messaging layer and the
writing of HDF files.

STREAMING EPICS DATA SOURCES
Data Sources
EPICS is used at many scientific facilities around the
world as a control system, including at particle accelerators
and telescopes. At ESS, data coming from EPICS sources
typically includes the sample environment, choppers and
motion control.
Motion control and choppers contribute to the overall data
acquisition with a rather low data rate, even though at ESS,
the chopper top-dead-centre (TDC) events will be recorded
and made available via the EPICS interface. Even though
TDC events contribute a slightly higher rate, the events will
be gathered in batches already at the EPICS interface so that
the EPICS update rate is much lower than the actual TDC
event rate. Furthermore, the EPICS update rate can be kept
independent of the TDC event rate.
The sample environment provides information such as
temperature, positioning and electromagnetic fields. While
data rates from temperature sensors are very low, fast changing electromagnetic fields can produce a moderate data rate.
Similar to the chopper TDC events, measured field values
can be batched at the EPICS interface.

Messaging Layer
All generated data at ESS is represented uniformly as
messages which get pushed into a queue of the intermediate
messaging layer. The usage of a separate messaging layer
improves decoupling between the individual components
of the system by enforcing well defined common interfaces.
It simplifies the overall design because components do not
need separate interfaces to each other (n:m), but only to
the common messaging layer (n:1). This allows for easier
addition and replacement of individual components of the
ESS data streaming architecture in the future. This also
facilitates the scaling of the data distribution layer.
THPHA167
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Apache Kafka [10] is used as the message broker for
data streaming at ESS. It offers a configurable number of
persistent commit logs, which represent the message queues.
Producers can publish messages to their chosen queue, while
consumers can monitor the queue of interest. Kafka offers
tuneable scalability and redundancy.
An individual message queue (called “topic”) can be split
among several commit logs (called “partitions”) which can
run on the same or different physical machines. This allows
distributing the load on a topic over multiple brokers at the
cost of losing the relative ordering between messages in
different partitions.
Redundancy is provided by the possibility to replicate each
partition a configurable number of times. Given a replication
factor n, a producer can demand 0..n acknowledgements
depending on its safety requirements.
One distinguishing feature of Kafka compared to other
messaging solutions is the persistence of the commit log.
The messages are persisted to the file system for a configurable maximum time or until a maximum commit log size
has been reached. This still allows for very high throughput
because the file system access is mostly sequential. The
persisted commit log allows consumers to optionally start
reading from a point in the past, which allows executing a
task again in case a component failed, or in the case of the
HDF File Writer, to (re-)generate the HDF file for a previous
experiment.
The official Kafka client is written in Java, but a set of
third party open source libraries exist as well. One of those is
librdkafka [11] which is a widely used implementation of
the Kafka protocol in C/C++. It allows very high throughput,
both in terms of number of messages and number of bytes,
facilitated by a memory-efficient, zero-copy design.
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configured conversion module, and publishes the FlatBuffer
as a message on the Kafka messaging layer.
The monitoring of the EPICS variables is implemented
on top of the EPICS v4 C++ API which allows us to monitor
EPICS process variables via the more recent EPICS PVaccess protocol. Internally, the EPICS v4 library also uses
the older EPICS Base stack which allows us to also monitor
EPICS variables via the older Channel Access Protocol using
the same API.
The user configures the list of EPICS variables to be monitored via a configuration file (JSON) at program start, or
via command messages at runtime. Command messages can
also be used to stop the monitoring of EPICS variables as
well as to change other options.
Status and log messages are published by the EPICS Forwarder in configurable intervals to a given Kafka topic. This
allows consumers of the status topic, for example the Experiment Control Program, to present this information to the
user, or to allow monitoring software to detect the proper
operation of the application.
The EPICS Forwarder is designed with multi-core hardware in mind and can utilize a configurable number of cores
on the machine.
Updates are taken from EPICS and enqueued in the internal conversion queue together with the necessary information on how the EPICS data should be converted to a
FlatBuffer. A pool of worker threads processes these items
in the queue and performs the conversion from the EPICS
PVStucture object to a FlatBuffer according to the configured conversion module. After the conversion, the worker
thread enqueues the FlatBuffer for transmission to the selected Kafka topic.

EPICS Forwarder Performance
Serialization Format
Interoperability demands that the type of each message
on the messaging layer can be unambiguously identified by
every component. This requires the usage of a common
message format at least at the top level of all messages. The
common message format should be light-weight, memory
efficient, flexible, open and must allow for lossless representation of numeric data. It should not demand expensive
conversions.
Based on these criteria, we use FlatBuffers [12] for the
data streaming layer because it offers very low processing
overhead, has good support for a variety of languages, is
under active development and proven in existing projects. It
is a statically typed format and all definitions of the common
FlatBuffer message types (“schemas”) are kept in a common
repository [13].

Table 1: Values obtained on two machines connected by
10 Gb/s Ethernet.

FORWARD EPICS TO KAFKA

HDF FILE WRITER

To stream EPICS data sources to the messaging layer, we
develop forward-epics-to-kafka [14]. The application
monitors a given list of EPICS variables for updates, converts
the data received from EPICS to a FlatBuffer according to a

Data streams from the Kafka messaging layer must be
written to NeXus [4] compliant HDF [5] files. To that end,
we develop kafka-to-nexus [15]. While the HDF library
is very performant, the throughput on a single CPU core

Throughput
Frequency

260 MB/s
60 kHz

We benchmark the EPICS Forwarder on two machines
connected with 10 Gb/s Ethernet and a single Kafka broker
results in the values of Table 1. The obtained throughput
coincides with the maximum write speed of the Kafka broker
on that setup. We can forward the EPICS updates up to the
maximum frequency to which the EPICS library itself can
deliver them. The EPICS Forwarder is not a limiting factor
in this setup. Further benchmarking is required on different
hardware.
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will at some point be limited. There are different ways to
improve the throughput further, of which we will mention
“Direct Chunk Write” and “Parallel HDF”.
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Table 2: Specifications of the compute node that is used
to benchmark the file output performance of the HDF File
Writer.

Direct Chunk Write

Property

Value

Datasets in a HDF file can be chunked, which means that
the data does not occupy a continuous range of the file, but instead is divided into a regular n-dimensional hypergrid. Each
hypercube in this space is called a chunk. Chunked datasets
are also the only way to work with extensible datasets in a
HDF file.
Direct Chunk Write [16, 17] is an optimized way to write
data to a chunk. This is based on the idea that a chunk
does occupy a continuous range in the HDF file, and is
therefore much simpler to access directly. Specifically, the
HDF library does not have to find the set of chunks and
their locations in the HDF file that an arbitrary read or write
request would touch. Also, Direct Chunk Write allows to
bypass optional format conversions and data compression
which is useful if such conversions are already applied to
the data before a write request.
There is though one major drawback of Direct Chunk
Write, which is that it has to start on an edge of the chunk hypergrid. This is no strong constraint for applications where
the size of each written message is fixed and known in advance, but it makes arbitrary write requests harder to implement especially if one strives for a minimal- or zero-copy
architecture.

CPU
Cores
Threads
Clock
RAM
Cache
File system

Intel Xeon E5-2690V4
14
28
2.60 GHz
256 GB
35 MB
GPFS via 4x Infiniband FDR

Parallel HDF
The parallel version of the HDF library is built on top of
the Message Passing Interface (MPI) [18]. This allows an
application to utilize multiple CPU cores while still being
able to use the full HDF API and especially to issue arbitrary
writes and reads, in contrast to Direct Chunk Write. Parallel
HDF is therefore a very appealing option for the HDF File
Writer.
We will show that the HDF File Writer can provide excellent throughput by using Parallel HDF, while still maintaining the full flexibility of the single-threaded version.

HDF File Writer Performance
The performance of the HDF File Writer is essentially
limited by the available I/O. There are two main aspects
to consider, which are the input from the Kafka messaging
layer and the output to the file system where the HDF file
should be written to.
As discussed previously for the EPICS Forwarder, the
Kafka messaging layer allows us to scale the input bandwidth
by routing data streams through different physical brokers.
On the other side, to be able to write HDF files at the
expected high data rates, the file system layer has to be
backed by an appropriately fast I/O layer. For our tests, we
use GPFS (now IBM Spectrum Scale [19]) connected via
Infiniband FDR as shown in Table 2.
We first look at the HDF write performance separately
where we simulate a fast Kafka connection by pregenerating

HDF Write Throughput vs. Worker Processes

5

Write Speed (GB/s)

4
3
2
1
0

1 stream
2 streams
0

2

4
6
Total Number of Workers

8

10

Figure 1: Throughput vs. Number of Worker Processes. The
points for the 2-stream case are slightly displaced for readability.

the incoming Kafka messages in RAM and using these to
feed the writer. Otherwise, the messages follow the normal
code path. They are enqueued for the set of MPI worker
processes which handle the data stream, and written to file
by one of the worker processes.
Figure 1 shows that we can reach the maximum write performance of about 4.8 GiB/s on our test system with about
6 worker processes. The throughput was measured for the
cases of 1 and 2 data streams being written to HDF. We
see that the performance is comparable for these two cases.
Further testing with an increased number of streams is necessary.
For chunked datasets, the size of the chunks is an essential
tuning parameter. Too small chunk sizes require an unproportionally large overhead, while too large chunk sizes can
thrash the chunk cache and cause excessive paging especially
in applications where random reads are common.
We investigate how variations of the chunk size affect
the overall throughput while we keep the number of worker
processes w fixed at w = 8. The result is shown in Fig. 2 and
demonstrates that the optimal throughput is achieved over a
fairly wide range of chunk sizes. Still, the chunk size must
not be too small. The throughput is shown for two different
sizes of the individual messages and we see that the message
size has a rather small effect on the overall throughput.
THPHA167
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Figure 2: Throughput vs. Chunk Size. An almost optimal
throughput can be achieved over a quite large range of chunk
sizes.
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Figure 3: Throughput vs. Message Size. The connecting
lines only serve to guide the eye.
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Finally, in Fig. 3 we investigate how the throughput depends on the size of the individual messages being written.
The first two sets of points write the messages directly to
HDF. We observe how the throughput decreases for small
messages. There, it pays off to make an additional copy and
to buffer small messages so that we can write them in larger
batches. We note though that we need a larger number of
worker processes in the case of buffered writes to reach the
maximum throughput. This is summarized in Table 3.
Another important aspect of the scalability of the system
is the distribution of CPU load of the individual threads.
Ideally, we would like the load to be distributed equally
among the threads. We especially do not want a single thread,
or a small group of threads, to consume a large fraction of
CPU resources because these threads would likely cause a
bottleneck first.
To investigate this behaviour in the HDF File Writer, we
record the usage of each CPU core in intervals of 1 s. We
then histogram all those usage values over the runtime of the
program. If one or more threads are limited by their CPU
usage, this would show in the histogram as a spike at 1.0.

0.01

0.00
0.2

0.4

0.6
CPU usage

Figure 4: Histogrammed CPU usage over the runtime of
the program and all CPU cores. We see how the increase in
the number of workers reduces the load on individual cores.
Most importantly, we demonstrate that no single thread is
a bottleneck for the performance and that all threads put a
comparable load on the CPU.

In Fig. 4 we show how the histogrammed CPU usage
changes with the number of worker processes. We can see
that given enough processes, the performance is indeed not
limited by a single thread which gives further confidence in
the scalability of the application.

SINQ AMOR SIMULATION
To guide our development before ESS receives operational equipment we use a simulation [20] of the instrument
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Table 3: The effect of buffered I/O and number of worker
threads on the total average CPU usage.
Buffered

Workers

Avg CPU (%)

Write (GiB/s)

no
no
yes
yes

4
8
4
8

8.6
9.3
11.0
13.1

4.86
4.82
4.39
4.74

AMOR [7–9] located at PSI. The simulation contains a neutron event generator which translates a histogram measured
at AMOR into artificial neutron events, a simulation of a
Dornier chopper, an EL734 [21] motor controller, a Dimetix
laser distance sensor and several magnets.
Simulated devices which deliver a low data rate are implemented in Python based on the Twisted library, while
the neutron event generator is written in C++ to be able to
simulate high throughput.
The simulation of the Dornier chopper has in addition an
EPICS interface which also simulates the TDC events which
are not available at AMOR.

SOURCE CODE
All software is developed as open source and available on
Github [22].

CONCLUSIONS AND OUTLOOK
We present prototypes of the software which is under development for the streaming of data and writing of HDF files
at ESS. The conversion and streaming of EPICS variables is
handled by the EPICS Forwarder [14] which converts EPICS
data to FlatBuffers and sends them to the Kafka messaging
layer in a highly configurable and extensible way.
The HDF File Writer [15] reads data streams from the
Kafka messaging layer and writes NeXus compliant HDF
files using Parallel HDF. We demonstrate a throughput of
4.8 GB/s which is close to the bandwidth of the file system
on our test machine.
Further development of the HDF File Writer includes
optional Direct Chunk Write in the case of buffered I/O to
increase the efficiency even further and more features to
improve usability.
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Abstract
Sardana and Taurus form a Python software suite for
Supervision, Control and Data Acquisition (SCADA)
conceived for scientific installations. Sardana and Taurus
are open source and deliver a substantial reduction in both
time and cost associated to the design, development and
support of control and data acquisition systems. The
project was initially developed at ALBA and later
evolved to an international collaboration driven by a
community of users and developers from ALBA, DESY,
MAXIV and SOLARIS as well as other institutes and
private companies. The advantages of Sardana for its
adoption by other institutes are: free and open source
code, comprehensive workflow for enhancement
proposals, a powerful environment for building and
executing macros, optimized access to the hardware and a
generic Graphical User Interface (Taurus) that can be
customized for every application. Sardana and Taurus are
currently based on the TANGO Control System
framework but also capable to inter-operate to some
extend with other control systems like EPICS. The
software suite scales from small laboratories to large
scientific institutions, allowing users to use only some
parts or employ it as a whole.

INTRODUCTION
ALBA is a third generation synchrotron located near
Barcelona in Spain. The Beamlines started the operation
in 2012. The ALBA installation relies on Ethernet as the
standard fieldbus. This makes the installation
homogeneous, easy to maintain and guarantees a good
longevity of the components. About 1200 Ethernet
connections, 5000 identified instruments, and 10000
variables stored in the permanent database form the
infrastructure of the control system of the particle
accelerator. Each Beamline comprises about 40 Ethernet
connections, 200 instruments and 300 process variables
stored in the permanent database. In addition, Beamlines
have dedicated detectors, producing a throughput of 300
MB/s increasing every year with newer technologies [1].
Beamlines of the same institute or across different

___________________________________________

* On behalf of the Sardana community.

installations share the basic requirements, although
depending on their particular purpose they may have
specific requirements; detectors, sample environments,
synchronization, etc.
One of the first decisions on the control system design
was TANGO[2] [3] as a framework. TANGO was chosen
among the three options considered. The other two were
EPICS [4], and a commercial SCADA. At that time, the
commercial SCADAs were not adapted to the
requirements, and although they presented some
interesting features off-the-shelf, like the archiving,
trending or the alarm handling, many applications needed
to be developed “ad-hoc” and a significant effort was
required to integrate motion, synchronization, the
sequencer, and the scientific data formats. In other words,
they were not a solution per se, but to be combined with
EPICS, TANGO or other toolkits. This is the usual case,
found for example at CERN, where PVSS (nowadays
integrated in WinCC) is combined with other frameworks
such as JCOP and UNICOS [5].
In several installations, like synchrotrons, we find a
large control system for the particle accelerators with
different subsystems such as vacuum, radio frequency,
power supplies, diagnostics, motion, timing and
protection systems. Besides, many “smaller” control
systems, one per experimental station, coexist, interact
and in some aspects share information and resources with
the central system. They usually have significantly
different requirements. We needed a flexible graphical
interface, allowing multiple clients, with a number of
specific capabilities such as the control of diffractometers,
and above all a powerful sequencer. Many of these
characteristics are found in SPEC [6]. SPEC is a complete
and powerful software tool, which for many years has
been and still is, the “de-facto” standard control system
for X-ray and neutron experimental stations. Still, SPEC
has few limitations, when aiming for multiple graphical
interfaces and in general managing multi-clients or using
operating systems other than Unix. Therefore at that point
ALBA decided to start a development of a SCADA for
scientific institutions: It was named Sardana [7] [8].
Sardana was early presented to the TANGO
community, where in particular DESY and the ESRF
showed interest and contributions. Later it became a
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community with four formal members (light sources),
DESY in Germany, MAXIV in Sweden, SOLARIS in
Poland and of course ALBA in Spain, with a growing
number of users coming from commercial companies and
public institutes.

THE SCOPE OF SARDANA
Sardana provides optimized and standardized access to
the hardware, generic graphical interfaces, save/restore of
configuration and settings, software synchronization and
macro execution. A powerful sequencer, which manages
the edition and execution of macros and sequences, is
mandatory in any experimental station in a synchrotron,
and extremely useful in all cases. It forms a scientific
SCADA suite, covering the weaknesses industrial
SCADAs have for scientific applications, and enlarging
the scalability of scientific packages [9].
Sardana was conceived as a solution for a synchrotron,
but extendable to other scientific laboratories, like
neutron sources. It aims to be flexible and scalable. It has
been designed for suiting large installations like a particle
accelerator, or smaller such as experimental stations, or
small labs. Particle accelerators need synchronization,
control and data acquisition for vacuum, power supplies,
radio frequency stations, insertion devices and the
multiple diagnostics. Besides, traversal systems, like
equipment and personnel protection, monitor and control
the overall installation. Experimental stations share some
aspects, like vacuum and certain diagnostics. However,
optics are different from accelerators’; usually motorized
mirrors and crystals. Thus, the control system includes a
number of motors, typically about a hundred per
Beamline, mostly stepper and few servomotors, different
kinds of experimental channels, detectors, and often
spectrometers and diffractometers.
Sardana is developed in Python, which is a generally
established language in the scientific community. It uses
TANGO as a middleware. It is modular and open source,
with components having a clear and documented
interface, making it extendable by many programmers of
different institutes. It is based on a client-server model
where typically the server has two main entities: The
Device Pool and the Macroserver, which will be detailed
in the following sections.
Sardana focuses in the particular controls needs of
experimental stations. It provides an environment to
manage macro edition and execution, handling the
different combinations of hardware and software. It
manages multiple clients, and access to the hardware and
storage of experimental data. It provides standard
graphical and command line interfaces customizable and
configurable, with no need of programming. This is the
case for the creation of the control system and graphical
interfaces. Macros are a special case that is covered in the
next section.
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SEQUENCER, MACROS, MOTORS AND
SCANS
At the heart of the Sardana system is the standard
catalogue of reusable procedures (macros) and sequences,
which offers also templates and tools for creating and
maintaining a user repository of macros. Examples of
standard macros are ct, for acquiring with all channels
defined during the specified time, ascan, a2scan, dscan,
mesh, etc, for the different n-dimensional types of scans.
Typically a scan is a sequence of motions of arbitrary
movables and acquisitions of the experimental channels
during a time and intervals defined.
The names of the standard macros and the syntax have
been designed to follow SPEC conventions. SPEC is well
known in the scientific community, and this is crucial to
ease the learning process of users. Sardana and SPEC
could coexist and interact in the same installation,
mitigating this potential shortcoming.
As we introduced in the previous section, the macros
are executed in a central process, called Macroserver,
implemented as a TANGO device. Typically there is one
Macroserver in a Sardana installation, although there can
be more than one if the application requires it.
Macros are Python classes (Figure 1). They are
executed and sequenced in the Macroserver, and can be
also edited and debugged under its supervision. Macros
can be executed from a Command Line Interface (CLI)
built on top of IPython, or from the graphical interface. It
is also common to start development as a Python script,
which progressively incorporates more functionality. At
any point, this is easily converted into a macro for a better
integration into the control system.
Sequences are batches of macros. They can be created
from the graphical user interface and are also
administered in the history and favourites.

Figure 1: (a) Definition of a macro to set limits of a given
motor. (b) Execution of a macro from the command line
interface. Question mark shows the documentation.
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The concept of scan and the extension to continuous
scan is a key feature in a Beamline control and data
acquisition system. Traditionally, a continuous scan
needed a configuration “ad hoc” for one particular axis,
with a lot of hardware involved to count encoder or motor
pulses and generate external triggers for the channels
involved. The generalization of this type of scans is
strategic in all synchrotrons and potentially in any other
laboratory. A generic continuous scan framework
provides the flexibility of step scans in a continuous and
synchronized data acquisition, allowing time-resolved
experiments, or in any case speeding up the experiments
and reducing the software and motion overheads. The
complexity resides in using any arbitrary combination of
movable elements, experimental channels, and detectors,
generating the required triggers and evidently, allowing
the coexistence of slow interpolated software-triggered
channels, pseudocounters and pseudomotors with
hardware triggered fast channels and readout encoders
[10] [11].

HUMAN MACHINE INTERFACES
The graphical layer is Taurus[12]. It is written in
Python and based on Qt. The Command Line Interface is
built on IPython and makes extensive use of Taurus as
well. It is known as SPOCK. As mentioned, in order to
facilitate the learning process and although they do not
share any code, the appearance, syntax, and the standard
macros names, have been chosen similar to SPEC.
Sardana is truly multi-client, so several user interfaces
are managed simultaneously; graphical interfaces, text
interfaces running in different processes or locations, or
even the command line interface embedded in the GUI.
Fully functional GUIs for controlling equipment can be
quickly created in Sardana without having to write any
code, but just configuring the different components of a
standard generic GUI [13]. In the cases where a more
specialized GUI or widget is required, it can be created
using the Qt designer, for which a plug-in providing a
catalogue of Taurus widgets is available.
The principal example is the user interface to the
control system of a Beamline, which is typically Sardana
installation with at least a Device Pool and a Macroserver.
The generic GUI provides of-the-shelf panels for
managing macros and sequences, as well as standard
panels associated with the instruments defined in the
Device Pool. Often the GUI includes also custom widgets
and synoptics for visualizing the system. The layout of
the GUI can be configured in different perspectives,
allowing switching from different panel arrangements
suited for different applications.

DATA MANAGEMENT
Data management covers several aspects, as shown in
Figure 2. Data is the result of an experiment, which must
be complete, and must contain the necessary metadata for
the data analysis to succeed. Besides, data sets could
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eventually be completed on-line or modified off-line to
contain analysed and processed data. Sardana uses a
modular system for producing outputs. It natively
supports the HDF5 – NeXus data format for the
experimental data, but it can also write to other formats
such as SPEC files or DESY´s FIO format for backwards
compatibility. Data sources are typically the Macroserver
and the Device Pool, although it can be any component
present in the control system. The control system offers
also other possibilities, like relational databases for
infrastructure and historical data, although this is not yet
fully integrated in Sardana.
SPEC files have a plain-text format (ASCII). They
store the scan results, with some metadata such as motor
positions, and the set of motors and experimental
channels intervening in the scan. One-dimensional (1D)
data could also be archived in ASCII format. This is not
the case for two-dimensional (2D) data, which require
extra binary files, like EDF (ESRF Data Format). HDF5NeXus binary files on the other hand, can contain all data
and metadata regardless of dimensionality in a single
compact file, which complies with well-documented
standard application definitions and which can be
accessed with generic and widely supported HDF5
libraries and tools. The data files in both HDF5 or SPEC
can be then analyzed with different software packages
such as PyMCA [14] or fit2d [15].
Specific data recorders can be added for different data
files or applications. In this sense, specific data recorders
manage specific application definitions in NeXus files.
Moreover, Sardana can use several recorders
simultaneously, and therefore write the data in different
formats at the same time (Figure 2).
The intercommunication between the different
components is assured by TANGO itself, in few cases
JSON-encoded (JavaScript Object Notation) for complex
structures.

Figure 2: Sardana is driven by the data acquisition,
managing data and metadata for data analysis and on-line
information for control.

THE CORE
The core of Sardana manages the access to the
hardware. It is implemented as a TANGO device, called
“Device Pool”. It normally runs altogether with the
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“Macroserver device” in the same computer or even in the
same process, although this is not mandatory. Large
Installations may have several Device Pool instance that
can be accessed from the Macroserver. The Device Pool
provides access to the hardware in an efficient way.
Sardana provides different abstractions. The first
distinction comprises two kinds: Movable elements such
as motors or pseudomotors and experimental channels,
like, counters/timers, 0D (zero dimensional), 1D, or 2D
detectors. Movable elements are typically motors
associated to a physical axis, but they can also be
associated to other devices (able to scan), like power
supplies or temperature controllers. Counter/timers are
scalars that implement the concept of integration or
accumulation over a defined interval, typically
corresponding to a detector exposure. 0D channels
represent the type of scalars whose magnitude is
intrinsically normalised by time (electric current, photon
flux, pressure, temperature, etc.), so their values are
averaged over the measurement interval. The Device Pool
provides automatic averaging operations for controllers
that only implement signal sampling, as well as the
optional parameter integration over time in order to
simplify arithmetic with accumulating counters. 1D
devices generate data that can be represented by vectors,
usually coming from detectors such as Position Sensitive
Detectors (PSD), Multi Channel Analyzers (MCA) or
other dispersive techniques, which measure in many cases
the spectral dependence (or decomposition) of a
magnitude. 2Ds [16] or two-dimensional data is typically
associated with imaging detectors, such as CCD/CMOS
cameras, pixel array detectors or frame grabbers. Besides
movable and experimental channels, there are other
additional types, useful for building interfaces and in
general control systems. Those are for example,
communication channels, enumerated scalars called I/O
registers, or complex objects such as sample changers.
The elements are organized in controllers. A controller
has one or more elements. The elements in a controller
typically share some functionality. For example, a motor
controller has often many motors or axes associated.
Those axes can be started synchronously by one single
command. So the controller can exploit this feature with
two main goals: to optimize the access to the hardware
and to push multi-device synchronisation towards its
minimum latency and jitter. A movable can be of many
types, such as a stepper motor, a DC motor, a piezo linear
actuator, etc. Different kind of movable elements,
different manufacturers or different models offer different
functionalities. The device pool handles this diversity,
provides homogeneous interfaces, optimizes the
communication and handles the synchronization.
Sardana offers also complex controllers and elements,
which combine physical elements and calculations. For
example, the energy is often calculated as a result of
Grating pitch or Bragg angles combined with the position
of mirrors and crystals, the gap and offset of the slits are
often the result of the position of four physical blades, the
height, and pitch of a table are a function of the position
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of the legs. These axes are called pseudomotors. In the
same way, occasionally, a calculation from several
channels is needed: for example, a combination of two
scalar counters with one encoder position. The result
would be another channel integrated in plots, and data
files as any other experimental channel. This is called a
pseudocounter.
Thus, the Device Pool manages comprehensively the
access to the hardware, handling the interdependencies
between logical and physical channels, synchronization,
and concurrent access of the different components.
Although the Device Pool and the Macroserver can be
in different process and run in different computers, for
small installations they are usually two devices in the
same process. They are complementary to each other.
Graphical interfaces can have direct access to the Device
Pool, but other user interfaces, for example SPOCK, go
only through the Macroserver. A Macroserver has a
number of client connection points called “Doors” which
are also TANGO devices. Each client uses a dedicated
Door to request the execution of macros by the
Macroserver. They were designed to run the macros in
independent threads. This feature allows the parallel
execution of macros on separate Doors, provided that no
conflict exists due to macros modifying (that is, writing
on) the same hardware device.
A small installation has a Sardana server, which has
only one Device Pool device, only one Macroserver
device and one or more Door devices associated to it.
Sardana has run up to now integrated in a TANGO
installation. Interfaces with other systems are under
development and tests. EPICS, SPEC, or even TACO (the
predecessor of TANGO), can be interfaced from Sardana,
either from the Device Pool as an integrated interface to
the hardware in order to be accessed from macros, or on
the upper level as a scheme in Taurus for simple channel
connections from graphical interfaces.

COLLABORATION
The Sardana code was migrated to a public
SourceForge repository in 2011. The Taurus code, very
popular in the Tango community, was moved to a
separated repository to simplify those numerous uses that
did not need the Device Pool-Macroserver parts. In 2016,
Sardana and Taurus migrated to GitHub. The pullrequests and code-review workflows proved to be more
convenient for a growing collaborative community[17].
Inspired on the Debian Enhancement Proposals (DEP),
the SEPs and TEPs (Sardana and Taurus Enhancement
Proposals) define the workflows for promoting new
features. A number of SEPs have been successfully
completed such as the generic continuous scan (SEP6) or
the integration of HKL reciprocal space coordinates
(SEP4). Automated tests, test-driven-development and
continuous integration / continuous delivery paradigms
were as well introduced. The documentation is
continuously updated and available on the Read-TheDocs platform. Two releases per year are scheduled. All
these efforts on standardization and openness allowed
THPHA169
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Sardana/Taurus to become a collaboration with four
members-contributors, a growing user community –some
of them spontaneous contributors as well – and where up
to now, the memorandum of understanding was not
needed[18].

CONCLUSIONS AND FUTURE
PERSPECTIVES
Sardana was initially developed at ALBA to overcome
some of the limitations of the existing SCADA solutions.
The industrial solutions miss scientific hardware and
functions, and the scientific solutions like SPEC, Labview
or Matlab, may lack to some extend of scalability,
concurrency and arbitration. Sardana, is installed and
running in the particle accelerators and Beamlines at
ALBA. It is in operation in nine Beamlines at DESY, and
all accelerators and Beamlines in MAXIV and SOLARIS.
There are still a considerable number of features pending,
and a great effort is still needed in this field. But Sardana
is following its schedule, and several other labs and
private companies are using it or have already expressed
their interest. Due to the open source nature of the project,
the Sardana development is likely to gain considerable
momentum. The latest release, published in of 2017,
improves its performance, as well as the experiment
configuration, plotting and access to data files. It also
natively integrates continuous scans. Looking ahead to
the upcoming versions, the efforts of the community will
be focused among others in the configuration tools, full
integration of 2D detectors, and continuous scans
frameworks with complex movements and trajectories.
The configuration tools are crucial for gaining users
among small labs, making the configuration and access to
hardware catalogues simpler and intuitive.
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USAGE AND DEVELOPMENT OF WEB SERVICES AT MAX IV
A. Milan-Otero∗ , J. Forsberg† ,
F. Bolmsten, J. Brudvik, M. Eguiraun, V. Hardion, L. Kjellsson,
D. P. Spruce, L. Zytniak, MAX IV Laboratory, Lund University, Sweden
Abstract
The web continues to grow as an application platform,
with accessibility and platform independence as major benefits. It also makes it possible to tie services together in new
ways through simple APIs.
At MAX IV we are using web services for various purposes related to the control system. For example, monitoring servers and services, accessing alarm history, viewing
control system status, managing system and users logs and
running recurring jobs. Furthermore, all user management
is also accessed via web applications, and even data analysis
and experiment control can now be performed via web based
interfaces.
We make an effort to use existing tools whenever possible
(e.g. Kibana, Prometheus), and otherwise develop systems
in-house, based on current well established libraries and
standards, such as JavaScript, Python, Apache, etc.
This paper presents an overview of our activities in the
field and describes different architectural decisions taken.

of this application is to get a "bird’s eye" view of the current
operation and health of the entire control system.
The state grid is mainly implemented as a HTML5 application using JavaScript. It is backed by a specifically
developed TANGO device that collects the current state
from a configured set of devices via event subscriptions and
makes this information available as an attribute.

MONITORING AND STATUS
In a large and complex control system environment it is
often very useful to collect information about many different
elements into a single place, to quickly look at some specific
aspect of them. We have investigated and implemented
several ways of accomplishing this for various purposes, and
this section presents the resulting applications.

State Grid
In a TANGO [1] control system, the State attribute of any
device gives a high level summary of its current mode of
operation and health. For example, if a device can be either
"on" or "off", this is reflected by TANGO states ON/OFF,
and if something is preventing it from normal operation, it
should enter the FAULT state.
To make better use of this information, we have developed
an application called the "state grid", see Fig. 1. It’s a hierarchical 2D grid of devices, where each grid cell represents
either the state of a single device, or the "worst" state of
another state grid. This way, we can show a top level grid
that represents the collective states of an entire system, for
example a storage ring. Bad states will "bubble" up from the
lower levels. The user can drill down to get further detail
by clicking grid cells, in order to identify any problematic
device(s). It’s also possible to open control panels for individual devices from the grid, in order to further diagnose
problems or directly interact with devices. The main usage
∗
†

antonio.milan_otero@maxiv.lu.se
johan.forsberg@maxiv.lu.se

Figure 1: State grid for the large storage ring at MAX IV,
showing different subsystems (columns) in each achromat
(rows). Clicking the cell marked as "A" changes the grid to
displaying the "subgrid" for that part of the machine (in this
case the magnet subsystem for achromat 1). The subgrid in
turn shows different types of magnet systems (columns) in
the parts of the achromat (vertical). Clicking cell "B" here
finally reveals individual TANGO devices. Note that the
STANDBY state of these devices "bubbles" up to the top
level grid since it’s considered more important than the ON
state.

Monitoring and Alerting
The "state grid" described above gives operators an immediate grasp of the current situation, but it’s also very
simplified and provides little help when trying to find out
what previous events were the root causes of a problem.
Conversely, a logging system is usually only configured to
store logs for devices that are either new, or suspected to
have some issue, since logging usually also means some performance overhead. It also only stores information that the
developer has deemed to be of interest. Part of the missing
piece is what’s usually called an archiving system, but that
in turn usually focuses on end user relevant information such
as equipment readings.
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For the more general case, it’s useful to also have a monitoring tool that continuously collects various system information and stores it over time. This allows for "post
mortem" investigation and discovery of things like slow
memory leaks and other unexpected resource usage patterns.
Prometheus [2] is such a tool, which is currently in use at
MAX IV. Apart from the usual system metrics (CPU, memory, network, etc) for each server in the system, we have
also developed an "exporter" that monitors TANGO servers.
Exporters of health information for specific systems such as
the Beam Position Monitors (BPMs) and the HDB++ archiving system have also been developed. This information is
mostly useful for developers and engineers, since it typically
requires technical knowledge to be interpreted.
Prometheus can be configured to send out alerts if some
arbitrary conditions are fulfilled, based on recent data. We
use this to get emails when e.g. a host is running low on disk,
or when a TANGO server suffers from problems that prevent
normal operation. This kind of service, if used properly, can
increase the confidence in the control system since it allows
the engineers to know about and potentially even solve issues
before they impact the users.
Grafana [3] is another service that focuses on displaying
"dashboards" composed of plotted data from other services
like Prometheus. We use Grafana to configure convenient
overviews.

Logging
Logging is an essential tool in software development and
deployment. The usual method is to log errors and other information to the local filesystem, in some text format. While
it’s easy to access file based logs in a local development environment, it quickly becomes very tedious to look through
multiple files spread out across networked hosts in a distributed environment. There are many existing solutions to
this problem, usually implemented as some form of agent
running on each host, periodically checking local logfiles
for new lines, and pushing those to a centralized database
(e.g. Logstash, Splunk) for convenient querying.
Specifically for use with TANGO we have developed a
"logger" device [4], which uses Elasticsearch [5] as a storage
backend and acts as a standard TANGO logging target. This
means that any other TANGO device can be configured to
push its log messages to the logger device. It is also able to
store alarm events from PyAlarm devices.
On top of the database, we use Kibana [6] to provide a
flexible web interface to the data for use by operators and end
users. Predefined queries can be configured to give a quick
overview of, for example, the number of vacuum related
alarms over some specified period of time, but also allows
navigating down to individual events, see Fig. 2. This has
become a valuable tool for tracking down problems.

Machine Status
In a synchrotron, it is important to know the status of
the accelerator in each moment. This information is crucial
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Figure 2: Kibana 3 user interface to the alarm data stored in
Elasticsearch. The histogram shows the number of alarms
over time, and the list at the bottom shows each individual
alarm events. The dashboard is configured with some preset
filters that can be activated to restrict the information shown
in various ways. Custom searches on the various fields are
also possible.
and could affect the decisions of different subsystems or
beamlines.
At MAX IV we have our systems split in different networks, which pushed us to find a reliable design based on
distributed systems. In order to fulfill this requirements we
have adopted a web service based on events.
As shown in Fig. 3, this service is composed by four parts
working together to forward events from TANGO devices to
the web. First, we have a TANGO Device Server (StatusPublisher) subscribed to events in the devices to be monitored
and pushing these events in the form of an HTTP POST
request. At least one instance of this device is running in
each network with devices to be monitored. The second
part is an Apache reverse proxy that receives these POST
requests and forwards them to another subnetwork that exposes only limited information to others subnetworks inside
MAX IV. This subnetwork is usually called Demilitarized
Zone (DMZ). Next, we have a Python Flask [7] web server
running in the DMZ, receiving the HTTP POST from the
reverse proxy and forwarding them as Server Send Events
(SSE) to the clients to be updated. The fourth part is the
client, Fig. 4, a web application that is updated based on the
SSE events received. By utilizing SSE the clients do not
request data but instead listens for incoming events.
This solution was deployed in 2016 and is used daily at
MAX IV.

BEAMLINE CONTROL AND
ACQUISITION
The software applications used for direct control and data
acquisition of a beamline have requirements that were difficult to fulfill with web applications until few years ago.
Any usable user interface needs to react to user interactions
quickly, also a web environment demands new interface designs instead o mimic desktop applications. In addition, the
performance of these kind of applications has to be guaranTHPHA170
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Figure 3: Machine Status Architecture. On the left, the
TANGO devices in charge of gathering TANGO events and
forwarding to the Revese Proxy, which in turns makes HTTP
POST calls to the web server that faces clients

Figure 4: The main interface of the machine status application. Separated panels for both rings displaying the historic
and instantaneous current, and status of the beamlines on
each ring. The bottom part is devoted to status messages
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would benefit from several advantages that comes with a
single page application, like for instance, the decoupling of
code and services or the better support of remote operations
and cross platform requirements among others.
As a low level layer, MXCuBE 3 is using the same libraries
implemented for the previous versions of the software, keeping in that way the same core in terms of hardware control
software.
As a back-end we are using a Python Flask web server,
implementing a REST API that provides the endpoints of
the application. It uses SocketIO for bidirectional communication between server and client, and Python Gevent for
asynchronous tasks. The client, Fig. 5, is developed using
mainly JavaScript React library [9].
Even being still under development, MXCuBE 3 has accomplished a grade of maturity that has made it available
for its usage in the BioMAX beamline at MAX IV with
successful results.

Figure 5: MXCuBE v3 user interface displaying a crystal,
a successful data collection and a new collection already
started.

TangoJS
teed. Thanks to the latests developments and technologies
appearing in the web development, such single page applications, modern browsers, efficient communication protocols,
etc., the negative barriers have been overcoming, thus, bringing modern and extensively used technologies into beamline
control.
This section presents two examples of how modern web
applications can be used to control and acquire data in a
beamline.

MXCuBE 3
MXCuBE is an application developed originally at ESRF
to control and automate routines in MX beamlines. After
a second version developed in collaboration with other facilities in Europe, a third version of MXCuBE [8] has been
created as a collaborative effort between ESRF and MAX
IV.
During the design of this third version, different architectural solutions were evaluated, ending with the decision of
moving this software from a desktop application to a web
application. Due to this movement, the software originated

The graphical user interfaces are key components that
impact in the beamline exploitation, usability and users satisfaction. Recently, at MAX IV, we received the requirement
from our Bloch beamline of improving the interfaces that
will be used, making a special emphasis in the cross platform
and portability capabilities. For that purpose, we started the
evaluation of the usage of web services for the beamline
control and we decided to use TangoJS.
TangoJS [10] is a complete solution for creating TANGO
clients in a web application. Developed at Solaris Synchrotron, is based on web components and has been designed
to be a modular, extensible and framework-agnostic frontend stack. It has been built using modern web standards like
JavaScript ECMAScript 2015 (ES2015) and CSS3.
Built with Node.js, TangoJS is available in npm, making
easier its integrations into any Node.js project.
The stack provided by TangoJS is composed by several
elements. The first one to be mentioned is the tangojs-webcomponent, which is a widget toolkit used for the creation of
front-ends. The core API used to built this components, or
any new component, is called tangojs-core. As a last element,
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tangojs support the usage of different pluggable back-ends
called connectors. The connectors used in MAX IV were
tangojs-connector-local and tangojs-connector-mtango, providing the first one an in-memory mock and the second one
an mTango integration.
So far, at MAX IV, we have being using TangoJS to build
web applications to help during the commissioning of the
Bloch beamline, Fig. 6, receiving positive feedback from
the personnel involved.

Figure 7: HDF5 Viewer plotting acquired 3D data from an
HDF5 file. On the left, the HDF data structure is presented
and the user can interact with it.

Figure 6: An example of a Tangojs interface that displays
data extracted from the control system.

DATA ACCESS
The access and analysis of the data collected is a clear
example of an area that can benefit from the movement to a
web environment, due to the improvements in accessibility
and usability of that data.
In this section, two applications demonstrate the capabilities and possibilities of web services applied to evaluation
of the data generated.

HDF5 Viewer
Once an experiment has been completed, it’s important
to have a quick and easy access to the generated data. In
order to improve the access to the tools and the analysis of
the data, at MAX IV we have developed an HDF5 viewer in
a form of a web application, Fig. 7.
Based on a REST API web service, this application provides a quick inspection of the data, without the need to
download or install any software, and allows in an easy way,
the remote access and analysis of the available data.
Although it’s still under development, it provides the basic functionalities expected in an HDF5 viewer such folder
exploration, data inspection, 2D and 3D plots, step through
image series, etc. And it will continue to receive new features like dynamic zooming, Z-cutoffs in images and mobile
interface improvements among others.

HDB++ Viewer
The HDB++ archiving system was developed originally
at Elettra and is now also used and developed at ESRF. We

are taking this system into production at MAX IV with the
Apache Cassandra [11] database. The Java based viewer
which is part of HDB++ works well but it requires installation on the local computer and direct network access to
the database cluster. In order to make the data more easily
available to users, we have started development of a simple
web based user interface.
Since the timeseries data received for each attribute may
go into the millions of points if the time window is large
enough, it’s not feasible to send it in raw form to the browser
for plotting. Instead, with the use of the datashader [12] library, we reduce the data into a single bitmap image, where
each attribute is represented as a colored line. This has a major benefit in comparison with other ways of downsampling
(such as averaging) in that it does not lose outliers in the data,
no matter how large the dataset. This can be very important,
for example when looking for short pressure spikes in long
term vacuum data. The images are encoded as PNG and
even at high resolution typically only occupy a few 10s of
kB regardless of the number of data points it shows.
The web interface, Fig. 8, provides a quick way of filtering
attributes, adding them to a plot and zooming/panning the
plot using the mouse. There is also a date picker for more
exact setting of time period. When the settings are changed,
the front-end requests a new plot image via HTTP, and draws
it.
This application is not yet ready for production as it still
has some performance and reliability issues, but the source
code is available [13].

CONCLUSION
In this paper we have collected various projects in use
at MAX IV that show how modern web applications can
substitute the traditional desktop software with at least equal
performance, better usability and portability, among other
advantages.
We have also given examples of how different architectures and tools can be used in distinct areas of the control
system, allowing to find the best solution for each problem.
THPHA170
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ELI Beamlines/Institute of Physics of the ASCR, Prague, Czech Republic
Abstract
The ELI Beamlines facility is a Petawatt laser facility
in the final construction and commissioning phase in
Prague, Czech Republic. End 2017, a first experiment will
be performed. In the end, four lasers will be used to
control beamlines in six experimental halls. The central
control system connects and controls more than 40
complex subsystems (lasers, beam transport, beamlines,
experiments, facility systems, safety systems), with high
demands on network, synchronisation, data acquisition,
and data processing. It relies on a network based on more
than 15.000 fibres, which is used for standard technology
control (PowerLink over fibre and standard Ethernet),
timing (WhiteRabbit) and dedicated high-throughput data
acquisition. Technology control is implemented on
standard industrial platforms (B&R) in combination with
uTCA for more demanding applications. Approach to
software development is very important in such a facility.
Component based generic approach described is efficient
for both, software development and also software
deployment.

INTRODUCTION
ELI Beamlines [1] is an emerging high-energy, highrepetition rate laser facility located in Prague, Czech
Republic. Four laser beamlines (ranging from the inhouse
developed L1 with <20fs pulses exceeding 100mJ at
1kHz based on DPSS technology to the 10PW-L4,
developed by National Energetics) will supply six
experimental halls which provide various secondary
sources to users. Facility commissioning, and installation
work of lasers and experiments is progressing, and first
user experiments are expected in 2018.
The central control system connects, supervises and
controls all technical installations used for the operation
of this facility, which are more than 40 complex
subsystems (lasers, beam transport, beamlines,
experiments, plant systems (HVAC, vacuum), safety
systems) with high demands on network, synchronisation,
data acquisition, processing, and storage.

First, ELI has been designed to be multifunctional, and
to provide a highly diverse selection of lasers and
secondary sources to researchers. In practise this means
that we have to integrate a multitude of very diverse
subsystems developed by internal and external suppliers;
leading to an initially very inhomogeneous technical
landscape, and complex system interfaces.
At the same time, ELI is building ground breaking
technology and its demands on synchronisation and data
acquisition are pushing the boundaries on what is possible
with current technology. Demands are especially high on
safe operation, synchronization, and data acquisition.
Third, in ELI commissioning and operational phases
overlap. While one part of the facility is still under
development, others are being installed, and again others
will be already serving early users (whose experiments
need to be supported technically, and for whom laser and
beam transport operation, safety, timing and data
acquisition services must be provided).
We are using following approaches in our software
development environment and architecture:
•

Use already available frameworks for software
development. In our case we chose TANGO
framework which is available for free and is
widely used in many facilities around the world
[2].

•

Use only few programming languages in our
case we are using one compiled language which
is the C++ and one scripting language which
gives opportunity for the users to create their
own scripts for experiments, here we chose
Python which naturally support object orinted
development. Both languages are of course
supported by TANGO framework. Also standard
user tools like Matlab, LabVIEW and others are
supported by providing bindings for software
components.

•

Using standard development process based on
modelling language which is UML and SysML
in our case. The software development process is
based on Iterative Unified Process

•

Use model based development focusing
components and well defined API. Here we use
Enterprise architect [3].

•

Use automatic software generators where
possible. Communication with instrumentations

This paper describes the control system software
development environment in ELI Beamlines.

APPROACH
There are three factors that make the development of
the ELIs’ control system challenging:
______________________________________________
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based on SCPI and VX-11 interfaces are good
examples.
•

•

Use XML configuration for each component.
This gives as the opportunity to keep the basic
API simple and clean and also hide specific
parametrization in XML file.
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Software Component
The generic structure of software component is shown
on Figure 2. The structure depicts the following main
approaches:

Use software plugins. Software plugins bring
another level of generalization into the software.
Plugins allows flexibility when the component is
in operation and brings also flexibility to the user

SOFTWARE DEVELOPMENT PROCESS
Our software development process is based on the
Iterative Unified Process. The approach breaks software
into single components that go through iterations of
architecture, design, implementation and testing. On top
of the process is Redmine [4] project management tool
and build and version management tools (git, cmake).
Standard software build structure with automated version
numbers taken from git repository. Also modern software
engineering techniques such as continuous integration are
used. The overall view of the process is shown on Figure
1.

•

Component implements only abstract APIs

•

TANGO interface is developed based on the
abstract API, therefore it is possible to write
the TANGO server just once and reuse the API.
This requires compilation

•

Using Plugin allows to omit compilation
process and can be used in run time if allowed

Every component can have also specific parameters.
Consider for example cameras. There exists many camera
types which can have various parameters. All the
parameters can be described inside specific XML file
format. Therefore the generic component structure can be
configured by its own XML file. The XML configuration
can play two basic roles:
•

Allows configuration of specific hardware or
component. The configuration may be saved in
local file or in inventory database. The solution
with database allows allows the user to edit the
configuration and reload when in appropriate
state.

•

Allows to write generic GUI. In this case the
configuration is serialized in the component and
send to GUI where the XML is parsed and the
GUI automatically generates form for
configuration parameters.

The XML parametrization is provided by specific
implementation of selected abstract API and therefore
may change when another plugin is used even during
operation of the component. Good example is GUI for
camera.

Figure 1: Software development process.

CONTROL SYSTEM SOFTWARE
ARCHITECTURE AND DESIGN
The control system architecture and designs are created
in Enterprise architect tool. The software is divided into
software components. Each software component uses one
or more defined abstract API and can use other APIs. All
APIs are purely abstract classes and the component itself
implements them.

Figure 2: Generic structure of software component.
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GRAPHICAL USER INTERFACE

OUTLOOK

We have developed graphical user interface in ELI
Beamlines which supports all the techniques used in the
generic software component. These techniques include
standard GUI interface and automatically generated form
for specific parametrization.

In the upcoming years, lasers and secondary sources
will be gradually installed and put into operation, which
will be certainly challenging for the control systems team.
Specifically in 2018, we are expecting to work on the
interfaces to two lasers (L1 / L3) and to control a number
of secondary sources in their early stage of operation (for
example ELIMAIA , HHG, an Ellipsometer, TEREZA,
PXS and the MAC chamber with mostly vision/mottion
control and detectors. The L3 beam transport will also
provide another challenge with a very high number of
controllable devices. The software is developed in
advance and adapted to real conditions of operation.
During this time, both the implementation and API can be
still changed. Later all the API shall matured and stable.
We are also expecting that new API can be defined during
deployment of the software. This case influences also
design of the software but corresponds to the iterative
software development approach.
We trust that matured API can bring a lot of advantages
for software development at any facility and also for
potential manufacturers of devices. If stable API is
available then suppliers of technologies used in big
physics facilities can relay on it and simplify integration
of devices. It has to be noted that the integration is
important during development of control system and also
for potential user who can bring his own hardware. The
configuration of components through XML files allows to
use even specific parameters.

CONCLUSION
Figure 3: Graphical user interface

The GUI is shown on Figure 3. The GUI is written in
Qt/Qml and allows user to build his own panel based on
components. The components can be arranged inside the
main area. The area setup can be saved in XML file and
open later by the user on another computer. In the picture
is also shown TANGO browser where appropriate
TANGO interface can be selected and connected to the
GUI. XML configuration file contains also all information
about selected TANGO devices, so if the appropriate
TANGO database is available all of them can be
automatically connected. Also Python based scripting
interface is provided (not shown on the picture).

This paper gave an overview of software development
environment in ELI Beamlines with description of some
techniques like abstract API and plugins. These
techniques are mainly bringing flexibility for software
development and also for the users. Some of them also
significantly simplify development and provide place for
further development.
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PREVENTING RUN-TIME BUGS AT COMPILE-TIME USING C++ *
R. Neswold†, Fermilab, Batavia, IL, USA
Abstract
In order for a system to be reliable, its software needs
to be carefully designed. Despite our best efforts, however, errors occur and we end up having to debug them.
Unfortunately, debugging an embedded system changes
its dynamics, making it difficult to find and fix concurrency issues. This paper describes techniques, using C++,
making it impossible to write code susceptible to certain
run-time bugs. A concurrency library, developed at Fermilab, is used in the examples illustrating these techniques.

INTRODUCTION
The C++ Standard Template Library (STL) is an impressive body of work, giving programmers a high-level
library while still being performant. Although C++ templates started as a way to generalize containers across any
type, the STL authors have discovered techniques which
allow complex decisions to be made at compile time. We
would like to use this feature to enforce constraints on
how our code can be written.
When a template is used, its parameters are specified
and they, in turn, get substituted in the body creating a
specialization of the template. More interesting, if the
library defines a version of the template where the types
have been picked, the compiler will use that template instead of specializing the default one[1]. This is not inheritance; each specialized version of a template could have
a different API, if it was useful.
Template parameters can also take values, which then
get used by the template body as constant values. This
may seem similar to using #define, but it’s not; each
instantiation of a template is a new, unique type. An Array<10> has no relation to an Array<20>, as far as the
compiler is concerned (unless the template derives them
from the same base class.) We can use this uniqueness to
our advantage.
Over the past several years, we've developed a library
of C++ templates for our VxWork-based systems. These
templates make writing our embedded software easier and
more reliable. Writing our drivers is easier because the
templates generate the mundane, boilerplate code and let
us focus on the core of the driver. Our reliability improves
because our concurrency library makes most concurrency
bugs impossible.

VERIFYING REQUESTS
When a driver in our embedded system receives a request from the network, part of the request consists of a
length value, an offset value, and a buffer of data (for
readings, the buffer is to be filled and returned; for settings, the buffer contains data.) Since our controls system

supports array devices, the offset could be non-zero.
Every driver needs to validate the request before continuing which means both the length and offset values need to
be a multiple of the base data size of the device. Plus,
combined, they cannot exceed the total size the driver
expects. Although this isn’t rocket science, it is a tedious
part of writing drivers. A further complication resides in
the data buffer. ACNET has VAX-centric byte-ordering
which is different from our PowerPC systems, so developers were responsible for byte-swapping to and from
the network. All these details adds one more layer of debugging when developing, so we felt we needed to fix it.
Proxy objects are used in our library to both verify the
request parameters and properly exchange data with the
buffer associated with the network. If the request parameters are invalid, the proxy’s constructor throws an exception and the remote client gets the appropriate bad
length or bad offset error status. Otherwise, the proxy
object is created and is used to access the raw buffers,
returning the data in a native format.
For instance, if a driver expects an unsigned, 16-bit
integer as a setting, it would start its handler with
SettingProxy<uint16_t> setting(req);

This template expands to two tests (req is a pointer to
the request structure); the offset must be zero and the
length must be 2. It also declares a uint16_t typecast
operator so that using setting in an expression returns a
properly byte-swapped, 16-bit integer. The template
doesn’t define an assignment operator, so the compiler
generates an error if the programmer tries to write to the
setting (which is always incorrect.)
This template works for all simple data types.
But what if we have an array device? We use template
specialization to tell the compiler what to do if it sees an
array type. If our driver accepted up to four, 32-bit integers, for instance, it would use this
SettingProxy<int32_t[4]> setting(req);

Now the test makes sure the length and offset are multiples of 4 bytes and they don’t exceed the limits of a four
element array of integers. In addition, rather than define a
typecast operator, this object defines the subscript operator which returns an int32_t.
For completeness, specializations were also defined for
pointer and reference types. Since it doesn’t make sense
to pass pointers or references across the network, these
specialized template define an empty class so trying to
use them results in compile-time errors.
In the case that a driver returns data to a request, a
ReadingProxy is used. This proxy template has the same
validation tests as the setting and it, too, recognizes array
types. But instead of defining operators that access the
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data, this template defines assignment operators, making
these objects write-only.

CORRECT CONCURRENCY
Concurrency is a part of modern systems and adds
complexity to a project. If data access isn't serialized
properly, shared state may become corrupted. If a code
path doesn't release a mutex, other threads will block
forever. What makes concurrency issues difficult to diagnose is that the errors that arise from these issues don’t
indicate the actual cause. Even more troubling, concurrency issues are resistant to debuggers since the very act
of starting and stopping threads change the conditions that
caused the problem.
The following example shows some design patterns the
author used to precisely describe a concurrency environment so the compiler can enforce correct usage. To illustrate some of the concepts, we'll start with a C example
for VxWorks and improve it step-by-step.
static SEM_ID mtx;
static int data;
void f()
{
semTake(mtx, WAIT_FOREVER);
if (ERROR == someFunction(data)) {
semGive(mtx);
return;
}
data = anotherFunction();
semGive(mtx);
someThirdFunction();
}

Figure 1: C Implementation.
The thread API for VxWorks (and POSIX threads, for
that matter) are for the C language which means every
detail is managed by the programmer. The code in Figure
1 is a short example, but shows some of the complexity:
The function, f(), locks and unlocks the mutex around
the code that accesses the shared data. The programmer
also needs to handle the situation when the function returns early, like when someFunction() returns ERROR,
to make sure the mutex is unlocked. Some follow the
convention of never allowing early returns in a function,
to avoid details like this. Unfortunately, the compiler
doesn't enforce conventions so you have to hope future
maintainers honor them. In addition, forcing all returns to
be at the end of a function can actually complicate the
code further - some cases require using goto - just to
avoid the details of managing resources. Rather than using conventions or describing the requirements in comments, we'd rather have the compiler enforce them.
The first step in accepting the compiler's help is let it
manage locking the mutex. The C++ standard defines an
object’s lifetime to strictly be when it goes in and out of
‡
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static Mutex mtx;
static int data;
void f()
{
{
Mutex::Lock lock(mtx);
if (ERROR == someFunction(data))
return;
data = anotherFunction();
}
someThirdFunction();
}

Figure 2: C++ w/RAII.
scope so let the object own the resource while it exists.
This pattern is so common, it has an acronym: RAII‡. We
can take the approach used by the Boost library and the
C++ thread library and use a lock object to control ownership of the mutex. In Figure 2, the VxWorks API is hidden in our Mutex and Lock objects. The Mutex class
doesn't publicly expose any lock/unlock methods. It is
purely owned through a lock object. Note the nested
braces to end the lock's scope before someThirdFunction() is called. This matches the scope of mutex ownership in the previous example. Note also that early returns are correctly handled by the compiler which, incidentally, means this example is exception-safe.
At this point, the code properly manages ownership of
the mutex, but that's it; a developer could still call someFunction() without owning the mutex. He could even
manipulate the data without any serialization! We need a
further design pattern to limit access to data only when a
lock is held.
Rather than directly accessing the data, a small set of
functions can be created which manipulate the state. For
instance, a stepper motor controller may need two re-

static Mutex mtx;
static int data;
STATUS someFunction(Mutex::Lock const&, int);
int anotherFunction(Mutex::Lock const&);
void f()
{
{
Mutex::Lock lock(mtx);
if (ERROR == someFunction(lock))
return;
anotherFunction(lock);
}
someThirdFunction();
}

Figure 3: Requiring locks.

Resource Acquisition Is Initialization
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gisters be modified to set the number of steps and direction. Both register accesses can be placed in a single function, forming a primitive that moves the stepper motor.
The set of functions are made public and become the
"primitives" which update the state. We can get the compiler's help to ensure the mutex is held by adding a (unused) parameter, as shown in Figure 3. Since the function
specifies a lock needs to be passed, the compiler will require a lock to be passed — even though it’s unused —
which means the mutex is guaranteed to be owned during
the function's execution.
This third iteration introduces several improvements.
The “primitives" are now composable. They can be called
safely in any order because we know the mutex is held the
entire time. Also, since these functions know they are
executing in an environment with a locked mutex, they
don't do any locking of their own so there's no reliance on
using "recursive mutexes”.
Is there any further improvement to be made? In the
library used at Fermilab, we have made one further improvement. C++ templates take parameters which are,
typically, type names. But they can also be constants such
as integers and addresses that can be resolved at link
time. So where the C++ and Boost libraries use the template parameter to specify the type of mutex the lock
locks (recursive mutex, semaphore, etc.), we use it to specify which mutex to lock.
Figure 4 shows the last improvement. A typedef is
used to simplify the lock's type. In this final form, the
functions not only specify a mutex needs to be held, but it
also specifies which mutex needs to be held!
It should be mentioned that a third type of constant
template parameter is possible, the offset of a field in an
object. Our library also supports this form of lock so object methods can require an object’s mutex be held
Mutex mtx;
static int data;

using code written in the C-style, could run into concurrency issues. Designing with the style of the final example eliminates nearly all concurrency-related bugs:
• The compiler perfectly tracks object lifetimes, so
locks are always freed properly.
• Locks templates only work with the correct mutex, so
you can’t lock the wrong mutex
• Functions specifying (unused) lock parameters declaring the environment in which they need to work
correctly.

Performance
C++ templates are found in header files, so when using
templates, the compiler usually has all the source code to
instantiate them. The compiler is, therefore, able to aggressively inline the source code. As a result, the small
functions that take the unused lock parameter get completely inlined and there is no run-time penalty for having
the extra parameter. On our VxWorks 6.7 compiler (GNU
C++ 4.1), the assembly output between the first, C example and the final version was essentially identical. In
other words, the extra notation that’s used to verify correct concurrency usage still results in code nearly identical to hand-written C code.

Improvements
We’re continuing to look for new ways to enhance our
libraries to make developing easier.
One experimental feature is using templates to associate a variable with a mutex. This would remove the need
of functions using a lock as a parameter since the variables themselves would require proof that a lock is held.
The current implementation has a heavy syntax, so we’re
trying to find ways to clean it up. Also, containers aren’t
handled well (someone could use a reference to an element in an array after they released the mutex associated
with the array.) Hopefully we’ll be able to fix these deficiencies.

typedef Mutex::Lock<&mtx> LockType;
STATUS someFunction(LockType const&, int);
int anotherFunction(LockType const&);
void f()
{
{
LockType lock;
if (ERROR == someFunction(lock))
return;
anotherFunction(lock);

CONCLUSION
Using templates in C++ is still cumbersome; template
syntax isn’t intuitive, experience is required to get comfortable designing libraries with them, and error messages
are difficult to understand. However, the benefits are
worth the effort. Template specialization allows the compiler to select the best template for the job, allowing optimal code to be generated and the most appropriate API
be defined.
We found that, with these techniques, we’re able to tell
the compiler what needs to be done, not how to do it.

}
someThirdFunction();
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STREAMING POOL - MANAGING LONG-LIVING REACTIVE STREAMS
FOR JAVA
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• and testability built in from the beginning.

Abstract
A common use case in accelerator control systems is subscribing to many properties and multiple devices and combine data from this. A new technology which got standardized during recent years in software industry are so-called
reactive streams. Libraries implementing this standard provide a rich set of operators to manipulate, combine and subscribe to streams of data. However, the usual focus of such
streaming libraries are applications in which those streams
complete within a limited amount of time or collapse due to
errors. On the other hand, in the case of a control systems we
want to have those streams live for a very long time (ideally
infinitely) and handle errors gracefully. In this paper we describe an approach which allows two reactive stream styles:
ephemeral and long-living. This allows the developers to
profit from both, the extensive features of reactive stream
libraries and keeping the streams alive continuously. Further
plans and ideas are also discussed.

INTRODUCTION
In practically any application within the operational environment of CERN accelerators, a common pattern is repeated:
• Subscribe to N properties of different devices,
• extract values and/or transform and/or combine them
with values coming from other devices
• and buffer the incoming values to have a history of a
certain length.
For the first part (subscription), a common mechanism exists
through JAPC (Java API for Parameter Control). However,
already this part is not ideally solved as it implies coupling
down to the device layer of each application. For the two
other steps, no common approach exists at all. The Streaming Pool project aims to close this gap by providing coherent
means to implement processing- and abstraction layers. The
code was kept general (not bound to any CERN specific library) and was open sourced under Apache License 2.0 [1].
Streaming Pool was designed with the following objectives in mind:
• Decoupling of Layers (e.g. When subscribing to the
stream delivering the tune of a machine, the application
does not have to know which device delivers this),
• rich set of operators for transformations,
• sensible defaults for error treatment

Since this framework was never developed as a dedicated
product, but always as a side product of operational applications under development, its feature set evolved according to
the requirements from these applications. Therefore, some
goals are only partly achieved in the current version (E.g.
the decoupling of layers is possible, but in some applications
not fully implemented). However, most of them (the last
three in the above list) are fully available: Error treatment
and testability are enabled by the internal design, while the
rich set of operations are provided by the chosen technology
(reactive streams), as described in the following sections.

REACTIVE STREAMS
A stream of data is a specialization of the Observer design pattern that is especially useful in contexts where the
business logic of the application can be expressed as a series
of transformations over a flow of data. In a stream there are
typically three components:
• Publisher: is the source (or start) of the stream, it pushes
the data through the stream.
• Processor: is an operation applied to a data item currently flowing through the stream.
• Subscriber: it consumes the data of the stream.
According to the items described above, a stream of data
has a certain Publisher, zero or more Processors that act on
the data (transforming them according to the business logic)
and one or more Subscribers that consume the data.
Reactive streams are an initiative for creating truly asynchronous data streams that handle back pressure in a nonblocking way [2]. Being asynchronous, a reactive stream
can switch context (thread of execution) at any time between
Processors. In this scenario, boundaries between threads
need special care. Avoiding the undesirable situation of unbounded buffers, reactive streams introduced the concept
of back pressure. Data in a reactive stream flow on request,
e.g. a Subscriber requests 10 items from the stream. In this
way the Publisher does not flood the Subscriber with data
that it is not able to process. A back pressure strategy is
then needed in order to define the behavior when the aforementioned rule cannot be applied. For example, lets assume
subscribing to a hardware device publication which delivers
updates on a rate of 100 items per second. If the processing
pipeline can only accept 90 per seconds there are typically
three options (although more sophisticated techniques are
possible):
THPHA176
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• Drop latest: the item that comes from the device and
cannot be processed by the pipeline is discarded.
• Keep latest: the latest item is kept and it will be processed first while the oldest are discarded. This strategy
can be particularly useful when dealing with real-time
data flows.
• Buffer: the new items that cannot be processed are
stored in a buffer and are used according to the order of
arrival. This strategy can be used when the data flow
speed changes over time and the system can adjust its
speed to the source (unbounded buffers are undesired).
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StreamId,

the Streamingpool checks if it already has the corresponding reactive stream in the pool of streams, reusing
the existing ones. If this is not the case, the creation (materialization) is performed and a reactive stream is created from
the information carried by the StreamId. The newly created
stream is the saved into the pool so that it can be reused on
subsequent calls.
In the next sections each component of the presented
software architecture is explained in details.

LONG-LIVING STREAMS
The major reactive stream implementations for Java are
Project Reactor [3] and RxJava [4]. Both implementations
share the same concept regarding error handling: the subscription to the source collapses if an error occurs and the
Subscriber has to re-subscribe (reconnect). This strategy is
very useful e.g. in a web scenario: When an HTTP request
generates an error, it is reported to the user and the client
possibly reconnects and retries the request.
Streamingpool offers another approach to the problem by
preventing an error from collapsing a stream. This strategy
is useful in such scenarios where creating subscriptions is
expensive, has side effects, or when the user wants to create
a continuous analysis of real-time data while not being bothered with error-handling code and re-subscription to streams.
For overcoming the problem of handling errors, each stream
in the Streamingpool offers a parallel stream of Throwable,
so that all the errors that would collapse the reactive stream
are deflected to the errors stream. In this way, e.g. a timeout
exception will not collapse the subscription and the user
can handle the exception accordingly (reporting on a GUI
for example). This approach opens the door to long-living
reactive streams, where problems producing, processing or
delivering one item do not hamper the ability of the stream
to deliver future items.

Figure 1: Streamingpool architecture flow.

StreamId
In order to identify a stream, Streamingpool uses the concept of StreamId.
An instance of a StreamId uniquely identifies a Publisher
<T> so the developer must provide correct implementations
of the hashCode() and equals(Object o) methods. In the
case the before mentioned methods are not correctly implemented, the Streamingpool will not reuse streams and
the behavior may be unpredictable (delays between reactive
streams sharing subscriptions happen and this will cause
mis-synchronization).
The fact that a StreamId identifies a specific stream, means
it can carry information and it can be parametrized. For
example, for accessing the hardware publication of a device,
one could create a DeviceStreamId<T> and then parametrize
it with the device identifier, Listing 1:
Listing 1: Usage of an hypothetical DeviceStreamId class.
Devi ceStream Id . ofDevice ( " LHC . TUNE . BEAM1 " ) .
subscribe (...) ;

ARCHITECTURE
The Streamingpool library has a simple yet powerful architecture. Its main goal is to provide an abstraction over the
management of reactive streams in a software application.
It provides a simple API for discovering, providing and
creating reactive streams. It focuses on sharing the streams
and creating long-living data flows for online analysis or any
business logic.
The key concept is the StreamId. A StreamId uniquely
identifies a reactive stream in the Streamingpool in a typesafe way. The stream itself can be accessed (discovered)
using the DiscoveryService interface. If a reactive stream is
not present in the Streamingpool, it can be provided using
the ProvidingService or lazily created using a StreamFactory,
TypedStreamFactory or StreamCreator. Fig. 1 summarizes
the afore-mentioned flow. Whenever the user discovers a

DiscoveryService
The mechanism that allows a user to get streams from the
Streamingpool is called DiscoveryService. When initializing
the Streamingpool using Spring, a DiscoveryService bean
becomes available for injection.
The API of the DiscoveryService consists of a single method: discover(StreamId<T> id) which returns a
Publisher<T>.
Usually, in the Streamingpool streams are created lazily,
at discovery time. Practically, it means that when the user
discovers a StreamId, the Streamingpool triggers its creation
if it is not present in the system. Therefore, a call to the
method DiscoveryService.discover(...) is blocking.
Listing 2 shows an example of the discovery of a StreamId
and a subscription to it using RxJava.
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Listing 2: Discover and consume a StreamId.
D i s c o v e r y S e r v ic e d i s c o v e r y Se r v i c e = ...;
AnyStreamId streamId = new AnyStreamId () ;
Publisher < Any > stream =
d i s c o v e r y S e r v ic e . discover ( streamId ) ;
Flowable . fromPublisher ( stream )
. subscribe ( System . out :: println ) ;

StreamFactory
A StreamFactory represents the mechanism for creating
reactive streams (Publisher<T>) from a given StreamId<T>.
In the Streamingpool life-cycle, whenever the user tries to
discover a StreamId for the first time it triggers the creation
(materialization) of the corresponding Publisher<T>. Since
the StreamFactory is the most generic way of creating reactive
streams, its method signature is create(StreamId<T> id,
DiscoveryService discoveryService) which must return an
ErrorStreamPair<T>.
As shown in Listing 3, an implementation of a
StreamFactory is not bound to a specific StreamId type, instead all registered factories are queried for every StreamId
to be created. When a StreamFactory is not able to create the
given StreamId, it can simply return ErrorStreamPair.empty
(). In order to be able to create a hierarchy, along with the
StreamId the StreamFactory receives a DiscoveryService that
can be used to discover other dependent StreamIds.
Listing 3:
gerRangeId.
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that is responsible to create a DeviceTypeAStreamId and the
other which creates DeviceTypeBStreamId.

StreamCreators
A StreamCreator is a special way (shortcut) of materializing a StreamId when the instance of the StreamId is known
beforehand (e.g. a constant). Listing 4 shows how to create a StreamCreator that is used to materialize the StreamId
LIVE_DEVICE_ID defined as constant. Notice that the API of a
StreamCreator allows to specify it as a Java lambda and that
it provides a DiscoveryService object for further discoveries.
Listing 4: StreamCreator example.
I m m u t a b l e I d e n t i f i e d S t r e a m C r e a t o r . of (
LIVE_DEVICE_ID ,
d i s c o v e r y S e rv i c e ->
DeviceApi . streamFrom ( " LIVE_DEVICE " )
);

ProvidingService
Complementary to the DiscoveryService,
the
ProvidingService can be used to supply a Publisher<T
> into the Streamingpool. The API is kept simple on
purpose: provide(StreamId<T> id, Publisher<T> stream).
Practically, after providing a Publisher and the corresponding StreamId, the Streamingpool returns the same Publisher

whenever the StreamId is discovered.
This method is mainly provided for unit tests. The preferred
way of materializing a stream in the Streamingpool
StreamFactory example for creating an Intecontext is through the StreamFactories (or any of the variants
described above).

public class I n t e g e r S t r e a m F a c t o r y
i m p l e m e n t s StreamFactory {
@Override
public <T > ErrorStreamPair <T > create (
StreamId <T > id , D i s c o v e r y S er v i c e
d i s c o v e r y S e rv i c e ) {
if (!( id i n s t a n c e o f Integ erRangeI d ) ) {
return E rr or St r ea mP ai r . empty () ;
}
Integ erRangeI d rangeId = (
Inte gerRangeI d ) id ;
int from = rangeId . getFrom () ;
int to = rangeId . getTo () ;
Flowable < Integer > rangeStream = range (
from , to - from ) ;
return E rr or St r ea mP ai r . ofData ((
Publisher <T >) rangeStream ) ;
}
}

TypedStreamFactory
In Streamingpool, a TypedStreamFactory is a specialization
of a StreamFactory that just creates one type of StreamId. For
example, consider an use case that requires two different
types of streams, identified e.g. by DeviceTypeAStreamId and
DeviceTypeBStreamId. Either a single StreamFactory can be
used for materializing either of them, or the responsibility
can be split by using two different TypedStreamFactory, one

ERROR HANDLING
As described before, Streamingpool allows holding longlived reactive streams. Errors are handled gracefully (i.e.
without collapsing any streams). This requires that the involved stream factories are implemented such that they deflect the errors onto a dedicated error stream:
Whenever a stream factory creates a StreamId it returns
an ErrorStreamPair of a Publisher<T> for the data and the
corresponding Publisher<Throwable> for any errors that may
occur (see Listing 3).
Both the data and the error streams are then registered in
the Streamingpool for future lookups. The error stream for
any StreamId can be looked up by resolving the associated
ErrorStreamId (Listing 5).
Listing 5: Usage of an ErrorStreamId for discovering error
streams.
D i s c o v e r y S e rv i c e d i s c o v e ry S e r v i c e = ... ;
Devi ceStream Id deviceId = De viceStre amId .
fromName ( " LHC . TUNE . BEAM1 " ) ;
ErrorStreamId deviceE rrorsId =
ErrorStreamId . of ( deviceId ) ;
Publisher < DeviceData > dataStream =
d i s c o v e r y S e r vi c e . discover ( deviceId ) ;
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Publisher < Throwable > errorStream =
d i s c o v e r y S e rv i c e . discover (
devi ceErrorsI d ) ;

It is also possible to subscribe for the error streams of all
streams created by the pool. This is useful e.g. to create a
dashboard showing all exceptions that have recently occurred
and allows monitoring the health status of the application or
system in question.
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The second aspect, where future development will focus
on, is including more diagnostics and debugging functionalities. Due to the standardized approach in Streamingpool
generic Components (e.g. graphical user interfaces) can be
built which e.g. can show the relations between the streams
or the time structure of the related items. One example of
such a generic GUI component which already exists, is a
JavaFx panel that shows the exceptions of all error streams
provided by a pool, which can be included in any application
using Streamingpool as a backend (Fig. 2).

TESTING
Streamingpool is designed with unit testing in mind. The
fact that the DiscoveryService does not materialize a stream if
already present in the Streamingpool makes it easy to provide
dedicated streams for testing. Through this mechanism, the
logic under test can be isolated even in complex applications
that use different layers of streams; a portion of a chain of
processing can be isolated by providing the mocked input
streams through the ProvidingService.
For example, consider the logic producing the stream
for StreamId A should be tested. Further consider stream
A depends on two input streams (StreamIds B and C). By
providing mocked streams for B and C into the pool, when
discovering A, the mocked streams will be used for B and
C, allowing A to be tested independently.
Due to its effortless compartmentalization of components,
the use of Streamingpool is a first step towards creating stable
and robust software [5].

Figure 2: Example of a reusable GUI component, showing
the deflected errors of an application.

APPLICATIONS
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TENSORICS - A JAVA LIBRARY FOR MANIPULATING
MULTI-DIMENSIONAL DATA
K. Fuchsberger, A. Calia, J.-C. Garnier, A. Gorzawski, M. Hostettler, K. Krol
CERN, Geneva, Switzerland
Abstract
Accelerator control software often has to handle multidimensional data of physical quantities when aggregating
readings from multiple devices (e.g. the reading of an orbit
in the LHC). When storing such data as nested hashtables or
lists, the ability to do structural operations or calculations
along an arbitrary dimensions is hampered. Tensorics is a
Java library that provides a solution to these problems. A
Tensor is an n-dimensional data structure, and both structural
(e.g. extraction) and mathematical operations are possible
along any dimension. Any Java class or interface can serve as
a dimension, with coordinates being instances of a dimension
class. This contribution will elaborate on the design and the
functionality of the Tensorics library and highlight existing
use cases in operational LHC control software, e.g. the
LHC luminosity server or the LHC chromaticity correction
application.

INTRODUCTION
A common need in applications that manipulate numerical data is to organize them in data structures which allow
easy transformations and calculations. This paper describes
the tensorics [1] library for the Java programming language
which provides several, complementary concepts to ease
such tasks. Despite the libraries name is derived from "tensor", it contains several additional concepts which complement each other. The features are designed to work smoothly
together, but each of them can of course also be used standalone. In the following sections, we give a short overview
on the different concepts, together with some explanatory
code examples.

TENSORS
The name “Tensorics” is derived from “Tensor”. Loosely
speaking, a tensor in mathematics is a multidimensional
data structure, whose dimensionality is given by the number
of indices. A tensor of dimensionality N contains a value
for each N-tuple of index values. Tensors in mathematics
are usually denoted by noting their elements with a full set
of indices. E.g. an element of a 3-dimensional tensor A
would be denoted as ai jk . Each index (i, j, k) can potentially
have its own range (e.g. 1 <= i <= Mi , 1 <= j <= M j ,
1 <= k <= Mk ).
Another way to see this is that a tensor has a value for
each point in an N-dimensional integer space. In the above
notation a dimension is identified by the position of the respective index, and the coordinate in that dimension is given
by the value of the index. These mathematical concepts are
extremely useful, especially when it comes to operations on

such tensors (as we see in later sections). Therefore, tensorics borrows many concepts from mathematics. At the
same time it translates them into the programming language
in a way that is aimed to form a powerful data structures
which encourages readable code as much as possible and
helps avoiding confusion and mistakes. For this reason, we
use the word “Tensor” in an even sloppier manner.
The main particularity of a tensorics tensor is that a dimension is not identified by the position of the index, but
by a java type (class). Instances of the respective type we
denote as coordinates. A point within the N-dimensional
coordinate space is then defined by a set of objects (instances
of coordinate classes), of which each type must be exactly
once. This key concept allows easier and less error-prone
usage (because the order of the coordinates/indices is not
relevant) and still leads to readable code.
A tensorics tensor has one type parameter, the type of
the values it contains, usually denoted as <V>. Therefore,
the tensor data structure can be used as container for any
Java type. However, some operations on the tensors will
be only possible for certain value types (e.g. mathematical
operations).

An Example
Since tensorics concepts and syntax are best explained in
a practical walk-through, we will use the following example
throughout the subsequent sections:
Consider weather analysis: A data set consists of weather
data from different cities and times. The class City and Time
are defined and some constants are instantiated. Temperature
values are stored in a tensor of doubles, for example:
Listing 1: Constants for examples.
City SF = City.ofName("San Francisco");
City LA = City.ofName("Los Angeles");
Time T1 = Time.of("2017-01-01 15:00");
Time T2 = Time.of("2017-01-02 15:00");
Tensor<Double> degrees;
/* creation omitted */

Accessing Values Assuming the above constants, we
can then simply get temperature values from the tensor:
Listing 2: Accessing Tensor Values.
Double t = degrees.get(T1, SF);

As visible here, this looks very similar to getting values
from a map, with the following important differences:
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• The get method of a tensor accepts N arguments, one
for each dimension.
• The get method of a tensor never returns null. It will
throw an appropriate exception in case there is no value
available in the tensor for the given set of coordinates.
In general, it shall be noted that all methods within the tensorics library are designed to fail fast. This is particularly
important because tensorics, due to its flexible API, cannot
rely on compile-time checks in many cases and thus some
errors only appear at runtime.
The set of N coordinates is called a position in tensorics.
Thus, the code from Listing 2 is equivalent to
Listing 3: Accessing Tensor Values through position.
Position position = Position.of(T1, SF);
Double t = degrees.get(position);

Main Entry Point The interfaces of tensorics objects
is kept very slim and usually only provide the absolutely
necessary methods. All the other operations on these objects
is based on static methods operating on them. The main entry
point for these methods (containing all the methods which
are not specific to certain value types) is the class Tensorics.
This class contains also, for example, a delegation method
to the Position.of() method:
Listing 4: Alternate factory method for position.
Position position = Tensorics.at(T1, SF);
/* with static import: */
Position position = at(T1, SF);

Using a static import for this, allows concise code which
will be particularly important when creating tensors.
Note: In all the following code examples, we assume
that, whenever there is a plain method call, then it is a static
method from the Tensorics class (or in other words that
Tensorics.* is imported statically).
Creating Tensors All currently available implementations of tensors are immutable. The usual way to create
them is through builders. For example, to create our temperature tensor and put 4 values into it, we would have to do
something like:
Listing 5: Building a tensor.
Tensor<Double> degrees =
builder(City.class, Time.class)
.put(at(SF, T1), 12.5)
.put(at(SF, T2), 14.2)
.put(at(LA, T1), 17.5)
.put(at(LA, T2), 19.2)
.build();

Again, the syntax is very similar to building an immutable
map. And indeed this is another way how a tensorics tensor
can be seen: As a map from position to a value - and it can
be transformed into one:
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Listing 6: Tensor as map.

Map<Position, Double> degreesMap =
mapFrom(degrees);

Scalar A tensor can have zero dimensions. This particular tensor we denote as scalar in tensorics. It has exactly
one value at the position Position.empty(). A scalar can
simply be created using the static factory method
Listing 7: Creating a scalar.
Scalar<Double> scalar = scalarOf(2.5);

Structural Operations
Up to now, we were simply using a tensor as a kind-of map
with combined keys. However, the real power is unleashed
only when it comes to transformations. For this it is useful
to understand on additional concept:
Shape Just like a map has its set of keys, a tensorics
tensor has a shape. It basically describes the structure of the
tensor, without its values. Basically it contains the following
information:
• The dimensions of the tensor (e.g. Time.class and
City.class in the above example) and
• The available positions in the tensor.
The shape can be retrieved from the tensor and used for our
example like the following:
Listing 8: Shape of a tensor.
Shape shape = degrees.shape();
Set<Class<?>> dims = shape.dimensionSet();
/* Contains Time.class and City.class */
int dim = shape.dimensionality();
/* Will be 2 */
Set<Position> poss = shape.positionSet();
/* contains the 4 positions */
int size = shape.size();
/* Will be 4 */

Extracting Subtensors One very common structural
operation is extracting sub-tensors from a tensor:
Listing 9: Extracting Subtensors.
Tensor<Double> sfDegrees =
from(degrees).extract(SF);

This will result in a 1-dimensional tensor, only containing
coordinates of type Time. The complementary operation to
this is called merging tensors.
Note: while in the get method, the number of coordinates
always has to exactly match the dimensionality of the tensor
THPHA177
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(otherwise the method will throw), the extract method takes
any subset of the dimensions as argument; the get method
returns the values of the tensor, while the extract method
returns again a tensor. This implies that if coordinates for
all dimensions are provided as arguments for the extract
method, then a zero-dimensional tensor is returned. The
returned tensor can be empty in case no elements exist at
the extracted coordinates.

Mathematical Operations
One important motivation to use tensors is of course to
have simple and intuitive ways to perform mathematical
operations on them. While the structural operations - as
described up to now - can be performed on tensors of any
value types, it is clear that mathematical operations can be
only done with tensor values of particular types.
Mathematical Structures Tensorics does not strictly
restrict the types on which mathematical operations can be
performed, but provides an extension mechanism through
which - in principle - the mathematical capabilities can be
added for any value type. In practice this makes only sense
(and is only necessary) for a limited number of value types.
The extension mechanism requires to provide (with a, b, c
being tensor values):
• Two binary operations, addition (+) and multiplication
(*) with the following properties:
– both, + and * are associative: a + (b + c) = (a +
b) + c; a ∗ (b ∗ c) = (a ∗ b) ∗ c.
– both, + and * have an identity element (Called ’0’
for +, ’1’ for *): a + 0 = a; a ∗ 1 = a.
– both, + and * have an inverse element (Called ’-a’
for +, ’1/a’ for *): a + (−a) = 0; a ∗ 1/a = 1.
– both, + and * are commutative: a + b = b + a;
a ∗ b = b ∗ a.
– * is distributive over +: a ∗ (b + c) = a ∗ b + a ∗ c.
Mathematically speaking, the two operations form the
algebraic structure of a field [2] over the tensor values
<V>.
• Two
additional binary operations: Power (a b ) and Root
√
b
( a).
• A conversion function of the tensor values to and from
doubles.
If these operations are provided to generic support classes
of tensorics, then all the manipulations based in the following will be available by inheriting from these support
classes. The biggest advantage of the approach used in tensorics for defining a field (and using external methods for
calculations - not methods of the field elements) is that it
(technically) does not impose any constraints on the value
type and thus avoids e.g. wrapper objects as necessary in the
field-implementations of other math libraries (e.g. Apache
Commons Math [3]).
Out of the box, tensorics currently provides an implementation of these requirements for doubles. To simplify these
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very frequently required operations, it provides also a convenience class (TensoricsDoubles) with static delegation
methods to the support classes. Such convenience will not
be available out of the box for custom value types, but can
be easily added in a similar way. Whenever there is trailing
method call in the following examples, we will assume that
it is a static method from the class TensoricDoubles.
Unary Operations Next to operations on tensors, the
support classes also provide convenience operations for iterables. For example:
Listing 10: Unary Operations on Iterables and Tensors.
Iterable<Double> v = Arrays.asList(1.0, 2.0);
Iterable<Double> negv = negativeOf(v);
Double vsize = sizeOf(v);
Tensor<Double> t; /* creation omitted */
Tensor<Double> negt = negativeOf(t);
Double tsize = sizeOf(t);

Basic Statistics Some very simple statistical methods
are provided out of the box. For iterables, the results are
simply of type of the elements of the iterable:
Listing 11: Iterable statistics.
Iterable<Double> v = Arrays.asList(1.0, 2.0);
Double avg = averageOf(v);
Double sum = sumOf(v);
Double rms = rmsOf(v);

On the other hand, for tensors the application of statistical
operations is usually done only in one dimension. This
corresponds to a reduction of the tensor by one dimension.
The provided fluent API reflects this (continuing our example
from before):
Listing 12: Tensor statistics.
/* All these return Tensor<Double>: */
reduce(degrees).byAveragingOver(Time.class);
reduce(degrees).byRmsOver(Time.class);
reduce(degrees).bySummingOver(Time.class);

Binary Operations Calculating of operations between
two tensors, finally makes the most use. These operations all
start using the TensoricDoubles.calculate(...) method:
Listing 13: Tensor statistics.
/* degrees and offset are Tensor<Double> */
calculate(degrees).plus(offset);
calculate(degrees).minus(offset);
calculate(degrees).elementTimes(other);
calculate(degrees).elementDividedBy(other);
/* All these return Tensor<Double> */

Here both, the left and right operands are assumed to be
tensors. However, bare values are also supported on both
sides and will be implicitly be converted to scalars. The
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four above-mentioned operations are the simplest ones, as
they are based on element wise operations: Each element
in the left tensor only requires the corresponding element
in the right tensor to produce the corresponding element in
the resulting tensor. However, this needs some other considerations: What happens if the two operands have different
shapes? This problem can be treated in two stages, which
are called broadcasting and reshaping in tensorics. They are
explained in the following two sections. Tensorics has a very
modular way to treat such cases: Different strategies can be
used (and even implemented) by the user in special cases. If
nothing is specified, a sensitive default will be used.
Reshaping This is the simpler of the two possible shapeinconsistencies: It means that both tensors in question have
the same dimensions, but they have values for different positions (e.g. one has less entries than the other). The default
behaviour for this case is, that the resulting tensor will have
only values for the positions, which are contained in each of
the tensor (The intersection of the position set).
Broadcasting The term broadcasting is borrowed from
the python library numpy [4]. While the underlaying principle is very similar to the numpy one, there are several
essential difference which comes from the fact that numpy
uses multi-dimensional arrays with integer indices, while
tensorics identifies its dimensions by classes: The default
broadcasting strategy in tensorics broadcasts all dimensions
which are not available in one tensor to the shape of the
second tensor. In other words, a dimension which is not
present in one, will be added to the other tensor and all coordinate values of the respective dimension will potentially
be combined with all the positions of the other tensor. For
example:
Listing 14: Tensor broadcasting.
Tensor<Double> temps = builder(Time.class)
.put(at(T1), 10.5)
.put(at(T2), 12.2).build();
Tensor<Double> offsets = builder(City.class)
.put(at(SF), 2.0)
.put(at(LA), 7.0).build();
Tensor<Double> result =
calculate(temps).elementTimes(factors);
/* Will contain 4 positions:
(SF, T1), (SF, T2), (LA, T1), (LA, T2)*/

The result will be exactly the same tensor as constructed
in Listing 5. When performing binary operations, the two
operands are first both broadcasted and then reshaped. This
ensures that the dimensions are correct and then that all the
relevant elements operate on their corresponding partners.
Inner Product This very particular multiplication of
two tensors is basically the generalization of the matrix multiplication. The syntax is as simple as it can be:
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Listing 15: Inner product syntax.

calculate(degrees).times(other);

To have this yield the expected results, co- and contra-variant
dimensions have to be distinguished. In tensorics, this distinction is achieved by the following mechanism: By default,
coordinates are assumed to be contravariant. Covariant coordinates are forced to inherit from the class Covariant<C>,
where the generic parameter <C> is the type of the corresponding contravariant coordinate. Detailed information
about this can be found in the tensorics source code documentation [5].

PHYSICAL QUANTITIES AND UNITS
Another very common problem in scientific applications
is the proper treatment of units. At the current stage, tensorics currently uses internally an external library for this
purpose (JScience [6]). However, as this library is not actively maintained anymore, it is foreseen to replace this
implementation either by a different library or an internal
implementation of physical quantities.
For this reason, tensorics already provides its own abstraction of units. A physical unit is represented by the
class Unit and a value-unit pair is represented by the class
QuantifiedValue. Factory methods for quantified values
are available in the Tensorics class. Convenience overrides are provided which support both tensorics internal unit
objects and JScience instances of units. Operations are available in the support classes for the corresponding value types,
like for doubles e.g. in the class TensoricDoubles. With
this, operations like the following are possible:
Listing 16: Quantities.
QuantifiedValue<Double> distance =
Tensorics.quantityOf(10.0, SI.METER);
QuantifiedValue<Double> time =
Tensorics.quantityOf(5.0, SI.SECOND);
QuantifiedValue<Double> speed =
calculate(distance).dividedBy(time);
/* results in 2 m/s */
Double value = speed.value(); // 2.0
Unit unit = speed.unit(); // m/s

Also support methods to work with tensors of quantified
values are provided, e.g.:
Listing 17: Tensors of Quantities.
Tensor<QuantifiedValue<Double>> measurement;
Tensor<QuantifiedValue<Double>> reference;
/* construction omitted */
Tensor<QuantifiedValue<Double>> difference =
calculate(measurement).minus(reference);

Error and Validity Propagation
Especially when using tensors for measured values, it is
important to understand the errors after a series of calculaTHPHA177
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tions. Further, it is can be that individual points in a tensor
contain invalid data. It then makes no sense to do calculations with them. Tensorics provides dedicated mechanisms
for this cases. The QuantifiedValues contain two additional fields: a (boolean) validity flag and an optional value
for an error (uncertainty). All the operations on quantified
values (and on tensors of quantified values) take this fields
into account. The exact behavior can again be configured by
the use of explicit strategies. The defaults are:
• If an invalid value is used in a calculation, then the
resulting value will be invalid.
• The values involved in the calculations will be treated
as independent variables and the error is propagated to
the resulting value accordingly [7].
Comparisons between quantities take into account their
associated errors assuming Gaussian statistics. The confidence level is 95% unless specified otherwise. This allows
to conveniently check if a quantity is significantly less, equal,
or greater than another. For example, 90±1m is significantly
less than 100 ± 10m at a confidence level of 68% but not at
95%.
Listing 18: Comparison of Quantities.
QuantifiedValue<Double> q90pm1 =
quantityOf(90.0, METER).withError(1.0);
QuantifiedValue<Double> q100pm10 =
quantityOf(100.0, METER).withError(10.0);
/* false at 95% confidence (default): */
testIf(q90pm1).isLessThan(q100pm10);
/* true at 68% confidence: */
with(confidenceLevelOf(0.68))
.testIf(q90pm1).isLessThan(q100pm10);

TENSORBACKED DOMAIN OBJECTS
While working with tensors gives all the flexibility of
transformations and calculations, very often it is desirable
to give more meaning to objects. Usually one would create dedicated domain objects in these cases. However, this
would mean giving up all the convenient support methods. To combine the best of both approaches, tensorics
provides a built-in mechanism for creating domain objects
which wrap tensors inside and allow almost the same calculations and transformations as plain tensors. These objects
are called Tensorbackeds and can be defined by the user
as required. The simplest way to do so is to inherit from
AbstractTensorbacked. An important property of tensorbacked objects is that each of them has a fixed set of dimensions, which are defined through the dedicated annotation
@Dimensions. For example, if one would like to define some
domain object that contains temperatures, one could do so
by
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public class TemperatureMap
extends AbstractTensorbacked<Double> {
/* empty (except a constructor) */
}

Instances of these classes can then be created using simply an
existing tensor or a builder. Calculations can be performed
like with bare tensors.
Listing 20: Tensorbacked Usage.
TemperatureMap measured = Tensorics
.construct(TemperatureMap.class)
.from(degrees);
TemperatureMap reference = Tensorics
.builderFor(TemperatureMap.class)
.put(at(SF, T1), 10.0)
.build();
TemperatureMap diff = DoubleTensorics
.calculate(measured).minus(reference);

When using a builder, the dimensions do not have to be given
explicitly, as they are already defined through the annotation.

EXPRESSION LANGUAGE
All the examples in the previous sections described directly Java executable code. In addition to this, tensorics
provides a Java internal domain specific language (DSL) to
only describe calculation steps using the same operations
as described before. This DSL does not directly execute the
calculations, but instead creates an expression tree, which
can be evaluated (resolved) in a separate step. Since these
expressions can be resolved in different contexts, this can
e.g. be used for subscription based online evaluation (e.g.
processing data from devices) or processing logged data.
This expression language is one of the cornerstones of a
recently developed online analysis framework. More details
can be found in the corresponding publication [8].

APPLICATIONS
The tensorics library became essential for several applications used to control CERN accelerators. For example, the
LHC Luminosity Server [9] heavily uses tensorics for all
its internal data storage and processing, in particular all the
capabilities of tensors and quantified values. The same is
true for the applications that control chromaticity [10] and
coupling [11] of the LHC. The third intensive use of the
package was described within [12] while treating on computations regarding reproducibility and stability of the beam
orbit in the LHC.
The expression language was driven big steps further by
the need of the recently developed injection diagnostics application for the LHC [13]. Together with the streaming
pool library [14], it was generalized into a powerful analysis
framework.

SUMMARY AND OUTLOOK
Listing 19: Tensorbacked definition.
@Dimensions({Time.class, City.class})

The tensorics library evolved during the past few years
from an experimental prototype to a general purpose library
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which is used in production within several applications at
CERN.
The essential features, together with code examples have
been introduced in the sections of this papers: The usage
of Tensors, quantities and tensorbacked objects. For a more
detailed explanations of the expressions DSL we refer to a
dedicated paper [8].
The tensorics library is available as open source under
Apache License 2.0. The paper describes the latest version
at the time of writing which is considered as an alpha stage.
While the basic concepts and core functionalities are well
established, the API will still have to undergo some cleanup
and symmetrization, before a stable version (1.0) will be
released.
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A FRAMEWORK FOR ONLINE ANALYSIS BASED ON TENSORICS
EXPRESSIONS AND STREAMING POOL
A. Calia, M. Hruska, M. Gabriel, K. Fuchsberger, M. Hostettler, M.P. Pocwierz,
CERN, Geneva, Switzerland
Abstract
Among other functionalities, the Tensorics library provides a framework to declaratively describe expressions of
arbitrary values and resolve these expressions in different
contexts. The Streamingpool framework provides a comfortable way to transform arbitrary signals from devices into
long-living reactive streams. The combination of these two
concepts provides a powerful tool to describe modules for
online analysis. In this paper we describe this approach,
elaborate on the general concepts and give an overview of
actual and potential use cases as well as ideas and plans for
future evolution.

of asynchronous processing which is required to build
the snapshot which then is passed on to the real analysis logic (e.g. triggering, buffering and mapping of
streams).
• The Analysis DSL is based on (and an extension to) the
DSL provided by the Tensorics library [3]. It describes
the logic to apply to the data and can e.g.be used standalone, for example to analyze static data (e.g. by pulling
from the LHC logging service).
In the following sections these components are described in
further detail.

MOTIVATION
Devices of accelerators deliver their measurement data
through asynchronous channels to which higher level applications can subscribe. This data can be seen as streams
of data items. Recent technology evolution provides concepts on top of which a framework for management of such
streams - Streamingpool - was created and is used in operational applications, as described in [1]. Most of the time,
subscribing to a single stream is not sufficient, but multiple
streams have to be combined and some decision based on a
certain logic has to be taken. To base such logic completely
on asynchronous operators, as provided by RxJava (the technology used and provided by Streamingpool), turns out to
be overly complicated and difficult to read and debug. Additionally, experience from previous application developments
at CERN (e.g. the Software Interlock System [2]) showed
that it was favorable to base such analysis on immutable
snapshots.
When work was started by the BE-OP-LHC software team
on a new system for LHC (Large Hadron Collider) injection
diagnostics, exactly these challenges arose. The goal was
to be able to formulate conditions in a way which could be
read and understood by non-programmers and at the same
time provide the necessary comfort (e.g. IDE support and
code completion) for people who have to formulate such
conditions. Further, as good results were already achieved
with a similar approach for powering test analysis in the
LHC [3, 4], it was decided to aim for a Java internal Domain
Specific Language (DSL).
This finally led to the analysis framework described in
this contribution. It is built in a modular way and consists
of the following components, which can be used alone or
together, depending on the usecase:
• Streamingpool [1] provides an abstraction to streams
of data coming from accelerator devices and, in the
context of the analysis framework, is used for all kind

STREAMING POOL
Streamingpool is an open-source framework [1, 5] that
abstracts the way long-living reactive streams are discovered,
created and managed.
In the Streamingpool, each stream is uniquely identified by
a StreamId. A StreamId provides an abstraction over what the
developer wants to get as stream (e.g. a stream of data from
an hardware device). Given a StreamId, one can discover
the associated stream (returned as a Publisher<T>) using a
DiscoveryService. This service queries the Streamingpool
for the stream that is identified by the provided StreamId. If
the stream was already discovered before the Streamingpool
then returns the same Publisher<T>, otherwise triggers its
lazy creation and then caches it for subsequent requests.

ANALYSIS DSL
The logic for an online analysis is described by extending the AnalysisModule. The AnalysisModule provides a custom Java-based DSL for expressing the analysis logic. This
feature gives the possibility to the developer to implement
complex logic while having the full flexibility of the Java
programming language. It also makes the analysis typechecked as it is possible to check for errors at compilation
time and it gives full auto-completion capabilities during
the development.

Assertions
The basic building blocks for an analysis are assertions.
They are used for specifying conditions to check during the
analysis. As an example, consider a user wants to assert that
“protons are produced”, but this condition should only be
taken into account when “protons are requested” (because
only then the condition makes sense).
This could be formulated through the analysis DSL as
shown in Listing 1.
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Listing 1: Assertion inside an Analysis Module code example.
whenTrue ( P R O T O N S _ A R E _ R E Q U E S T E D )
. thenAssertBoolean ( PROTONS_ARE_PRODUCED )
. isTrue () ;

Here,

both

constants (PROTONS_ARE_REQUESTED and
refer to StreamIdBasedExpressions,
as will be explained in a following section.
The example shows that an assertion is in general composed of two boolean expressions: the condition and the
precondition. The precondition is formulated in the whenTrue
(...) clause (“protons are requested” in the above example).
The condition representing the real business logic is then
specified using the thenAssert...(...) family of methods.
If preconditions are omitted then they will be considered as
being always true.
Based on this defined logic, each assertion can then result in one of the following states, whenever the analysis is
evaluated:
PROTONS_ARE_PRODUCED)

• SUCCESSFUL: if the boolean condition yielded true as
result.
• FAILURE: when the condition has false as result.
• NON_APPLICABLE: if the precondition expression was
evaluated to false (masked).
• ERROR: when an expected error occurred during the
evaluation of the condition or precondition expression.

Analysis Result
After evaluation, each analysis module also produces an
overall result, which represents the summary of all assertion
results contained in the module. Possible result values are:
• SUCCESSFUL: all the assertions in the module are
SUCCESSFUL or NON_APPLICABLE (masked).
• FAILURE: at least one assertion yielded value ERROR or
FAILURE, so the overall analysis is considered a failure.
• ERROR: an unexpected error happened during the evaluation of the AnalysisExpression.

Evaluation Strategies
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• Logic from a TriggeredAnalysisModule is evaluated each
time a particular stream emits an item. The author of
the module can specify this stream as part of the DSL
of this type of analysis module. As data of the input
streams arrive, only the latest value per stream is kept.
When the trigger stream yields a value, the analysis
is then evaluated using the latest values for the input
streams that were previously saved.
Listing 2: Syntax for parametrizing a triggered analysis.
new T r i g g e r e d A n a l y s i s M o d u l e () {
{
triggered () . by ( aT r i g g e r S t r e a m I d ) ;
}
}) ;

• Finally, the BufferedAnalysisModule specifies analyses
that act on buffered input streams specified according
to a BufferEvaluation strategy. In this case, the DSL offers specific methods for specifying when the buffering
should start and end. A key class for buffered online
analyses is the BufferedStreamExpression, which is a
node in the analysis graph that takes a StreamId as parameter. During the evaluation of the analysis module,
a BufferedStreamExpression yields the buffer containing the values that have be saved from the stream of
data identified by the specified StreamId. In this way,
the buffering and the stream definition (StreamId) are
decoupled. An example DSL snippet for specifying
buffer start- and end-streams looks like this:
Listing 3: Example of a BufferedAnalysisModule.
new B u f f e r e d A n a l y s i s M o d u l e () {{
buffered ()
. startedBy ( startStreamId )
. endedOnEvery ( endStreamId )
. or ()
. endedAfter ( Duration . ofSeconds (10) ) ;
}}) ;

TENSORICS EXPRESSIONS

Typically, an online analysis has streams as inputs (identified by StreamIds, as described before). A specialized analysis module, called StreamBasedAnalysisModule, is provided
for further extension to cover these cases. This class provides
additional functionality to the DSL for working with streams
of data. The exact behaviour of an online analysis module
depends on the sub-type of StreamBasedAnalysisModule from
which it inherits. The following three behaviour-types are
currently available:

The expression part of the analysis framework is based on
Tensoric Expressions, which are provided by the Tensorics
open-source project [6]. This part of the library provides a
Java DSL to describe operations on input data which can later
be applied to incoming data in different contexts. Technically
speaking, a Tensorics Expression is a node in a direct acyclic
graph (typically a tree in simple cases, as e.g. illustrated
in Fig. 1) which can have children and can be resolved to
a specific value. The main advantages of this approach,
compared to directly executing Java code are the following:

• The logic of a ContinuousAnalysisModule is evaluated
each time any input stream of the analysis receives new
data, the analysis is recalculated with the latest value
of all the other streams. Further parametrization of the
behaviour is neither possible nor required.

• The graph is an immutable Java object and can be serialized (with some restrictions). This makes it possible
that e.g. the analysis rules can be sent at runtime to
another Java process (potentially on another host). This
enables distributed computing without redeployments.
THPHA178
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• The information contained in the graph can be accessed
easily for further processing. This feature is used within
the analysis framework e.g. to automatically construct
meaningful names for the assertions. Further it will
make it possible to create generic GUI components,
which can e.g. display detailed information on the
reasons why certain assertions failed. This is a similar
approach as taken in [3].
• Since the full information of the graph is available, it
is trivial to determine the required input data (the leave
nodes), which is very hard if plain Java execution would
be used. This is a key-concept for the described analysis
framework: A dedicated StreamFactory determines the
required input streams from the graph and passes them
on as input to the resolution mechanism.
• The resolution mechanism itself can be optimized without changing (or even recompiling) the graph logic.
This will be described in the following section.

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA178

The resolution of the actual value of such an expression is
delegated to a ResolvingEngine. This would in the simplest
case look like this:
Listing 5: Resolving an Expression.
R es ol vi n gE ng in e engine ;
/* Creation omitted */
Double result = engine
. resolve ( a v g B u n c h I n t e n s i t y ) ;

The resolving engine is an object that is able to walk
through the graph and resolve the nodes. It does so by the
use of so-called resolvers, each of them capable of resolving a specific type of expression to its value. The detailed
algorithm is exactly the same as described in [4] and is thus
not repeated here. However, compared to DSL used in the
accelerator test tracking framework (AccTesting) [3, 4], the
tensorics expression language has the following improvements:
• The resolved type can be any Java type, while in the
AccTesting language required special wrapper types.
• The tensorics language provides support for several
steps our of the box (e.g. calculations based on scalars,
tensors and iterables), which are very hard to implement
in the AccTesting DSL, because of the limiting data
types used in there.

Figure 1: Tree structure for an online analysis.

An Example
First of all it shall be noted that, although the expression
mechanism comes from the Tensorics library, we are not
using any tensors here. Actually, the expression mechanism
is generic, so that it can in principle be extended to any
operation required.
Consider calculating the average bunch intensity from
the total beam intensity and the number of bunches. The
corresponding logic would look somehow like this:
Listing 4: Example of a TensoricsExpression.
Expression < Double > totalI ntensity ;
Expression < Double > n um b er Of Bu n ch es ;
/* Creation omitted */
Expression < Double > a v g B u n c h I n t e n s i t y =
TensoricDoubleExpressions
. calculate ( to talInten sity )
. dividedBy ( nu mb e rO fB un c he s ) ;

After executing this piece of code, the variable
would represent a tree with one operation (division) and two operands as leaves (total intensity
and number of bunches).
avgBunchIntensity,

Any node of the graph can carry a value
(called
ResolvedExpression)
or
be
unresolved
(AbstractDeferredExpression). In the latter case, the
value of the node is calculated by one Tensorics Resolver
when the graph is resolved. The concept Resolvers provides
the necessary decoupling of expression and corresponding
code execution: For example, if a node is implementing the
sum operator, a custom Resolver has to query the result of
the operands and then return the sum of the values. In the
above example, the totalIntensity variable could e.g. be
assigned to a particular expression that represents a variable
in the logging system and a point in time. A corresponding
resolver would then pull the corresponding value from the
logging system when queried by the resolving engine.

Resolving Context
During the resolution of the final graph result, the nodes
are resolved bottom up (leafs first) and all sub results are
collected in an object called ResolvingContext, so that they
are available for the resolvers of the parent node. The resolving engine provide an additional override to the resolve(..)
method, which allows to feed in an initial context. The context can be seen as a simple map from expression to the
resolved value of it and also can be constructed as such. If
all the inputs are provided, then the resolving engine can
do the calculation with its internal resolvers only (without
any special one - e.g. to query the logging database). In this
case the above example reduces to a simple calculation:
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Listing 6: Example of a TensoricsExpression.
Expression < Double > t =
Placeholder . ofName ( " t " ) ;
Expression < Double > n =
Placeholder . ofName ( " n " ) ;;
Expression < Double > avg =
TensoricDoubleExpressions
. calculate ( t ) . dividedBy ( n ) ;
R e s o l v i n g C o n t ex t ctx =
R e s o l v i n g C o n t ex t . of (t , 2.2 e11 , n , 2.0) ;
R es ol vi n gE ng in e engine =
R e s o l v i n g E n g i ne s . defaultEngine () ;
Double result = engine . resolve ( avg , ctx ) ;
/* results in 1.1 e11 */

EXTENSIONS TO STREAMING POOL
The Analysis framework uses exactly the feature of a
prefilled context - as described in the previous section - in
order to bridge Streamingpool and Tensorics Expressions.
The required extensions to streamingpool are encapsulated
in the streamingpool-ext-analysis project [7]. The main parts
of this extension are the following:
• A StreamIdBasedExpression<T> can be used as a node
in the DSL and carries as payload a corresponding
StreamId<T>.
• The AnalysisStreamId has as payload an expression tree
which describes the analysis logic. Its leaves potentially
can be instances of StreamIdBasedExpression<T>
• Several different implementations of StreamFactory are
responsible for determining the required input streams
from the expression tree of the AnalysisStreamId
, looking up the corresponding streams, applying the required buffering strategy, correctly prefilling the ResolvingContext and finally querying the
ResolvingEngine for the final analysis result.
In other words, the pre-filled ResolvingContext represents
a snapshot of the input data to be analyzed. This approach
makes the real logic synchronous and reproducible. An
extension, envisaged for the future, is also the possibility
to record the input data and either replay later the snapshot
only or even the individual streams. This would make it
possibly to debug logical issues or even inconsistencies in
the asynchronous behaviour.

TECHNOLOGIES
The analysis framework is based on the latest technologies
available on the Java world. In addition to the aforementioned Tensorics Expressions and Streamingpool, Spring [8]
is used for dependency injection and reactive streams [9] are
used for handling inputs (using RxJava [10] as Java implementation).
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The code of the online analysis framework makes heavy
use of the latest Java features: Default methods in Java interfaces are used for composing utility classes for making unit
testing as easy as possible. Furthermore, the public API of
the framework has been crafted to be compatible with Java
8 lambdas where possible, in order to optimize the coding
experience of the user.

SPRING BOOT STARTER PROJECTS
The online framework presented in this paper makes use
of Spring for dependency injection. In order to ease the
adoption of the online analysis framework, a set of Spring
Boot project have been created ( [5]). Given the way Spring
Boot works, just by adding the starter project as a dependency in a Spring Boot application, the developer will have
a pre-configured online analysis environment ready to be
used. Customizations are still possible by overriding the
default values were required by any particular scenarios.

APPLICATIONS
The presented online analysis framework was mainly
driven by the development of the LHC Filling Diagnostic [11]. This is a software that evaluates the status of the
CERN’s accelerators control system in order to provide a diagnostic for the LHC injections. In order to achieve this goal,
it subscribes to many signals from the control systems of
LHC and SPS accelerators and compares the signals against
specific rules. The result of the online analysis is the status
of a LHC injection and an explanation in case it fails. The
tool is currently in beta version. Despite this, it is currently
being of help to the LHC operations crew and for statistics
gathering for the LHC injection performance.
Further applications are under investigation, e.g. for a
continuous check of a new variant of the LHC Beam Dump
Loop or several new displays in the LHC to assist the operations crew in quick decisions. Another idea is to use this as a
base for future developments towards a more state-machine
driven operation of the LHC.

SUMMARY AND OUTLOOK
In this paper a new framework for online analysis was presented. Based on Streamingpool and Tensorics frameworks,
it provides an easy way of specifying and managing analysis
of signals. At CERN these kind of analysis is especially useful to monitor the state of the accelerators control systems
as well as the state of the hardware devices.
The framework features a powerful and extensible Javabased DSL that a developer can use to create custom analyses.
With the concept of assertions and evaluation strategies, the
analysis can be adapted to a large variety of use cases.
There are numerous ideas for improving the framework.
The most important one of them is the notion of time in the
analysis buffers. At the moment, when a developer selects
a buffered evaluation strategy, the buffer is provided as a
list of items. In this situation is not easy to correlate data
between signals that arrive at different moments in time. A
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prototype version of this improvement is under development
and the details will be presented on a different paper.
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VISUALISATION OF REAL-TIME FRONT-END SOFTWARE
ARCHITECTURE (FESA) DEVELOPMENTS AT CERN
A. Topaloudis, CERN, Geneva, Switzerland
C. Rachex, Polytech Grenoble, Saint Martin d’Hères, France
Abstract
The Front-End Software Architecture (FESA) framework
is the basis for most real-time software development for accelerator control at CERN. FESA designs are defined in an
XML document which is validated against a schema to enforce framework constraints, and are used to automatically
generate C++ boilerplate code in which the developer can
then implement specific code. Design files can rapidly grow
in complexity making the overview of the resulting system
almost impossible to understand. One way to overcome this
is to benefit from a graph-based representation of the design,
with XML fragments summarized into logical blocks and
association between the blocks depicted by arrows. As the
intricacy of the graph is analogous to a potential complex
design, it is also essential to provide an interactive Graphical User Interface (GUI) for parameterising and editing the
graph generation in order to fine-tune a simpler and cleaner
illustration of a FESA design. This paper describes such
a GUI (FESA Graph Editor) and outlines how it benefits
the design and documentation process of the FESA-designdocument.

INTRODUCTION
The control system of the accelerator complex at CERN
can be divided in three physical layers and can therefore
be described as having a 3-tier architecture. The top tier
consists of dedicated computers for running operational and
expert high-level client applications, while the middle tier
consists of servers that implement business and supervision
logic. The lower tier is composed of embedded front-end
computers (FECs) running real-time software, to control and
monitor the accelerator equipment [1].
Software in the lower tier is developed using the FESA
framework in order to standardise, speed-up and simplify
the software development process [2]. FESA is a complete
environment where developers model their software according to the framework’s standards, which results in generated
C++ boilerplate code. This generated code includes the
necessary real-time scheduling classes and sophisticated
mechanisms to ensure data consistency in multi-threaded
environments [3]. Thus, not only do they benefit from readymade solutions accelerating the development time, but also
from a common structure that facilitates its long-term support and maintenance.
Figure 1 shows how structures can be divided into three
major segments that developers need to define. The Server
part comprises the software’s Application Programmable
Interface (API), organized in so called Properties accessible
to the control system. Each Property can contain a group of

readable and/or writable value-items. The Real Time part
is organized in C++ classes called Actions and is where the
low-level access to the hardware typically takes place. The
configuration which triggers such Actions (i.e. events the
software must react on) also belongs to this part. Finally, the
Data Store is a set of fields and custom structures creating the
internal data model, which is shared by the aforementioned
parts.
The definition of all these parts is stored in an XML document called a FESA-design, which is validated against a
schema to impose the framework’s constraints [2]. While the
XML format is convenient for its validation and code generation, it becomes cumbersome to edit or visualise, especially
as the complexity of the software grows.
The FESA framework currently complements the documentation of a FESA-design with a graph generated by a
python script with the help of the graphviz library [4]. Although this proof-of-concept is very inspiring, the structure
and the static nature of the graph often makes the result
unusable.
This paper describes a new graphical representation of the
FESA design as an alternative to the XML text. In addition, it
describes a GUI that facilitates editing to make the resulting
graph cleaner and more user-friendly, addressing the issues
with the existing graphical visualisation.

Figure 1: FESA software structure.

PROBLEMS
The current version of the framework (FESA 3) is integrated in the development environment as an Eclipse [5]
plug-in. It provides two ways of viewing and editing a design document: a FESA design view, which is a prettified
XML editor, and the eclipse’s text editor to access the source
document directly [1].
In a FESA-design, there exist numerous elements which
can refer to other elements often located far from each other
in the document. Consequently, both ways of viewing in
Eclipse lack the ability to give a good overview of the software described, making its maintenance troublesome. This
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Figure 2: Structured graphical fragmentation of a FESA design.
is even more evident in composite software resulting from
complex and lengthy designs since the number of such elements and their inter-references grows.

GRAPHICAL REPRESENTATION OF A
SOFTWARE DESIGN
One way to obtain the overview of the software design, is
to abstract it in a graph summarizing XML fragments into
logical blocks and depicting the association between them
by arrows as seen in Fig. 2.

Design Fragmentation
Visualising a FESA-design in a graph, benefits from its
structured fragmentation. Figure 2 illustrates such an organization, grouping the elements from the different parts.
Elements referring to the Real-Time part are placed in the
centre, being at the core of the software. Those referring to
the Server part are then split on either side of the graph.
By placing the Properties which contain writable valueitems ( Input Server part) on the left and those containing
read-only items ( Output Server part) on the right, gives a
more natural way of reading the graph(left-to-right). Thus,
studying the graph reveals the user inputs which are needed
by the software to run the real-time part and shows what
acquired data is given back to the user.

Overview and Documentation

As seen in Fig. 2, by fragmenting the design and visualising it in a graph, the internal details (i.e. Data Store)
can easily be hidden, while simultaneously emphasizing the
important aspects of the software’s core organization ( RealTime part) and its public API ( Server part). This, results
in a clean, yet descriptive, overview. The documentation of
the real-time software developed with FESA thus becomes
richer and simpler, contributing to its long-term maintenance
as well as encouraging collaboration among the different
stakeholders.

Error Detection
In a graph-based representation of a FESA-design, developers can also benefit from quicker error detection. The
association between the logical groups are visible in the
form of arrows, facilitating the identification of missing or
incorrect connections.

FESA GRAPH EDITOR
Even the structured fragmentation of a FESA-design in
a graph, can eventually lead to unmanageable complexity.
This yields the need to make the graph editable, to result
in a cleaner illustration of the design while still benefitting
from its graphical summary.
To overcome this problem, and improve user experience, a
FESA Graph editor was developed to ease the transformation
of a FESA-design document to its graphical representation.

Background
The FESA Graph Editor is a stand-alone application developed in Java to operate consistently across diverse platforms
and to make direct use of existing Java libraries provided
by the FESA team. These libraries form a model of a given
FESA design document, which is encapsulated in the application’s dynamic model called FModel. Therefore, FESA
Graph Editor extends the model’s capabilities to enable the
creation and composition of the software’s graphical abstraction.
For building the UI the JavaFX toolkit was chosen, as it
currently provides the richest set of graphics and media packages for Java. Most of the UI is defined in an XML-based
mark-up language called FXML, as it is suitable for easy development and maintenance of complex UIs [6]. Due to the
lack of native support for interactive graphs, an open-source
library was used. The Graph Editor was developed by Tesis
DYNAware for creating and editing graph-like diagrams in
JavaFX [7].
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Figure 3: Data Store summary in classified tables.
In order to react to user input to the graph, the library implements the Model View Controller (MVC) pattern, making
use of the Eclipse Modeling Framework (EMF) [8]. The
Model of the graph is based on the aforementioned FModel
and dictates the components of the FESA design that will be
visible in the graph. The way these components are depicted
is based on a set of Java classes called skins, that define
the JavaFX nodes which represent them. These nodes are
laid down in a container canvas that, together with the skins,
compose the View. Finally, the Controller notifies the Model
when the user changes the View (edits the graph) and vice
versa (when changes in the Model need to be reflected in the
View) for providing an effortless synchronization between
the two.

User Interface
Exploiting the library’s wide customization support, the
FESA Graph Editor defines its own custom skins as an extension of the default set, to benefit from a tailored depiction of
a FESA-design. To that end, FESA components of the same
type (e.g. Real-Time Actions), are represented by boxes
which may contain children (i.e. the actual defined real-time
actions) in the form of inner nodes. A toolbar at the bottom
of each box, allows customization of the box, in terms of
order and colour of the inner nodes, as well other functions
specific to the group. To avoid overpopulating the graph, the
boxes become visible only if they contain at least one inner
element. Since the boxes extend the library’s default skins,
they also support a drag-and-drop functionality enabling
their repainting on the canvas to result in a cleaner graph.
The actual FESA components are represented by nodes
that can be connected from either end to depict an association
between them. Taking advantage of the library’s selection
API, the nodes can be re-arranged within their enclosing
box, and shown with a menu listing the available functions
they support. As a result, the information from a FESAdesign can be abstracted without ever being lost, becoming

visible only when the details are needed. As an example,
in the overview of the graph the general API components
are visible (e.g. the list of Acquisition Properties in the
homonym box composing the Server Output part) but the
details of a selected Property (i.e. the list of its valuefields) only becomes visible when requested in the form of
an editable, pop-up table.
It is evident that the more FESA components belong to
a group, the bigger the box will be. To support such large
graphs resulting from complex designs, the area of the container canvas of the application is larger than what is visible.
For navigating the whole area, the library offers convenient
zooming and panning mechanisms. In addition, it offers an
interactive, pop-up mini-map, which helps identify which
area of the graph is currently visible and enables a direct
change of the region of interest.
To give a complete editing user experience, the application implements a Command Stack to keep track of the
changes performed on the graph. This permits cancelling or
recovering an action, offering full undo / redo functionality.
When the resulting graph satisfies the user requirements, it
can be extracted in the following ways:
• saved as a PNG image.
• saved as a graph for reload to the application at a future
date.
• copied to the clipboard for quicker sharing.
Although the Real-Time and Server parts of the FESA
software are conveniently illustrated in a graphical format
with boxes and arrows, Data Store is better summarized in
tables. Since the list of fields that it contains can be large and
are only needed internally in the software, its contribution
to the design overview is limited. However, it remains of
high importance when it comes to studying a FESA design
in greater detail and thus, a user-friendly view can be made
visible on demand.
Data Store’s fields are grouped in tables along with their
attributes for better visibility. Such tables are organized in
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tabs according to the different categories of the fields for
easier classification. Their cell type can differ (e.g. textfield, check-box, combo-box) according to the value type
they represent. This is achieved by binding the tables with
the FModel, offering a constant synchronization between
the two.
An example of a Data Store illustration can be seen in
Fig. 3 and is very similar to the table grouping details from
a Property (i.e. the list of its value-items).

application with in-built editor was developed to allow the
graph customisation, resulting in a cleaner illustration and
thus a more contractive software overview.
The next step being envisaged is a complete visual layout tool, were users will be able to design and edit their
software structure without needing direct access to an XML
document.

FESA Integration

The team would like to thank Frederic Hoguin from the
CERN FESA team for his considerable contribution to this
work through a lot of useful advice, as well Bartosz Przemyslaw Bielawski from the CERN BE-RF group for inspiration.

A large effort was made to integrate as much of the FESA
framework’s functionalities as possible starting with its
model. A FESA toolbar was therefore added to the application, allowing the user to launch three basic operations:
• Validation to validate the loaded FModel against the
framework constrains.
• Synchronization to generate the C++ code based on
the loaded FModel.
• Upgrade to upgrade the framework version in the
loaded FModel.
Integration of the framework into the application is highly
promising for producing a complete visual development
environment to improve the user-experience when creating
and editing the design of FESA software.

CONCLUSION & OUTLOOK
In order to get an overview of software developed with
the FESA framework and ensure its coherent documentation and for subsequent long-term maintenance, a graphical
abstraction of the design is essential. This paper proposes
a structured, pictorial fragmentation of such a design, with
logical blocks representing its high-level XML fragments
and arrows illustrating their associations.
As the resulting graph may still be complex, the need
for editing it, is crucial. Therefore, a graphical overview
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Abstract
Common EPICS visualization tools include standalone
Graphical User Interface or archiving applications that are
not suitable to create custom web dashboards from IOC
published PVs. The solution proposed in this work is a
data publishing architecture based on three open-source
components: Collectd: a very popular data collection
daemon with a specialized plugin developed to fetch
EPICS PVs, InfluxDB: a Time Series DataBase (TSDB)
that provides an high performance datastore written
specifically for time series data, Grafana: a web
application for time series analytics and visualization able
to query data from different datasources. A description of
this architecture will be provided showing flexibility and
user friendliness of such developed solution. As a case
study, we show the environment developed and deployed
in the Belle2 experiment at KEK Laboratory (Tsukuba,
Japan) to monitor data from the endcap calorimeter during
the installation phase.

INTRODUCTION
EPICS process variables (PVs) represent a named set of
data associated with an Input Output Controller (IOC) that
publish status or measurements of a given instrument.
Users are interested to display PVs using user-friendly
Graphical User Interfaces (GUI) in order to highlight
critical trends and to handle alarm status.
Control System Studio (CSS) [1] is a very useful tool
for EPICS PVs visualization. CSS allow users to easy
design their own Operator Interface (OPI) using
“widgets” that allow display of a single PV in different
graphics format (text, gauge, bar, plot, ...).
A similar approach to EPICS PVs visualization is
performed by Qt-based GUI systems [2] where users can
choose to design an OPI using C++ classes or in “codefree” fashion by drag-and-drop a set of controls on a
panel.
Another approach is to extend commercial scientific
applications with EPICS Channel Access API in order to
visualize and process PVs data. Matlab is widely used for
this kind of tasks. With Matlab Channel Access plugin
(MCA) [3] it is possible to retrieve, visualize and process
EPICS PVs on a Matlab user designed GUI [4].
Although these solutions for EPICS PVs visualization
represent a viable compromise between software coding

and “drag-and-drop” GUI design, they don't provide a
solution to display a PVs dashboard using Internet
protocols but rely on a desktop application. It is desirable
for some use cases to apply the same vision of Internet of
Things (IoT) to EPICS PVs in order to access to
dashboard and control panels by a simple web browser on
a desktop PC as well as on a smartphone or tablet device.

ARCHITECTURE
The proposed data publishing architecture is based on a
common pattern of data collection. Each produced data
fragment (PV) is collected by any EPICS node and sent
by network to a central server that gathers all data and
store them in a database. A web application runs on the
central server and displays collected data.
In order to overcome either network policies enforced
on incoming traffic of each scientific institution and the
frequently adoption of Network Address Translation
(NAT) of local IP addresses, we have selected HTTP as
transport protocol and organized the data flow to “push”
data from inside a LAN to outside on a central server.
With this option, the PVs published by an EPICS IOC
running on a machine with a private IP network and
Internet connectivity can be collected and displayed on an
arbitrary platform, without any issue.

Data Collection
The data collection task is performed by Collectd [5] an
open-source software. Collectd is a daemon which
collects system and application performance metrics
periodically and provides mechanism to store the values
in a variety of ways.
Collectd community provides plugins to monitor
system resources availability, performance and offers a
wide set of interface to the most used database services
(MySQL, Postgresql, RRD).
Plugins are classified as “input plugins” if they send
values in Collectd logic or “output plugins” if they send
values outside Collectd [Fig. 1].
A specialized input plugin [6] for Collectd has been
developed in order to read EPICS PVs. This plugin uses
Python API of Collectd and PCASpy [7] library for
EPICS Channel Access.
The “write_http” output plugin of Collectd is used to
push read EPICS PV towards a Python Tornado [8]
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Figure 2 shows the data publishing architecture and the
complete data flow.

Tornado is a Python web framework that uses nonblocking network I/O. It can scale to huge number of
open connections making it ideal for applications that
require a long-lived connection to each user.
A Tornado web application has been developed
enabling some security enhancements like HTTP+SSL for
communication encryption and client side (Collectd)
authentication. Data gathered from Tornado web
application are stored on a local database.

Figure 2: Data publishing architecture for EPICS PVs.

Testing and Use Case
The suggested data publishing architecture has been
tested in the field in Belle2 experiment.

THE BELLE2 EXPERIMENT

Figure 1: Collectd data flow

Data Storage
EPICS PVs collected over time are time series that can
be efficiently stored and queried in a Time Series
DataBase (TSDB). TSDB is optimized to handle time
series data as arrays of numbers indexed by time. Tables
contained in TSDB are not linked as in Relational Data
Base System (RDBMS) and for such a reason often
TSDB is referring as a NoSQL [9], semi-structured or
“non relational” database system.
InfluxDB [10] has been selected as preferred TSDB
implementation for such data publishing architecture. Its
main features include: native support for time-centric
functions in SQL-like query language, data tagging to
allow flexible data querying, native downsampling for
historical time series with continuous queries, retention
policies to efficiently auto-expire stale data.

Data Visualization
Grafana [11] dashboard framework has been selected as
web visualization tool. It allow users to create, using web
application on a common Internet browser, their own
control dashboards defining plots that fetching data from
InfluxDB data store. Grafana also provides a rapid
deployment due to embedded web server and it allows
different user roles with the definition of custom
authentication and authorization policies.

The BelleII detector [12] is currently under
construction at the SuperKEKB electron-positron collider
at the KEK Laboratory (Tsukuba, Japan). As a major
upgrade of the forerunner Belle experiment at the KEKB
collider, the BelleII detector has been improved to make
measurements of CP-violating asymmetries in rare B
meson decays, to achieve precision determination of
CKM parameters, and to perform sensitive searches for
lepton flavour violation and lepton number violation in
rare and forbidden B and D decays.
The BelleII Electromagnetic Calorimeter (ECL) is
divided in a barrel and two anular endcap regions, named
forward and backward following the asymmetric design
of the low-energy (positron, 4 GeV) and high-energy
(electron, 7 GeV) collider rings. CsI(Tl) was chosen as
the scintillation crystal material in all regions, due to its
high light output at an affordable cost. Light yield does
change with temperature [13] and crystals are strongly
hygroscopic and they can be severely damaged by
humidity [14]. Forward and backward endcaps are made
of 2112 CsI(Tl) crystals, arranged in 16+16 sectors. Each
sector is equipped with three thermistors and an active
humidity probe for a total of 128 analog channels.
Temperature and relative humidity in the two BelleII
ECL endcaps are monitored by a uSOP-based network
[15]. uSOP is a Single Board Computer (SBC) based on
ARM processor and Linux operating system [16] that
makes it possible to develop and deploy easily various
control system frameworks (EPICS, Tango) supporting a
variety of different buses (I2C, SPI, UART, JTAG), ADC,
General Purpose and specialized digital IO.
A specialized EPICS IOC has been developed to
interface uSOP with selected ADC through SPI bus.
Temperature and humidity values are published on BelleII
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EPICS network and, through Collectd daemon, are sent to
a central server that gathers EPICS PVs.
Additional metrics are also collected on each uSOP
board and pushed to the central server: CPU load, RAM
and eMMC usage and network throughput.
Figure 3 shows the Grafana dashboard related to uSOP
system metrics monitoring. Through a selection control, it
is possible to select different uSOP boards and time
period.
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Figure 4 shows the dashboard of EPICS PVs gathered
by central server. Multiple sectors of ECL endcap and
different timeperiod can be selected in order to display
historical plots of gathered metrics.
Every dashboard displays data in “live mode” and when
a new sample is available in InfluxDB for a selected
metric it is inserted in the plot without manually
requesting a web page refresh.

Figure 3: uSOP dashboard for system metrics monitoring.

Figure 4: Belle2 ECL backward endcap monitoring.
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CONCLUSIONS
The data publishing architecture shown in this paper
makes it possible to design interactively, using a web
browser, custom web dashboards without knowing
complex languages or configuration file formats. The
adoption of high scalable HTTP web framework
(Tornado) and high performance TSDB (InfluxDB)
provides a framework suitable for concurrent usage from
multiple users.
This architecture has been adopted for the monitoring
of the ECL forward and backward endcaps during the
installation phase and it has proven to be flexible and easy
to use, maintain and adapt to different use cases. Once
completed the installation, the monitoring software
infrastructure will adopt as main visualization tool the
Control System Studio (CSS).
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COMMON STANDARDS FOR JavaFX GUI DEVELOPMENT
AND ITS APPLICATION TO THE RENOVATION OF THE
CERN BEAM INSTRUMENTATION SOFTWARE PORTAL
AND DELIVERY MECHANISM
Iason-Dimitrios Rodis and Athanasios Topaloudis
CERN, Geneva, Switzerland
ADDRESSING THE PROBLEM

Abstract
Until recently, Java GUI development in the CERN Beam
Instrumentation Group has followed an ad-hoc approach
despite several attempts to provide frameworks and coding
standards. Triggered by the deprecation of Java’s Swing
toolkit, the JavaFX toolkit has been adopted for the creation of new GUIs, and is foreseen for future migration of
Swing-based GUIs. To increase homogeneity and encourage modular coding of JavaFX GUIs, libraries have been
developed to standardise accelerator context selection, provide inter-component GUI communication and optimise data
streaming between the control system and modules that make
up an expert GUI. This paper describes how this has allowed
the use of model-view-controller techniques and naming
conventions via Maven archetypes. It also details the modernisation of the software delivery process and subsequent
renovation of the software portal. Finally, the paper outlines
a vision to extend the principles applied to this Java GUI
development for future Python-based developments.

INTRODUCTION
The CERN Beam Instrumentation Group (BI) is responsible for studying, designing, building and maintaining all the
instruments that allow the observation of the particle beams
and their related parameters in the CERN accelerator complex [1]. The BI Software Section provides software necessary to develop, test, diagnose and maintain such instruments
including expert graphical interfaces (GUI) implemented in
Java. The main GUI clients are hardware specialists responsible for the instruments, along with a few operators and
accelerator physicists who require additional status and control beyond that provided by operational applications. Such
clients benefit from signal visualisation, parameter setting,
error diagnostics, calibration, data post processing, etc. [2]
Over the past few years, there has been an increase in demand to have platform independent applications that would
be able to operate on both the Unix and Windows operating
system. Java fulfils this requirement and hence was standardised at CERN for GUI development in the accelerator
sector.
Initially, development of such applications was more adhoc and based upon the Java Swing toolkit. However, as
the complexity and number of applications grew, so did the
necessity of standardising the development process through
the use of conventions and libraries [3].

There are many factors that determine the need for new
expert GUIs, such as the type of instrument, the acquisition
electronics, as well as the type of diagnostics to be performed.
Specifications for a new system are therefore often particular
to that system and cannot be fulfilled with static GUIs and a
fixed list of options.
Functionality reviews on current expert GUIs show that a
common, generic and modular JavaFX design is an effective
means of making reusable and maintainable GUI components. This standardises and facilitates the development
process of a Java project. As a result, despite the different
software requirements, the similarity in their overall structure allows the applications to be built based on common
JavaFX standards. Additionally, the use of common conventions, graphical components and libraries increase software
quality, as well as speeding up the development process.

COMMON STANDARDS
The main goal of the adoption of common standards is
to facilitate GUI development and maintenance as well as
to increase its homogeneity. In addition, it encourages the
use of a modular architecture, with specialised libraries that
perform common tasks. Typical examples of such tasks
are the: inter-component GUI communication, optimised
data streaming between the control system and GUI modules,
accelerator context selection (the categorisation of the beams
of particles in the accelerators).

Maven Archetypes
In order to help the developers use the new common standards, JavaFX template applications can be created. These
provide a clear structure, documentation and demo examples
of the aforementioned libraries. Such skeleton applications
are generated based on Maven archetypes and aim to establish a common modular architecture for all GUIs being
developed.
In short, an Archetype is a Maven project templating
toolkit. It is defined as an original pattern or model from
which all other things of the same kind are made. Archetypes
help authors create Maven project templates for users, and
provide users with the means to generate parameterised versions of those project templates [4].
The use of such a powerful templating mechanism facilitates the enforcement of the standards while accelerating
GUI development with working, entry-point projects.
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Architecture

Following the structure imposed by the Maven archetypes,
developers are able to structure their project using a variation
of the Model-View-Controller (MVC) Pattern, called ModelView-Presenter (MVP) [5].
The MVC pattern is the oldest and most popular when
it comes in GUI modelling. Using the pattern facilitates
the division of the domain code, which deals with domainspecific data and business rules, and the presentation code,
which deals with the manipulation of user interface widgets.
The MVC pattern consists of three components: model, view,
and controller. Figure 1 shows a pictorial view of the MVC
components and their interactions.

Figure 1: MVC Components and interactions.
In MVC, the model contains the domain objects that describe the real world problems. The view consists of the
presentation objects that compose the visual GUI elements.
Finally, the controller accepts user inputs and handles them
appropriately connecting the view with the model.
In modern GUIs, widget-based architectures are becoming
more and more popular. These widgets combine the functions of the view and controller into one. They also support
data binding, which helps keep the view and model in sync
with fewer lines of code. To benefit from such functionality,
we adopted a widget-based architecture in our archetypes.
Hence, we defined JavaFX TabViews with their own unique
controller and view and, most of the time, their own model.
Each widget is able to run as a standalone application, as
well as be part of a more complex programme (in its own
tab for example).
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them and their dependencies and import them in its repository system. Maven can provide an arbitrary number of
repositories, where it can fetch the declared libraries. It offers developers the possibility to specify local repositories
which can be used internally in the team and not be publicly
available to others, thus allowing them to control and manage changes. We benefit from such functionality by having
local internal repositories cached.
The structure of the POM file and Maven’s inheritance of
configuration and dependencies facilitates the development
process. Since the included libraries also contain a POM
file, their dependencies can also be identified and fetched.
As a result, it is sufficient to group all common dependencies
in the POM file of a “parent” project that will be propagated
to all descendants by simply including the parent as their
dependency.
We have therefore defined multiple parent projects based
on the different use-cases intended for our GUIs. The resulting dependency set is compatible with CERN Control
standards [7] as the general GUI components that were developed for JavaFX are used in our archetype programmes
(Fig. 2). Another set of dependencies consists of libraries
that aim to standardise accelerator context selection (TimingPane), provide inter-component GUI communication (EventBus) and optimise data streaming (CommunicationService)
between the control system and GUI modules.
As a result, a new project only needs a POM file that
inherits from the parent POM file in order to have all the
necessary dependencies, tools and project configurations
that compose the development lifecycle. This structure not
only standardises the GUI development environment but
accelerates and simplifies it as well.

Dependency Management & Deployment
Currently, we use Maven as our deployment strategy.
Maven is a "build management tool” that takes care of tasks
required to build a project. Source code compilation, packaging, (pre/post) processing, java classpath managing to name
a few.
Furthermore, Maven manages the dependencies of a
project, automatically. This is achieved by declaring the
needed libraries in its POM1 file enabling Maven to locate
1

Contains information about the project and configuration details used by
Maven [6]

Figure 2: JavaFX Skeleton application based on standard
CERN control system GUI components.
Our deployment strategy does not implement any versioning of a given JavaFX application maintaining only a
“Release Candidate” and “Operational” version at all times.

THPHA182
1862

User Interfaces and User eXperience (UX)

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA182

Figure 3: BI Software Portal Search functionality.
Typically, they are deployed by an ANT2 [8] script and
their executable java files can be found under two different
folders, each containing all the necessary dependencies specified in the application. Both versions can be launched either
through a Web service, or from a dedicated “Application
Launcher” [3].

Naming Conventions
In our effort to standardise the dependency management
and deployment of our expert GUIs, we found it useful to use
the same coding style and naming conventions. By adopting
naming conventions, programs become more comprehensible and easier to maintain. They can also give information
about the function of the identifier, whether it is a constant,
package, or a class, which can be helpful in understanding
the code. Lastly, naming conventions enable us to develop
and use libraries that can inspect classes, interfaces, fields
and methods at runtime, without knowing the names of the
classes, methods etc. at compile time using Java Reflection [9].

RENOVATION OF THE BEAM
INSTRUMENTATION SOFTWARE
PORTAL
The Beams Instrumentation (BI) Software Portal is a Web
application that aims to enhance homogeneity, standardisation and user experience for all beam instrumentation
software products. Not only does it comply with new software standards but has been developed in such a way as to
benefit from them, in order to automate functionalities such
as documentation, GUI launching etc. Its main purpose is
to replace old and outdated software tools, combining them
into one product, having a single point of reference for different services. Three existing software services that are being
upgraded are:
2

Software tool for automating software build processes

1. ApplicationLauncher - a software tool that classifies,
describes and starts the expert GUIs for beam instrumentation. It uses Java Web-start technology and extends Java’s JNLP format. Furthermore, it standardises
the configuration of the applications, adds a level of
security and makes execution platform independent.
2. LHC Instrumentation Documentation Software
(LIDS) - a Web service that aims to document realtime
software that controls instruments developed for beam
instrumentation in the CERN accelerator complex.
3. Webpages - such as:
• Useful links: a Web service that provides key
functionalities such as:
– The launch of the “Navigator” for deployed
real-time FESA (Front-End Software Architecture) classes running the instruments of
the accelerator complex [10].
– List of widely used links.
• Sharepoint page: whose major functionalities are:
– Housing a document server for papers, meeting notes, images, etc.
– Housing the Wiki for developers.
– Maintaining a list of widely used links.

Architecture
The software portal Web application uses modern Web
development standards. With the extensive experience and
expertise available for development in Java, a Java-based
approach was considered as the most suitable.
The technologies used for the application are based on the
JHipster [11] stack. JHipster is a development platform that
generates, develops and deploys Spring Boot and Angular
Web applications. The goal is the rapid generation of a
complete and modern Web application unifying:
• A high-performance and robust Java stack on the server
side with Spring Boot.
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• A sleek, modern, mobile-friendly front-end with AngularJS and Bootstrap.
• A powerful workflow to build an application with Yeoman, Webpack/Gulp and Maven.

Functionality
The main goal of the BI Software Portal is to unify all the
software tools and documentation produced into one, userfriendly application. Integrating CERN’s authentication services enables effortless user identification and classification.
Therefore, clients varying from hardware experts and operators to developers, are able to login with their CERN account
and access the multiple expert GUIs, documentation, wiki
and useful links. Additionally, they have the flexibility to run
search queries in order to retrieve information they are seeking. For that purpose, the Portal is using ElasticSearch [12],
a search and analytics engine, that allows searching and filtering on multiple fields such as the name of the expert GUI,
its developer, the instrument, or the FESA class (Fig. 3).
Moreover, the Portal provides personalisation functionality through a dashboard page, which allows users to customise it according to their needs. They are able to select
expert GUIs as favourites, and have a list of their most recently visited applications (Fig. 4).
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network file system (NFS), a guaranteed service. The offline
mode will then be able to continue launching the applications until the issue with the online service is identified and
resolved.

CONCLUSION AND FUTURE WORK
Although analysing and improving the quality of software
is essential, this is often time consuming. In order to efficiently deal with any issues, the software design needs to be
kept backwards-compatible and up to date. The programs
also need to be structured according to CERN common standards, to ensure they are always maintainable, readable and
modular.
In this paper, we have provided a brief overview of our
common development standards and the logic for adopting
them. We have also presented how their application was
essential for the renovation of the CERN Beam Instrumentation Software Portal and Delivery Mechanism.
Our future work will focus on the optimisation of the architecture’s performance and the extension of the current
principles applied to the Java GUI development for future
Python-based developments. In addition, we aim to provide GUI editing functionality that will give the opportunity
to create new GUIs based on the components of existing
ones, exploiting the modular architecture imposed by our
archetypes.
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Figure 4: Dashboard personalisation.
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STRUCTURE AND DEVELOPMENT OF SESAME’S CONTROL SYSTEM
CLIENT
A. Al-Dalleh, A. Ismail, I. Saleh, SESAME, Allan, Jordan
Abstract
SESAME is a third-generation 2.5 GeV synchrotronlight source based in Allan, Jordan. The Pre-injector
(Microtron) and Injector (Booster Ring) have been
commissioned while the commission of the storage ring
began in January 2017 and we expect machine operation
in late 2017. The current components of the control
systems software side are IOCs developed using EPICS
software tools, Operator Interfaces (OPI) designed using
Control System Studio (CSS) software tools, process
variables archiving using CSS BEAUTY toolkit, alarm
handling using CSS BEAST toolkit and tools to help in
automation and reporting. This paper will present the
current design of the client system which includes what
was needed for the active commissioning period as well
as upgrades that are under research including EPICS Qt
framework as a client replacement for CSS and the pros
and cons of this replacement and upgrading the archiver
engine to a scalable and higher performance engine.

divided based on the stage's subsystems. Examples of the
subsystem's divisions are
1. Power supplies.
2. Vacuum.
3. Diagnostics.
4. Radio-Frequency.
Figure 1 shows the main interface OPI of the control
systems.

INTRODUCTION
SESAME consists of a 22 MeV Microtron, an 800
MeV Booster Synchrotron and a 2.5 GeV Storage Ring.
Control System Implementation uses (EPICS) base
R3.14.12. Servers are implemented as EPICS Input/
output Controllers (IOCs). Clients are implemented using
a custom build of Control System Studio (CSS) based on
V.3.16. CSS version 4.5 is under testing. Siemens S7 PLC
controllers are used for the machine interlocks. An Allen
Bradley PLC controller is used for the Personal Safety
System (PSS). VME hardware is used for the timing
system. Development and administration platforms use
Scientific Linux 7.3 while maintaining version 6.4 for
legacy support. A Git version control is used to track
development. All clients, servers, and controllers are
connected to an isolated machine network. There are
twelve virtual servers are reserved to run the IOCs,
archive system, alarm system and Git repositories.
The control systems have been implemented for the
entire machine from Microtron all the way to the Storage
Ring. Both the Booster and Storage Ring's control system
is divided into seven subsystems: vacuum, power, RF,
diagnostics, cooling, timing and Personal Safety System
(PSS). Each control subsystem consists of one or more
clients, servers, and controllers [1].

Figure 1: Main interface for the control system client.

Storage-Ring DC Power Supplies
The Storage-ring power supplies system consists of the
following:
1. One power supply for bending magnet.
2. 64 power supplies for quadrupole magnets.
3. 4 power supplies for sextupoles magnets.
4. 64 power supplies for corrector magnets.
5. 8 power supplies for skew quad magnets.
With a total of 141 power supplies making it the largest
GUI in the client system. Figure 2 shows the main OPI of
the power supplies system.

CLIENT SYSTEM STRUCTURE
The control system client at SESAME is divided based
on the machine stages as a first level, then each stage is
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consists of 10 dissipaters reporting forward and reflected
power, each one containing 16 modules, with 5 for the
supervising dissipater, which report temperature and
current information to the controlling dissipater. The
dissipaters are being controlled through SNMP protocol.
Figure 3 shows the storage ring RF amplifier OPI.

Storage-Ring Vacuum Control
The storage-ring vacuum system is divided into what is
called "vacuum cell" which groups every two magnet
cells together. The vacuum equipment for the storage-ring
consists of 106 ion-pumps and 27 gauges. Figure 4 shows
the storage ring vacuum OPI.

Figure 2: Storage-ring main power supplies OPI.

There are functions provided in the power supplies OPI
which can be done per power supply or as a general
control:
1. Power supply mode.
2. Waveform settings.
3. Monitor faults, readings and tuning adjusting.
4. Firmware upgrade.

Storage-Ring RF Control

Figure 3: Storage-ring RF amplifier OPI.

Figure 4: Storage-ring vacuum OPI.

DB-CHECK TOOL
The db-check tool is a command line tool built at
SESAME that automatically analyses, validates and aids
in applying continually evolving in-house rules for EPICS
records databases. It was primarily built to help in
reviewing, unifying and maintaining the numerous EPICS
databases present, besides that it creates XML files to be
imported to the archiver and alarm handler systems. All of
the tool's functions are done using an input file, consisting
of a custom structure, passed to the program and then the
resulting output is to be used for further processing.
The tool has been re-designed from the ground up using
native C++. There has been some issues installing support
for the D-language along some problems in parsing parts
of input files which involves applying regular
expressions. In order to make it easy deploy and use the
tool we decided re-implementing it again using the C++
language with the powerful C++11 standard. The new
version accepts the same files format and outputs the
same data format as the previous one. Instead of relying
on a separate module for parsing (Pegged dictionary)[2],
we used C++11 regular expression library to parse record
databases and extract information using regular
expressions designed for parsing records to simple data
structures to be used later for processing.

In the storage ring we have 4 RF cavities, each cavity is
connected to a Solid State Amplifier (SSA). Each SSA
THPHA183
1866

User Interfaces and User eXperience (UX)

QT FRAMEWORK AND EPICS QT
The EPICS Qt Framework is a high-level framework
built on top of EPICS to provide channel access
functionality within the Qt framework which allows for
faster prototyping of control systems clients [3].
Due to its popularity and very wide ecosystem and
community, we decided to take a look and experiment
with EPICS Qt as a possible replacement for Control
System Studio. It also provides an excellent and well
accepted world-wide development experience.
The decision for testing and developing with the Qt
Framework and EPICS Qt as a possible replacement for
the CSS came after careful consideration, testing and
comparison between both CSS and Qt. The main
advantage of CSS is it is easy to deploy, develop GUIs
and using them. The main disadvantage of CSS is its
structure which led to poor performance from time to time
and not allowing for custom versions through its open
source code. On the other hand the advantage of EPICS
Qt is it is lightweight, easy-to-use source code, widely
used development experience and better GUI looks.
Currently for developing control systems GUI with Qt,
we use the latest Qt 5.9.1 along with EPICS Qt's latest
release from the maintainers' official git repository hosted
on github [4]. Figure 5 shows an example of the
microtron Qt GUI. Figure 6 shows an example of
booster’s vacuum Qt GUI.
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and finalizing and operating the machine, the demand for
archiving data has grown on a much larger scale than
before.
The CSS RDB Archiver we use stores data in
PostgreSQL database. During booster operation we had a
total process variables count of around 1800 which was
very reasonable to an RDB database. Now with the
storage-ring in operation we have a total of more than
1200 process variables with near 1200 in archiving
having weekly data rate of 23 to 50 GB a week of storage
(both data and indexes). This resulted in a week
performance of the CSS data browser due to caching of
the data on the server all the time by the RDB Archiver
itself.
The choice to such a problem is to use a clustered,
scalable data storage solution. We went for the EPICS
Archiver Appliance due to its better EPICS community
support and easy installation and deployment. Right now
we are testing a proof-of-concept installation with one
server in the cluster, the testing includes installation, data
insertion and retrieval, performance testing, and client
deployment.
The archiver appliance aims for archiving millions of
PVs with large focus on data retrieval performance. It
uses 4 Tomcat webapps: Engine for data archiving, ETL
for storage management, Mgmt for Web interface and
retrieval for client data retrieval like CSS. Figure 7 shows
the architecture of a single appliance [5].

Figure 5: Microtron control system in Qt framework.
Figure 7: Architecture of a single appliance.

CONCLUSION
The control system of SESAME is based on EPICS and
CSS. Development of new tools and upgrading existing
systems at SESAME is important to make the control
systems up to date and more consistent. Standards are
used for both EPICS databases and CSS client screens.
Figure 6: Booster vacuum control in Qt framework.

THE ARCHIVER APPLIANCE
The archiving system that is being used right now at
SESAME is the standard CSS RDB Archiver. Initially, in
the first stages of SESAME, there has not been much
demand for the archiver due to low EPICS process
variables implemented. Now with storage-ring is done
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MALCOLMJS: A BROWSER-BASED GRAPHICAL USER INTERFACE
I. J. Gillingham, T. Cobb
Diamond Light Source, Oxfordshire, UK
Abstract

table

A browser-based graphical user interface has been
developed at Diamond. It is known as MalcolmJS as
it communicates using Diamond's Malcolm Middleware
protocol. The original goal was to communicate, via
Websockets with a PandABox [1] in order to allow a user
to examine and set attributes of numerous functional blocks
within the instrument. With the continuing maturity of
the Javascript language, in particular the release of ES6,
along with the availability of oﬀ-the-shelf reactive opensource Javascript libraries, such as Facebook's React and
Node.js, a rich set of tools and frameworks have entered
the arena of user interface development suitable for control
systems. This paper describes the design decisions based
on these tools, experiences and lessons learned during
and after the development process and the possibilities for
future development as a generic, adaptable framework for
instrument and control system user interfaces.

SEQ1
enable

PandABox1

Layout

active

enable
PCOMP1
out

INTRODUCTION
In 2016/17, Diamond (in collaboration with SOLEIL)
developed a digital signal level converter and position
capture unit, named PandABox. PandABox consists of a
number of static functional blocks deﬁning functionality
such as pulse stretching or position compare that can we
wired together by an end user at run-time. An ASCII based
TCP protocol allows control system access to the device, but
a graphical interface was desired to allow end users to easily
visualize the wiring of these functional blocks. It was also
deemed necessary for an end user to be able to conﬁgure a
PandABox without having to install any software on their
computer. Having developed a tightly speciﬁed middle
layer service named “Malcolm” [2], which allows high level
conﬁgure/run control of control system components, the
next stage was the design of a companion browser based
user interface that has been named MalcolmJS.

REQUIREMENTS
Malcolm objects form a network of parent child relationships with duplicated nodes. For example, the same motor
controller is likely to be used in many scans. A typical tree
of objects might look like that shown in Fig. 1.
The bold items correspond to blocks, everything else is
an attribute. The Palette items are generated by the User
Interface(UI) giving a list of blocks from which the user can
drag and drop (Fig. 2).

Outline UI Requirements
The external devices have diverse functionality; MalcolmJS must, therefore interrogate the attached device(s) for

inp

Figure 1: Example block and attributes tree structure.

Figure 2: Proposed GUI.

information on all the available function blocks, attributes
and associated meta-data. The collection of internal
resources then being listed in a “palette” in the right-hand
side-pane of the UI. A user will then have the option of
selecting a block from the side-bar, dragging and dropping
it onto the central canvas panel. A number of ports will
be shown along the boundaries of each block; the ports
have a type attributed to them and ports of compatible
types can be connected together by selecting one port and
dragging a connector “wire” to another port. When this is
completed, the same connection information is transmitted to
the device, where physical connections are made. This might,
for example, be the “out” port of a Look Up Table(LUT),
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connected to the “enable” port of an Output Encoder
(OUTENC).
Usage needs to be intuitive and thus the user interface
design must follow a standard approach, giving a familiar
user experience (UX).

mature and reliable method of delivering a persistent and bidirectional interface, facilitating an external entity to actively
push information to a browser-based application at any time.
Also the application can push information to an external
entity, without the need to establish a full HTTP request.

DESIGN DECISIONS

Javascript Object Notation(JSON) Based Protocol

Target Platform
The user constructs the conﬁguration in the central main
instrument conﬁguration area (main-pane) by placing blocks
using drag-and-drop. The connections between the blocks
are then made by selecting a deﬁned port on one block and
dragging a “wire” to a port on another block. After checks
for port type compatibility, the new association will be sent
to the instrument, where the connection is made in internal
logic. With the demand of a high level of user interactivity,
it became apparent that the user interface should be reactive
and intuitive. Targeting standard HTML5 capable browsers
was considered to be the most expedient route to being
operating system agnostic and with this in mind, it was
decided to create a prototype application, using a popular,
oﬀ-the-shelf, open source framework.

React
React [3] was developed by Facebook and open sourced
in 2013. It has been adopted as the Javascript framework of
choice for MalcolmJS for the following reasons:
• Rendering in a virtual DOM (Document Object Model)
– the react framework takes care of rendering only those
items which have changed, so making the application
very responsive.

As JSON [5] is widely supported in most programming
languages and a number of open source libraries are also
available, the communications protocol between the browser
application and external systems has been developed with
JSON as the information exchange language. JSON is
easily human readable, which brings an advantage to the
development process.

Node Package Manager(NPM)
NPM [6] is the package manager for Javascript and the
world‘s largest software registry. It was chosen for the wealth
of tools and libraries it provides. The NPM repository
oﬀers approximately 475,000 open source tools and code
modules. A sample of some of the NPM packages used
within MalcolmJS is:
• interact.js – to manage user dragging of components
on screen
• react-toolbox – a set of React components that implement Google‘s Material Design speciﬁcation
• karma – a Javascript tool to facilitate Test Driven
Development (TDD)
These are shown in Fig. 3.

• Clean Abstraction – UI components and information
stores have clean, well deﬁned interfaces, which
reduces coupling and improves testability.
• Flux design pattern – Information ﬂow is strictly in
one direction only, with components being notiﬁed
when data have changed, allowing them to update visual
representation when required.
• Development tools – an impressive selection of open
source tools.
• Long Term Support – React has already become a
leading industry standard, having been adopted by large
organisations such as Netﬂix, Facebook, Atlassian and
many others. It has signiﬁcant development momentum
and a very large developer community.

Websockets
Historically, posting data from a browser application
has been a straightforward; however receiving data asynchronously from an external source was problematic and
always a compromise, utilising long-polling or AJAX
techniques. Recently, Websockets [4] have become a

Figure 3: Component Context Model.
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Webpack

Debugging

Webpack is a module bundler for modern Javascript
applications, facilitating code to be designed, written and
tested in a structured fashion, using the latest ECMAScript
(ES) language edition, such as ES6. Most modern browsers
fully support ES5, but not the full set of features of ES6
(and above) Javascript editions. To realise the beneﬁts of
developing with ES6, it has been necessary to transpile the
ES6 code down to ES5 (or lower), as a bundled monolithic
Javascript ﬁle. This is readily achievable using the Babel
package along with Webpack.

Debugging the Javascript code is facilitated on the
browser, using tools such as Web Developer Tools under
Chrome or Firefox. Although the code which is running on
the browser is a transpiled bundle from the original code, it
is straightforward to perform a comprehensive debug, as the
debugger can be pointed at souce code map ﬁle, generated by
Webpack; so making available much needed functionality,
such as single stepping and exception stack traces.

User Interface Style
With the number of ‘apps’ available for mobile and
desktop devices alike, growing at a seemingly exponential
rate, users have come to expect an intuitive and responsive
user interface and experience. This is typically achieved by
adopting a standard, well documented design pattern, such
as Google’s Material-UI, Polymer and Semantic-UI. The UI
pattern that was adopted for MalcolmJS is Material-UI [7],
which has been achieved using the NPM packge: reacttoolbox, which provides numerous components to facilitate
a versatile user interface to be constructed quickly and builtin conformance with the Material-UI standard. Regardless
of the platform used (mobile or desktop devices of various
screen sizes), the user interface will automatically adapt
appropriately for the device’s format.

DEVELOPMENT PROCESS
Simulator
MalcolmJS is principally driven by the changes in
external instrumentation. To facilitate eﬃcient development
and testing, a device simulator, communicating using
Websockets and the Malcolm Protocol [8], was developed.
This can provide further diagnostic information within the
simulator in conjunction with a Javascript debugger on
the client browser. As Websockets are the communication
interface of choice, which operates seamlessly over a local
connection within the client’s host machine, or remotely
over a network interface, the simulator provides an analogue
which is close to the real thing.

Project Structure
The structure of the MalcolmJS development conﬁguration has been given careful consideration. Javascript
modules for views and stores are located in separate
directories from the main project directory. Webpack is used
as the central builder agent, whose project conﬁguration is
stated fully in webpack.conﬁg.js. The conﬁguration ﬁle
is itself, a Javascript module, which exports a Javascript
object; it sets out rules as to what helper tools should be run
to process the source code, how to handle style sheets and
how to transpile the source into the bundled Javascript ﬁle,
ready to send to the browser.

EXPERIENCES AND LESSONS LEARNED
Selecting Third Party Tools and Packages
The NPM packages can be readilly incorporated into
the application under development, simply by ‘npm install
<package>’. However it is important to consider the
following options and questions before employing a package:
• When was the package last updated and are there likely
to be future releases to maintain compatibility with the
ever evolving React platform, which has short release
intervals?
• How popular is the package and how well is it rated
among peer developers?
• On how many other packages is a particular package
dependent? As this can lead to the bloating of the ﬁnal
application.
It is vital that libraries keep pace with developments in the
React framework, or risk deprecation. This was the case with
‘react-panels’, which after a year of no maintenance by its
author, became impossible to include in the local MalcolmJS
project build. After some evaluation, react-toolbox was
adopted, which is a very popular and well maintained UI
library.

ECMAScript
Javascript is now a mature, highly versatile and eﬃcient
language, with an impressive code base of open source
libraries. ES6 is now a well adopted standard and ES7 is
also being deployed with many rich features fulﬁlling the
expectation of a modern language. It is a robust tool for
developing not just browser applications, but also standalone applications, running on various platforms.

Discard the Prototype
The prototype is invaluable as a vehicle for evaluating
concepts and reﬁning speciﬁcations, but be prepared to
discard it. Putting eﬀort into preserving code which has
mostly evolved, is false economy; as it has been bolted
together, new bits roughly glued in place, with less than
optimal design coherence, maintenance of the code would be
diﬃcult and risky. This was the case with MalcolmJS, when
it became apparent, especially as speciﬁcations evolved,
that a re-write needed to be undertaken, whilst exploiting
architecture and techniques from elements of the prototype.
THPHA184

User Interfaces and User eXperience (UX)

1871

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

In hindsight, by undergoing a fundamental redesign for
the production code base of MalcolmJS, it’s likely that
signiﬁcant time and eﬀort could have been avoided.

SUMMARY OF PROGRESS TO DATE
The Diamond Control Systems has now implemented
a number of Malcolm compatible instruments across
beamlines. Whilst these devices can be conﬁgured through
other means, there is an increasing need to roll out an
operational web interface - MalcolmJS. An alpha test
release has been made internally and the feedback has been
highly productive, with constructive changes to the original
speciﬁcation. It is likely that MalcolmJS will evolve with
increasing versatility as user and instrument requirements
change over time. Not only has the development of this
application been beneﬁcial to data acquisition and control of
PandABox, but it potentially paves the way for adoption with
accelerator control systems generally, due to the responsive
nature of Websockets communication.
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RADAR 2.0, A DRAG AND DROP, CROSS PLATFORM CONTROL
SYSTEM DESIGN SOFTWARE
O. O. Andreassen, J. W. Rachucki, R. M. Knudsen, CERN, Geneva, Switzerland
Abstract
In the ever-growing control system at CERN, there is a
need for having an easy to use, yet fast and flexible tool
that interfaces with all the different middleware and
communication interfaces in the accelerator, experiments
and technical infrastructures. With RADAR 2.0 we wanted to address this issue, making a LabVIEW based, drag
and drop visual tool that hides much of the system complexity from the user and within seconds gives the operator a ready to use, fully functional control system GUI.
RADAR 2.0 interfaces with the CERN Middleware
(CMW), the CERN Accelerator and Logging system
(CALS), OPC-UA and DIM. With its class based implementation it can easily be extended to other data sources
(Files, Databases, middleware) on demand. This paper
reports how the implementation was done, the architecture, underlying technology and an outlook to other possible applications.

UNICOS in LabVIEW
UiL was introduced as a lighter, less expensive alternative to UNICOS [1]. For some specific projects (small or
initial prototypes not connected to accelerator operation
or located outside CERN) a more customisable supervision application using LabVIEW was an attractive alternative. UiL provides a set of customisable re-usable components, devices and utilities [1].

MOTIVATION
Getting the knowledge needed to properly analyse or
interact with the Large Hadron Collider (LHC) control
system can be a lengthy process which in many cases
requires years of experience. The information on where to
connect and how to interact with devices is often domain
specific knowledge, spread across many different equipment experts and teams. In addition, many of the temporary users and operators at CERN are professors, students
and collaborating partners that only stay for a short time,
which can make interacting with the infrastructure quite
an undertaking [1][2].
Many initiatives have been done to consolidate and reduce the diversity of the control system, which has reduced the complexity and eased access over the years, but
it is still not straight forward to retrieve information regarding device configuration, calibration, response and
behaviour, especially in cases where equipment have
either direct or indirect correlations [1][3][4][5]. RADAR
2.0 tries to address these issues by combining all the accelerators devices and data sources in one interface and
automatically detect, and adapt to the specific interface of
the equipment. In addition, the components created with
RADAR 2.0 can be saved, customize and shared across
projects and users. This, over time, aims to ease the effort
of mapping equipment specificities, allowing the operators to focus on commissioning and running the machine.

BACKGROUND
The application core of the RADAR 2.0 Drag and Drop
toolkit was derived from two other applications called
UNICOS in LabVIEW (UiL) [1][6] and RADAR 1.0 [7].

Figure 1 : UiL Example Application.

RADAR 1.0
RADAR was initially developed as an extension to the
CERN Open Analog Signals Information System (OASIS) which is a highly configurable virtual oscilloscope
that makes it possible to configure acquisition hardware
with wide analogue bandwidth and flexible distributed
triggering schemes across the CERN accelerators [2].
RADAR later evolved beyond interfacing only with
OASIS, and became a connectivity tool that interfaced
with all CERN devices using the CERN Middleware
(CMW) [2][8].

RADAR 2.0
RADAR 2.0 consists of several stand-alone modules
which intercommunicate. The main parts are described in
the architecture section below. There are two modes to the
application: Development and run. In development mode,
the user interfaces with a dedicated infrastructure which
can be deployed on any server. In run mode, the application acts as a stand-alone executable which either interfaces with the CERN and RADAR infrastructure or directly with the dedicated devices.

Workflow and Development
The users’ starting point when developing with RADAR 2.0 is the project generator pane. The user is presented with a login screen (See Figure 2) where he or she
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navigates to the personal workspace, selects an existing or
new project and location where to save. If an existing
configuration is selected, the connection information is
either retrieved from a dedicated configuration file or the
user database, depending on what the user selects.

Figure 3: RADAR 2.0 Development Workspace.

LabVIEW Scripting
All the generated objects in RADAR 2.0 rely heavily
on LabVIEW VI Scripting. LabVIEW VI Scripting helps
you programmatically generate, edit and inspect LabVIEW code. It gives you access to LabVIEW’s internal
server classes, properties, and methods so you can programmatically create, move, and wire objects within the
graphical environment [9].

Architecture
Figure 2: Starting the Application.
Building an application is drag and drop based. In the
RADAR 2.0 Project window, the ‘Project Manager’ contains all object types, organized by accelerator domain, as
well as other custom assemblies defined by the user.
During the creation and configuration of the widgets,
all items are given a type identifier (based on a GUID),
which is used internally by the RADAR 2.0’s scripting
engine. This acts as a hook used by the application for all
animations and user interactions with the widget.

The architecture is realised using several commercial
off-the-shelf software toolkits such as LabVIEW, LabVIEW Datalogging and Supervisory Control Module
(DSC), REDIS and NoSQL [10][11].
The general module architecture can be seen in Figure
4. The application is built around a client, which subscribes, caches and re-serves data throughout the application using CERNs middleware (CMW) as a peer to peer
communication layer. The most resent updates are stored
and broadcasted through an internal notifier, which can be
read (by reference) in any sub module of the application.
The larger data sets (arrays and vectors for trends and
graphs) are stored in an internal queue, and indexed by
object type identifiers.

Figure 2: Device Configuration Panel.
To add specific devices into a front panel, the user
drag-and-drops a widget onto the Front Panel which triggers a window where the user can select the object the
widget must be linked to, choose an object representation
(Graph, text, table etc.), and what device reference to
connect to (Figure 3). Once configured, the widget is
animated on the applications front panel.

Figure 4: RADAR 2.0 Architecture.

Device Groups and Components
A device group or specific custom made components
can be saved as a widget and re-used by all users. Once a
configuration has been made, the user can export this
design to a custom SQL database which can be set up to
facilitate custom grouping and access. The current implementation of RADAR 2.0 supports standard MySQL
and mariaDB databases, but could easily be extended to
other storage forms if needed [1][5][10][11].
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Communication

Data Caching and Publication

The communication between RADAR 2.0 and the
CERN infrastructure is based on an extendible virtual
class that support any add-on such as CMW, OPC UA,
and JAPC via the CERN Rapid Application Development
Environment (RADE) framework (See Figure 5) [7].
The internal application data is serialized to an internal
common syntax. The data can be converted to string,
Time/Value based data or LabVIEW clusters.
RADE is a platform- independent, service-oriented architecture specification that allows the exchange of data
in the industrial automation space [7].

The REDIS and Database caching used in RADAR 2.0
has a built-in added feature that the data one client subscribes to can be re-published either as a new CMW publication or as a REDIS, reducing the load and connections
used on the front-ends. The RADAR 2.0 connection
backend only lets one device connect to a source (unless
the sampling frequency differs) [1][7].

Figure 5: Communication.

Data Flow
Data in RADAR 2.0 is primarily stored and accessed
through the use of internal LabVIEW notifiers. For trends,
the data is queued, in order to accurately display all data
from any device without losing data points in the graph.
The trends and events also access the REDIS Cache and
NoSQL backend for the viewing of historical data (typically with a backlog of one week).

Archiving
RADAR 2.0 has the capability to archive all live data
and settings. When the user selects this option in the configuration for a particular device, the data is automatically
cached and stored. RADAR 2.0 archives its data locally in
MongoDB, a cross-platform document-oriented database.
In addition, a central cache is stored in a REDIS
backend which makes it possible to interconnect several
instances of RADAR 2.0 without duplicating the device
connection.
MongoDB eschews the traditional table-based relational database structure in favour of JSON-like documents
with dynamic schemas, making the integration of data in
applications such as RADAR 2.0 easier and faster [7][10].
The method used to archive data is class based and intended to support multiple sinks through class overrides
in the future.

VALIDATION
The initial development was tested in terms of connectivity with 30 different real devices, testing interfaces
across different front ends and databases (from the CALS
service).
In addition, a few hundred simulated virtual channels
were used to test scalability. The test machine was a
standard HP Compaq 8000 elite with 4Gb of RAM running Windows 7 64bit. The RADAR 2.0 LabVIEW instance was running in 32bit mode. The test bench had 200
active channels to the testbed and all the data was logged
to its MongoDB and REDIS archive. No significant increase in CPU (was at 30% when starting and stayed at
35% after the application ran) or Memory (used 200MB
at start and had 350 Mb after 48h run) was noticed while
running the test. The test also provoked a random alarm
every 30 minutes on random channels, and stored all the
data while running. The update frequency was set to maximum 1 point every half second, fixed.
The results in terms of animation and refresh rate were
satisfactory, having several dozens of devices in the same
panel refreshing continuously. Interaction with the devices (via dedicated buttons) in the widgets associated to the
different devices was also smooth and efficient.
The current RADAR 2.0 release only supports a single
database archive per application instance. This limits the
cross-application interaction although this will be addressed in next releases.

MAINTENANCE AND UPGRADES
Maintaining the underlying communication libraries
and dependencies of RADAR 2.0 will depend on the
release cycle of the RADE framework. Compiled binaries
will continue to function when using the 2 tier RADE
Service bridge, but direct connections (applications communications without going through the RADE Services
application bridge) will have to be re-compiled whenever
there are changes in the API. We plan to do this partly
automatically trough the automated build system used for
our LabVIEW applications [7].

CONCLUSION
The current release of RADAR UiL has been successfully deployed and is being used as a prototype at CERN.
The combination of LabVIEW’s intuitive drag and dropbased interaction, together with the similar look and feel
of LabVIEW makes RADAR 2.0 a good choice for small
to medium sized control and supervision applications.
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RADAR 2.0 has all of the core LabVIEW and RADE
features, but hides much of the overhead development
effort through its drag and drop interface. This makes it
possible to make anything from quite simple monitoring
interfaces in mere minutes while still having the possibility to extend and expand the application to much more
advanced applications.
RADE was used as the communication layer between
LabVIEW and the CERN infrastructure, which means that
whenever an interface is added to the RADE catalogue, it
becomes readily available to the RADAR 2.0 users, ensuring connectivity and compatibility in the future.
Our performance tests show that RADAR 2.0 can handle several hundred connections running simultaneously
without any significant load to the CPU.
The main drawback with the current design is its device
name based interface. If a device name changes both in
name or in nature, the user will have to re-create these
objects by re-defining the interface. We hope this will be
solved by sharing widgets in the “community” database
backend,
meaning
that
once
someone
has
adapted/changed one interface, other users will benefit
from this change and inherit the new interface in their
applications.

FUTURE PLANS
A consolidation phase is the first step to make the RADAR 2.0 a solid and deployable solution. Up to now all
the concepts have been validated during the development
and test phases. The plans include the development of a
full catalogue of shared widgets for most of the popular
sensors, actuators and control devices at CERN. The
alarm and event managers will incorporate filtering capabilities and the diagnostics of the front-ends will be
properly interpreted and shown to the user.
Support of future connections will be added, but we
still have to decide if this will be done at the local server
level or with the RADAR 2.0 client connecting to multiple servers as a service.
Cross communication between different instances of
RADAR 2.0 backends still needs some improvements in
terms of different sampling rates and use cases (on change
or on demand)
We are also looking into adding CERN services in future releases, these comprise the interface with LASER,
the CERN central alarm system, the Post Mortem framework and many of the various CERN databases.
With the current class based data subscription model
and in combination with the RADE framework, this could
be done without much effort [7].
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PARALLEL EXECUTION OF SEQUENTIAL DATA ANALYSIS
J. F. J. Murari ∗, K. Klementiev,
Max IV Laboratory, Lund, Sweden
Abstract
The Parallel Execution of Sequential Data Analysis
(ParSeq) software has been developed to work on large data
sets of thousands spectra of a thousand points each. The
main goal of this tool is to perform spectroscopy analysis
without delays on the large amount of data that will be generated on Balder beamline at Max IV [1]. ParSeq was developed using Python and PyQt and can be operated via
scripts or graphical user interface (GUI). The pipeline is
consisted of nodes and transforms. Each node generally has
a common group of components: data manager (also serves
as legend), data combiner, metadata viewer, transform dialog, help panel and a plot window (from silx library [2]) as
main element. The transforms connect nodes, applying the
respective parameters in the active data. It is also possible to
create cross-data linear combinations (e.g. averaging, RMS
or PCA) and propagate them downstream. Calculations will
be done with parallel execution on GPU. The GUI is very
ﬂexible and user-friendly, containing splitters, dock widgets,
colormaps and undo/redo options. The features mentioned
are missing in other analysis platforms, which justiﬁes the
creation of ParSeq.

Figure 1: ParSeq Main Window.

INTRODUCTION
ParSeq has been projected to perform data analysis on a
large amount of spectroscopy data through a downstream
pipeline. This paper aims to present the tool and the status
of the project, as well as describe the features implemented
and what software technologies were used.

MAIN WINDOW
ParSeq has a main window composed of transformation
nodes. Each node has a separated tab and deﬁnes which
stage of the pipeline the user is working on. The nodes have
a common group of components that will be detailed in next
section. Figure 1 shows an overview of the main window.
ParSeq can be operated both via GUI or via scripts, where
the user can deﬁne programmatically what is the data processing pipeline wanted and what are the parameters for
each transform and for each spectrum. Processing pipelines
are Python modules imported by GUI or scripts and are
predeﬁned for any analysis technique and therefore are (a)
ready to use and (b) extensible if required. The currently
implemented pipeline is only one: for X-ray Absorption
Spectroscopy.
All graphical elements were implemented using Python
and PyQt4 and the main plot window is from the silx library.
The initial layout was designed with Qt4 Designer program,
as shown in Fig. 2.
∗
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Figure 2: Qt4 Designer layout of ParSeq.

Dockable Widgets
The node widgets are dockable and can be placed wherever the user prefers, giving the ﬂexibility to the user to decide where to position the windows or to have them grouped
in tabs. ParSeq saves the current perspective of the widgets
in order to be able to restore it next time the program is
opened again.

Undo Redo Actions
ParSeq has implemented undo and redo options related
to the transform operations. These options allow the user to
revert one transform that was occasionally done with wrong
parameters, or even that the result was not the expected. If
one action is reverted (undo) it will then be available to be
reapplied (redo).

Splitters
Corner widgets of ParSeq are divided by splitter bars (qtSplitter widget) that can be resized by the user. Furthermore,
the splitters have a button to collapse/expand the corner widTHPHA186
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get. This way, the user can hide the sub-windows that are
not in use at the moment.

NODE STRUCTURE
The graphical elements that compose a node are described
bellow:

Data Manager
Data manager is a QtTree with a list of names representing
the data related to each spectrum. The list can be divided
in diﬀerent groups, where is possible to drag and drop the
names between the groups.
A right click opens a context menu with options to interact
with the data. The selected names determine the active data,
that will be considered to apply transforms or options from
the context menu. Bellow are presented the options available
in the context menu:
• Add: add a new curve from a ﬁle. It will be inserted
on the current group.
• Remove: remove the selected curves.
• Create group: create a new group on the QtTree.
• Set a colormap: apply a colormap to the selected
curves, with a linear or logarithmic gradient (see Fig. 3).
Colormaps available are: temperature, viridis, plasma,
cool, copper, autumn, spring, summer, winter, brg, gnuplot and jet (from silx).
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The widget also serves as a legend. For each node there
are one or more columns representing the curves on the plot.
Each legend entry has a control element for attributing it to
left or right Y axis or for switching it oﬀ. There is also a
button to control all the curves of the group.
Regarding the functionality as legend, each button has
the color and the line from the curve. Through the context
menu the user can change these characteristics. Furthermore,
when more than one curve are selected, the user can apply
a colormap to change their colors following the colormap
gradient, as shown in Fig. 5.

Figure 5: Example of colormap with temperature gradient.

Data Combiner

Figure 3: Colormap Dialog Window.
• Set line properties: apply a set of line properties to
the selected curves (see Fig. 4). The properties are:
– Color: full range of colors from matplotlib
Color Dialog.
– Symbol: circle, point, pixel, cross, x-cross, diamond, square or none (from silx API).
– Width: value for line width.
– Style: no line, solid, dashed, dash-dot and dotted
(from silx API).

The data combiner creates a linear combination (average
or RMS) or several linear combinations (for Principal Component Analysis) and optionally can stop the propagation
of the contributing data at some downstream node in favor
of the combined data. This feature is useful, for example,
for averaging multi-element detector data when the quality
of the individual data can be visualized and assessed not
immediately but a few transforms downstream of the present
node.

Metadata Viewer
Metadata viewer widget has the function to show what
are the metadata related to the selected curves. If more than
one curve are selected it shows only the metadata common
between them.

Transform Dialog
The transform dialog widget is where the parameters options are available. At this point each node has a speciﬁc set
of parameters. Each spectrum has, in general, its individual
values for these parameters. The result of the transform appears in the next node. The last node of the pipeline does
not have this widget.
Figure 4: Line Properties Dialog Window.
• Average: combine the selected curves, averaging them
in a new curve.

Help Panel
Help panel widget is a space to present help text with
instructions and information about the current node and the
associated transform. It shows a rich text from html ﬁle.
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CONCLUSION

Plot Window
Plot window widget from silx is the central and most
important element of the GUI. It is the widget that indeed
shows spectra, usually as XY graph. The advantage to use
the silx plot window is to have a lot of functionalities already
implemented, as for example, zooming, regions of interest
(ROI), grid, log scale.
Library silx provides an OpenGL backend which is faster
than matplotlib backend, mainly working with 1D curves.
It is an important aspect of performance, since we plan to
work with thousands of curves.

GPU PROCESSING
Planned for a later development stage, the most expensive
transforms will be computed in parallel on GPUs or multicore CPUs. The programming will be done in OpenCL [3].
The connection to ParSeq will be done in Python by means
of PyOpenCL. The early implementation of the transforms
will be done solely with numpy.

FUTURE WORK

The paper presented ParSeq and its features, as well as the
direction and the current status of the project. In conclusion,
ParSeq will be a very important and user-friendly software
tool for data analysis and visualization at Balder beamline.

ACKNOWLEDGEMENT
The authors would like to acknowledge everyone involved
in the project, specially the Controls and IT group (KITS)
and the Balder team.

REFERENCES
[1] K Klementiev, et al. The Balder Beamline at the MAX IV Laboratory. Journal of Physics: Conference Series, 712(1):012023,
2016.
[2] Solé, V. A., et al., “silx-kit: Scientiﬁc Library for eXperimentalists”, Release 0.5.0 - 2017/05/12. http://www.silx.org/
[3] John E. Stone, David Gohara, and Guochun Shi. Opencl: A
parallel programming standard for heterogeneous computing
systems. IEEE Des. Test, 12(3):66–73, May 2010.

ParSeq is a project under development and we are continously working on it. For the future we plan, besides the
GPU processing, to improve the handling of data ﬁles, and
to increase the number of formats supported (HDF, for example). We are also working on the implementation and
integration of the transforms that will be available.
In the future ParSeq can be also very useful to run integrated with the beamline control system for on-the-ﬂy quality
checking.
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Abstract
The Square Kilometre Array (SKA) project is responsible
for developing the SKA Observatory, the world's largest
radiotelescope ever built: eventually two arrays of radio
antennas - SKA1-Mid and SKA1-Low - will be installed
in the South Africa's Karoo region and Western
Australia's Murchison Shire, each covering a different
range of radio frequencies. In particular SKA1-Mid array
will comprise 133 15m diameter dish antennas observing
in the 350 MHz-14 GHz range, each locally managed by a
Local Monitoring and Control (LMC) system and
remotely orchestrated by the SKA Telescope Manager
(TM) system.
Dish LMC will provide a Graphical User Interface (GUI)
to be used for monitoring and Dish control in standalone
mode for testing, TM simulation, integration,
commissioning and maintenance.
This paper gives a status update of the LMC GUI design
involving users and tasks analysis, system prototyping,
interface evaluation, provides details on the GUI
prototypes being developed and technological choices and
discuss key challenges in the LMC UI architecture, as
well as our approaches to addressing them.

the appropriate feed into position, a pedestal providing a
RFI shielded cabinet for housing digital electronics and
computing equipment hosting other sub-elements’
controllers, hardware for antenna movement control and
monitoring (Antenna Control Unit or ACU), power
distribution to all sub-elements, networking equipment,
lightning protection and earthing, cooling ventilation for
all the equipment mounted in the RFI shielded
compartment itself.

SKA DISH

Figure 1: SKA DISH overview.

SKA-MID1 Dish array is composed of 15-m Gregorian
offset antennas with a feed-down configuration equipped
with wide-band single pixel feeds (SPFs) for the bands 1
(0.35-1.05 GHz), 2 (0.95-1.76 GHz) and 5 (4.6-13.8 GHz)
of SKA frequency. The array will consist of 133 dishes
plus the 64 MeerKAT dishes, arranged in a dense core
with quasi-random distribution, and spiral arms going out
to create the long baselines that go up to 200km.
Four sub-elements can be identified in the SKA-Mid1
dish element: the Dish Structure (DS), the Single Pixel
Feed (SPF), the Receiver (Rx) and the Local Monitoring
and Control (see Figure 1).
The Dish structure features the following components: an
offset Gregorian reflector system with a feed-down
configuration to optimise system noise performance, a
fan-type feed indexer at the focal position which allows
for changing between the 5 frequency bands by moving

Single Pixel Feed (SPF) receivers include feed packages
for the bands 1 (0.35-1.05 GHz), 2 (0.95-1.76 GHz) and 5
(4.6-13.8 GHz) of SKA frequency, three cryostat
assemblies (respectively for band 1, band 2 and band
3,4,5) housing each a Gifford McMahon (GM) cryogenic
cooler to cool the LNAs at a set point of approximately
20K, a second amplification stage and a calibration noise
source, both temperature stabilised inside the vacuum, a
common shared Helium System, a Vacuum System and a
SPF controller, i.e. a single controller located in the
pedestal which controls and monitors all three feed
packages, helium system and vacuum system, and
interfaces with the Dish LMC for external control and
monitoring.
The Receiver (Rx) includes the following components:
RF over fibre transport to the antenna pedestal where the
digitisers are located, Digitizers performing some RF
conditioning (filtering and level control), digitisation,
packetizing and transmission to SKA Central Signal
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Processor (CSP), the Master Clock timer which receives
time and frequency reference inputs externally and
generates timing and frequency references and a Central
controller that acts as single point of control and
monitoring to the LMC sub-element.
Dish Local Monitor and Control System (LMC) is the
subsystem for each dish antenna that deals with the
management, monitoring and control of the operation as
orchestrated by the Telescope Manager (TM). It consists
of a commercial off the shelf controller that serves as a
single point of entry for all control and monitoring
messages to the outside. Besides configuring the static
configurations of the various sub-elements, it also relays
the real-time pointing control and applies local pointing
corrections. For the monitoring, it aggregates and filters
monitoring data as set up from the external (central)
controller. The LMC allows for a drill-down capability
for maintainers to access detailed diagnostic information
of sub-elements on request. The LMC implements also a
circular buffer of detailed monitoring information that can
be downloaded remotely for diagnostics purposes after a
system failure.

DISH USER INTERFACES
From the actual available information about operations
and development, maintenance, diagnostic, integration
needs, two user interface types are assumed from the
element side:
1. Engineering interfaces (engineers for test,
diagnostic, maintenance of DSH sub-elements)
2. Navigation interface (control room operator for
operations purposes)
With the following user roles:
•
engineer (responsible for maintenance operations
and hardware fixing)
•
operator (operates the telescope in the control
room)
•
scientist on-duty (person in charge of supervising
the observation)
•
software maintainer (provides everything is
needed from a software point of view)
LMC is in charge of the design and implementation of its
own engineering interface, which should also enable the
access to the other sub-elements UIs, while the navigation
interface is TM direct responsibility.
Engineering interfaces will be accessible either directly
from LMC (to be connected with keyboard/mouse and a
screen) as desktop application or remotely (from the
control room or via some other application (e.g. a TM
simulator)) using a tunnelling mechanism (e.g. SSH
tunnelling) and are supposed to support authorization and
authentication for specific interactions like changing some
configuration parameters or setting mode for a subelement.
LMC will provide GUIs to be used for testing and DISH
control in stand-alone mode for testing and
commissioning and maintenance. A TM simulator to be
used via GUI is envisaged too.
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A main LMC engineering interface is here assumed,
offering the following functionalities:
•
basic DSH control & monitoring
•
set-up, control and testing the integrated (or
not/partially integrated) Dish
•
launch
Element
specific
UI/tools
for
configuration, debugging, testing and diagnostics
•
health monitoring
•
alarm management
•
lifecycle support, maintenance
•
provide direct access to monitoring data by
external operators (engineers) in case of TM
failure
•
create custom visualization
•
navigation to other DSH sub-elements
engineering interfaces via a tunnelling
mechanism
In particular, DISH LMC engineering interface will
include the control of Dish States and Modes and will also
expose an aggregated health monitoring capability. Such
GUI will provide to the test engineer/operator the
capability of complete configuration, control and
visualization of the Dish parameters in the absence of TM
during integrated DSH stand-alone site integration and
verification.
It will be capable of managing both TM (or simulated
TM) and stand-alone Dish operation. TM (or simulated
TM) operation will be performed according to the TMLMC Interface Control Document.

BACKGROUND CONCEPTS
Usability and Accessibility
The ISO 9241 standard Ergonomics of Human-System
Interaction (ISO, 2008) defines usability as “the extent to
which a product can be used by specified users to achieve
specified goals with effectiveness, efficiency and
satisfaction in a specified context of use”, specifying:
•
Effectiveness: the accuracy and completeness
with which users achieve specified goals.
•
Efficiency: the resources expended in relation to
the accuracy and completeness with which users
achieve goals.
•
Satisfaction: the comfort and acceptability of use
The ISO 9241 standard Ergonomics of Human-System
Interaction (ISO, 2008) focuses on important, but rather
difficult to measure goals: effectiveness, efficiency, and
satisfaction. For a practical evaluation heuristics may be
used or direct usability measures, such as:Time to learn,
Speed of performance, Rate of errors by users,Retention
over time, Subjective satisfaction.
Accessibility is the degree to which a product, device,
service, or environment is available to as many people as
possible. Accessibility can be viewed as the "ability to
access" and benefit from some system or entity. The
concept often focuses on people with disabilities or
special needs (such as the Convention on the Rights of
THPHA188
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Persons with Disabilities) and their right of access,
enabling the use of assistive technology.

Usage-Centered Design
A Usage-Centered Design (UCD) approach [1] for
interactive software applications is based on the early
involvement of users of the application from its
conception. In practical terms, it means that, in order to
achieve high usability standard, feedback offered by users
is to be considered in analysis phases, as well as in design
and evaluation. The design process has to be iterative also
because building a usable UI requires all those involved
in its construction to understand, and actually conceive,
the mental model that users will have of the application.
Each iteration is based on design-prototype-evaluate
activities, whereas the evaluation is based on usability
criteria.
In order to be effective (i.e. produce results that are valid
and useful) and efficient (and therefore be sustainable),
users need to be involved in structured ways, not simply
by asking them casual questions and looking for their
opinions. Techniques that can be put in place to follow a
UCD approach include structured interviews, contextual
enquiries, sketching, storyboarding, user testing, writing
scenarios and personas, among others[1],[2],[3],[4].
Sketching and storyboarding are techniques to materialize
design ideas in such a way that any stakeholder,
regardless of his/her design experience, is able to decide if
a given UI is appropriate or not for some task [2]. A
storyboard is essentially a scenario described through
sketches and may be implemented also by using
interactive sketches.
A complementary tool that can be used in user-centered
design together with storyboarding is conceptual
modeling of the user interactions. Interaction design
focuses on expressing the content, user interaction, and
control behavior of the front-end of software applications
through visual diagrams that represent the navigation
paths of the user. Various languages, approaches and
tools exist to support this task. Among them, we select the
Interaction Flow Modeling Language (IFML) [5], an
international standard proposed by the OMG
(www.ifml.org). It integrates with other mainstream
software modeling languages like UML and BPMN, and
covers the following design perspectives: the view
structure specification, which consists of the definition of
ViewContainers, i.e., screens, windows, panels and their
structure; the view content specification, which consists of
the definition of ViewComponents, i.e., content and data
entry elements contained within ViewContainers; the
events and event transitions specification, which consists
of the definition of Events that may affect the state of the
user interface; and the reference to parameters and
actions to be performed by the software logics.
Interaction modeling through IFML is instrumental to
provide a clear conceptual view of the user interfaces, as
well as to provide a formal representation of it, which can
lead to automatic validation and quick prototype
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generation on the target platform of choice. Indeed, some
tools exist that check the validity of IFML models and
compute their properties, based on Petri-Nets or LTL
formalization. Furthermore, code generators can produce
running applications out of IFML models (for instance,
see http://www.webratio.com and http://info.ifmledit.org),
and can also integrate user behaviour analysis at runtime
with the model specification [6].

USER CENTERED DESIGN ACTIVITIES
FOR DISH LMC GUIS
Considering the lessons learned by SKA precursors and
the inherent complexity of SKA systems and interactions,
a user-centered design approach has been adopted.
As already outlined, user interface design is an iterative
process that involves close liaisons between users and
designers. It is important to have early users’ feedback in
the software design and development life cycle to elicit
new requirements, validate existing requirements, and
highlight possible critical interactions. It covers topics
ranging from usage-centered design during analysis and
design, through to testing and validation in later
application life cycle phases.
Currently the three core activities in this process are:
•
User and task analysis: understanding what the
users will do with the system
•
System prototyping: developing a series of
prototypes for experimentation
•
Interface evaluation: allowing the users to
experiment and explore these prototypes
Starting from the set of requirements on LMC GUIs
objectives, users and tasks, we began the analysis by
identifying users (engineers, software maintainers)
together with their roles and activities and by describing
the main usage sceneries of the interfaces by means of
use case diagrams, detailing the tasks to be performed by
the users textually and via swimlane interaction diagrams.
Use cases are used to represent activities and goals that
users might want to achieve. More specific goals may be
derived from more general ones. In use case diagrams use
cases may be linked through generalization, inclusion and
extension relationships [1]. This coarse-grained
representation can be used as a task model (i.e. a
representation of how designers expect that users would
carry out relatively complex activities).
The analysis of the users of the system is another crucial
point in the application of the UCD approach, because it
helps to address the user characteristics that can impact on
the design of the interface. Its aim is to describe what are
the activities that the user performs to achieve his/her
goals and how they would use the available technology to
do it. In general, information collected in a profile
describing a user role can be used to derive design
objectives and to validate a user interface. A profile of the
Dish element/sub-element engineer has been obtained
performing user analysis by using sketches and
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storyboards as discussion documents for brainstorming,
with the aim of eliciting opinions of stakeholders. We
decided to implement these sketches with one of the
several existing tools (Balsamic Mockups) also able to
implement limited interactive features, such as the
definition of clickable hot spots that are linked to other
sketches to illustrate interactively the intended dynamics
of the UI. In this way we explored several design ideas
such as the interaction models and the features to
implement. Stakeholders have also been presented with a
discussion document integrating and refining the initial
set of requirements with a new set of tentative scenarios
proposals illustrated by means of an interactive mock-up
simulating the interface. The discussion with stakeholders
resulted in the definition of a set of user roles and tasks
that take into account both the context within which the
role is played and the characteristics of the performance.

Figure 2:Sketch of a screen of DISH LMC engineering
interface showing the alarm management UI.
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implemented at Elettra. Figure 3 shows a (partial)
conceptual model designed with IFML for the same user
interface, where the model highlights the structure of the
interfaces in terms of main windows and, for the LMC
window, also the organization in panels, which are
represented as XOR sub-screens, because they will
always be shown once at a time. The opened panel
(Alarms) contains the list of alarms and the two options
available, i.e., the possibility of acknowledging all alarms
at once, or only a selected subset of them.
Figure 4 shows another of the interactive sketches: a
tentative DSH element view (operator) aggregated
dashboard, where all the most important information
regarding the whole DSH element is displayed drawing
the attention to element/sub-element states also by the use
of colours (green = OK, yellow = warning, red = alarm).

Figure 4: DSH element view (operator) aggregated
dashboard.

Figure 3: Partial conceptual model of DISH LMC
engineering interface.
Figure 2 shows one of the interactive sketches that were
produced during the design process of the UI. It shows a
panel dedicated to the Dish LMC engineering interface. It
allows the user to open also the other Dish sub-elements
UIs and to get back to a main menu in which further high
level selections are available. The main part of the panel
consists of a simple tabs bar implementing a flat menu of
options and controls windows to be chosen and opened by
the user via a simple click. The open window actually
shows the Tango Alarms Managements GUI designed and

Figure 5: TM simulator window.
The main operator dashboard offer the user a drill-down
navigation function to navigate sub-elements and monitor
low-level components detail data.
From the same main operator dashboard it is possible to
open a TM simulator window (Figure 5) from which TM
THPHA188
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(or simulated TM) operation can be performed according
to the TM-DISH Interface Control document. Similarly to
the case reported in Figure 3, IFML models are designed
for all the other sketches (not reported here for space
reasons).

TECHNOLOGICAL PROTOTYPING
Within the SKA Dish UI workstream, prototyping is
also a key tool for the evaluation of technologies. Based
on the documented lessons learned by precursors
(LOFAR [7], MeerKAT[8], ALMA[9], ASKAP[10]) and
specific UI analysis conducted by precursor sites
(LOFAR), a set UI tools has been selected to be analyzed
against SKA Dish UI requirements. The set includes
TANGO tools (e.g. Taurus and Sardana) and general UI
frameworks (such as AngularJS, Django, PyQT,
PyTango, and TurboGears).
The Tango Control System was selected as the SKA
framework in March 2015. The TANGO framework and
its UI tools support the types of basic control interfaces
that are currently used at both radio telescopes and within
high energy physics experiments. They can be divided
into Desktop TANGO UI tools and those that provide a
web-based interface to a TANGO environment. The
options for TANGO desktop development includes ATK
based on Java Swing, QTango based on C++ and Qt and
Taurus based upon Python and PyQt. These all fulfill the
basic SKA.DISH UI requirements and could be used to
implement desktop UIs like SKA.DISH UIs.
On the practical aspects of the prototyping, the
technology decisions all seem reasonable. In particular
Taurus has been used to implement SKA.DISH UIs
prototypes with success.

CONCLUSIONS
Considering the lessons learned from precursors, it is
clear that proper analysis and design activities are needed.
These should be focused on what combination of UIs will
best support SKA users (operators, scientists on duty,
schedulers, PIs, etc) and based on usage-centered
development practices. Such a usage-centered
development approach can mitigate product risks (i.e.
those concerning with what will be developed and
whether it will be the right solution) and consists of
several key steps:
1.

To elicit new requirements in terms of activities
that have to be supported (through techniques
such as user analysis, precursors analysis,

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA188

brainstorming and focus group sessions among
stakeholders)
2.

To study the tasks that SKA users would have to
carry out (through task analysis, use case
modeling, scenario definition, sketching and
storyboarding)

3.

To design and validate appropriate UIs (through
refinement of sketches, storyboards and lowfidelity prototypes and user testing).
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LCLS MACHINE PROTECTION SYSTEM HIGH LEVEL INTERFACE
IMPROVEMENTS
C. Bianchini, S. Hoobler, SLAC National Laboratory, Menlo Park, CA 94025, U.S.A.
Abstract
The Linac Coherent Light Source (LCLS) is a free electron laser (FEL) facility operating at the SLAC National
Accelerator Laboratory (SLAC). The LCLS Machine
Protection System (MPS) contains thousands of inputs
and hundreds of protection interlocks. Control room operators use a high-level Graphical User Interface (MPSGUI)
to view and manage faults [1].
MPSGUI contains a wealth of useful information, from
hardware input details to high-level logic flow, but in its
first version it was difficult for accelerator operators to
take full advantage of this. A recent project has greatly
improved the workflow and usability of MPSGUI.

INTRODUCTION
The purpose of the MPS is to prevent damage to beamline components due to beam. The MPS monitors the
states of devices throughout the accelerator. If it detects a
condition that may lead to damage, it turns off the beam.
MPSGUI, a Java application, is the primary operator
interface to the MPS. Operators use it to identify, diagnose, and manage faults. This paper will describe the
enhancement provided by this project on MPSGUI.

MPSGUI
The MPS defines its static input and logic configuration in SQLite database files. Real-time state information is hosted by EPICS signals. The MPSGUI uses
this combination of static and dynamic data to provide
detailed fault and diagnostic information to operators.
The information is distributed in the MPSGUI tabs,
accessible at the interface’s bottom (Figure 1) [2].
 Summary: displays current rates, current
faults, and bypasses

Faults: details of MPS inputs;
 Logic: details of MPS logic, how inputs
translate to rate limits
 Ignore logic: condition under which logic
can be ignored
 History: full history of MPS input state
changes;
 Recent Faults: last 1000 MPS faults that affected beam (faults that clear quickly, except
sub second may not appear here)

Figure 1: MPSGUI summary tab.

ENHANCEMENTS
MPSGUI contains a lot of information available to describe the MPS details but not fully utilized by Operations. In fact, the navigation from High Level GUI down
to the logic fault description, hardware level bits related
to this fault requires cross-reference and the use of several
screens.
The complete requirements list was defined during a
series of meetings with control room operators. A task list
was made based on MPSGUI’s maintenance tickets, user
feedback and feasibility balanced with the limited resources of time and budget.
The intent of this project was to solve the following
main MPSGUI’s issues:
 Hard to find inputs associated with a given
piece of logic.
 Missing information in displays.
 Challenging to identify faults that clear quickly.
 Difficult to associate a fault to the related logic
details.
 Resolve issues that were discouraging operators from using the GUI.

Faults History Server
The most important of Operation’s requests was the desire to identify fast non-latching recurring faults. This
category of faults would appear repeatedly and clear at a
very fast rate. Originally, MPSGUI was providing information about “current faults”, operated by a separate
JAVA thread. The thread was running on the user
launched interface process, increasing the CPU load on
the user side. The “current faults” information was not
available when launching a new interface, instead was
THPHA189
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populated real-time. An additional server process was
developed to solve this issue. The server process continuously runs in the background identifying and storing logic
faults. The Faults History Server is hosted on a production server where the process increments a PV monitored
by the alarm system. In rare cases where the server process stops working, the alarm system reports the status to
Operations to re-start the process.
The Faults History information is stored into a JSON
file. The JSON file contains up to 1000 faults and updates
using a FIFO methodology. The “Recent Faults” tab added to MPSGUI displays the fault history as shown in
Figure 2.
It is now possible to access days of fault history on
freshly launched GUI instances.

Figure 3: MPSGUI logic tab.

Freeze History Tab
The MPSGUI History tab was updating at a very fast
rate. Many MPS changes occur very quickly making
difficult to use the History tab, continuously updating.
Added a “freeze” button which allows users to control
the GUI and stop receiving updates to the list of input
state changes, Figure 4.

Figure 2: MPSGUI recent faults tab.
Another new tab’s feature is the context menu to bypass
or to show details for the selected piece of logic.

Logic Input Information Accessibility
The MPS’s logic is displayed into MPSGUI’s logic tab,
it contains details how inputs translate to rate limits.
The information provided was incomplete and required
to cross-reference multiple displays in order to map
hardware input to high-level logic. A table appear while
clicking on one of the listed logic, containing sensitive
information and the link to the link node information.
The additional search feature by fault name is very useful for troubleshooting and identifying a fault occurrence.
Prior to this search feature becoming available, it was not
possible to easily find a fault in a Logic tab unless knowing the exact name.
In Figure 3, the blue rectangle is showing the related
information bottom and the related display to link node’s
display.
The same feature is available for the “ignore logic” tab.

Figure 4: MPSGUI history tab.

CONCLUSION
The new features now allow operators to quickly identify MPS faults and diagnose problems. The troubleshooting time has been reduced, increasing the uptime for FEL
delivery to user experiments. The MPS Logic Faults History server, in particular, has had a strong positive impact,
allowing users to access days of recent fault history with
freshly launched GUI instances.
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IMPLEMENTING CS-STUDIO AT ReA3*
T. Summers†, D. B Crisp, A. Lapierre, S. Nash, M. Steiner, National Superconducting Cyclotron
Laboratory, Michigan State University, East Lansing MI, USA
E. T. Berryman, D. Maxwell, A. C. C. Villari, Facility for Rare Isotope Beams, Michigan State
University, East Lansing MI, USA
Abstract
ReA3 is the 3 MeV/u rare isotope beam (RIB) reaccelerator at Michigan State University's National Superconducting Cyclotron Laboratory (NSCL) [1]. ReA3 is
unique in that it reaccelerates RIBs produced in-flight by
projectile fragmentation. These beams are currently provided by the Coupled Cyclotron Facility (CCF) and will
be provided in the future by the Facility for Rare Isotope
Beams (FRIB), which is currently under construction and
early commissioning.
A transition to Control System Studio (CS-Studio) [2]
as the graphical user interface tool is underway to align
ReA3 Human-Machine Interfaces (HMIs) with the FRIB
style, providing operators with a consistent, integrated
environment. This contribution will describe the challenges and strategies for implementing new HMIs at an
operating facility.

prototypes for preliminary design, user testing and training can reduce disruptions to the operational system.

Provide New and Exciting Tools
Providing content that was not available previously is
one of the easiest ways to encourage people to use a new
HMI tool. At ReA3, the addition of two 50-inch, 4K display TVs provided an opportunity to develop a new set of
status pages. Figure 1 shows the contents of these new
screens, displaying three key pages: accelerator equipment status, safety information and alarms. This layout
provided enough extra space to allow for a history plot of
device temperatures.

STATUS
Over the past few years, many of ReA3’s control interfaces have been transitioned to CS-Studio. This includes
operator interface pages (OPIs) and tuning pages
(OpsTuners), live and archived data browsing, alarm
handling, and save/restore functionality. The previous
interfaces include a set of local tools written in QT,
Tcl/TK and Perl.

CHALLENGES AND STRATEGIES
There are two general types of challenges in implementing new HMIs at any facility: changing the tools
themselves, and changing people’s behavior. Difficult at
any time, this process is made more challenging due to
the need to maintain the operational program with a high
level of availability.
There are several strategies for encouraging adoption of
new interfaces while minimizing the disruption of learning to use new tools. People generally hesitate to learn
new ways of doing their current work. They are busy, and
new tools are often a source of new quirks and conventions to learn. Often, they will acknowledge that their
current tools are not perfect but they have learned to use
them well enough to be effective. The following strategies attempt to ease the transition period by providing a
familiar workflow for basic tasks and focusing new development on high-level overviews and tailored control
pages. Using online mock-up tools and realistic simulated
___________________________________________

* This material is based upon work supported by the National Science
Foundation under Grant No. PHY-1565546.
† summerst@nscl.msu.edu

Figure 1: New large screen status displays for the ReA3
control room.
Creating tailored control pages is another way to encourage the transition. Figure 2 show a page for an ion
source which combines controls across various subsystems and displays the status in an easy to understand
schematic. Figure 3 shows a page for the task of starting
up the electron beam ion trap (EBIT). This style of page
can be used to turn a procedural document into a guided
walkthrough that gathers all relevant information and
controls into one place. This provides an opportunity to
capture the knowledge of experts, reduces operational
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A consistent style reduces training time and user error.
In addition to a written style guide, there are several ways
to help maintain consistency across interfaces. Having a
practical set of named fonts and colors in the CS-Studio
definition files as well as creating a schema file defining
default configuration for widgets will make it easy for
content developers to use the same conventions. Figure 5
shows ReA3’s color and symbol legend demonstrating the
conventions chosen for status and control widgets.

Figure 2: Specialized display for an ion source combining
status and controls for vacuum, power supplies, gas leak
and beam selection.

Figure 5: ReA3’s symbol and color legend.

Minimize Risk with Mock-ups and Simulation

Figure 3: Specialized display with a guided walkthrough
for starting the EBIT.

Decide on an Overall Plan and Style Guide
There is a well-established hierarchy of user interface
design [3] that should be kept in mind when creating a
new set of interfaces. At ReA3, the general structure is
split into the four layers shown in Figure 4.

Figure 4: Hierarchical plan for interfaces: top level launch
status, area/subsystem overviews, equipment/task detail,
and detail support.

Minimizing the risk of changing interfaces on an operator machine can be accomplished with mockups and a
simulation environment for design, testing and training.
Mockups are an invaluable tool for designing new interfaces, particularly in the early stages. An online tool
such as Balsamiq Mockups [4] provides a collaborative
environment for making fast prototype pages such as the
vacuum display shown in Figure 6. These can be used to
test layout and style as well as the transitions from one
page to the next. This saves development time since iterating through sketches is fast while iterating on fully
functional control screens can be long and complex. Involving operators and stakeholders at this stage of design
will also foster a sense of engagement and ownership.

Figure 6: Vacuum display mock-up in Balsamiq.
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A simulated controls environment can be used to design, build, test and train people on realistic interfaces
without the risk of affecting operating equipment. To
achieve this at ReA3 a set of simulated devices were
created in an EPICS softioc with embedded python
scripts. Simple simulated magnets, cavities, Faraday cups,
vacuum gauges and gate values can be controlled and
observed. This simulation can potentially be extended to
use more realistic device control templates including
external interlocks or by incorporating a simple accelerator model. A set of CS-Studio pages, such as that for
magnets shown in Figure 7, was developed to control the
simulated devices. Several templates that were developed
in this environment are now in operational use.
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One of the previous tools at ReA3 was a program tailored to the manual tuning of devices. Several features of
that program were not available in CS-Studio so a new
‘OpsTuner’ application was created to provide them.
Convenient features of the application include being able
to use the keyboard to move between enabled devices and
step the setpoints, hotkeys to change the step size, and an
ability to group devices for coordinating adjustments.
Snapshots of the current settings can be stored locally and
reverted. OpsTuner files are simple comma-separated
files with a row for each device and columns for control
or readback type. An example of an OpsTuner display for
the ReA3 RF cavities is shown in Figure 9.

Figure 7: CS-Studio screen for simulated magnets.

Reduce Stress by Providing Familiar Experience
Several of ReA3’s initial CS-Studio pages were created
to mimic the style of the previous interface tool, an example of which is shown in thse area overview page in
Figure 8. This reduces the amount of learning effort as
people can focus on using the new environment while
having familiar control screens.
However, care should be taken not to import practices
that are very different from the new conventions. For
example, if the new guidelines forbid combining status
and action in a single widget, these mimic pages should
be adjusted to reflect that. For this reason, bulk conversions from the old tool to the new one may not be the best
approach, or should only be considered a starting place.
The goal should be to update these pages to the new style
within a reasonable timeframe, as operator’s familiarity
and skill with the new system improves.

Figure 9: OpsTuner display for tuning ReA3 RF cavities.

CONCLUSION
There are several strategies for encouraging adoption of
new interfaces while minimizing the disruption of learning to use new tools. Focusing on providing novel content
while preserving (to a reasonable extent) the familiar
workflow and style of the previous tools will encourage
people to make the transition. Using online mock-up tools
and realistic simulated prototypes for preliminary design,
user testing and training can reduce disruptions to the
operational system while building confidence that when
the new content is deployed it will be functional, correct,
and operators will be comfortable using it.
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Figure 8: Area overview in the style of the previous tool.
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ABSTRACT
A new 60kW thermosiphon fluorocarbon cooling plant has
been commissioned to cool the silicon tracker of the
ATLAS experiment at the CERN LHC. The thermosiphon
operates over a height of 90 metres and is integrated into
the CERN UNICOS system and the ATLAS detector
control system. The cooling system uses custom ultrasonic
instrumentation to measure very high coolant vapour flow
(up to 1.2 kg/second), to analyse binary gas mixtures and
detect leaks. In these instruments ultrasound pulses are
transmitted in opposite directions in flowing gas streams.
Pulse transit time measurements are used to calculate the
flow rate and the sound velocity, which – at a given
temperature and pressure – is a function of the molar
concentration of the two gases. Gas composition is
computed from comparisons of real-time sound velocity
measurements with a database of predictions, using
algorithms running in the Siemens SIMATIC WinCC
SCADA environment. A highly-distributed network of five
instruments is currently integrated into the ATLAS DCS.
Details of the thermosiphon, its recent operation and the
performance of the key ultrasonic instrumentation will be
presented.

pressure differential to the above-ground condenser; the
lowest pressure part of the system.

INTRODUCTION
The inner tracker of the ATLAS experiment contains
silicon microstrip and pixel detectors, evaporatively cooled
with C3F8 (octafluoro-butane: R 218) and CO2.
The present compressor-driven C3F8 recirculator [1] is
being replaced with a new 60kW thermosiphon [2] (Fig. 1)
exploiting the 92 metre depth of the ATLAS cavern to
generate sufficient liquid hydrostatic pressure (16 bar) to
circulate C3F8 through the tracker, without any moving
parts in the primary coolant loop. Vapour returns by

Figure 1: The ATLAS thermosiphon recirculator for the
C3F8 evaporative cooling of the inner silicon tracker,
showing the linked ultrasonic instruments.
The thermosiphon has a cooling capacity of 60 kW and
circulates C3F8 at a high mass flow of up to 1.2 kg/second.
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It is integrated into the CERN UNICOS system and
interfaced to the ATLAS detector control system (DCS).
In addition to improved reliability over a compressordriven system, the thermosiphon offers the possibility of
lower operating (evaporation) temperatures within the
cooling channels of the silicon tracker, affording the
microstrip and pixel detector modules better protection
against radiation damage as the LHC luminosity increases.
The thermosiphon was successfully commissioned with
the silicon tracker in tests made during April 2017. During
that time the ATLAS elements of the silicon inner tracker
were evaporatively cooled with C3F8 at their maximum
power dissipation of 60kW with multiple changeovers
(“swaps”) made between the compressor and
thermosiphon recirculators with the silicon modules
remaining powered. The maximum temperature excursion
on the silicon modules during these swaps was 2 °C, well
within safety limits. The thermosiphon will replace the
compressor driven recirculator during 2018.
Custom ultrasonic (“sonar”) instrumentation [3], [4] is
extensively used in the thermosiphon and silicon tracker
cooling control systems to:
 Measure the very high C3F8 coolant vapour flow
returning to the thermosiphon condenser.
 Measure air ingress into the thermosiphon condenser
and detect leaks of coolant into the nitrogen-purged
anti-humidity envelopes surrounding the silicon
tracker sub-detectors, through the use of binary gas
mixture analysis.
Two axial sonar instruments with 498 mm acoustic paths
analyze gas aspirated at constant low flow (~0.1 l.min-1)
from the N2 envelopes of the ATLAS silicon pixel and SCT
detectors to locate trace concentrations of C3F8 coolant
leaks. A third tube is used to detect CO2 coolant leaks into
the envelope surrounding the innermost IBL pixel detector
layer (Fig. 1). Long term temperature stability of ±0.2°C
can be achieved by water circulation through the double
wall construction of these tubes.
It can also be seen from Fig. 1 that the ultrasonic
instruments are widely distributed in location, requiring an
extended communication network. Figure 2 illustrates their
implementation within the ATLAS DCS.
The local electronics of each instrument pass sound
transit time, temperature and pressure to a PowerEdge 610
SCADA computer running Siemens WINCC-OA [5] under
Linux, where more complex tasks such as gas composition
analysis or flow calculations are performed. The computer
is located in an underground technical cavern and
connected to the ATLAS DCS Ethernet network. The
custom WINCC project gathers data from all the
instruments. Its tasks include:
 Communication with all five ultrasonic instruments
using Modbus TCP/IP over Ethernet.
 The graphical user interface for all the instruments.
 The calculation of flow and mixture composition
using on-line transit time, temperature and pressure
data.
 The manipulation of valves and vacuum pumps to
sequence the aspiration of gas streams to be sampled.
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 The data storage, including calculated flow and
mixture compositions to the ATLAS DCS database.
 The selection of critical data parameters to be sent to
the ATLAS alarm handling FSM (finite state
machine) and control room personnel.

Figure 2: Interconnection architecture for the sonar
instruments in the ATLAS detector control system.
In addition to long distance communication via Ethernet
the custom electronics integrates a custom 2-wire
communication protocol for local liaison between acoustic
modules, analog (temperature, pressure) input modules and
valve and vacuum pump drivers (Fig. 2).

ULTRASONIC INSTRUMENT OPERATION
The custom electronics - illustrated in Fig.3 - is based
on dsPIC33F microcontrollers and centred on use of the

Figure 3: Ultrasonic driver/amplifier and timing circuit.
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SensCorp Model 600 capacitative 50kHz ultrasonic
transducer [6].
These transducers use low inertia gold-coated Mylar
membranes with fast (< 5 s) 10-90% signal rise-time in
response to arriving ultrasound pulses. The transducers are
sensitized for reception with +300 V bias and energized for
transmission by (3000V) square wave pulse transitions.
The receive chain contains differential & programmable
gain amplifiers followed by comparator also implemented
in the –controller.
Ultrasound pulses are transmitted in opposite directions
in flowing gas. Synchronous with the leading edge of the
first transmitted sound pulses 40 kHz readout clocks are
started, which are stopped by the first pulse that exceeds
the user-defined threshold for the signal from the opposing
transducer. Time-stamped bi-directional transit times are
measured approximately 20 times/second along with
temperature and pressure. Parameter values from rolling
averages of typically 100 readings are calculated and sent
from the FIFO memory to the SCADA computer.
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(3)
In this way equation (1) becomes:
∑
∑

∑

(4)

Figure 4 illustrates the variation of sound velocity with
the concentration of C3F8 in N2 in the range 0  1%. The
added indices illustrate the relationship between the
uncertainties in measured sound velocity, c, and mixture
determination, (mix). At any concentration of the two
components;
(5)
wherem is the local slope of the sound velocity/
concentration curve.

BINARY GAS MIXTURE ANALYSIS
Five ultrasonic instruments are integrated into the
ATLAS DCS. Binary gas mixture analysis and flow
calculation are carried out in scripts running under Siemens
SIMATIC WinCC on Linux in the SCADA computer.
Differences in transit times in the opposing directions are
used to calculate the flow rate while their averages can be
simultaneously used to calculate sound velocity,
Gas composition is computed on-line from comparisons
of real time sound velocity measurements with a prediction
database composed of sound velocity/concentration lookup tables for different gas pairs over the concentration,
temperature and pressure ranges of interest. The look-up
tables can based on prior measurements in calibration
mixtures and/or theoretical predictions made with an
appropriate equation of state for example using NISTREFPROP [7].
The binary gas analysis algorithm is based on the general
equation for sound velocity, c, in a gas:
(1)

c=

Figure 4: Variation of sound velocity with concentration of
C3F8 in N2 in the range 0  1%. The added indices
illustrate the relation between the uncertainties in measured
sound velocity and mixture determination.
Contributions to the ±0.025 ms-1 overall sound velocity
measurement error typically seen in our instruments come
from:
 ±0.1°C temperature uncertainty in gas (±0.02 ms-1).
 ±1 mbar pressure uncertainty (±0.003 ms-1).
 ±0.1mm transducer spacing uncertainty (±0.002 ms-1)

where R is the molar gas constant (8.314 J∙mol−1∙K−1) and
T is the absolute temperature in degrees Kelvin.

From calibration in pure gases with known sound velocity
dependence on temperature and pressure [7].
 ±100 ns transit time uncertainty (±0.002 ms-1).

The value of γ for a binary mixture is given by the ratio
of the weighted sums of molar specific heat at constant
pressure (Cpi=1,2) to that at constant volume (Cvi=1,2) for the
two components:

The gas pair illustrated in Fig. 3 is of interest to
monitoring the leakage of C3F8 evaporative coolant into the
N2-purged envelopes of the ATLAS pixel and SCT
subdetectors, as illustrated in Fig. 1. In the C3F8 range of
interest between 0 and 1%, the average local slope of the
sound velocity vs. concentration curve yields a mixture
uncertainty of ±2.10-5 via eq. (5).
Figure 5 illustrates the change in baseline C3F8
concentration seen in the ATLAS pixel detector N2
envelope on cooling system startups separated by one year.
Gas is permanently aspirated from the pixel envelope

∑
∑

(2)

where wi=1,2 are the molar fractions of the two components.
Similarly, the molar mass of the mix, M, in kg∙mol−1, is
given by:
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through a sonar tube, as illustrated in Fig. 1. No increase in
leak rate was seen between 2016 and 2017. Although
individual leaking circuits have been identified through
successive isolation the current leak rate is considered
tolerable.
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the condenser and opening another valve to evacuate its
contents. Too low a threshold would waste expensive C3F8,
while too high a level might allow the condenser pressure
to rise to a level that would unacceptably reduce the C3F8
vapour return flow.
In the range 0-10% air contamination in C3F8 the average
slope of the sound velocity vs. concentration curve is ~0.56
ms-1%-1. The typical sound velocity measurement precision
of ± 0.025 ms-1 would yield an uncertainty in air
concentration of ± 0.05%.

GAS FLOW DETERMINATION
Figure 5: C3F8 concentration increase seen in the N2 purged anti-humidity volume of the ATLAS pixel detector
during cooling startup, January 2017 & 2017.
The concentration finding algorithm uses look-up tables
stored as arrays of parameters of fits of sound velocity vs.
composition over the desired concentration, temperature
and pressure range of interest for a particular gas pair. Grid
spacings of 0.5 ⁰C and 20 mbar are used for the sonars
monitoring coolant leaks into the sub-detector
environmental volumes, while a coarser granularity of 1 ⁰C
and 100 mbar is used for the “degassing” sonar of the
thermosiphon condenser discussed below. The
concentration finding algorithm linearly interpolates stored
fit parameters to values corresponding to the measured
temperature and pressure. These are then used with the
measured sound velocity to calculate the corresponding
binary gas molar composition.
Figure 6 illustrates the instrument installed vertically
above the thermosiphon condenser, externally on the roof
of the ATLAS buildings at CERN. This instrument forms
a part of the thermosiphon control system and is intended
to detect and eliminate ingressed air which would
otherwise reduce the efficiency of C3F8 circulation by
raising the condenser pressure.

Ultrasonic instruments can be configured for
simultaneous gas flow measurements, based on the
difference in transit times of ultrasound, tup and tdown, in
opposite directions in flowing gas. We have found that
instrument precision can be enhanced through
decomposition of the acoustic path into the two component
acoustic lengths:
 L, where the gas is in laminar motion.
 L’ where the gas is considered static or moving
perpendicular to - or in a closed vortex in - the acoustic
path.
The gas flow velocity, v, can be expressed as:
or as

6

with the volumetric flow obtained from multiplication by
the area of the gas flow tube.
We have developed instruments [1], [8] with the acoustic
path aligned with the gas flow and angled with respect to
it. The principal constraint in each geometry is that the
acoustic path should sample the entire profile (diameter) of
the flowing gas. In a linear geometry this implies that the
flow tube diameter cannot exceed that of the transducers,
limiting flows to lower values than in angled geometries
with transducers located outside the gas flow and
transmitting sound obliquely across a much larger tube.
Figure 7 illustrates the case for the angled ultrasonic
flowmeter constructed to measure the return C3F8 vapour
flow to the thermsiphon condenser. The 568 mm acoustic
path crosses the 131.7 mm diameter gas flow tube at 45°.

Figure 6: Left: the degassing sonar installed above the
condenser of the ATLAS thermosiphon prior to the fitting
of the PID-controlled heater jacket and thermal insulation.
Right: Sound velocity vs. air/C3F8 composition at 3 sonar
tube temperatures: condenser pressure 300 mbarabs.
Since air is nearly a factor 10 lighter than C3F8, any
ingress will concentrate in the sonar and collection tank,
causing the sound velocity to increase, as illustrated in Fig.
6. The analysis precision is less demanding in this
instrument: an air concentration of a few percent can
trigger venting by closing a valve between the sonar and
Experiment Control

Figure 7: The angled ultrasonic flowmeter installed in the
ATLAS thermosiphon vapour return line.
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The positioning of the ultrasonic transducers to
minimize pressure drop and turbulence in the sound path
was the subject of an extensive CFD simulation [1]. They
are mounted on stainless steel UHV flanges equipped with
and ports for evacuation and the injection of calibration gas
into each side arm. Quarter-turn ball valves with 40mm
diameter orifices allow the sound to pass but can be closed
for transducer access without interrupting the C3F8 vapour
flow or exposing it to air pollution. A pressure transducer
and three thermistors monitor each side arm of the flow
meter to allow the density of the circulating C3F8 vapour to
be calculated, via [7], to convert the volumetric flow into
an equivalent mass flow.
The acoustic path in moving gas is given by DMain/sin,
where DMain is the internal diameter of the main tube (and
is the acoustic path crossing angle. The acosutic path in
static gas L` is made up of components L1 and L2 in the two
side arms. Equation (6) respectively becomes:
7
The flowmeter demonstrated linearity in air flows up to
10 ms-1 (131 l.s-1) before installation, with an rms precision
of ± 2.3 % of full scale. Figure 8 illustrates measurements
made with the flowmeter in C3F8 vapour circulating in the
thermosiphon to cool the ATLAS SCT and pixel detectors
in April 2017.
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During the commissioning tests repeated transitions
(cold “swaps”, illustrated by red arrows in Fig. 8) were
made between the thermosiphon and compressor-driven
recirculators with the silicon modules of the SCT and pixel
detectors remaining powered. During compressor
operation no flow is seen in the C3F8 vapour return line to
the condenser since the vapour is redirected to the
compressor inputs.

CONCLUSION
The
ATLAS
thermosiphon
recirculator
was
commissioned in tests made during April 2017, during
which the ATLAS SCT and pixel sub-detectors of the
silicon inner tracker were evaporatively cooled with C3F8
up to their maximum combined power dissipation of
60kW. Numerous cold “swaps” were made between the
compressor and thermosiphon recirculators with the silicon
modules kept cooled and powered. The maximum
temperature excursion on the silicon modules during these
swaps was 2 °C, well within safety limits. The
thermosiphon will replace the compressor-driven
recirculator as baseline system during 2018.
Custom ultrasonic instrumentation, integrated into the
ATAS detector control system played an important role in
the thermosiphon commissioning tests by monitoring the
flow of circulating C3F8 and for verifying the absence of air
leaks into the thermosiphon condenser during these
operations. This instrumentation has been integrated into
the ATLAS detector control system.
The combined architecture provides a high level
graphical user interface and data archiving for an ensemble
of distributed instruments with the abstraction of critical
parameters and rapid hardwired feedback to industrial
control systems.
Other potential applications requiring binary gas analysis
and simultaneous flowmetry include anaesthesia, the
analysis of hydrocarbons and vapour mixtures for
semiconductor manufacture.
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Abstract
This paper directs attention to the state machine design
of the neutron scattering experiment control system in
CSNS. The task of the software system is to complete the
experiment on spectrometer, the purpose of the state
machine design is to work with each other among the
subsystems. Spectrometer experiment in CSNS
spectrometer by internal control, data acquisition and
analysis software, electronics, detector, sample
environment and many other subsystems combined，this
paper focuses on the introduction of the design details of
state machine.
Keyword: CSNS, Neutron Scattering, Experiment
Control, software design, EPICS.

INTRODUCTION
CSNS (China Spallation Neutron Source) includes a
powerful linear proton accelerator, a rapid circling
synchrotron, a target station and three neutron instruments.
CSNS Experiment Control System works as an overall
controller of all kinds of devices, as well as a manager in
charge of running the procedure of experiment correctly
and stably [1]. Generally, a neutron experiment at CSNS
comprises several interacting modules like control system,
detectors, data acquisition(DAQ), and physics analysis.
Then control system will gather all the parameters user
submitted and compose scan scripts for automation.
During the automated execution of scan scripts, control
system doesn't only interact with other modules by
signaling start/stop to DAQ and Physics Analysis, but

also gathers and assembles configuration data and process
value, integrates them into a summary file for users
tracing back the process of the experiment. Besides,
errors are also required to be handled properly in the
whole course of experiment process. Moreover, the
procedure of each module is changeable on different type
of spectrum. On this account, there must be a simple
extensible and efficient interacting mechanism that
reduces complexity and enhance extensibility when
requirement varies in the future, which leads to a stable
and maintainable control system. In such design, control
system provides GUI for users submitting experiment
proposal and making up the controlling procedure of an
experiment task. The framework of the CSNS control
system is based on EPICS. In a view of data, serving as a
data transmission medium, EPICS is a reliable and
convenient technique to guarantee stable sending and
receiving process value(PV) [2]. PV is designed to be the
necessary and sufficient data layer that other modules
need to pay attention to. In a view of process, it is also
required that specifically stating the interactions between
modules to ensure the system handling all kinds of
actions under different operating conditions. In this paper,
the finite state machine mechanism will be mainly
explained how to decompose and process the multiple
modules interactive experiment task through the state
machine and EPICS service. It provides a more
standardized and effective method for task decomposition
and processing.

Table 1: Data Flow of a Normal Experiment
Phase

Action

Datafile

Generation

Fetch Configuration information into file.

Spectrum configured Nexus file.

Static data collecting

Collect experimental parameters on OPI.

Experimental proposal Nexus file.

Dynamic data gathering

Gather process values.

Experiment report

Output

Adding the locations of DAQ file.

Experiment summary

____________________________________________

* Work supported by China Spallation Neutron Source, the science
and technology project of Guangdong province under grand No.
2016B090918131 and 2017B090901007.
† Corresponding author:Jian ZHUANG, e-mail: zhuangj@ihep.ac.cn

DATAFLOW OF EXPERIMENT
CONTROL
From a data flow perspective, an experiment summary
file, which is generally the product a control system
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should yield to the users for their analysis needs, is
typically generated from configuration of all subsystems
such as shutters, choppers, slits, then filled by the users
with proposal information and experiment parameters,
and logged process value during experiment, at last put all
DAQ data files together. As a consequence, the data flow
of a normal neutron experiment is described in the table
1.

PROCESS OF EXPERIMENT CONTROL
In accordance with experiment data flow, the
experiment process can be also designed to four phases,
showing in Figure 1. A state machine is introduced into
the interactive process, for control system organizing the
process flow of the interactive modules such as DAQ,
Online Analysis and monitor. On one hand, control
system is in charge of the state transitions, that is,
deciding whether the experiment should step into the next
phase as well as get its own state transited. On the other
hand, state of the control system also depends on the
states of other modules.
In the process of interaction between the control
system and other modules, a state machine is designed for
the managing of the state transition of the whole
experiment system. The state machine simplify the
interaction of modules. Figure 2 illustrates a normal
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experiment activities flow. 1)The experimental task
submitted by the user can be either an instruction step by
step or a script file for automation, to notify the state
transition. 2)In each state, the other modules proceed their
own tasks and signal the state machine for next phase
when it completes. 3)Meanwhile, control system also has
to perform certain tasks such as RUN generation, data
collecting, summary file output. 4) If and only if the
control system completes its own tasks and all modules
signal their completion, then the state machine transit to
the next state. An important advantage and necessity of
using state machine to modeling the experiment controller
is that in some experiment ,order of phases showed in
Figure 2 varies a lot.
One example is the Looping of phase II and III with
multiple runs in a single experiment. To implement it, you
can just simply change your code by adding a Loop on
state II and state III, keeping away from change all the
instructions flow interacting with other modules. Thus, it
gives the simplification for the user to organize their task
scripts by only changing the procedures of transitions
among a few states, other than writing specific code for
each experiment. Obviously, well encapsulated states set
design brings clearance and concise to the whole process.

Figure 1: Experiment data flow.
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Figure 2: Interactive process of an experiment.

STATE MACHINE DESIGN
In CSNS neutron experiments, the scientists propose
the goals of the experiment, then control system
transforms the physics proposal into the concrete control
actions. In the meantime, DAQ system and online
analysis system are both involved. DAQ system,
combined with detector and electronics, is in charge of
the acquisition and storage of neutron experimental data
under the instruction of control commands. Online
analysis system analyses the data from DAQ then display
the results to the scientists. During the experiment,
control system connects all front hardware to the software,
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executes the instructions and scripts [3]. The other
modules carry out their own tasks in each state under the
controlling of the state machine.
It is important to point out that the sequence of
execution of DAQ and Online Analysis is variable. For
example, in normal neutron experiment DAQ system
must starts after the online analysis begins, in case of any
data lost and cause inaccurate analysis results. Quite on
the contrary, in some test experiment, usually a scan of
several points, tuning for the best experiment
environment, the online analysis will repeatedly start/stop
in a loop. In such case DAQ should start before online
analysis for unnecessary multiple start/stop.
In the standard sequence of the states transition of a
normal experiment, 5 Commands are described in Table
2.
Table 2: Commands Definition
DEFINITION
COMMANDS
Start Online Analysis
CONF
Start DAQ system
START
Stop DAQ system
STOP
Stop Online Analysis
EXIT
Reset all states
CANCEL
Correspondingly ,7 states are designed as: Waiting,
Initialized, Ready, Running, Ended and Error, as shown in
Table 3.
 Waiting state is a 'head state' when state machine
start-up or reset up. It will unconditionally transit to
the Initialized state.
 Initialized state means the control system and all the
other subsystems are ready for configuration. When
a CONF command is signalled by user or the script,
online analysis starts and return a success signal.
Then control system will transit to Ready state.

Table 3: The State Transition Table
States
Waiting

Initialized

Ready

Running

Ended

Error

Events
/
CONF signaled
Online Analysis startup
START signaled
DAQ startup
STOP signaled
DAQ stopped
EXIT signaled
Online Analysis stop
CANCEL Signaled
Error occurred

Initialized

Waiting
Ready

Waiting
Running

Waiting
Ended

Waiting
Initialized

Waiting
Waiting

Error

Error

Error

Error

Error

Error
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 Ready state indicates that the experiment data can be
acquired for online analysis. A signalled START
command orders DAQ system to start the data
acquisition and storage routines. Control system will
notice DAQ starts successfully then make a state
transition to Running state.
 Running state shows that all the experiment system
is running. If everything goes well, online analysis
system will display the plots and graphs onto the
screen. When the experiment reaches the predefined
end condition such as time, proton charge, a STOP
command will be signalled for DAQ to stop. Then
control system will make a transition to Ended state.
 Ended state means DAQ has already stopped. All the
experiment data is analysed. At this time, An EXIT
command should be signalled for online analysis to
stop and reset the control system state to Waiting.
In the above each state, any exception or fault occurred,
control system state will make a transition to Error,
waiting for manually handling. When a CANCEL
command is signalled, control system will transit to
Waiting. A state diagram shown in Figure 3 illustrates the
design of the state machine.
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IMPLEMENTATION
Based on the design of the above state machine,
program can be easily coded and tested. In CSNS
implementation, state machine is deployed on IPC that
installed CentOS System on which EPICS (Experimental
Physics and Industrial Control System) and the extension
Sequencer are compiled and installed. State machine is
coded using SNL (State Notation Language) language
running on Sequencer, which is one of the most famous
EPICS extensions. It smoothly integrates with PV and
depends and builds on EPICS base. Also, it can escape to
C code seamlessly.

CONCLUSIONS
After the construction of hardware and software, the
current state machine has successfully complied and
implemented on neutron spectrum systems in accord with
the design logic [4].
The completion of CSNS will be in 2018. At that time
experiment control system will be run in the real time,
such that later on various of on-site deployment and
software operation debugging is expected to get the
system optimized.

REFERENCES:
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Figure 3: State diagram of control state machine.
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Abstract
n_TOF is a pulsed neutron facility at CERN which studies neutron interactions as function of the energy. Neutrons
are produced by a pulsed proton beam from the PS directed
to a lead target. In a typical experiment, a sample is placed
in the neutron beam and the reaction products are recorded.
The typical output signals from the n_TOF detectors are
characterized by a train of pulses, each one corresponding
to a different neutron energy interacting with the sample.
The Data Acquisition System (DAQ) has been upgraded in
2014 and is characterized by challenging requirements as
more than hundreds of 12 or 14-bit channels at a sampling
frequency of 1 GS/s and 1.8 GS/s acquired simultaneously
every 1.2 s for up to 100 ms. The amount of data to be
managed can reach a peak of several GB/s. This paper describes the hardware’s solutions as well as the software’s
architecture developed to ensure the proper synchronization between all the DAQ machines, the data’s integrity,
retrieval and analysis. The software modules and tools developed for the monitoring and control of the n_TOF experimental areas and the DAQ operation are also detailed.

INTRODUCTION
The CERN neutron time-of-ﬂight facility n_TOF [1] features a white neutron source produced by spallation
through 20 GeV/c protons produced by the PS and impinging on a lead target. The facility, aiming primarily at the
measurement of neutron-induced reaction cross sections,
was operating at CERN between 2001 and 2004, and then
underwent a major upgrade in 2008 with the so called Experimental ARea (EAR) 1. During the CERN long shutdown 2013-14, n_TOF constructed a new experimental
area (EAR2) above the spallation source, 10 times closer
than EAR1 to the lead target. This allowed increasing the
neutron flux by about 40 times. A whole renovation of the
DAQ was also done, focused both on the software and the
hardware, by increasing the number of readout electronic
channels to cover EAR2 and the new physics challenges.

gives an acquisition time window of about 10 ms. The acquisition is triggered by the PS timing signal and the data
samples should be transferred to the memory of the host
controller before the next acquisition starts again 1.2 s
later. Data are stored permanently on the CERN Advanced
Storage (CASTOR) [2]. The architecture is conceived to be
modular with different ADC multichannel cards, distributed on several chassis equipped with a host controller running Linux CentOS 7 (DAQ units).
The key parameters of the digitizers are:
 The ADC front-end to match all the possible signals
from the different detectors (bandwidth and amplitude). A variable input gain and a bias adjustment is
preferable to use the entire ADC dynamic range.
 ADC resolution and sampling frequency: the detector signal noise floor gives an indication of the ADC
resolution needed whilst the signal shape, rise time
and duration, specify the minimum sampling frequency needed.
 On board memory size: there should be enough local
memory on the digitizer to store the entire acquisition
time window per channel at the maximum sampling
frequency.
 Card Data interface: the digitizer data interfacing
has to transfer on time all the channels’ samples related to the maximum time window to the host controller memory, before the next PS cycle (1.2 s).

THE N_TOF DAQ COMPONENTS
The global DAQ hardware architecture for each experimental area is depicted in Figure 1.

THE N_TOF DAQ REQUIREMENTS
The typical n_TOF DAQ measurement application consists in the digital acquisition of the detectors output signals
to perform time domain analysis. The signal shape is a
pulse train where each pulse amplitude is proportional to
the energy of the neutron interaction products, the rise/falling time to the detector type and the integral to the neutrons
flux. The acquisition time window for each PS pulse corresponds to the whole neutron energy range, i.e. from a
gamma flash detected when the proton beam impinges on
the target until approximatively 100 ms for thermal neutrons (the slowest ones) which travel a 185 m path to the
EAR1. This also corresponds to the longest time window
since the travel path to the EAR2 is only of 20 m, which

Figure 1: n_TOF DAQ hardware architecture.

The DAQ Units
Each DAQ unit hosts several high sampling Data Acquisition Cards (DAC) as well as the high writing speed local
storage able to sustain the raw data bandwidth related to a
maximum acquisition window of 100 ms. It guarantees a
data buffer for 3 days of acquisition in nominal operation
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conditions, to overcome network traffic issues in the data
transfer to CASTOR.

The Hardware
The DAC are SPDevices ADQ412DC and ADQ14DC4C. These cards feature the best trade off price performance with respect to the requirements set up by the experiments. Table 1 summarizes the main characteristics of
the two models.
Table 1: n_TOF DAQ Cards Characteristics
Requirements

ADQ412

ADQ14

Resolution

12-bit

14-bit

Full Scale Input Range
(FSR)
Sampling frequency &
N. of channels

0.1-5Vpp

0.05-5Vpp

1.8GS/s 4-ch
3.6GS/s 2-ch
175MS/ch

1GS/s4-ch

1.3GHz

400MHz

On board Memory Size
Bandwidth (-3dB)

256MS/ch

Adjustable input bias

+-100% FSR

Bus Interface

PCIe GEN2x8

Trigger

Internal/External

Scientific Linux drivers

Yes

Nowadays the DAQ counts 12 ADQ412 and 21 ADQ14
for a total of 33 cards split in 6 DAQ units among the two
experimental areas. Figure 2 shows the hardware architecture of a typical DAQ unit.

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA195

local storage. Below is a summary of the recorded performances:
 3.2GB/s data rate from card’s buffer to chassis
memory. The DAQ card has a Gen2x8 PCIe interface.
 Parsing of raw data (reorganization of the 12-bit data
into 16-bit) is done at 800MB/s by the CPU
 Local storage data rate is 6GB/s peak

The Low-Level Acquisition Software
The low level software is organized in a single process
multi-threaded application. In the main process, the state
machine that takes care of the decoding and execution of
the commands received through the experiment middleware is implemented. The data acquisition is organized in
two separated threads: the Acquisition and the Writer. The
former waits until each card is triggered and starts transferring the raw data from the memory card to a specific
memory buffer system as soon as the acquisition is finished. The memory system allocation is performed at the
beginning of the run. A pool of buffers is allocated for each
card to avoid data losses even in the worst case of several
consecutive triggers interleaved by only 1.2 s. The Writer
thread instead performs the parsing and applies a zero-suppression algorithm on the data in memory for each card;
after that, it takes care of writing the compressed data to
the disk at low priority. Figure 3 depicts how the memory
system is managed. Writer and Acquisition threads have
their own indexes pool. Each time a trigger occurs, the acquisition threads pushes the corresponding index to the
writer threads through a synchronized queue and then increments the index for the next trigger. Since the number
of allocated buffers is limited, an overlap check is done. If
all the buffers are used, an error is raised and the acquisition is stopped.

Figure 2: DAQ unit hardware architecture.
The chassis is based on a Supermicro chassis with 8
PCIe Gen3x16 slots with the following components:
 Two Intel Xeon E5-2650 CPUs with 8 cores and 4
memory channels each
 384GB of DDR3-PC12800
 48x 900GB SAS Hard Disk Drives divided in 2 stripes
of 24 HDDs configured as RAID10
 Up to 6 DAC
 2 Adaptec RAID controllers (CTRL1-2) configured in
software RAID0.
In order to optimize the data transfer from the card to the
memory and from the memory to the disks, each card is
assigned to a different memory channel whilst two memory
channels on the other CPU are used to dump the data to the

Figure 3: DAQ unit memory management.

The Timing Machine
The DAQ is synchronized with the operation of the PS
accelerator, for example by the proton beam extraction towards the n_TOF target through the timing machine. A PCI
industrial computer equipped with the CTR card receives
information through the timing network [3], particularly
the telegram of the n_TOF proton extraction, and translates
it into a digital trigger with ns accuracy provided to each
experimental area DAC trigger input. A fan out buffer is
used to distribute the trigger signal to ensure the same timing delay for each card. The acquisition trigger was adjusted precisely with respect to the proton extraction from
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the PS to start the acquisition right before the fastest neutrons start being detected.





The High Voltage Crate
Caen SY4527 High Voltage power supply mainframes
are used to supply the detectors in each experimental area.
A crate can contain several cards each one with up to sixteen 3 kV/3 mA High Voltage channels that can be controlled via TCP/IP using a proprietary protocol. Several parameters can be changed on each channel as current trip
threshold, overvoltage, undervoltage, ramp up/down time.

The Infrastructure Monitoring & Control
The neutron flux production as well as the physics experiments rely on the control and monitoring of devices
and/or critical experimental area parameters. In particular:
 Sweeping magnet, a resistive magnet used to eliminate charged particles from the neutron beam. Its 600
A power supply is controllable via the CERN accelerator middleware and a proper FESA class [4].
 Filter box, a motorized mechanical support to position
in the neutron beam up to 8 different filters to absorb
neutrons at specific energies. It is controlled with a
Siemens PLC and the control software communicates
with the high-level applications through TCP/IP using
the S7 protocol
 Experimental area temperatures and ventilation door
switches are acquired by a second Siemens PLC controlled via TCP/IP and the S7 protocol
Several additional environmental data as experimental
area pressures or target cooling parameters are instead
acquired through the CERN infrastructure middleware DIP [5].

THE DAQ SOFTWARE
ARCHITECTURE
The DAQ software architecture as well as the software components are shown in Figure 4.

Figure 4: nTOF DAQ software architecture.

The Database
The n_TOF Database (DB) is from Oracle and stores
critical information for the DAQ operation and the subsequent data analysis. The information is grouped as follows:

The hardware settings
The operational information
The organisational data

The hardware settings group all the DAQ channels parameters and configuration, the High Voltage supply channels parameters as well as the file names and related size
to be transferred from the DAQ unit local storage to CASTOR. The DAQ operation is organized in physics runs,
each one related to a specific experimental areas configuration (i.e. target used, possible neutrons filters, detectors
configuration, HV channels and DAQ channels settings).
Each run usually lasts several hours. The description and
the identifier of each physics run as well as the information
on the experimental area layout, the number of protons cumulated on the target per run, the operator in the shift logbook content as well as the run start and stop time belong
to the operational information and are essential for data
analysis. The organisational data are instead all the information needed for the shifts management and follow-up as
data of each n_TOF collaboration member (i.e. DAQ user)
as well as of the shifts covered by each one during the year.

The Graphical User Interface (GUI)
The GUI has been developed in Java, runs on the consoles in the n_TOF Control Room (CR) and is the only application used by the shifter to operate the DAQ. The main
interface is shown in Figure 5. It is characterized by the
following main functionalities:
 Experimental Area configuration: according to the
physics experiment, the operator can specify the material of the sample under study, the type of radioactive source used to calibrate the detectors or select a
particular filter to insert in the neutron flux; he can
controls the sweeping magnet current and set the
DAQ operation mode in BEAM or CALIBRATION;
with the former, the DAQ trigger signal is received by
the timing machine whilst the latter mode allows the
generation of a trigger signal at the frequency specified by the user and not synchronized to the PS operation. This operation mode is used to calibrate the detectors before a physics run
 DAQ configuration
 Physics run description: the shifter inserts the title and
the description of the run as plus update the logbook
 Operation follow-up: after launching the DAQ acquisition, the GUI helps the shifter to monitor the correct
operation; the main DAQ and environmental alarms
responsible to prevent the acquisition are displayed together with a sound. The list of the validated events
and the related value of the cumulated protons are also
updated online. In this case the operator can immediately check for network or synchronization problems.
The GUI directly accesses the n_TOF Database using
JDBC to store and retrieve all the data mentioned above.
The communication with the DAQ units is performed instead through the EACS.
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The EACS
The Experimental Area Coordination System (EACS)
is the DAQ coordinator. It connects to the DB through
OCCI whilst to the GUI and each DAQ units through the
n_TOF middleware. At the start up, it initializes each card
with the latest configuration settings stored in the database.
It receives commands and settings from the GUI and dispatches them to the related DAQ units. The changes are
saved in the DB only if the latter respond correctly.
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transfer, the CASTOR merger also ensures that all the raw
data are synchronized and grouped per experimental area.
The information on the validated events are retrieved by
the DB.

The Proxy
The entire DAQ system is on the CERN Global Purpose
Network (GPN) whilst all the accelerators operational devices are on the Technical Network (TN), for safety and
performance issue, completely separated by the GPN. The
proxy machine allows the access to the infrastructure parameters as experimental area pressures or target cooling
published by the related low-level systems through the
CERN middleware CMW [7] or DIP [5]. These data are
read by the EACS through the n_TOF middleware to prepare the events’ files.

The n_TOF Middleware
Figure 5: n_TOF DAQ GUI main panel.
The EACS exploits the crucial function to synchronize
the acquisition data of all the machines. Indeed, at each
trigger received, the data are considered valid only if all the
active DAQ units have successfully completed the acquisition. The EACS is notified by the timing server through
the middleware when a new trigger has been fired. It increments the event number and waits for the file validation of
each DAQ units. The EACS is also responsible for the creation of the index files. They contain the information concerning the run, the cards’ configuration, and the data of
the event (i.e. beam intensity) as well as the slow data, for
example the parameters important for the data analysis as
experimental area temperatures and the HV channel values.

The CASTOR Merger
The CASTOR merger is the application responsible for
the re-building of the event and for the optimized transfer
of the acquisition data from the DAQ units and the EACS
to CASTOR. The experience acquired in the first year of
operation has shown a serious degradation of the CASTOR
files transfer performance with files of small sizes (i.e. less
than 10 MB). A file size of a few GB represents a good
trade-off to keep high performances both on the migration
to and recall from CASTOR [6]. This implies that the files
to be transferred should all ideally have a similar size or
better than a data stream transfer has to be implemented.
Although on each DAQ units at each event corresponds a
different raw data file (with size ranging from hundreds of
MB to a few GB depending on the number of channels activated and the level of compression), the application, once
opened an xroot connection towards CASTOR, ensures a
continuous data stream collecting the data through NFS
from each DAQ unit and performing the merging of several
raw data files. The final file on CASTOR is terminated and
the connection is closed when the optimal size is reached
(i.e. 4 GB) or a given number of files have been merged.
The CASTOR merger is responsible to group together also
all the header files on the EACS in order to write on CASTOR only one file per run. As much as optimizing the data

A dedicated and proper middleware has been developed
to fulfil the requirements of the n_TOF DAQ system as
lightness, short latency on the commands/status communication, robustness. The experience granted on critical missions as the LHC Collimators low level control [7] suggested the use of the Distributed Information Management
(DIM) system as a communication layer between the different software components. DIM is based on the Client/Server paradigm; Servers provide services to clients.
For the n_TOF DAQ middleware XML has been used to
format the service data in the so-called DIM data set, where
the data are organized in properties and fields and the type
of each field is specified. Taking into account the small
quantity of data exchanged, XML has been preferred with
respect to other solutions of data compression and serialization (i.e. Google protobuf) to enhance the diagnostic capability. DIM client/server communication has been integrated with a synchronous handshaking mechanism. A special command service coupled with an acknowledge service has been created. As soon as a new command is sent
and received by the server, it sends back to the client the
acknowledged with the proper command identification.
The n_TOF middleware is based on a combination of DIM
clients and servers deployed on the different components.

The WebMonitoring
The DAQ operation status and performance monitoring
is ensured through proper customized web pages. Figure 6
shows the main DAQ monitoring page. It contains information on the proton beam (i.e. type of beam, primary or
parasitic, and proton intensity), the DAQ status for each
experimental area as well as a summary of the most important run information, such as the number of missed
events for each run and the information on the shifter and
shift leader. The web monitoring is enriched by a page to
monitor in detail the status and the performance of the raw
data files transferred to CASTOR as well as a dedicated
web page to monitor the acquisition’s software activity as
well as the health parameters of each DAQ units (i.e. RAM,
CPU and disk space usage). As depicted in Figure 4 the
core of the web monitoring is the application named
DIM2WEB. It collects all the significant information of the
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DAQ status published by the different components through
the n_TOF middleware and redirects directly on a web
socket the requested DIM data set. The web pages front end
in JavaScript interprets the information left in the XML format and displays them on the widgets. The web monitoring
is accessible from anywhere. The front-end also takes care
of identifying the web connection. If this comes from inside the CERN GPN, a direct connection via web socket
with the DIM2WEB machine is established otherwise an
HTTP request to CERN’s n_TOF webserver is performed
every 100 ms. On the back end, a PHP script retrieves the
data for the web monitoring pages’ front end through a
HTTP request to the DIM2WEB.
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the DAQ units, the network communication is also monitored and only if the machine is not accessible anymore the
operator, logged in expert mode, can perform a hard reset.

The SYSMon
A special agent has been developed to monitor the health
parameters of each n_TOF machines (i.e. DAQ units,
Proxy and application servers). The agent reads information as CPU, RAM and local disk use as well as CPU,
chassis temperatures and fans speed and publishes them
through the n_TOF middleware. This information is retrieved by the DIM2WEB and published on the related web
monitoring page.

DAQ OPERATIONAL EXPERIENCE

Figure 6: n_TOF DAQ main web monitoring page.

The Alarm Web Page
An alarm server application has been developed to verify
that all the critical infrastructure parameters as well as the
DAQ errors and warning are properly conveyed towards a
dedicated alarms web display. It fetches the DAQ errors
and warnings directly from the n_TOF middleware as well
as the critical experimental area parameters published by
the Proxy. Each parameter is compared with a defined
warnings and errors threshold contained in a local configuration file. The alarms are published through dedicated
DIM services subscribed by the DIM2WEB which takes
care of web publications.

The File Viewer
Although the analysis of the data acquired is performed
using proper routines developed per detector and experiment by the n_TOF collaboration and launched locally on
the files recalled by CASTOR [8], a standalone application
in C++ named “event display” has been developed to perform a pre-analysis of the data acquired. It enables the display of the detectors signals read both from CASTOR
and/or each DAQ units together with the zero-suppression
algorithm threshold set during the acquisition. This application is extremely useful during the experiment setup to
verify the integrity and the noise level of the detectors signals before the raw data files are transferred to CASTOR.

The DIMon
The DIM Monitoring Tool (DIMon) allows the shifter to
keep under control the status of the n_TOF middleware
communication between each DAQ components (i.e. DIM
services timeout) as well as the status of each software process. The operator is allowed to restart the related services
or perform a software restart of the related process only if
missing services are detected or a process has stopped. For

The new n_TOF DAQ system has been put in operation
in 2015 and since then has worked reliably 24/7 for roughly
ten months each year. The amount of data acquired and
transferred to CASTOR for both experimental area is about
1 PB/year. The data transfer to CASTOR optimization implemented in the CASTOR merger has guaranteed to reach,
during specific timeslot of heavy data acquisition (i.e., all
channels activated at the maximum sampling frequency
and without compression), the physical limit of the network bandwidth (i.e., 1.2 GB/s). The operation reliability
has been improved thanks to a proper extensive commissioning phase performed during each shutdown period (i.e.
Jan-March each year). The diagnostic and management
tools developed ad hoc allowed to the operator in shift to
prevent failure and/or to quickly resolve most of the issues
without asking for an intervention of the experts. This has
significantly reduced the n_TOF DAQ downtime. A good
estimation of the system uptime can be obtained comparing
the number of cumulated protons related to the successfully acquisitions with respect to the total number of protons extracted to the n_TOF target. This ratio gives for the
n_TOF DAQ 2017 operation an uptime of 98.9 %.
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AUTOMATIZED OPTIMIZATION OF BEAM LINES USING
EVOLUTIONARY ALGORITHMS
S. Appel∗ , S. Reimann† , V. Chetvertkova, W. Geithner, F. Herfurth, U. Krause,
M. Sapinski, P. Schütt, GSI, Darmstadt, Germany
D. Österle, KIT, Karlsruhe, Germany
Abstract
Due to the massive parallel operation modes at the GSI
accelerators, a lot of accelerator setup and re-adjustment has
to be made during a beam time. This is typically done manually and is very time-consuming. With the FAIR project
the complexity of the facility increases furthermore and for
efficiency reasons it is recommended to establish a high
level of automation. Modern Accelerator Control Systems
allow a fast access to both, accelerator settings and beam
diagnostics data. This provides the opportunity together
with the fast-switching magnets in GSI-beamlines to implement evolutionary algorithms for automated adjustment.
A lightweight python interface to CERN Front-End Software Architecture (FESA) gave the opportunity to try this
novel idea, fast and easy at the CRYRING@ESR injector.
Furthermore, the python interface facilitates the work flow
significantly as the evolutionary algorithms python package
DEAP could be used. DEAP has been applied already in
external optimization studies with particle tracking codes [1].
The first results and gained experience of an automatized
optimization at the CRYRING@ESR injector are presented
here.

INTRODUCTION
FAIR – the Facility for Antiproton and Ion Research – will
constitute an international center of heavy ion accelerators
that will drive forefront heavy ion and antimatter research.
The goal of the FAIR facility is to provide antiproton and ion
beams of unprecedented intensities as well as qualities. As a
special feature, the facility will provide a broad range of highintensity ion, antiproton and rare-isotope beams parallel to
multiple experiments.
The High Energy Beam Transport System of FAIR, with
a total length of more than 2350 meters, forms a complex
system connecting seven accelerator- and storage rings, the
experiment caves, beam dumps, stripping stations, the antiproton target and the Super Fragment Separator. The variety of beams to be transported is considerable, ranging
from slow extracted beams with long spills of up to 100 s
to short intense bunches with lengths of a few nanoseconds
and momentum spreads of up to ±1%. The range of beam
intensity covers more than six orders of magnitude [2]. The
complexity of the FAIR facility demands a high level of
automation for future operation, because otherwise the anticipated manpower requirements for operators would be
∗
†

s.appel@gsi.de
s.reimann@gsi.de

Figure 1: The settings of the steerers and electrostatic
quadrupoles between ion source and Farady Cup after the
dipol of CRYRING@ESR injector at GSI have been automatized optimized with evolutionary algorithm to maximize
the beam transmission.

excessive, as shown in [3]. Modern accelerator control systems allow a fast access to both, accelerator settings and
beam diagnostics data. This provides the opportunity to implement algorithms for an automated adjustment. Therefore,
the Parameter Evolution Project (PEP) has been launched
for automatized online parameter optimization in beam lines.
An automatized machine based optimization using genetic
algorithms for a storage ring has been already successfully
demonstrated experimentally [4].
In the frame of the Swedish in-kind contribution to the
FAIR project the storage ring CRYRING@ESR is planned
to be used for experiments with low-energy ions and antiprotons. The ring is already installed in the existing GSI target
hall and commissioning has started in 2015 [5, 6]. Since
CRYRING@ESR has its own local injector it can be used
stand-alone for testing novel technical developments like
automatized configuration of beam line devices. Figure 1
shows the part of the CRYRING@ESR injector (from ion
source to Faraday Cup), which has been used for testing
automatized online evolutionary algorithm optimization. A
semi-automatized optimization has been already preformed
at the CRYRING in Sweden [7].

PYTHON INTERFACE TO FESA AND LSA
Currently, most of the GSI facility is undergoing heavy
construction work or large up-grade measure and is therefore
not available for beam time until 2018. An exception is the
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CRYRING@ESR and its local injector beam line. Since the
CRYRING@ESR has just recently been installed at GSI, the
infrastructure follows the guidelines of a modern accelerator
control system and allows fast access to both accelerator
settings and beam diagnostics data. GSI has selected the
Front-End Software Architecture (FESA) to operate accelerator devices and the LHC Software Architecture (LSA) for
the new settings management system. FESA is a comprehensive framework used to design, develop and deploy front-end
device software. It abstracts from hardware-specific differences by allowing for the creation of device models where
the equipment’s interface towards the control system is represented as a consistent set of properties. LSA is a settings
management framework that supports offline generation of
machine settings, sending these settings to all involved devices and programming the schedule of the timing system.
Settings calculation is based on a physics model for accelerator optics (twiss, machine layout), parameter space and
overall relations between equipment settings and beam parameters. The LSA GUI applications support the operators
in setting, optimizing and monitoring the accelerators for
parallel beam operation. Both FESA and LSA originated at
CERN and are now developed further in collaboration with
GSI [8, 9].
Development of new operation techniques to increase
the accelerator performance is carried out during dedicated
machine development time, often by experienced machine
physicists. During machine experiments, the machine physicists usually operate the accelerators in a non-standard way,
including non-save operation. Often, the available GUI applications do not support or even prevent such operation
modes. In order to ensure success for the machine experiment, new functionality must be added for a short period of
use. In the physics community, Python is a widespread computer language as it allows programmers to express ideas
in a shorter syntax than C++ or Java. A Python interface
to FESA/LSA would significantly facilitate the work flow
for the machine physicists. As an example, during machine
development time one could easily access measurement data
that is not available on the Java GUI in the required form.
For the automatized project, the evolutionary algorithms
Python package DEAP has been used [10]. DEAP has been
applied already in external optimization studies with particle
tracking codes. A lightweight Python interface to FESA for
the development of novel ideas, fast and easy, is available
at GSI. The Python module provides access to FESA devices including reading and writing data. The downside of
FESA-Python access is that it is bypassing the settings management of LSA, including the physics model and settings
database. A Python bridge to LSA would enable the use of
the same framework as in an accelerator simulation code.
One would change during the optimization global physics
parameters like tune or magnet strength and not, as with
the FESA-interface, local magnet currents. Furthermore,
the history of settings during optimization would be accessible. A first test bridge to allow for the modification of
physics parameters through LSA with Py4J as been imple-
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mented recently. Py4J enables Python programs running in
a Python interpreter to dynamically access Java objects in a
Java Virtual Machine [11].

OPTIMIZATION ALGORITHMS
As a result of the promising GA optimization simulation outcome of the multi-turn injection presented in [1] the
Parameter Evolution Project (PEP) has been launched for
automatized online parameter optimization in beam lines.
The aim of the project is to identify a fast and reliable evolutionary optimization. The genetic algorithms, which is
inspired by natural evolution and particle swarm optimization, inspired by movement of organisms in a bird flock or
fish school, are widespread evolutionary algorithm. To overcome the evolutionary optimization slowness in the simulation (many different parameter settings need to be evaluated),
parallel computing techniques are used. For an automatic optimization of real machine this advantage is not available. On
the other hand an automatized configuration would instantly
adapt to errors sensitive to the adjustment parameters as well
as other technical influences. An automatic optimization
of the transmission is maybe feasibly if a pre-conditioned
initial generation, a smaller number of individuals and generations can be used to shorten the optimization time. Very
important for this kind of an automatic optimization is a
fast reaction of the beam line devices as well as a fast and
accurate beam diagnostic. For a short optimization within a
few minutes a single cycle of setting beam line parameters
and reading out detector values should not be longer than
two seconds.

Genetic Algorithms
Genetic algorithms (GA) search for solutions using techniques such as selection, mutation and crossover. By employing a wide range of different algorithms, GA are very
flexible and can be adapted to a large range of different
problems.
In GA terminology, a solution vector is called an individual and represents a set of variables; one variable is a gene.
A group of individuals form a population, the following child
populations are counted in generations. The first population is created randomly. The crossover operator exchanges
variables between two individuals - the parents - to discover
with their offspring promising areas in the solution space
(exploration). For the optimization within a promising area,
the mutation operator changes randomly the characteristics
of individuals on the gene level (exploitation). Reproduction of individuals for the next generation involves selection.
The fitness of an individual reflects how well an individual
is adapted to the optimization problem and determines the
probability of its survival for the next generation. The fitness
is evaluated by an objective function, by a simulation code
or by a real running system. During the single-objective
optimization the most promising individuals are chosen to
create the next generation. By allowing individuals with
poor fitness to take part in the creation process the populaTHPHA196
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tion is prevented to be dominated by a single individual. The
most popular techniques are proportional selection, ranking
and tournament selection [12–14].
A careful choice of the algorithm and operator is
necessary to get the best performance of GA algorithms.
The optimal choice of the offspring production probability
through crossover or mutation is important for a proper
balance between exploration and exploitation. The mutation
operators are mostly used to explore, which is preferred
at beginning of the search process. On the other hand, at
the end of search process more exploitation through the
crossover operators is needed to ensure convergence of the
population. According to these facts, an incorrect production probability can lead to local optimum convergence.

Particle Swarm Optimization
The initial inspiration for the Particle Swarm optimization
(PSO) came form the "graceful but unpredictable choreography of a bird flock". The key to the swarm success liens
in social influence and learning. Each individual’s behavior
is influenced by its own personal experience and the social
standard [14]. Within a swarm, each individual refers to a
point in the variable space. It is updated by adding a velocity depending on the personal experience and the socially
swarm influenced. The “nostalgia” in the individual tends to
return to a place it encountered in the past that best fulfilled
the objectives reflected by the personal best pbest. Simultaneous, the individuals seek to attain publicized knowledge
or social norms, reflected by the best position ever for the
entire swarm gbest. The movements of the swarm a guide
by improved positions, which are updated during the optimization. Including in addition stochastic elements in the
algorithm allows to search widely and hopefully finding a
satisfactory solution.

SIMULATION
The CRYRING@ESR injector model has been implemented in the particle tracking code pyORBIT - the python
implementation of ORBIT (Objective Ring Beam Injection
and Tracking) [15]. For the GA optimization the Distributed
Evolutionary Algorithms in Python (DEAP) together
with pyORBIT has been used. DEAP includes evolution
strategies, multi-objective optimization, and allows the
development of new genetic algorithms. DEAP decouples
the GA operators like crossover from the evolutionary
algorithms, which allows for example to easily exchange
the selection operator and leave the remaining algorithm
unchanged. The implantation of PSO algorithms is also easy
possible. Simulations indicated the (µ + λ)-evolutionary
algorithm from the DEAP python package would be the
perfect candidate for a rapid automatic optimization. In
the (µ + λ)-algorithms as first step the individual fitness of
µ-individuals are evaluated. µ is the population size and λ
the offspring’s size. Secondly, the evolutionary loop begins
by producing λ < µ-offspring’s from the population through
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crossover and mutation. The offspring’s are then evaluated
and the next generations population is selected from both
the offspring’s and the current population. Finally, when
a given number of generations has been evaluated, the
algorithm returns the final population including the best
solution [10]. In simulation the (µ + λ)-algorithm could
sufficient optimize the transmission of a beam line with four
quadrupoles after 10 generations using a small population
of 100 individuals and offspring size of 50, presented in
Figure 2. Assuming a single beam line cycle is two seconds
long, an automatic optimization would last 15 minutes.
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Figure 2: Simulated transmission evolution with the (µ +
λ)-algorithm for different population sizes for a beam line
with four quadrupoles. It has been assumed a single beam
line cycle is two seconds long.

EXPERIMENT
The aim of the automatized optimization was to maximize the beam transmission through the beam line using the
python package DEAP (e.g. minimization of particle loss
along beam line). In the time of machine experiment of one
week the require short python syntax has be implemented
and improved by few machine physicist without support by
the FESA/LSA development team. The DEAP genetic algorithm has altered parameters on which the beam transmission
depends to optimize the transmission. The algorithm allows
independent variation of the steerer strengths and electrostatic quadrupoles voltages, in total nine different parameters.
The 90◦ -Dipole shown in Figure 1 has been excluded from
the genetic algorithm optimization due to is low transmission influence. The beam current has been measured at the
current transformer behind the ion source and the Faraday
cup after the dipole. Unfortunately, due to lack of time the
current transformer has not been calibrated. Still without
calibration the measurements from the current transformer
could be used as reference in the transmission optimization
process. Because of the slow response of the electrostatic
devices, a holding period of five seconds before the readout of the beam diagnostic devices has been included. The
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Figure 3: Evolution of the population fitness represented
through beam current along generations. As the next population is selected from both the offspring’s and current
population the number of fitter individuals grows with generations.

Figure 4: The offspring’s fitness represented through beam
current along generations. Only the best offspring’s replace
parents in the next population. The measurements from the
uncalibrated current transformer are in arbitrary units, still
show the low ion source fluctuations.

slow response of the CRYRING@ESR injector electrostatic
quadrupoles of a few seconds is a disadvantage for testing
evolutionary algorithm optimization. An enhancement of
electrostatic devices response is maybe possible in the future.
The result of the first successful evolutionary algorithm’s optimization performed at GSI is presented in Figures 3 and 4.
The population evolution has been limited to five generation
in order not to exceed an optimization time of 30 minutes.
Fortunately, during the optimization beam current fluctuation from the CRYRING@ESR source has been low. Even
in the first generation a similar transmission as with a manual
optimization could be reached, since the parameter space of
the first generation has been limited to ±10% of the known
optimal settings. As the next population is selected from
both the offspring’s and current population the number of
fitter individuals grows with generations. Nevertheless, the
generated and evaluated offspring covers a large parameter
space indicated through different beam currents.

size as well as position and must therefore be included. For
the GSI beam time in 2018 it is planned to test PEP at the
transfer channel to SIS18 for optimizing the injection. A
python bridge to LSA would simplify the development of
new operation techniques. Therefore first Java-python bridge
to LSA with Py4J as been implement recently.

CONCLUSION AND OUTLOOK
As a result of the promising simulation outcome of optimizing the multi-turn injection as well as beam lines, the
PEP Project has been launched. The first automatic PEP version at the CRYRING@ESR injector has been implemented
and tested. A good transmission could be reached in half
an hour of optimization time. Still, the PEP Project is at
its beginning and many improvements as well as detailed
studies have to be made. The influence of population, generation size, crossover and mutation should be studied as
well as other genetic algorithms, particle swarm algorithms
or machine learning algorithms should be tried. Before the
parameter space can be expanded, some trigger must be included like ’measurement failed and has to be repeated’ and
’Set value of devices have been reached’. Crucial for the
transmission through the RFQ is an optimization of beam
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A SUB-PIXEL AUTOMATED FEATURE-BASED ALIGNMENT FOR
TOMOGRAPHY EXPERIMENTS ∗
Gustavo J. Q. Vasconcelos † , Eduardo Xavier Miqueles, Gabriel S. R. Costa,
Brazilian Synchrotron Light Source (LNLS), Campinas, Brazil
Abstract
Three-dimensional image reconstruction in X-ray computed tomography (XRCT) is a mathematical process that
entirely depends on the alignment of the object of study.
Small variations in pitch and roll angles and translational
shift between center of rotation and center of detector can
cause large deviations in the captured sinogram, resulting
in a degraded 3D image. Most of the popular reconstruction algorithms are based on previous adjustments of the
sinogram ray offset before the reconstruction process. This
work presents an automatic method for shift and angle adjust of the center of rotation (COR) before the beginning
of the experiment removing the need of setting geometrical
parameters to achieve a reliable reconstruction. This method
correlates different projections using Scale Invariant Feature
Transform algorithm (SIFT) to align the experimental setup
with sub-pixel precision and fast convergence.

INTRODUCTION
Synchrotron computed tomography (ct) has made significant progress concerning the spatial resolution achieving nanometric precision using conventional transmission
ct. Nevertheless, determination of geometrical parameters
with subpixel precision is becoming extremely challenging.
Ideally, the projection of the center of rotation has to be
collinear to the center of detector, which is a hard condition
to be satisfied in a real experimental setup [1].
The two main factors to ensure the accuracy of the image
reconstruction is the position and the perpendicularity of
projected COR. Some authors showed that a deviation on
COR bigger than 1 or even 0.4 pixels can cause artifacts in
the reconstructed image [4, 6]. Figure 1 illustrates a typical
fan-beam CT. The main objective of this work is to create
an alignment method to minimize τ0 in each horizontal line
of the detector to eliminate the existence of artifacts in the
reconstruction process. For achieve this is necessary the
correct positioning of the COR and also ensure its orthogonality.
Robust algorithms have already been created by several
authors to find COR position before reconstruction [2, 5],
however it differs from this work because our process is
performed before the beginning of the experiment. Due to
possible small sample movements during the experiment
it is still interesting to perform the COR search before the
reconstruction but this align method can drastically reduce
the computational effort of this step.
∗
†

Work supported by Brazilian Center for Research in Energy and Materials
(CNPEM)
gustavo.vasconcelos@lnls.br

Figure 1: Illustration of a cone-beam tomography experiment.

The alignment process is performed in two steps. The
first one is related to the variation of pitch and roll angles
and the second one is related to the linear position of the
sample in relation to the detector. Ideally pitch and roll
should be aligned only when sample or detector stages are
translated and the sample should be aligned always before
any experiment.

Pitch and Roll Alignment
For perfect alignment of the pitch and roll angles the COR
projection must be exactly parallel to the detector plane.
Thus, when a rotation is performed the heights of the sample
features are not affected. Figure 2 illustrates sample projections at positions 0 and 180 degrees with a fully aligned
COR and with sample within the field of view. The light gray
ellipse represents a projection of the sample at zero degrees
position and the dark gray ellipse represents a projection of
the sample at 180 degree. Colored circles represent sample
features. The red axis represents the center of field of view,
ie the center of detector. The yellow axis represents the
center of sample and blue is COR.
The objective function to be minimized in this case is the
average of the absolute variation of the feature heights, given
by equation 1. Where n is the number of true matches.
Pk=n
∆Y =

k=1

n

∆Yk

(1)
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For the angle alignment it is preferable that the sample
used contain large amount of features. After this process the
optimal angles can be used for any other sample. The axis
shown in Fig. 2 is not necessary for the angular alignment
so it will be discussed in the linear alignment section.
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detector is also interesting for maximizing the effect. Figure
4 illustrates this effect. In this case the projections of the
sample center and COR are collinear to the detector center,
so they were omitted from the figure.

ΔY1
ΔY2
ΔY3

ΔYN

Figure 4: Difference between features heights for a sample
with pitch misaligned angle.

Figure 2: Difference between features heights for totally
aligned sample.

Roll Misalignment Effect A misalignment in the roll
angle causes variation in the height of the sample features
when a rotational movement is performed. This effect is
exemplified in Fig. 3. Sample position at 0 and 180 degree
results in a more evident height variation of these characteristics, so they are the angles used to correct this misalignment.
The horizontal shift of the sample relative to the plane of the
detector also maximizes this height variation, so this step is
also performed with the sample shifted to the border of field
of view.

ΔY1
ΔY2
ΔY3

ΔYN

Figure 3: Difference between features heights for a sample
with roll misaligned angle.

Pitch Misalignment Effect Pitch misalignment causes
a variation of height of the sample features, however, this
effect is maximized with rotational stage positions at 90
and 270 degrees. In addition, a sample shift normal to the

Linear Alignment for COR Positioning
After angles alignment the beamline is ready to receive
the sample to be measured. In this step, the objective is to
place the sample fully within the field of view. For this, it
is necessary that the projection of the center of the sample
be collinear with the center of the detector. Further, it is
desirable that the COR projection also be collinear with the
detector center to eliminate the existence of artifacts during
the reconstruction. Therefore, for perfect alignment the three
axes projections must be collinear.

METHODOLOGY
In this work the Z-axis is conventionally perpendicular to
the plane of the detector, X is the horizontal axis relative to
the detector plane and Y is the axis in the vertical direction
with respect to the detector plane. In addition, the sample
is subject to pitch, roll and yaw angle variations. The pitch
angle is the movement around the horizontal axis in the
direction of the Z axis and the roll is the movement around
the horizontal axis perpendicular to the Z axis. The motion
of yaw is the rotation about the Y axis, ie the rotational
movement necessary to acquire deferents projections for
the CT experiment, so it is not a directly parameter to be
considered for alignment.
For a complete understanding of the methodology used
in this work, it is necessary to know the basic setup of a
CT beamline. Sample setup and detector setup make up
a basic experimental setup. Sample setup will be considered with only six motion motors, which are stacked in the
following order, from base to top: Pitch angle correction
motor, roll angle correction motor, translational motor in
X direction, rotational motor, motor high precision in the
Z’ direction and high precision motor in the X’ direction.
Normally there is also a translational motor in the Y axis,
however, it has no direct impact on the alignment process
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and therefore will not be referenced in this work. Figure 5
illustrates the coordinates axes and the experimental setup of
the imaging beamline (IMX), at The Brazilian Synchrotron
Light Laboratory, located in the city of Campinas - Brazil,
where the proposed method was applied. IMX is a parallel
tomography beamline that has an electron source size of
391 µm x 97 µm and beam divergence of 808 µrad x 26
µrad and was designed to operate in either white beam or
monochromatic beam.
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Pitch and Roll Alignment Methodology
In order to minimize the ∆Y error caused by the misalignment of the pitch and roll angles an iterative method
of optimization is performed, so the angle of the motors is
varied and the projections are analyzed. Features are filtered
to eliminate false positives and matches from optics artifacts.
Thus the value of ∆Y error is compared with a stop value
which when achieved guarantees an optimal alignment.

COR Alignment Methodology

Figure 5: Illustration of the coordinates and experimental
setup of the IMX beamline, at The Brazilian Synchrotron
Light Laboratory (LNLS).

The first step for alignment is performed by varying the
sample at 0 and 180 degrees. The sample alignment method
needs to find the center area of the object. For this, a normalized image is used, which is generated by using a background
image and also a noise image, ie a x-ray projection with slits
closed. This process removes undesirable artifacts. After
normalization, the value of centroid is calculated using the
image moments.
The center of rotation is calculated using the correlations
of the features, being the average midpoint of the distances
of each match. After this, the necessary translations are
calculated to move the axes to the optimal position. This
process is performed until the three main axes are collinear.
This process is repeated for 90 and 270 degrees, ensuring
that the sample is aligned on the two main directions.

RESULTS
Feature Detection and Matching
In order for the alignment method to work automatically
and reliably, it is necessary to use a robust method to locate
the features in the images, that is, it is necessary to use robust image descriptor algorithms. Some of the most used
object detection frameworks are: SURF, SIFT, AKAZE,
ORB and FAST. In this work, the SIFT (Scale Invariant Feature Transform) algorithm is used because it is a fast and
robust tool [3]. After extracting the features of two projections they are compared using brute force. The result of the
comparison processing is a vector containing the compatible
features and their respective locations. Figure 6 illustrates
the matching result of a comparison between two projections
of a mouse embryo.

Reconstructions before and after the alignment process
are compared to analyze the result achieved. A common
case of sample alignment performed in the IMX beamline
is also detailed.

Pitch and Roll Alignment Results
Figure 7 illustrates the effect of misalignment of the pitch
and roll angles on the reconstruction. It is clear the existence
of artifacts with semi-circle shapes in all reconstructed slices,
which modify their direction as the slice varies. In the upper
part of the sample the artifacts are with the concavity facing
upwards, while in the bottom part of the sample they are
with concavity facing down. In the central part its intensity
decreases. After use the alignment proposed in this work, the
experiment was redone and artifacts eliminated, as shown
in Fig. 8.

COR Alignment Results

Figure 6: Feature matching illustration for a biological sample. The number of true matches in the image was reduced
from 11604 to 200 for clear visualization.

The top square in Fig. 9 illustrates the effect of COR shift
on reconstruction. It is observed the existence of artifacts
with semi-circle shapes in all the reconstructed slices, however, unlike the angular misalignment, the artifacts presents
the same intensity and direction in any slice of the reconstruction. After the alignment using the methodology proposed
in this work, the measurement was redone and the result is
shown in the bottom square of Fig. 9. Again, the artifacts are
completely removed. In this case, the COR shift relative to
the center of the detector was only 2 pixels but its sufficient
to create visible artifacts.
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Figure 7: Artifacts from misaligned angles. Top image:
Upper part of the sample (200 of 2048 slices). Bottom
image: Bottom part of the sample (1848 of 2048 slices).
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Figure 9: Artifacts from COR misalignment. Upper Square:
Reconstruction with COR misaligned in 2 pixels. Bottom
square: Reconstruction after alignment using the proposed
process.

Figure 8: Reconstruction after angles alignment. Top image:
Upper part of the sample (200 of 2048 slices). Bottom image:
Bottom part of the sample (1848 of 2048 slices).

A Standard Sample Alignment Case on the IMX
Beamline
To demonstrate the application of the automatic sample
alignment a real experiment from IMX beamline was chosen. After placing the sample in the experimental setup the
alignment code is started and it first verify the angle that the
rotational stage is positioned and start in the closest position
at 0, 90, 180 or 270 degrees. In this case the position is
closer 0 or 180 degrees so it initiate the iteration in those
angles. Each line in Fig. 10 shows an iteration. It is observed
that in the first iteration both COR and the sample center are
moved, positioning they projections collinear in relation of
the center of detector. At the second iteration the algorithm
verifies that it has reached the criteria of stop. The criteria
stop is less than 1 pixel of difference between the center of
sample and the center of detector and also less than 1 pixel
of COR shift relative the center of detector.

Figure 10: Iterations for sample alignment at 0 and 180
degrees. In yellow is the center of detector, blue is the axis
of rotation and red is the center of the sample.

Figure 10 shows the next step in 90 and 270 degrees. Since
the second step started with the COR aligned it only moves
the sample center. When the code in any iteration of any
step finds more features compared to the number of features
that were used to align the center of rotation, it automatically
calculates the new center of rotation and positions it more
accurately. However, this variation is usually of the subpixel order. The whole alignment method takes about one
minute without any user intervention. It is also showed
that if the start projections are within the field of view, the
process usually reaches the stopping criterion with only two
iterations, as showed in Fig. 10.
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in the alignment process and also do not need to manually
search for the COR before reconstruction, so all experiment
steps can be automated. The alignment method is also a guarantee for small deviations in the automatic sample exchange
robot, providing reliability in experiments without the user
presence. Pitch and roll alignment was done manually and
was time consuming, now this methodology make it faster
and automatic.
MOGNO is the future X-rays nano- and microtomography beamline of SIRIUS, the new Brazilian synchrotron light source. MOGNO is being designed to run and
process experiments in just a few seconds, so all of these
improvements are designed to provide the least unproductive
time and allow easy adaptation of new users. The next step
for this project is to use this approach to create automated
alignment for 360 degree experiments.
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DEVELOPMENT OF MQTT-CHANNEL ACCESS BRIDGE
J.Fujita†, M. Cherney, Creighton University, Omaha, NE, USA
D. Arkhipkin, J. Lauret, Brookhaven National Laboratory, Upton, NY, USA
Abstract
The integration of the Data Acquisition, Offline Processing and Hardware Controls using MQTT has been
proposed for the STAR Experiment at Brookhaven National Laboratory. Since the majority of the Control System for the STAR Experiment uses EPICS, this created
the need to develop a way to bridge MQTT and Channel
Access bidirectionally. Using CAFE C++ Channel Access
library from PSI/SLS, we were able to develop such a
MQTT-Channel Access bridge fairly easily. The prototype
development for MQTT-Channel Access bridge is discussed here.

INTRODUCTION
Most of the STAR (Solenoidal Tracker At RHIC) Experiment Control System has been based upon the EPICS
(Experimental Physics and Industrial Control System)
from the beginning. Currently roughly 60,000 parameters
are controlled and monitored with EPICS. Recently,
MQTT [1] has been chosen to integrate the STAR DAQ,
Offline, and Control Systems. As there was no MQTTChannel Access bridge available, we needed to develop
one.

MESSAGE QUEUE TELEMETRY
TRANSPORT: MQTT
MQTT was initially developed by IBM and Eurotech in
1999. Originally, it was intended for an oil pipeline to
satellite communication link. It was internally used and
maintained by IBM until 2010. In 2010, the version 3.1
was released royalty free. In 2013, International Standards
Organization OASIS begin officially advocating MQTT
as a lightweight, open source solution for device to device
communications. In 2016, ISO officially approved
MQTT version 3.1.1 as an ISO standard (ISO/IED
20922). MQTT has been very popular choice among
Internet of Things (IoT) as the communication protocol.
MQTT protocol typically runs on top of TCP/IP as well
as UDP and Zigbee. It is relatively simple and easy to
implement. It is lightweight and bandwidth efficient. It is
based upon a publish and subscribe architecture and the
Quality of Service (QoS) is built-in to the protocol. Unlike Channel Access, it requires a Message Broker that
functions as a communication hub on the network. In
MQTT, the data are called as messages. The message is
in ASCII based format. MQTT also use topic as filter and
categorize the messages in the broker. The topic could be
used by the clients to get only the information they need.
Figure 2 is the MQTT schematic diagram illustrating the
overall MQTT concept.

Figure 2: MQTT concept diagram.

MQTT-CHANNEL ACCESS BRIDGE
Figure 1: Schematics of the STAR Control Integration
plan.
Figure 1 shows the schematic diagram of the STAR Integration plan. [2] The MQTT Broker further publishes
the data to the STAR Generic network and the data will
be accessible via WebSocket such that it can be viewed
via a web browser.
At the moment, the existing EPICS infrastructure will
remain as it is. In the STAR Control Room, we use various EPICS tools such as Alarm Handler [3], MEDM [4],
and Control System Studio [5] during the commissioning
and the data-taking period of the experiments as we have
been doing for the past 17 years. EPICS to MQTT is a
first stage transition but new detector sub-systems seem to
be going the native MQTT way.
THPHA198
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The prototype MQTT-CA bridge was written using
standard Channel Access C library. While it is possible to
accomplish the same in Python or Java, C was chosen, as
that provided more powerful sets of libraries as well as
the request from one of the STAR experts from a different
system. Since we needed an MQTT library, we chose the
Paho [6] library, which supports C/C++ as well as Python,
Java and many others. For EPICS Channel Access, we
used the standard EPICS portable Channel Access C library that comes with EPICS Base 3.14.
The message broker needed for the MQTT had already
been chosen by the time the Control Group was involved
for the project; the STAR Experiment has adopted Apache
ActiveMQ Apollo [7] for the message broker.
The first prototype was written in about two weeks, including the time to setup the broker and understand the

Experiment Control

basics of how MQTT works. We started with very little
knowledge in MQTT, but were able to write something
that worked fine in a relatively short time. This also was
the first time the STAR Control Group wrote a standalone
application with the Portable Channel Access C Library.
The MQTT-Channel Access bridge consists of two
parts; the Subscriber Component and the Publisher Component. In both cases, in the MQTT message is formatted
in JSON format.
The Subscriber Component subscribes the data values
via MQTT, then, publishes the value to EPICS Channel
Access, so that it could be monitored and archived using
the EPICS tools. Figure 3 shows the how the MQTT
message is converted to an EPICS database record by the
Subscriber component.
record(ai, “sysuser:aiExample”)
{
field(INP,
“sysuser:calcExample.VAL NPP
NMS”)
field(HOPR, “10”)
field(LOPR, “0”)
field(HIHI, “8”)
…
…
sysuser:aiExample.VAL
}

{
“PV”:“sysuser:aiExample”
“Host”: “epicsIOC1”
“data”: “10”
}

MQTT Message

EPICS Process Variable

Figure 3: MQTT-Channel Access Subscriber Component
Schematic.
The Publisher Component gets the EPICS Process Variables via Channel Access, and then publishes the values
to the MQTT Broker. This is basically the reverse of the
Subscriber Component. Figure 4 below shows how the
EPICS database record is converted to the MQTT message.
record(ai, “sysuser:aiExample”)
{
field(INP,
“sysuser:calcExample.VAL NPP
NMS”)
field(HOPR, “10”)
field(LOPR, “0”)
field(HIHI, “8”)
…
…
sysuser:aiExample.VAL
}
The host name is obtained
through Channel Access

{
“PV”:“sysuser:aiExample”
“Host”: “epicsIOC1”
“data”: “10”
}

EPICS Process Variable

MQTT Message

Figure 4: MQTT-Channel Access Publisher Component
Schematic.

CAFE
Channel Access bridge. Since the Control Group wants
students to participate in the project, it is important to
make the code easily understandable by the students involved in the research project. Having worked with the
EPICS standard portable Channel Access library in C, the
group felt that it was not necessary the easiest library to
use. In addition, we have found that for many students,
C++ is a preferred language of choice over C.
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As we reviewed the different options for the Channel
Access library, we came across CAFE (Channel Access
interFacE) [8]. It is a C++ interface that provides a modern, multifaceted interface to the EPICS Channel Access
library. Once compiled, the CAFE library has proven to
be one of the easiest libraries to use, as most function
calls behave just like any other from standard C++ libraries.
While rewriting the code with CAFE took some time
for the Control Group to accomplish, we were able to
complete the task in a month or so. Most of the issues
encountered had to do with to understanding what function call was needed for CAFE in C++.

PERFORMANCE EVALUATION
Some performance testing has been attempted during
the prototype phase. We prepared four EPICS IOCs on
two Linux computers and one VME CPU running
RTEMS on one network subnet. One of the Linux computers also had the MQTT-Channel Access bridge programs installed. On a different subnet, we prepared the
MQTT broker. On the third subnet, we prepared MQTT
clients that receive and send the data.
Since this involved three separate subnets and several
computers (and a VME board), we were not able to make
a quantitative measurement that would have meaning
outside of this specific context. The MQTT-Channel Access bridge programs operated successfully at a rate of
1000 messages/second, which is exceeds the current requirements of the STAR Control System.
In the current production system, around 5000 messages per second are going through the system at peak times,
and about 1000 message per second on average.

CONCLUSION
MQTT allows the integration of the existing STAR
Control with the rest of the STAR systems. Given the
simplicity of MQTT, it was not very hard for a MQTT
beginner to implement into a standalone portable Channel
Access application. By using CAFE, we believe we were
able to lower the initial learning curve of Channel Access
for inexperienced students to some level of Channel Access programming. Using MQTT also possibly allows the
deployment of different devices such as IoTs to be easily
incorporated into the existing control system.
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BART: DEVELOPMENT OF A SAMPLE EXCHANGE SYSTEM FOR MX
BEAMLINES
J. D. O’Hea, M. Burt, S. Fisher, K. M. J. Jones, K. E. McAuley, G. Preece, M. A. Williams,
Diamond Light Source, Oxfordshire, United Kingdom
Abstract
Automation plays a key role in the macromolecular
crystallography (MX) beamlines at Diamond Light
Source (DLS). This is particularly evident with sample
exchange; where fast, reliable, and accurate handling is
required to ensure high quality and high throughput data
collection. This paper looks at the design, build, and integration of an in-house robot control system. The system
was designed to improve reliability and exchange times,
provide high sample storage capacity, and accommodate
easy upgrade paths, whilst gaining and maintaining inhouse robotics knowledge. The paper also highlights how
peripheral components were brought under the control of
a Programmable Logic Controller (PLC) based integration unit, including a vision system.

INTRODUCTION
Data collection on Diamond’s [1] Macromolecular
Crystallography beamlines [2] involves working through
hundreds of crystallised macromolecules mounted on
small sample holders and stored in liquid nitrogen. Each
sample needs to be mounted on a rotatable stage before
being exposed to the X-ray beam. The data collected are
the diffraction patterns created by the beam passing
through the mounted crystal. [3]
Robotic arms are ideal for the mundane process of exchanging samples: moving them from inside a storage
dewar of liquid nitrogen to the mounting point and back
again. Their motions are precise and repeatable even at
high speeds, they can operate in the controlled radiation
area of the experiment hutch and the gripper tools can be
engineered to operate with liquid nitrogen. They also
offer great flexibility; very useful on beamlines where
equipment and configurations can change and develop
frequently.
The DLS MX beamlines have been using robots for
sample exchange since 2007, employing either Rigaku
ACTOR robotic systems [4] or IRELEC CATS robotic
systems [5]. Diamond’s data acquisition software (GDA)
[6] communicated with the Rigaku or IRELEC control
software directly to trigger robot actions. Three beamlines used Rigaku ACTOR robots which used a
Mitsubishi RV-6S robot arm and two beamlines used the
CATS robots, which utilised a Staubli TX60 arm.
These systems worked well but over time, as beamline
technology developed and data collections became quicker, both systems required significant upgrades to increase
sample capacity and reduce sample exchange times.
A project was created with the goals of fully integrating
a robot system into the beamline control system, to up-

grade and optimise peripheral devices to improve performance and reliability and, through this process, to gain
and maintain in-house automation knowledge allowing
for better local support including faster problem resolution. The decision was made to develop a single robotic
system, based around a Mitsubishi RV-6SL arm that
could be installed on all of the MX beamlines with only
minor customisation required.
This would be achieved by moving software device
support to EPICS [7], creating our own integration unit
built around a PLC, and the redesign of supporting components and peripherals to maximise performance and
cater for future upgrade paths. (See Fig. 1)

INTEGRATION UNIT
The complete system consists of many components,
each requiring a software interface and their own control
requirements. The role of the integration unit is to connect all these separate peripherals to a common interface
with which the software can communicate, whilst also
providing low level logic and feedback control. The
decision was made to build the unit around an Omron
CJ2M CPU33 Ethernet PLC [8]. This model is used
extensively at DLS for all the machine protection systems
and so was already familiar to our engineers, with proven
performance, reliability and versatility, and with established EPICS software support. It can also be supported
by stock parts, removing the cost and overhead of maintaining an independent spares set.
The unit controls the robot’s gripper, drier, beacon,
computer vision system, liquid nitrogen fill control, and
dewar heaters. In addition, by passing all of the robot’s
input and output channels through the integration unit, it
allows these signals to be overridden by the PLC, either
pulled high or pulled low. This is incredibly useful for
testing and debugging, or simulating an input from a
failed or missing component on the beamline.

DEWAR AND LIQUID NITROGEN SYSTEM
Sample storage dewars for MX beamlines need to have
high capacity, reliable autofill systems and should be
designed to minimise ice build-up in or around the dewar.
The dewar used in the BART system is based on a design
developed by the P11 beamline at PETRA [9] and manufactured by CryoTherm [10]. Up to 592 samples can be
accommodated within the dewar.

THPHA200
Experiment Control

1919

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA200

dewar. If it is, the position is reported to EPICS to be
passed on to the robot controller. If not, an error is raised
and the robot will not attempt to enter the dewar.
The vision system can support up to four cameras, and
so a second camera was also used to read sample barcodes. 2D Data Matrix barcodes are located on the underside of SPINE [14] sample holders and are used to link
sample information to a particular sample holder. The
barcode is read during the sample exchange process. (See
Fig. 2)

Figure 1: Block diagram of system.
To avoid icing, the rim of the new dewar (which is in
contact with the lid) is packed with 12 heating elements
divided into two banks of six and monitored by a thermocouple. The PLC regulates the heating system and provides two temperature setpoints: one for when the dewar
is being filled with liquid nitrogen and another for when
the liquid nitrogen level is stable. Under normal operation only six elements are enabled. When the autofill
mode is active, all 12 are enabled.
Originally a separate 3rd party liquid nitrogen fill control
system was used to maintain the dewar liquid level. With
the introduction of the in-house integration system it was
recognised that this control could also be handled by the
PLC unit. A level probe consisting of five temperature
sensors was mounted at different depths within the dewar.
This allows five level heights to be distinguished. The
PLC closes the feedback loop between the probe and the
fill valve to maintain the liquid nitrogen level at a defined
height. If the level drops below a setpoint for 60 seconds,
a refill is triggered. This refill process consists of cycles
of one minute of filling, three minutes of settling time,
until either the desired level or a timeout limit is reached.

COMPUTER VISION SYSTEM
One of the identified development needs of the system
was a better way of avoiding collisions between the robot
arm and peripheral equipment on the beamline. Computer vision systems are routinely used for industrial robots
and are becoming more widely used for MX sample
changing robots [9, 11]. For the P11 beamline, the vision
system is able to identify the opening in the dewar lid and
track its position. This position can then be fed back to
the robot.
We adopted the same approach using an Omron FZSC2M camera [12] and FZ5-L355 vision system [13].
These models were chosen as they integrated into the
chosen Omron PLC of the integration unit.
The system looks for a circle of a given dimension
within a coloured square of defined size to identify the
opening. It calculates the centre point of this circle and
checks that it is located within the internal diameter of the

Figure 2: Screenshot of vision system reading a Data
Matrix barcode.

DRIER
A drier is used to heat up the robot gripper after it has
been in liquid nitrogen to avoid ice restricting its movement and to prevent contamination of samples with ice
crystals. A drier has been designed that couples a funnel
shaped nozzle, of similar diameter to the gripper, with a
system moving compressed air across a heating element
to completely envelop the gripper in hot, fast moving air.
The drier remains on until the gripper’s internal thermocouple reaches 310K, after which the compressed air
supply remains on for a further 30 seconds without heat to
cool the drier itself. This design was found to be very
effective, completing a dry routine in 30 seconds.

LASER SCANNER
A Keyence safety laser scanner, model SZ-04M [15],
was added to form part of the personnel safety system of
the robot, monitoring for the approach of a person to the
robot. It has two defined zones: a warning zone from a
distance of 2m to 1m, in which the sensor will beep loudly but the robot motion is unhindered; and a danger zone
from a distance of 1m, in which the sensor will beep loudly and the robot motion will be disabled.

ROBOT PROGRAMS
All actions of the robot are written in Mitsubishi’s
MELFA BASIC language and are stored and run on the
robot controller. They are written as functional blocks to
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limit repeated code and aid development. The functionality is provided across 51 programs. EPICS only provides
triggers to initiate six ‘top level’ routines which in turn
trigger any sub-programs. EPICS monitors a Program
Running status provided by the controller to determine
when a routine has finished.
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between EPICS and the hardware. The supported command set and their expected replies are defined within a
protocol file and it is this file which EPICS interacts with.
The connection is over TCP/IP established with the asyn
support module [17]. An associated user GUI is available
(See Fig. 4).

Figure 4: The EPICS GUI.
Communication with Omron PLCs is made over the
Factory Interface Network Service protocol (FINS). The
FINS and dlsPLC support modules were used to read and
write to PLC registers from EPICS.
The genSub support module [18] was used to allow C
programs to be incorporated into the EPICS driver for
tasks such as error and location code lookup, operation
logging, and barcode string conversion from bytes to
ACSCII characters.
GDA remains the end user interface but instead of talking directly with the robot controllers it now interacts
with the EPICS driver via process variables (PVs). This
matches the way that GDA interacts with all other devices
on the beamlines.
Figure 3: Complete system: Base table housing
Mitsubishi controller, PLC integration unit, with laser
scanner mounted on left hand side and a camera gantry
and dewar with heating elements on top.

BASE TABLE
A support table was needed to accommodate all the
components. The table top accommodates the robot arm,
the sample storage dewar and reservoir, the drier unit and
camera system gantries. The robot controller, PLC integration unit, computer vision controller and peripheral
cabling is housed underneath. The whole table is mounted on wheels to allow it to be easily moved into place on
a beamline before being bolted to the floor. All internal
units and wiring are mounted upon a drawer mechanism
allowing easy access for maintenance and upgrades. (See
Fig. 3) All external connections are brought to a patch
panel on the rear of the table.

EPICS SOFTWARE
Communication to the robot controller by EPICS is
made via the streamDevice support module [16]. This
allows the sending and receiving of strings to pass data

RESULTS
The first completed BART system was installed on
DLS MX beamline I03 in early 2015, and since then,
more than 60,000 samples have been loaded by the I03
robot. A further three BART systems were deployed on
the MX beamlines I04, I04-1, and I24, and all of the robot
systems are fully operational.
The rate of sample exchange on the beamlines has been
increased by utilising several time-saving approaches.
Firstly, the close integration between the control of the
robot arm and the beamline hardware means that both
robot movements and movements of equipment in the
sample environment can be optimised. Secondly, moving
the device software to EPICS gave us greater control of
operations, speeding up command response times and
allowing us to leave the robot arm servo motors energised. Thirdly, customisation of the drier brought significant time-saving to a regularly used peripheral. Finally,
tighter integration of the beamline status into the robot’s
I/O allowed us to parallelise robot and beamline component movements.
THPHA200
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One of the aims of this development project was to
produce a robot system that could be customised for different beamlines and this aim has been realised by adapting the BART system for the small molecule single crystal diffraction (I19) beamline [19] and the in-situ crystallography beamline, VMXi [20].

CONCLUSION
The project successfully improved the performance and
reliability of the robot system and its peripheral components, with full integration into the beamline control system at both the hardware and software levels. In-house
knowledge was expanded considerably and amongst a
wider pool of people. The system was able to be adapted
to work on a plate handling beamline and has proved
flexible enough to support some additional peripheral
projects.
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CUSTOMIZATION OF MXCuBE 2 (Qt4) USING EPICS FOR A
BRAZILIAN SYNCHROTRON BEAMLINE
D.B. Beniz, Brazilian Synchrotron Light Laboratory, Campinas, Brazil
Abstract
After studying some alternatives for macromolecular
crystallography beamlines experiment control and had
considered the effort to create an in-house made solution,
LNLS decided to adopt MXCuBE [1]. Such decision was
made considering main technologies used to develop it,
based on Python, which is being largely used in our
laboratory, its basic support to EPICS (Experimental
Physics and Industrial Control System), the control
system adopted for the LNLS beamlines, and because of
its stability. Then, existing MXCuBE implementation has
been adapted to cover LNLS requirements, considering
that previously it was mainly ready to control systems
other than EPICS. Using basic MXCuBE engines, new
classes were created on devices abstraction layer, which
communicates to EPICS IOCs (Input/Output Controllers),
like AreaDetectors, MotorRecords among others. Py4Syn
[2] was employed at this abstraction layer, as well. New
GUI components were developed and some
enhancements were implemented. Now, MXCuBE has
been used on LNLS MX2 beamline since the end of 2016
with positive feedback from researchers. The adoption of
MXCube proved to be right, given its flexibility,
performance and the obtained results.

MOTIVATION
LNLS macromolecular crystallography beamline,
MX2, has been reformed to be the base for its
correspondent on Sirius, new Brazilian Synchrotron Light
Source. During it, software control systems were also
revised. EPICS was kept as the basic control system for
devices operation, and using that we looked for a better
GUI to offer a good experience for researches when
performing experiments on MX2. In the past, some GUI
solutions were tested on such beamline, like Blu-Ice [3]
and an in-house development based on CS-Studio [4], but
they were not totally well-succeeded.
Because MX2 coordinator, Ana C. M. Zeri‡, had
experienced the usage of MXCuBE on ESRF, she asked
software support group of LNLS to take a look at it as an
alternative, and then we started to customize it for our
environment.

ARCHITECTURE OVERVIEW
Main organization of MXCuBE Qt4 was kept
untouched; the basic support for EPICS was used but
modified in some parts to allow the usage of Py4Syn. As
other laboratories that contribute to MXCuBE
development do, we created new folders named LNLS on
layers that abstract hardware objects and their
configuration. This way, we could develop our own

Python classes with procedures performing operations
according to our equipment and necessities.
An overview of MXCuBE architecture we customized
to offer full experiment operations control for researchers
of MX2 beamline at LNLS is presented on Figure 1.

Figure 1: Overview of MXCuBE for LNLS Solution
Architecture

Electronic (Technical) Equipment
At lower level of control system are the typical
technical devices present in synchrotron beamlines. In
fact, they have their own controllers which receive
instructions, via serial (RS232/RS248) or Ethernet
connection, for example, and then command the
equipment. Some devices present in MX2 beamline of
LNLS are:

Galil DMC-4183: motor controller

Parker OEM750: motor controller

Kollmorgen S300: motor controller (air bearing)

Heidenhain MT 2501: optical encoder

Keithley 6485: picoammeter

Cryojet: temperature controller of cryogenic
cooling system

Stanford SR570: low noise current preamplifier

Dectris Pilatus 2M: CCD camera

IDS GigE uEye: industrial camera (view sample)

Stäubli CS8: robot controller (sample changer)

Logical (Abstraction) Layer
Over the devices controllers is the first abstraction of
them, build in EPICS, with correspondent IOCs
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(Input/Output Controller) for each one of the devices.
Those devices of the same manufacturer and model share
the same IOC program, but run in individual instances.
Basically, a set of instructions to get information or to
send a command to devices is organized in those IOCs as
PVs (Process Variable), where each PV is a record, or
piece of data, with some attributes to format, configure or
simply return related information.
All PVs are broadcasted in the network via CA
protocol, in which subnet where CAS is connected they
are accessible.
The second abstraction level of those PVs is made by
Py4Syn, which offers a set of Python objects representing
each one of devices controlled by EPICS IOCs. Py4Syn
also implement a set of utility tools to perform scan of
motor positions while a counting detector is accumulating
information of beam intensity transmitted across a
photodiode, or to vary a goniometer angle while a CCD is
acquiring spectra images to analyse the x-ray diffraction
pattern produced by a crystal sample, for example. It also
allows a combination of motor movements, like a mesh of
two motors, and mathematic calculations based on the
measure of one or more detectors.

User Interface Layer
Finally, in the top layer of this architecture is the GUI.
The focus of this article is the adaptation of MXCuBE, a
graphical interface very stable and used by important
macromolecular crystallography beamlines in different
synchrotron light sources on Europe, e.g.
The version we adopted is based on PyQt4, which is a
library that encapsulate Qt4, via SIP, that allows C/C++
programs to be called inside Python scripts. Qt4 has an
easy framework to create graphical interfaces, offering
some widgets of components that facilitate interaction
between users and the operation the programs execute,
like input text boxes, labels, command buttons, tables,
graphics, images, etc. An utility of Qt4, called Qt
Designer, is used to produce an XML file with all
necessary information to generate a GUI, by simply
dragging and dropping widgets and configuring their
characteristics, like name, to be used by Python scripts to
bind procedures to them, text to display, size, position,
between others.
MXCuBE has a design operation mode which generates
an interface with all components that, together, allow the
researchers to perform experiments on a MX beamline,
like that in Figure 2.
Since all the components are in desired places, it is
necessary to program what is called “bricks” in
MXCuBE. Each brick is a basic graphic control element,
and could combine some components, from where
information and actions are received from users, and to
where processing results, alerts and error messages are
displayed. To produce the final interface, a set of bricks
are configured to control physical devices, so, some
instances of such programed bricks are running on a final
interface during execution mode. For example, a brick of
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a motor contains the graphical components to receive
desired target position and to start or stop the movement,
and the logic binding it to a hardware object abstraction,
which is responsible to send commands to real motor. To
instantiate a set of motors it is just necessary to configure
them on an XML file. PyQt4 has a concept of signal-slot
communication between the graphical and logical layers,
and using it MXCuBE send information from bricks to
hardware objects.

Figure 2: MXCuBE main interface for MX2 beamline.

MXCuBE SOLUTION FOR MX2
It was necessary to create some EPICS IOCs, like one
for IDS uEye industrial camera, following AreaDetector
standards and using AravisGigE [5] driver. The result,
after encapsulate the treatment of image returned as an
array by such developed IOC in a Python class inside
hardware object layer of MXCuBE, is that showed in
Figure 2.
To bind such EPICS IOCs with Python scripts, inside
MXCuBE, we also used Py4Syn, inside HardwareObject
layer. When necessary, or when it presented a better
performance, we used native support to EPICS in
MXCuBE, implemented using PyEPICS library inside
HardwareRepository layer.

Figure 3: LNLS created widget (brick) to optimize beam
position.
Other original features, proposed by technicians of MX2
beamline, were also implemented. One of them is a
sequence of beam optimization, to be performed
automatically, based on some parameters, like initial and
final position of slits, step size, etc. The procedures are
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performed to optimize the energy, scanning the crystal
position and calculating energy result based on Bragg’s
Law, and to centralize the beam on two sets of slits,
scanning their positions, but using the predefined
horizontal and vertical gaps. A photodiode is used to
measure beam intensity. Such tool was created as a
widget, and the Figure 3 shows the final result.
A CBF viewer embedded in MXCuBE solution was also
implemented, using Python cbf [6] library developed by
Paul Scherrer Institute (PSI). A screenshot of final result
is showed in Figure 4.

CONCLUSION AND NEXT STEPS
Since MXCuBE is being used by researchers of MX2
beamline, available to them since 2016’s end, we are
receiving good feedback from them.

Figure 6: CamServer remotely controlled via Xpra.

Figure 4: CBF viewer embedded in MXCuBE.
Another example of LNLS implementation inside
MXCuBE is the monitoring of dead-time via Amptec
MCA (Multi-Channel Analyser), what is showed in Figure
5.

Next steps on our macromolecular crystallography
beamline, focusing of enhancements for Sirius, are:
 Conclude sample changer programming and
installation.
>Actions already in course, to program Stäubli
CS8 robot;
 Enable mesh scan on MXCuBE;
 Enable auto-analysis, at least one first approach,
on MXCuBE.
>Edna is being studied;
 Install ISPyB [8] and integrate it with MXCuBE;
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CLARA VIRTUAL ACCELERATOR
R.F.Clarke, G.Cox, M.D.Hancock, P.W.Heath, B.G.Martlew, A.Oates, P.H.Owens, W.Smith,
J.T.G.Wilson, STFC Daresbury Laboratory, Warrington, UK
Abstract
STFC Daresbury Laboratory is developing a novel Free
Electron Laser (FEL) test facility focussed on the generation
of ultra-short photon pulses of coherent light with high levels of stability and synchronisation. The main motivation
for CLARA[1] is to test new FEL schemes that can later be
implemented on existing and future short wavelength FELs.
Particular focus will be on ultra-short pulse generation, pulse
stability, and synchronisation with external sources. Knowledge gained from the development and operation of CLARA
will inform the aims and design of a future UK-XFEL. To aid
in the development of high level physics software, EPICS,
a distributed controls framework, and ASTRA, a particle
tracking code have been combined to simulate the facility
as a virtual accelerator.
This paper will discuss how a EPICS [2], a distributed
controls framework, and ASTRA [3], a particle tracking
code, are used to simulate electron bunches in a virtual accelerator. The simulation is currently used by the accelerator
physics group as a rapid application development framework
for high level physics software. It is also being used by the
controls group to test high level interfaces to CLARA. The
simulation contains magnets; diagnostic screens; BPMs and
camera beam positions; and low level RF. The next stage
is to develop a more detailed simulation for the cameras
and BPMs. Another objective is to distribute the transport
code to external servers to increase the number of simulated
particles.

INTRODUCTION
The Compact Linear Accelerator for Research and Applications, CLARA [1] is being developed using Daresbury’s
existing expertise and experimental experience of electron
accelerators and FELs. Of note are VELA, the Versatile
Electron Linear Accelerator, which will share a common
front-end with CLARA. Daresbury has also worked with an
IR FEL on the superconducting accelerator ALICE [4, 5].
CLARA consists of several major subsystems that themselves contain many individual devices. The FEL will requires tight tolerances on all these devices to operate. A suite
of high level physics software and automation will be needed
to control the FEL. The controls and accelerator physics
groups wanted the ability to test and develop concepts in
simulation before they are deployed. These requirements
drove the development of the virtual accelerator.
CLARA consists of timing, magnets, beam position monitors (BPM), beam shaping, vacuum control, RF systems,
electron gun, environmental controls and lasers. The operation of all these devices is handled by EPICS, a distributed
control framework. EPICS provides tools to develop custom
device drivers and the control logic for connected devices un-

der time critical constraints. EPICS also provides a uniform
interface to manage operations over a dedicated controls
network using process variables (PVs). Using PVs over the
dedicated CLARA control network allows operator applications, data-logging, high level software or even other EPICS
controlled devices to communicate and interact across the
machine seamlessly.
The core of EPICS is a server called the IOC, see Figure
1. The IOC will signal its presence over a control networks
to other EPICS compatible clients and manage PV requests.
CLARA will have many tens of IOCs and thousands of PVs
running simultaneously when the machine is in operation.
This is itself a major challenge that the virtual accelerator is
helping to address.

Figure 1: EPICS IOC and PVs.

PREVIOUS VIRTUAL ACCELERATORS:
EMMA
Simulations of accelerators have been employed at KEKB
[6], the SNS linac [7], Diamond [8], J-PARC [9], TPS, Taiwan [10].
Two main functions of a simulation tool were described
by Yamamoto:
• For rapid application development (RAD)
“Tightly integrated modelling code in a control system, or
a virtual accelerator, is also useful as a RAD tool in the construction of an accelerator control system. Application programmer and/or an accelerator physicist can develop a code
without waiting for the completion of hardware installation.
Realistic response using the VA will help the development
of high level applications in the control system.”
• A simulation as a “Flight Simulator”
“Trainee of the accelerator operation can learn the response of the system even in a situation which should not
occur in the real machine. ‘Flight simulator’ allows accelerator physicist to examine his/her algorithm without disturbing
the operation.”
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At EMMA the simulation tool was used for developing
software but was not used for operations as there was a lack
of manpower to complete model. It was found that the model
results did not match the real machine but progress was made
towards implementing a more model[11].

DISTRIBUTION, NETWORKING AND
VERSION CONTROL
The virtual accelerator simulation runs on Linux under
VirtualBox[12]. This allows all IOC setup and networking
to be maintained by the controls group inside a virtual machine. To use the virtual accelerator, the virtual machine
is downloaded and installed on a local PC. It automatically
starts all IOCs and network conﬁgurations in the background
on startup. EPICS clients, such as PyEPICS[13] can then
access the virtual accelerator on the host PC.
PV names must be unique so this must be checked when
adding new IOCs. The virtual accelerator runs its own
IOCs supplying virtual PVs. These are direct copies of
the CLARA PVs. Once these simulations are out in the wild
there is the possibility that a machine running a simulation
could accidentally be connected to the CLARA controls network. In the worst case virtual PVs could be confused for
CLARA PVs. A naming clash, in any event, would cause
peculiar behaviour during operation and be hard to diagnose.
The accelerator physics group also requested the ability to
run multiple simulated IOCs on the same virtual network
raising the possibilities of further naming clashes. Spawning
multiple simulations would cause naming clashes inside and
across virtual machines running on the host PC.
The ﬁrst release used the VirtualBox virtual network card.
A “host only card” can be selected that will keep all internet
connections from the virtual machine within the host PC.
This worked well initially but the virtual machine did not
have a connection to the host’s network card. It was found
that the virtual PVs were still visible outside the machine
when the virtual machine was allowed to connect to the
network card no matter how the VirtualBox conﬁguration
was set.
The solution was to use EPICS version 3.15. In this version it is possible to restrict an IOC to only respond to PVs
that originate from a speciﬁc IP address. The IPs of the virtual accelerator can be set so they do not respond to requests
sent form the CLARA control network. This provides the
ﬁrst level of guard incase the virtual accelerator is connected
the CLARA network.
An IOC is also locked to a speciﬁed port numbers. This
provides additional guard against accidental connection and
also allows multiple virtual IOCs to run under the same
virtual machine. For IOCs on CLARA the default port is
5064 and a beacon is transmitted on port 5065. The virtual
IOCs are set to run on ports greater than 6000 by default with
no beacon. If the user wants multiple instances of virtual
IOCs running they can simply change the port numbers in
the startup scripts.
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A ﬁnal guard was added by preﬁxing all the simulation
PVs with “VM_”. This is now logged as part of the CLARA
naming convention. See ﬁgure 2.
The typical way for a script to access a real PV would look
like:
EPICS_CA_ADDR_LIST=<CLARA IP XXX.XXX.XXX.XXX>
caget("CLA-S02-DIA-SCR-01:V:ACTPOS")
Then simulation PVs on server 1 and 2 would be accessed
as:
Server1, VM on port 6002
EPICS_CA_ADDR_LIST=<SERVER1 XXX.XXX.XXX.XXX>
EPICS_CA_SERVER_PORT=6002
caget(VM_CLA-S02-DIA-SCR-01:V:ACTPOS)
Server1, VM on port 6003
EPICS_CA_SERVER_PORT=6003
caget(VM_CLA-S02-DIA-SCR-01:V:ACTPOS)
Server2, VM on port 6002
EPICS_CA_ADDR_LIST=<SERVER2 XXX.XXX.XXX.XXX>
EPICS_CA_SERVER_PORT=6003
caget(VM_CLA-S02-DIA-SCR-01:V:ACTPOS)

Git hub
For the initial version of the virtual machine software
updates were simply uploaded as a new VM. After the simulation was released to the physics group the number of users
rapidly increased and this method became unsustainable.
Github was picked for software version control.
Currently, there is of the virtual accelerator that has the
git repository set up. Users download this version, open the
virtual machine on their PC. They can then use github to pull
the latest updates from the controls group server. This is a
reliable and fast way to distribute updates as the user-base
increases.

SIMULATIONS FOR HIGH LEVEL
SOFTWARE AND TRANSPORT CODES
The virtual accelerator simulates various devices and
feeds them into the virtual EPICS control system providing identical PVs to CLARA. The virtual accelerator has
been combined with a particle transport code called ASTRA to simulate the electron beam. Other simulation codes
and custom scripts are added to ASTRA under a custom
framework called the online model.
The virtual accelerator does not need the online model
for most investigations. The values for basic PV operations
such as axis positions, magnet current settings and interlock
have simpliﬁed operating modes that can be used to develop
THPHA204
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Figure 2: The high level software can select from simulations running on diﬀerent IPs or ports and from CLARA PVs. In
the worst case scenario the “VM_” preﬁx will protect the real machine’s IOC PVs.
graphical user interfaces while CLARA is under construction. Another example involved the use of virtual magnets.
The magnet current can be set to ramp up and have a preset
noise level. This was used to for the oﬄine development of
a custom PVs for the CLARA/VELA magnets. These PV
were part of a new interface that is now commissioned on
the real machine. This interface allows for the automatic
degaussing of all the CLARA/VELA magnets via PVs sent
from an operator in the control room. The operator triggers
the degauss operation on the relevant IOC in the rack-room.
The IOC starts a state machines which checks if the magnet needs to be degaussed, monitors various interlocks and
checks if any devices would be aﬀected by the operation.
The IOC runs the desired degauss algorithm, records when
the degauss completes or any errors that occurred and reports
back, via PVs over the controls network. All the complexity
of degaussing the magnet manually has been hidden from
the operator. CLARA and VELA have largely diﬀerent magnet power supplies and interlocks and the operation has to
be customised for each magnet type. The operators want
the speciﬁcs of the operation to be hidden and simply be
able to trigger them. The virtual machine was used to test
the sequence of operations and to speed up development
by performing magnet ramps faster than real-time. The vir-

tual accelerator also allowed the response to various power
supply interlock triggers to be simulated.
Adding the online model in combination with EPICS also
provides useful information for the development of the BPM
and camera interfaces. An example is trajectory monitoring
solutions such as orbit beam corrections.
The virtual accelerator currently contains the CLARA
phase 1 and VELA magnets, diagnostic screens, BPMs, gun
and low level RF. The next goal is to develop a more powerful
simulation for the cameras and BPMs. Currently the online
model typically simulates 250pC bunches. These are made
of about 1000 macro-particles and take roughly 10 seconds
to track on a standard PC. The next iteration of the virtual
accelerator will run the online model separately allowing
simulations of the order of 103 or 105 more macro-particles.

OVERVIEW AND FUTURE OF THE
CLARA SIMULATION
Current Status
• The virtual accelerator is under Git version control
• The virtual machine can run as many IOCs as needed
with accidental access to the CLARA control network
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blocked under EPICS 3.15. The current EPICS version
on CLARA is being upgraded from version 3.14 to 3.15
The ﬁrst device PVs to be brought into the virtual accelerator were for the magnets. These were run without
electron transport simulations and used a basic algorithm to generate online ramping noise, see ﬁgure 3.
This initial survey of all the magnets allowed us to identify that the legacy VELA PV names and new CLARA
names were inconsistent. A program to update the
legacy PVs was started on these machines and a small
set of high level interface PVs are being developed for
use with scripts and GUI design. The virtual accelerator was also used to test and build state machines
that tie diﬀerent magnet power supply units together for
the high level interface. Using the virtual accelerator
allows rapid tests on error conditions and state changes
that are hard or impossible to generate with the real
IOCs.
The BPMs and camera positions have been added. The
RF and magnets provide ASTRA and the online model
with the initial conditions to generate electron trajectories. These trajectories are fed back to the virtual BPM
and cameras as beam positions. These simulations are
being used for trajectory planning such as orbit beam
corrections for the accelerator physics group.
The various motion controls for the diagnostic screens
were brought under a common interface. Some of the
devices had several diagnostic devices on a single axis
and some are dual axis devices. Some devices are set
on the horizontal and vertical plane and will clash if
both are extended together. To set a device of a speciﬁc
axis the conjugate axis needs to be retracted. Other
motion controls were simple pneumatic “pop in/pop
out” devices.
A standard interface for all these devices was developed
within the virtual accelerator before being deployed on
the real machine. One of the beneﬁts of this interface
was to simplify the ability to script scans of the beam
by jogging the collimators or slits. A state machines
was developed to control the positioning of device on
an axis and to manage the conjugate axes. Testing
the state machines in the virtual accelerator was much
faster, much like the magnet case, as axis motion could
be speeded up and error states triggered to test the
response.

Figure 3: Simulation of the magnets using only noise and
ramping for GUI development.

Future Work
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computing power than provided by a single PC for some
concepts. Currently it is possible to simulate 250pC
bunches at about 1000 macro particles. Having the
online model on dedicated, high-performance servers
will allow several orders of magnitude increase in simulation of particles. Diﬀerent users will require diﬀerent
ASTRA and online simulation set-ups. The latest version of the virtual machine has been modiﬁed to allow
networked connections for external simulations.
• The BPMs and cameras will be modiﬁed to provide
more realistic simulations such as noise.
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COMMUNICATION ARCHITECTURE OF THE DETECTOR CONTROL
SYSTEM FOR THE INNER TRACKING SYSTEM
J. Jadlovský, A. Jadlovská, S. Jadlovská, M. Oravec, D. Vošček, M. Kopčík, J. Čabala, M. Tkáčik,
Technical University of Košice, Košice, Slovakia
P. Chochula, O. Pinazza, CERN, Geneva, Switzerland
Abstract
This paper presents the proposed communication architecture of the Detector Control System (DCS) for the Inner
Tracking System (ITS). The purpose of the DCS is to acquire and control the states of the ITS. Since the ITS is not
yet fully implemented, an emulator of the communication
architecture is being developed. The proposed architecture
comprises ﬁve levels. At the bottom, the detector is emulated
by sensors connected to microcontrollers. Each microcontroller is then connected to a Raspberry Pi which represents
the ALICE low-level front- end (ALF) electronics at the
second level of communication architecture. The third level
is represented by Front-End Device (FRED), a Linux server
where more than one ALF device can be connected. FRED
is then connected to the fourth level, implemented by the
SCADA interface – WinCC OA. Above all these levels is
an archiving and conﬁguration database setup. Conﬁguration bypasses the SCADA interface and is managed directly
through FRED. The purpose of the emulator is to verify
the proposed architecture in terms of data throughput and
cooperation of the mentioned modules.

INTRODUCTION
Since 2012, the Technical University of Košice, represented by the Center of Modern Control Techniques and
Industrial Informatics at the Department of Cybernetics and
Artiﬁcial Intelligence, Faculty of Electrical Engineering and
Informatics has been the member of the ALICE project and
since 2015, the full member of the ALICE Collaboration in
CERN. During this time, its members have worked on several assigned tasks. One of the tasks carried out by our team
is the development of a new communication mechanism dedicated to the front-end electronics control and monitoring to
be used in the ALICE experiment at CERN. A new architecture called ALFRED (Alice Low-level Front-end Device) is
now being tested using various electronics prototypes. The
ﬁnal version of the software will be deployed for the new
inner tracker system (the ITS) currently developed by the
ALICE collaboration [1], [2].
The new data acquisition architecture for ALICE [3] requires a complete redesign of the front-end access mechanism. A modular, scalable and reliable architecture is required to controls the front-end modules installed in the experiment. This paper focuses on the developments serving
as veriﬁcation of the concept and base for the ﬁnal implementation. After the proposal of the communication architecture, tests to obtain throughput of this architecture were
performed.

DETECTOR CONTROL SYSTEM AND
INNER TRACKING SYSTEM
The present inner tracker of the experiment has been designed to cope with the requirements of the LHC operation
until 2018. During its operation its performance fulﬁlled
the expectations. However, the architecture of the ITS is
not compatible with the new requirements after the planned
LHC upgrade. The ALICE experiment operation at high
luminosities triggers a need for faster detector readout and
improved tracking capabilities. The new ITS composed
of pixel detectors replaces the present tracker, combining
silicon pixel, strip and drift detector technologies.

Detector Control System
Detector Control System (DCS) continuously ensures secure and stable operation of all sub-detectors as well as
the entire ALICE detector. DCS provides remote control
and monitoring of all systems. DCS uses various industrial as well as custom devices such as low and high voltage
power supplies, PLC computers, custom made data acquisition boards or front-end electronics. They are hierarchically
interconnected within a distributed control system. The majority of these devices communicate via Ethernet, controlled
either by industrial standards such as OPC or the DIM protocol [4] developed at CERN. Other devices use other industry
standard buses such as CANbus, Proﬁbus or RS232.
Supervision of individual devices is provided by
SCADA/HMI software WinCC OA from Siemens using
the JCOP framework. WinCC interface enables a single
operator to operate the whole ALICE experiment. Within
the ALICE experiment, each detector has its own independent distributed control system containing from 2 up to 16
WinCC OA systems. All of these systems are interconnected
by a central DCS, comprising together one complex system.
Control hierarchy of the entire detector and all its subsystems is made up of ﬁnite state machines (FSM) organized
into multi-layer tree structure.

Detector Control System for Inner Tracking System
The structure of the new ITS control system follows the
new architecture of the detector as seen in Fig. 1. The
main changes in the traditional design are mainly in the
frontend part, which will be accessed by the GBT link [5],
shared with the data acquisition system. The physics data,
containing the information about the particle trajectories,
is sent to the further levels of processing implemented in
the O2 facility [3]. The conditions data supervised by the
DCS is processed in the SCADA system and a subset of the
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information is merged with the physics data stream, to be
used as reference for analysis.

Figure 1: DCS schematics for ITS detector.
Besides the front-end control, the main DCS blocks include the power system, cooling and temperature monitoring and a safety system that protects the detector in case
of dangerous conditions. Power supply of pixel detectors
is provided by the CAEN power system comprised of the
Mainframe that communicates with the WinCC OA over
Ethernet through the OPC protocol.
Easy Crates are placed in the near vicinity of the experiment and they are designed to work in a strong magnetic
ﬁeld and at a high level of radiation. They are controlled by
the Mainframe on the surface and provide power to Readout
Unit (RU) and Power Board (PB) units.
Subsequently, the PB provides power to the pixel detector
itself and monitors its temperature and current. RU allows
control and monitoring of the PB as well as data conﬁguration and read-out from the detector itself through the Gigabit
Optical Line (GBT) to Common Readout Unit (CRU). The
CRU sends signals through the optical band Gigabit Optical
Line (GBT) to the detector electronics such as commands for
setting electronic parameters, ordering data, setting memory
detector registers, etc [6].
Detector response comprises physical data and DCS data
(temperature, register values, masks, electronics settings,
streams ...) which is inserted between physical data as
frames. ITS FLP (First Level Processor) is a computer that
hosts a Common Readout Unit (CRU) and selects DCS data
from the stream which is then sent to the Front-end system [7].
The Front-end system connects the DCS with the detector
itself and serves for conﬁguring detector and reading DCS
data.
Control and detector module conditions data monitoring
shares the GBT link with the data acquisition system. This
elegant approach reduces the required infrastructure, however it does not provide suﬃcient redundancy for the controls
data. Merging the two systems with two diﬀerent roles also
creates diﬃculties for the hardware and software maintenance. In the case of the FLP unavailability, the DCS would
not be able to access the chip information and a detector
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shutdown would be required. For this purpose a new link
based on CanBus has been implemented. It will assure the
basic DCS functionality during the downtime of the FLP.
Another important task of DCS is the cooling of the detector, which is provided by two systems. The air cooling
system ensures ventilation between the individual layers of
pixel detectors, thereby maintaining the same air temperature
throughout the whole detector. The water cooling system is
used to cool individual staves at the same time while monitoring the temperature, pressure and ﬂow rate in the inlet
and outlet tubes of the stave cooling system. The cooling
device itself communicates with the DCS via the Modbus
bus. Measured temperatures are monitored by DSS (Detector Safety System), which consists of two redundant PLCs.
In the case when DSS detects critical values on some of the
inputs, it generates signal Interlock, which turns oﬀ detector
power. This process is fully automated and independent on
the WinCC OA control system.

ALFRED - ALICE LOW-LEVEL
FRONT-END DEVICE
In general, the ALFRED (Alice Low-level FRont-end
Device) describes the infrastructure which determines the
communication between the low level front-end devices and
SCADA system of the new DCS system for the ITS in the
ALICE experiment, as seen in Fig. 2.
At present, an R&D project has been launched to explore
the possible implementation of the ﬁnal system. A test setup
based on detector and front-end emulators has been prepared.
Low-cost devices based on Raspberry Pi and Arduino as well
as a general purpose device Board51 [8] provide the information which is close to the ﬁnal environment. This approach
overcomes the limitations due to the lack of realistic hardware that is still being designed and allows for developments
of the high-level software modules. The main task is the
design of a universal API, which will collect and manage
the data produced by custom electronics modules.
The development setup uses devices and program modules, which simulate the DCS infrastructure and its levels.
The lowest level groups temperature and/or current sensors
and DC/DC power source. The second level of the DCS
infrastructure id formed by control and DAQ devices such
as Arduino, Board51 or ELMB, which are based on the
single-chip microcomputers as well as the PLC automates.
This level of the DCS corresponds to the future front-end
electronics subsystem of the ITS.
The devices from the second level are interconnected with
Raspberry Pi computers, where the ALF(ALICE Low-level
Front-end interface) server module runs. Each Raspberry Pi
computer communicates via Ethernet using DIM protocol
with Linux server, where the FRED (FRont-End Device)
server module runs and multiple ALF modules can be connected to each FRED module. The FRED module merges
and distributes data from multiple ALF modules and manages the conﬁguration data from the conﬁguration database
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checked for their overpassing of maximum allowed values,
i.e. threshold. In case of the temperature or current value
exceed their maximum threshold, the digital output of the
Board51 is set to logical zero and the DC-DC converter is
automatically switched oﬀ.
Measured data from the Board51 are published to Raspberry Pi and the control commands are subscribed from the
Raspberry Pi via DIM protocol. There is a running ALF
module in the Raspberry Pi, which provides data and obtains
control commands from the higher levels of the DCS of ITS.

ALF Program Module
The ALF module provides communication between frontend electronics and FRED via DIM protocol and it is implemented in C++. It exchanges data and consists of the
DIM service ALF / FEE_DATA, which publishes the measured values of temperature, current and state of the DC-DC
converter obtained from the Board51. The ALF module
also includes DIM command ALF / DCDC_CMD, which
is used for the control of the DC-DC converter connected
to Board51. In the separate thread of the program, the TCP
server runs, which waits for the conﬁguration data from the
FRED module. After receiving of these data, the conﬁguration string is sent via the serial link to the Board51.
Figure 2: ALFRED communication architecture.

to the each FRED. The ALFRED module will be explained
in detail later in this paper.
SCADA/HMI level is represented by visualization in
WinCC OA, which ensures the acquisition and visualization of the collected data obtained using FRED module from
the lowest level of the DCS of ITS detector. WinCC OA also
subscribes to the control commands of the electronic devices
through the ALF - FRED modules and the data archiving in
database. A similar visualization is implemented on Raspberry Pi with a touch screen that provides DC-DC converter
control as well as current values of the temperature and
current.

FRED Program Module
The FRED program module is implemented in C++
and ensures collection of data from ALF modules and
their distribution to the WinCC OA visualization tool. It
also downloads the conﬁguration data from the database
which are then sent to ALF modules via the TCP protocol. The DIM services publishes data, which are received
from the ALF modules. Three DIM services are used,
speciﬁcally FRED TEMP for temperature measurement,
FRED DC_CURRENT for current measurement and FRED
DC_STATUS for the DC-DC converter status. FRED module also includes DIM command FRED ID_COMMAND
that sends identiﬁcation number of the conﬁguration ﬁle in
database. According to this identiﬁcation number conﬁguration parameters are downloaded to the front-end electronics
(FEE) using ALF modules.

Front-end Electronics
Board51 is a universal device for data acquisition from
connected sensors and also could be used for the control
of the actuators. Detailed description of individual parts
of Board51 is given in [8]. As far as the communication
architecture is concerned, the A/D converter of the device
measures voltage on the temperature sensor (PT100 sensor),
which is mounted on the load of the DC-DC converter. The
A/D converter is also used for the measurement of a current,
which ﬂows through DC-DC converter. Measured values for
both the temperature and current are then calculated from the
measured voltage values of the A/D converter. The digital
input of the Board51 is used for indication of the DC-DC
converter state, which can be switched on or oﬀ. If the DCDC converter is switched on, the temperature or current is

WINCC OA Visualisation
Data from the FEE devices, which ﬂows through the ALFRED infrastructure, are visualized in SCADA / HMI tool
WinCC OA, developed at Siemens. The graphical window
of the visualization allows the user to switch the DC-DC converter on/oﬀ, display measured data and download selected
conﬁguration of the FEE devices. WinCC OA is connected
to the FRED program module using the tool based on DIM
protocol, which is part of the JCOP framework. The DIM
services and commands, which are published by the FRED
server, can be found and subscribed using this framework.
The application also enables archiving of measured values,
which are received from the FRED, to Oracle databases using
the built-in RDB archiving module.
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Raspberry Pi Visualization
In parallel to the main data processing architecture, a
visualization of the acquired data is available on a touch
screen controlled by a Raspberry Pi computer. Visualization
is displayed by a GUI implemented in C++ and Qt graphical
libraries (Fig. 3). Functionality of this visualization is very
similar to the one implemented in WinCC OA, but the GUI
is simpler. The program module, created using the DIM
protocol, is connected to the FRED server.
Figure 5: The DIM throughput according to buﬀer size.

Figure 3: The GUI of Raspberry Pi Visualisation.

RESULTS
The measured time responses of the data block of various
sizes can be seen in Fig. 4 for DIM. The time response
increases almost linearly due to the increasing data block.
The DIM protocol has a response of 260 µs at block sizes
of 1B and 890 µs at a block size of 10KB.
Using the DIM protocol, as can be seen in Fig. 5 data
collisions do not occur with the increasing size of the transmitted block and the bandwidth of the line stays at almost
12 MB/s at the data size of 10KB. Since the computers used
in these tests had Ethernet network cards with a maximum
transfer rate of 100 Mbps (12.5 MB/s), it can be noted that
the line throughput was not restricted by the DIM protocol
but by the hardware implementation of the line itself.

present in the real ITS detector. Therefore complex conditions have to be met and taken into account. The architecture
is based on several diﬀerent implementations starting with
Arduino MCU, Raspberry Pi, Linux server up to the WinCC
OA SCADA/HMI system and databases. Tests validating
throughput via DIM and OPC protocols were also conducted
in the favour of DIM protocol.
Future research will be focused on replacing emulated
parts with real simulators/hardware modules as well as testing the throughput of such a modiﬁed architecture.

REFERENCES
[1] A. Augustinus, P. Chochula, L. Jirdén, M. Lechman, P. Rosinský, O. Pinazza and A. Moreno, "Computing architecture of the
ALICE Detector Control System", ICALEPCS 2011, Grenoble,
France, 2011, MOPKN018.
[2] S. Kushpil and ALICE collaboration, "Upgrade of the ALICE
Inner Tracking System" Journal of Physics: Conference Series.
Vol. 675. No. 1. IOP Publishing, 2016.
[3] K. Pugdeethosapol, V. C. Barroso, K. Akkarajitsakul and T.
Achclakul, "Dynamic configuration of the computing nodes
of the ALICE O2 system", in Proc. of JCSSE 2016, (pp. 1-5).
IEEE. doi: 10.1109/JCSSE.2016.7748855.
[4] C. Gaspar, M. Dönszelmann and P. Charpentier, "DIM, a
portable, light weight package for information publishing, data
transfer and inter-process communication", Computer Physics
Communications, 2001, 140(1-2), 102-109.
[5] J. Schambach, M. J. Rossewij, K. M. Sielewicz, G. A. Rinella,
M. Bonora, J. Ferencei and T. Vanat, "ALICE inner tracking
system readout electronics prototype testing with the CERN
"Giga Bit Transceiver"", Journal of Instrumentation, 2016,
11(12), C12074.

Figure 4: The DIM response according to buﬀer size.

[6] J. Mitra, S. A. Khan, , S. Mukherjee and R. Paul, "Common
Readout Unit (CRU)-A new readout architecture for the ALICE experiment", Journal of Instrumentation, 2016, 11(03),
C03021.
[7] S. Pumma, "Data Synchronization Method Between FLPs and
EPNs", (No. CERN-STUDENTS-Note-2014-016).

CONCLUSION
The purpose of this paper was to present the proposed
communication architecture of DCS for ITS and to describe
its individual modules. The communication architecture
is emulated within conditions which are expected to be

[8] J. Jadlovský, A. Jadlovská, S. Jadlovská, M. Oravec, D. Vošček,
M. Kopčík, J. Čabala, M. Tkáčik, P. Chochula and O. Pinazza,
"A Novel General Purpose Data Acquisition Board with a
DIM Interface", ICALEPCS 2017, Barcelona, Spain, 2017,
THPHA076.

THPHA208
Experiment Control

1933

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA211

ADVANCED PROCESS CONTROL TOOL FOR MAGNET MEASUREMENT
AT PSI
P. Chevtsov†, V. Vranković, Paul Scherrer Institut, 5232 Villigen PSI, Switzerland
C. Wouters, Micro and Nano Systems, ETH, 8092 Zurich, Switzerland
Abstract
Magnet measurements at the Paul Scherrer Institute
(PSI) are performed with the use of a process control tool
(PCT), which is fully integrated into the PSI control system. The tool is implemented as a set of user friendly
graphical user interface applications dealing with particular magnet measurement techniques supported at PSI,
which include advanced Hall probe, vibrating wire, and
moving wire methods. The core of each application is the
state machine software developed by magnet measurement and control system experts. Applications act as very
efficient assistants to the magnet measurement personnel
by monitoring the whole measurement process on-line
and helping to react in a timely manner to any possible
operational errors. The paper concentrates on the PCT
structure and its performance.

INTRODUCTION
Charged particle accelerators and their experimental
stations at PSI contain a number of various magnetic field
generating components: dipoles, quadrupoles, solenoids,
etc. The quality of these components, which are usually
referenced as magnets, strongly affects the accelerator and
experiment capabilities. To assure that all magnetic field
quality specifications are met, such components are systematically measured at the PSI magnet measurement
laboratory (MML). The equipment of this laboratory was
significantly upgraded few years ago. In parallel with this
upgrade, an advanced magnet measurement data acquisition and control system (MMDACS) was created. The
system was implemented as a part of the PSI controls
environment, which is based on EPICS [1].
Major features of this system were presented at the
ICALEPCS’13 conference [2]. Since then, the system was
consistently showing its high efficiency and reliability in
all magnet measurements at the MML. It was also successfully adapted to an advanced 3D Hall probe setup and
a new 64 bit Linux PC platform at PSI. The main activities around MMDACS, though, were concentrated on the
development and enhancement of user friendly control
applications that can efficiently assist operators in routine
magnet measurement procedures. The result of such activities is a magnet measurement process control tool (PCT).
The tool consists of a set of applications specialized in
particular magnet measurement techniques supported at
PSI, which include Hall probe, vibrating wire, and moving wire methods. The core of each application is the state
machine software designed by magnet measurement and
control system experts.

HALL PROBE MEASUREMENT
COMPONENTS AND PROCESS
CONTROL APPLICATION
Magnetic field mapping at the PSI is performed by Hall
probes. Measurements are done with the use of a Magnet
Measurement Machine (MMM). To provide stable longterm measurement conditions, the machine is located in a
temperature controlled (±0.1° C) room. A magnet is positioned on the measurement bench with the use of the
extremely accurate portable coordinate measuring system
FaroArm Quantum system.
Five MMM stepper-motors can move a Hall probe,
which is mounted on a titanium arm, in three translation
directions or axes (X, Y, Z) as well as rotate it in the horizontal plane and around the arm. Since rotations are used
only for proper probe positioning in space, any particular
measured field map at the PSI corresponds to a line, a
plane, or a volume in the Cartesian coordinate system (X,
Y, Z). The measurements are performed in a “continuous
scan on the fly” mode, which means that the MMM
doesn’t stop to make a particular measurement. This allows one to finish a complex field mapping process for
each magnet in a relatively short time period, which is
typically one day or less.
The MML possesses a set of classical Hall probes,
which are sensitive to only one magnetic field component
or one-dimensional (1D) by design. Recently, this set was
enhanced by an innovative, in-house developed, high
accuracy 3D Hall probe [3]. This probe consists of three
pairs of 1D Hall probes forming a sub-millimeter cubic
active volume (see Fig. 1) and, therefore, is sensitive to
all three magnetic field components.

Figure 1: PSI 3D Hall probe structure. For clarity, pairs of
1D Hall probes sensitive to the same direction of the
magnetic field are shown in the same color (blue: sensors
BB and BT, green: sensors GB and GT, red: sensors RB
and RT).
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The MMM measurement equipment consists of PSI
digital power supply controllers (DPSC) with their external interface modules PSC-IP implemented in the Industry
Pack (IP) standard, a set (one dedicated for 1D and six
others for 3D probes) of Agilent 3458A digital multimeters (DMM devices) that can be remotely controlled
over the GPIB bus, Hytec 8505 IP modules providing a
variety of DIO signals required for MMM operations (e.g.
DMM triggering) and a MAXv-8000 VME card (from
Pro-Dex) with its transition module to interface MMM
stepper-motors and their extremely accurate (~0.5 µm)
encoders. The DMM devices are accessed via E5810B
LAN/GPIB gateways (from Keysight Technologies) connected to the computer network.
The MMM measurement equipment control software is
a part of the MMM server program. This program is executed on a VME-64x process control computer (also referenced as an Input Output Controller or IOC), which is a
MVME-5100 single board CPU running the VxWorks
real time kernel and a memory resident EPICS database
handling MMM measurement equipment components and
measurement data.
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For instance, consider a frequently used “driving along
the Z axis” mode, in which the Hall probe goes through
the next steps:
- moves to a specified point sPos and stops there;
- moves in Z direction from sPos to another specified
point ePos and measures its potential in M equidistant points during the move;
- stops at ePos.
This mode can be executed from a Mes(X,Y,Z)
mmmgui panel (see Fig. 3).

Figure 3: The Mes(X,Y,Z) panel of the mmmgui.

Figure 2: The mmmgui screen overview.
A specially designed control screen mmmgui (see Fig.
2), is a graphical user interface representation of the
MMM client program. The screen is based on a Qt
framework [4], which automatically makes it computer
platform independent. The MMM client program runs on
one of the MML Linux PC consoles. It is multi-threaded.
Each thread deals with a particular MMM operational
mode, which is handled by the state machine software
associated with this mode and available from a dedicated
standard Qt tab panel on the mmmgui screen. Threads
talk to each other over a shared memory synchronized
with the MMM EPICS database.
The MMM state machine software is developed by
magnet measurement and control system experts, which
makes it highly optimized and extremely efficient for all
MMM operations.
The MMM client and server programs communicate
via EPICS. They both are combined into the Hall probe
process control application, which can handle a variety of
basic operational modes.

At its bottom, the panel has the MMM operational status line, which is continuously updated by the Hall probe
process control application.
Before running the MMM, its user has to define the
start (sPos) and end (ePos) points for the measurements,
the Z motor acceleration and maximum speed, the number
of measurement points M, and the magnet power supply
current value. Based on this information, the MMM client
program makes a number of calculations, data verifications, and system settings. In particular, assuming that the
measurement points are equidistant, their coordinates are
defined and immediately become a part of the MMM
EPICS database. Also, the MMM server program is instructed to set the required power supply current and Z
motor motion parameters and to report setting results.
The mode execution starts by pushing the “Go” button
in case of a 1D probe or the “Go 3D” button if the probe
is 3D. We remind that in the last case six DMM devices
are used for measurements. They all are arranged to be
triggered simultaneously.
The MMM client commands the MMM server to move
the probe to the specified point sPos and then waits until
it is done. Talking to the MAXv-8000 card, the server
moves the motor to the point sPos and makes sure that the
probe stops at this point. When the motion is completed,
the client is informed that it is done and the operational
status is set to OK. However, if any operational error
occurs, the probe is stopped immediately, the error is
reported to the client, and the mode is aborted.
The client program configures the used DMM devices
to collect M data values. Then it instructs the server to
move the probe in Z direction from point sPos to point
ePos with triggering DMM devices in all previously calculated measurement points and waits until it is done. The
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server monitors the probe motion progress and generates
DMM trigger signals exactly when the probe reaches such
points. Each time the DMM device is triggered, the actual
probe potential is written into its internal memory buffer.
Simultaneously, the corresponding time stamp, which is
obtained directly from the VxWorks operating system,
and the probe Z coordinate, which is DMA transferred
from the VME memory associated with motor encoder
data, are written in the MMM EPICS database. The
MMM server program assures all necessary real time
constraints on the whole data acquisition process. When
the motion is completed, the client is informed about it.
And again, in case of any operational error, the probe is
stopped immediately, the error is reported to the client,
and the mode is aborted.
The above mentioned actions of the Hall probe process
control application for handing the “driving along the Z
axis” mode disclose the algorithm, which is implemented
in the state machine software for this particular mode. All
other MMM basic operational modes are implemented in
a similar way.
The Hall probe process control application acts as a
very efficient assistant to MMM operators during magnetic field mapping procedures. All mmmgui panels are
extremely easy to use. Any MMM operational failures are
monitored and registered in the EPICS database, which
immediately makes them available for review and troubleshooting.

MOVING WIRE SETUP AND ITS
PROCESS CONTROL APPLICATION
Harmonic measurements in multipole magnets at PSI
use a single moving wire method when a stretched wire
moves over a cylindrical surface in the magnet aperture
and the magnetic flux change is measured as a function of
the rotation angle.
The moving wire setup consists of a dedicated DMM
device and a high performance multi-axes Newport XPS
motion controller/driver unit. The unit can precisely control complex motion sequences, which makes it especially
valuable for implementing any advanced wire trajectory
and device synchronization features. Two pairs of linear
motorized stages Newport M-ILS150CC are connected to
the XPS unit. In each pair, one stage moves vertically (Y
direction) and is attached to the second one, which in turn
moves horizontally (X direction). The wire is stretched
between two holders mounted on vertical stages. The
stages are configured (as XY groups) to synchronously
move both ends the wire along a specified arc. As a result,
the system gets ready to execute any cylindrical wire
motion.
The measurements are handled by the moving wire
process control (MWPC) application that communicates
with the XPS unit and DMM device over the computer
network.
The application is based on the EPICS synApp software package [5]. The XPS support part of this package
was modified to fit PSI data acquisition and measurement
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requirements and to run reliably on any (32 or 64 bit)
Linux PC.
The application is accompanied by a set of MEDM and
caqtdm graphical user interface (GUI) panels, which are
very easy to use. They guide a user through a sequence of
required measurement and data acquisition steps, which
are controlled by the state machine software. These steps
can be described as follows.
A desired wire trajectory is defined. The trajectory is a
set of reference points through which the wire has to be
moved as well as a number of equidistant points in which
the XPS unit will generate trigger signals for the DMM
device and write corresponding wire coordinates into its
local memory buffer.
The wire trajectory information is saved into a wire trajectory definition file. Based on this file, the MWPC application configures the XPS unit to execute the specified
trajectory.
The MWPC application sends the command to the XPS
unit to execute that trajectory.
The XPS unit executes the specified wire trajectory.
The XPS external trigger signals are caught by the DMM
device, which saves the information about the flux change
induced voltage of the moving wire at trigger moments
into its internal buffer. The MWPC application assures
that the DMM device configuration follows the XPS unit
settings.
When the wire motion is finished, the MWMC application transfers the XPS and DMM device internal memory
buffers to the EPICS waveform records associated with a
2D wire trajectory representation and corresponding wire
voltages, which immediately makes all measurement data
available for archiving, processing, modelling, etc.

VIBRATING WIRE SETUP AND PROCESS
CONTROL APPLICATION
The vibrating wire process control application implements the fundamental idea of the vibrating wire method.
If a stretched wire is excited by an alternating current
(AC), then it starts oscillating in a static magnetic field.
The AC frequencies corresponding to natural wire resonances cause especially large vibrations, which makes
such a system extremely sensitive to the existence of the
magnetic field along the wire. Essentially, the fact that the
wire stretched in a multipole magnet stops vibrating
means that the effective magnet axis and the wire are
aligned. So, to locate this axis one should move the wire
until its oscillations vanish.
We note that the vibrating wire method is one of the
most accurate techniques to determine the magnetic axes
of multipole magnets.
The PSI vibrating wire measurement setup includes the
next equipment components.
- A magnet measurement bench with the integrated reference rail and the FaroArm Quantum system. Following
specifications from a manufacturer, a magnet is precisely
positioned on the bench with its specified axis directed
along the reference rail.
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- Two pairs of linear motorized stages Newport MILS150CCL with their controller units SMC100, which
have a serial (RS232) external interface. Analogously to
the case of the moving wire, in each pair, one stage moves
vertically and is attached to the second one, which in turn
moves horizontally. The wire is stretched between two
holders mounted on vertical stages. Practically in all
measurements, the controller units are configured to move
two horizontal and two vertical stages simultaneously.
This allows one to easily keep the wire inside the magnet
aperture and directed along the reference rail (or the magnet axis specified by the manufacturer).
- A novel PSI inductive detector consisting of four
pick-up coils placed radially around the wire, with 90°
angles between the coils. It is worth to note that in addition to wire vibration characteristics, the signals from the
coils contain the information about the wire position in
the magnet aperture.
- A lock-in amplifier HF2LI (from Zurich Instruments). The instrument is set up to use its oscillator to
generate the output voltage to power the wire and its
demodulators to measure wire vibrations and positions in
both horizontal and vertical planes. For its remotely controlled operations, the amplifier provides a USB external
interface.
We note that the HF2LI control software was significantly modified in the last two years. Now it allows one
to reliably communicate with such amplifiers on any
Windows and Linux computer over local USB ports.
Based on the used magnet measurement setup and its
characteristics, the implemented vibrating wire state machine software performs the next basic functions.
- Power the wire by the HF2LI amplifier with a specified AC.
- Move the wire to a specified horizontal and vertical
position inside the magnet aperture.
- Measure and record the demodulated horizontal and
vertical wire coordinates as well as amplitudes of pickup
coil signals in some predefined time interval (e.g. several
seconds).
- Calculate the average values of the recorded amplitudes.
- Plot the average amplitudes against the position of
the wire in the magnet.
- Define the magnetic axes of the magnet. As the amplitude is always a positive number, there are two linear
fits, one with a negative and one with a positive slope.
The intersection point of these two fits is taken for the
magnetic axis. In particular, for quadrupoles such a plot
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looks like one shown in Fig. 4, which is the result of a
horizontal scan through a quadrupole magnet. As close to
the magnetic axis the vibration is too small to measure
without significant errors, one skips measuring these
points and instead fits a linear function to the data measured further away from the magnetic axis.

Figure 4: A typical graph of wire vibration amplitude and
phase in quadrupole magnet. The amplitude is represented
by solid lines. Thin lines show a linear function fit of the
amplitude.

CONCLUSION
The presented in this paper PCT has been in use for
magnet measurements at PSI for about one year. Developed by magnet measurement and control system experts
and implemented as user friendly GUI panels and powerful state machine software behind them, the PCT consistently shows its high reliability. It acts as a very efficient
assistant that guides magnet measurement operators
through the most optimized steps for each measurement
method.
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LISE/M – A MODERNISED AND UNIFIED MODULAR EXPERIMENT
CONTROL SYSTEM FOR HZB BEAMLINES
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Department of experiment control an data acquisition,
Helmholtz-Zentrum Berlin für Materialien und Energie GmbH, Berlin, Germany
Abstract
After more than 15 years of stable operation it was time
to develop a new standard experiment control and data acquisition system for HZB beamlines. The aim is to create a
modular system based on commercial hardware components.
Because of the convincing hardware interfacing and good
experience with PXI devices we choose this as hardware
platform and LabVIEW as software development system.
Starting in late 2015, we developed a framework with
modules for configuration, (scan) processing, device communication, logging etc. The user interface is bisected as
(i) graphical and (ii) scripting version. Where the ’included’
script engine is python.
The system serves both, standard commissioning tools as
well as specialised instrument setups. It is integrated into
the metadata catalouge system (ICAT) of the HZB in terms
of collecting log and meta data and storing those according
to the data policy of the institute [1].
We present an overview of the system features in general
and a specific instrument view of a rather complex beamline
at HZB.

config
data

main

ui

machine

log

remote

device manager

Figure 1: LISE’s message bus system.

INTRODUCTION
A system of inhouse-developed hardware and software
has been the standard measuring equipment used at the HZB
storage ring. The components were working reliably but became more and more difficult to maintain. First ideas about
an improved replacement based on commercial hardware
components with a flexible software architecture lead to a
first prototype in 2013. In 2015 this development became a
regular project watched by the HZB management.
Influenced by results of projects like ’unified log data
management’ [2] the project started as MoVE (modernisation and unification of experiment control systems at the
storage ring BESSYII) [3]. Putting emphasis on a modular
design and based on best experiences with PXI hardware
and the LabVIEW software stack, these components were
chosen as a development base. In development our focus
have been beamlines at the storage ring but the framework
should serve as universal experiment control system.

ARCHITECTURE
The architecture of the LabVIEW program is based on
a textual message bus (see figure 1). All modules are connected to this bus and send messages by event while receiving data by queues.

The message bus uses a common command set with a
common command structure (message format):
sender|time stamp|instruction|[parameter]
Since all modules implement this textual command interface it is a relativly easy task to add new modules to the
system.
Internally the bus is a slightly modified queued message
handler approach with control queues for each module and
an event subscriber bus for the module replies. Modules
implement an individual queue for all regarding messages
to avoid parsing ‘classical’ bus messages with an address
header. The send direction of messages is handled via events.
Each module broadcasts messages and any interested party
could subscribe to this event bus to read and evaluate all
relevant module answers.
The general system configuration is stored in XML files.
An user friendly editor is provided to enable instrument
scientists to set up e.g. device parameters and EPICS parameters. Experienced users could even change elements of the
graphical user interface (see figure 6).
A special section is provided for user defined stuff as data
file columns, additional devices etc. This is meant as the
only section of config files for user access.
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The number of measurments is not limited and it is possible to nest up to 10 scan axis. For those scans a live display
is provided but in parallel 16 buffers could be filled with
full measurment cycles. All these buffers could be displayed
separate or as overlay.

Specialised
The framework allows sophisticated configurations for
very specific instrument needs. As a first system at HZB we
run a nano-cluster trap instrument with our control system
LISE (Figure 4).

Figure 2: The initial window with some status information.

Due to the modular structure of the framework it is easy
to tailor the system to different instrument needs. The initial
view (figure 2) is the same for all variants. But we provide
an universal version of the program as commissioning or
main branch. This version is to be used at all instruments
for common commissioning tasks.

Commissioning
The universal version of LISE offers some special features
like free scalable numerical and graphical displays (figure 3)
and up to 32 diagrams with 8 channels each. The scalable
display sizes are essential for adjustment work near the devices in case of larger distances between control panel and
processed hardware.

Figure 3: Universal resp. commissioning user interface.

Figure 4: Complex user interface of the nanocluster trap.

Common Features
The framework provides some very useful features to be
used in any version and configuration.
Considering scans LISE has some built-in modes such
as a xt-mode to store values with time stamps. Basic scans
are stackable via sequence definitions. That means one can
easily set-up complex measurements out of pre-defined scan
procedures.
Maximum flexibility for measurement cycles offers the
remote interface of LISE. A web (javascript) and a python
(figure 5) are implemented as first prototypes. At the python
side the complete set of LISE functions could be used in
plain python scripts. An editor5 is provided which acts as an
light integrated development system with auto (re-)connect
to the main system, syntax highlighting and auto completion
of internal messages and commands.
Another approach to remote control LISE is access via
EPICS. Our system implements EPICS server functions to
be offered to external control systems.

To ease development tasks all modules (and devices) provide a simulation mode. Each (temporarily) unavailable
module or device could be replaced by the simulation to
check the overall functionality.
The device access is managed by a dynamic management
module. It starts and stops devices and offers a dynamic
reload.
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Figure 7: Basic hardware set.

Figure 5: LISE’s python script editor.
Data and logging modules are configurable by the central
XML files (figure 6). Data output is implemented as ASCIIonly (user demand) but includes the possibility to write
NeXUS files as well as to connect to the HZB ICAT archive
system. The latter is done via an HZB common transfer
system.

Figure 6: LISE: configuration and ascii data file.

In the near future the SeCOP interface will be integrated
to control sample environment devices. A first prototype
exists and will be used if the first devices implement this
new approach of unified device handling.

Hardware
One of the project objectives was the usage of commercial
hardware components. But in case of the connectors to the
PXI-counter modules it turned out that a self developed BNC
box (figure 7) met the needs much better than any device on
the market.

OUTLOOK
The LISE/M development will continue, the framework
will be extended and improved. Main focus will be on the
remote and scripting interface of the system. This highly

demanded interface is currently only available for the special
instrument version of the control system at the nano cluster
trap instrument. The next step will be the discussion of a
command set for common and advanced commissioning
tasks. Reffering to the spec/spock syntax we will implement
this very soon.
In order to enable instrument experts to use LISE/M we
will improve the documentation. To encourage them we prepare supplemental workshops and detailed start-up sessions.
Roll-outs for several commissioning stations are prepared
as next steps at the storage ring.

Naming
The name LISE/M (\li:@ Em), was given in honour of
Lise Meitner (1878-1968) where the first prototypes of our
software were just named ’M’. While the "full name" is
somewhat cumbersome, the latter turned out to be too short.
It was confusing from time to time in discussions as well as
in technical documentation.
Ongoing development of the ’modular measurement and
control’ system lead us to ’m2c’: short enough to mark
member functions and to prefix dependent modules. So, m
is short for m2c which is short for LISE/M - we’ll settle this
by the end of 2017.

CONCLUSION
LISE/M resp. m2c was successfully deployed at the first
instruments in 2017. Both, the universal (’commissioning’)
version as well as the individual, special (e.g. ’nano cluster
trap’) version perform very well. The results show that the
learning curve for the development team is manageable and
the chosen approach can be used to tailor the system according to individual needs. The developed framework should
work for a wide range of common measurement tasks. As
system it works "out of the box" for typical commissioning
tasks - the great flexibility allows approximately any kind of
special system setup.

REFERENCES
[1] R. Krahl, HZB data policy, 2017, Version 1.1.
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RAPID CONTROL PROTOTYPING TOOL FOR THE SIRIUS
HIGH-DYNAMIC DCM CONTROL SYSTEM
G. B. Z. L. Moreno, R. M. Caliari, R. R. Geraldes, M. A. L. Moraes, LNLS, Campinas, Brazil
Abstract
The monochromator is known to be one of the most critical optical elements of a synchrotron beamline. It directly
affects the beam quality with respect to energy and position, demanding high stability performance and fine position control. The new high-dynamic double-crystal monochromator (HD-DCM) [1], prototyped at the Brazilian
Synchrotron Light Laboratory (LNLS), was designed for
the future X-ray undulator and superbend beamlines of Sirius, the new Brazilian 4th generation synchrotron [2]. At
this kind of machine, the demand for stability is even
higher and conflicts with factors such as high-power loads,
power load variation, and vibration sources. To identify
and ensure sufficient control of the dynamic behaviour of
all subcomponents in the prototype, an implementation in
MATLAB/Simulink Real-Time environment in a Speedgoat Real-Time Performance Machine was developed. This
approach enables rapid prototyping, by allowing a shared
environment for system modeling and testing. The tool was
developed in a modular architecture aiming at practical
model iteration and platform migration to standard beamline controllers, which can prove portability and scalability
features.

INTRODUCTION
The first beam for Sirius, the new 4th generation synchrotron light source being built in Brazil, is planned for
mid-2018. When fully operational, Sirius promises to deliver a beam with very low emittance (250 pm.rad) and
high brilliance [3], putting this facility amongst the best in
the world for its energy range. This will enable beamlines
to perform time-resolved experiments or use nanobeams to
increase the flux and resolution at the sample even further,
pushing for new performance standards for all kinds of
beamline instrumentation and optics [4]. At X-ray beamlines, key factors as photon flux, energy selection, and
beam positioning at the sample may be directly affected by
instabilities of a Double-Crystal Monochromator (DCM),
resulting in a decrease of the beamline experiment performance [5]. This way, not only the mechanical systems and
mechatronics concepts had to be reviewed for this new
generation DCM, but also the control system had to be
quickly adapted to a new demand level. The concept review resulted in the HD-DCM, a system with high noise
rejection and trajectory tracking capability. Considering
the upcoming tight deadlines for having not only the HDDCM system, but also other instruments with similar complexity, fully commissioned at Sirius, a Rapid Control Prototyping (RCP) tool became necessary to speed up control
design and testing phases.

This paper describes the implementation of such an RCP
tool for the new HD-DCM. In the next sections, an introduction to the control system parameters of the HD-DCM
is followed by a brief description of the RCP concept and
the hardware chosen for this project. Then, a detailed description of the software architecture implemented in
MATLAB/Simulink environment and a quick report of the
system performance and advanced capabilities are presented.
It is important to say that this implementation is meant
for prototyping purposes only and that its architecture and
parametrization also focuses on a smooth migration to the
standard platform of advanced applications control for Sirius beamlines [6].

HIGH-DYNAMIC DCM
The HD-DCM is a completely reviewed version of the
usual DCM systems, designed to bring parallelism stability
between crystals to the level of a few nanoradians. As depicted in Fig. 1a and more detailed in [5], [7], the core of
the DCM comprises: the main rotating frame (GoF) for the
Bragg angle selection, with the horizontal rotation on the
optical surface of first crystal; the metrology reference
frame (MeF1), which is fixed to the GoF and to which the
first crystal is stiffly connected; the long-stroke frame
(LoS) with one translational degree of freedom (coarse
gap) with respect to the GoF; and the high-dynamic module
of the second crystal, with the short-stroke frame (ShS), to
which the second crystal is stiffly connected, and the balance mass (BM), both with three degrees of freedom (fine
gap, pitch and roll) with respect to the LoS. The high-dynamic performance is achieved by using low-stiffness
(voice-coil) actuators between the ShS and the BM, and an
embedded interferometry system between the ShS and the
MeF1.

(a)
(b)
Figure 1: HD-DCM mechanical design schematics (left)
and prototype assembly (right).

THPHA214
Integrating Diverse Systems

1941

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Partial characterization with the core of the HD-DCM
mounted on dummy bearings, still in-air and at room temperature, as seen in Figue 1(b) resulted in 9.2 nrad pitch
and roll, and 0.9 nm gap stability (RMS values integrated
up to 2500 Hz). Results for the complete in-vacuum cryocooled system are expected by the end of 2017 [7].
To meet the goal of nanoradian stability between crystals, extensive error budgeting and modeling were made
prior to the prototype construction. These analyses showed
that a minimum feedback rate of 10 to 20 kHz was needed
for controlling the position of the high-dynamic module
within the required stability [8]. Considering the requirements for the Bragg angle, the gap and the 3 degrees of
freedom coordinated motion, a selection of actuators, sensors, and feedback rates was made for the RCP tool. It is
important to note that, in addition to precise motion control
and active disturbance rejection, thermal gradients must be
avoided to minimize geometric deformations that could
compromise the system performance [9]. The updated control specifications for the HD-DCM prototype is revisited
in Table 1.
Table 1: Main Control Specifications [5]

Actuator
Type
Sensor
Type
Feedback
Res.
Stability
target*
ClosedLoop BW
Feedback
Sampling

Bragg
Angle
Torque
Motor
Rot. Incr.
Encoder

Long
Stroke

Short
Stroke

Thermal
Control

Stepper
or Servo
Lin. Abs.
Encoder

VoiceCoils

Foil
Heaters

IFM

RTDs

50nrad

5nm

0.1nm/
1nrad

<10mK

<0.8µrad

N/A

<10nrad

<50mK

35 Hz

20 Hz

>250 Hz

0.1 Hz

10 kHz

10 kHz

20 kHz

20 Hz

RAPID CONTROL PROTOTYPING
Considering the upcoming high demand for designing
and commissioning multiple high-end systems in a short
time, and the earlier uncertainty about the standard control
platform for Sirius, the decision in favor of an RCP tool
was made in the beginning of the project.

Concept
Rapid Control Prototyping (RCP) is a process that allows real-time calibration of control algorithms, prior to
the availability of an Industrial Electronic Control Unit
(ECU) or any kind of hardware necessary for production
[10]. In the context of a synchrotron beamline, it allows to
test a new system and iterate control strategies without
wasting beamtime, once it spares the use of physical
hardware in almost every process phases. Furthermore,
RCP can be allied to Model-Based Design, as shown in
Figure 2, shortening development time and costs. Indeed,
RCP may indicate corrections in early stages of the
*
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process, avoiding the construction of several prototype versions. Combining simulation interfaces, control design
tools, and target I/O drivers in the same platform unifies
design and verification phases, enabling quick switching
between model in the loop (MIL), software in the loop
(SIL), processor in the loop (PIL), and hardware in the loop
(HIL) testing, granting better flexibility and avoiding compatibility faults. The schematics in Figure 2 shows the system engineering V lifecycle used for designing and testing
the HD-DCM. Note that only the last phase, Homologation
Testing, should be performed at the beamline, with a good
chance that most of the problems may already be solved in
previous phases.

Figure 2: Model-Based Design Systems Engineering V
Life Cycle for HD-DCM.

Hardware
The platform adopted as the RCP tool for the HD-DCM
project was Speedgoat Performance Real-Time Target Machine, which is natively integrated with MATLAB/Simulink environment as an xPC target [11]. Using MATLAB
resources, the control system could be prototyped directly
from Simulink, where the analytical models were made
during conceptual design. This hardware is Speedgoat's
mainstay target machine, being able to replace the beamline ECU as the main controller until the final HD-DCM
homologation tests.
The Performance Machine crate has an Intel Core i7
CPU, and includes 7 slots for I/O modules: 4 slots were
occupied with Analog and Digital I/O, and dedicated
boards for thermal input and system identification, used for
control and characterization; 3 slots are still free and may
be occupied by other I/O modules on demand. It is also
possible to add an I/O-expansion chassis to make even
more slots available if necessary. Table 2 shows the specifications for the main boards composing this hardware:
Table 2: Performance Machine Boards Specifications
Hardware

Function
Maximum Rates
Applic. Dependent
Digital I/O
IO333
(with FPGA)
(75MHz Clock)
IO107
Analog Output
~450kHz update
IO171
RTD Sensing
~200kHz (+DMA)
2MS/s (AD+DMA)
System IdentiIO104
fication
1MS/s (DA+DMA)
Motor drivers can be controlled via Digital 5V PWM or
Analog ±10V signals, and any feedback input such as

In-position stability, RMS values integrated up to 2500 Hz.
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quadrature or absolute encoders are configurable via specific drivers distributed within the Performance Machine
bitstream. In the need for different pinout or new functionalities for the system, there is a chance of changing any
configuration and even adding new drivers. This flexibility
is an advantage granted by the programmable Real-Time
controller and the IO333 FPGA board. This combination
makes the platform scalable and flexible to control many
other applications in the future.

SYSTEM ARCHITECTURE
The demand for quickly testing the HD-DCM system
and future projects has put modularity and flexibility as key
factors when structuring the RCP tool. This way, the software architecture for its implementation in Simulink RealTime was made in blocks, and organized in preliminary
layers, namely: low-level interface, mid-level, and highlevel interface, as shown in Figure 3. Due to the serial nature of Simulink Real-Time, the blocks are connected via
bus links. The hard-real-time MATLAB embedded operating system ensures all data processed in the entire model at
each iteration. The tests were run using MATLAB scripts
and direct command-line using Speedgoat libraries, allowing on-the-fly parameter tuning, signal monitoring, and
data logging, in addition to versatile user interfacing options. Among these interfaces, one can use Simulink RealTime Explorer, which connects directly with the Speedgoat
target, or graphical user interfaces implemented in
MATLAB tools as App Designer[12] or GUIDE[13], or
even external languages as Python.

Figure 3: Modular architecture implementation.
Depending on the RCP tool application, or design phase,
the high-level or low-level interface layers may be replaced
by models. For instance, in a software-in-the-loop test, the
low-level interface, meant for hardware-in-the-loop tests,
may be replaced by plant models. Similarly, for homologation tests at the beamline, the blocks from the high-level
interface layer may be replaced by other implementations
integrated to the new control system. In all situations, however, the mid-level can be designed and tested independently from the configurations of the other architecture
layers. This functional division also paves the way to the
future migrations to Sirius standard beamline control system [6], in a way that the input parameters and modular
divisions can be more straightforwardly converted or migrated to new platforms.
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System Parametrization
To make a clear distinction between the different types
of variables and signals used the system, each variable, parameter, or signal has a suffix, explained in Table 3. The
intention of having such parameter division is grouping
them more comprehensively according to their function. It
also eases establishing an access hierarchy in the beamline
version of the control system, protecting critical system parameters, such as homing distances, controller gains, and
coordinate transformation matrices.
Table 3: Variables Naming Convention
Suffix
…R
…S
…E
…F
…P
…D

Description
Ref. / Setpoint
Sensor Signal
Position Error
Open Loop Force
User Parameter
Design Parameter

Access
R/W
R
R
R/W
R/W
R

Example
ShsYR
ShsYS
ShsYE
ShsYF
ShsYMinP
ShsYHomeD

Block Modules
Next, a brief description of each block function is presented:
I/O Drivers (Low-Level): Inputs and Outputs in the
low-level interface layer are composed of Speedgoat’s library drivers, which interface with their correspondent I/O
resources. Examples of these drivers are quadrature and absolute encoders, from the IO333 FPGA board specified in
Table 2.
I/O Conversion: Conversions in and Conversions out
are responsible for converting any data format coming
from the sensors into engineering units and the other way
around going to the system drivers, respectively. This way,
the setpoint generation and control calculations have a
standard representation, avoiding compatibility errors
when tuning the controller. Any sensor combination or geometric transformation is also included in this module, in a
way that rigid body motions can be quickly translated from
the readings of a group of sensors, for example. The units
used inside the model are adopted as SI units, for all variables. Figure 5 shows a Simulink code snippet with the signal and coordinate systems conversions, as well as the inclusion of design parameters (i.e. homing positions), for all
the DCM motion axes.

Figure 4: Coordinated-motion setpoint calculation.
Setpoints: This module merges user setpoints, sensor
outputs, and calibrated corrections, passing the result to the
THPHA214
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Figure 5: Example of input conversions for the HD-DCM.
controller input. Figure 4 shows an example of the setpoint configurable frame rate. Another advantage of this struccalculation for the 2nd crystal long-stroke (LoS) motion: in ture is the capacity to quickly switch between scope layouts
coupled mode, the LoS changes its position according to depending on the test mode being performed.
the Bragg angle (GonioRxS) and additional design and calSYSTEM PERFORMANCE
ibration parameters.
The HD-DCM is considered one of the most challenging
Due to the high stability targets, an important requirement for the setpoint generation is smooth trajectory gen- control systems being designed for Sirius so far, which is
eration. Hence, a group of native MATLAB functions is the reason why it was chosen as a model for advanced conincluded in this block to provide 3rd order trajectory gener- trol systems in future applications. This granted the opporation. It is based on [14]. Although this package allows for tunity of testing some of the limits of the Speedgoat FPGA
4th order trajectory generation, which imposes limitations Board Drivers and giving some feedback for driver imuntil the derivative of jerk, a simpler approach (maximum provements. As the entire system loop was running without
jerk limitation) was judged to be sufficient to avoid vibra- parallel processing, the maximum rates would be limited
by the Simulink model size or the slowest driver in the
tion disturbances in the system.
model. During the RCP tests, with the full system running,
Control: This module contains all the implementations
the maximum achieved rate was 20 kHz, bottlenecked by
regarding open-loop and closed-loop control for each axis.
the absolute encoder drivers for decoding BiSS-C protocol
As Simulink offers a variety of control design representasignals. Table 4 lists all the IO333 board drivers configurtions, feedback, feedforward, and different control strength
ated for the RCP system, indicating the bottlenecks that
settings may be programmed. An LTI system block is used
have already been met.
to allow for generic representation of controllers as a linear
Table 4: Bottlenecks for Performance IO333 Drivers
time-invariant model, accepting state-space, transfer function, or zero-pole gain formats. This also improves the flexDriver
Function
Bottleneck
ibility and portability of the system, by allowing standard
Quad.
Limited to 75MHz clock (4x
QAD v3
and well-known controller design representations.
Encoder
res. not possible at 20MHz)
Safety: To indicate dangerous events and prevent damBiSS
Biss-C
Minimum latency limited to
aging the output drivers, a series of flags and error signals
80µs (max. 12.5 kHz)
Encoder
Encoder
are generated and codified in this block. Alert messages
PWM
PWM
Latency of a full PWM period
and emergency procedures, such as gradually decreasing
Gen
to apply parameter changes
Output
the speed of motors and shutting down, may be triggered
Trigger
13.3ns
latency specification
according to a given error state.
Dig. I/O
Output
(max. 75MHz)
Auto-Routines (High-Level): This high-level interface
block is composed of Finite State Machines (FSMs) to perADVANCED APPLICATIONS
form automatic routines such as homing and initial funcFor completing the V Life Cycle described in Figure 2,
tional tests. The use of FSMs may simplify the developextensive modeling and system characterization was carment of complicated routines and optimise system perforried out in MATLAB environment. Two main functionalimance by minimizing communication between the target
ties present in the RCP tool are discussed in next sections.
and the host PC, which may cause long delays.
Scopes (High-Level): This block in the high-level interface layer contains Simulink scopes, which directly extract
relevant information from the main bus to workspace
variables or a display at the target interface screen with
THPHA214
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System Identification
System identification is one of the most important functions for the system design and validation phases. For this
project, analog drivers and electrical plants for the servo
Integrating Diverse Systems

motors were identified using the IO104 board [7]. Frequency domain identification was also performed imposing step sine profiles into the system outputs and collecting
encoder data via the IO107 and IO333 boards respectively.
Characterizing amplifiers and actuator dynamics is very
important to confirm and, if necessary, correct the selection
of components in early design phases. This functionality is
essential for the system validation phase, once it can indicate unmodeled effects or ease error source identification,
when matching diagrams of the modelled and real systems.
Figure 6 shows Nyquist plots from the model system plant
and the identified plant for the HD-DCM prototype. As it
can be seen, performance and robustness can be quickly
evaluated and compared, indicating the path for future improvements.
Light / dark grey: |S| max = 6 / 10 dB
1.5
Y
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1

RZ
6 dB

0.5
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Moving one step ahead, having recently performed the
identification of the plant, sensors, actuators, and amplifiers, and having measured real disturbance signals, the analytical models and theoretical gains originally used in the
Virtual HD-DCM can be replaced by their mathematical
representations of the real system. This means that the RCP
platform may recreate a nearly perfect copy of the real HDDCM, which can be used, for instance, if the mechanical
hardware is unavailable or for completely independent offline tests and improvements.

FUTURE STEPS
The prototyping control platform will be used with the
HD-DCM until all its subsystems are integrated and it is
completely validated. These remaining steps include the
main rotary stage, the cryocooling system, the vacuum system, safety interlocks and the thermal management. Regarding performance, the ultimate target is having the cryocooled system capable of running fly-scans within the desired stability levels in the end of 2017.
After that, the homologated controllers shall be migrated
to the standard beamline control platform, in which its performance is expected to be optimized in minimum steps, as
described in [6].

CONCLUSION

-0.5

-1

-2.5

-2

-1.5

-1

Real Axis

-0.5

0

0.5

1

Imaginary Axis

-1.5
-3

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THPHA214

Figure 6: Comparison of Nyquist plots between the DCM
model simulation (up) and system identification (down).

Virtual Instruments
The plant model, designed in MATLAB by LNLS and
MI-Partners during the HD-DCM conceptual design phase,
was implemented in Simulink, allowing for software-inthe-loop tests with no real instrumentation built. Expanding this to a full system model, considering beamline parameters and calibration, may speed up even the system
homologation phase, saving precious commissioning time
at the beamline. This strategy may be conveniently used in
the upcoming Sirius beamline instruments.

The RCP tool implemented in Speedgoat’s xPC target
accelerated the design and testing phases, permitting the
model and hardware tests to coexist in the same platform.
Amongst the future demand for micro and nanoprobe systems, high stability tomography stations, advanced mirror
systems, and quick EXAFS monochromators, the new HDDCM became a reference for future projects with similar
complexity. It combined not only different motion control
and metrology strategies, fast closed-loop control and instrument triggering, and coordinated motion, but also
demands precise thermal control.
The proposed architecture modularity and flexibility, allows parameters and even complete structures to be directly exported from the Simulink model to the standard
beamline control platform, which has a more advantageous
cost-benefit relation. Indeed, once the development of the
HD-DCM is finished, its final control platform will take
over and the RCP tool will be modified for a new system.
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A CONTROL ARCHITECTURE PROPOSAL FOR SIRIUS BEAMLINES
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Abstract
With the increased performance provided by 4th generation synchrotron light sources, precise motion control
and event synchronization are essential factors to ensure
experiment resolution and performance. Many advanced
beamline systems, such as a new high-dynamic double
crystal monochromator (HD-DCM) [1], are under development for Sirius, the new machine under construction in
Brazil. Among the expected performance challenges in
such applications, complex coordinated movements during flyscans/continuous scans, hardware synchronization
for pump-and-probe experiments and active noise suppression are goals to be met. Two architectures are proposed to cover general-purpose and advanced applications. The HD-DCM controller was implemented in a
MATLAB/Simulink environment, which is optimized for
RCP [2, 3]. Hence, its software must be adapted to a more
cost-effective platform. One candidate controller is the NI
cRIO. The portability of both MATLAB and NI PXI, the
present standard control platform at LNLS, codes to cRIO
is evaluated in this paper. Control resolution, acquisition
rates and other factors that might limit the performance of
these advanced applications are also discussed.

INTRODUCTION
Sirius is a 4th generation synchrotron light source [4]
under construction in the Brazilian Synchrotron Light
Laboratory, LNLS. With 3 GeV and low emittance (0.25
nm.rad) [5], it will provide one of the brightest synchrotron light sources in the world.
The LNLS Beamline Software Group is in a strategic
moment to review the control system definitions, reevaluate which architecture best fits the new machine needs
and define a new standard platform.
In LNLS, two categories of control systems are devised, namely:
 General-purpose control;
 Advanced applications control.
This paper presents an ongoing development whose
main goal is to create a robust standard for control systems, minimizing heterogeneousness and enabling fine
tuning on controller parameters. For each of these categories, one case is respectively presented:
 cRIO-Linux Project – migration from National Instruments (NI) PXI chassis to NI CompactRIO
(cRIO);
 HD-DCM Tool – migration from Speedgoat xPC
chassis to cRIO.
cRIO performance tests have been satisfactory and
makes it a candidate for both general-purpose and ad____________________________________________

† marcelo.moraes@lnls.br

vanced control new standards, offering a large portfolio of
I/O modules and some robust software solutions under
constant improvement by a large community.

GENERAL-PURPOSE CONTROL
History
In the 90’s LNLS created its own hardware for data acquisition and motion control, due to industrial policies
and budget constraints [6]. LOCO represented a big technological advance at the time and lasted as the main solution for control systems until 2013.
In a process of upgrade of the beamlines, a new control
system standard was defined, which was intended to minimize efforts of maintenance by using solid and widely
diffused solutions. This represented a big strategic
change. EPICS [7], a world-wide standard, was chosen as
middleware, due to its open-source continuous improvements and large collaborative community. The remaining
decision to be made was the hardware platform. Although, there was no hardware platform integrated with
Linux OS in National Instruments portfolio, NI engineers
proved that PXI was a powerful platform and it was decided that starting a collaborative effort to make it compatible with EPICS was worthwhile. Hence, a project
named HYPPIE [6] was developed by LNLS Beamline
Software Group and NI to allow:
 dual operational system (OS) execution inside NI
PXI via NI RT Hypervisor [8] – LabVIEW RT, for
accessing PXI hardware, and Linux, for hosting EPICS server;
 DMA (direct memory access) between OSs, to link
EPICS to PXI I/O.
Presently, commercial motion controllers (mostly from
Galil and Parker) and data acquisition hardware together
with HYPPIE compose the current LNLS standard general-purpose control system.

A New Standard Platform
Sirius brightness will be up to 1 billion times more intense than the operating light source (UVX) [9]. This
huge increase demands, among other higher performance
requirements, more stable instrumentation, meaning that,
in terms of control system requirements, faster feedback
sampling and more flexible controller configurations shall
be common.
At this point, the first HYPPIE limitation arises. The
dual OS feature is based on NI RT Hypervisor, whose
development was discontinued. Therefore, the effort to
support new OSs ended [10], and neither NI LabVIEW
RT nor Linux could be upgraded anymore. Another concern is about costs. FPGA would be an appropriate solution for latency reduction, but the FPGA module for PXI
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is expensive enough to be considered feasible only for
specific applications, not as a standard platform. Without
FPGA, latency is limited by the RT OS. Finally, since the
general-purpose Linux OS (non-RT) can’t be changed,
there are limitations about reusing IOCs (input/output
controllers), due to incompatibilities as, for instance, the
version of the compiler or the system architecture (x86).
Facing these points, HYPPIE is insufficient for advanced applications. Thus, keeping it for general-purpose
systems would lead to a more heterogeneous standard
architecture. Although, NI PXI is a powerful platform that
can achieve Sirius’ requirements with FPGA modules, it
would demand high investments and, even the earlier
versions, could not run Linux natively [11]. Hence, the
new standard control system needs another solution.
The motivation for the HYPPIE project was the integration of robust hardware and Linux environment. In parallel with this implementation with the PXI at LNLS, NI
announced in 2013 a completely redesigned cRIO with
built-in Linux RT OS [11]. This is a very convenient option because cRIO is a rugged platform designed for industry and widely used around the world. With a built-in
Linux RT, it is a robust base for integrating hardware and
EPICS. Table 1 presents a comparison between HYPPIE
and cRIO, with the purpose of emphasizing the features
of interest for the new standard definition. Despite the
unfairness of comparing recent technology like the TSN
(Time Sensitive Network) [12] with a 5-year-old system,
deterministic network is an interesting feature for advanced applications.
Table 1: Comparison between HYPPIE and cRIO
Feature
RT OS

PXI AND
HYPPIE
Phar Lap
ETC [11]
that cannot
be upgraded

cRIO1
NI Linux RT [11]

EPICS

Additional
Virtual Machine with
non-RT OS

Compatible with
native RT OS

TSN [12]

-

Compatible

FPGA

Expensive
modules

In-built

Scalability

Limited by
virtualization
technology

Scalable

Hot swappable No
Yes
[13]
Unlike the relevant effort of creating a standard control
system by migrating HYPPIE tasks to cRIO, restricting
the options for motion controllers might be unwise or
unfeasible. General-purpose motion controllers can offer
a satisfactory solution for a large volume of stepper and
___________________________________________
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servo axes at significantly lower cost. Indeed, simple
instruments, based on average-performance drivers and
actuators, controlled via PID, notch and low-pass filters
[14], make most of the motion applications. Galil 4183
controller not only offers such functionalities [15] at a
reasonable cost, but it has also been satisfactory used for
some years. Therefore, it will be kept as standard motion
controller. In addition to it, a few controllers that may be
linked with specific third-party motors and actuators will
also be inevitably present in a smaller amount. Finally,
customized controller implementations shall be categorized as advanced control solutions, due to requirements
of plant identification, bandwidth and fast I/O.

cRIO-Linux Project
cRIO-Linux is a multi-layer solution for integrating
cRIO I/O to EPICS, minimizing latency and maximizing
throughput. The first phase of the project consists in defining the complete architecture. The second phase is the
implementation of read/write hardware features that go
from basic to advanced implementations.
The proposed features to cover all general-purpose control systems that use the cRIO platform are:
1. Digital read/write (arrays, FIFO);
2. Analog read/write (arrays, FIFO);
3. Scaler;
4. Encoder in;
5. Stepper motor out;
6. RS232/RS485 2-wires/RS485 4-wires Serial Port;
7. EtherCAT devices;
8. Triggering.
Architecture Figure 1 presents the architecture of a
general-purpose control system on cRIO platform. Considering that this project consists in hardware migration, it
is possible to reuse the existing GUI structure. The highlevel layers are based in Python, whose implementation is
detailed in [16]. Although the architecture is represented
from hardware to GUI, the object of study of this paper
ends in the EPICS layer.
cRIO-Linux Project is composed by four layers: FPGA,
Real-time, Cpp libraries and Device support (green
blocks). In cRIO architecture, every hardware is accessed
through FPGA, and there are tools for access to FPGA
and Real-Time applications, as well. LabVIEW FPGA C
API [17] is a solution for direct access to FPGA via C
code, whereas LabVIEW Real-Time applications can
interact with external applications via POSIX IPC [18].
This way, all requirements for cRIO-Linux Libraries
(Libs) layer development are satisfied. The chosen language is Cpp, for object-oriented implementation.
Development Status The first phase is finished and
the second phase is in progress, having the digital read
array already successfully implemented in all layers. The
development has been done by feature, which means that,
according to the architecture in Figure 1, the architecture
has been vertically iterated for each feature until conclusion.
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achieved via deterministic networks like TSN – built-in
for some cRIO models. Hence, the cRIO flexibility makes
it eligible as the standard platform for hosting also the
advanced applications.

HD-DCM
Figure 2 shows the HD-DCM and its dynamic concept,
aiming at a higher stability performance [14]. The schematic shows the first set of crystals attached to the Metrology Frame (MeF1), and the second set of crystals in
the Short-Stroke (ShS). The motion system that controls
the Bragg angle, parallelism and gap is composed by the
actuators and sensors presented in
Table 2. The Goniometer Frame (GoF) motion defines
the Bragg angle, the Long-Stroke (LoS) performs coarse
gap movement and the ShS guarantees fine gap and parallelism.

Figure 1: General-purpose control systems standard architecture based on cRIO platform and LabVIEW libraries.
cRIO-Linux Project layers are shown in green.

ADVANCED APPLICATIONS CONTROL
The Sirius project leveraged the creation of a new category of control system for beamline applications in
LNLS. In the new high-end systems, there is no room for
random effects, i.e. a deterministic design approach is
essential and every aspect must be considered. Simply
trusting hardware specs and/or theoretical performances
is, unfortunately, not sufficient to achieve the required
optimized performances. Hence, it is necessary to perform
system identification routines to validate all the real performances of the elements in the control loop systems.
This is the point in which common motion controllers
fail, even if their feedback sampling rates were ideal.
Although a linearized system tends to be controlled by
simpler control techniques, such as PID, having them as
the only choice due to controller limitation is not desirable. The characteristics that differ general-purpose control
systems from advanced applications control at LNLS can
be summarized as follows:
1. Well-known system plant obtained from system identification procedure [14];
2. Fully runtime customizable controller, parameterized
by transfer-function polynomials or state-space matrices;
3. Control loop feedback sampling above 10 kHz;
4. Need of robust enough software to use the full capacity of the hardware (hardware as bottleneck).
Another feature of interest for the advanced applications standard solution is hard real-time through EPICS,
to enable inter-instruments deterministic interaction. According to [19], it is possible to achieve hard real-time
execution with EPICS. Better results for latency shall be

Figure 2: Left: The high-dynamic double-crystal monochromator (HD-DCM); Right: HD-DCM schematic.
Table 2: HD-DCM Core Motion Elements [21] and Feedback Requirements
Frame

DOF

Actuator

Sensor

FB
sample
rate

Gonio
(GoF)

Rx

Torque
motor

Rot. Incr.
Encoder

10 kHz

Long-Stroke
(LoS)

Y

Stepper

Lin. Abs.
Encoder

10 kHz

Short-Stroke
(ShS)

Y,
Rx,
Rz

3x
VoiceCoil

3 x IFM

20 kHz

The HD-DCM tool is a customized controller for the
HD-DCM. It is an example of advanced control application which was successfully implemented on Speedgoat
xPC [20]. Once the concepts were validated, the system
started to be migrated to cRIO.

HD-DCM Tool in Speedgoat xPC
Speedgoat was the chosen platform for rapid control
prototyping (RCP), due to its integration with
MATLAB/Simulink RT. However, it is not a platform
suited to the beamline environment, due to the availability
of more cost-effective solutions.
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Despite the bottlenecks faced for BiSS latency and
PWM update, the Speedgoat xPC results for system identification tasks and control feedback loop rates in realtime environment were remarkable [2].
Architecture The motion system architecture is presented in Figure 3. Using a custom implementation for
motion control provided flexibility for the controller design. Moreover, using the same hardware in the whole
development process, including delay and noise evaluation, and plant identification, may lead to more accurate
results. Hence, stability was achieved within the design
targets, validating mechatronic project concepts [14].
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dows SDK 7.1 instead of the Windows SDK 10,
which, on the other hand, is required for Simulink
RT compilation [23, 24]. In addition to this annoying
downgrade, which could interfere in Simulink RT
compilation, a more severe limitation was noticed,
namely: a benchmark of LabVIEW RT at cRIO was
made under NI support and the conclusion was that
the most powerful cRIO cannot reach 20 kHz in hard
real-time application. The CPU usage was huge,
even for a simple application. The recommended
hard real-time rate of only 10 kHz is insufficient for
the ShS closed-loop controller. In summary, cRIO
could not achieve the impressive Speedgoat realtime rate, which is required by the HD-DCM.
 The NI Control Design and Simulation Module
[25] has a model converter tool for converting external models into LabVIEW blocks. After some attempts, several unsupported or partially supported
blocks were found in HD-DCM Simulink code [26,
27].
Once the Simulink code could neither run as a DLL in
LabVIEW nor be converted to LabVIEW code, the remaining option was to reimplement it on cRIO platform.
Architecture Figure 44 depicts the architecture for
the HD-DCM on cRIO. As the ShS controller requires a
20-kHz control loop rate, but LabVIEW RT is limited to
10 kHz, the ShS control loop, including kinematics transformations, must be implemented in the FPGA layer.

Figure 3: HD-DCM Tool (green) motion controller architecture based on Speedgoat xPC platform.

HD-DCM Tool Migration to cRIO
After the control prototype validation, the migration to
a more appropriate platform has started. Among others,
the reasons that make cRIO a more suitable hardware
platform to the beamline environment are:
1. Price – cRIO offers a more cost-effective prospect;
2. Support – NI has offices in Brazil and solutions are
typically quickly released;
3. Robustness – cRIO is made for industry and it is
used even at extreme environments, such as oil platforms;
4. Large community – cRIO is used by a wide community, leading to more stable solutions;
5. Signal conditioning – cRIO offers much better solutions.
National Instruments offers some tools for running external models inside LabVIEW. Therefore, as a first approach two tools were tested in an attempt of reusing the
original Simulink code:
 With NI VeriStand [22] it should be possible to
run Simulink model compiled as a DLL file. However, NI software incompatibilities with Microsoft
Windows 10 OS were found. The tutorial for VeriStand Model Compilation included installing Win-

Figure 4: HD-DCM tool motion controller architecture
based on cRIO platform.
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Conveniently enough, cRIO offers a set of motion control solutions (NI SoftMotion [28], dedicated 3rd party
I/O modules) that covers trajectory generation, interpolation, velocity calculation, among other features for controlling stepper and servo motors. SoftMotion Service
manages both FPGA and RT layers and will be used as
the standard solution for customizable controllers.
Development Status SoftMotion configuration is in
progress, whereas the I/O drivers and the ShS control
loop with kinematics transformations are already finished.
Thanks to the FPGA implementation, the ShS controller
could reach 1 MHz. The analog output module (NI 9264),
however, limits the rate to 25 kHz. Therefore, the hardware limitation target was achieved.

because they are not tied to a specific commercial controller.
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USING CONTROL SURFACES TO OPERATE CS-STUDIO OPIs
C. Rosati∗ , European Spallation Source ERIC, Lund, Sweden
Abstract
Modern control software has given us virtually unlimited
possibilities for monitoring and controlling EPICS [1] systems, but sacrifices the organic feel of faders and knobs at
our fingertips. This article will show how to reclaim that
experience without losing the power of software through
control surfaces commonly used with DAWs (Digital Audio Workstations) to manipulate audio, demonstrating how
real motorised touch-sensitive faders, buttons and assignable
V-pots will improve and speed up the control experience.

INTRODUCTION
There are interesting similarities between accelerator facilities and audio/video recording studios control rooms.
Besides the high costs, from single cables and devices up
to the buildings themselves, and the highly specialized technicians required to run the activities, both require a control
room to operate their machines.
As can be seen in Fig. 1, physically big knobs, faders,
buttons, indicator lamps, and meters were the tools at the
operator’s disposal to control the facility in the early times.
The computer era brought substantial changes in control
rooms (see Fig. 2), substituting meters and indicator lamps
with computer monitors, and buttons, knobs and faders with
mouse and keyboard. Previous big cabinets plenty of physical controls are now substituted by screens1 to be operated
by means of computer mouse and keyboard (see Fig. 3).
In the audio/video production studios, recording consoles
(in the early times, see Fig. 1b) were the command center
of the recording studio. It was where all the audio was
processed, sent out to dynamics and time-based effects units,
headphone cues, the speakers, and final mixes were balanced
and summed there as the audio passed from a tracking tape
to a mixing tape. All of that now takes place within the
computer in the digital audio workstation [11].
The new computer-based DAW’s (Digital Audio Workstation) edit window is the old tape machine, and the mix
window functions as the old console. While the edit window
is great and offers endless improvements in terms of cutting
and pasting, fading in/out, overdubs, rearranging, organizing, having playlists, etc., the mix window falls far short of
an improvement over mixing with a console. It is incredibly
small, relies on the mouse in order to make mixing moves
and automation, confines the engineer to change only one
control at a time, and forces him/her into a visual-based
∗
1

claudio.rosati@esss.se
In the audio recording industry, plug-in interfaces tend to closely mimic
the hardware devices whose functionality they are replicating (skeuomorphic graphical user interface [7], see Fig. 3b). This tendency doesn’t
seem to be followed by the authors of OPI screens in accelerator facilities,
where operator’s screens are often poorly layed out, cluttered, and not
professionally designed (see Fig. 3a, and [8]).

mixing experience [11]. So, while modern DAW software
has given virtually unlimited possibilities for manipulating
audio, it sacrifices the organic feel of faders and knobs at
our fingertips [12].
This is where the benefits of a DAW control surface come
to light. The control surface allows the engineer to ascend beyond the limitations of the mix window and get his/her head
out of the computer and into the speakers. It relies on sound
and touch, rather than numerical values on the fader. When
you’re limited to moving a little visual representation of a
fader with the mouse, it gets between you and the sound. A
control surface allows the digital domain of plug-ins, editing,
and visual aspects to become secondary to the sound of the
mix in itself [11]. Moreover, using a control surface rather
than a mouse inevitably means performing a range of different arm movements, rather than the same small movements
over and over again, which significantly reduces the risk of
acquiring a repetitive strain injury (RSI) or carpal-tunnel
syndrome. The potential health benefits alone, therefore,
might be reason enough to invest in a control surface and its
improved ergonomics [13].
In this paper I’ll describe using a control surface to operate the Display Builder tool [14] of Control System Studio
(CS-Studio, see [15]), the application widely used to control accelerators based on the EPICS [1] technology. This
will add a further bit to the similarities between accelerator
facilities and audio/video recording studios control rooms,
borrowing something from the latter into the former.
While others already tried to use some control devices to
improve the ergonomics of the control room (see, for example, [16]), the approach of directly control the PVs (Process
Variables) fails in giving the user a proper feedback, causing
him/her to make errors and, at the end, to be unsatisfied of
the device and its integration. So, instead of directly operating the PVs, my approach is to control the widgets of
Display Builder OPIs, leading to a real-time visual feedback
much more satisfying for the operators.

MIDI CONTROLLERS
There are a lot of control surfaces nowadays available on
the market [13, 17–19], from low-priced ones (see Fig. 4)
to middle-priced (see Fig. 5), up to high and very highpriced (see Fig. 6). All of them communicate with the DAW
application exchanging MIDI messages [20], and for this
reason they are generally referred as MIDI Controllers [21].
Generally speaking, a MIDI controller is any hardware –
or software – that generates and transmits Musical Instrument Digital Interface (MIDI, see [22]) data to electronic
or digital MIDI-enabled devices, typically to trigger sounds
and control parameters of an electronic music performance.
MIDI communication is achieved through multi-byte
“messages” consisting of one Status byte followed by one
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(a) Physicist Angelina Galtieri consults log with operator (b) George Martin working with REDD.51 mixing console at EMI’s Studio
in control room of the Bevatron in 1963 [2, 3].
Two, Abbey Road Studios, in 1964 [4–6].

Figure 1: Accelerator facilities and audio recording studios in the early times.

(a) Fermilab’s main control room [9].

(b) Post production at Studio A, California Road Studios [10].

Figure 2: Modern control rooms.

(a) Accelerator OPI (OPerator Interfaces) screens.

(b) DAW (Digital Audio Workstation) plug-in screens.

Figure 3: User interfaces for control room operators.
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Figure 4: Examples of low-priced control surfaces: Behringer X-Touch Mini and Korg nanoKONTROL2 [18].

Figure 7: Knob widget in Display Builder [14, 27].

Figure 5: Examples of middle-priced control surfaces:
Behringer X-TOUCH COMPACT and X-TOUCH [18].
or two Data bytes. Real-Time and Exclusive messages are
exceptions. MIDI messages are sent over any of 16 channels
which are used for a variety of performance information.
There are five major types of MIDI messages: Channel
Voice, Channel Mode, System Common, System Real-Time
and System Exclusive. A MIDI event is transmitted as a
“message” and consists of one or more bytes [22].
The Java™ programming language [23], the one used
to build CS-Studio [15] and its tools (e.g. Display Builder [14]), support MIDI since version 1.3 through the
javax.sound.midi package [24].

CONTROLLED KNOBS
A few months ago I reworked the wonderful little library
that Gerrit Grunwald built to provide JavaFX [25] regulator
controls [26]. I’ve published it on GitHub [27] and integrated
inside Display Builder (see Fig. 7). This widget appeared to
me to be the best one to be controlled by a rotary encoder
device, like the DJ Techtools MIDI Fighter Twister [28], a
low-priced MIDI controller available for less than 300€ (see
Fig. 8).
By means of the MIDI Fighter Utility application (see
Fig. 9), the device was programmed to:

Figure 6: Example of an high-priced control surface: Mackie
Control Universal Pro [12, 17].

Figure 8: DJ Techtools MIDI Fighter Twister [28].
• use the 6 side buttons as depicted in Fig. 8;
• initially have the tag LED black (not set);
• have the 64 knobs (16 in 4 different banks) numbered
from 0 to 63;
• have high resolution sensitivity for each knob;
• have the indicator blending the last LED according to
the current value;
• send increment/decrement MIDI events each time a
knob is rotated;
• send pressed/released MIDI events each time a knob is
pushed.
The original KNOBS library [27] was extended to communicate with the MIDI Fighter Twister device, published
on GitHub [29], and integrated into the ESS site-specific
version of CS-Studio [30].
A Controller communicates with a physical control device and has a set of Controllable objects to control (see
Fig. 11). Each time an event is received from the device,
the Controller notifies the Controllable objects to update
their GUI (Graphical User’s Interface) representation (widget). Vice versa, when a Controllable object is graphically
manipulated (usually through mouse and/or keyboard), it
notifies back the Controller to update the device hardware (if
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Figure 11: Controlled-KNOBS class diagram [29].
rotating the knob will do the same in fine increments/decrements.
Figure 9: DJ Techtools MIDI Fighter Utility [28].

Figure 10: Controlled-Knob evaluator program and the connected MIDI Fighter Twister device.
and when possible). Controllers are discovered at run-time
through the Java™ Service Provider Interface (SPI, see [31])
service discovery mechanism.
As can be seen from Fig. 11:
• ControlledKnob is just (i.e. extends) a Knob, implementing/exposing the methods required by the Controllable interface;
• other Display Builder’s widgets could be easily controlled by the MIDI Fighter Twister device just implementing the Controllable interface;
• other MIDI controllers could be easily supported by
implementing the few abstract methods inherited by
the AbstractMIDIController class;
• Control devices not using the MIDI protocol (for example, the one used by Lang [16]) can be used too,
by providing a Controller implementation that inherits
from AbstractController, and communicate with the
device hardware properly.
Three different operating modes are defined inside the
Controllable interface to specify the interaction between the
knob and its widget.
CONTINUOUS: Rotating the knob will coarsely update
the widget target and current values. Pressing and

SET_AND_CLICK: Rotating the knob will coarsely change the widget target value. Clicking (pressing and suddenly releasing) the knob will force the update of the
widget current value. Pressing and rotating the knob
will do the same in fine increments/decrements. A further click will trigger the update of the widget current
value.
CLICK_SET_AND_RELEASE: Rotating the knob will
do nothing. Pressing and rotating the knob will coarsely
change the widget target value. Releasing the knob will
trigger the update of the widget current value.
The ControlledKnobEvaluator application provided with
the library (see Fig. 10) allow to test the ControlledKnob
implementation, allowing to:
• assign 4 widgets to different knobs in the MIDI Fighter
Twister device (0, 1, 4, and 5 in Fig. 10);
• set the coarse and fine increment/decrement values for
the selected widget;
• set the operating mode for the selected widget;
• select the controller from the list of discovered ones
(currently only MIDI Fighter Twister is supported).

CONCLUSION
Despite the similarities between accelerator facilities and
audio/video recording studio control rooms, in the former
ones operators depend only on computer mouse and keyboard to operate the various OPIs controlling the machine,
while a sound engineer can rely on the organic feel of faders,
knobs, and buttons of a control surface to improve and speed
up the control experience.
At the European Spallation Source I’ve experimented the
adoption of a MIDI controller to enhance the user experience in operating Display Builder OPIs. The integrated
MIDI Fighter Twister device can control in real-time up to
64 different knob widgets, providing multiple, mouse-free
manipulations of corresponding PVs.
The preliminary tests show how incredibly easy, simple
and natural is operating an OPI using the MIDI controller.
More tests must be performed to get measured performances,
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and to establish which is the best operating mode for the
operators, nevertheless the initial results are encouraging.
Future developments will:
• improve the reliability of the library, allowing the user
to safely connect/disconnect the control device without
requiring the application to be restarted;
• increase the number of Display Builder widgets being
controllable;
• support more MIDI controllers, especially in the lowpriced range, like the Behringer X-Touch Mini;
• automatically use any discovered controller if the one
originally used is not available;
• experiment with some very interesting alternative control devices, like Palette [32], VMeter [33], and QuNeo [34].
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USING COLOR BLINDNESS SIMULATOR DURING USER INTERFACE
DEVELOPMENT FOR ACCELERATOR CONTROL ROOM
APPLICATIONS
S. Aytac, DESY, Hamburg, Germany
Abstract
For normally sighted developers it is hard to imagine
how the user interface is going to look to a color blind
person. Our purpose is to draw attention to people with
color blindness and to consider their color vision. For
that, this paper presents the integration of color blindness
simulators into the development process of user
interfaces. At the end we discuss the main contributing
factors.

INTRODUCTION
Developing a user interface contains the usage of visual
components in various colors for e.g. to separate areas of
interaction, notification or to signal warnings and alarms.
Developers with no color blindness or even of the
knowledge of it cannot imagine how these people view
their applications.
During the designing process of user interfaces we
should try to reach as many people as possible who are
able to use a desktop rich client or web applications. Our
general aim as developer should be to abolish the barriers
to operattions applications because people are afflicted
with color blindness or in other ways disabled. To
produce more effective visualizations, we need to devise
techniques which help these people.
In this paper, our purpose is to draw attention to people
with color blindness and to consider their color vision.
Our approach is to give a short overview of color
blindness. Then we investigate simple principles in
choosing colors to improve our user interface design,
afterwards we involve color blindness simulators into the
development process. As a result of this work, we expect
to offer improved control room applications for operators
affected by color blindness.

COLOR BLINDNESS
Overview
Approximately 8% of all men and 0.5% of all women
worldwide are affected by color blindness [1, 2]. That
does not mean that they cannot see any colors. They are
only unable to differentiate them. For that reason color
blindness is also known as color vision deficiency (CVD).

Figure 1: Wavelength of rods and cones [3].
Our human eye contains millions of light-sensitive cells
called photoreceptors. Some are shaped like rods and
some like cones. Rods are responsible for detecting
brightness and are unable to distinguish different
wavelengths. Cones on the other hand are sensitive to
three certain wavelengths (see Table 1 and Figure 1). The
mixture of those three different cone types generates our
color vision. If any of these cone types is malfunctioning
or missing, causes in color blindness (Figure 2) [4].
Table 1: Human Eye Cones and their Wavelength
wavelength
Short
Medium
Large

color
Blue
Green
Red

effect: missing/faulty cones
Tritanopia/ Tritanomaly
Deuteranopia/ Deuteranomaly
protanopia/ protanomaly

In most cases CVD is the result of defects in the genes.
Unfortunately, people with color vision deficiency even
do not know that or they are reluctant to admit it. And this
has a significant impact on their private and business
lives. [5-7]
There are three most common types [8]:
1. Red-Green: The most common types of color
blindness - limited function of red or green cone
2. Blue-Yellow: rarer than red-green color blindness
3. Complete color blind: very rare - No cones exist.
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for these people. For that, we pay attention to design
practices and simulations tools.

CVD Friendly Design Practices

Figure 2: How the rainbow colors may look to people
with CVD [9].

Designers of webpages and graphical designers have a
lot of experience on creating visualizations to reach many
people. As a result of that, a set of ‘selecting color’
guidelines is offered [22-25]. After pointing out some
advantageous techniques in control room applications, we
advise taking action according to the following
guidelines.
Avoid colors with important information. Ensure that
the colors used do not express important information as
illustrated in Figure 4.

CVD Diagnostic

Figure 3: Simulation of color blindness [10].
Professionals use a variety of tests to diagnose color
blindness [4, 8]. In Figure 3 an example of the commonly
used Ishihara color vision test to identify red-green CVD
is illustrated.

Figure 4: Rail system map of Hamburg with colored
routes to distinguish. For people with CVD it is hard to
differentiate.
Increase contrast between similar colors. Use
additionally patterns, symbols and textures to create
contrast between similar colors for people with CVD (see
Figure 5).

Support for People with CVD
Since medical techniques cannot solve color blindness,
other correction methods have to be considered. People
with red-green CVD may be able to use lenses that filter
certain wavelengths of light [11]. In recent years many
applications are provided that help people differentiate
between colors. Some of these applications are listed in
[12-14].
To help people with CVD in different areas in life, there
is a large selection of research devoted to assisting these
people. Some of them in the last few years are noted in [6,
15-21].

ACCESSIBILITY FOR USERS WITH
COLOR VISION DEFICIENCY
For building applications accessible for people with
CVD we do not need to be experts in color vision. We
only need to reduce the visual disabilities of applications

Figure 5: Contrasting patterns used in this chart and if
possible placing text is useful [9].
Lighten light colors and darken the dark ones. This
should help to distinguish that there are different colors
(Figure 6).

Figure 6: In contrast to the lower image part the upper
part of the image the green color was darken and the red
was lighten.
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Try to use a limited number of colors. Figure 7
shows a palette of seven colors. The colors in this palette
are unique for people with normal vision and CVD. Some
more palettes are available in [22].
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The preview is a filtered screenshot of our main
display. As a result of this, we create all possible CVD
simulated images on our demo application (Figure 10).

Figure 7: Conservative 7-color palette.
Avoiding well known bad color combinations. Green
- Red, Green - Brown, Blue - Purple, Green - Blue, Light
Green - Yellow, Blue - Grey, Green – Grey, Green –
Black.
Label colors with text or symbols. We should apply
symbols and text beside the colors to make the
represented information clear (see Figure 8).

Figure 8: Added symbols to the colors to increase the
impact of information. Right image is a CVD simulation.

Usage of Simulators
Due to the amount of existing tools, we refer to certain
tools in [26-36]. Here, we focus on using some of these
tools which we have used on a windows operating
system.
Color Oracle [30] assures using the best available
simulation algorithm. To simulate a preview of our
applications we need to pick the CVD type from a popup
menu (Figure 9). The illustrated preview is visible on the
screen until we interrupt this by using any input device.

Figure 9: Color Oracle icon in windows taskbar.

Figure 10: Application with CVD simulation (a) normal
vision (b) deuteranopia (c) protanopia (d) tritanopia.
We investigated these images and checked if the colors
and their arrangement to each other was a good choice.
Only in in Fig. 10b the green and red color seems to be
not distinguishable. So we made an improvement of the
colors based on the mentioned CVD friendly design
practices by reducing the saturation of the green color and
the brightness of the red color (Figure 11).

Figure 11: Deuteranopia view (a) first simulation, (b)
improved color simulation.
The differentiation of colors has become more clearly.
We also used text fields around the color fields to label
the functionality. Unfortunately, color oracle does not
simulate in real time. The developer needs to enable the
intended simulation on screen every time manually.
Additional simulations tools like Sim Daltonizer [32]
and Colour Simulations [33] are starting as a frame.
Inside this frame, a selected CVD type can be simulated
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in real-time as demonstrated in Figure 12. Developers can
get instantaneous feedback on how it would be seen by
people with CVD.

Figure 12: Colour Simulations preview in real-time.
Another tool with valuable features is Chromatic Vision
Simulator. Simulation is done by accessing a camera
device in real time or by loading a picture. The simulated
previews of the three CVD types can be seen
simultaneously (Figure 13).

Figure 13: Chromatic Vision Simulator with parallel view
of deuteranopia, protanopia and tritonopia

Discussion
Several software tools exist to visualize colors as they
are perceived with different types of color blindness.
These simulators are available as web applications,
smartphone apps, rich client applications, libraries, and as
plugins. These are useful to confirm if our design is
accessible for people with color vision deficiency.
We used different features of these carefully chosen
tools to investigate user interfaces during the development
process. The availability of these tools depends on the
operating system and many of them are open source
projects. As a result integrating simulators into our user
interface development, we prefer using a simulator with
following main features:
 Simulator is executable within the used IDE as a part
of the visual editor
 parallel simulation of different types of CVD
 Real-time preview to see effect of changes
immediately
 Integrated color vision deficiency color palettes
For Control Room applications the choice of colors is
not totally free. Traffic light colors are used for increasing
the information density. A Component can be good (=
green) or bad (= red) or warning (= yellow). Some more
for no-information (= gray) or interface error (= orange).

Figure 14: Control application with green, red, yellow
colors used. The right image is a simulated view of faulty
red cones.
Figure 14 shows a typical used control room
application. As a person with red-green CVD it is difficult
to distinguish green and yellow. To improve this view
adding symbols may help. Additionally the black font
with red background is not clearly readable. This is a
cause of because of insufficient contrast. Another
simulation of control room visualization component as
charts is shown in Figure 15.

Figure 15: Charts are used to get history plots. Upper
image is normal colored plot. The lower image is an
improved plot by using line patterns. Simulated preview
is presented on the right.

Future Projects
In our research we missed the support of visual editors
to switch directly from the IDE to a simulated view. In
future works we suggest providing plugins for the most
popular IDEs in order to preview the CVD simulation in
real-time. These plugins should implement the discussed
features.
Another future work could be the improvement of
available accessibility APIs in programming languages
with CVD correction methods. Our intension is to enable
features within applications, which can be used to
individually adjust the application view for users with
color vision deficiency.

CONCLUSION
Being aware of color blindness in user interface design
was the main part of this work. During the development
process we integrated color blindness simulation tools to
validate if our design was suitable to people with CVD.
Considering that people cannot distinguish colors helped
us to get an enhanced sensitivity on selected and
visualized colors.
We discovered that adjusted colors for accessibility do
not lead to a loss of aesthetic integrity of a design.
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Appling the mentioned CVD friendly design practices and
using simulators as assistance offer us the opportunity to
be creative. In particular, traffic light colors (green, red,
yellow) do not represent a problem at all for people with
CVD.
Simulators helped us to get a good impression of how
people with CVD actually see colors. Additionally,
leading software systems come up more and more with
guidelines for accessibility or helping tools for people
with CVD to adjust the view on their device. [32-34, 3747].
Nevertheless, it is important to keep in mind that no
simulation will perfectly visualize what a color blind
person perceives.
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INTEGRATION OF MeeRKAT AND SKA TELESCOPES USING THE
KATCP/TANGO TRANSLATORS
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SKA SA, Cape Town, South Africa
Abstract
The MeerKAT radio telescope control system uses the
Karoo Array Telescope Control Protocol (KATCP) protocol
and technology stack developed at Square Kilometer Array
South Africa (SKA SA). The future SKA project chose the
TANGO controls technology stack. However, MeerKAT
and phase 1 of the SKA-mid telescope are intimately related: SKA-mid will be co-located with MeerKAT at the
SKA SA Karoo site; the ﬁrst SKA-mid prototype dishes will
be tested using the MeerKAT systems; MeerKAT will later
be incorporated into SKA-mid. To aid this interoperation,
TANGO to KATCP and KATCP to TANGO translators were
developed. A translator process connects to a device server
of protocol A, inspects it and exposes an equivalent device
server of protocol B. Client interactions with the translator
are proxied to the real device. The translators are generic,
needing no device-speciﬁc conﬁguration. While KATCP
and TANGO share many concepts, diﬀerences in representation fundamentally limits the abilities of a generic translator.
Experience integrating TANGO devices into the MeerKAT
and of exposing MeerKAT KATCP interfaces to TANGO
based tools are presented. The limits of generic translation
and strategies for handling complete use cases are discussed.

INTRODUCTION
The Square Kilometer Array (SKA) [1],a large multi radio
telescope project is to be built in the co-hosting countries,
Australia and South Africa. The telescope will have a total
collecting area of approximately one square kilometer. The
huge telescope will be made up of a collection of dishes,
antennas and aperture arrays.
Currently the project is still in the design phase with construction scheduled to commence in 2019. The project will
be developed over two phases - SKA1 and SKA2. SKA1
will be built over 2019 to 2027.
SKA1 will include two telescopes - SKA1 MID and
SKA1 LOW - observing the Universe at diﬀerent frequencies. South Africa will host the mid-frequency telescope,
while Australia will be hosting the low-frequency telescope.
The MeerKAT (Karoo Array Telescope) telescope [2] is a
interferometric radio telescope. SKA-SA is coordinating its
construction in the Karoo, Northern Cape, South Africa. It
is regarded as a precursor to the SKA radio telescope. On its
completion, it will contain 64 receptors. It will be integrated
into the SKA1 MID telescope - more details on the status of
project is available [3].
The rest of the paper is will delve into details about the
diﬀerent technology stacks that the two telescope system
∗
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use, with more focus on the MeerKAT telescope and how it
was modiﬁed to accomodate these generic translators and
the importance of these translators in the SKA project.

TANGO CONTROLS FRAMEWORK
The TACO Next Generation Objects (TANGO) was
chosen as the SKA phase 1 common framework for all the
telescope’s element LMCs (Local Monitoring and Control).
It was considered the most promising framework to meet the
SKA requirements after thorough comparative tests between
several major control systems such the Experimental Physics and Industrial Control System (EPICS), and the ALMA
Common Software (ACS).
TANGO control system [4] is a free open source device
oriented controls toolkit for controlling any kind of hardware
or software and building SCADA (Supervisory Control and
Data Acquisition) systems. It is a distributed system that
uses two network protocols - the omniorb implementation
of CORBA (Common Object Request Broker Architecture)
and ZeroMQ.
TANGO is being developed in collaboration between
several research institutions primarily including; ESRF
(European Synchrotron Radiation Facility), SOLEIL (Soleil
Synchrotron), ELETTRA (Elettra Synchrotron), and ALBA
(Alba Synchrotron), with their main goal being to guarantee
the successful development of TANGO.

KATCP PROTOCOL
The MeerKAT radio telescope control system uses the
Karoo Array Telescope Control Protocol (KATCP). KATCP
is a communications protocol based on top of the TCP/IP
(Transfer Control Protocol/Internet Protocol) layer [5]. It is
a syntax speciﬁcation for controlling devices over a TCP or
RS-232 link. It is the preferred remote command and control
interface for open source FPGA (Field-Programmable Gate
Array) platforms (e.g. ROACH and SKARAB also used
by KAT-7/MeerKAT) developed by the CASPER (Collaboration for Astronomy Signal Processing and Electronics
Research) collaboration [6].
KATCP was developed by SKA South Africa in the
CASPER collaboration. KATCP is open-sourced and has
been adopted by a few projects that use the open source
FPGA platforms.
The KATCP protocol is speciﬁed as the MeerKAT Control
and Monitoring (CAM) interface [7] for all subcontracted
and internal hardware devices and subsystems, as well as internal communication between CAM components. In cases
where the subcontractor cannot deliver a KATCP interface, a
device translator is implemented by the CAM team to trans-
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late its speciﬁc protocol (e.g., modbus, OPC, web-services,
Ganglia metrics) to KATCP.

INTEGRATION OF THE TANGO DEVICE
As part of the prototyping eﬀort in developing the LMC
interface simulation framework [8], a simple TANGO based
simulator was implemented. The objective was to investigate
how the TANGO device simulator could be incorporated in
the existing fully functional KATCP based MeerKAT CAM
environment.
As a proof of concept, a weather device simulator was
implemented. The device simulator was conﬁgured to match
the functionality of the existing MeerKAT weather station. In order to aid the interoperability of the TANGO
device simulator in the MeerKAT radio telescope system, a
TANGO/KATCP translator was developed.

Figure 1: CAM Layers and Observation Control.

The TANGO/KATCP Translator
The translator is generic, it has no precoded idea of the
TANGO device it is translating. The translator is made
up of two major components. The ﬁrst component is a
tango_inspecting_client wrapper. This wrapper consists
of a TANGO DeviceProxy component. The TANGO DeviceProxy object is responsible for making client connections
to the TANGO devices. It is a high level class which provides
the client with an easy-to-use interface to TANGO devices.
The second component is the KATCP server.
The translator connects to the TANGO device as a client
and interrogates the device for TANGO attributes and commands, and exposes them over a KATCP server interface as
KATCP sensors and requests, respectively. The translator allows a KATCP client to communicate with a TANGO device.
Once the KATCP server inside the translator has been initialized, to remain synchronised with TANGO device, the
TANGO DeviceProxy sets up attribute polling and subscribes to most, if not all, the attribute events.

The MeerKAT CAM Architecture
The MeerKAT CAM architecture is divided into three
layers of components as shown in Figure 1 with connections
strictly from higher to lower levels, and a fourth category of
CAM controller components that collaborate as models and
controllers in the Model-View-Controller software architectural pattern.
Apart from the katportal clients that use http and websockets, all connections are made using KATCP over TCP/IP;
each directed arrow starts at a client making a TCP connection to a KATCP server running at a well known IP and TCP
port [9]. For subsystems external to CAM the IPs and ports
are assigned by the System Engineering team, while CAM
components have IPs and ports assigned internally by the
Control and Monitoring team within the CAM IP range.
The hardware devices and the MeerKAT subsystems are
protected from direct access through a layer of proxies implemented by the CAM subsystem. All the system components

Figure 2: The MeerKAT CAM proxy and device/translator
layer.
connect via the proxy layer and not directly to hardware
devices/subsystems.
At the lower level is the device layer which may comprise
real hardware or simulators. For devices that do not have
a KATCP interface, a CAM device translator instance is
implemented by the CAM subsystem as shown in Figure 2.
The CAM subsystem implements a fully simulated system up to the KATCP interface of each hardware device
and subsystem [7]. It is possible to run a conﬁguration including only simulated devices, or any combination of real
and simulated devices combined. This allows full software
development, unit testing and integration testing, including
CAM subsystem qualiﬁcation testing without dependency
on the availability of hardware.

Modifying the MeerKAT CAM Conﬁguration
Before a TANGO device can be started, it needs to be
registered in the TANGO conﬁguration database (with a
MYSQL backend). The TANGO conﬁguration database is
the central registry for all the TANGO devices that make
up a speciﬁc control system instance. Once the device is
registered, the device is exported by its TANGO device
server. It is then dynamically assigned a unique port to listen
to.
THSH201
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Figure 3: The MeerKAT CAM system conﬁguration.

The MeerKAT CAM keeps its own conﬁguration for the
telescope system (katconﬁg and katcamconﬁg) as shown in
Figure 3. This is a run-time static conﬁguration. It maintains
all of the CAM components and telescope subsystems IPs
and ports.
To work around these diﬀerences both methods were used.
The information required to start up a TANGO device server
(the device server name, server class name, and device and
class properties) were added to the CAM conﬁguration. During system startup katconﬁg generates command-line instructions on how to launch a server processes, which IP and port
number it should listen to, and which lower-level devices
it should connect to. These processes are then launched by
a supervisory service on each compute node in the CAM
system.

Launching the TANGO/KATCP Translator +
Device

After conﬁguring the CAM system, the next step was
integrating the translator into the simulated telescope system launch. The command-line instructions for the weather
simulator ensures that TANGO device is registered in the
TANGO DB before the server process is started as shown in
Figure 4. The MeerKAT system has no direct understanding
of the TANGO DB and manages system interconnections
through the command line parameters when starting the telescope processes. MeerKAT has its own TCP port allocation
method, which could conﬂict with the TANGO system’s
automatic port allocation. For this reason the command-line
instructions for starting up the TANGO device requires a
–port ﬂag to be passed, controlling the TCP port where the
TANGO device server will listen.
Once the TANGO device is up and running, the translator
command-line instructions tell the DeviceProxy to which
TANGO device server to connect to. Using the name of the
device, the DeviceProxy queries the database for the IP and
port number where the weather simulator device is running
and the translator connects to its device. Figure 5 show
the successful integration of the TANGO/KATCP translator
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Figure 4: The MeerKAT CAM system conﬁguration change
with the TANGO device and translator..

Figure 5: The MeerKAT CAM proxy and device translator
layer with the TANGO/KATCP translator and the TANGO
device

together with the TANGO weather simulator once the system
is done starting up.

Issues With the Generic Translator
Although the translator does perform the desired objective, it still has some limitations. It does not handle TANGO
commands that take or return arrayed values, however this
can be handled by simply using kattype with multiple=True.
The other problem with the translator is that it only supports
scalar attributes. KATCP does not deﬁne how sensors with
1-D or 2-D arrayed values should be handled. The translator does not know to map the reply-informs in KATCP to
TANGO. At the moment we have not yet implemented the a
way to handle a TANGO device that dynamically changes
its attributes and/or commands.

EXPOSING MEERKAT KATCP
INTERFACE TO TANGO BASED TOOLS
Continuing with the LMC interface simulation framework
[8], the next task was to evaluate some of the functionalities of the TANGO tools in the context of a real telescope
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FUTURE WORK
The translators are still a work in progress. There are
plans in place to make improvements support commands
with array input/output. The other feature to be implemented
is to handle TANGO device interface changes, this feature
has already been added to the new PyTango version 9.2.5
[15]. The open-sourcing of this library is in the pipelines
and once the improvements are complete it will be made
available to the public.

The SKA-mid Dish Prototype
Figure 6: The MeerKAT CAM proxy and device translator
layer showing the use of the TANGO tools in MeerKAT
system.

system. The TANGO community is growing quickly and
the development of the tools is supported by many research
institutions and industry.
The idea was to have to try out some of these tools features
to see if they could meet some of the MeerKAT requirements.
The tools that were chosen was the Historic Database++
(HDB++) [10] and the PANIC Alarm System [11].
The major output from this work was the development
of the KATCP/TANGO translator and evaluation reports
on the tools [12–14]. This TANGO translator enabled the
process of pluging in these two TANGO based tools in the
MeerKAT CAM system. The procedure for installing and
conﬁguring the translator is similar to the way we installed
the TANGO/KATCP wrapper.

Connecting the TANGO Tools
The KATCP/TANGO translator is made up two major
components, the ktcp_inspecting_client and the TANGO
device server. The katcp_inspecting_client interrogates the
KATCP device simulator, or in some cases, a real KATCP
hardware device for its sensors (monitoring points) and requests. The katcp_inspecting_client gathers all this information and populates data structures describing the sensors
and requests. The katcp_inspecting_client makes use of the
KATCP client instance to establish a connection with the
KATCP device/simulator.
The TANGO device server component in turn exposes
these KATCP sensors and requests as TANGO attributes
and commands, respectively. This component also sets up
sensor event sampling strategies to keep the TANGO device
server synchronized with the KATCP device.

There is a plan in place to have the SKA-mid prototype
dishes installed and tested on the MeerKAT telescope as
part of the SKA Dish Qualiﬁcation Model (SDQM). Currently the Dish foundation has been laid as construction is
underway in the Karoo to have the Dish pedestal ready for
the Dish structure.
The SKA DSH Consortium will build, integrate and qualify the SDQM on site in the Karoo. The integration and
on-site qualiﬁcation scheduled take place around the second
quarter of 2018.
The SKA SA CAM role in this project will be of a supporting nature to the SKA DSH Consortium in qualifying the
SDQM. It will make use of the existing MeerKAT Receptor
Test System (RTS) [9].
This, once the DSH LMC simulator has been developed, will entail the improvement/development of the
KATCP/TANGO translator for the MeerKAT RTS and the
SDQM LMC.

CONCLUSION
The TANGO weather device simulator was successfully
integrated into the MeerKAT CAM system. The changes
made to the system’s conﬁguration makes it easier to launch
a TANGO device together with its translator. The TANGO
weather simulator has show to be a drop-in replacement for
the MeerKAT KATCP weather simulator.
The TANGO to KATCP translator has proven to be working well. It has shown that integrating more TANGO devices
into the MeerKAT system seems plausible.
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Issues With the Translator
At the moment, we have not implemented a way to map
the KATCP discrete data type to the equivalent TANGO
DevEnum type. We had to ﬁnd a way around to map the
KATCP sensor status values to only a selected few values of
the TANGO attribute quality, as there was no direct mapping.
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ABSTRACT
The SLAC National Accelerator Laboratory is building
LCLS-II, a new 4 GeV CW superconducting (SCRF) Linac
as a major upgrade of the existing LCLS. The SCRF Linac
consists of 35 ILC style cryomodules (eight cavities each)
for a total of 280 cavities. Expected cavity gradients are 16
MV/m with a loaded QL of ∼ 4 · 107 . Each individual RF
cavity will be powered by one 3.8 kW solid state amplifier.
To ensure optimum field stability a single source single cavity
control system has been chosen. It consists of a precision
four channel cavity receiver and two RF stations (Forward,
Reflected and Drive signals) each controlling two cavities.
In order to regulate the resonant frequency variations of
the cavities due to He pressure, the tuning of each cavity is
controlled by a Piezo actuator and a slow stepper motor. In
addition the system (LLRF-amplifier-cavity) was modeled
and cavity microphonic testing has started. This paper will
describe the main system elements as well as test results on
LCLS-II cryomodules.

INTRODUCTION
LCLS-II is an X-ray Free Electron Laser (FEL) under construction at SLAC, driven by a superconducting RF Linac [1].
The electron beam quality will directly translate to the quality of the X-ray beams produced in undulators and used for
scientific research in the end stations; hence strict requirements have been placed on the stability of the accelerating
cavity fields. An initial stability goal of 0.01◦ in phase and
0.01% amplitude has been set for the main Linac, composed
of 280 nine-cell 1300 MHz superconducting cavities [2].
Plans for the RF controls for the 1.3 GHz cavities have
been described elsewhere ( [3–6]). It is based on mainstream
digital LLRF technology, and incorporates many ideas developed for LBNL’s NGLS proposal [7]. The controls use
a Single Source Single Cavity (SSSC) architecture, where
each cavity has a dedicated amplifier. SSSC has enormous
value for simplifying control of narrow-band SRF cavities, It
is also a sensible choice for a CW machine, where Solid-State
Amplifier technology has approximately matched Klystrons
∗
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Figure 1: System hardware configuration supporting half of
a cryomodule (one of two RF Station chassis shown).

in price, and they are considered easier to operate and maintain.
The LLRF subsystem of LCLS-II is itself a four-laboratory
collaboration: LBNL for architecture, FPGA hardware and
RF DSP programming, and ADC/DAC hardware development; FNAL for downconverters, upconverters and piezo
drivers; JLab for interlocks, stepper controls, and power supplies; and SLAC for LO distribution, MO and PRL, global
control system integration, commissioning, transition to operations, and project management.

SYSTEM DESIGN
Each rack (supporting four cavities) includes a separate
Precision Receiver Chassis (PRC), linked only by optical
fiber to two RF Control Chassis (RFS), as shown in Fig. 1.
This density of rack equipment matches the civil layout of
the accelerator, where one LLRF rack is cabled to one penetration to the tunnel. The physical separation between PRC
and RFS maximizes isolation between the critical stabilized
cavity signals and the wildly fluctuating forward and reverse
monitoring channels. Preliminary measurements show that
this separation has succeeded, in that the measured isolation
is at least 125 dB.
The system bypasses some of the usual compromises in
choosing an IF by means of an unusual split-LO design,
where a low-frequency IF (20 MHz) is used for RF downconversion, and a higher-frequency IF (145 MHz) is used for
RF upconversion. Separating transmit and receive signals in
THSH202

Feedback Control and Process Tuning

1969

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-THSH202

Figure 2: 1.3 GHz downconverter block diagram.

the frequency domain has the added advantage of removing
a perennial source of crosstalk from the drive back to RF
inputs.

LOW NOISE ANALOG/RF DESIGN
An RF Downconverter circuit board uses a 1320 MHz
LO, distributed to each of the racks, to generate a 20 MHz
IF for digitization. This board uses careful RF design and to
achieve typically -90 dB channel-channel crosstalk. It also
acts as an LO distribution module for the chassis.

Downcoverter
The 6-channel precision receiver is an RF board designed
to convert 1.3 GHz RF signals to 20 MHz IF signals for
digital signal processing. To minimize channel to channel isolation, the board receives RF signals using Type-N
connectors bolted through the rear panel into a shielding
enclosure, providing a continuously enclosed path to the
RF section of the board. The Type-N connections bolted
through the rear-panel also provide a rugged connection to
RF signals arriving over 3/8” heliax cable. Other design features to improve isolation include the selection a mixer with
high RF-LO isolation, an amplifier and an attenuator driving
the LO port of each mixer, and high isolation splitters in the
LO distribution section. To design for maximum linearity, a
mixer and IF amplifier with a high IP3 were selected. Careful placement of attenuators around the mixer is required to
balance the linearity and output noise floor. Selection of a
good low noise IF amplifier minimized the noise floor at the
IF output.

Upconverter
The 2-Channel Upconverter is an RF board designed to
convert 145 MHz IF signals from the DAC’s of the LLRF
digital signal processor to 1.3 GHz RF signals for driving
LCLS-II cavities. Several design choices were made to
minimize spurious signals at the RF output, choosing an
IF frequency of 145 MHz and a LO frequency of 1155 MHz
to maximize LO carrier and RF frequency separation. A
single sideband IQ modulator was used to reduce spurious
signals, which has a high carrier and sideband suppression.

Figure 3: Chassis differential phase noise power spectral
density at 1300 MHz.

To achieve channel to channel isolation better than 60 dB
without shielding, the spacing between channels was maximized. A transmission line was also designed to reduce
radiation and via walls were placed around the transmission
lines. Filtering of common lines to both channels was also
required to maintain isolation between channels. Common
lines include power supplies and RF switch circuitry. Shielding was added to the board to reduce the channel to channel
isolation to 70 dB. The shielding also reduced the amount
of spurious coupling.
The output noise was minimized by using a center tapped
balun to convert the single ended I and Q signals to differential signals at the input of the IQ modulator instead of a
using a single ended to differential amplifier, which usually
contributes a significant amount of noise to the circuit. A
low noise IF amplifier was used to amplify the single ended
IF signal before the balun, and a low noise reference voltage was used at the center tap of the balun to provide the
common mode DC offset required by the IQ modulator. To
maintain good linearity from the IF input to the RF output,
high IP3 IF and RF amplifiers were used, along with proper
balance of attenuators throughout the signal chain.

Chassis Integration
Both the digitizer and RF downconversion hardware are
mounted on a 6 mm aluminum plate to keep their component temperatures stable. They also both use low-noise LDO
voltage regulators to avoid injecting noise from power supplies into the signal path. Those low-noise regulators use a
capacitor to filter the voltage reference at audio frequencies;
non-piezoelectric capacitors are used to avoid picking up
environmental mechanical noise (e.g., fans).
Differential phase noise of a completed RF chassis was
measured using a 1300 MHz source passively split to two
input channels. After digital downconversion, filtering, and
decimation, long data traces were saved for analysis. One
such resulting differential phase noise power spectrum den-
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Figure 4: Chassis cumulative differential phase noise.

sity plot is shown in Fig. 3. Between 1/ f and white noise,
power integrals diverge for both low and high frequencies.
The final use case with beam-based feedback running
(see below) will effectively apply a 1 Hz high-pass filter to
this noise; therefore this measured noise can have such a
filter applied to it. That curve’s low-frequency integral then
converges, so it’s legitimate to plot the cumulative noise
starting at DC. Such a plot is shown in Fig. 4.

TESTING
Prototype LCLS-II cryomodules are in testing at FNAL
and JLab, and prototypes of the RF control system have
also been installed there. A photo of one such LCLS-II
rack is shown in Fig. 5. This rack will control and monitor
four cavities; it includes three RF chassis, each with six
1300 MHz inputs. Each test facility also has its own set of
RF controls; RF splitters have been installed on each cavity’s
forward, reverse, and probe ports, so that both controllers
can simultaneously monitor the state of the cavity. This
situation is ideal for development and debugging, including
the ability to make out-of-loop measurements.
We have demonstrated automated routines running on a
general-purpose computer (connected by Ethernet to the rack
of FPGAs) bringing a cavity on from scratch. By setting up
and analyzing pulsed waveforms, the routines measure such
properties as the cavity bandwidth, resonance frequency,
SEL phase offset, and plant gain.
This gives one-button turn-on to CW closed-loop operation. SEL capabilities allow centering the cavity tune (at the
operational gradient) to be considered as a leisurely second
step.
Figures 6 through 8 show the digital SEL switching in
and out of resonance tracking mode; these data were taken
at a time when the cavity static tuning was slightly off. In
0.3 seconds, the system briefly entered resonance-tracking
mode six times. The largest phase deviation of the cavity during any of these times was 7.3◦ . The apparent overshoot and
non-ideal transitions between phase-locked and resonance-

Figure 5: Prototype Chassis installed at the FNAL CMTS.

tracking “modes” (really determined by whether or not the
imaginary drive terms has clipped) are an artifact of the
waveform recording. That recording only has a bandwidth
of 2.8 kHz, but the transitions happen on the 1 µs time scale.
Note that the cavity gradient stays completely fixed during
this time, because the amplitude loop continues to operate.
Constant field amplitude gives constant Lorentz forces, and
therefore no internal excitation of detuning excursions.
The locus of forward drive complex numbers shown in
Fig. 7 nicely shows the vertical line understood by resonance
theory for a fixed cavity vector. Once the imaginary part
of the drive reaches its clipping threshold, the phase moves
freely, and and the locus follows a fixed radius circle.
In-loop phase error measurements are effectively zero,
0.00013◦ RMS over the frequency band 0.1 Hz to 2.8 kHz,
while the feedback was generating reactive drive for microphonics suppression of 4.4◦ RMS.
Out-of-loop phase error measurements were taken by the
FNAL LLRF system measuring in parallel. Those results
are shown in Fig. 9; the overall phase error is 0.0016◦ RMS
over the frequency band 0.1 Hz to 5.0 kHz. A cumulative
THSH202
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Figure 9: Out-of-loop phase noise power spectrum density.
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Figure 12: Effect of active resonance compensation on cavity
detuning. Experiment performed on Cryomodule 2 at the
FNAL test stand.

plot, integrated up from 0.003 Hz, is shown in Fig. 10. The
FNAL data acquisition system has larger white noise and
crosstalk than the LCLS-II system, and similar 1/ f noise.
Consequently, this measurement should be considered an
upper limit, and the actual performance of the LCLS-II system is better than this to a level still to be determined. It’s
possible to extrapolate some bench measurements to a cavity
run at -5 dBFS, to get 0.0005◦ RMS above 1 Hz for a 20 kHz
closed-loop bandwidth, but that is not verified.
Actual cavity field variations in the final accelerator will
necessarily be larger than the noises quoted above. Cable
length variations (including those inside the cryomodule),
beam loading, phase reference line contributions, and the
ever-elusive unknown unknowns will add to the system errors. The system stability and transient response was checked
for a large number of P and I gain settings, known as a gain
scan. Figure 11 shows one such response.

LCLS-II baseline calls for development and implementation of active resonance stabilization using the piezo fast
tuners. Techniques for active stabilization have been developed at FNAL [8,9] and center around inclusion of the cavity
electromechanical system information into the compensation drive. These techniques will be transferred into the
existing LCLS-II LLRF hardware for use at the cryomodule
test stands at FNAL and JLab as well as machine operation
at SLAC.
The compensation technique centers on a set of digital,
narrow bandpass filters. The streaming detuning signal
is passed through these filters, gain/phase adjusted, then
summed and sent to the piezo tuners. The number, center
frequency, and width of these filters is set by an optimization
routine that includes background (uncompensated) detuning spectra, the piezo/detuning transfer function, and digital
hardware limitations. Manual adjustment of the filter parameters has already demonstrated an improvement of over a
factor of 3 on an LCLS-II cavity during cryomodule test.
These techniques have been developed and tested using
a FPGA-based digital RF system at FNAL. This system
include digital up/down converters, on-line detuning calculation, compensation firmware, and other diagnostics. The
LCLS-II system already includes most of this functionality,
so only the compensation firmware is being adapted to fit
with the existing architecture. This work is well underway,
with the goal of demonstrating 1-cavity compensation on
an upcoming cryomodule test. The goal is to demonstrate a
fully automated characterization and compensation routine
for an 8-cavity cryomodule.

PLANS
With clear evidence from cryogenic cavity tests that the
prototype LCLS-II LLRF system meets critical performance
specifications, the system is ready for its Final Design Review. The system’s production and installation will follow
shortly thereafter. SLAC will lead that effort, with support from the other collaborating laboratories. During the
system’s checkout and commissioning phase, the technical responsibilities of each lab within in the collaboration
will be migrated to SLAC via a Lead, Mentor, and Consult
transition plan. LCLS-II as a whole may not achieve final
performance goals until some time after first light and the
transition to operations. LLRF performance optimization
and software maturation will continue as the operating beam
current increases and performance expectations rise.
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INTERNET OF THINGS (IoT): WIRELESS DIAGNOSTICS SOLUTIONS
R. Homs-Puron, S. Astorga, G. Cuní, D. Fernandez-Carreiras, O. Matilla, A.Rubio, ALBA-CELLS
Synchrotron, Cerdanyola del Vallès, Spain
R. Montano, ESS ERIC, Lund, Sweden
Abstract
ALBA requires a diagnostic system, where mainly include the temperature acquisition around the facility, such
as tunnel, service area, experimental area, laboratories
and auxiliary facilities. There is a big area to be covered
and the location of the sensors may not be fixed, those
measurement spots require a strong correlation to the
machine startup configuration. This has an impact on the
size whether a traditional wired installation is used, due
the huge of measurement points to be covered; in addition, the restricted machine access schedule makes difficult their installation. In this paper we intend to describe
one solution based on ESP8266 system-on-a-chip (SoC).

INTRODUCTION
The ALBA Equipment Protection Systems (EPS) is a
homogeneous system based on B&R PLCs distributed
system independent of from the Tango Control System [1]
and became a versatile system that has been adapted for
interlock, diagnostic acquisition and motion and collision
control in both, accelerators and beamlines.
EPS system is under continuous improvement, these
are the most significant changes [2]:
 Upgraded to use Powerlink version 2.
 Implemented the possibility to have differential temperature interlock.
 The 512 storage ring temperatures are treated as interlock, for that reason there are no temperatures for
diagnostics.
Adding more temperatures for diagnostics will require
an upgrade of the current PLC infrastructure, which will
consume a lot of intervention time inside the tunnel and
high economic cost.
These are the characteristics that were taken into account for the study and evaluation of the different solutions:
 Price
 Wireless communication
 Hardware and software complexity.
 Documentation.

HARDWARE
ESP8266
ESP8266 [3] is a system-on-a-chip (SoC) based on a
32-bit RISC CPU at 80 MHz equipped with 64 KB (code)
+ 96 KB (data) of RAM. It features 2.5GHz Wi-Fi(800.11
b/g/n) with full TCP/IP stack, 16 general purpose input/output (GPIO), one 10-bit analog-to-digital converter
(ADC), Inter-Integrated Circuit (I2C), Serial Peripheral

Interface (SPI), UART, Integrated Interchip Sound (I2S),
pulse-width modulation (PWM). Its price is ~10 euros.

Raspberry Pi
The Raspberry Pi family [4] is a series of small singleboard computer (SBC). The Raspberry Pi 3 is bundled
with on-board WiFi 802.11n, Bluetooth 4.1. It has 46
GPIO, I2C, I2S, SPI, UART, pulse-code modulation
(PCM), PWM, USB 2.0 ports, 10/100 Ethernet port. The
CPU is a 1.1 GHz ARM with 1GB of RAM. Its price is
~40 euros.

Xbee
Xbee is a family [5] of form factor compatible radio
modules based on the IEEE 802.15.4-2003 (ZigBee)
standard designed for point-to-point and star communications at over-the-air baud rates of 250 kbit/s. The Xbee
Pro S2B includes 10 GPIO, 4 10-bit ADC, UART, SPI,
PWM. Its price is ~ 30 euros.

Proof of Concept for ALBA
The three types of hardware evaluated are too different
between applications. The most oriented to the industrial
application is the Xbee, for that reason we implemented
two systems: the first one to measure temperature inside
the tunnel with a PT100 sensor, and the second one to
measure a high current on CIRCE beamline, but, as they
require a coordinator for each one, the cost of the components was ~400 euros and the configuration and installation is not friendly for the user. The Raspberry Pi is a
powerful board, but the configuration of the operating
system (OS) is more complex to use it as standalone device without monitor, keyboard, etc. The ESP8266 suits
[6, 7, 8], as first proposal, to test a wireless diagnostic
system. Hardware and software configuration is done in
the laboratory and the installation will be carried on by
the users, without any support of the computing section.
The low cost and the reusability are the strengths of this
chip.

ESP8266 FIRMWARE
To implement the firmware we used the Arduino
framework [9, 10]. The main goal of the firmware is to be
object oriented, to be more scalable, and reusable. The
code is divided on three groups of classes: communication, sensors and helpers. The main loop of the program
implements a telnet server based on ASCII commands,
these commands are verified and processed by the communication classes.
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Sensors
The sensors classes inherit from the BasicSensor class
which is used on all functions; the polymorphism abstracts the temperature reading of each type of sensor. The
BasicSensor class implements a linear correction and
checks if the temperatures are inside the working range.
The UML class diagram is showed on Figure 1.
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with the ESP8266 GPIOs and the PCF8574CS the class
MAX31855 uses as chip select variable an instances of
the BasicCS.
All boards are connected to the mainboard (see Figure
4) which has the ESP8266.

Figure 4: Mainboard for the ESP8266 and the sensors.
Figure 1: Sensors classes UML diagram class.
In the first iteration to implement a device as remote
sensor, we used two type of sensors, TC74(I2C) [11] and
Max31855(SPI) [12], and the Analog to Digital Converter
(ADC) as a temperature sensor. The typical temperature
sensors at Alba are thermocouples, for that reason we
select the chip Max31855which allows to read different
types of thermocouples, the board used on the test is
MAX31855PMB1 [13] (Figure 2).

Figure 2: Max31855PMB1 thermocouple sensor board.
The ESP8266 has 16 pins which are used for communication, programming and power. One requirement of the
project is to have sensors per controller, for that reason
we expanded the GPIOs by using the chip PCF8574CS
[14] (Figure 3)

CONTROL SYSTEM INTEGRATION
We developed a python library (esp8266ARS) which
implements the control of the ESP device in a friendly
way. It has the TemperatureSensors class which generates
dynamic temperatures attributes for each connected sensor to the ESP device and underpinning the other components of the software. In addition, it provides a basic bash
script (see Figure 5) to read all the sensors and state of the
device and it state.
$> esp8266ARS 192.168.1.73
NrSensor: 2
T1: 25.4
T2: 27.0
Device State: ‘OK’ ‘All sensors are in range’
Device is finding: False
Figure 5: esp8266ARS bash script outputs.
To use the python library is really easy as you can see on
Figure 6:
>> from esp8266ARS import TemperatureSensor
>> dev = TemperatureSensor(‘192.168.1.35’)
>> dev.T1
32.8
>> dev.state
OK; Finding False;

Figure 3: Pcf8574CS GPIOs board.

Figure 6: Using esp82ARS python library.

This board allows us to have eight input/output pins
more, which are used as chip selects for the Max31855
chips. To have the possibility to control the Max31855

A Tango Device Server is the interface to the archiving
system, alarm system [15], web report [16] and the Taurus
widgets. The tango device uses dynamic generation of the
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temperatures by the library and creates an attribute for
each one. This functionality allows to the user change the
number of sensor on the hardware without changing any
configuration of tango device. The device server exports
only one device which has as properties the host IP (see
Figure 7) of the hardware and the port used for the communication, by default, the port 23 is used.
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FUTURE ROADMAP
The next targets for the project are:
 Do stress test inside the tunnel.
 Implement 4-20mA inputs.
 Implement analog inputs +/- 10V.
 Test MicroPython: evaluate micro-python allows us
to reuse more the code to other devices.

CONCLUSION
The entire system design had as main premises being
functional and economic. From the beginning, a special
attention was paid to cost and effectiveness.
Next step will be to produce some devices with 4 thermocouples sensors per unit to be used by accelerators and
beamlines groups, with the main goal to do a punctual
diagnostic and without the cost on installation time and
equipment on the EPS system. This first diagnostic allows
them to identify the future sensors installation on the EPS
system.
In the future scope this kind of technology can be used
to monitor several kind of sensors.
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CS-STUDIO DISPLAY BUILDER*
K.-U. Kasemir, Megan Grodowitz, Oak Ridge National Laboratory, Oak Ridge, TN, USA
Abstract

Widget Model

The Display Builder started as a comprehensive update
to the Control System Studio “BOY” panel editor and
runtime.
The design was changed to a modular approach, separating the model of widgets and their properties from the
graphical representation and the runtime. The model is
fully multithreaded. The representation has been demonstrated in both SWT and JavaFX, for now intending to
concentrate on the latter. The runtime, based on the
thread-safe model, avoids user thread delays and improves overall performance for complex widgets like
images as well as scripts and rules.
We present the current state of the development and initial deployments at beam lines of the Oak Ridge National
Laboratory Spallation Neutron Source (SNS).

The Display Builder Widget Model is a description of
all widgets and their properties. At this time, we implemented 42 widget types, categorized as follows.

MOTIVATION
Control System Studio (CS-Studio) is a collection of
control system tools [1,2]. Its most visible component to
end users is typically the operator interface panel builder
known as “BOY” [3]. Its versatility has led to the adoption of CS-Studio at several sites, sometimes replacing
existing display technologies [4]. At SNS beam lines, the
BOY support for scripting languages allows good integration between interactive and automated experiment control [5].
After about a decade of successfully using BOY at the
SNS, we started to recognize limitations in the underlying
architecture. Both the BOY display editor and the runtime
are based on the Eclipse Graphical Editor Framework
(GEF) [6]. While this greatly accelerated the initial development of BOY, it ties the software to the SWT [7]
graphics library. Furthermore, the BOY widget model can
only be accessed on the user interface (UI) thread, in part
because of its tight integration with GEF and SWT, which
limits access to widget properties to the UI thread.
Opening a new display file that resides on a busy file
server may be slow. While scripts are very convenient to
implement and update, their execution speed is often
limited. In the BOY software architecture, the loading of
displays and the execution of scripts needs to be handled
on the UI thread, which can cause the whole user interface to temporarily stop updating, which end users then
experience as a “freeze-up”.

DISPLAY BUILDER DESIGN
The Display Builder is meant to offer the same basic
functionality as BOY, but in a modified software design.
____________________________________________
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Graphic widgets that display static content:
Label, Rectangle, Polyline, Picture, ...
 Monitor widgets that display the value of a
control system Process Variable (PV): Text
Update, LED, Meter, …
 Control widgets that allow the user to modify
the value of a PV: Text Entry, Knob, various
buttons, …
 Plot widgets that show one or more PVs, including waveforms in various ways: X/Y Plot,
Image, Data Browser
 Structure widgets that are used to arrange
widgets within a display: Array, Group, Embedded Display, Navigation Tabs
 Miscellaneous widgets: Web Browser
The Widget Model is fully thread-safe, that is multiple
threads can for example concurrently update the “text”
and “foreground color” properties of a “Label” widget.
Software that has subscribed to widget property changes
receives immediate notification of updates. The widget
model is not tied to any specific graphics library. This
includes the description of colors or fonts, for which the
Display Model implemented its own data objects to avoid
outside dependencies.

Widget Representation
The Widget Representation module of the Display
Builder renders the Widget Model with a specific
graphics library. There are currently two implementations.
One is based on SWT, as in BOY. The SWT implementation is meant to demonstrate that our design is not tied
to a specific graphics library, but it is limited to very few
widget types and will at this time not be extended.
The second implementation is based on the newer JavaFX technology [8]. All widgets are fully supported by
this representation, which is our emphasis for the foreseeable future of the Display Builder.

Widget Editor
The Widget Editor shown in Fig. 1 allows users to interactively create and modify displays by positioning widgets and adjusting their properties.
A widget is added to a display by dragging it from the
widget palette into the display, and then adjusting its
properties. The “Properties” lists all properties of a widget, grouped into sections. Key properties tend to be listed
at the start of the list, including for example the position
and PV Name, which are often the only properties that
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need to be adjusted. Widget properties are listed in a consistent, meaningful order. For instance, the position is
always presented as “X”, “Y”, “Width” and “Height”.
Widgets with “Foreground” and “Background” colors will
always show them in this order.
The position and size of a widget can also be adjusted
by moving the widget within the display with the computer mouse. The primary PV name of a widget, or for Label
widgets the text, can alternatively be entered by doubleclicking the widget, which opens in in-place editor for the
text respectively PV name.

Figure 1: Widget Editor.

Widget Runtime
The Runtime connects widgets which depend on PVs to
the control system, and dispatches value updates received
from the control system to the associated widget properties. The Runtime instantiates script engines, currently
supporting JavaScript as well as Jython and Python, for
widgets that use scripts.
The Runtime is prepared for the latest EPICS V4 [9]
data types, including the image data type, which is displayed in the associated Image widget shown in Fig. 2.

Multithreading
When opening a display file, the actual file access,
parsing of the content and the creation of the Display
Model are all handled in background threads. Compared
to BOY, this is especially efficient for modular displays
where a top-level display contains several embedded
displays. With BOY, all CS-Studio display updates would
be suppressed while the top display and then each of the
embedded displays are sequentially loaded, until finally
the complete display can be represented.
In the Display Builder architecture, the top display is
opened in a background thread. Once its main-level widgets have been loaded, they are represented on the screen.
Now the content of all embedded displays is loaded in
parallel background threads. They are represented on the
screen as their information is parsed.
When for example the update of a numeric value is received from the control system, this data may need to be
converted into a string, or it may trigger the execution of
a script, and finally the result is displayed on the computer screen. The handling of PV value updates as well as the
execution of scripts is performed in background threads
against the thread-safe Model. The UI thread is only used
as necessary by the Representation when it performs the
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actual user interface update. The Representation further
throttles screen updates to reduce the likelihood of user
interface “freeze-up”.

Figure 2: Widget displaying EPICS V4 Image.

Macros
The Display Builder supports macros. As in BOY, macros can be used for text, including the PV Name, Label or
Tool Tip of a widget. In addition, macros are now supported for numeric or boolean widget properties. For
example, the width of a widget can be based on a macro.
The values for macros can be set as global preferences,
or they can be defined in a display, for example in the
properties of a “Button” widget that opens a display. As a
fallback, environment variables are read as macro definitions, allowing for example “$(USER)” as a macro to
fetch the name of the current user on Linux systems.

Widget Classes
A widget class defines a set of widget properties. For
example, a “COMMENT” class for the Label widget
might be defined as having its font set to a smaller size,
while a “TITLE” class for the Label widget can be defined to have a larger font, a certain color and position
that is fixed to the upper-left corner of the display.
When editing a display and adding a Label widget, the
user can decide to either directly configure the font property of the Label, or to select one of the predefined Label
classes, which would set the font, position etc. based on
the class definition.

BOY Compatibility
The Display Builder reads and executes most BOY displays without any changes. The widget set and their properties are very similar, but have been refined. Instead of
the one LED widget in BOY, the Display Builder provides a basic on/off type LED and a separate Multi-State
LED widget, since their configuration details are quite
different with respect to addressing bits in PV values. At
the same time, the BOY Rectangle and Rounded RectanTHSH303
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gle widgets have been joined into one Rectangle widget,
with corner radius simply becoming a rectangle property.
Existing *.opi displays with LED or Rectangle widgets
are automatically translated into the updated format.
Compatibility is limited for plotting widgets like the
XY Plot and Image widgets. The new XY Plot widget
supports waveforms, including error information. Legacy
displays that used the XY Plot for scalar data over time
need to be updated to the Data Browser widget.
Finally, while BOY displays that used rules are often
translated without problems, legacy scripts need to be
updated because the underlying programming model has
changed.
In case of incompatibilities, the original BOY *.opi file
is loaded in the Display Builder editor, manually adjusted,
and saved under the new *.bob file extension. When the
Display Builder runtime opens a file, it will always check
for both the legacy *.opi and the new *.bob file extension,
preferring the latter. Existing display file hierarchies can
thus for the most part remain unchanged, only adding new
*.bob files as necessary when the existing *.opi files are
not sufficient. This is especially useful during transition
periods where BOY continues to be used, while the Display Builder is phased in, because the existing *.opi remain unchanged.

CS-Studio Integration
While the Display Builder editor and runtime can be
executed as standalone tools, they are also fully integrated
in CS-Studio. For example, when the display builder
runtime executes a display file within CS-Studio, the
context menu allows users to inspect displayed PVs in
other CS-Studio tools.
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viewed in the Display Builder, but their operation still
depends on BOY until scripts have been converted.
Several beam line applications benefit from the enhanced plotting and image support of the Display Builder.
Fig. 3 shows the Display Builder interface for a sample
centering application. An image widget displays a camera
snapshot of the sample which is mounted on the end of a
stick. Users select a desired point on the sample by clicking into the image. The coordinates are written to PVs
which trigger motor moves to position the selected sample spot in the center of the beam.

Figure 4: Detector Histogram.
Fig. 4 shows a detector histogram. The histogram image, sized about 3000 x 1600 points, exceeds the physical
screen resolution. When receiving updated data, the Display Builder prepares the actual image, using the desired
color map, in a background thread, and finally presents it
on the screen. Users can interactively zoom into individual pixels of the histogram. Clicking on a pixel presents
detail about the location of that detector pixel with respect
to the sample, the scattering angle and more.

Figure 5: Example of Experiment Setup Tool.

Figure 3: Sample Centering.
A drawback of the CS-Studio integration is currently
the need to host the JavaFX graphics within an SWT
canvas, which slightly reduces the achievable update rates
compared to the standalone versions.

USE AT SNS
The Display Builder is operational on 5 SNS beam
lines, and is the designated tool for SNS beam lines from
now on. The displays for 8 other SNS beam lines can be

The use of the Display Builder on SNS beam lines
grew from simply interacting with the beam line control
system, i.e. from commanding motors and displaying
detector counts, to providing tools for experiment planning. Fig. 5 shows how users are guided through several
steps of preparing their experiment, in this example by
predicting expected Bragg peaks, then aligning the sample based on detected peaks. Such step-by-step planning
tools benefit from the Navigation Tabs widget, a container
widget that allows users to navigate between sub-displays
within a page.
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SUMMARY
The Display Builder is a comprehensive update of the
CS-Studio BOY. Initial use on SNS beamlines has proven
to be successful. Many existing displays continue to be
functional because of excellent compatibility of the Display Builder to BOY, and new types of displays, especially for detectors, have now become possible.
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STATUS OF THE SQUARE KILOMETRE ARRAY
J. Santander-Vela∗ , Lorenzo Pivetta, Nick Rees,
representing the SKA Organisation, Macclesfield, United Kingdom
Abstract
The Square Kilometre Array (SKA) is a international
project to build a number of multi-purpose radio telescopes,
operating as a single observatory, that will play a major role
in answering key questions in modern astrophysics and cosmology. It will be one of a small number of cornerstone
observatories around the world that will provide astrophysicists and cosmologists with a transformational view of the
Universe. Two major goals of the SKA is to study the history
and role of neutral Hydrogen in the Universe from the dark
ages to the present-day, and to employ pulsars as probes of
fundamental physics. Since 2008, the global radio astronomy community has been engaged in the development of
the SKA and is now nearing the end of the Pre-Construction
phase. This talk provides an overview of the current status
of the SKA and the plans for construction, focusing on the
computing and software aspects of the project.

INTRODUCTION
The Square Kilometre Array (SKA) is an international
project that has the aim of building multi-purposes radio
telescopes, with an equivalent collecting area of at least one
square kilometre, and thus unprecedented sensitivity, so that
key questions in modern astrophysics and cosmology can be
answered.
The original SKA Science book was published in 2004 [1].
In 2015, Advancing Astrophysics with the Square Kilometre
Array [2] was published with an update to the SKA science
book after a decade of development of the SKA concept,
incorporating more than 130 scientific use cases that will be
possible thanks to the SKA telescopes.
Those science cases cover Galaxy Evolution, Cosmology
and Dark Energy1 [3–5], Strong-Field Tests of Gravity2 [6],
Cosmic Magnetism3 [7], The Cosmic Dawn and the Epoch
of Reionisation4 [8], and research on the Cradle of Life5 [9].
The amount of physical disciplines foreseen to be encompassed by the SKA telescopes is one of the largest for any
ground based facility to date.
The SKA project is currently in what is known as SKA
Phase 1, or SKA1, in which two telescopes approximately
with 10% of the target collecting area are being built, namely
SKA1-Mid, and SKA1-Low, in order to prove the feasibility
of the techniques and derisk the construction of the next
phase of the project, SKA Phase 2, or SKA2.
∗
1
2
3
4
5

j.santander-vela@skatelescope.org
http://skatelescope.org/galaxyevolution/
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http://skatelescope.org/cradle-life/

The goal is to have a single observatory entity, that will
construct and operate two SKA1 telescopes (SKA1-Mid
and SKA1-Low), with presence in three sites: Australia
(SKA1-Low), South Africa (SKA1-Mid), and United Kingdom (Headquarters and central operations).
This talk focuses on the progress and status of the SKA1
telescopes. It starts by describing the SKA Organisation
itself (Sec. ), and the SKA telescopes being designed (Sec. ).
We continue with details on the Pre-Construction phase
(Sec. ), the challenging Data Flow and Processing (Sec. ), and
the Software and control challenges (Sec. ). We summarise
the main results in the Conclusions(Sec. ).

SKA ORGANISATION
The organisation overseing the SKA1 project is the SKA
Organisation (SKAO), currently a limited liability non-forprofit company registered in England and Wales.
The SKAO is in the process of the becoming an InterGovermental treaty Organisation (IGO), not unlike the European Council for Nuclear Research (CERN), the European
Molecular Biology Laboratory (EMBL), or the European
Southern Observatory (ESO). The timeline for that process,
and for the main design milestones, is detailed in Sec. .
Currently6 there are ten countries that are Full Members
of the SKAO (listed in alfabetical order): Australia, Canada,
China, India, Italy, New Zealand, South Africa, Sweden,
The Netherlands, and United Kingdom. Other countries
are involved in the design of the SKA1 telescopes, and it is
estimated that 2̃0 countries and more than 100 organisations
are contributed to that effort.
SKAO’s headquartes are located within the boundaries of
the Jodrell Bank Observatory, in the middle of the Cheshire
plain.
As part of the UK commitment as host country for the
SKAO HQ, and the IGO, an expansion to the HQ is being
constructed with the intention of becoming a nexus for radio
astronomy. The current status of the work, as of September
2017, can be seen in Fig. 1.

SKA1 TELESCOPES
As previously indicated, in this Phase 1 (SKA1) we intend
to build two telescopes, SKA1-Mid, and SKA1-Low, within
a cost cap for both telescopes of 674 MEur (2016 value).
The SKA1-Low will be located in Western Australia,
within the Murchison Radio-astronomy Observatory (MRO),
which defines a Radio Quiet Zone for the benefit of
the SKA1-Low, but also the Australian SKA Pathfinder
(ASKAP) and Murchison Widefield Array (MWA) precursor telescopes. Figure 2 shows where the MRO is located,
6

https://skatelescope.org/participating-countries/
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Figure 3: SKA1-Low prototype antenna station as deployed
in the MRO.
SKA1-Mid locations

Figure 1: Aerial view of the current status of the SKAO
HQ2 building, after the steel structure has been erected, and
concrete slabs installed. The current SKAO HQ is in the
foreground, Council chamber can be seen raising to the right.
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SKA1-Low locations
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Figure 4: Relevant locations of SKA1-Mid in South Africa.
The image shows the location of the SKA1-Mid site, the Engineering Operations Centre in Carnarvon, and the Cape
Town, where we expect the Science Data Processor for
SKA1-Mid to be located.
Data SIO, NOAA, U.S. Navy, NGA, GEBCO
Image Landsat / Copernicus
Data SIO, NOAA, U.S. Navy, NGA, GEBCO

N
1600 km
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Figure 2: Relevant locations of SKA1-Low in Western Australia. The image shows the location of the Murchison Radioastronomy Observatory, the Engineering Operations Centre
in Geraldton, and the Pawsey Supercomputing Centre, where
we expect the Science Data Processor for SKA1-Low to be
located.

with the positions of Carnarvon (the designated Engineering
Operations Centre), and of the Cape Town, currently the
designated host city for the Science Processing Facility.
The interested reader can follow [10], that defines the baseline design capabilities of both the SKA1-Mid and SKA1Low telescopes.

SKA1 PRE-CONSTRUCTION
together with the positions of Geraldton (the designated Engineering Operations Centre), and of the Pawsey Supercomputing Centre, currently the designated host for the Science
Processing Facility.
SKA1-Low will consist of 131,072 log-frequency, dual
polarisation dipole antennas, organised in 512 stations of
256 antennas each. There will be a core of antennas, where
the stations will have an approximately circular shape, but
no real boundaries, and remote stations beyond the core that
will be distributed in clusters of six stations each, around
three spiral arms. Figure 3 shows a deployment of protypes
antennas at the MRO, with the typical density that is expected
for a SKA1-Low station.
In South Africa, SKA1-Mid will be composed of 133
SKA1-Mid dishes, that will be integrated with the 64
MeerKAT dishes that will be retrofitted with SKA1-Mid
style receivers and digitisers, in order to make them more
easy to integrate as part of the SKA1-Mid telescope. Figure 4
shows where the SKA1-Mid core site is located, together

Both SKA1-Mid and SKA1-Low are being design by 9
international design consortia, which have each taken over
9 major high-level work packages that make up the work
required to deliver the designs for those two telescopes.

SKA1-Mid and SKA1-Low
Dish Consortium (DSH) led by the Commonwealth
Scientific and Industrial Research Organization (CSIRO;
Australia); responsible for the design of the SKA1-Mid
dishes, including their receivers, internal control system,
and the delivery of tested SKA1-Dish prototypes.
Low-Frequency Aperture Array (LFAA) led by ASTRON (Netherlands); responsible for the design of the
SKA1-Low antennas and station-level beamforming and
calibration systems, and the delivery of tested SKA1-Low
antenna and station prototypes.
Synchronisation and Data Transport (SADT) led by
University of Manchester (UK); responsible for the design
FRAPL01

Project Status Reports

1983

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

of the networks that interconnect Dishes (in SKA1-Mid)
or Stations (in SKA1-Low) with the correlators, and the
beamformed data and calibrated visibility data from the
correlator/beamformer to the science data processing subsystem; it also includes the frequency and time reference
system, and the UTC(SKA) implementation.
Telescope Manager (TM) led by National Centre for
Radio Astrophysics (NCRA; India); responsible for the design of the control and monitoring system of the telescope,
and the observation management, from proposal handling,
to planning, to live scheduling.
Central Signal Processor (CSP) led by the National
Research Council of Canada (NRC); responsible for
the design of the SKA1-Mid and SKA1-Low correlator/beamformer, and also the PulSar Search (PSS) and PulSar
Timing (PST) beam-data processing engines.
Science Data Processor (SDP) led by University of
Cambridge (UK); responsible for the design of the science
processing of calibrated visibilities, transient data, tied-array
beams, and beam-formed time-series data.
Infrastructure Australia (INAU) led by the Commonwealth Scientific and Industrial Research Organization
(CSIRO; Australia); responsible for the design of all supporting infrastructure of the SKA1-Low telescope, except
for networking and telephony services.
Infrastructure South Africa (INSA) led by SKA SA
(South Africa); responsible for the design of all supporting
infrastructure of the SKA1-Mid telescope, except for networking and telephony services, and of the site buildings,
which are provided as part of the South African hosting
agreement;
Assembly, Integration, and Verification (AIV) led by
SKA SA (South Africa); responsible for the construction
roll-out plan and the verification, validation, and integration
plans for the SKA1-telescopes.

Advanced Instrumentation Program
There are three additional international consortia working
on technologies that will not be used for the SKA1 telescopes, but will be part of either in future upgrades, or for
SKA2 telescopes, as part of what is known as the Advanced
Instrumentation Program (AIP):
Medium-Frequency Aperture Array (MFAA) led by
ASTRON (Netherlands); responsible for developing prototypes and de-risking aperture array technologies at medium
frequencies (above 450 MHz).
Phased-Array Feed (PAF) led by the Commonwealth
Scientific and Industrial Research Organization (CSIRO;
Australia); includes improvements to the Phased-Array Feed
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(PAF) technology being developed for the ASKAP precursor
telescope.
Wide-Band Single Pixel Feed (WBSPF) led by
Chalmers University (Sweden); responsible for the design of
broad-spectrum, single-pixel feed receivers, that go beyond
4:1 bandwidth ratios.

Framework for Funding
These consortia are not directly funded by the SKAO, but
instead the organisations making up those consortia get their
funding through funding programs created by the member
countries of the SKA, or by non-SKA-specific funding instruments from countries not yet members of the SKA. This
is specific for the Pre-Construction phase.
The framework for funding the construction is being negotiated together with the IGO Convention, but it will most
likely consist of a mixture of cash and in-kind contributions
to the future SKA IGO, with measures to attempt a juste
retour to member countries.
The Convention will be initialised in October 2017, with
Convention Signing by the representatives of the members
in January 2017. After that, a ratification process in each
member country is required.
The SKA IGO Convention will enter into force when at
least 5 member countries, with the 3 host countries (Australia, South Africa, and United Kingdom) among them,
have ratified the Convention. After that date, there will be a
period of coexistence between the SKA IGO and the SKAO,
and a take-over process of the SKAO assets by the SKA IGO
will take place during the Transition period.
Meanwhile, the Pre-Construction engineering process
will end up with Critical Design Review (CDR) process
for all design workpackages, and a following System CDR.
When the CDR process is closed out, a Construction Proposal will be created to be ready for the moment in which
the SKA IGO Council exists. Acceptance of the proposal
is expected around Q3 2019, with construction ramping up
after that.
The timeline for the above mentioned events is shown in
Fig. 5.

SKA1 DATA FLOW & PROCESSING
One of the main challenges that the SKA1 telescopes pose
is the need for almost real-time processing —for the calibration loops— of tens of terabits of information. A notional
data flow for the SKA1-Mid and SKA1-Low telescopes is
shown in Fig. 6.
For SKA1-Mid, the 133 SKA1 Dishes, together with
the 64 MeerKAT dishes, generate a traffic of up to 8.8 terabit/second to the SKA1-Mid Correlator (part of the Central
Signal Processor, CSP).
For SKA1-Low, the aggregate data traffic from the antennas is up to 2 petabit/second, and is further reduced by
the LFAA beamformer down to 7.2 terabit/second, which is
then fed to the SKA1-Low correlator (CSP).
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Figure 5: SKA1 timeline, showing the steps for establishing organisation governance, and the way to construction.
SKA Regional Centre Alliance

SKA1-LOW

~2 Pb/s

SRC 1

~50 PFlops

SRC 2

~5 Tb/s

8.8 Tb/s

~300 PB/yr

SRC n

SKA1-MID

Figure 6: Notional data flows and computational intensity
required by the SKA1 telescopes, with shared Central Signal Processor (CSP) and Science Data Processor (SDP) for
convenience.

For comparison, CISCO estimates that in 2016 the average
data across all of the internet was 360 terabit/s, or 1/5 of the
traffic generated by the SKA1-Low antennas, and only 40
times the traffic generated by all the SKA1-Mid antennas.
At the CSP the main operations are Multipy-ACcumulate
operations (MACs), and the computational intensity required
is of around 50 petaflops7 to generate radio interferometric visibility data, which is then sent to the Science Data
Processor through a data link of 5 terabit/second.
The SDP for both SKA1-Mid and SKA1-Low will be
formed by a High-Performance Computer in the order of
250 petaflops8 , and the amount of science data that will be
archived is estimate in the order of 300 petabyte/year.
The large amount of data to be archived, and the large size
of the individual observations that researchers will have to
analyse makes it very difficult to distribute the data directly
7
8

50 × 1015 FLoating-point OPerations per Second
250 × 1015 FLoating-point OPerations per Second

SRC 3

Users

SKA
Observatory

~250 PFlops

SRC Science Gateway

7.2 Tb/s

Figure 7: The SKA Regional Centre Alliance is composed
of a number of SKA Regional Centres, that will store the
data from the SKA telescopes, and will provide a unified
access and processing gateway to investigators.

to the investigatores. A network of SKA Regional Centres
(SRCs) is being envisioned to share the storage of the SKA1
telescopes’ archives, and provide data access to the investigators and archive researchers, but also scientific analysis
tools, and custom pipelines for dedicated science goals.
The different SRCs will be federated in an SKA Regional
Centre Alliance (SRCA) that will provide a unified front-end
for astronomers. Figure 7 illustrates the concept.
The fastest supercomputer in the TOP500 list as of June
20179 is the Sunway TaihuLight, developed by China’s National Research Center of Parallel Computer Engineering
and Technology (NRCPC), with a Linpack performance of
93 petaflops. Each of the SKA1 SDPs will have to be, then,
5 times more powerful than the current fastest computer in
the world.
9

https://www.top500.org/lists/2017/06/
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Given the challenge to achieve that performance, and the
experience that CERN has in high-perfomance computing
and its tiered network of data and computing centres for
the analysis of the data coming from the Large Hadron Collider (LHC) experiments, CERN and SKA have signed an
agreement for collaboration on extreme-scale computing10 .

SKA1 SOFTWARE, CONTROL SYSTEM
GUIDELINES, AND PROCESSES
The SKA1 telescopes will be composed of millions of
parts that will be controlled, monitored, and orchestrated by
the subsystem called Telescope Manager.
It was envisioned that the Telescope Manager (TM) would
be the top of a control hierarchy at telescope level, while each
SKA subsystem had a Local Monitoring and Control (LMC)
unit that translated high-level coordination commands into
domain-specific instructions, and reported rolled-up status
information to TM. The LMCs had to support additional
drill-down and pass-through capabilities when requested.
In March 2015 it was decided that the Telescope Manager
middleware should be an existing, open source, industrial
strength Supervisory Control And Data Acquisition system.
After analysing the ALMA Control Software (ACS)11 ,
the Experimental Physics and Industrial Control System
(EPICS)12 , and the TACO Next Generation Object-oriented
control system (TANGO)13 , TANGO was selected as the
middleware of choice for the SKA telescopes.
In order to avoid problems with the interpretation of
TANGO patterns, a series of meetings were arranged so
that the developers of the LMCs for the different SKA subsystems (also known as Elements in SKA parlance) had
common approaches, and common ways of reporting state
and health information, and the ways in which pass-through
and drill-down capabilities were mapped to the TANGO
framework.
The result was a series of technical notes, and three main
documents applicable to control interfaces: the SKA Control
System Guidelines, the SKA TANGO Developer Guidelines,
and the SKA TANGO Naming Convention. You can read
more about them in [11]. Also, once the way forward with
TANGO was well established, the SKAO joined the TANGO
collaboration as contributing member, with Nick Rees as
SKAO’s representative in TANGO collaboration’s Steering
Committee14 .
The high-control hierarchy for SKA1-Mid is shown in
Fig. 8, while the one for SKA1-Low is shown in Fig. 9.
The diagrams show that there is a TANGO facility for
each of the SKA elements, except in the case of Dish, where
a facility for each of the individual dishes is foreseen. This
helps each dish to be really identical from a control point
10http://skatelescope.org/news/ska-signs-big-data-

cooperation-agreement-cern/
11https://github.com/ACS-Community/ACS/
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of view, and to keep their device hierarchies separate from
each other.
In the case of SKA1-Low, below the MCCS a number
of TANGO devices will exist to monitor equipment at least
down to tile level (SKA1-Low stations are made up of 16
tiles, or 16 antennas each), which means at least 8,192 devices.
The SDP is primarily a High-Performance Computer, and
as such tools such as Open Stack will be used for monitoring and orchestrating the software processes that need to be
launched as a result of observation processing, and a graph
execution engine (the SDP Execution Framework), based on
Apache Hadoop and/or Apache Spark, and orchestrated by
Apache Mesos or Apache Marathon will be used, insted of
using TANGO directly for orchestration of those processes.
However, pools of ProcessBlocks TANGO devices will be
created that will help to provide observation progress monitoring through TANGO.
The complexity of a system that will encompass, when
developed, several millions lines of code, induces both programmatic and functional risk. In order to avoid that, the
SKAO has recently decided to adopt the Scaled Agile Framework15 (SAFe®).
We have started processes to make the core concepts of
Agile in general, and SAFe in particular, an integral part
of the software development plans of the SKA consortia.
The balance between the traditional strict, gated System
Engineering approaches of large construction projects, and
the agile principles for continuous integration and delivery
of software is not trivial to achieve, and will be the focus
of the SKAO for the future, together with the successful
completion of the subsystem- and system-level CDRs.
Figure 10 shows the SAFe processes for software engineering. The bottom part of it represents the work of a single
Agile team, while the middle part represents the Agile Solution Train (ART) that combines the work of several Agile
teams, and the top part represents the Solution Train, that
combines several ARTs.
The main tool for synchronising the processes of the Agile Release Trains, and the individual agile teams is the cadence of the sprints and Program Increments (PIs), and the
sharing of a common backlog that the teams self-organise
every Program Increment, so that work dependencies, and
programme/solution needs are resolved at every Program
Increment. Feedback from the solution intent is flown down
from Model Based System Engineering artifacts at the top,
to the backlogs for the ARTs, and the individual teams, with
always a representation of that solution intent in the form of
Product Owners, System Engineers, and Solution Architects.
We’re in the process of deriving what the first PIs will be
from the current AIV roll-out plan, so that we can provide
the functionality that is required precisely when it is needed.

12http://www.aps.anl.gov/epics/
13http://www.tango-controls.org/
14http://www.tango-controls.org/about-us/executive/

15http://www.scaledagileframework.com
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Figure 8: High-level overview of the SKA1-Mid Facilities. There are 133 Facilities for each of the SKA1-Mid dishes, while
there is only one facility for the 64 MeerKAT dishes. Compare with Fig. 9.
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Figure 9: High-level overview of the SKA1-Low Facilities. The LFAA MCCS exposes control to a very large hierarchy of
devices, not shown here. Compare with Fig. 8.

CONCLUSION
The SKA1 telescopes are just a few months from their
Critical Design Reviews, and that of their subsystems, and
their construction will prove challenging both in terms of
organisational readiness, and the complexity of the systems
being built.
As part of the derisking of the software systems, and
managing that complexity, we have opted for several standard
solutions:
• using a horizontal harmonisation approach to control
systems, choosing TANGO as the control framework
and middleware for all subsystems of the SKA1 tele-

scopes; TANGO provides the right level of hierarchical
control and encapsulation, and easy access to all parts
of the control system, combined with a rich software
library and a vibrant community; SKAO has joined the
TANGO collaboration as contributor to benefit from
and give back to the community;
• using an industry supported agile process framework
such as SAFe to successfully scale agile practices to
a large scale solution, with continuous integration at
team and solution levels;
We expect to be able to have a construction proposal and
an IGO in Q1 2019, and to start procurement in late 2019,
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Large Solution SAFe

Figure 10: Diagram of Scaled Agile Framework (SAFe®) processes for software engineering.

with the first antennas on the ground around late 2022, and
a complete deployment in 2026, with the ramp to operations
starting soon after that.
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THE DANIEL K. INOUYE SOLAR TELESCOPE*
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Abstract
The Daniel K. Inouye Solar Telescope (DKIST) is currently under construction on the summit of Haleakala on
the island of Maui. When completed in late 2019 it will be
the largest and most powerful optical solar telescope in the
world with a 4 meter clear aperture and a suite of state of
the art instruments that will enable our Sun to be studied in
unprecedented detail. In this paper we discuss the current
state and plans for testing, commissioning and calibration
of the telescope and how that is supported by the DKIST
control system.

INTRODUCTION
Figure 1 is a rendered image of the telescope at the site
so that it is possible to see both the building and the telescope.

of an 8 to 12-meter telescope. The height of the building in
Fig. 1 is 44 meters and the dome diameter is 26 meters.
Control of thermal effects is a major issue for the telescope. It is not obvious from the figure but the enclosure is
shaped to minimize the surface area directly facing the sun.
The outside of the enclosure is covered with plate coils to
actively cool the enclosure during observations and unlike
a night time telescope the entrance aperture for the light
beam is a circular aperture rather than a slit to avoid any
direct solar radiation illuminating the telescope structure.
The heat loads on the mirrors are considerable and so must
be actively cooled. M1 for example receives about 14 kW
and the irradiance at the heat stop at prime focus is about 3
kW cm-2.
The coudé laboratory is the large structure sitting beneath the telescope. This environmentally controlled room
has a diameter of 16.25m and houses the mirrors M7 to
M10. M10 is the deformable mirror used by the Adaptive
Optics System to correct the beam for atmospheric distortions before being passed to the instruments. It is 210 mm
in diameter and has 1600 actuators. Figure 2 shows the layout of instruments and the Wave Front Correction System
(WCCS) in the coudé laboratory.

Figure 1: Cut-away image of telescope enclosure showing
the telescope and coudé rotator.
DKIST has an off-axis 4m diameter primary mirror (M1)
to provide an un-obstructed light path to minimize scattered light. The heat stop at prime focus passes a 5
arcminute diameter circular beam to the secondary mirror
(M2) which forms a second Gregorian focus and then a further 8 mirrors (M3 – M10) direct the beam into the coudé
laboratory where the light is further directed via dichroic
beam splitters to the instrumentation. The all reflective design will allow exploration of the wavelength range from
0.3 to 35 micron.
Although the primary mirror is “only” 4 meters and so
small relative the latest class of night time optical telescopes, the off-axis design results in a structure on the scale
___________________________________________

* DKIST is a facility of the National Solar Observatory funded by the
National Science Foundation under a cooperative agreement with the Association of Universities for Research in Astronomy, Inc.
† cjm@noao.edu

Figure 2: Layout of instruments in coudé laboratory.
First light instruments consist of the Visible Broadband
Imager (VBI) which has both a read and a blue arm, the
Visible Spectro-Polarimeter (ViSP), the Visible Tunable
Filter (VTF), and two Near Infra-Red Spectro-Polarimeters, one Diffraction Limited (DL-NIRSP) and the other
cryogenically cooled (Cryo-NIRSP). This instrument suite
will allow high resolution spectral, temporal and spatial observations over a wide wavelength range. Further details of
the telescope and its instrumentation can be found in [1].
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DKIST CONTROL SYSTEM
The philosophy and architecture of the DKIST control
system is described in [2] and uses a Common Services
model similar to that adopted for the ALMA project Common Software (ACS). This infrastructure software is
known as the Common Services Framework (CSF) [3]. A
major advantage of this approach is a separation of the
functional and technical architecture allowing a small central team to support widely distributed groups of developers. The central team develops the core services whilst the
sub-system developers can concentrate on the specific
functionality of their systems.
As an adjunct to CSF a base software package is also
provided that can be used or extended by application developers [4]. Base software was developed to provide a
standard solution to some common problems that developers would encounter. Of particular note are the provision of
a lifecycle management controller and an action management controller.
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Telescope Mount Assembly (TMA) has separate controllers for the azimuth, altitude, coudé axes and another for
the mirror cover mechanism.

Lifecycle and Action Management
Each controller participating on the DKIST control system goes through a set of defined states both when starting
up and shutting down, as illustrated in Fig. 3.
Figure 4: Control system hierarchy showing subsystems of
TCS.

Events, Logging and Archiving
Figure 3: Lifecycle states of every DKIST controller.
By including a lifecycle management controller in their
application an application developer can easily bring all the
controllers that make up their application to the same
lifecycle state.
An action management controller extends lifecycle management by adding the ability to split up configurations it
receives into sub-configurations for the controllers it manages. A configuration is a set of attributes that a controller
must match before it completes e.g. move to position x.
The management controller then waits for each sub-configuration to be matched before completing itself. This architecture allows a higher level system e.g. a script to send
a configuration to a single controller and wait for a single
completion message before continuing.

Control Hierarchy
The DKIST control system is arranged hierarchically. At
the top of the tree is the Observatory Control System
(OCS). This is one of the four principal systems the others
being the Telescope Control System (TCS), Data Handling
System (DHS) and the Instrument Control System (ICS).
This hierarchy then extends downward as illustrated by the
TCS.
Each of the eight subsystems of the TCS, shown in Fig.
4, in turn consist of a hierarchy of controllers typically one
for each major mechanism they control. For example, the

Three of the common services that the DKIST control
system will use extensively during telescope commissioning will be the event, logging and archive services.
The event service is a publish-subscribe mechanism by
which information can be passed between controllers. A
controller can subscribe to a named event and then receive
a call back when the event is posted. The most common use
of the event service is for a sub-controller to publish its status for monitoring by a higher level controller. However,
the event service can also be used by a higher level controller to control a lower level device. This is done when a
continuous stream of demands needs to be sent. Key examples of this are the tracking demands from the TCS to the
mount and enclosure and the wave front errors from the
Wavefront Correction Control System (WCCS) to the mirrors in the optical train.
Importantly, all these events are publically available so
during commissioning it will be possible to monitor any of
these events independently of the main control software to
ensure they contain the expected data for the operations being performed. The CSF provides event viewer for this purpose or, a custom Java Engineering Screen (JES) [5] can
be easily be constructed if something other than a scrolling
listing of the event contents is required. JES is a graphical
tool for rapid construction of engineering interfaces. It
comes with a standard set of CSF aware widgets which can
be a simple as a text display linked to an event attribute or
these can be extended or added to as required to create a
custom widget as has been done for the M1 support
(Fig. 5).
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Figure 5: M1 actuator overview. In this view the axial actuators are off and the lateral actuators active.
The Logging Service is used by controllers to write messages to a persistent store. Messages generally fall into two
categories: informative or diagnostic i.e. debug. All messages are time stamped and contain the name of the controller that wrote them. In addition each message has a category and a mode (one of note, warning, severe or debug)
and if debug then a level. All controllers support the turning on or off of diagnostic messages at a given level. The
CSF provides a log view tool that supports filtering on any
of the above fields so when problems arise during commissioning the messages from particular controllers over a selected time span for example can easily be isolated.
The Archive Service provides a persistent store for data.
Attributes are logged with a time stamp and the name of
the controller that wrote them. The intended use of the archive service will be to store either continuously or in
bursts, engineering data from the telescope that will analysed later. For example data from the WCCS archived during observing will be used to refine the look up tables
(LUTS) used to control the mirrors when running open
loop by looking for dependences on telescope altitude,
temperature etc.

TESTING AND QUALITY ASSURANCE
Prior to the DKIST control system controlling any hardware at the summit an extensive period of testing and integration occurs off site. Individual subsystems and their
hardware first undergo a Factory Acceptance Test (FAT)
procedure before being delivered to the project. FAT testing is as rigorous as possible given the constraints of the
location in order to identify potential problems as early as
possible due to the challenges of integration on site. For
example the enclosure was test assembled and exercised at
the AEC-IDOM Hilfa facility in Bilbao and the mount and
coudé rotator were similarly assembled and controlled at
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Ingersoll Machine Tools Inc., Rockford, Illinois prior to
shipping to Maui.
With regard to the control software, each subsystem is
required to be delivered with a simulator that allows the
software to be run with no hardware or with only some of
the hardware present. As discussed later this was made use
of during Site Acceptance testing (SAT) of the coudé to
simulate the mount hardware that is currently in the process
of being assembled. In addition, subsystems are delivered
with a set of test scripts that automate any acceptance test
that does not require human intervention.
The combination of a simulation mode and scripting provides the project with a powerful tool for quality assurance,
testing and integration of software components prior to deployment at site. Following FAT the control software is installed on end-to-end (E2E) simulators at the projects sites
in Tucson and Boulder. These simulators are groups of machines that mimic as far as possible the final control system
deployment at site.
The Tucson E2E runs the quality assurance (QA) process
each night. It uses VMware to create a virtual machine then
does a complete clean checkout and build of the CSF and
a subsystem. It then runs the test scripts for that subsystem
using the Test Automation Facility (TAF). All logs from the
tests plus any logging done by the controllers using the logging service are archived and the engineer in charge of that
subsystem is emailed a summary report. In this way unexpected adverse side effects of code changes to the CSF or
the subsystem are picked up within 24 hours of the changes
being committed.
The Boulder E2E can also run the TAF but is targeted
more at the operators and scientists. It can run up to five
camera simulators, three instrument systems and a DHS
camera line. In this way observing programs can be executed as if at the summit and the whole process of acquiring
a target, configuring an instrument, acquiring and storing
data can be tested. The Boulder E2E provides a test bed
training observers and operators in the use of the telescope
and its instrumentation.
Further details on the TAF and Boulder E2E can be
found in [6] at this conference.

COMMISSIONING AND CALIBRATION
Integration, Test and Commissioning (ITC) of the telescope facility is just now starting. Final assembly of the
mount is complete and first movements of the axes should
take place in October 2017. The primary mirror is on site
and will be installed in the telescope in the first part of
2018. The process of commissioning and calibrating the
telescope and its instrumentation ready to hand over to operations won’t be complete until the end of 2019. It is a
long and detailed process involving all the staff of the observatory, instrument partners and subsystem suppliers. In
the following sections we present some results and plans
for the parts of that process in which the authors are particularly involved. In particular, testing of the coudé rotator
which was the first mechanism to under site acceptance,
deriving the telescope pointing model and derivation of the
initial LUT for M1
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Coudé Site Acceptance Testing
The image quality requirements of modern telescopes require tight control of image jitter and vibration from the
telescope drives and ancillary equipment such as pumps
etc. The image jitter budget from all sources is during normal tracking is 75 mas. Image jitter was measured during
FAT and the contributions of the mount and coudé were
determined to be 17 and 5 mas respectively [7, 8]. These
measurements were made in a noisy factory environment
and on a different mounting compared to the site configuration. It was important therefore to repeat the tests on site
where the expectation was these results would improve as
indeed was the case.
The setup was similar to the factory tests with four accelerometers mounted on the coudé. In order to compute
the image motion the assumption is that the coudé moves a
rigid body. This is true at low frequencies but not so at high
frequencies.
In Fig. 6 the primary tilting structural mode is clearly
seen at 11.6 Hz as all four accelerometers measure the same
displacement. This tilting mode is modelled as a rotation
about a point 9.6 m below the coudé platform. From this
the optical sensitivity to rotations about the x and y axis
from a beam striking M7 can be used to derive the resulting
image motion. This indicated a factor 10 improvement on
the results obtained in the factory with an image jitter of
about 0.5 mas. This was an encouraging result but for these
tests the coudé platform was balanced and lightly loaded.
Once the platform is fully loaded with its full instrument
suite the servos will need to be retuned and the measurements repeated.

Figure 6: Frequency Response Function (FRF) of accelerometers when oriented in same axis and excited by a 440
N shaker.

Telescope Pointing
A major function of the DKIST TCS is to place the observer’s target of interest at a chosen position and orientation in the focal plane. The heart of the TCS is the pointing
kernel which performs all the necessary transformations to
convert the target coordinates into azimuth, elevation and
coudé rotator demands. These transformations consist of
two parts. The first are the astrometric transformations
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from solar or stellar coordinates to apparent azimuth, elevation and rotation and the second are the transformations
from apparent coordinates to demands to the drives. The
first transformations are completely specified. The TCS includes a high precision heliocentric earth ephemeris and a
solar physical ephemeris specifying the earth’s position
and velocity as a function of time and the sun’s orientation
and rotation. The second set of transformations require calibration as they must correct for the as built telescope. Specifically these transformations need to allow for such
things as the index and collimation errors of the telescope,
any non-perpendicularity of the azimuth and elevation axes
and any tilt of the azimuth axis from the vertical. As well
as these standard geometric terms the pointing model must
correct for other errors. For example, surveys of the flatness and relative levelling of the azimuth inner and outer
bearings are predicted to lead to a sinusoidal variation of
the non-perpendicularity of the azimuth and elevation axis
with an amplitude of about 1.5 arcsecs.
The TCS pointing kernel is built around TCSpk [9] from
Tpoint Consulting. TCSpk implements all the necessary
coordinate transformations in a rigorous manner. This includes a tight integration with the TPOINT off-line analysis package that takes a set of pointing data and analyses it
to solve for a set of pointing terms that minimizes the difference between the demanded and observed axis positions. Any pointing term available to TPOINT can be
loaded into the pointing kernel to correct for pointing errors
without requiring additional coding. In the example given
previously the expected sinusoidal variation in non-perpendicularity will show up as the harmonic terms HVCA
and HVSA.
The blind pointing specification for the DKIST is 1.7
arcsecs rms anywhere on the sky i.e. there will be a 99.7%
probability that the target will fall within 5 arcsecs of the
center of the field of view following a slew. Although the
DKIST is a solar telescope pointing will be determined by
observations on stars. Characterizing the pointing terms requires observations over as large a range of azimuth and
elevation as possible to best separate the different functional dependencies of the pointing terms. Using the sun as
the only target is problematic as it covers a limited range
of azimuth and elevation during the course of a year and
there are no permanent features with absolute known positions apart from the solar limb. The limb will be used for
adjusting collimation terms on an as needed basis but the
main pointing terms will be determined by night time observations of stars.
The first pointing map will utilize a small telescope
mounted onto the M1 support frame prior to the installation
of the mirror. Observations of 40 to 50 stars with good sky
coverage will enable an initial pointing model to be derived. The purpose of this model is three fold: to provide a
first indication of the performance of the mount, to determine those pointing terms not dependent on the optics, e.g.,
axis non-perpendicularity and to make the initial task of
finding targets a prime focus easier. This last point is important for the derivation of the M1 LUT described later.
This initial pointing model will have limitations and is not
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intended to reach the full pointing accuracy of the science
requirements. The quality of the model will be limited by
any flexures in the telescope and camera mountings and the
stability of the optics within the telescope to the changing
gravity vector.
Subsequent pointing maps will be made as the optics are
installed and aligned. When M1 is installed a commissioning camera and wave front sensor will be mounted on the
top-end optical assembly (TEOA) that will ultimately support M2. Once M1 is aligned and its shape adjusted a new
pointing map will be made for prime focus. This process
will be repeated once M2 is installed. The commissioning
camera will be moved to the Gregorian focus and a new
pointing map constructed.
The ultimate pointing map will utilize the context viewer
which is part of the wave front control system in the coudé
laboratory. This camera has a 30 or 60 arcsec field of view
dependant on the field lens in use. The context viewer is
fed by 0.4 percent of the incoming beam via a series of
beam splitters and apart from when Cryo-NIRSP is in use
(which has its own context viewer) it is always available
for confirming target acquisition.

World Coordinates
Derivation of a world coordinate system (WCS) allows
us to answer questions such as the following: given this
pixel in my image what are its helioprojective coordinates?
and conversely where will the object at this heliographic
longitude and latitude fall on my detector? Calibration of
the WCS involves a good pointing model plus calibration
of the orientation and scale of each detector relative to the
celestial frame of interest. For details of the WCS for solar
data and its relation to the Flexible Image Transport System (FITS) see [10].
For the DKIST the context viewer will provide the link
between coordinate frames within the coudé laboratory and
the celestial frames. We can write the overall transformation as follows
,

2

2

2

,

Where ξ, η are tangent plane coordinates at the reference
point and px and py are the pixel coordinates on the detector. The transformation I2C maps instrument pixels to
context viewer pixels, C2T maps context viewer pixels to
telescope focal plane x, y and T2S maps telescope x, y to
the sky tangent plane coordinates.
Each component i.e. TCS, context viewer and instrument is responsible for providing its part of the transformation. If the context viewer and instrument had no movable mechanisms or optics their transformations would be
calibrated once and never change since they are all bolted
rigidly to optical benches in the coudé laboratory. In practice the context viewer has an exchangeable field lens and
some of the instruments have detectors mounted on x, y
stages which require an additional level of calibration. The
transformation T2S is computed dynamically every 50 milliseconds by the TCS by sampling the field in five places
and doing a full pointing transformation at each location.
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The three transformations are all represented by the linear relationships

In the case of the transformations I2C and C2T there is
no skew of the axes and so a = e and b = -d. This is not the
case for T2S which includes the effects of refraction which
varies across the field.
Calibration of the coefficients of I2C and C2T of these
transformations follows the same process but differs
slightly in detail. The coordinates of a set of images are
recorded in both coordinate systems and then a least
squares fit is made between the coordinate pairs to solve
for the unknowns a through f. In the case of the transformations I2C this is done using the calibration facilities at
the Gregorian Optical Stations (GOS) where a selection of
pinholes and masks are available. In the case of C2T a stellar target is used and the TCS commanded to place that target at different x, y in the focal plane and at the same time
recording the corresponding context viewer pixel coordinates.
Once the transformation from pixels to sky has been
found the reverse process of mapping a sky position to a
pixel position is simply a question of generating ξ, η from
the target coordinates and the coordinates of the reference
point and then applying the inverse of the linear transformation.

Primary Mirror LUT
The DKIST primary mirror is a 4.24 meter off-axis concave paraboloid with a thickness of 75 millimetres where
the parent conic has a 16 meter radius of curvature. The
outer 12cm is masked by an aperture plate to give a clear
diameter of 4 meters. The thinness of the mirror to its diameter mandates an active control system to control the
flexing of the mirror as it sags due to the changing gravity
vector. The control system must maintain the mirror surface figure error to less than 45 nanometre rms over the full
range of travel of the elevation axis.
In order to meet this specification the M1 control system
implements a number of different lookup tables that map
Zernike wavefront errors as a function of elevation via a
sensitivity matrix to forces to be applied to the axial support system. Up to 20 Zernike terms from Z5 to Z24 can be
applied and as there are 118 axial actuators the sensitivity
matrix is 118 x 20. Each Zernike term as a function of elevation is modelled as
A ∗ cos

∗

However, before we can determine the coefficients of
these models we must first determine the lateral and axial
position of the prime focus at some reference position. The
2nd magnitude star α UMi better known as Polaris will provide the reference location. It is only 0.75 degrees from the
celestial North Pole and thus its elevation will be approximately constant changing by a maximum of 1.5 degrees in
a 12-hour period.
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The commissioning camera and wavefront sensor mentioned earlier mounted on the TEOA hexapod will be
moved to the nominal focus position as determined by finite element analysis (FEA) and the coordinate frame set
up by laser tracker measurements during the construction
of the telescope. The nominal accuracy of the positioning
should be 50 – 100 microns although systematics in transfer from one set of laser tracker references will likely make
the accuracy less than this. Finding the axial and lateral position of best focus is complicated by the fast primary and
it’s off axis position. Spot diagrams at an offset focus position are shown in Fig. 7. The effects of the rapidly increasing coma and astigmatism as you move off-axis are
clear.
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the focal position is a long way from where it is expected
to be found.
Once the best focus has been found then the residual and
higher order terms will be off loaded to M1. The additional
forces applied to the axial actuators will then be used to
populate a static force array.
With the mirror now optimized for an elevation of 20.7
degrees which is the mean elevation of α UMi from Haleakala the telescope will be slewed to other bright stars covering the full elevation range of the telescope. At each such
elevation the location of best focus will be determined and
the residual wavefront errors recorded. The locations of
best focus will used to fit a model for the sag of the top end
as a function of elevation and the fits as a function of elevation of the residual wave front errors will define the A,B
and C coefficients of the Zernike terms.
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Abstract
At the SPring-8 site, the X-ray free electron laser facility, SACLA, and the third-generation light source, SPring8 storage ring, is operated. The SACLA generate brilliant
coherent X-ray beams with wavelength of below 0.1nm
and the SPring-8 provides brilliant X-ray to large number
of experimental users. On the SPring-8 upgrade project
we have a plan to use the linac of SACLA for a fullenergy injector of the storage ring. For this purpose, two
accelerators should be controlled seamlessly and the
SACLA has to provide low emittance electron beam to
generate X-ray laser and injector for the SPring-8 simultaneously. We start the design of control system to meet
these requirements. We redesign all of a control framework such as Database, Messaging System and Equipment Control include with NoSQL database, MQTT and
EtherCAT. In this paper, we report the design of control
system for SACLA/SPring-8 together with status of the
SPring-8 upgrade project.

At the SPring-8-II the dynamic aperture is markedly
narrower than the current SPring-8. We cannot use the
existing injector system without a large-scaled modification. In addition, long injection interval during top-up
operation it is necessary to keep the injector system in a
stand-by condition. In the result, it is increasing the operation cost. On the other hand, the linac of SACLA is always running for its own user experiments independently
from SPring-8-II. Therefore, if the injection beam is delivered from SACLA, the operation cost will be minimized. To achieve the SACLA’s users operation and the
beam injection to SPring-8-II in parallel, it is necessary to
control of the beam energy and the peak current on a
bunch by bunch basis.

INTRODUCTION
Last twenty years, the SPring-8 as the highest electron
energy, large scale third generation synchrotron radiation
facility in the world. Construction of the SPring-8 facility
was started in 1991 and it has been open for user experiments since October 1997. At the SPring-8 site, the SACLA (SPring-8 Angstrom Compact Laser) project started in
2006 with 5-year construction schedule and and it has
been in operation for user experiments since 2012. Figure 1 shows a bird-eye view of SPring-8 site. We designed
the SACLA linear accelerator to be used for a full-energy
injector for the SPring-8 storage ring. An ultra-lowemittance electron beam delivered from the SACLA
should be compatible with the future upgraded SPring-8
facility.
The SACLA is delivering pulsed X-ray laser beams
whose pulse duration is as short as a few femtoseconds.
The peak brilliance of the SACLA is so high. The complementary use of storage-ring light sources and pulsed
X-ray laser is essential for opening new frontiers in science and technology. However, there is a wide gap between the current SPring-8 emittance and SACLA’s
equivalent emittance. The SPring-8 upgrade should narrow the gap from the storage ring perspective. In 2013,
we have decided to aim for an ultra-low emittance ring
with an emittance value of ~100 pmrad. The conceptual
design report on upgraded SPring-8, which called SPring8-II, was published in September 2014 [1].

Figure 1: The SPring-8 facility and the SACLA. The
transport line.

OVERVIEW OF SACLA AND SPring-8
Figure 2 shows the machine layout of SACLA and
SPring-8. The SACLA consists of an electron gun [2],
beam deflector, prebuncher cavity (238MHz), booster
cavity (476MHz), L-band correction cavity (1428MHz),
L-band buncher, C-band (5712MHz) correction linac, Sband (2856MHz) linacs, and main C-band linacs [3]. The
electron beam repetition rate is 60 Hz. A peak current of
several kA is generated by compressing the bunch length
in the injector (prebuncher, buncher and booster) and in
three stages of the magnetic-chicane bunch compressors.
We use 128 units of the C-band accelerating structure.
The beam energy will reach 8 GeV and the X-ray laser
wavelength is below 0.1 nm. A number of in-vacuum
undulators of 4.5 m length are aligned after the accelerator. There are 22 units of the undulator on BL3 and 18
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units of the undulator on BL2. A pulsed kicker magnet is
used to switch the beam route to BL2, BL3 and a beam
transport line to the SPring-8. The beam transport line
from SACLA to the exit of the existing synchrotron
booster tunnel and after the synchrotron to connects the
exit of the synchrotron booster and the storage ring. If the
injection beam is delivered from SACLA to SPring-8, a
peak current of the electron beam should be reduced to a
few hundred amperes to prevent the emittance degradation at the transport line.

Figure 2: Schematic drawing of the SPring-8 accelerator
complex.

DESIGN OF CONTROL SYSTEM
On the SPring-8 upgrade project we are going to use
the linac of SACLA for a full-energy injector. For this
purpose, two accelerators should be controlled seamlessly
and the SACLA has to operate for user experiments and
for injector of the SPring-8 simultaneously. In this case,
we must control the beam energy and the peak current on
a bunch by bunch. We started the design of a control
system to meet those requirements. Figure 3 shows schematic of new control framework. A basic idea of the control system is keeping the MADOCA’s DNA [4] but we
redesign all of a control framework by using IT technology. The MADOCA framework is used at the SPring-8, the
NewSUBARU, the SCSS test accelerator and the SACLA
past twenty years. This concept is still useful to control a
large accelerator and stable operation. We keep a following concept of the MADOCA,
1. Message oriented communication with human readable S/V/O/C style syntax
2. Relational database management system for a parameter database
3. Distributed control system communicating via the
network.
When we designed and developed the MADOCA
framework for the SPring-8 storage ring, a computing
resource was very limited such as single core CPU, small
size of disk and memory, only 10Mbps network bandwidth and no open source product. Therefore, the MADOCA framework could not use efficiently a rich computing resource of modern IT era. We redesign following
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components to resolve this problem to resolve the problem.

Database System
The database system is composed on three parts [5].
First one is an online database for machine status logging
momentary. Second one is an archive database for machine status logging permanently. Last one is a parameter
database to store the machine control parameter such as a
calibration constant and a current setting of a magnet
power supply. We use the Cassandra [6] for online database. We designed for maximum speed written data in
60Hz. This kind of architecture has good performance at
writing speed, but it does not fit on a search and retrieve
task. On the other hand, archive data is required search,
select or retrieval function. Therefore, we selected the
relational database management system for it. Parameter
database need a flexible data manipulation and relational
database is better to use this purpose. We selected MariaDB [7] for the archive and the parameter database. Because of a different architecture between the Cassandra
and the MariaDB, we compromise a table structure for
only one signal into one table. This may cause a logging
data size to be large for relational database. We resolve
this problem by storing sequential data to store into one
column. We can take a benefit by this method which
reduce a data size and minimize search speed by a smaller
index.

Figure 3: Schematic of the control framework for the
SPring-8 accelerator complex.

Message Server
We use the MQTT [8] as a messaging protocol to
communicate between an operator console and a equipment control device. The MQTT is an open industry
standard and the de-facto standard for Internet of Things
applications. Therefor there is lots of product on the market. The MQTT protocols are:
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1. A simple and lightweight Publish/Subscribe messaging protocol
2. Messages in MQTT are published on topics
3. Topics are treated as a hierarchy, using a slash (/) as a
separator (Same as MADOCA message!!!)
4. Defines three levels of Quality of Service (QoS)
5. All messages may set to be retained
6. When a client connects to a broker, it may inform the
broker that it has a will
and this makes

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-FRAPL03

a single thread option is still needed to keep backward
compatibility. In this case, we need to wait a response
from the EM before to send next topic. Because of most
of topic are related with the objects to control device, we
set a granularity of a thread same as corresponding to a
device descriptor.
We decided the EM as an only process at a boot-up.
Other processes such as a data acquisition process or a
feedback control process will be forked from the EM. We
use a shared memory to communicate between processes.
The EM controls creation and initialization of the process.
This makes easy to manage processes and resources.

1. No need flow control of the queue
2. Easy to keep S/V/O/C style syntax
3. Reliable communication with QoS, retain and will
4. Central management of a broker.
We tested several products shown in the table 1 and we
selected the eMQTT [9] because of





Mosquitto [10] is small and simple but not for enterprise purpose
HiveMQ [11], we cloud not find a distributor in
Japan
MessageSight [12] is high performance but too
expensive
VemeMQ[13], performance is almost same as
eMQTT but eMQTT’s user interface is better
than VemeMQ.

We use Paho [14] as a client library to access MQTT
protocol. We tried to fail-over test to simulate a machine
trouble with use of eMQTT and Paho. At first, we disconnected a network connection of active broker and
reconnected a network to standby broker and boot it with
arp command for a resolution of network address. A client such as a GUI on an operator console was working
correctly without restart. If we can allow several minute
of downtime we do not need the expensive High Availability equipment.
Table 1: MQTT Broker
Mosquitto
eMQTT
VemeMQ
HiveMQ
MessageSight

procurement
Open Source
Open Source
Open Source
Commercial
Commercial

HA
No
Yes
Yes
Yes(Cluster)
Yes

UI
No
Yes
No
Yes
Yes

Equipment Manager
The messaging scheme is moved to the MQTT and
each topic is send or received without queuing. Therefore,
the equipment manager (EM), which controls devices, has
to be implemented with multi-thread. If the EM is running
as a single thread application, we need a blocking mechanism to prevent an overwriting of topic. In the meanwhile,

Figure 4: Schematic of the data acquisition framework.
This shows a point data acquisition scheme to be polling.

Data Acquisition
The data acquisition scheme as shown in Fig. 4 is based
on a daemon process, we called MDAQ, forked from the
EM. We are preparing several types of process.
 A point data with fixed acquisition interval by polling. This may use for slowly varying data such as a
slow control.
 A point data acquired by triggered event, such as a
beam position monitor of the SACLA.
 A one-dimensional array such as a waveform
 A two-dimensional array such as a picture of a beam
profile monitor
Configuration parameters of the MDAQ are loaded
from the parameter database on MariaDB and a data is
written to online database on Cassandra. A state of the
MDAQ is controlled by using message with C as create,
start, stop and destroy. If the EM receive a create command, the EM fork the MDAQ process. A start (or stop)
command means to start (or stop) data taking. If the EM
receive a destroy command the EM kill a MDAQ process.
The MDAQ process has a keep alive function to report up
to date status such as stand-by, pause, running and stop.
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especially a personnel protection system. This configuration will be kept at the SPring-8-II.

Figure 5: Schematic of RF test stand with MTCA.4 and
EtherCAT.

Equipment Control Hardware
Because of a trend of the shrinking VME’s market, we
will replace a VME with MTCA.4 for high speed digital
signal processing and PC and PLC for slow control.
We will adopt a MTCA.4 system to detect
phase/amplitude signals generated by the klystron, and to
generate rf signals with appropriate phase and amplitude
for the klystron input. For this purpose, High-speed A/D
and D/A boards working with several hundred MHz clock
are used. The A/D and D/A combination allows a digital
feedback of a low-level RF system for driving the klystrons. We were started the performance test of a digitizer
AMC module with MTCA.4 standard at an RF test stand
[15] as shown in Fig. 5. The AMC has 10 channels 16-bit
ADCs, two 16-bit DACs, and a FPGA. This test shows
successful results and we will replace the existing analogue based RF feedback system of the A-station of the
SPring-8 to the full digital feedback system at the end of
FY2017. Then we will replace the B, C, D-station at
summer shutdown 2018.
To reduce the amount of wiring, we employ EtherCAT
[16] as a remote I/O system. EtherCAT is a real-time
Industrial Ethernet technology originally developed by
Beckhoff Automation. The EtherCAT protocol is disclosed in the IEC standard IEC61158. The EtherCAT is
also one of the key component for Industry 4.0 which
originates from a project in the high-tech strategy of the
German government. We already started to use the
EthetCAT for the kicker magnet control and the position
readout for insertion device [17]. And we will extend to
use for a low-level RF system at SPring-8 A-station and a
stepping motor control of insertion device at end of
FY2017. A full digital controlled magnet power supply
using EtherCAT is under development. We will use this
power supply for the SPring-8 upgrade
An interlock system of vacuum, machine protection system and personnel protection system are configured with
a PLC at SPring-8. It must be a highly reliable system

Figure 6: Schematic of bunch by bunch parameter control.

Bunch by Bunch Beam Control in SACLA
Because the SACLA has to control of the beam energy
and the peak current on a bunch by bunch, we design and
develop a system with reflective memory. A master controller store all pattern of parameters required for the lowlevel RF controllers. Each pattern consist of 60 rows
which correspond to the parameter for 1 second with
beam reputation rate of 60Hz. We can select the pattern
every second by on demand. These processes will be
introduce to the bunching section such as gun, beam deflector, prebuncher, booster, L-band correction, L-band,
C-band correction, S-band and 12 units of C-band. Also,
it will be working for the kicker magnet power supply.
Figure 6 shows the schematic view of this system. Although RF control modules in SACLA’s RF system are
VME based one, the master controller is a MTCA.4 module because this module also works for an injection timing
control of the SACLA and SPring-8. The master sends
parameters to VME with past, present and future beam
shots. As for the data acquisition timing of the pulsed
machine linac, we need to wait a data conversion of the
digitizer after trigger. It means a data obtained just after
the trigger is related to past shot. For the timing of the
parameter setting to the RF system, we need settling time
for a DAC. We must set a data prior to the aimed bunch.
From these conditions, the VME system has to receive
past, present and future parameter to control with bunch
by bunch control operation.

STATUS OF A PROJECT
On the SPring-8 upgrade project we were started to design a brand-new control system from 2016. Figure 7
shows a master plan of the project to replace the control
system. At first we replaced few VME of the Test Stand to
develop and debug the system. Next step is to replace the
dedicated accelerator for BL1. [18] Before the replacement we made a feasibility study at a shutdown period in
spring 2017. From this study, we found necessity of small
modification of the control system but it was not serious

FRAPL03
1998

Project Status Reports

problem. We replace the control system of the dedicated
accelerator for BL1 at the summer shutdown period in
2017. We use the 18 server nodes for the online database.
Each node has 4-core CPU, 32GB memory and 1TB SSD.
For the archive and the parameter database, we use the
server with dual CPU, 128GB memory and 9.6TB SSD.
The control system is working well after the replacement.
We will replace the control system of SPring-8 at end
of FY2017 and that of SACLA at a shutdown period in
summer 2018. We also examined a feasibility study of the
control system for SPring-8 at a shutdown period in
summer 2017. We tried to change a RF system, magnet
power supply system and vacuum system. We could control devices and collect a data successfully. At this study,
we set minimum polling interval with 200msec. if the
stored beam was dumped we must store transient data of
vacuum and magnet power supply with 200msec time
resolution for trouble shooting. Some of parameter database was working well. The data taking of beam position
measurement system is under developing and we plan to
test this at a shutdown period in winter 2017/2018.
After replacement of the control system we will start
R&D of a graphical user interface for SPring-8-II. In this
time, we still use X-Mate as a GUI builder, which is heritage from the construction phase of SPring-8. But this
builder is not up to date for recent environment of Internet, such as web browsing. We plan to study a nonblocking scheme called co-routine or fibre. It provides a
unit of execution even lighter in weight than the thread
and ease to use.

We succeeded in replacement the control system of the
dedicated accelerator for BL1 at summer shutdown 2017.
We will replace the control system of the SPring-8 and
SACLA at summer shutdown 2018 for seamless control
of two accelerators. We will use this control system for
SPring-8 upgrade and R&D of SPring-8-II will be based
on this control system.
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APPROACH

Abstract
The ELI Beamlines facility is a Petawatt laser facility
in the final construction and commissioning phase in
Prague, Czech Republic. End 2017, a first experiment will
be performed. In the end, four lasers will be used to
control beamlines in six experimental halls. The central
control system connects and controls more than 40
complex subsystems (lasers, beam transport, beamlines,
experiments, facility systems, safety systems), with high
demands on network, synchronisation, data acquisition,
and data processing. It relies on a network based on more
than 15.000 fibres, which is used for standard technology
control (PowerLink over fibre and standard Ethernet),
timing (WhiteRabbit) and dedicated high-throughput data
acquisition. Technology control is implemented on
standard industrial platforms (B&R) in combination with
uTCA for more demanding applications. The data
acquisition system is interconnected via Infiniband, with
an option to integrate OmniPath. Most control hardware
installations are completed, and many subsystems are
already successfully in operation. An overview and status
will be given.

INTRODUCTION
ELI Beamlines [1] is an emerging high-energy, highrepetition rate laser facility located in Prague, Czech
Republic. Four laser beamlines (ranging from the inhouse
developed L1 with <20fs pulses exceeding 100mJ at
1kHz based on DPSS technology to the 10PW-L4,
developed by National Energetics) will supply six
experimental halls which provide various secondary
sources to users. Facility commissioning, and installation
work of lasers and experiments is progressing, and first
user experiments are expected in 2018.
The central control system connects, supervises and
controls all technical installations used for the operation
of this facility, which are more than 40 complex
subsystems (lasers, beam transport, beamlines,
experiments, plant systems (HVAC, vacuum), safety
systems) with high demands on network, synchronisation,
data acquisition, processing, and storage.
This paper describes the hardware architecture of this
control and data acquisitions system, and addresses the
challenges to be faced in the upcoming years.

There are three factors that make the development of
the ELIs’ control system challenging:
First, ELI has been designed to be multifunctional, and
to provide a highly diverse selection of lasers and
secondary sources to researchers. In practise this means
that we have to integrate a multitude of very diverse
subsystems developed by internal and external suppliers;
leading to an initially very inhomogeneous technical
landscape, and complex system interfaces.
At the same time, ELI is building groundbreaking
technology and its demands on synchronisation and data
acquisition are pushing the boundaries on what is possible
with current technology. Demands are especially high on
safe operation, synchronization, and data acquisition.
Third, in ELI commissioning and operational phases
overlap. While one part of the facility is still under
development, others are being installed, and again others
will be already serving early users (whose experiments
need to be supported technically, and for whom laser and
beam transport operation, safety, timing and data
acquisition services must be provided).
We are using three approaches in our hardware
architecture to deal with these challenges:
•
Standardization of hardware interfaces, for
example for camera interfaces [2], but also more
complex interfaces like our lasers. This reduces
complexity and software development effort, and
allows us to integrate new systems with less or at
least known effort.
•
Use of common hardware based on open
standards, which allows common just-in-time
procurement (taking advantage of high-volume
pricing), gives us full control and documentation,
and flexibility for future updates and
maintenance.
•
Implementation of a test-bed infrastructure,
which provides a representative system with all
technologies used within the central control
system for testing of new equipment,
development of hard- and software and the
opportunity to integrate subsystems in a
controlled, offline environment.
Combined with model-based and standardized software
development [3], we see promising early successes with
this very streamlined and industrial approach.
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STRUCTURAL OVERVIEW
Figure 1 shows a structural overview of the control
system, which is divided into top level control (upper
part) and local level control (lower part).

Figure 3: Main Control Room, during installation (09/2017).
The room is operational, large screens will be delivered 10/2017

Figure 1: Control system structure.

The top level control system is responsible for
integration from a functional and access point of view.
The core components are located in the main server room
(Figure 2) which directly connected to the main control
room with its 21 seats (Figure 3). Auxiliary systems are
installed in dedicated rooms: The timing system
infrastructure (GPS antenna / receiver) under the roof of
the building to reduce distances, and hardware for the
central vacuum systems inside of the plant rooms.

Figure 2: View of the main server room.

The main server room also houses control racks for the
(independently developed) laser control systems [4] and
the Eclipse HPC [5] that is currently used for simulations.
The local level control system components are
physically distributed over experimental and laser halls
and form a distributed control system.
At this level, local control and local data acquisition
ares implemented, and infrastructure for secondary
sources and user experiments is provided, including local
control rooms and standardized service hubs with access
to network, data acquisition and timing systems as well as
power and technical gasses.
All these systems are interconnected with a network
based on more than 15.000 single-mode optical fibres.
Mainly for safety reasons, but also to be able to optimize
for performance, we actually divided it into three
physically
separated
networks,
for
control,
synchronization and data acquisition; following the
scientific DMZ network architecture [6]
Finally, all network, control and DAQ systems are
represented within our test-bed (Figure 4), which is also
connected to a vacuum test system and a fully-equipped
optical laboratory for integration tests.

Figure 4: Test-bed Control/DAQ rack, vacuum test system.
FRAPL05
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LOGICAL OVERVIEW
As already introduced in [7][8], the ELI Beamlines
control hardware can be divided into three separate
logical units following the physical network division:
•
Control System
•
Data Acquisition System
•
Synchronization System

Control System Architecture
Network Overview
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switches (Cisco Nexus 5672) and to the lower layer using
Bottom-Of-Rack switches (Cisco Nexus 56128).
The lower level is connected to this system using
control switches (Cisco Catalyst 2960X) integrated into
local service racks. On the field level, different types of
DIN-rail mounted industrial switches are used.
Control Servers
Ten standard 2U servers (Figure 6) are used to
implement the top level control servers (Lenovo System
x3650m5), each has24 cores in total, 256GB of RAM
memory and contains two NICs with two 10Gb/s SFP+
interfaces connected in redundantly as shown in Figure 5.

Figure 6: Control Servers, also visible: TORBOR-Switches.

and

Local control hardware
In ELI, we distinguish between two classes of local
control hardware:
Figure 5: Control System Network.

Figure 5 shows a top-down overview of the control
network, showing the communication from the
user/operator in the main control room down to the
equipment inside the experimental or laser hall. The entire
network is a standard Ethernet network which is
configured for high throughput, with no guarantee of
synchronicity (real-time behaviour) in all but the case of
the local fieldbus network, which will be discussed later.
All components are connected to the system redundantly
to increase reliability.
The main control room is connected to the server
room via the core switch (Cisco Nexus 7700), which acts
as a high-throughput, top-level aggregation and access
switch.
In the control room, control servers are
connected to the upper layer using Top-Of-Rack (TOR)-

•

Industrial control hardware is used for
undemanding applications (for example vacuum
or motion control) with standard industrial
interfaces, analog and digital I/O, motor controls
and similar requirements. Real-time in the range
of 100us may be required, as well as the
possibility of optical-fibre communication due to
long distances and EMP.

•

Advanced control hardware is used for
challenging applications, with high demands on
data rates, response times or complex processing
needs.
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Industrial Control
The market offers a wide range of comparable
industrial control systems and PLCs that fulfil the basic
requirements as described above. Because of the large
volumes in ELI, price is a significant deciding factor –
and so is interoperability.
Two major systems stand out by being based on open,
accessible and consortium driven fieldbusses on top of
Ethernet: PowerLink [9], mainly represented by B&R [10]
and EtherCAT [11], mainly represented by Beckhoff [12].
Both are capable of real-time operation and can be used in
a ring-topology for redundancy.
While a classical PLC has to operate locally with the
software provided by the vendor, the open standards allow
us to use the interface cards alternatively
•
directly with our own C++ based stack (without
interfaces or PLC code); deterministic if used on
a system with RT patch
•
as field-nodes that are remote-controlled from
the server room, with the fieldbus routed through
our standard network hardware (required:
VLANs and appropriate QoS configuration)
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At the moment, 22 MTCA crates are used in ELI, with
32 CPU boards, a number which is expected to grow as
more demanding control applications arise.

Data Acquisition Architecture
Network Overview
Figure 7 shows the DAQ network in ELI [7][8].
Following the data flow, we start with two different types
of local DAQ hardware in the experimental and laser
halls.
We connect them using NICs (SFP+/QSFP) to FPGA
cards installed in the DAQ server in the server room. At a
later point, we plan direct interfaces from local FPGA
cards in order to bypass PCIe limitations and reduce CPU
load on the local hardware.
From the DAQ server, the data either goes into a multitier storage or to further processing using a a low-latency
network, in our case Infiniband (which might be changed
in the future).

Both EtherCAT and PowerLink were successfully
evaluated, the final decision for PowerLink was made
based on cost and a more attractive range of available
interface cards, as well as the openness of the IP core of
PowerLink.
At this point, ca 40 IPCs (PC910) and PLCs and
hundreds of interface cards are deployed, a number that is
expected to grow rapidly over the next years of
commissioning.
Advanced Control
For more complex control demands, the physics-driven
standard MTCA.4 (Micro Telecommunications Computing
Architecture) [13] was chosen – because of its high
flexibility and modularity, redundant key components,
agnostic backplane and advanced management.
A basic MTCA system starts with a crate / chassis
which is managed by a MTCA carrier hub (MCH). This
unit takes care of powering (often via redundant power
supplies), cooling and switching / timing signals in the
backplane, which can be configured to be PCIe, 10Gb
Ethernet or Serial Rapid I/O. The crate can hold up to 12
Advanced Mezzanine Cards (AMCs) which communicate
with each other over the backplane.
In ELI, we use two kinds of AMCs:
•
CPU
Boards
(AM90x/41x,
Concurrent
Technology); within one crate, there can be
multiple boards, allowing us to have independent
systems.
•
FMC Carrier Boards with Artix XC7A200T and
Kintex XC7K325T (Creotech) These boards carry
FPGA Mezzanine Cards (FMCs), which can be
flexibly chosen and exchanged. We currently
have FMCs for timing, DI/O and analog
acquisition.

Figure 7: Data Acquisition Network.
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•

standard
PCIe-based
DAQ
systems
(Supermicro) with 128GB of RAM, 24 cores and
10 PICex8 slots. These servers are low-cost, can
provide large memory buffers (terrabytes) and
there is a wide variety of PCIe-cards for different
applications

•

MTCA-based DAQ systems, which have the
advantage of clock support (timing system, see
next section) in the backplane and allow card-tocard-connection without involving the CPU.
They have one limit: Due to the card size, the
AMCs can only have 16GB of buffer.

In the server room, data is acquired, processed and
stored using three main components
•

•

•

a blade server for DAQ which contains a 2x
Infiniband FDR switch in the rear, a 2x Ethernet
switch 10/40GBASE-X in the rear and currently
14 blades, each blade has 24 cores and 768GB of
memory for the buffer pool.
the Infiniband [14] network (network interface
cards, cabling and switches) acting as a lowlatency interconnection inside the blade server
and to the data storage
the multi-tier data storage where the tier-1 is
based on flash drives, tier-2 is based on standard
hard drives and tier-3 is based on tape library.
(Implemented in stages, initially 6PB)
The RAM of the DAQ server, which acts as a
memory buffer, is considered tier-0.

The DAQ servers are therefore used for three purposes
•
Data aggregation from the DAQ hardware
installed in the hall using either pure NICs
(Mellanox MCX4121A-XCAT: 2x 10GBASE-X,
RDMA support) or FPGA cards (Alpha-Data
ADM-PCIE-KU3: FPGA XCKU060, 2x QSFP,
SDAcell support, 8GB DDR; Mellanox Innova
Flex LX-4 :FPGA XCKU060, 1x QSFP, RDMA
support, 2GB DDR)
•
as a memory buffer pool (tier-0) that is safe
from EMP and can be shared across processing
units using Infiniband, giving also access to
associated systems such as our HPC
•
as a host for online data processing using both
computre cores and the above described FPGA
cards for acceleration. We do prefer FPGA as
core accellerator (directly incoming data, no
bottleneck from PCIe), but provide some Xeon
Phi / GPU for users.

However, when we want to use the advantages of both
(clock support, card-to-card-connections, large memory
buffers), our MCH (NAT-MCH-PHYS80) allows to
connect its internal PCIe switch through optical cable to
PCIe based local DAQ server. The connection setup
(shown in Figure 8) provides PCIe x16 interface and can
be implemented using PCIe on MTCAs’ agnostic
backplane and its fat pipes.

Local Data Acquisition Hardware
In ELI Beamlines, there are two main reasons for high
data rates:
•

•

Our scientists are often working on very short
phenomenons (femtosecond laser pulses), which
require very high sampling rates
Some lasers are operating with high repetition
rates (1kHz) and need to be imaged (cameras and
other 2D-detectors)

At the moment, we see applications with 10GS/s and
more from digitizers (for example: ADQ7-DC-F10MTCA) and are preparing for 2D-detectors with this and
higher rates in the upcoming year.
We have two types of local DAQ hardware:

Figure 8: Standard PCIe DAQ system (top) connected
with MTCA DAQ system (bottom) via optical fibre /
PCIe bus

We use low-latency networks not only inside the serverroom (in the form of Infiniband / OmniPath [14][15] –
which is limited by distance), but also for the connection
between local acquisition hardware and DAQ server in
two forms: When NICs support it, we use Remote Direct
Memory Access (RDMA); with normal Ethernet
infrastructure we use RDMA over Converged Ethernet
(RoCE).
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Synchronization Architecture
The synchronization network, as shown in Figure 9, is
used for the Electronic Timing System and based on
WhiteRabbit [16].
In such a network, one switch is configured as the
“GrandMaster”, which distributes absolute timing
information and an external clock to the entire network of
connected switches using Synchronous Ethernet and PTP.
In ELI, we actually have the option to switch between
two sources of precise time: we get time via CESNET
[17], which uses a Cesium clock and a White Rabbit
Grandmaster in Prague and roots the signal over ca 40km
optical fibre to the ELI facility; and via a GPS receiver
that is installed on top of the roof and acts as a backup
(Figure 10).
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Since the “heartbeat” of the laser facility is an optical
oscillator (seed laser), that is disciplined by an 80MHz
electronic oscillator, our final goal is to use this frequency
as a basis for our timing system.

Figure 10: A White Rabbit "Grandmaster" switch is
connected to an antenna under ther roof.

OUTLOOK

Figure 9: Synchronization network.

We currently installed 15 White Rabbit switches from
Creotech with different types of FMCs (for both PCIe and
MTCA carriers). In 2015, we tested the performance of
our timing hardware and managed to reach subnanosecond accuracy and ca 9ps jitter on a still
uncalibrated system [17].
In the near future, we will synchronize with the laser
timing systems. This is planned in three phases:
First, simple triggers will be directly transmitted over
spare optical fibres to the experimental halls – we have
developed custom TX/RX modules with ns-accuracy for
this and used them in several field-tests. This acts as adhoc solution for installation / comissioning.
As a next step, we transmit triggers (directly obtained
from the lasers, ideally based on seed / injection signals)
via WhiteRabbit. Control Systems software interfaces will
be needed to compensate for varying beam travel time
(for example: number of passes through an amplifier
depending on laser power; varying distances from injector
to experimental chamber).

In the upcoming years, lasers and secondary sources
will be gradually installed and put into operation, which
will be certainly challenging for the control systems team.
Specifically in 2018, we are expecting to work on the
interfaces to two lasers (L1 / L3) and to control a number
of secondary sources in their early stage of operation (for
example ELIMAIA , HHG, an Ellipsometer, TEREZA,
PXS and the MAC chamber with mostly vision/mottion
control and detectors. The L3 beam transport will also
provide another challenge with a very high number of
controllable devices. The hardware is certainly ready for
that, the challenge will be the efficient workload
management of the local control implementation.
The data acquisition needs of the users are still quite
modest, but expected to rapidly grow once the secondary
sources are producing signals for the detectors. The way
the systems and network were designed allows for easy
scaling, we are first planning to increase storage
capacities up to 12 PB, and maybe later on increase local
transceiver modules from 10GB/s to 40GB/s or even
100GB/s.
Another topic are getting for is network load
management. Like most facilities, we see high
fluctuations in network load and anticipate these to
worsen with increasing data loads. We are planning to
use our top level DAQ server hardware as a buffer for
network load balancing. Many network component
vendor (including CISCO, which is currently our main
vendor) are starting to offer technologies for automatic
balancing by directing the traffic on switch level, which
we believe to be foolish: Such systems can only work
well in homogeneous environments, and lead to vendor
lock-in. Instead we are working a pilot project and
evaluating the capability of Infiniband (Mellanox) [14],
OmniPath (Intel) [15], and CAPI (OpenPOWER
foundation) [18][19] together with our Tier-0 storage as a
network RAM buffer for load flattening.
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CONCLUSION
This paper gave an overview of the hardware
architecture of ELI Beamlines, as it exists in the
commissioning phase of 2017. Our baseline is standing
and operational, and we are now anticipating early
operation to see how it holds up to reality.
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THE LASER MEGAJOULE FACILITY: CONTROL SYSTEM STATUS
REPORT
H. Durandeau, CEA/CESTA, Le Barp, 33114, France
Abstract
The Laser MegaJoule (LMJ) is a 176-beam laser
facility, located at the CEA CESTA Laboratory near
Bordeaux (France). It is designed to deliver about 1.4 MJ
of energy to targets, for high energy density physics
experiments, including fusion experiments.
The first 8-beams bundle was operated in October 2014
and a new bundle was commissioned in October 2016.
The next two bundles are on their way. There are three
steps for the validation of a new bundle and its integration
to the existing control system. The first step is to verify
the ability of every command control subsystems to drive
the new bundle using a secondary independent
supervisory. It is performed from a dedicated integration
control room. The second is to switch the bundle to the
main operations control room supervisory. At this stage,
we perform the global system tests to validate the
commissioning of the new bundle. In this paper we focus
on the switch of a new bundle from the integration control
room to the main operations control room. We have to
connect all equipment controllers of the bundle to the
operations network and update the Facility Configuration
Management.

LMJ FACILITY
The LMJ facility covers a total area of 40,000 m2 (300
m long x 150 m wide). It is divided into four laser bays,
each one accommodating 5 to 7 bundles of 8 beams and a
target bay holding the target chamber and diagnostics.
The four laser bays are 128 m long, and situated in pairs
on each side of the target chamber. The target bay is a
cylinder of 60 m in diameter and 38 m in height. The
target chamber is an aluminium sphere, 10 m in diameter,
fitted with several hundred ports dedicated to laser beams
injection and diagnostics introduction. A Supervisory and
integrated computer control systems ensure the LMJ
control system.

LMJ CONTROL SYSTEM
LMJ Control System Functions
The main functions of the control system are shots
execution and machine operations: power conditioning
controls, laser settings, laser diagnostics, laser alignment,
vacuum control, target alignment, target diagnostics [1].
The control system has also a lot of other major
functions: personnel safety, shot data processing,
maintenance management.

General Architecture
The LMJ control system has to manage over 500 000
control points, 150 000 alarms, and several gigabytes of
data per shot, with a 2 years on line storage.

Hardware Architecture
From the hardware point of view the LMJ control
system is constituted of two platforms located in two
different buildings:
 one for system integration (PFI), which is in
operation in a dedicated building and consisting of a
clone of the operational control system at the
supervisory levels and a mixture of simulators and
real controllers for representing low levels controls
and real equipment [2];
 The operational platform, consisting of two subplatforms: a small one for integrating the laser
bundles (integration control room) and one for
normal operations (main control room).
For each platform, two redundant cabinets provide
redundant Gigabit attachments to twelve subsystems
backbones and main servers.
On each platform, virtual independent contexts are
configured using Virtual Routing and Forwarding
technologies (VRF): on the operational platform this
allows simultaneous operation from the main control
room and the integration one.
The LMJ control system architecture is architecture
with four layers:
 N0 layer: the equipment control;
 N1 layer: subsystems supervisory that allows
operators to drive subsystems;
 N2 layer: the System supervisory;
 N3 layer: global LMJ facility (Laser
configuration,
shot
data
processing,
maintenance
management,
network
management).
N1, N2 and N3 layers are virtualized using VMware
and DataCore solutions. Each platform consists of one
virtualization infrastructures composed of:
 2 DataCore servers, each one managing 20 To of
disks;
 11 ESX Dell PowerEdge R815 servers, with 4x12
cores and 256 Go of RAM;
 1 VCenter Server to manage the VMware
infrastructure.
Each of these infrastructures is dimensioned to execute
more than an hundred of virtual machines.
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Software Architecture
All command control software developed for the
supervisory layers uses a common framework based on
the industrial PANORAMA E2 SCADA from Codra (Fig.
1).
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INTEGRATION STRATEGY
Since the middle of 2016 we are in the maintenance
phase of the LMJ Control System and there is only one
contractor. CEA itself is responsible for definition of new
versions and subsystems integration.
The integration policy defined for the realization phase
is applicable for the maintenance phase [2].
This policy was based on a three steps process:
 Factory tests;
 Integration between subsystems on the dedicated
platform (PFI);
 Functional integration on the LMJ facility.

Functional Integration on the LMJ Facility

Figure 1: LMJ software architecture.
The framework implements the data model described
above as .net components inside the PANORAMA E2
SCADA and adds some common services to the standard
features of PANORAMA E2:
 Resources management,
 Alarms management;
 Lifecycle states management;
 Sequencing [3];
 Configuration management;
 Event logging.
In this framework the facility is represented as a
hierarchy of objects called “Resources” (Fig. 2).
Resources represent devices (motors, instruments,
diagnostics…) or high level functions (alignment, laser
diagnostics). A resource is an object with properties,
methods and configuration data. Configuration data are
function default settings we can give to execute the
action. Resources are linked together through different
kinds of relationships (composition, dependency, and
incompatibility). There are about 200 000 resources in
order to describe the entire LMJ. It is in the Facility
Configuration Management and the Subsystem
Configuration Management which contains resources and
functions default settings.

Figure 2: Simplified data model.

As bundle commissioning will be a long process spread
over several years, the Integration Control Room (ICR)
were designed to allow new laser bundles commissioning,
while already commissioned bundles are operated for
shots and fusion experiments from the main control room.
A second supervisory system was installed in this room
and is connected to new bundles, as their commissioning
is beginning. From this control room two kinds of tests
are conducted:
 First, testing of each subsystem driven by the
contractor which is responsible for. It is the first time
that the subsystem software package controls the real
equipment using the nominal wiring. In a standalone
mode, with the same integration tools used at factory,
the contractors check the behavior of equipment with
the facility wiring;
 Then, testing of the whole bundle driven by CEA. As
soon as all the subsystems are integrated on the
bundle, CEA makes sure that all subsystems and the
high level supervisory system work well together.
When this phase is achieved, we switch the new bundle
to the main control room and final testing allows
demonstrating that ability of the new bundle to be
operated with the others.
The ICR is also used to qualify new version of control
command subsystem with real equipment.

Switch a New Bundle from Integration Control
Room to the Main Control Room
When we switch a new bundle from ICR to the main
control room many operations are required:
 First we move equipment in the operational context
by changing the VRF;
 In the second step we update software by using a
Setup installer or by cloning the Virtual Machine with
VSphere or using Acronis for personal computers;
 In the third step we update framework data;
 And we can perform system tests and declare the
bundle operational for experimental campaigns.
Step two depends on the fact we have a new software
version or not. Generally, we do in the same time the
switch of new bundle and the deployment of new version
of supervisory because these operations are made during
maintenance period of LMJ facility.
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Sometimes when we have a new version of a
Supervisory Subsystem, we have a new data model. So
we must update the operational bundles into the new
model and keep data. There are many cases (Fig. 3):
 Unchanged resource: very easy – nothing to do;
 Modified resource: warning – we have to update it
step by step;
 Moved resource: It’s the more spicy – we have to do
specific actions which are partially manual action;
 New resource: We update the class and update the
instances from the class with default values;
 Deleted resource: We update the class and update the
instances from the class.

Figure 3: Different cases for updating the configuration
data.
Then when the data model and the operational bundle
are up to date we can switch the configuration data of the
new bundle to the main control room. First, we export,
from the integration control room, the configuration data
of the bundle. Then we import them into the Facility
Configuration Management of the main control room
(Fig. 4).
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All the actions to update the configuration data use
functions of the Facility Configuration Management like:
 Export and import class;
 Update instances from class;
 Export and import configuration data of a set
of resources.

LMJ PROJECT STATUS
The first laser target interaction experiment was done
on fall 2014.
Since ICALEPCS 2015:
 The integration control room was commissioned
October 2015;
 A new bundle was commissioned after functional
integration on ICR in middle of 2016;
 A global maintenance contract started in the middle
of 2016. The fifteen contracts of the command
control realization are closed and we began the
maintenance phase;
 The first laser target interaction experiment with two
bundles was done on fall 2016. The next two bundles
are on their way for their integration;
 The commissioning of these two new bundles is
planned on start 2018;
 And in the same time several experimental campaigns
were done.
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Figure 4: Import the configuration data of a bundle.
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THE ESRF EXTREMELY BRILLIANT SOURCE –
A 4th GENERATION LIGHT SOURCE
J. M. Chaize, R. Bourtembourg, A. Götz, F. Poncet, J.L. Pons, E. Taurel, P. Verdier, N. Tappret,
G. Mugerin, F. Epaud, S. James, ESRF, Grenoble, France

Abstract
After 20 years of operation, the ESRF has embarked
upon a very challenging project - the Extremely Brilliant
Source- (EBS). The goal of this project is to construct a
4th generation light source storage ring inside the existing
844m long tunnel. The EBS will increase the brilliance
and coherence by a factor of 100 with respect to the
present ESRF storage ring. A major challenge is to keep
the present ring operating 24x7 while designing and preconstructing all the elements of the new ring. This is the
first time a 4th generation light source will be constructed
inside an existing tunnel. This paper concentrates on the
control system aspects. The control system is 100%
TANGO based.

PRESENTATION OF THE EBS
The ESRF is running an accelerator complex based on
an electron linac, a synchrotron booster and an 844m
long, 6.04 GeV storage ring. It operates 42 beam lines.
The Extremely Brilliant Source (EBS) project, officially
started in January 2015, aims to substantially increase the
source brilliance and the coherent fraction of the X-ray
beam. It consists of constructing a new 844m
circumference storage ring with a new magnetic lattice to
replace the current storage ring. About 90% of the
existing infrastructure will be re-used and the new EBS
design has been conceived with greatly improved energy
efficiency.
The hybrid multi-bend achromat (HMBA) lattice
design for the EBS will give a horizontal emittance
roughly 29 times lower than the emittance provided by
the current double-bend achromat lattice [1] [Fig 1.]. As
second order effect, the small size of the beam makes the
insertion device more efficient in creating coherency, and
this will lead to a gain of around 100 on the brilliance of a
monochromatic beam on the sample at the experimental
station.

Figure 2: Arc cell optics layout.
Because the vacuum chamber is extremely small, the
stability of the beam is critical. This will lead to an
increase by an order of magnitude in both the mechanical
precision required as well as the control of magnetic field.

CONTROLLING NEW HARDWARE
In addition to the physical hardware elements
composing the ring, a large number of new controllers
and sensors have been designed, developed or procured to
control the new equipment. Their prototype versions need
to be properly validated before launching the procurement
on a large scale.

Lattice Control
Each of the 32 cells is composed of 27 electro magnets
and 33 corrector channels, each one fed by a dedicated
power supply channel (totalling 1920 channels to be
remotely controlled).
In order to increase the MTBF of the power supplies a
hot swap system has been designed. The aim is to detect
any problem with a magnet current circuit in order to
perform, in real-time, a swap over of the faulty power
supply to a spare one, without interruption to the strength
of the corresponding magnet. Each hot swap system
manages 33 power supply channels for 27 magnetic
circuits of 3 different families [Fig. 3]. Such a system will
be installed in each of the 32 SR cells.

Figure 1: Reducing emittance for increasing brilliance.
The lattice is composed of 32 cells, each cell composed
of 7 permanent magnets dipoles and 27 electro magnets.
A total of 1180 magnets had to be designed, developed
and procured.
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mono cell cavities. The overall RF control will have to be
re-organized.

Vacuum System
Since the entire vacuum chamber system has been
redesigned, the vacuum instrumentation control has to be
renewed. A part of the existing pump controllers and
vacuum gauge controllers connected via RS422 will be
re-used. A new generation of vacuum controllers and
residual gas analysers will be added.
The vacuum interlock system is being redesigned.
Figure 3: Layout of the Hot Swap manager.

Alignment
The magnets are mounted on 128 girders, each 5 meters
long. The girders [Fig. 4] have 4 motorized legs able to
correct precisely the height and the tilt of the girder. A
Hydrostatic Levelling System (HLS) measures the
relative height of each leg with micron precision. This
system will be used to correct the slow natural movement
of the ground over the time. The ring will be aligned by
512 stepper motors moving simultaneously with beam.

Front-ends and Insertion Devices
Both the Front-Ends and Insertion devices will be
dismounted and re-placed at the exact same location in
the EBS ring. Therefore no work has to be done on this
part of the control system

PROJECT MANAGEMENT
The present ring stays in operation 24x7 while the
mounting of all the EBS elements on the 128 girders is
done in parallel in a dedicated building. This imposes
heavy constraints in terms of resources and space
management.

A Challenging Planning

Figure 4: A motorized girder.

Beam Diagnostics
192 of the current 224 BPM systems which are based
on Libera brilliance will be reused. They will be
completed by adding 128 new generation of BPMs based
on the Spark-R systems. This makes a total of 320
embedded Linux acquisition systems connected to
Ethernet. In addition to that, 32 new generation beam-loss
detectors are also planned. All these devices are being
progressively deployed so they can be validated on the
current ring. Several other diagnostics tools are being
designed for the new ring: beam tune measurement
system, beam imaging systems, injection perturbation
damping system and several others...

A master plan has been established [Fig. 6] to guarantee
the correct schedule of procurement, human resource
allocation and space allocation to fit the objective.
The procurement of all the lattice pieces has been
scheduled for a gradual delivery to fit the planning. A
full-size mock-up of an EBS cell composed of 4 girders
(24m long) has been constructed [Fig. 5]. It is being used
to verify the correct mounting of each element, and to
build the construction sequence as precisely as possible in
terms of time spent, necessary tools and human resource
allocation. This mock-up is also used for training the
teams who will mount the girders and design the
necessary tools to manipulate all the pieces.

Radio frequency systems
The present 352 MHz 1.3 Mw klystron based
transmitters will be re-used. However their control
systems are being refurbished with new hardware
electronics and new software. Two Solid State Amplifiers
will complete the installation. The waveguide network
and the accelerating cavities are composed of 13 new

Figure 5: The EBS cell mock-up.

FRAPL07
Project Status Reports

2011

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

Content from this work may be used under the terms of the CC BY 3.0 licence (© 2017). Any distribution of this work must maintain attribution to the author(s), title of the work, publisher, and DOI.

16th Int. Conf. on Accelerator and Large Experimental Control Systems
ISBN: 978-3-95450-193-9

ICALEPCS2017, Barcelona, Spain
JACoW Publishing
doi:10.18429/JACoW-ICALEPCS2017-FRAPL07

Figure 6: EBS master planning.
A major challenge is the management of the space for need of maintaining a reliable operation of the present
storing all the pieces before they are mounted, and then to machine is a difficult constraint for this phase.
store the mounted girders before their installation in the
Computing Infrastructure
tunnel.
The system is composed of 160 physical computers
As soon as the operation of the current ring is stopped
(December 2018) it will be dismantled and the tunnel will among which 25 computer servers located in the
be emptied. Insertion devices and front-ends will be computing room, 110 industrial computers distributed all
stored with a view of being re-installed, all others pieces over the technical zones and 15 work stations in control
such as magnets, vacuum systems, diagnostics equipment rooms. The virtualization of the server computers based
will be stored ready to be disposed of at a later time. All on KVM is in progress. Unfortunately, the 110 rackable
the cables going from the technical zones to the tunnel computers are still necessary in each technical zone to
will be cut and dismantled. Once the tunnel is cleared and connect the large number of locally controlled devices
cleaned, each of the 128 pre-mounted girders weighing 12 (vacuum controllers, radiation measurement, insertion
tons each will be moved in the tunnel and connected to device controls, infrastructure management, FPGA PCI-E
each other. A special vehicle and a dedicated gantry crane boards etc…). To ease the management of these
computers, the hard disks are used only for running the
have been designed for this phase.
native operating system. All the software packages are
Validation of Equipment Control Interfaces
installed on a centralized disk server accessed via NFS by
All the electronic devices, embedded systems, power- each computer. Generic hot-spares are ready to replace
supplies and various controllers should be validated for any local computer without any package installation
their ability to be correctly remotely controlled and phase. Figure 7 (below) describes this infrastructure.
integrated into the TANGO control system.

CONTROL SYSTEM INFRASTRUCTURE
Networking Installation
The new hardware equipment is massively Ethernet
connected. Many of them, such as the magnet power
supplies and the beam position monitoring, are using
Power over Ethernet (PoE+). A renewing of the network
infrastructure to cope with the requirement of EBS is in
progress. It is planned to deploy the new network
switches on the present installation by mid 2018.
50 network switches of 48 or 96 ports each will be
installed in the technical gallery of the storage ring tunnel.
These switches are equipped with a dual power supply
230V AC and 48V DC. The 48V DC network will be
backed-up by battery banks for sustaining the network
switches in case of a power-cut. Each switch is able to
power at least 20 PoE+ plugs. i.e. 600W
In preparation of this installation, a campaign of recabling of all the technical zones is in progress. The goal
is to re-route in dedicated cable trays the control and
network cables to allow an easy and secure dismounting
of other cables in 2019. This re-cabling is being done cell
by cell during each ESRF maintenance shutdown. The

Figure 7: EBS computer infrastructure.

Modernizing the Electronic Interfaces
A large part of the existing installation, such as the
booster, the linac, the injection elements, the common
infrastructure will be re-used. The control of this
equipment is often obsolete and needed to be refurbished.
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A modernization plan has been established to replace
the old VME based systems and old field busses with
state-of-the-art systems often based on Ethernet
connected embedded systems. This modernization is done
on the running machine in the short shutdowns between
each run.

CONTROL SYSTEM SOFTWARE
The newly installed equipment should inter-operate
with the existing equipment. Therefore a high degree of
compatibility between old and new equipment control is
necessary. The high level software and graphical user
interfaces should be able to control both old and new
equipment. Furthermore, some high level processes, such
as the orbit correction systems, radio frequency system
application and vacuum application should be able to
control, in a transparent way, both old and new pieces of
equipment.

Commissioning of Individual Equipment
New physical equipment will have to be commissioned,
together with their remote control software, as soon as it
is installed. The control software and Human Machine
Interfaces have to be ready as soon as the new hardware is
installed.
Some devices, such as the BPM systems or beam-loss
detectors are supplied with a native TANGO server. For
other controllers, the ESRF needs to develop a TANGO
server and a GUI tool for the commissioning. The design
and development of the first version of device server is
done on the basis of the specification document given to
the suppliers, then, when the first prototype is ready, the
software interface must be validated and modified
because the real hardware is often not behaving exactly as
expected.
This is the case for complex diagnostic systems,
vacuum devices, power-supplies systems, radio frequency
devices and many other systems. Often, the software
interfaces protocols documentations are difficult to obtain
in advance because control has not been yet addressed by
the suppliers. The definitive interface is defined very late
after the factory acceptance test of the hardware itself.

Operation Software
The operation software refers to the tools used by the
control room staff to operate the EBS in routine
operation. It is composed of high layer device servers,
GUI application and sequencing tools. It aims to control
all the equipment together.
To develop and test this type of software before the
installation of the hardware, we need to simulate the
entire infrastructure. A simulated model of the new
accelerator has been developed for this purpose. It is
described below.

TANGO Software Framework
The TANGO control system [2], originally initiated at
the ESRF, has been adopted over the years by the
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majority of the light sources in Europe. Since then,
TANGO has continued to be developed and improved
collaboratively and became the de-facto standard control
system for light sources, lasers and telescopes in Europe.
This large community guarantees the long term
sustainability of the control system and allows fruitful
exchanges between the different control teams and
industrial partners sharing the same technology [3].
Thanks to the continuous development effort in recent
years, the present system is ready to satisfy the
requirements for the control of the EBS accelerator with
no critical challenges in terms of software characteristics.
TANGO is based on the concept of distributed devices
which implement micro-services and is still considered as
state-of-the art today.

The EBS Simulator
A storage ring simulator based on the Matlab
Accelerator toolkit simulates the behaviour of the beam to
the strength of each magnet. It has been interfaced to
TANGO in such a way that the simulated models of each
power-supply generate the effect on the simulated beam
parameters. [4]

Figure 8: The EBS simulator layout.
This simulator is interfaced to TANGO in such a way
that software modules can be connected to the simulator
or to the real machine transparently [Fig. 8]. It includes
the simulated version of the low level control of all
individual equipment. It is used to develop all the middle
layer and GUI software for the future operation. The
software layers used to manage the lattice and the
interface to the thousands of power supplies have been
designed and tested in this way. The beam orbit
correction device server, the beam optic programs, the
tune feedback, and many other programs have been
developed and tested on this simulator. The entire EBS
simulated vacuum system is being built. A set of virtual
computing machines are used to run an instance of the
control system above the simulator.

The Magnet Power Supply System Software
The hot-swap manager software is in development and
is being tested on the simulator. A simulator for the future
dc-dc converters and for the correction power supplies
has been developed. They are both controlled via a
Modbus TCP interface. Each simulator is built using the
FRAPL07
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tango-simlib library developed by the SKA team in South
Africa for the TANGO community [5].

Preparing the Injector Control
In preparation of the EBS, the injector is being
progressively refurbished. This is a challenge because the
refurbishment has to be performed on a system in
operation every day without reducing the reliability. The
old system was operating on the basis of 2 injections per
day using a resonating power-supply system at 10Hz.
The new system is operating in top-up mode with a
ramping power-supply system at 4 Hz [6]. All the
injection elements had to be adapted to the new injection
frequency. The injection sequence has been automated.
The linac control has also been modernized. A bunch
cleaning system has been developed.
Following these improvements, the injector system is
now ready to fill the future EBS ring.

THE NEW TIMING SYSTEM
The present ESRF timing system was built around a
centralized
RF
driven
sequencer
distributing
synchronization signals along copper cables. A new
system [7] based on the White Rabbit system [8] is being
developed by ESRF to replace it. The White Rabbit
system has been enhanced to carry RF over Ethernet. The
WHIST module embeds the master RF sequencer and 12
triggers outputs. All WHIST modules in the network run
in phase and duplicate a common RF driven sequencer
[Fig. 9]. A master module broadcasts the RF and the
injection trigger. The central RF sequencer will be put in
operation first half of 2018 and all the injection extraction
timing will be upgraded and commissioned by end of
2018, before the dismantling of the present Storage Ring.
A set of TANGO device servers and graphical user
interfaces are being developed to configure and supervise
the system. Its integration to the control system will be
done on the present Storage Ring

Figure 9: Schematic view of Whist infrastructure.

THE NEW ARCHIVING SYSTEM
The former ESRF History Database was designed 20
years ago for the TACO based control system to archive a
limited number of signals at a rate which is much lower
than the needs of the EBS. The system had been
interfaced to TANGO so that currently the majority of
data comes from TANGO device servers but both the
hardware and the software need to be fully redesigned to
fit the new requests.
In view of the EBS project ESRF has developed
together with ELETTRA, a new archiving system [9] able
to cope with the requirements of EBS [Table 1]. The
TANGO HDB++ project is a high performance eventdriven archiving system which stores data with microsecond resolution timestamps, using archivers written in
C++. ESRF developed the Apache Cassandra back-end
[Fig. 10]. The Cassandra back-end is using Cassandra's
TTL native feature underneath to implement the time-tolive feature. The HDB++ and all its associated tools are
presently running in operation in parallel with the former
Oracle based archiving system.
Table 1: Comparative Performances of
HDB
former HDB
1s
Time precision
120K
Insertions/hour
Polling/events
Filling mode
6K actives
No. Signals total
2K
Beam line signals
C GUI
Extraction tools
Database size
Online capacity
Database

0.5TB/y
9 months
Oracle

Old and New
HDB++
1 µs
6M
events
24K/56K
10k
Java /Python
/Matlab /web
20TB/y
Unlimited
Cassandra
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Figure 10: Synopsis of the HDB++ TANGO archiving system.
commissioning of all the equipment from mid 2019 and
EXPERIMENT CONTROL UPDATE
the commissioning of the overall machine in November
In parallel of the EBS accelerator construction, a lot of 2019. At this time, every single piece of software should
work has been initiated on the beam line side. 14 beam be operational with its remote control.
lines have been refurbished and 4 brand new beam lines
REFERENCES
are in construction. All of them should adapt to the new
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start in November 2017. Meanwhile, the work on the
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